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Summary

This document describes some experiments performed by the University of British Columbia and PictureTel Corp. at the request of VQEG (the Video Quality Experts Group, which contains experts from ITU-T SG12, ITU-R, etc.) to illustrate the performance of H.263 video coding using test sequences chosen by VQEG at what they seem to consider low bit rates (768 kbps and 1536 kbps).  It should be noted that VQEG does currently not intend to compare the quality of video coding standards.  Their goal is the standardization of subjective quality evaluation methods, and objective methods that match the subjective quality assessments as closely as possible.  The only other compressing video coding standard, which is used in current VQEG work is MPEG 2; at bitrates and picture resolutions well above those used for H.263.  We are reporting on this work to Q.15 to inform the Q.15 experts about the work and to provide this illustration of H.263 performance to the Q.15 experts group as well.

VQEG made 24 sequences available, 12 of them in 525 and 12 in 625 lines format on D-1 videotapes.  PictureTel processed  those sequences to convert them to CIF input material.  PictureTel also converted one sequence (625/tree, consisting of 220 identical source pictures) to 4CIF format.  UBC coded the sequences using their H.263 software and provided the coded data to PictureTel.  PictureTel then decoded the data and converted it back to D-1 videotape format for viewing and delivery to VQEG.

All sequences consist of 1s header, 9.6 s main sequence, and 1s footer.  Headers and Footers for each sequence were coded at a fixed quantizer value of 1, with one I-picture followed by 24 or 29 P-pictures for 625/525 line sequences, respectively.  The main sequence was coded using numerous optional modes as described below and using rate control.  No RD-optimization was used due to the interference of the RD algorithm with the rate control.  No special analyzing of the sequences content was performed, and no non-conventional coding methods, such as chroma-keying or dynamic, or dynamically-adaptive picture resolution warping were used, although this (among other highly computational complex methods) could lead to a higher picture quality within the syntax constraints of H.263+.  All sequences were coded without and with one or two B-pictures between P-pictures.  Generally, those results were both subjectively and objectively comparable.  All bitstreams were delivered to PictureTel for post-processing, along with the decoded sequence (using the B-picture variant with the highest Y-PSNR).

Input sequences

All input sequences were delivered in CIF format to UBC by non-anonymous ftp from standard.pictel.com.  In addition, the still-image ‘sequence’ 625/tree was also made available in 4CIF format.  The sequences consist of three parts:

· 1 second header (corresponding to 30 pictures for 525 line and 25 pictures for 625 line sequences),

· 9.66 seconds content (corresponding to 260 and 220 pictures for 525/625 lines, respectively), and

· 1 second footer.

Header and footer information looks similar for each sequence, although they seem not to be identical with respect to the source (possibly digitization errors?).

All sequences with the exception of the 625/tree sequence contain motion video of different characteristics in terms of activity, details and natural/artificial information.

The input sequence tree consists of the usual header and footer and 220 identical pictures of a tree.  This ‘still image’ sequence was handled differently to achieve a reasonable quality.

General remarks on Coding

There are a number of opportunities we can recognize in which significant hand-customizing or segmentation analysis or extremely computationally intensive processing for the source data or encoding method would probably result in better quality.  As a prime example, we could have performed preferential bit allocation or chroma keying to the region of the artificial "bugs" which have been spliced unto many of the sequences.  Another good example is that we have refrained from using global motion compensation (e.g., for zooming) or dynamically-adaptive picture resolution despite the apparent benefit that would be obtained from such techniques for some sequences. In general we have not taken advantage of such opportunities. Instead we have simulated the processing, as it would be performed in a conventional encoder. This will be stated prominently and explicitly in any description of this work intended for VQEG readership, because if these results are compared with some other results, which use segmentation or other non-conventional processing techniques, then the comparison may not be a fair one.

A significant amount of the source video data was not generated by a camera but by computer animation, and in several camera-generated sequences there were extra manipulations in addition to camera capture (such as "bug" insertion to show a logo in a fixed location on the screen over the moving video content). We made no attempt to treat graphics content in any different way than normal camera-view video content.


PictureTel performed the format conversion process from interlaced-601 to progressive-scan H.263 input using an automatic adaptive non-linear de-interlacing and noise reduction process. Many of the original video scenes had black borders on the right or left and thus did not completely fill the 720-pixel active region of the 601 signal with image content. Out of the 720 pixels of 601 input, 704 pixels were selected based on looking to see which pixels were filled with content. In some cases, less than 704 pixels contained active content, and as a result, black borders were still evident in some of the coded sequences. We did not attempt to "fix" this problem further, for example by duplicating border pixels to fill out the horizontal range, as per advise from VQEG members on their (not publicly accessible) Email reflector. Similar effects were seen in the vertical dimension (for the 625 scenes all 576 lines were used, for the 525 scenes 480 out of the available 486 lines were selected). The coded fidelity is known to have been harmed in some cases because of the remaining presence of an edge between the area of content and the blank region.  

Some of the low activity sequences, especially 625/tree (which is essentially a still image) would make it possible to be coded in 4CIF resolution within the bitrate constraints set by VQEG.  VQEG was asked whether such a coding would be appropriate or whether we should stick to CIF-based coding even if 4CIF would be possible.  VQEG people seem to disagree whether or not we are allowed to encode with higher-than-CIF resolution for those sequences for which such a coding would be feasible.  Therefore, only one sequence (625/tree) was coded additionally in 4CIF format, and it is proposed that this sequence should be supplied to VQEG as additional information.  The impossibility to fill the amount of available bits for 625/tree with useful bits leads to the problem of what to do with the unused bits.  Instead of artificially wasting bits (e. g. by macroblock stuff or the use of annex H, we decided on providing a sequence with a lower bitrate, as per advise from the VQEG chairperson.

Coding of Header and Footer

Header and Footer information consist of artificial test images with only a few moving elements, and is likely to be used to synchronize equipment.  The very low spatial complexity of the pictures allows very high quality coding at reasonable bit-rates.  Header and Footer were coded with a fixed quantizer value of 1 for both I pictures and P pictures, and without any Intra Macroblock Refresh.  Only Advanced Intra coding (Annex I), (Annex S) and Modfied Quantization (Annex T) were used, the latter to allow for a quantizer factor of 1 in the first I-picture (without risking a DCT coefficient value overflow). The resulting bit-rates were around 235 kbit/s for the header and 280 kbit/s for the Footer.  The reason for handling the header and footer independently from the rest of the sequence are as follows:

· Since coding the footer needs substantially fewer bits than would be assigned for those image by the rate control, the estimated bitrate for the main sequence would be about 15% to 20% depending on the target bitrate) lower than the bitrate we could use employing this “trick”.

· Header and footer information contain a few comparatively small elements, which might be needed in high quality for equipment synchronization in VQEG.  By forcing the quantizer value to 1, this information was preserved as good as technically possible within the constraints of H.263.

There is only one significant drawback when employing this technique: The temporal references do not increase consistently over the whole bitstream, because all three sub-bitstreams (header, main, and footer) start with TR=0.  This will be invisible for VQEG, since they get only decoded data on D1-tape.  It would have been possible to enable the UBC coder to start a sequence with a TR other than 0 (e. g. by command line switch), but UBC deemed that an unnecessary effort since the decoder could be easily forced to ignore TR information.

Coding of the main content

During the Whistler meeting of Q.15 there was an agreement that a reasonable illustration of H.263 performance could be achieved by:

· Use the high complexity tmn10 model, including RD optimization, Annexes D (unlimited vectors), F, I, J, S, T

· Use B-frames (Annex O)

· Use TMN10 rate control including extensions for B-frames (‘Jordi’s rate control).

Due to various restrictions both in terms of time constraints of the UBC personnel and the functionality of the UBC software, not all those mechanisms could be used for reasons detailed out in the following sections.

RD optimization

When trying to use RD optimization in conjunction with rate control, it was found that the resulting PSNR is sometimes slightly lower or slightly higher than when coding without RD optimization.  No constant quality gain was observed, as would be expected by using RD optimization.  There seems to be some interference between RD optimization and rate control, both as defined in TMN10
.  The Seoul contribution Q15-F-35 from UBC discusses this issue in more detail.  Even with a fully functional RD optimized rate control method we would have probably refrained from coding all the sequences in such a mode because of the computational complexity of RD, and the resulting additional work necessary.  UBC did, however, perform a short test to examine the possible gain of RD.  The VQEG sequence 525/autumn was coded with a fixed quantizer value chosen so that the resulting bitrate roughly corresponds to the target bitrate of 768 kbit/s, both with and without RD optimization. No significant improvement of PSNR (less than 0.2 dB for autumn and 768 kbit/s) was noticed when using RD, and no visual improvement at all could be observed.  Such a result was expected because of the comparatively high bitrates (768 or 1536 kbit/s for CIF images).  More work could be invested in this area, but the author personally doubts that any visual improvements would result. 

Annex D, unlimited vectors

Due to the very high complexity of the unlimited (full) motion vector search, such a search was not performed.  Instead, the 64 x 64 search (which is the minimal decoder range if PLUSPTYPE is present and Annex D is active) was used and was deemed to be sufficient.  A quick test on the two most active sequences 525/balloon and 625/fries showed only very few motion vectors larger than the 64 x 64 search window, and no serious impact in PSNR at all.

TMN10 test model picture dropping

The test model TMN10 specifies that when rate control is in effect, certain pictures have to be dropped.  VQEG, on the other hand, expects a fixed frame rate of 30/25 fps.  The rate control of the test model, therefore, had to be modified to use a fixed frame rate and to never skip a coded frame.  Due to the comparatively high bitrates this was easily achieved and without significant negative impact on the quality.  Contribution Q15-E-34 from UBC suggests additional text for the next revision of the test model.

Bitrate calculations

Two coding bitrates for the whole sequences (including header and footer) were requested by VQEG: 768 kbit/s and 1536 kbit/s.  Coders are free to use any allocation scheme for the content; no delay constraints were introduced by VQEG.  The bitrate used for the rate control was computed as follows:

1. Calculate the amount of bits available for coding, based on duration of the whole sequence and target bitrate.

2. Assume 640 Kbit for coded header and footer information.  Subtract this from the number of available bits.

3. Compute the target bitrate based on the information obtained from step 2.  Note, that this bitrate is significantly higher than the target bitrate as specified by VQEG.

4. Use only 98% of this bitrate to ensure that the target bitrate is matched (security margin).  Note, that for some sequences, when coded with B-frames, even this security margin is too small.

Generally, the resulting final bitrate, when coding with the parameters as above, was within –3% to +0% accuracy, with a few exception of up to –12% to +4% for extremely low/high activity sequences, depending on the number of B-frames chosen, and the activity of the sequence.  Details can be found in the following section.  Please note, however, that there were no sequences at all that show a high variety of activities within a sequence, like Foreman.  This leads the author to the assumption, that there is either some form of a bug in our coder, or that there is significant work necessary with respect to the rate control of the test model.

Results

Coding was performed on a high speed PC (333 PENTIUM 2, 128 MB RAM, fast hard drive) running under MS WINDOWS 98.  A speed-optimized version of UBC’s reference codec was used.  Coding all 24 sequences in 2 different bitrates with 3 different B-picture schemes (a total of 144 sequences of ~300 pictures in CIF resolution) in this environment took about 2 days.  Using truly unlimited motion vectors, at least 10 days of computing time would have been necessary and at least 6 days if RD optimization would be used. 

The following results were achieved (PSNR values before any post-processing):

Sequence
Avg PSNR
Obtained bitrate







./525/1536b0/autumn.txt
37.97
1500.75
97.71%

./525/1536b0/balloon.txt
35.14
1495.5
97.36%

./525/1536b0/betes.txt
44.1
1423.5
92.68%

./525/1536b0/football.txt
37.36
1502.25
97.80%

./525/1536b0/garden.txt
33.03
1507.5
98.14%

./525/1536b0/lepoint.txt
33.41
1494
97.27%

./525/1536b0/mobile.txt
29.76
1503
97.85%

./525/1536b0/newyork.txt
41.8
1491
97.07%

./525/1536b0/sailboat.txt
42.01
1502.25
97.80%

./525/1536b0/susie.txt
43.86
1497.75
97.51%

./525/1536b0/tabletennis.txt
39.29
1495.5
97.36%

./525/1536b0/tempete.txt
33.31
1503
97.85%

./525/1536b1/autumn.txt
38.96
1499.25
97.61%

./525/1536b1/balloon.txt
34.94
1494.75
97.31%

./525/1536b1/betes.txt
44.36
1364.25
88.82%

./525/1536b1/football.txt
36.02
1500.75
97.71%

./525/1536b1/garden.txt
32.64
1407.75
91.65%

./525/1536b1/lepoint.txt
34.29
1504.5
97.95%

./525/1536b1/mobile.txt
30.45
1508.25
98.19%

./525/1536b1/newyork.txt
41.38
1422.75
92.63%

./525/1536b1/sailboat.txt
42.49
1519.5
98.93%

./525/1536b1/susie.txt
43.91
1443.75
93.99%

./525/1536b1/tabletennis.txt
38.77
1475.25
96.04%

./525/1536b1/tempete.txt
34.33
1509
98.24%

./525/1536b2/autumn.txt
39.05
1515.75
98.68%

./525/1536b2/balloon.txt
34.15
1490.25
97.02%

./525/1536b2/betes.txt
43.81
1316.25
85.69%

./525/1536b2/football.txt
35.15
1509
98.24%

./525/1536b2/garden.txt
32.24
1410
91.80%

./525/1536b2/lepoint.txt
31.62
1437
93.55%

./525/1536b2/mobile.txt
30.36
1509.75
98.29%

./525/1536b2/newyork.txt
41
1393.5
90.72%

./525/1536b2/sailboat.txt
42.52
1494
97.27%

./525/1536b2/susie.txt
43.55
1401.75
91.26%

./525/1536b2/tabletennis.txt
38.42
1489.5
96.97%

./525/1536b2/tempete.txt
34.02
1488
96.88%

./525/768b0/autumn.txt
35.03
750.75
97.75%

./525/768b0/balloon.txt
31.05
745.5
97.07%

./525/768b0/betes.txt
40.47
735
95.70%

./525/768b0/football.txt
34.01
752.25
97.95%

./525/768b0/garden.txt
29.6
757.5
98.63%

./525/768b0/lepoint.txt
29.4
757.5
98.63%

./525/768b0/mobile.txt
26.33
755.25
98.34%

./525/768b0/newyork.txt
39.1
741
96.48%

./525/768b0/sailboat.txt
39.3
754.5
98.24%

./525/768b0/susie.txt
42.39
747
97.27%

./525/768b0/tabletennis.txt
36.23
745.5
97.07%

./525/768b0/tempete.txt
30.05
755.25
98.34%

./525/768b1/autumn.txt
36.1
756
98.44%

./525/768b1/balloon.txt
31.23
756
98.44%

./525/768b1/betes.txt
40.8
720
93.75%

./525/768b1/football.txt
32.73
759.75
98.93%

./525/768b1/garden.txt
29.85
744.75
96.97%

./525/768b1/lepoint.txt
30.04
756.75
98.54%

./525/768b1/mobile.txt
27.41
758.25
98.73%

./525/768b1/newyork.txt
39.17
727.5
94.73%

./525/768b1/sailboat.txt
40.61
756.75
98.54%

./525/768b1/susie.txt
42.54
734.25
95.61%

./525/768b1/tabletennis.txt
36.25
741
96.48%

./525/768b1/tempete.txt
31.37
774.75
100.88%

./525/768b2/autumn.txt
36.49
762.75
99.32%

./525/768b2/balloon.txt
30.7
762
99.22%

./525/768b2/betes.txt
40.51
705
91.80%

./525/768b2/football.txt
31.87
766.5
99.80%

./525/768b2/garden.txt
29.72
749.25
97.56%

./525/768b2/lepoint.txt
28.63
796.5
103.71%

./525/768b2/mobile.txt
27.76
769.5
100.20%

./525/768b2/newyork.txt
38.89
721.5
93.95%

./525/768b2/sailboat.txt
40.86
762.75
99.32%

./525/768b2/susie.txt
42.07
723.75
94.24%

./525/768b2/tabletennis.txt
35.95
738.75
96.19%

./525/768b2/tempete.txt
31.39
762
99.22%

./625/1536b0/barcelona.txt
32.66
1494.81
97.32%

./625/1536b0/canoa.txt
33.92
1470.37
95.73%

./625/1536b0/f1car.txt
33.24
1471.11
95.78%

./625/1536b0/fries.txt
40.28
1483.7
96.60%

./625/1536b0/garden.txt
34.97
1485.93
96.74%

./625/1536b0/graphic.txt
46.84
1431.85
93.22%

./625/1536b0/harp.txt
33.84
1471.85
95.82%

./625/1536b0/mobile.txt
31.28
1494.81
97.32%

./625/1536b0/rugby.txt
31.89
1471.11
95.78%

./625/1536b0/scroll.txt
41.94
1466.67
95.49%

./625/1536b0/tabletennis.txt
35.02
1471.11
95.78%

./625/1536b1/barcelona.txt
33.92
1502.22
97.80%

./625/1536b1/canoa.txt
33.06
1464.44
95.34%

./625/1536b1/f1car.txt
32.11
1465.93
95.44%

./625/1536b1/fries.txt
38.59
1460.74
95.10%

./625/1536b1/garden.txt
34.14
1302.22
84.78%

./625/1536b1/graphic.txt
45.7
1243.7
80.97%

./625/1536b1/harp.txt
34.05
1448.15
94.28%

./625/1536b1/mobile.txt
32.34
1492.59
97.17%

./625/1536b1/rugby.txt
30.81
1467.41
95.53%

./625/1536b1/scroll.txt
40.59
1154.07
75.14%

./625/1536b1/tabletennis.txt
34.39
1465.19
95.39%

./625/1536b2/barcelona.txt
33.62
1483.7
96.60%

./625/1536b2/canoa.txt
31.77
1479.26
96.31%

./625/1536b2/f1car.txt
31.59
1469.63
95.68%

./625/1536b2/fries.txt
37.59
1397.04
90.95%

./625/1536b2/garden.txt
33.69
1316.3
85.70%

./625/1536b2/graphic.txt
44.79
1188.15
77.35%

./625/1536b2/harp.txt
33.69
1441.48
93.85%

./625/1536b2/mobile.txt
32.19
1493.33
97.22%

./625/1536b2/rugby.txt
30.15
1474.81
96.02%

./625/1536b2/scroll.txt
39.69
1198.52
78.03%

./625/1536b2/tabletennis.txt
33.96
1462.96
95.24%

./625/768b0/barcelona.txt
29.43
744.444
96.93%

./625/768b0/canoa.txt
30.17
721.481
93.94%

./625/768b0/f1car.txt
30.49
720.741
93.85%

./625/768b0/fries.txt
37.24
731.852
95.29%

./625/768b0/garden.txt
31.22
735.556
95.78%

./625/768b0/graphic.txt
42.39
739.259
96.26%

./625/768b0/harp.txt
30.43
725.185
94.43%

./625/768b0/mobile.txt
27.69
744.444
96.93%

./625/768b0/rugby.txt
28.81
721.481
93.94%

./625/768b0/scroll.txt
40.03
717.037
93.36%

./625/768b0/tabletennis.txt
31.61
725.185
94.43%

./625/768b1/barcelona.txt
30.89
769.63
100.21%

./625/768b1/canoa.txt
29.79
728.889
94.91%

./625/768b1/f1car.txt
29.77
723.704
94.23%

./625/768b1/fries.txt
35.43
713.333
92.88%

./625/768b1/garden.txt
31.06
708.148
92.21%

./625/768b1/graphic.txt
42.25
731.852
95.29%

./625/768b1/harp.txt
31.15
728.148
94.81%

./625/768b1/mobile.txt
29.15
745.185
97.03%

./625/768b1/rugby.txt
27.98
731.852
95.29%

./625/768b1/scroll.txt
38.5
652.593
84.97%

./625/768b1/tabletennis.txt
31.5
729.63
95.00%

./625/768b2/barcelona.txt
30.9
748.889
97.51%

./625/768b2/canoa.txt
28.57
731.852
95.29%

./625/768b2/f1car.txt
29.3
724.444
94.33%

./625/768b2/fries.txt
34.16
716.296
93.27%

./625/768b2/garden.txt
30.92
715.556
93.17%

./625/768b2/graphic.txt
41.71
728.889
94.91%

./625/768b2/harp.txt
31.02
728.889
94.91%

./625/768b2/mobile.txt
29.39
753.333
98.09%

./625/768b2/rugby.txt
27.41
742.222
96.64%

./625/768b2/scroll.txt
37.03
658.519
85.74%

./625/768b2/tabletennis.txt
31.17
728.148
94.81%

Decoding, Post-processing and D1-tape generation

All sequences were decoded using UBC’s reference decoder and upsampled to 601 format using conventional polyphase linear filtering. 

Observations made during the coding process

This section provides an (unsorted) overview of observations, which were made during the coding of the sequences.

· Some of the coded sequences show a significant amount of annoying “ringing” at the right border of the picture.  It was found that this ringing was neither present neither in the source material nor in the result of the pre-processing process.  It is suspected that it is some form of a DCT ringing effect.  It could have been avoided if the edges of the active region were extrapolated to smoothly fill the picture.  Please note, however, that we were advised to not use such mechanisms by VQEG members, because they see the black borders as a realistic part of a transmitted picture (they even have some information about the maximum size of those black borders in their subjective quality test plan document.

· The 625/garden sequence also looks unfamiliar (with respect to the odd sky color and the faint mesh of the windmill) in the source material and also in the reconstructed bitstream.  The 525/garden sequence, in contrast, seems to be very similar, if not identical, to what is used in MPEG.  We were advised by VQEG, that they are aware of the situation, that this is intentional and neither a fault of the pre-processing nor of the coding algorithm.

· Many of the sequences (525/autumn, parts of 525/betes, 625/barcelona, and 625/harp contain a zoom-in to a fixed (or nearly fixed) image.  For those sequences, reference picture resampling with 1/16 pixel accuracy would help tremendously.  Unfortunately no coder was available to perform this work.

· The rate control for B-frames needs improvements because it sometimes generates significantly higher bitrates than expected.

� There is, of course, always the possibility of a bug in the coder.
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