ITU - Telecommunications Standardization Sector


STUDY GROUP 16


Video Coding Experts Group (Question 15)


_________________


Sixth Meeting: Seoul, South Korea, 3-6 November, 1998�
Document  Q15-F-19


Filename: q15f19.doc


Generated: 26 Nov. ’98�
�



Question:�
Q.15/SG16�
�
Source:�
R.J.Fryer�University of Strathclyde


Department of Computer Science


26 Richmond Street


Glasgow G1 1XH


Scotland, UK�
�Tel:�Fax:�Email:�
�+44 (0) 141 548 3387�+44 (0) 141 552 5330�rjf@cs.strath.ac.uk�
�
Title:�
Technical Data in support of the SCT H.26L Proposal Demonstrations�
�
Purpose:�
Information�
�
_____________________________


Introduction


This document presents data as requested in the call for proposal in support of the Proposal of the Strathclyde Compression Transform [‘SCT’] as the basis of the prospective ‘H.263L’ standard.  A technical description of the algorithm is presented in contribution Q15-F-18.


For present purposes it is sufficient to note that the SCT is essentially vector quantisation with blocks being approximated either by reference to a codebook or by motion compensation from a previous frame.  In the examples illustrated here the four preceding encoded frames participate in the motion compensation search.  There is no residual encoding whatsoever.


Basic Data


The sequences demonstrated comprise the set specified in Q_15_D_62r1.  In each case the initial frame is the initial frame of the corresponding anchor sequence.


Two forms of compression have been explored.  The first of these assigns the same bit budget per frame as do the anchors�.  In this document these are referred to as ‘variable rate sequences’�.  The second assigns an equal bit budget per frame [following the initial frame]�.  These are referred to as ‘fixed rate sequences’.


The summary data for the mandatory sequences is presented in Table 1.


Rate Distortion Curves


Mean PSNR Differences


Rate distortion curves for mean PSNR difference between the anchors and SCT for the compulsory sequences are given in � REF _Ref434123610 \* MERGEFORMAT �Figure 1� and � REF _Ref434123676 \* MERGEFORMAT �Figure 2�.  The horizontal axis is the value of Q for the anchor, since this clusters the data within a fixed range.  Bandwidth along the horizontal axis would distribute the curves widely.  The compulsory sequence ‘Container Ship’ is not included since the source data could not be located when these sequences were being processed.  This lack is regretted and the corresponding data will be made available in due course.





�


Figure � SEQ Figure \* ARABIC �1�  The difference in mean PSNR  [SCT-H.263] for the sequences indicated with the SCT in variable rate mode.  The vertical axis gives PSNR difference and the horizontal axis Q for the anchor comparison.


� REF _Ref434123610 \* MERGEFORMAT �Figure 1� and � REF _Ref434123676 \* MERGEFORMAT �Figure 2� show similar trends.  For both variable rate and fixed rate sequences the mean PSNR� of the SCT exceeds that of the anchor for each sequence at the highest Q [lowest bitrate].  The range of Q for which this is true varies widely from sequence to sequence and is therefore heavily content-dependent.  At first sight the variation would seem to be linked to the degree of internal motion since for Q>15  ‘News’ is “high” with ‘Foreman’ “low” and with the other sequences plausibly distributed between.  For Q<15 the ranking of the sequences changes markedly with the largest excursions by Paris and Glasgow.  No firm conclusions can be drawn from this sample.  





�


Figure � SEQ Figure \* ARABIC �2� The difference in mean PSNR  [SCT-H.263] for the sequences indicated with the SCT in fixed rate mode.  The vertical axis gives PSNR difference and the horizontal axis Q for the anchor comparison.


Mean PSNR for Individual Sequences


The PSNR versus Q rate distortion curve for ‘Hall Monitor’ is given in � REF _Ref434123631 \* MERGEFORMAT �Figure 3�.  For variable rate the SCT can be seen to be superior to the anchor for all bandwidths less than about 20kbps.  The pronounced relative degradation for bandwidths greater than 20kbps is disappointing but, given the simplicity of the algorithm, perhaps not surprising.  Examination of the displayed sequences shows that at high bitrates the difference is perceptually less than might be expected. 


An unexpected feature is that at less than 20kbps the fixed rate SCT codec is superior in PSNR terms to the variable rate one.  As has been pointed out the bit allocation to each frame in variable rate mode is the allocation assigned to that frame by the anchor.  That this produces a degradation of the mean performance for the SCT indicates that the assumption that an optimized codec would deliver bit budgets per frame comparable with those for the anchor is false.  Certainly the enforced assignment of constant bits per frame is unlikely to be optimum in PSNR terms.  The conclusion is inescapable therefore that a suitably optimized rate control involving variable frame bit budgets would deliver a quality higher than can the fixed rate codec.  For this instance, therefore, the presented fixed-rate curve must be regarded as the minimum possible outcome.


The PSNR versus bandwidth rate distortion curve for ‘News’ is given in � REF _Ref434123585 \* MERGEFORMAT �Figure 4�.  It is similar to that for ‘Hall Monitor’, though the crossover point is somewhat higher [25 to 30kbps].  The same comments apply except for those regarding the relative qualities of the fixed- and variable-rate codecs.  For ‘News’ these are in the expected relative positions.





�


Figure � SEQ Figure \* ARABIC �3�  Rate distortion curve [PSNR versus bandwidth] for 'Hall Monitor'.  See text.





�


Figure � SEQ Figure \* ARABIC �4�  Rate distortion curve [PSNR versus bandwidth] for ‘News’.  See text.


The PSNR versus bandwidth rate distortion curve for ‘Foreman’ is given in � REF _Ref434121941 \* MERGEFORMAT �Figure 5�.  In this case the crossover point is at about 20kbps which, coincidentally, is near the extreme of the graph.  The rate of deviation between the SCT and the anchor with increasing bandwidth above 20kbps is disappointingly high however.  Examination of � REF _Ref434237582 \* MERGEFORMAT �Figure 15� reveals at least part of the explanation.  The SCT is very much worse than the anchor at representing the pan.  Reasons for this are discussed later.


�


Figure � SEQ Figure \* ARABIC �5� Rate distortion curve [PSNR versus Q] for ‘Foreman’.  See text.


The PSNR versus bandwidth rate distortion curve for ‘Silent Voice’ is given in � REF _Ref434121976 \* MERGEFORMAT �Figure 6�.  The crossover point is in the region 20 to 25kbps, and again over most of the bandwidth range the fixed-rate codec produces higher mean PSNT than does the variable-rate one.


�


Figure � SEQ Figure \* ARABIC �6� Rate distortion curve [PSNR versus Q] for ‘Silent Voice’.  See text.


The PSNR versus bandwidth rate distortion curve for ‘Irene’ is given in � REF _Ref434122006 \* MERGEFORMAT �Figure 7�.  This is a CIF source.  The crossover point is at about 90 to 100kbps.  Again fixed rate seems to be superior.


�


Figure � SEQ Figure \* ARABIC �7� Rate distortion curve [PSNR versus Q] for ‘Irene’.  See text.


�


Figure � SEQ Figure \* ARABIC �8� Rate distortion curve [PSNR versus Q] for ‘Glasgow’.  See text.


The PSNR versus Q rate distortion curve for ‘Glasgow’ is given in � REF _Ref434123546 \* MERGEFORMAT �Figure 8�.  The crossover point is at about 50kbps, partly due to the generally poorer response of the anchor codec to the material.


�


Figure � SEQ Figure \* ARABIC �9� Rate distortion curve [PSNR versus Q] for ‘Paris’.  See text.


The PSNR versus bandwidth rate distortion curve for ‘Paris’ is given in � REF _Ref434123564 \* MERGEFORMAT �Figure 9�.  The fixed rate SCT codec is superior to the variable rate over most of the bandwidth range, with the crossover relative to the anchor at about 100 to 110kbps.  The wide deviation between the anchor and SCT at the upper end of the bandwidth range should be viewed in the light of the value of that upper limit [512kbps].


PSNR per Coded Frame


Much can be gathered about the detailed response of a codec to scene content from the variation of PSNR against frame number.  The following graphs� present this data for each of the compulsory sequences�.  To avoid excessive crowding only three plots per diagram are presented.  These are:


The anchor at the specified Q value


The SCT [both variable rate and fixed rate] at the same bit budget as the anchor at the specified Q


Additionally, graphs are presented to show the PSNR difference between the SCT and the anchor on a frame by frame basis.  These curves are presented for two bandwidths in each case, firstly for the bandwidth of the specified Q for the sequence, and secondly for the bandwidth appropriate to Q=25.


� REF _Ref434240646 \* MERGEFORMAT �Figure 10� presents PSNR per frame for ‘Hall Monitor’.  The downward trend of all the curves indicates a major over-allocation of bits to the first frame.  Major troughs in the PSNR in the frame range of 25 to 50 are attributed to the use of multiple reference frames.  Though tending to raise mean PSNR over a sequence, low-probability references can have a locally adverse effect on individual frames.  These troughs do not appear if only a single reference frame is used.  The perceptual influence of the troughs is low when the sequence is viewed.  � REF _Ref434241987 \* MERGEFORMAT �Figure 11� confirms the apparent differences.  The change of response at about frame 100 is noteworthy.


�


Figure � SEQ Figure \* ARABIC �10�  PSNR versus frame number for ‘Hall Monitor’ at the specified bitrate.  See text.





�


Figure � SEQ Figure \* ARABIC �11�  PSNR difference [SCT - anchor] versus frame number for ‘Hall Monitor’.  See text.


� REF _Ref434242348 \* MERGEFORMAT �Figure 12� presents PSNR per frame for the ‘News’ sequence.  Again there appears to have been an over-allocation of bits to the first frame.  A generally higher set of PSNR values for the SCT is marred, in the Fixed-rate case, by several prominent troughs.  These correspond to scene changes of the dancers in the monitor


� REF _Ref434294840 \* MERGEFORMAT �Figure 13� presents PSNR differences derived from the data displayed in � REF _Ref434242348 \* MERGEFORMAT �Figure 12�, plus equivalent data for 10.86kbps.  The generally higher quality of the SCT for these sequences for both bandwidths is clear, though the short-term degradation for the fixed-rate SCT in response to abrupt scene changes is also emphasized.


� REF _Ref434243135 \* MERGEFORMAT �Figure 14� presents PSNR versus frame number for the ‘Foreman’ sequence.  Following an excessively large first frame the SCT turns in an almost consistently poorer performance than does the anchor.  This is particularly true during frames 170 to 220, which roughly corresponds to the pan.  This difference is tentatively ascribed to the different approaches to motion compensation in the two codecs.  H.263 has a coding scheme which is well adapted to compensating for global [camera] motion.  In the current version of the SCT all vectors are regarded as being uncorrelated.  The SCT approach is thus at its best for complex motions in active scenes but inefficient in the current case.


� REF _Ref434237582 \* MERGEFORMAT �Figure 15� confirms the generally poorer response of the SCT for this sequence at 81.34kbps.  At 18.7kbps, however, the SCT is superior [except in the pan!] by up to 2dB or more.


� REF _Ref434243858 \* MERGEFORMAT �Figure 16� and � REF _Ref434243862 \* MERGEFORMAT �Figure 17� present similar data for the ‘Silent Voice’ sequence.  Once again the SCT demonstrates its strength at low bandwidths.


� REF _Ref434295844 \* MERGEFORMAT �Figure 18� presents PSNR against frame number for the ‘Irene’ sequence.  The high frame rate makes this a crowded plot but the general trend is clear.  The variable-rate codec tends to lie about 0.5dB below the anchor, the fixed-rate version spanning the anchor with intervals both much higher or much lower than it.  When the sequences [anchor and SCT] are viewed side by side the difference in PSNR does not translate into any distinct perceptual difference.  The extremely high bandwidth [214.92kbps] mandated by the anchor is not well utilized.  We have been informed that the SCT provides a comprehensible version of ‘Irene’ at 128kbps.


� REF _Ref434296682 \* MERGEFORMAT �Figure 19� presents the difference data for this sequence, confirming the above observations.  At 67.38kbps the SCT is shown to be superior to the anchor.


� REF _Ref434296934 \* MERGEFORMAT �Figure 20� presents PSNR data by frame for the ‘Glasgow’ sequence.  This sequence is different to the others in having multiple complete scene changes with a mixture of complex and systematic motions.  The influence of the scene changes on both codecs is clear, with attained PSNR being highly content-dependent.  At some times the anchor is ‘better’ while at other times it is a version of the SCT.  The effect of the scene changes  on the response of the fixed-rate SCT is marked.


These general observations are confirmed in � REF _Ref434297234 \* MERGEFORMAT �Figure 21� which also illustrates the relatively better response of the SCT at low [26.42kbps] bandwidths.


� REF _Ref434297535 \* MERGEFORMAT �Figure 22� presents PSNR against frame number for the ‘Paris’ sequence.  The bit allocation to the initial frame appears once again greatly over generous.  The fixed-rate SCT has difficulty dealing in these circumstances with the first 150 frames, thereafter however the superior performance of the SCT at the established bitrate [105.82kbps] is evident.  This is confirmed by � REF _Ref434297825 \* MERGEFORMAT �Figure 23�, which also confirms the generally superior performance of the SCT at a lower bandwidth [51.54kbps]





�


Figure � SEQ Figure \* ARABIC �12� PSNR versus frame number for ‘News’ at the specified bitrate.  See text.





�


Figure � SEQ Figure \* ARABIC �13� PSNR difference versus frame number for ‘News’.  See text.





�


Figure � SEQ Figure \* ARABIC �14� PSNR versus frame number for ‘Foreman’.  See text. 





�


Figure � SEQ Figure \* ARABIC �15� PSNR difference versus frame number for ‘Foreman’.  See text.





�


Figure � SEQ Figure \* ARABIC �16� PSNR versus frame number for ‘Silent Voice’.  See text.





�


Figure � SEQ Figure \* ARABIC �17� PSNR difference versus frame number for ‘Silent Voice’.  See text.





�


Figure � SEQ Figure \* ARABIC �18� PSNR versus frame number for ‘Irene’.  See text.





�


Figure � SEQ Figure \* ARABIC �19� PSNR difference versus frame number for ‘Irene’.  See text.





�


Figure � SEQ Figure \* ARABIC �20� PSNR versus frame number for ‘Glasgow’.  See text.





�


Figure � SEQ Figure \* ARABIC �21� PSNR difference versus frame number for ‘Glasgow’.  See text.





�


Figure � SEQ Figure \* ARABIC �22� PSNR versus frame number for ‘Paris’.  See text.





�


Figure � SEQ Figure \* ARABIC �23� PSNR difference versus frame number for ‘Paris’.  See text.


Discussion


The above results strongly indicate a dichotomy of performance between the SCT and H.263 as used to prepare the anchor sequences.  The SCT as currently implemented is superior in PSNR terms for low bandwidths but significantly inferior at very high ones.  The crossover point seems both content and image size dependent, though in ways which cannot precisely be characterized from such a small sample of sequences.


The usual mode of operation of the SCT has fixed bit allocation per frame.  This has the latency advantages that have been presented and discussed at earlier meetings, but has a quality cost at scene changes or other times of sudden scene activity.  In preparing the above data it was assumed that the bit allocations made by the anchor would approximate the bit allocations that would be made by a variable bitrate rate control scheme for the SCT, and that therefore SCT delivered quality would rise.  This assumption has proved to be false, with quality actually being degraded in some cases.  The indication is therefore that the presented figures represent a minimum quality achievable by the SCT for the sequences used.  Work on a SCT-tailored variable bit allocation rate control scheme is therefore required and will be considered by the Strathclyde team.


What the use of the anchor bit allocations does illustrate is the possibility of closely controlling bit allocation on a frame by frame basis in the SCT.  The ‘variable-rate’ data presented are for runs of the SCT which mirror the bit allocations of the anchor (10, and usually closer.


In interpreting the results the low complexity of the SCT as demonstrated should be born in mind.  All the sequences are constructed solely by Vector Quantisation and Motion Compensation.  No residual encoding of any type is used.  The impact of this on the quality delivered by the SCT at high bandwidths is evident, with the SCT increasingly unable to make efficient use of additional bandwidth allocation.  The team has not previously worked at the high bandwidths explored here and, as a result of the observed codec response, has scheduled effort to incorporate residual encoding in an efficient manner.  This will certainly have the effect of raising the quality of the output at higher bandwidths and will also tend to move the crossover point towards higher bandwidths in each case.  The effect of these modifications remains to be determined.


There are also other actions that can be taken to improve response at higher bandwidths.  One involves further optimization of the datastream.  A heavy bitstream burden is the overhead of block addressing.  Currently this is optimized for 24kbps.  Alternative optimizations could be made for other bandwidths.  Again this should have a beneficial effect at high bandwidths to supplement residual encoding.


There are surely many more optimizations that could be introduced by experienced persons during a  pre-standardization period.


Why the SCT for H.26L?


We propose the SCT for H.26L for the following reasons --- 


Its extremely low complexity, which make usable low bitrate software-only implementations on current processors


Its current ability to outperform the anchors at high Q


Its evident extensibility to accommodate higher bitrates


Its controllability in frame-bit-allocation terms which enables easy tailoring to applications of all types


Its extremely low complexity decoder which enables delivery to arbitrary systems [Java decoders for streaming video exist]


�
Tables


The following tables present the data upon which the rate distortion plots are based.  The ‘effective bitrate’ listed in � REF _Ref434303592 \* MERGEFORMAT �Table 1� is that computed for the remainder of the frame when the initial frame is removed.  In the remaining tables this item is headed ‘Bandwidth’.





Sequence�
Q�
Size�
fps�
Effective Bitrate (kbps)�
MPSNR anchor�
MPSNR variable rate�
MPSNR fixed rate�
�
Hall Monitor�
10�
QCIF�
10�
16.69�
33.38�
33.47�
33.52�
�
News�
15�
QCIF�
10�
18.40�
30.00�
30.25�
30.09�
�
Foreman�
7�
QCIF�
10�
78.32�
34.13�
32.62�
32.53�
�
Silent Voice�
7�
QCIF�
15�
50.56�
34.24�
33.67�
33.77�
�
Glasgow�
10�
QCIF�
15�
91.64�
30.81�
29.95�
29.91�
�
Paris�
15�
CIF�
15�
104.90�
28.59�
28.68�
28.76�
�
Irene�
10�
CIF�
30�
213.08�
35.12�
34.67�
34.68�
�
Table � SEQ Table \* ARABIC �1�  Basic data for the compulsory sequences.





Hall monitor at 10fps.�
�
Bandwidth�
Q�
MPSNR anchor�
MPSNR SCT (var)�
Diff.MPSNR wrt anchor�
MPSNR SCT (fixed)�
Diff. MPSNR wrt anchor�
�
5.34�
25�
28.16�
28.47�
0.31�
28.68�
0.53�
�
10.05�
15�
30.98�
31.30�
0.32�
31.55�
0.56�
�
16.69�
10�
33.38�
33.47�
0.09�
33.52�
0.14�
�
25.57�
7�
35.29�
34.61�
-0.68�
34.60�
-0.69�
�
38.02�
5�
37.26�
35.35�
-1.91�
35.33�
-1.92�
�
50.54�
4�
38.91�
35.82�
-3.09�
35.80�
-3.11�
�
Table � SEQ Table \* ARABIC �2�  Mean PSNR data for ‘Hall Monitor’





‘News’ at 10fps.�
�
Bandwidth�
Q�
MPSNR anchor�
MPSNR SCT (var)�
Diff.MPSNR wrt anchor�
MPSNR SCT (fixed)�
Diff. MPSNR wrt anchor�
�
9.65�
25�
27.16�
27.70�
0.54�
27.69�
0.53�
�
18.40�
15�
30.00�
30.25�
0.25�
30.09�
0.09�
�
30.60�
10�
32.45�
32.39�
-0.06�
32.27�
-0.18�
�
47.35�
7�
34.45�
33.65�
-0.80�
33.63�
-0.82�
�
68.16�
5�
36.53�
34.41�
-2.12�
34.43�
-2.10�
�
90.79�
4�
38.29�
34.81�
-3.48�
34.81�
-3.48�
�
Table � SEQ Table \* ARABIC �3� Mean PSNR data for ‘News’





‘Foreman’ at 10fps.�
�
Bandwidth�
Q�
MPSNR anchor�
MPSNR SCT (var)�
Diff.MPSNR wrt anchor�
MPSNR SCT (fixed)�
Diff. MPSNR wrt anchor�
�
17.73�
25�
27.33�
27.39�
0.06�
27.41�
0.08�
�
32.01�
15�
29.91�
29.46�
-0.45�
29.41�
-0.50�
�
51.54�
10�
32.24�
31.21�
-1.03�
31.10�
-1.14�
�
78.32�
7�
34.13�
32.62�
-1.51�
32.53�
-1.60�
�
113.96�
5�
36.05�
33.72�
-2.31�
33.68�
-2.37�
�
153.74�
4�
37.62�
34.49�
-3.13�
34.39�
-3.23�
�
Table � SEQ Table \* ARABIC �4� Mean PSNR data for ‘Foreman’





Silent Voice at 15fps.�
�
Bandwidth�
Q�
MPSNR anchor�
MPSNR SCT (var)�
Diff.MPSNR wrt anchor�
MPSNR SCT (fixed)�
Diff. MPSNR wrt anchor�
�
10.23�
25�
27.94�
28.13�
0.19�
28.31�
0.37�
�
19.47�
15�
30.30�
30.22�
-0.08�
30.39�
0.09�
�
32.53�
10�
32.45�
32.11�
-0.34�
32.25�
-0.20�
�
50.56�
7�
34.24�
33.67�
-0.57�
33.77�
-0.47�
�
74.64�
5�
36.23�
35.10�
-1.13�
35.08�
-1.15�
�
100.94�
4�
37.93�
36.05�
-1.88�
35.96�
-1.97�
�
Table � SEQ Table \* ARABIC �5� Mean PSNR data for ‘Silent Voice’





Glasgow at 15fps.�
�
Bandwidth�
Q�
MPSNR anchor�
MPSNR SCT (var)�
Diff.MPSNR wrt anchor�
MPSNR SCT (fixed)�
Diff. MPSNR wrt anchor�
�
25.55�
25�
26.11�
26.68�
0.57�
26.55�
0.44�
�
51.81�
15�
28.55�
28.51�
-0.04�
28.47�
-0.08�
�
91.64�
10�
30.81�
29.95�
-0.86�
29.91�
-0.90�
�
144.44�
7�
32.80�
30.85�
-1.95�
30.84�
-1.96�
�
216.75�
5�
34.92�
31.40�
-3.52�
31.46�
-3.46�
�
294.23�
4�
36.60�
31.70�
-4.90�
31.76�
-4.84�
�
Table � SEQ Table \* ARABIC �6� Mean PSNR data for ‘Glasgow’


�



Paris at 15fps.�
�
Bandwidth�
Q�
MPSNR anchor�
MPSNR SCT (var)�
Diff.MPSNR wrt anchor�
MPSNR SCT (fixed)�
Diff. MPSNR wrt anchor�
�
50.65�
25�
25.78�
26.35�
0.57�
26.47�
0.69�
�
104.90�
15�
28.59�
28.68�
0.09�
28.76�
0.17�
�
181.35�
10�
31.10�
30.27�
-0.83�
30.31�
-0.79�
�
281.48�
7�
33.22�
31.18�
-2.06�
31.15�
-2.07�
�
410.18�
5�
35.44�
31.59�
-3.85�
31.57�
-3.87�
�
542.74�
4�
37.28�
31.77�
-5.51�
31.75�
-5.53�
�
Table � SEQ Table \* ARABIC �7� Mean PSNR data for ‘Paris’





Irene at 30fps�
�
Bandwidth�
Q�
MPSNR anchor�
MPSNR SCT (var)�
Diff.MPSNR wrt anchor�
MPSNR SCT (fixed)�
Diff. MPSNR wrt anchor�
�
65.63�
25�
30.77�
31.00�
0.23�
31.10�
0.33�
�
123.84�
15�
33.11�
32.97�
-0.14�
33.02�
-0.08�
�
213.08�
10�
35.12�
34.67�
-0.45�
34.68�
-0.44�
�
345.32�
7�
36.82�
36.06�
-0.76�
36.09�
-0.73�
�
522.95�
5�
38.60�
37.17�
-1.43�
37.20�
-1.40�
�
724.58�
4�
40.02�
37.83�
-2.19�
37.86�
-2.16�
�
Table � SEQ Table \* ARABIC �8� Mean PSNR data for ‘Irene’





� There is therefore no reason to expect that this bit pattern is optimum for the SCT.  It is, however, a reasonable approximation of what a variable-rate rate control would produce since the pressures of scene content which affect the anchor would also influence the SCT.  Here it is principally used to demonstrate the precision with which the SCT can allocate bit budgets to frames.


� This mode was adopted on the assumption that the pressures on the SCT due to sequence content are the same as those on the anchor.  The bit budget distribution for the anchor should therefore approximate what would be expected for a variable rate-control for the SCT.  It also illustrates the close level of control over bit allocations that the SCT can exert.


� i.e. adopting the minimum-delay strategy preferred for real-time use.


� Excluding the first frame which is identical to that of the anchor.


� On the graphs the identified bitrate is that computed from all the frame, including the first.


� Except, of course, ‘Container Ship’
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