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Purpose:	This document suggests a minor extension to the common conditions governing preparation of demonstration data for algorithms proposed for incorporation in H.263L.  It compares three rate control schemes that can be applied to block-based compression algorithms, in this case to the Strathclyde Compression Transform (SCT), and those used for H.263(TMN6) and for the MPEG VM5.1.  On the basis of the observed resulting properties of a compressed sequence it is demonstrated that rate control is of critical importance in the achieving of desired compression characteristics from amongst the mutually incompatible set available.  It is argued that domains of applicability must be defined if competing proposals for H.263 are properly and fairly to be evaluated.














Introduction


There are three principal properties of compressed video sequences which are amenable to direct or indirect control by a codec.  Direct control can be exercised over which frames from the source sequence are actually encoded, and over the number of bits allocated to each encoded frame.  Indirect control can be exercised over the quality, usually expressed as PSNR values, of the encoded frames.  Of these the quality measure is habitually regarded as being of  greatest potential interest, and a common rate control strategy is to reduce the number of frames encoded so as to increase the number of bits per frame that can be allocated to individual frames so increasing the quality as a by-product. 


Recently the H.263 experts group has debated the need to take account of other consequential properties, especially inherent delay assuming a constant bandwidth communications channel.  This recognition is addressed by proposals for common conditions for comparison of algorithms in LBC-97-015 and LBC-97-016.  The proposed graphical tools proposed in LBC-97-016 are illustrated by application to a pair of proposed algorithms in LBC-97-032.


Work recently performed at Strathclyde University has convinced us that rate control strategies are of key importance in fitting a codec for use to specific compression tasks.  This is not a controversial claim.  However, though most experts would agree with it there does not seem to have been a practical impact on the proposed common conditions arising from it.  


We argue that it is necessary to extend the common conditions by the definition of generic domains of application which will serve to sort proposals into compatible groupings.  If this is not done then the amount of data processing associated with evaluation of those proposals will be greater than really necessary and in many cases inappropriate codec/rate control strategies will be compared.  This claim is justified by reference to a range of strategies applied to a single data set.


Alternative Rate Control Strategies


Rate control strategies may be aimed at providing the following properties for their codec :


Minimisation of delay for real-time communication over a fixed bandwidth channel.  In essence this reduces to a fixed bit allocation per encoded frame with that allocation less than or equal to the channel bandwidth multiplied by the inter-encoded frame time interval.  Though the frame rate could in principle vary, in practice a constant encoded frame rate is usually adopted.


Maximisation of encoded frame rate.  This can be important where perception of motion in the sequence is vital.  The Silent Voice sequence is illustrative : if the sign language is to be comprehensible then there must be sufficient temporal resolution in the decoded display to allow the meaningful subtleties of hand motion to be perceived.


Maximisation of perceptual quality.  Again Silent Voice is illustrative : spatial resolution must be adequate to unambiguously perceive finger positions and movements.


These requirements are mutually incompatible, especially for low channel bitrates and/or small compressed file sizes.  Rate control strategies must therefore seek to balance them against the requirements of the sequence user and the contents of the sequence.


The Strathclyde Compression Transform is a proposed novel algorithm for inclusion in the H.263L standard.  It has been described and demonstrated at past meetings exclusively in minimum delay mode.  Recently alternative rate control strategies have been explored.  The three illustrated in this contribution are :


Constant encoded frame rate with constant bit allocation per frame.  As stated this is envisaged as being appropriate to real-time conversational mode services.  It minimises delay over a constant bitrate channel but has variable delivered PSNR per frame due to scene evolution.


Constant encoded frame rate with constant PSNR per encoded frame.  This is envisaged as being appropriate to off-line encoding of sequences where both minimum standards of both quality and temporal resolution are essential.  Delivery of  Silent Voice type material in store-and-forward mode is a possible application.  A consequence of this scheme is that bits allocated are essentially unpredictable.


Minimum PSNR per encoded frame with frame skipping to minimise delay for real-time transmission over a fixed bandwidth channel.  This is envisaged as being appropriate for real-time encoding/transmission of sequences which are insensitive to variable temporal resolution (e.g. traffic monitoring) but where a minimum percptual quality is necessary.  For scenes with relatively little motion the allocated bit budget per frame, at maximum encoded frame rate, can allow the actual PSNR achieved to rise above the minimum threshold.


Demonstration Conditions


These rate control strategies have been applied to the concatenated Foreman/Silent Voice sequence reported on in LBC-97-032.  A nominal channel bit rate of 24kbps has been adopted, or the equivalent file size for non-real-time operation.


In addition the same sequence has been compressed using H.263(TMN6) and the MPEG VM5.1.  The same degree of compression has been achieved for the VM by trial and error to a Q value of 26.


�


Figure 1.  Achieved PSNR against encoded frame number for the algorithms discussed in this contribution.  The traces show great similarities except for the consequences of the large initial frame for H.263 and the response to the later portion by the VM5.1.  Note the change of scene from the Foreman to the Silent Voice sequence at frame 300.


Experimental Results


PSNR versus Frame Number


Figure 1 presents the PSNR results of all of the five algorithms� on the same plot for encoded frames only.  It is immediately apparent that there are vastly different achieved qualities.  The scene change at frame 300 is detectable on each trace with the exception of the constant quality SCT version. 


LBC-97-016 specifies that PSNR should be presented for padded sequences so as to make visible the effects of frame skipping.  Since it would be impossible to separate the traces if they were presented on the same graph.  Figures 2 to 6 present this data for each algorithm individually.  For ease of comparison the vertical axis is the same in each case.


�


Figure 2.  Padded PSNR for the Telenor H.263 (TMN6) implementation.  Note the effect of frame skipping on the effective PSNR, especially for the large initial frame and during the pan of Foreman.


�


Figure 3.  Padded PSNR for the Microsoft MPEG-4 VM5.1 with q=26 so that the compressed file size is close to that of the other algorithms.  Padding is applied.  A generally constant PSNR level is achieved though at a disappointing value, especially for the Silent Voice portion of the sequence.


�


Figure 4.  Padded PSNR for the SCT with constant delay achieved by assigning a constant bit allocation to each encoded frame.


�


Figure 5.  Padded PSNR for the SCT with constant quality rate control at constant frame rate.  This is achieved by allocation of the required number of bits to each encoded frame individually.  The required quality was adjusted to deliver a compressed file size closely similar to the other algorithms.  By comparison with Figure 4 it can be seen that the general improvement for the Foreman portion of the sequence is balanced by a quality degradation for the Silent Voice portion.  Viewing of the decoded sequences indicates that the Silent Voice version for constant bits per frame is perceptually acceptable whereas for the constant quality version it is marginal.


�


Figure 6.  Padded PSNR for the SCT with specified minimum quality per encoded frame.  To minimise delay frame skipping is employed, the effects of which are apparent for the large first frame and during the pan of the Foreman portion of the sequence.  Where the encoding permits the rate control reverts to constant bit allocation per frame for constant encoded frame rate.


Bits Allocated per Encoded Frame.


Figure 7 presents this data for all five algorithms simultaneously.  The scene change is again very visible.


�


Figure 7.  Bits allocated per encoded frame for each of the algorithms considered.


Cumulative Delay per Encoded Frame


The response of the various algorithms in terms of cumulative delay immediately allows them to be separated into two distinct classes.  


Figure 8 presents cumulative delay for all five algorithms on the same plot.  The Microsoft VM5.1 is similar in delay terms to the SCT(fixed frame rate, constant quality) version.  Both are very different to the other three.


�


Figure 8.  Cumulative delay, assuming a constant 24kbps communications channel, for each of the five algorithms considered.  Note the immediate division into distinct delay classes.


�


Figure 9.  The same data as for Figure 8 but for the three ‘low delay mode’ algorithms only.


To bring out the differences between the three ‘low delay mode’ algorithms they are plotted together in Figure 9.  Only the SCT(constant frame rate, constant bit allocation) version maintains low constant delay.  The others maintain low delay over extended periods, but are subject to ‘delay spikes’ of up to half a second or so.


PSNR Differences for ‘Equivalent’ Algorithms.


Figure 10 presents the difference in PSNR per frame (including padding) between the two ‘high delay’ algorithms identified in Section 4.3.  


�


Figure 10.  Difference in padded PSNR between the outputs of the Microsoft VM5.1 and the SCT for fixed frame rate and constant quality, implementations for which the delay properties are similar — c.f. Figure 8.   Points below the zero line indicate where the SCT is superior to the VM5.1 in PSNR terms.  There is thus broad comparability during the initial portion of the Foreman Sequence (up to about frame 250) and the SCT is clearly superior thereafter.


Figures 11 and 12 present PSNR difference between H.263(TMN6) and two runs of the SCT(variable frame rate, minimum quality threshold) version.  


In Figure 11 a relatively tight minimum quality is specified and the trace shows that the two algorithms have broad comparability.   The tight quality criterion causes the SCT to skip a high proportion of frames during the Foreman portion of the sequence, with adverse impact on padded PSNR in that region.  The two algorithms have closely comparable quality in the remainder of the sequence however.


Figure 12 shows the same relationship but for a run of the SCT with a looser quality criterion.  More frames are now encoded early in the sequence which brings the two algorithms more closely into correspondence.  However the bits so used are taken from to the Silent Voice segment, causing a relative degradation relative to H.263.  Subjective viewing of decoded and displayed sequences would need to be performed to judge the perceptual impact of these changes.


�Figure 11.  Difference in padded PSNR between the outputs of H.263 (TMN6) and the SCT for variable frame rate and a relatively tight minimum quality threshold.  Points above the zero line indicate where the H.263 implementation is superior in PSNR terms.  There is thus broad similarity between the two algorithms with a tendency for H.263 to be superior  for the Foreman portion of the sequence.


�


Figure 12.  The effect of loosening the minimum quality criterion for the SCT (c.f. Figure 11).  The Foreman portion of the sequence is more closely equivalent between the algorithms but the H.263 implementation improves in relative terms for the Silent Voice sequence.  This is because the looser criterion allows more frames to be encoded early in the sequence and the loose criterion does not force such high quality later in the sequence.


Finally, Figure 13 presents padded PSNR differences for two versions of the SCT.  It can be observed that the specification of  constant quality (achieved by allowing frame skipping) is not a strategy that will be of universal benefit.


�


Figure 13.  Difference in padded PSNR between the SCT in constant delay mode and in fixed quality mode where the compressed file sizes are equivalent.  The effect of varying sequence content, resulting in different bit distributions, is very evident.  This graph clearly demonstrates that variable frame rate strategies will not be superior to constant delay strategies under all conditions.


Discussion


These results largely speak for themselves.  It is not the purpose of this contribution to draw conclusions about the relative merits of the investigated algorithms per se, though it is felt that the SCT acquits itself well in comparison with both the Microsoft VM5.1 and H.263(TMN6).


It is argued, however, that these results demonstrate conclusively that rate control strategies are of critical importance in fitting algorithm proposals to potential applications.  Whilst individual strategies may be subject to commercial secrecy, indeed the specification of rate control strategies is not part of the standardisation process, proposals of algorithms for consideration should be made against one of a small set of nominal application domains.  This would enable comparisons to be made on a fair basis and eliminate the comparison of versions having different domains.


Recommendation


That the H.263 group define and adopt a set of defined application domains against which proposals for novel algorithms must be matched.


Suggested domains are :


Code/Forward/Decode	e.g. real-time videophone


Code/Store/Forward/Decode	e.g. video-on-demand


Code/Store/Forward/Store/Decode	e.g. video email


______________________________________


� For purposes of this contribution the three versions of the SCT with different rate control strategies are regarded as being different algorithms.
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