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1 Introduction

The current document presents a comparison of the H.324 fast call setup methods currently under discussion in ITU-T Q.1/16.  We begin in Section 2 with a brief description of three methods under consideration: Fast Media, FSS, and ACN.  We then present a unified call flow diagram in Section 3.  This places all three methods on a common timeline, and is intended to highlight similarities and differences between the methods.  We also expect this diagram to facilitate the discussion on how the methods should be compared.  Differences between the methods are further analyzed in Section 4, and some conclusions are given in Section 5.

2 Brief description of methods

This section presents a brief description of ACN, FSS, and Fast Media proposals.  The main techniques of each method are highlighted in order to facilitate the comparison in the later sections.  Of course, the full details of each method are not included here, so the reader is encouraged to review the full proposals associated with each method.  

2.1 ACN

ACN uses an extension of H.245 TCS to carry a small amount of extra capability and preference information.  It then defines some rules and assumptions which allow two ACN terminals to combine the sent and received capabilities and preferences and so arrive at a mutual understanding of what are the most preferred channels for each side to open.  Based on this, two ACN terminals would be able to start sending media at the same time as the outgoing H.245 OLC’s are sent.  This is nominally ½ Round Trip after bearer establishment, assuming the initial H.245 messages are sent without waiting for completion of multiplex level setup.

The extra information which ACN adds to the H.245 TCS can be summarized as follows:

· Indication that the terminal does support ACN.

· Indication of whether the terminal (if selected as master) would prefer to open a Bi-Directional or Uni-Directional video channel.

· Indication of whether the terminal is capable to buffer incoming media in the case that such media arrives before the corresponding H.245 OLC.  (This would be useful in the case where an OLC might be lost in the channel; in such a case the media data could be buffered until the retransmission arrives).

Defaults are defined for the multiplex table in order to allow media to be sent without completing the H.245 MES procedure.  ACN terminals may optionally re-negotiate the multiplex table after the basic A/V channels are established.

To compensate for noisy channels, ACN makes use of the usual methods for reliable delivery of H.245 messages (segmentation & reassembly, error detection and frequent retransmission).  ACN can also be combined with WNSRP to get the usual benefits.
For interworking with legacy terminals, ACN relies on the usual H.245 extension mechanism.  Specifically, a non-ACN terminal receiving an H.245 TCS including the ACN extensions will simply ignore them.  At the same time, the non-ACN TCS sent in the opposite direction will serve as indication to the ACN terminal that the remote terminal does not support ACN.  In such a case, the signaling will revert to the normal H.245 legacy methods, possibly using other enhancements (e.g. WNSRP, if both terminals support it).

For extensibility, ACN relies on standard H.245 capability structures to relay the basic codec capabilities and preferences.  Thus there are no limitations in codec and capability description, and any codecs or capabilities added to the basic ITU-T standards set would become usable without any ACN-specific changes.

2.2 FSS

FSS defines a new FSS frame structure which is used to relay capability and preference information directly on the established bearer, before any H.245 signalling takes place.   Like ACN, FSS defines rules and assumptions that allow the sent and received capabilities and preferences to be combined independently on each side, so that each terminal arrives at a common understanding of what channels should be opened.   (The FSS proposal calls this “Inferred Common Mode” or ICM).  Two connecting FSS terminals may thus start sending media as soon as they receive the incoming FSS Requests.  This means media may be sent approximately ½ Round Trip after establishment of the bearer.

The contents of an FSS Request message are summarized as follows:

· Indication that the terminal does support FSS, including a version indicator.

· terminalType, which is used (along with knowledge of which side initiated the call) to determine master/slave status.

· mobileLevel, which provides FSS-specific signaling of the initial multiplex level used by the terminal.  FSS terminals are also recommended to include standard stuffing sequences between FSS frames; such would be useful to allow a remote legacy terminal to sync.

· mediaSymmetric, which allows a terminal to indicate symmetric codec restrictions.

· mediaProfile, which is a set of media channel proposals (in preference order) expressed as a sequence of H.245 OpenLogicalChannel messages.

Most configuration information is provided in the channel proposals (i.e. in mediaProfile).  Rules are defined which allow a default multiplex table to be inferred without explicit negotiation.

FSS frame transport makes use of the usual methods for reliable delivery (segmentation & reassembly, error detection and frequent retransmission), and so compensation for channel errors should work reasonably well.   An FSS terminal could also support WNSRP; this would not affect the setup time for the FSS-to-FSS case, however it would have the usual benefits in the FSS-to-legacy case, assuming the remote legacy terminal also supports WNSRP.

For interworking with legacy terminals, FSS includes standard stuffing in its outgoing stream (up to 10 standard flags between FSS frames) which should be recognized by a remote legacy terminal.  An FSS terminal would also quickly realize from the incoming data that a remote terminal is not supporting FSS, and in this case it would fall back to the normal H.245 legacy signaling, possibly using other enhancements such as WNSRP.

For extensibility, FSS uses standard H.245 OLC’s to encode the channel proposals within FSS Requests.  Thus there are no limitations in codec description, and any codecs added to the basic ITU-T standards set would become usable without any FSS-specific changes.

2.3 Fast Media

Fast Media differs from the other proposals in that it allows media to be transmitted immediately upon establishment of the bearer, without waiting for any exchange of capabilities and preferences.  It does so by defining a small number of fixed operating modes which may be used immediately between two Fast Media terminals.  Channels established in this way are called “Phantom Channels”.  Such channels may be used for the duration of the session, or they may be replaced by channels negotiated through normal or enhanced H.245 signaling.

Thus when two Fast Media terminals connect, each side begins transmitting media before knowing the exact capabilities of the remote end.  If the initial media sent by one terminal does not match the capabilities of the other, this fact will be learned upon receipt of the ‘FMCapability’ structure inside the H.245 TCS.  In this case, the terminal which sent inappropriate media will drop such streams and replace them with acceptable media.  Such correction of media streams introduces an additional ½ Round Trip delay.  Thus any streams which match the  capabilities of the remote end will be established immediately, and any streams which do not will be established after a delay of ½ round trip (i.e. performance comparable to FSS or ACN).

Fast Media is in some ways a statistical method, since the sending side is in some sense guessing at the capabilities of the remote end.  However, the probability that the initial media flows will succeed is high, since Fast Media defines limited options (one configuration per codec) for such instant media flows.  It is also notable that most 3G-324M terminals currently in the market support the same codec base (AMR, H.263, and MPEG-4).

Because FM terminals do not wait for reliable exchange of capabilities and preferences before sending media, errors in the channel will not delay the initial transmission of media.  Channel errors may delay the signaling associated with FM fallback, and for such cases an FM terminal could employ the usual methods for reliable delivery of H.245 messages (segmentation & reassembly, error detection and frequent retransmission), as well as other H.245 enhancements (e.g. WNSRP).

To allow interworking with legacy terminals, a Fast Media terminal will send a special stuffing pattern interleaved with the initial media flows.  This is a combination of “FM Stuffing” and standard stuffing.  The “FM Stuffing” is equivalent to empty mux PDU’s for the media which the terminal is initially transmitting, and it is used for sync and for identification of media by a remote FM terminal.  The standard stuffing is used for sync by a remote legacy terminal.  In the FM-to-legacy case, the FM terminal will quickly recognize from incoming data that the remote terminal does not support FM, and in this case it will fall back to standard or enhanced H.245 channel negotiation.

Unlike the other two methods, FastMedia does not use full capability exchange, and so it is limited to a few fixed configurations in a default configuration table.  However, it does support extensibility by allowing additional configurations to be added to the table.  Support for new codecs of interest would be added in this way. 
3 Unified Call Flow

In this section, we show all three methods on a common timeline.  For each method, the typical “best case” is shown, where both terminals (A and B) support the method in question.  No effort is made to show the details of error compensation techniques which would be used along with each method, nor is there any analysis of the effects of channel errors on setup time.  The main point is to illustrate the similarities and differences between the methods, and to support a comparison of the expected performance of the three methods.

It should be noted that this diagram is theoretical, based on the available proposals for each method, and making some assumptions about how a reasonable implementation would behave.

The timescale is given in Round Trips (RT).  No attempt has been made to show the size of individual messages to scale (i.e. “How long is my TCS message, measured in RT’s?”), and in fact no assumption of any specific Round Trip time has been made.  Rather, the intent is to show the message exchange dependencies, and the minimal sequence needed to establish media channels using each method.  As a side benefit, we believe the diagram will serve as a good visual starting point for discussion of how the methods will perform in non-ideal cases (e.g. the error case).

For each method, media data flows are marked with ‘M’, and individual signaling messages are labeled at the sending side.  Data flows are color coded to make it easier to match messages at sending and receiving ends.  The first receipt of decodable media is marked with a yellow star for each method.
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Figure 1: Fast Media, ACN, and FSS shown on a common timeline.
We now present some specific notes and caveats relevant to the presentation of each method on the diagram.

3.1 FastMedia

· The diagram shows the best case, where both sides support FM and the initial A/V transmission from each side is compatible with the receive capabilities of the opposite side.

· Error condition is not shown, however errors in the channel would not delay the initial transmission of media.

· Assumes use of initial FM “Phantom channels” for the duration shown.  As an option, such channels may be renegotiated later using standard H.245 OLC procedure (not shown).

· During initial media transmission (until data received from remote end), FM and Standard stuffing sequences are interleaved with media.  Recommended mix is 10% of bandwidth to stuffing, 90% to media.  The H.245 messages (TCS+MSD) could also be retransmitted during this period, this is up to the implementation.

3.2 ACN

· The diagram shows the best case, where both sides support ACN, and both sides begin at the same multiplex level (typically Level 2).

· Flow shown is based on the case where master side does not indicate a preference to open Bi-Directional video.  If the master indicates Bi-Directional video, the video transmission from the slave would be delayed by approximately ½ RT.

· Error condition is not shown.  Errors in the channel may cause slight delay in initial transmission of media, however this can be compensated in large part by frequent retransmissions of the H.245 messages, and by use of WNSRP (which likely both sides would support).   The diagram for simplicity shows neither of these techniques.

· Assumes use of ACN default mux tables for the duration shown.  As an option, Mux tables may be reconfigured later using standard H.245 MES procedure (not shown).

3.3 FSS

· The diagram shows the best case, where both sides support FSS.

· Error condition is not shown.  Errors in the channel may cause slight delay in initial transmission of media, however this is compensated in large part by frequent retransmissions of the FSS Request frames.  The diagram for simplicity does not show the details of this technique.

· FSS Requests would be segmented into multiple frames if the overall payload size is greater than 150 octets; this case is not shown for simplicity.

· Initial multiplex level is signaled inside the FSS Request frame, however standard stuffing sequences (up to 10) are interleaved between FSS Request frames, in order to allow legacy terminals to sync.  This is shown as “Std. Stuffing” in the diagram.

As can be seen in the diagram, Fast Media allows media to be sent immediately upon bearer establishment, and decodable media would be received approximately ½ Round Trip after bearer establishment.  This is in theory the fastest achievable call setup.  The performance of ACN is similar to that of FSS; both methods allow media to be sent approximately ½ Round Trip after bearer establishment, with the first decodable media received a bit beyond 1 Round Trip after bearer establishment.

4 Similarities and Differences

In this section, we present what we believe to be the main points for comparison among the three methods.

· ACN uses the control channel (H.245 TCS) to carry a small amount of extra capability and preference information and so enable the method.  FSS uses a new FSS Request frame structure carried directly on the established bearer to carry capability and preference information.  These two methods are similar in that both ACN and FSS transmit the capability/preference information in the first ½ RT, and then each defines rules and assumptions which allow each terminal to combine the sent & received capability/preference information in order to decide mutually the acceptable channel configurations.  Thus it is not surprising that the performance of both methods is similar, with decodable media arriving approximately 1 RT after bearer establishment.

· Fast Media allows media to be sent immediately upon bearer establishment, without waiting for a  reliable exchange of capabilities.  If initial codec assumptions are correct, media flows are established ½ round trip faster than FSS or ACN in the error-free case.  (This is illustrated in Figure 1.)  The advantage may be slightly more in the case of channel errors, since the other methods may require retransmissions of capabilities & preferences before media can be sent.

· For Fast Media, if any initial codec assumptions are not correct, associated media flows will be corrected after receipt of the H.245 TCS including the FMCapability structure.  (This is not shown in Figure 1).  Such corrected flows will be established ½ round trip later, and so performance for such media flows is equivalent to those established using FSS or ACN.  To support this, a Fast Media terminal must be able to switch codecs on the sending side in cases where the initial assumption proves incorrect; this adds some complexity to the terminal.

· For the case of channel errors, all three methods rely on similar techniques:  segmentation & reassembly, error detection and frequent retransmission of signaling messages.  Performance hits due to channel errors (affecting initial media flows for ACN and FSS, and affecting fallback media flows for Fast Media) would likely be similar across the methods.  As well, we expect the error performance for each method to be somewhat implementation-dependent.
· All three methods handle interworking with legacy terminals in a reasonable way, and so performance in the “X-to-legacy” case should be similar across the methods.  Some specific comments:

· In the ACN-to-legacy case, the ACN terminal would detect the status of the remote terminal upon receipt of an H.245 TCS lacking the acnCapability structure.  Session negotiation would continue using standard (or enhanced) H.245 signaling, with virtually no performance loss compared to the legacy-to-legacy case.

· In the FSS-to-legacy case, the FSS terminal would quickly detect (based on incoming data) that the remote terminal does not support FSS.  The initial outgoing stream of FSS Requests interleaved with standard stuffing would likely allow the remote legacy terminal to progress or complete multiplex level detection, and so there would be virtually no performance loss compared to the legacy-to-legacy case.

· In the FM-to-legacy case, the FM terminal would quickly detect (based on incoming data) that the remote terminal does not support FM.  The standard stuffing included in the initial outgoing media transmission would likely allow the remote legacy terminal to progress or complete multiplex level detection, and so there would be virtually no performance loss compared to the legacy-to-legacy case.

· The instant-on media flows used by Fast Media are limited to a few fixed configurations; other methods like ACN and FSS perform a more detailed capability exchange and so can use the more flexible H.245-based capability descriptions.  However, a hybrid method might use Fast Media to establish media flows instantly, and use a method with flexible capability/preference exchange for the fallback negotiation.  For example, see contribution Q1-E23 for an illustration of how Fast Media and ACN could be easily combined to get the benefits of both methods.
5 Conclusions

This paper presents what we believe to be a fair summary of three proposed H.324 call setup enhancement methods (Fast Media, ACN and FSS).  To illustrate the similarities and differences between the methods, we showed typical “best case” call flows on a common timeline.  We then provided some analysis of the most relevant comparison points.

Based on the information presented here, we can draw the following conclusions:

· ACN and FSS can be expected to achieve similar performance; decodable media should be received approximately 1 round trip after establishment of the bearer in the best case, and with small extra delays in the error case.  While the performance is similar, we believe ACN to be simpler than FSS (both in terms of changes to the H.324 specification, and also in terms of implementation complexity).

· Fast Media can be used to establish media flows ½ Round Trip faster than the other two proposals if the initial codec assumptions are correct.  This is the best theoretical performance that any method could achieve.  For any media flows for which the initial assumption is not correct, the setup performance would be ½ RT later, equivalent to that achieved by FSS and ACN.

· To get the additional speedup, Fast Media makes extra assumptions about the channel configuration (i.e. restricts to a small table of pre-set configurations).  Also, a Fast Media terminal must be capable to switch outgoing codecs if any initial codec assumptions prove to be incorrect.

· Fast Media could be combined with a capability-exchange based method to get the benefits of both.  We believe this to be simpler to achieve with ACN than with FSS.

Fast Media achieves the best possible call setup performance, and does so without much additional implementation complexity compared to the other methods.  In fact the basic concept of Fast Media (pre-existing channels from a small table of fixed configurations) makes the typical signalling between FM terminals extremely simple.

We thus recommend that Fast Media be adopted as an optional call setup enhancement method for H.324.  It could be adopted as a standalone method, or in combination with a capability/preference exchange method, in order to add flexibility to the FM Fallback negotiation.  In this case, we believe FM + ACN would be the easiest combined solution.

We also believe that the unified call flow diagram shown in Figure 1 may help to plan for a fair experimental comparison of the methods.  In particular, the diagram could be used to identify the best time points to include in a performance evaluation.  These time points are different for each method, but must at least include the ‘time to first decodable media’ marked with the yellow star for each method.  The diagram may also be used to identify the interesting error cases which could be simulated for comparison.

___________________________
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