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Summary

This document analyzes the impact of the AVC Arbitrary Slice Order and Flexible Macroblock Order tools on AVC visual bitstreams’ compliance testing, and on AVC decoders’ implementation complexity Based on this analysis, we propose to: a) limit ASO within pictures, b) create a new profile that supports both these tools, and, c) relieve other decoders from supporting ASO and FMO by removing these two tools from the Baseline and Main profile.
Introduction
This document analyzes the impact of the AVC Arbitrary Slice Order and Flexible Macroblock Order tools on AVC visual bitstreams’ compliance testing, and on AVC decoders’ implementation complexity. 

The current AVC CD does not constraint the order in which the video decoder can expect the NAL Units (NALUs) to appear. Even if the sei, the picture_layer, and the parameter_set NALUs are removed, and the syntax is modified so that each slice carries with it all the information needed for its decoding, not constraining the NALUs order means that the decoder need to support Arbitrary Slice Ordering (ASO).

If ASO across pictures (i.e. slices from different pictures are interleaved) is supported in AVC, serious issues on compliance arise. These issues, pointed out to our attention by a number of people, are summarized in Sec. 1. One possible way to solve these issues is to limit ASO within a picture, i.e. slices from different pictures are not interleaved. Still, slices that belong to a picture may still arrive in a non raster-scan order.

However, even if we limit ASO within a picture, the decoder complexity is significantly increased, as explained in Sec. 2. Because Flexible Macroblock Order (FMO) extend the concept of slices by allowing non-consecutive macroblocks to belong to the same slice, this section also addresses the decoder complexity introduced by FMO.

The conclusions of our analysis are drawn in Sec. 3. To avoid burdening some decoders with unnecessary implementation complexity, we propose to remove ASO and FMO from the Baseline and Main profiles. To alleviate the impact of ASO on bitstreams’ compliance testing and verification, we propose to limit ASO within a picture but only in other profiles. 
1. Impact of ASO across pictures on AVC compliance
To explain the impact of ASO across pictures on AVC visual bitstreams’ compliance testing, we present a possible scenario.

An AVC encoder generates in order slices, and by doing so it produces a compliant stream, i.e. the encoder HRD compliance test was successful. However, the slices have been re-ordered during their transmission to the decoder side (by the transmission network, by the gateway, etc.) is such a way that a non-compliant stream is received by the decoder.

This means that a non-compliant stream has reached the decoder. At this point, we cannot distinguish between the case where a non-conformant stream was generated by the encoder from the case where the non-conformant stream was generated during the transmission. How can we know which one (the decoder, the network, or both) has to be fixed? Which type of tests should be designed to assure that a stream is compliant? Furthermore, how can the latency and memory requirements of a decoder be characterized? These are valid questions that have to be answered before deploying AVC. 

In addition, the encoder may not know, or may decide to ignore, the nature and conditions of the network(s) over which its stream is transmitted. In other words, the encoder cannot, or may decide not to, provision for the worst network scenario when performing the HRD compliance test. Should testing the encoder ability to provision for the worst transmission scenario become part of the conformance tests? If so, how? Again, all these are valid questions that need to be answered.  

In our view, all these issues can be solved in two ways. 

The first solution consists in keeping the slice ordering operation outside the scope of the video standard by making ASO stream non-compliant. Decoders can, and have been designed to handle certain cases of non-compliant streams. A typical example consists of streams corrupted by transmission errors. However, corrupted streams are not compliant with the standard, and, therefore, video standards do not specify how to handle them. Arbitrary slice ordering can be dealt as an external functionality in the same way.

The second solution constraints the support for ASO to make possible to test a decoder and stream conformance. One of these restrictions should be that all the slices of one picture appear in the VCL bit stream before any slices from another picture appear. The HRD should remove entire coded pictures at one instant, and remove data in the order it entered the HRD buffer. This requires the restriction that pictures' slices are not interleaved.

2. Impact of FMO and ASO (within a picture) on AVC decoders complexity
This section analyzes the impact of FMO and ASO on AVC decoder complexity. To better understand the impact of both tools, first ASO alone is analyzed, followed by the analysis of ASO combined with FMO. 

2.1. Impact of ASO on AVC decoders complexity
An example of how macroblocks can be associated to different slices is shown in Figure 1. When ASO is supported, the four slices of this example can be received by the decoder in a random order. Figure 2 shown the following receiving order: slice #4, slice #3, slice #1, and slice #2. The same figure presents the AVC decoder blocks required to support ASO decoding.
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Figure 1: An example of macroblock assignment to four slices. Each slice is represented by a different texture.
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Figure 2: The AVC decoder blocks need to support ASO decoding.

For each slice, the slice length and the macroblock address (i.e. index with respect to the raster scan order) of the 1st macroblock (MB) of the slice are extracted by the slice parser (( in Figure 2). This information, together with the slice itself, is stored in memory (shown as DRAM). In addition, a list of pointers (( in Figure 2, a pointer for each slice, and each pointing to the memory location where a slice is stored), should be generated. The list of pointers, together with the address of the 1st MB of the slice, will be used to navigate through the out of order slices. The slice length will be used to transfer the slice data from the DRAM to the decoder’s internal memory.
Faced with the necessity to decode out of order slices, a decoder may i) wait for all the slices of each picture to arrive before start decoding and de-blocking the picture, or ii) decode the slices in the order in which they come to the decoder. 

The first method increases latency, but allows performing decoding and de-blocking in parallel. However, managing a large number of pointers (in the worst case, one pointer for each MB) and increasing the intelligence of the DRAM access unit increase the decoder complexity.  
The second method hurts significantly the decoder performance. In addition, by performing the de-blocking in a second pass, the DRAM to processor’s memory bandwidth is increased. 












Decoding slices in the order they are received can result in additional memory consumption or impose higher throughput requirements on the decoder and local memory to run at higher clock speed.  Consider an application in which the display operation reads the pictures to be displayed right from the section of memory where the decoder stored the pictures.  

Consider decoding consecutive disposable B pictures. Reference pictures required for motion compensation of the B pictures reside in their respective framestores in memory.  Similar to current cost-effective MPEG-2 decoders, the memory repository for the first B picture is shared with the second B picture to avoid incurring additional memory. Thus, while the first B picture is being displayed, the second B picture is being decoded.  However, since the framestore is shared, the reconstruction of the second B picture must not overcome the display operation’s pointer that reads the first B picture from memory.  

Access to the shared framestore is coordinated to avoid the second B picture’s reconstruction from overtaking the display of the first B picture. For instance, once the first row of macroblocks in the first B picture has been displayed, the decoder re-appropriates the corresponding memory and proceeds to decode and store the first row of macroblocks of the second B picture.   Subsequent rows of macroblocks can be coordinated similarly.

Therefore, the display of the first B picture and the reconstruction of the second B picture can be orchestrated to save memory and cost as commonly practiced by current MPEG-2 decoders.

Considering that with ASO the first row of macroblocks in a picture can be in the last received slice at the decoder, and that the first received slice can contain the last row of macroblocks in a picture, one can conclude that decoding and displaying consecutive B pictures with one framestore is difficult, if not impossible, with the second method.    

It is evident that to support ASO with the second method, the decoder would need an additional framestore unless it could decode and reconstruct the second B picture during the vertical blanking interval after the first B picture.   However, this is not acceptable since it imposes additional cost on silicon decoders.  Specifically, it imposes a higher throughput requirement and memory at faster clock speeds and/or wider data access.  

2.1. Impact of ASO and FMO on AVC decoders complexity
An example of how slices can be associated to different slice group is shown in Figure 3. When ASO and FMO are supported, the four slices of this example can be received by the decoder in a random order. Figure 2 shown the following order: slice #4, slice #2, slice #1, and slice #3. The same figure presents the AVC decoder blocks required to support ASO and FMO decoding.
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Figure 3: An example of macroblock assignment to four slices and to two Slice Group (SG in the figure). Each slice is represented by a different texture, and each SG is represented a different color. 
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Figure 4: The AVC decoder blocks need to support ASO and FMO decoding.
In addition to the slice length and the macroblock address of the 1st macroblock (MB) of the slice, the slice parser (( in Figure 4) need to extract the Slice Group (SG) of each slice. These informations, together with the slice itself, are stored in DRAM. As in the ASO case, the list of pointers (( in Figure 4) should be generated. 

The list of pointers, together with the address of the 1st MB of the slice, the SG, and the mb_allocation_map (stored in the processor’s local memory), will be used to navigate through the slices. The slice length will be used to transfer the slice data from the DRAM to the processor local memory. 

Similarly to the ASO case, in the combined ASO and FMO case the decoder may i) wait for all the slices of each picture to arrive before start decoding and de-blocking the picture, or ii) decode the slices in the order in which they come to the decoder.  Consequently, as described for the ASO case, both methods impose additional cost on silicon decoders. 
The first approach is still the preferred one. Because of FMO, decoding MB in raster scan order may require to switch between different slices and/or slice groups. To speed up the DRAM access, one buffer for each SG must be used (( in Figure 4). This additional intelligence of the DRAM access unit further increase the decoder complexity. Moreover, switching between different slices and/or slice groups requires swapping the Entropy Decoder (ED) status information. In the worst case, swapping occurs after decoding each MB. If the entire ED status information is too large to be stored in the processor local memory, each ED status need to be loaded from and stored into DRAM, thus further increasing the DRAM to processor’s memory bandwidth (( in Figure 4). 

3. Conclusions

In light of the following facts:

· ASO across pictures push the design of compliance test well beyond the range of action of a video standard;

· the complexity required to support ASO and FMO is too much of a burden for those decoders that do not expect to take advantages of the functionality enabled by ASO and FMO;

· FMO is mainly used to improve error resilience and to enable more efficient error concealment;

we propose to:

1. limit ASO within pictures, 

2. create a new profile that supports both these tools, and

3. relieve other decoders from supporting ASO and FMO by removing these two tools from the Baseline and Main profile.
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