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Abstract

This contribution considers various ARC features from a complexity perspective. It proposes level constraints on the number of reference resampling operations per frame period and the frequency with which resolution can be changed. A variety of short-length reference resampling filters were evaluated on low delay configurations, and their effects observed to be transient, especially for up-sampling. For reference up-sampling, both simple linear and DCTIF upsampling filters had no loss on average against an anchor employing common filtering for reference and input/output pictures. For reference down-sampling, a 3-lobe Lanczos-windowed filter was observed to perform best of those tested against the anchor with mean luma BD-Rate losses of 0.45%. 
1 Introduction
1.1 Background

Previous contributions JCTVC-F158 [1] and JCTVC-G264 [2] have considered the use of Adaptive Resolution Coding (ARC) within HEVC. The aim of ARC is to allow a stream to change between coding pictures at two (or more) resolutions, without requiring a new SPS and IDR frame and without requiring layering as in SVC. Instead at a switch point, pictures change resolution and may be predicted either from pictures with the same resolution (if available) or by pictures of a different resolution, by rescaling references. The allowable resolutions proposed are full-size (WxH) and quarter-size pictures (W/2xH/2), although the principle could certainly be extended.

There are various applications for such a system described in [1,2]. Principally, it is normally the case in video communications that the network link is monitored, and bit rate can be adjusted to match the available bandwidth. At sufficiently low bandwidth, it is often better to reduce resolution than to increase QP. Yet in video conferencing, sending an IDR frame is extremely expensive and can cause major disruption of the link. Additionally there are several applications where the client display size changes and it would be advantageous to change the transmitted resolution. Further details of applications can be found in [1] and [2].

Some of these applications may be addressed by spatial scalability. However, sending multiple resolutions at the same time incurs inevitable overhead and does not fully exploit the knowledge of the channel. ARC is proposed as a complementary technique that makes full use of such knowledge. 
1.2 Design and complexity considerations
During the last JCTVC meeting (November 2011, Geneva) various contributions [3,4] and discussions [5,p171] highlighted a number of practical issues:
· Worst-case complexity: in principle resolution could change every frame unless it is constrained

· Buffer management: it may be desirable to signal what resolutions are available for each resolution in the Reference Picture Set (RPS) description; the DPB and reference buffer must be suitably sized

· Complexity of filtering: the effect of normative down- and up-sampling is likely to be transient, occurring only at a resolution change boundary and perhaps very simple re-sampling filters can be used
This contribution addresses these considerations.
2 Resampling constraints

It is proposed that resampling is constrained as follows:

· A value max_ref_resamples_per_frame is determined in a level specification. This is the maximum number of reference pictures in the reference buffer that can be re-sampled in order to decode the current picture; once a picture is re-sampled, both resolutions are deemed to be available in the reference buffer (unless signalled otherwise as per JCTVC-G715 [4])
· A value min_ref_res_changes_interval is determined in a level specification. This is the minimum number of pictures in coded order between changing resolution and changing it back.
3 Reference re-sampling filters

As shown in [2], ARC can provide significant benefits to some sequences, some of the time. When this benefit is found depends on the characteristics of the sequence, the prediction structure and the bit rates involved. 
[2] considered re-sampling pictures at input and output with a matched pair of filters f7/h11 from [6]. These filters provide high objective performance for “super-resolution” coding i.e. down-sampling, coding and up-sampling. [2] also described an adaptive up-sampling filter that gave even better objective performance and reduced visible ringing artefacts. 
These super-resolution down- and up-samplers need not be used for prediction, but in [2] the experiments also used the f7/h11 filters for normative reference re-sampling also.
It was suggested [5] that performance may largely depend upon the characteristics of the input/output filters and not directly on the (perhaps transient) effect of the prediction re-sampling. In that case it may be possible for very simple filters to be used for re-sampling, which can reduce memory bandwidth and be more easily implemented on the fly for motion estimation and motion compensation. 

Therefore the test scenario of [2] was revisited to investigate this, but using a range of alternative re-sampling filters.

3.1 Testing different reference re-sampling filters

The main issues in testing different re-sampling filters are: a) ensuring a suitable measuring point; b) comparing like with like on the same basis; and c) avoiding bias in favour of any particular filter. It is difficult to achieve all three.
As in [2], the measuring point is deemed to be the high resolution video, and PSNR is collated at this point. High QP values were selected as in [2] to test in the likely scenarios of where adapting resolution is beneficial, and also to avoid measured high resolution PSNR saturating.
To make a common comparison, all low-resolution input pictures to be coded were filtered with the same downsampling filter, h11, as used in [2]. To compute PSNR, low resolution reconstructed frames were up-sampled using the matched filter f7.

The anchor used f7/h11 for reference re-sampling also. This inevitably introduces a degree of bias in favour of the anchor, since on a completely static scene only the anchor reference down-sampling would produce an exactly zero residual. This must be taken into account when considering the results. However, matching reference and input picture down-sampling in each experiment would cause different low-res pictures to be coded: the low-res PSNRs would not be comparable, and the high-res PSNRs would depend on how well-matched the up-sampler design was for each filter.

In diagram 1 below, the down-sampling test is shown. The blue pictures are the high resolution pictures before the resolution change. The low-resolution input pictures after the resolution change are highlighted in red. The green pictures are the low-resolution reference pictures filtered created from the high-res references with the down-sampling filter under test.


Diagram 1: Different down-sampling filters are applied to produce low resolution references (green) from high-resolution pictures (blue). Common re-sampling operations are used to produce to the low-resolution pictures to be coded (red), and to up-sample them again for PSNR computation.
Four short-length down-sampling filters were tested:

1. the h11 filter, taps (1, 0 , -3, 0, 10, 16, 10, 0, -3, 0, 1)/32 (anchor)
2. (bi)linear averaging i.e. (1/2, 1/2)
3. 4 tap half-phase filter with taps (3, 29, 29, 3)/64

4.  3-lobe Lanczos-windowed since with taps (-1, 0, 9, 16, 9, 0, -1)/32.
In diagram 2, the up-sampling test is shown. Once again low-resolution input pictures are down-sampled using h11 filters. This time the resolution switch is from low to high so low res pictures may be stored as references, and up-sampled for reference purposes by the filter under test.
Three short-length up-sampling filters were tested:

1. The f7 filter, taps (-1, 0, 5, 8, 5, 0, -1)/8 (anchor)
2. Linear interpolation i.e. (1, 2, 1) /2

3. 4-tap +/- quarter-phase DCTIF with taps (-4, 54, 16, -2)/64




Diagram 2: Different up-sampling filters are applied to produce high resolution references (green) from low resolution pictures (red). Common re-sampling operations are used to produce the low-resolution pictures to be coded (red).
In all tests, only low-delay configurations are tested as random access configurations would renew the predictions after each intra frame, and so limit the impact of the filter used at the resolution change to that GOP.
3.1.1 Down-sampling test conditions
Common conditions [8] were used as the basis for the test with the following modifications:
Configurations: LB_HE10, LB_HE, LB_LC, LP_HE, LP_LC

QPs: 32, 35, 39, 42

Sequence classes: A, B, C, D, E

Additional parameters: --ResChangeFrameNum=17 --ResChangeMode=0 --ResChangeDirection=1

PSNR and bit rate were computed for the low-resolution (second) part of the sequence only. PSNR was measured at full resolution.

3.1.2 Linear down-sampling

The results for reference down-sampling using (1/2, 1/2) averaging are as follows:

	
	Low delay B HE
	Low delay B LC
	Low delay B HE-10

	
	Y
	U
	V
	Y
	U
	V
	Y
	U
	V

	Class A
	0.3%
	5.9%
	3.6%
	1.1%
	7.5%
	9.8%
	0.2%
	5.2%
	2.2%

	Class B
	0.5%
	1.2%
	2.5%
	1.0%
	2.6%
	3.1%
	0.5%
	0.2%
	1.6%

	Class C
	1.4%
	2.1%
	2.7%
	1.4%
	2.8%
	3.8%
	1.6%
	3.3%
	2.9%

	Class D
	0.7%
	2.6%
	-0.5%
	0.8%
	2.0%
	2.1%
	0.5%
	0.2%
	-0.6%

	Class E
	3.0%
	1.3%
	1.1%
	4.7%
	0.9%
	4.3%
	2.7%
	-1.2%
	1.8%

	Class F
	#VALUE!
	#VALUE!
	#VALUE!
	#VALUE!
	#VALUE!
	#VALUE!
	#VALUE!
	#VALUE!
	#VALUE!

	Overall
	1.1%
	2.6%
	1.9%
	1.6%
	3.2%
	4.6%
	1.0%
	1.6%
	1.6%

	 
	1.1%
	2.6%
	1.9%
	1.6%
	3.3%
	4.9%
	1.0%
	1.5%
	1.6%

	Enc Time[%]
	100%
	101%
	100%

	Dec Time[%]
	105%
	105%
	102%

	
	
	
	
	
	
	
	
	
	

	
	Low delay P HE
	Low delay P LC

	
	Y
	U
	V
	Y
	U
	V

	Class A
	0.4%
	6.7%
	4.6%
	-1.3%
	8.6%
	5.0%

	Class B
	0.9%
	2.3%
	2.5%
	0.4%
	3.5%
	5.6%

	Class C
	1.8%
	3.3%
	2.2%
	1.5%
	3.3%
	3.7%

	Class D
	1.0%
	1.7%
	0.4%
	0.6%
	3.7%
	4.1%

	Class E
	2.9%
	-1.6%
	1.6%
	4.8%
	2.5%
	5.7%

	Class F
	#VALUE!
	#VALUE!
	#VALUE!
	#VALUE!
	#VALUE!
	#VALUE!

	Overall
	1.3%
	2.7%
	2.3%
	1.0%
	4.4%
	4.8%

	 
	1.3%
	2.6%
	2.3%
	1.0%
	4.3%
	4.7%

	Enc Time[%]
	101%
	101%

	Dec Time[%]
	104%
	103%


3.1.3 4-tap down-sampling

The results for using the  4-tap downsampling filter (3, 29, 29, 3)/64 are as follows:

	
	Low delay B HE
	Low delay B LC
	Low delay B HE-10

	
	Y
	U
	V
	Y
	U
	V
	Y
	U
	V

	Class A
	0.7%
	6.3%
	3.5%
	1.8%
	3.3%
	3.4%
	0.5%
	5.9%
	4.3%

	Class B
	0.6%
	1.2%
	2.6%
	1.6%
	1.7%
	1.2%
	0.6%
	1.9%
	2.2%

	Class C
	1.5%
	1.7%
	2.2%
	2.0%
	3.8%
	4.2%
	1.3%
	3.4%
	3.3%

	Class D
	0.6%
	1.0%
	0.3%
	1.0%
	0.9%
	2.7%
	0.6%
	0.6%
	-0.3%

	Class E
	2.9%
	2.6%
	3.7%
	6.2%
	-0.1%
	1.6%
	2.4%
	-0.8%
	1.4%

	Class F
	#VALUE!
	#VALUE!
	#VALUE!
	#VALUE!
	#VALUE!
	#VALUE!
	#VALUE!
	#VALUE!
	#VALUE!

	Overall
	1.2%
	2.5%
	2.4%
	2.3%
	2.0%
	2.6%
	1.0%
	2.3%
	2.2%

	 
	1.2%
	2.5%
	2.4%
	2.3%
	2.1%
	1.8%
	1.0%
	2.3%
	2.2%

	Enc Time[%]
	100%
	100%
	100%

	Dec Time[%]
	105%
	104%
	101%

	
	
	
	
	
	
	
	
	
	

	
	Low delay P HE
	Low delay P LC

	
	Y
	U
	V
	Y
	U
	V

	Class A
	0.8%
	5.0%
	4.4%
	-1.9%
	2.6%
	-1.2%

	Class B
	0.9%
	2.5%
	0.3%
	0.4%
	1.9%
	2.1%

	Class C
	1.6%
	2.8%
	2.4%
	1.7%
	3.7%
	3.2%

	Class D
	0.7%
	2.7%
	1.5%
	0.5%
	1.6%
	1.7%

	Class E
	2.9%
	-1.1%
	2.4%
	5.8%
	-1.3%
	-0.6%

	Class F
	#VALUE!
	#VALUE!
	#VALUE!
	#VALUE!
	#VALUE!
	#VALUE!

	Overall
	1.3%
	2.5%
	2.1%
	1.0%
	1.9%
	1.2%

	 
	1.3%
	2.5%
	2.0%
	1.0%
	2.1%
	2.6%

	Enc Time[%]
	100%
	100%

	Dec Time[%]
	103%
	105%


3.1.4 3-Lobe Lanczos-windowed filter down-sampling
The results for using the  3-lobe Lanczos-windowed sinc down-sampling filter (-1, 0, 9, 16, 9, 0, -1)/32 are as follows:

	
	Low delay B HE
	Low delay B LC
	Low delay B HE-10

	
	Y
	U
	V
	Y
	U
	V
	Y
	U
	V

	Class A
	0.2%
	1.8%
	-0.7%
	0.9%
	3.7%
	-0.7%
	0.1%
	1.2%
	-0.4%

	Class B
	0.2%
	-0.4%
	1.6%
	0.8%
	0.7%
	0.5%
	0.2%
	0.8%
	-0.1%

	Class C
	0.2%
	0.5%
	0.1%
	0.8%
	1.1%
	1.1%
	0.2%
	0.8%
	0.2%

	Class D
	0.2%
	-0.4%
	-1.4%
	0.6%
	1.0%
	1.4%
	-0.1%
	1.7%
	-0.1%

	Class E
	0.2%
	0.3%
	0.3%
	1.9%
	-1.6%
	-0.1%
	0.1%
	-0.2%
	0.6%

	Class F
	#VALUE!
	#VALUE!
	#VALUE!
	#VALUE!
	#VALUE!
	#VALUE!
	#VALUE!
	#VALUE!
	#VALUE!

	Overall
	0.2%
	0.3%
	0.0%
	1.0%
	1.1%
	0.5%
	0.1%
	0.9%
	0.0%

	 
	0.2%
	0.2%
	-0.1%
	1.0%
	1.1%
	1.2%
	0.1%
	0.9%
	0.1%

	Enc Time[%]
	102%
	100%
	102%

	Dec Time[%]
	100%
	101%
	97%

	
	
	
	
	
	
	
	
	
	

	
	Low delay P HE
	Low delay P LC

	
	Y
	U
	V
	Y
	U
	V

	Class A
	0.2%
	0.4%
	0.6%
	-1.3%
	1.6%
	-1.9%

	Class B
	0.3%
	1.3%
	-0.9%
	0.1%
	2.0%
	0.6%

	Class C
	0.3%
	1.3%
	-0.3%
	0.6%
	0.8%
	0.6%

	Class D
	0.5%
	0.5%
	1.0%
	0.4%
	1.7%
	3.3%

	Class E
	0.4%
	-1.9%
	-1.5%
	1.6%
	-1.8%
	-0.5%

	Class F
	#VALUE!
	#VALUE!
	#VALUE!
	#VALUE!
	#VALUE!
	#VALUE!

	Overall
	0.3%
	0.5%
	-0.2%
	0.2%
	1.1%
	0.5%

	 
	0.3%
	0.3%
	-0.2%
	0.2%
	1.0%
	2.8%

	Enc Time[%]
	100%
	100%

	Dec Time[%]
	100%
	101%


3.1.5 Up-sampling test conditions
Common conditions [8] were used as the basis for the test with the following modifications:

Configurations: LB_HE10, LB_HE, LB_LC, LP_HE, LP_LC

QPs: 32, 35, 39, 42

Sequence classes: A, B, C, D, E

Additional parameters: --ResChangeFrameNum=17 --ResChangeMode=0 --ResChangeDirection=0

PSNR and bit rate were computed for the high resolution (second) part only.

3.1.6 Linear interpolated co-sited up-sampling

	
	Low delay B HE
	Low delay B LC
	Low delay B HE-10

	
	Y
	U
	V
	Y
	U
	V
	Y
	U
	V

	Class A
	0.1%
	0.1%
	-0.8%
	0.4%
	-0.9%
	-3.2%
	0.1%
	0.4%
	0.1%

	Class B
	0.0%
	-0.5%
	0.7%
	0.1%
	-1.0%
	-0.6%
	0.0%
	1.1%
	0.1%

	Class C
	0.0%
	0.0%
	0.6%
	0.1%
	-0.2%
	-0.3%
	0.1%
	-0.3%
	-0.1%

	Class D
	0.0%
	-0.8%
	-0.3%
	0.1%
	-0.8%
	0.7%
	0.0%
	-1.0%
	1.6%

	Class E
	0.1%
	-0.6%
	1.4%
	-0.2%
	-1.9%
	-2.5%
	0.0%
	-0.3%
	-0.3%

	Class F
	#VALUE!
	#VALUE!
	#VALUE!
	#VALUE!
	#VALUE!
	#VALUE!
	#VALUE!
	#VALUE!
	#VALUE!

	Overall
	0.0%
	-0.3%
	0.3%
	0.1%
	-0.9%
	-1.1%
	0.1%
	0.0%
	0.3%

	 
	0.0%
	-0.4%
	0.2%
	0.1%
	-1.0%
	-1.1%
	0.1%
	0.0%
	0.2%

	Enc Time[%]
	103%
	101%
	102%

	Dec Time[%]
	104%
	106%
	105%

	
	
	
	
	
	
	
	
	
	

	
	Low delay P HE
	Low delay P LC

	
	Y
	U
	V
	Y
	U
	V

	Class A
	0.0%
	0.4%
	-0.8%
	0.3%
	-3.5%
	-2.4%

	Class B
	0.0%
	0.0%
	0.0%
	-0.1%
	0.0%
	-1.1%

	Class C
	0.0%
	-0.4%
	0.2%
	0.0%
	-0.6%
	-0.6%

	Class D
	0.1%
	1.3%
	0.2%
	-0.1%
	-1.8%
	-1.2%

	Class E
	0.0%
	-0.5%
	-0.3%
	-0.8%
	-0.6%
	-3.1%

	Class F
	#VALUE!
	#VALUE!
	#VALUE!
	#VALUE!
	#VALUE!
	#VALUE!

	Overall
	0.0%
	0.2%
	-0.1%
	-0.1%
	-1.3%
	-1.6%

	 
	0.0%
	0.1%
	0.0%
	-0.1%
	-1.6%
	-1.6%

	Enc Time[%]
	101%
	99%

	Dec Time[%]
	107%
	108%


3.1.7 DCTIF quarter-phase up-sampling

	
	Low delay B HE
	Low delay B LC
	Low delay B HE-10

	
	Y
	U
	V
	Y
	U
	V
	Y
	U
	V

	Class A
	0.0%
	0.1%
	-0.1%
	0.2%
	-5.2%
	-2.6%
	0.1%
	0.8%
	-0.4%

	Class B
	0.0%
	-0.4%
	0.0%
	0.0%
	-0.2%
	-0.2%
	0.0%
	0.7%
	-0.1%

	Class C
	0.0%
	-0.4%
	0.3%
	0.0%
	0.1%
	-0.5%
	0.0%
	-0.4%
	0.1%

	Class D
	0.0%
	-0.6%
	-0.3%
	0.0%
	-0.4%
	0.8%
	0.0%
	-0.8%
	0.3%

	Class E
	-0.1%
	-2.0%
	1.5%
	-0.5%
	-2.4%
	-1.4%
	0.0%
	-0.9%
	-0.9%

	Class F
	#VALUE!
	#VALUE!
	#VALUE!
	#VALUE!
	#VALUE!
	#VALUE!
	#VALUE!
	#VALUE!
	#VALUE!

	Overall
	0.0%
	-0.6%
	0.2%
	0.0%
	-1.5%
	-0.7%
	0.0%
	-0.1%
	-0.1%

	 
	0.0%
	-0.6%
	0.3%
	0.0%
	0.0%
	-0.8%
	0.0%
	0.0%
	-0.3%

	Enc Time[%]
	99%
	100%
	100%

	Dec Time[%]
	107%
	108%
	106%

	
	
	
	
	
	
	
	
	
	

	
	Low delay P HE
	Low delay P LC

	
	Y
	U
	V
	Y
	U
	V

	Class A
	0.0%
	-0.1%
	-1.3%
	-0.4%
	-4.5%
	-2.2%

	Class B
	0.0%
	-0.4%
	-0.6%
	-0.2%
	-0.1%
	-0.5%

	Class C
	0.1%
	-0.7%
	0.0%
	0.0%
	0.4%
	0.1%

	Class D
	0.0%
	0.8%
	1.5%
	-0.2%
	-2.1%
	0.2%

	Class E
	0.0%
	-1.4%
	2.5%
	-0.7%
	-1.2%
	-2.3%

	Class F
	#VALUE!
	#VALUE!
	#VALUE!
	#VALUE!
	#VALUE!
	#VALUE!

	Overall
	0.0%
	-0.3%
	0.3%
	-0.3%
	-1.4%
	-0.9%

	 
	0.0%
	-0.3%
	0.4%
	-0.3%
	-1.1%
	-0.9%

	Enc Time[%]
	100%
	99%

	Dec Time[%]
	108%
	110%


4 Conclusions
As expected, the longer the simulation, the closer the results converged to the anchor.
The characteristics of the up-sampling filter had a very small impact on performance over the few seconds represented by the common conditions. Therefore it is recommended that the simplest filter, zero-phase linear interpolation, be used for up-sampling references.
For down-sampling the 3-lobe Lanczos filter performed much the best of the three alternatives tested, with losses of  no more than 0.3% in all configurations except LB_LC. The other filters tended to produce more significant losses for Class E. All the filters tested surprisingly gave gains, rather than losses, over the anchor in the LP_LC configuration, largely down to the Nebuta sequence: investigation led to the conclusion that the anchor performance was quite sensitive to the presence of SAO for this sequence, whereas the other filters were not.
Evaluation of the down-sampling filters suggests that the Lanczos 3-lobe filter provides a good compromise between tap length and performance.
Adaptive Resolution Change is proposed for adoption into the HM and WD.
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