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As adopted to the JSVM2 in the Busan meeting, the H.264/AVC sub-sample luma motion-compensation interpolation filter was chosen for both texture and residual upsampling for Extended Spatial Scalability, and chroma phase shift has now also been factored in for the upsampling.

The AHG activities were mostly within the scope of CE10, as described in JVT-O310.  Related contributions to the Poznan meeting are the following.

· JVT-P018, CE10 report

· JVT-P012, response to CE10 part 1

· JVT-P020, cross-verification of JVT-P012.

During the AHG activities, several sets of downsampling filters were designed based on the Kaiser-windowed sinc function as studied in JVT-I018.  And new upsampling filters based on direct interpolation are tested and proposed in JVT-P012.

For the dyadic spatial resampling case, there is no new activity in the AHG study.  However, CE7 covers some of the texture upsampling process.

Following is a more detailed description of the resampling method in JSVM2.  Also, appended to the end of the document is an email exchange held during the meeting on the subject of resampling that provides valuable information about the creation of test sequences, the resampling performed in the reference software, and the desirect characteristics of resampling filters.
1. Dyadic spatial resampling

1.1 downsampling (non-normative)

By default in JSVM software, the following filter is applied to all Y, U, and V channels and in both horizontal and vertical directions.

(0,  2,  0, -4, -3,  5, 19, 26, 19,  5, -3, -4,  0,  2,  0) / 64

The picture boundaries are padded by repeating the edge samples.

In general, there is no explicit consideration of the luma/chroma phase shift during the downsampling operations.

For sequences downsampled from the 4:2:0 4CIF resolution (City, Crew, 
Harbour, Ice, and Soccer), since the chroma sampling position is Type 2 in Figure E-1 of the H.264 specification (based on email discussion), the relative chroma sampling position remains the same after the downsampling.

For sequences downsampled from the 4:2:0 CIF resolution (Bus, Football, Foreman, and Mobile), the original chroma sampling position might not be Type 2; therefore, the downsampled version might be different in terms of relative chroma sampling position.  

1.2 upsampling (normative)

The following 6-tap filter for half-sample luma interpolation in the H.264 specification (subsection 8.4.2.2.1 Luma sample interpolation process) is applied to generate the “missing” samples of all Y, U, and V channels.

(1, -5, 20, 20, -5,  1)/32

The detailed description is available in the Working Draft (subsection S.8.3.6.3 Upsampling process for Intra_Base prediction).

There is no explicit consideration of the luma/chroma phase shift during the downsampling operations.  On one hand, the non-normative downsampling process in JSVM software is still a good match to the normative upsampling procedure.  On the other hand, both of these can be further improved.

2. Non-dyadic spatial resampling

2.1 downsampling (non-normative)

The downsampling process is not normative part of the Working Draft, Thomson and Sharp have both provided their own software for JSVM2 implementation.

Thomson provided several sets of linear polyphase filters for several specific scaling ratios (3:2, 4:3, 5:3, 6:5, 9:8, and 10:9).  Sharp provided a solution with three sets of 16-phase filters based on Kaiser-windowed sinc functions (JVT-I018).

In general, the downsampling process is still an area deserving further attention.

2.2 upsampling (normative)

The quarter-sample luma interpolation procedure (subsection 8.4.2.2.1 of H.264 specification) is applied for the upsampling of all Y, U, and V channels.

Given a luma sample in the current picture at position (x, y) in units of single luma samples, its corresponding position in the base picture (px,L, py,L) in units of quarter luma samples of the base picture can be derived as


[image: image1.wmf](

)

(

)

,

,

()//

2

()//   

2

L

xLorigbaseLbaseextractextract

L

yLorigbaseLbaseextractextract

R

pxxwRwww

R

pyyhRhhh

ì

éù

=-××+-

ï

êú

ïëû

í

éù

ï

=-××+-

êú

ï

ëû

î


where RL = 4 (for quarter-sample resolution interpolation), (xorig, yorig) represents the position of the upper-left corner of the cropping window in the current picture in units of single luma samples of current picture, (wbase, hbase) is the resolution of the base picture in units of single luma samples of the base picture, (wextract, hextract) is the resolution of the cropping window in units of the single luma samples of current picture, and “//” is a simplified division operator defined in JSVM2.

Similarly, given a chroma sample in the current picture at position (xc, yc) in units of single chroma samples, its corresponding position in the base picture (px,c, py,c) in units of quarter chroma samples of the base picture can be derived as
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where RC = 4, (xorig,c, yorig,c) represents the position of the upper-left corner of the cropping window in the current picture in units of single chroma samples of current picture, (wbase,c, hbase,c) is the resolution of the base picture in units of single chroma samples of the base picture, (wextract,c, hextract,c) is the resolution of the cropping window in units of the single chroma samples of current picture, (pbase,x, pbase,y) represents the relative chroma phase shift of the base picture in units of quarter chroma samples of the base picture, and (penh,x, penh,y) represents the relative chroma phase shift of the current picture in units of quarter chroma samples of the current picture.

Detailed description of texture (as well as residual) upsampling process is available in JSVM2.  Basically, to get a quarter-sample interpolation, it is required to go through the half-sample position first using the 6-tap filter, followed by a linear interpolation for the quarter-sample position.  One task of CE-10 defined in Busan is to replace this with a direct interpolation procedure.  

2.3 downsampling again – consideration of chroma phase shift (non-normative)

Similar to the upsampling process, given a luma sample in the low-resolution picture at position (x, y) in units of single luma samples of the low-resolution picture, its corresponding position in the high-resolution picture (px,L, py,L) in units of one-sixteenth luma samples of the high-resolution picture can be derived as
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Given a chroma sample in the low-resolution picture at position (xc, yc) in units of single chroma samples of the low-resolution picture, its corresponding position in the high-resolution picture (px,c, py,c) in units of one-sixteenth chroma samples of the high-resolution picture can be derived as
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Based on sampling position, a filter can be selected from a pre-defined set of filters as mentioned briefly in Section 2.1 of this report.
3. Non-dyadic spatial resampling

3.1 Markus Beerman - Sent: Monday, July 25, 2005 10:15 AM (Seattle time)
Dear experts,

I just checked what exactly we did for generating test sequences. One of the ideas at that time was to do something simple which is not completely different from w3908.

Regarding Sequences CREW, CITY, HARBOUR, SOCCER,

these sequences were originally in 1280x720 and have been cropped to 4CIF size. 

CIF versions have been obtained by low-pass filtering using Filter "B" from Table 2 in section 2.2.2 of document w3908, 

[2 0 -4 -3  5 19 26 19  5 -3 -4 0  2]/64, 

followed by discarding every second sample. Constant image boundaries extension was used. To obtain QCIF versions, Filter "C", 

[-5 -4 0  5 12 19 24 26 24 19 12  5 0 -4 -5]/128 , 

has been used on the 4CIFs, followed by sub-sampling by a factor of 4. The down-sampling process has been the same for all three colour components.

Temporal sub-sampling has been performed by simple frame skipping.

Regarding older sequences FOREMAN, MOBILE, BUS, FOOTBALL,

the exact generation process may be known to the old guys of video coding. It seems that QCIF versions can not be obtained from the CIF versions by linear filtering and sample drop. But this would be true if e.g. the process described in w3908 had been used to generate CIF and QCIF from interlace SD. 

Best regards,

Markus

3.2
Gary Sullivan- Sent: Tue 7/26/2005 2:29 PM (Seattle time)
Markus et al,

MPEG VM 18 document N3908 section 2.2.2 (Pisa - Jan 2001, although the

design of the method is probably substantially older) describes a method

to generate CIF and QCIF sequences from source sequences in the BT.601

4:2:2 sampling format.  Figure 2 in that document is incorrect, but the

method basically looks like a good one in the PAL case (I have not fully

scrutinized the NTSC handling part although I suspect it is OK).  I

believe many of the popular sequences used in MPEG were produced using

that method.  The luma and chroma sampling grids produced in both the

QCIF and CIF cases are as defined using MPEG-2 4:2:0 sampling

definitions (as in AVC but not as in H.261 or MPEG-1 as shown in Figure

2).

In N3908, the phase positioning of the QCIF samples, relative to the

phase of the CIF samples, is the same as if the QCIF was produced by

downsampling the CIF using the following filtering methods for BOTH the

luma and chroma arrays:

a. For horizontal downsampling, use an odd-length filter (zero phase

shift like filter B in N3908).

b. For vertical downsampling, use an even-length filter (half sample

phase shift like filter A in N3908).

If you use spatial scalability between the CIF and QCIF that are

produced as specified in N3908 like this, the correct way to perform the

upsampling is to use the following filtering methods for BOTH the luma

and chroma arrays:

a. For horizontal upsampling, use the existing low-res samples and also

insert extra samples between the low-res samples using an even-length

filter (like filter A or like doing half-pel motion comp interpolation).

b. For vertical upsampling, do not use any of the existing low-res

samples directly.  Create a double-resolution output by interleaving the

results from filters that correspond to 1/4 and 3/4 phase shift

interpolation positions.  These are non-symmetric filters.

Note that those upsampling filters do not match what we have been using

in SVC for dyadic-case upsampling as described in JVT-P007.  So the

spatial scalability design is not conceptually correct for test

sequences that were produced using the N3908 method.  This makes me

suspicious of tests showing special content-based upsampling application

to those sequences.  What is needed for proper upsampling for video

source data downsampled that way is simply different than what the JSVM

is doing.

The method described below by Markus for the downsampling of CREW, CITY,

HARBOR, and SOCCER seems to me that it will produce strange non-standard

chroma phase alignment relative to luma array positioning.  However, as

noted in JVT-P007, the JSVM upsampling process appears to match this

downsampling process well.

Best Regards,

Gary Sullivan

3.3
Julien Reichel- Sent: Wed 7/27/2005 1:35 AM (Seattle time)
Markus, Gary and All,

Just a comment:

If you look at the software coming with the JSVM to create downsampled

video (DownConvertStatic), the downsampling is done as follow:

The filter descibed by markus [2 0 -4 -3  5 19 26 19  5 -3 -4 0  2]/64

is used in both directions in a recursive manner for each downsampling

level (for luma and chroma).

So if you use to software to generate CIF sequences from 4CIF, this will

corespond to what markus stated. But if you use it to generate a QCIF

sequence from a 4CIF, then the 4CIF will first be downsampled to CIF

using the above filter and then the CIF will be downsampled to QCIF

using once more the same filter.

Thus none of the QCIF sequences generated by DownConvertStatic will not

match the reference sequence from the ftp site. Even for the 4CIF

sequences.

Julien
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