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1 Summary

The MP4 file format has been defined for MPEG-4 content, and as it is an extensible file format, it is natural to ask how JVT sequences might be stored in it.  Other contributions explore the possibility of adding structures to the file format, which, though generic, are intended to solve the specific issues that arise in JVT.  This document attempts to derive a different approach:  to what extent can JVT sequences be stored in MP4 without introducing new structural concepts at the file format level?

2 Introduction to MP4

The MP4 file format is quite rich;  however, only a few features need be explored here.

1) Video sequences are stored in the file as a sequence of frames.  Frames may be marked as ‘sync’ or ‘not sync’.  

2) The format has the ability to indicate ‘shadow syncs’ — optional I-frames which can be used in place of a non-I-frame when (for example) random accessing.

3) Each frame has a composition and decoding timestamp;  if the same, then only one entry is needed per frame.  Otherwise each frame is stored in decoding order and with a decoding timestamp, and also with a composition timestamp offset.

4) Frames are stored contiguously, and (to save space) runs of frames, called ‘chunks’ are usually also stored contiguously.

5) Each elementary stream (in MPEG-4 terms) is a separate ‘track’ in the file.  Tracks can be related by track references, though these references themselves have no temporal structure.

6) Every frame is explicitly linked to a ‘description’ – the parameters the decoder needs to decode the frame.  In MPEG-4, this includes the decoder configuration information, which identifies and parameterizes the codec.

3 The Interesting Features of the JVT codec

3.1 Slice-based coding

The base concept in the codec is not a picture, but a slice.  One of the ways that an encoder can achieve bit-rate regulation is to 'steal' bits from an easy sequence, and slip in slices of an adjacent  'hard' I-picture (scene change). 

If we store pictures (frames) as the unit in the file format, we lose the ability of the encoder to indicate that that was what it wanted.  On the other hand, attaching a transmission time or something, to every slice, really complicates things.  We certainly want slices to be quite visible if we go for a frame-based sample, so that a hinter or server can find them more quickly than by parsing the whole frame.

3.2 Multiple sequences

The codec can handle multiple sequences of frames, with 'transition points' between them.  So, one might have two completely independent sequences at 10 and 20 kbit/s which can be used together to give 30 kbit/s, and a fourth stream which adds another 20 kbit/s to the 20 kbit/s stream, thus making 40 and 50 kbit/s streams possible.  In addition, it's possible to have P-frames which have interesting predecessors  — in another stream (thus enabling stream switching), or in an unusual place in this stream (e.g. 40 frames ago, for rapid scanning, or even 40 frames ahead, for rapid rewind scanning). 

3.3 Non-previous frame prediction

The decoder can be asked to keep a buffer of N frames, and an incoming frame can either remain in one of these slots, or be FIFO'd through some of them.  Frames can predict from any of the kept frames.  This means that it's theoretically possible to have an I-frame and then have following P-Frames which predict from frames preceding the I-frame, thus meaning the I-frame is not really a random access point.

3.4 Parameter Sets

Each slice is decoded against as set of parameter values, which are presumably sent out of band or in stream setup. 

4 Discussion

4.1 Parameter Sets

The handling of parameter sets is quite easy.  Each JVT sample description (decoder specific information) would contain a group of parameter sets.  Each parameter set would have a (small) identifier value, and each slice would indicate, by identifier value, which parameter set it was coded against.  Note that width and height are handled in the MP4 file format in a uniform, codec-independent  place, and that if there are multiple video sequences in a track, there is an implicit re-size to the track width and height as the track is played.  MPEG-4 currently prohibits multiple descriptions for one stream.  However, the MPEG-4 object descriptor stream has all the characteristics and technology needed to carry decoder configuration updates.

For best operation, we need to allow in MPEG-4 systems the same flexibility as is allowed in MP4, that the track may have several sample descriptions (parameter set groups).  Each sample is tied to one description, as noted above.

4.2 Sequence Handling

The dependencies between the sequences that are represented by the cross-sequence prediction mean that the simple [1 elementary-stream =  1 track] equation can be hard to maintain.  Though the relationship (that there are cross-predictions) can be represented as a track reference, each SP frame would have to identify which track reference it was predicting from, and the source frame in that referenced track.  A design for this that is robust under editing could be quite hard.

This leads to the, perhaps heretical, approach, of suggesting that all the sequences for a given video sequence be stored as a single ‘thinnable’ elementary stream.  Rather than achieving scalability by adding streams, we achieve it by slimming a single stream.

So, imagine that we now add to the stream setup (sample description, decoder specific info) a declaration of the individual sequences, and their dependencies.   The dependencies would detail “sequence 4 cannot be decoded without also decoding sequence 3”, “sequence 6 and 7 are alternatives, do not decode them both”, and so on.

Then the definition of a sample (access unit) is that it has frame data for all the sequences that have frames at that time.  The decoder decides, using the information in the stream setup, which sequences it will decode (perhaps dynamically).  Now, it takes each access unit and asks “does this have one or more frames which belong to sequences I wish to decode?”.  If the answer is yes, then it picks one of them to decode (we assume if two sequences have a frame at the same time-instant, they are different ways of arriving at the same picture).  If the answer is no, then the access unit is discarded and no output is produced.

The decoder may be in a state where it is ‘looking to switch’ from one sequence to another.  If the destination sequence has an I-frame, then it can switch there.  Alternatively, an SP-picture predicting from the source and into the destination sequence might arrive first.  It can decode that SP-picture, and then start decoding the destination sequence.

In summary, an access unit or sample as stored in the file format, would include a number of frames for different sequences or for SP-pictures that transition between sequences.  There would need to be some sort of ‘mini-directory’ of frame and slice information.

4.3 I Frame labeling

The file format labels true random access points.  If a single sequence is stored as an elementary stream, then I would propose  that a random access point be any frame for which neither it nor any succeeding frames have any dependency on any preceding frames.

The same rule would apply when access units contain multiple frames from several sequences.  An access unit is marked as a random access point if neither it nor any succeeding access units have any dependency on any preceding access units.   This might mean that the labeled access unit has no frame for the sequence being decoded;  however, you are assured that you will encounter an I-frame for that sequence before any P-frame for that sequence.

5 Summary

This document does not go so far as a proposal.  However, in summary the ideas outlined here reduce to:

a) the decoder setup (sample description) contains the definitions and identifiers of all parameter sets used, and the definition and dependencies of all the different sequences coded;

b) each access unit contains a set of pictures, with an index for them and their slices;  each picture is labeled as belonging to a specific sequence, or as being a ‘switch’ SP picture between two sequences, or as being an SI ‘optional I-frame’ entry into a sequence.

c) random access points are labeled only for those access units which are truly random access for any sequence being decoded.

6 Remaining Issues

There are a number of problems with this design approach, and as a result it cannot be considered complete.

1) Storing whole frames loses the visibility of the encoder’s slice-spreading to achieve bit-rate regulation.

2) The visibility of random access points in the individual sequences, and the visibility of SP frames is poor.  Also, the number of access units that meet the restriction of 4.3 may be very small, though the individual sequences may have plenty of random access points.

(Append for Proposal Documents)
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Joint Video Coding Experts Group - Patent Disclosure Form
(Typically one per contribution and one per Standard | Recommendation)

Please send to:

JVT Rapporteur Gary Sullivan, Microsoft Corp., One Microsoft Way, Bldg. 9, Redmond WA 98052-6399, USA

Email (preferred): Gary.Sullivan@itu.int  Fax: +1 425 706 7329 (+1 425 70MSFAX)

This form provides the ITU-T | ISO/IEC Joint Video Coding Experts Group (JVT) with information about the patent status of techniques used in or proposed for incorporation in a Recommendation | Standard.  JVT requires that all technical contributions be accompanied with this form. Anyone with knowledge of any patent affecting the use of JVT work, of their own or of any other entity (“third parties”), is strongly encouraged to submit this form as well.

This information will be maintained in a “living list” by JVT during the progress of their work, on a best effort basis.  If a given technical proposal is not incorporated in a Recommendation | Standard, the relevant patent information will be removed from the “living list”.  The intent is that the JVT experts should know in advance of any patent issues with particular proposals or techniques, so that these may be addressed well before final approval.

This is not a binding legal document; it is provided to JVT for information only, on a best effort, good faith basis.  Please submit corrected or updated forms if your knowledge or situation changes.

This form is not a substitute for the ITU ISO IEC Patent Statement and Licensing Declaration, which should be submitted by Patent Holders to the ITU TSB Director and ISO Secretary General before final approval.

	Submitting Organization or Person:

	Organization name
	Apple Computer
	

	Mailing address
	1 Infinite Loop, Cupertino CA 95014


	

	Country
	USA
	

	Contact person
	David Singer
	

	Telephone
	+1-408-974-3162
	

	Fax
	+1-408-974-7774
	

	Email
	singer@apple.com
	

	Place and date of submission
	Fairfax Meeting, May 6-10, 2002
	

	Relevant Recommendation | Standard and, if applicable, Contribution:

	Name (ex: “JVT”)
	JVT
	

	Title
	
	

	Contribution number
	JVTC-147
	

	
	
	


(Form continues on next page)

	Disclosure information – Submitting Organization/Person  (choose one box)

	
	

	√
	2.0
The submitter is not aware of having any granted, pending, or planned patents associated with the technical content of the Recommendation | Standard or Contribution.

or,

	The submitter (Patent Holder) has granted, pending, or planned patents associated with the technical content of the Recommendation | Standard or Contribution.  In which case,
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	2.1
The Patent Holder is prepared to grant – on the basis of reciprocity for the above Recommendation | Standard – a free license to an unrestricted number of applicants on a worldwide, non-discriminatory basis to manufacture, use and/or sell implementations of the above Recommendation | Standard.
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	2.2
The Patent Holder is prepared to grant – on the basis of reciprocity for the above Recommendation | Standard – a license to an unrestricted number of applicants on a worldwide, non-discriminatory basis and on reasonable terms and conditions to manufacture, use and/ or sell implementations of the above Recommendation | Standard.


Such negotiations are left to the parties concerned and are performed outside the ITU | ISO/IEC.
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	2.2.1
The same as box 2.2 above, but in addition the Patent Holder is prepared to grant a “royalty-free” license to anyone on condition that all other patent holders do the same.
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	2.3
The Patent Holder is unwilling to grant licenses according to the provisions of either 2.1, 2.2, or 2.2.1 above.  In this case, the following information must be provided as part of this declaration:

· patent registration/application number;
· an indication of which portions of the Recommendation | Standard are affected.
· a description of the patent claims covering the Recommendation | Standard;

	In the case of any box other than 2.0 above, please provide the following:

	Patent number(s)/status
	
	

	Inventor(s)/Assignee(s)
	
	

	Relevance to JVT
	
	

	Any other remarks:
	
	

	(please provide attachments if more space is needed)




(form continues on next page)

Third party patent information – fill in based on your best knowledge of relevant patents granted, pending, or planned by other people or by organizations other than your own.

	Disclosure information – Third Party Patents (choose one box)

	
	

	√
	3.1
The submitter is not aware of any granted, pending, or planned patents held by third parties associated with the technical content of the Recommendation | Standard or Contribution.
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	3.2
The submitter believes third parties may have granted, pending, or planned patents associated with the technical content of the Recommendation | Standard or Contribution.



	For box 3.2, please provide as much information as is known (provide attachments if more space needed) - JVT will attempt to contact third parties to obtain more information:



	3rd party name(s)
	
	

	Mailing address
	
	

	Country
	
	

	Contact person
	
	

	Telephone
	
	

	Fax
	
	

	Email
	
	

	Patent number/status
	
	

	Inventor/Assignee
	
	

	Relevance to JVT
	
	

	
	
	


	Any other comments or remarks:
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