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Introduction

JVT video is expected to be used in a wide range of applications with a wide range of underlying network or storage layers. In some of these, the network packets may be assumed to be formed to fit each JVT video slice precisely, and in others this assumption is not valid. There has been discussion via AHGs about how best to utilize JVT in systems where the underlying layers are not dynamically formed to match JVT slices. One major example where this is the case – but far from the only one – is the use of MPEG Transport with JVT. One major consideration for using JVT with transports that are not custom fit to JVT slices is the need for unique start codes.

This paper explains the issue in a general way, explains the cost in wasted bit rate of not solving the problem properly, explains why unique start codes form the preferred solution, and explores how JVT could be made to support start codes and what changes would be necessary in JVT to make this possible.

JVT and NAL

JVT is designed for use with a NAL, or Network Adaptation Layer. The idea is that JVT specifies the VCL or Video Coding Layer, i.e. the bit stream for video slices, and the VCL is to be packaged in a NAL. It is the NAL’s job to align to slices and show the decoder where the slices start. The assumption is that NAL is itself readily parsed, so start codes are not needed.

The assumption of the NAL being both aligned with VCL slices and readily parsed is valid in scenarios where the underlying transport forms packets that fit exactly to each VCL slice. There are many scenarios where this is not the case however. When used with transports where the packets are of fixed size, or where the packets need to be larger than one slice, the assumption does not hold. It is possible of course to define a NAL for use with fixed size packets such that the NAL is readily parsed and also aligned with VCL slices, but then the packets normally need padding after the end of the slice so that the following slice is aligned with the following NAL packet.

In theory one could define a NAL such that it had packets that fit exactly the VCL slices while not being locked directly to the underlying transport, but then the NAL would be difficult to parse reliably (in the presence of random access operations and bit stream errors) unless it had unique start codes. 

Bit Rate Overhead with Fixed Size Packets

If we assume the existence of a NAL for use with fixed size packets, we can estimate the rate of bits wasted due to padding. Here MPEG-2 Transport is used as an example; the same analysis applies to other network and storage layers, and the waste is increased as the packet size is increased.

Example: MPEG-2 Transport

MPEG-2 Transport, which is very widely used for digital television over cable, satellite and terrestrial networks, has a fixed packet length of 188 bytes, with a payload that is normally 184 bytes. (Sometimes the payload is shorter due to the inclusion of adaptation fields.) If we hypothesize a NAL that is aligned to both MPEG Transport and to JVT VCL slices, e.g. using PES packets with the undefined length option, then every new video slice starts at the start of a transport packet payload following the NAL syntax. This is illustrated in Figure 1.
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Figure 1

The amount of padding required is readily calculated if we assume that the slice lengths are random. The padding size (Sp) in bytes is the residual: (Length of slice + NAL header) modulo 184. Sp can be assumed to be a uniformly distributed random number between 0 and 183, and the expected (average) value of Sp is 92 bytes.

If a slice is a row of macroblocks, and the video is 480 lines in height and 30 frames per second, there are 480/16 * 30 = 900 slices per second. The average rate of padding is therefore 900 * 92 = 82,800 bytes per second or 662,400 bits second! All of this is wasted and clearly this amount of overhead would be a huge problem. If a slice is a picture, the number of slices per second in this example drops to 30, and the padding loss drops to 2760 bytes = 22,080 bits/second. This is still quite significant. 

Example: Disc Storage

Mapping JVT to disc sectors using a similar alignment methodology typically creates a need for additional padding. If a sector is 2kBytes and the slice size is random, the residual that must be padded averages 1kB per slice. At one slice per picture and 30fps, the padding amounts to over 245kbits/second.

Multiple Slices per Packet

In some applications, including those using IP networks, it may be desirable to package more than one slice in one packet. Reasons may include increasing the efficiency and throughput of servers, and increasing the efficiency of the network. Such packaging violates the assumption that each VCL slice aligned via the NAL with a network packet. Of course one can design a NAL that does not require alignment of all slices with the network packets, but if such a design is to be combined with error resilience between slices, the parsing of each slice following the first slice in a packet cannot rely on parsing of the network packet, and unique start codes at each slice are necessary.

Solution: Unique Start Codes

All of the problems above are readily solved through the use of unique start codes. These start codes can be specified at the NAL layer, and the existing NAL philosophy can be maintained. However it is key that the start codes be unique, that is, the VCL must be guaranteed never to emulate the start codes. If the start code can be emulated by the VCL bit stream, parsing of the NAL is no longer quick nor reliable. 

It is possible to define alternative solutions but they add complexity and issues of their own, and a full discussion of them would be long. Such solutions are not proposed here. There is an alternative mechanism already included in MPEG Transport, the PSI syntax with its pointer field, however it does not solve all the problems solved by start codes, it adds complexity, and it was introduced in MPEG Transport for a different set of reasons.

Figure 2 shows how the use of a unique start code in a NAL solves the padding problem completely.
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Figure 2

This solution works because the entity that parses the NAL can readily search the payloads of the network or storage packets and quickly find the start of each NAL packet. The engine performing this search may be existing or generic network or disc control hardware, not necessarily a (new) JVT codec or decoder. Such hardware typically is good at searching for specific sequences of bytes, particularly when the bytes are byte aligned.

Definition of Start Codes

The primary requirement for a start code is that it be unique, that is, guaranteed never to be emulated by other syntax elements. This means that any legal sequence of UVLC codes or CABAC bits cannot create the same bit sequence as the start code. This affects the syntax of JVT video (VCL), not just the NAL! If start codes are not unique, the entity parsing the NAL cannot be sure whether it has identified the start of a NAL packet and therefore a slice, until it has continued parsing far enough into the succeeding bit stream to rule out any possibility of emulation. Such a process is slow at best, not completely reliable, and not suitable for some applications. 

For reference, MPEG-1 and MPEG-2 use a unique start code prefix that is 24 bits long: 0x000001. 32 bit start codes are formed by concatenating this fixed, unique 24 bit prefix with an 8 bit suffix, thereby supporting up to 256 different unique start codes for various purposes.

For JVT, a single 32 bit unique start code may be adequate, particularly if it is byte aligned.

UVLC Coding of VCL

To define a start code that can be used with UVLC for the VCL, it is necessary either to know what UVLC codes are not possible given the current definition, or to modify the current definition such that a reasonable unique start code can be defined.

Since UVLC codes always end in a ‘1’, if the start code is defined as a string of ‘0’s followed by a ‘1’, we can avoid emulation if we make sure that UVLC never generates codes as long as the start code. While UVLC is defined in such a way that it appears that a code of any length can be generated, some limitations are inherent for other reasons in the JVT design, and limitations can readily be introduced.

If we postulate a start code of 32 bits, we would need to limit the largest single UVLC code to 31 bits. According to TML-9d1, section 5.1 on UVLC, Code_number = 2L/2 + INFO – 1. The largest code_number with L = 31 has 15 info bits, INFO = 32768, and this code_number is 231/2 + 32768–1 = 65,535 = 216 - 1. Any code number up to 65,535 could be used without emulating the postulated 32 bit start code. In Table 5 of that same section, there are 4 columns that allow code numbers above 47: (1) MVD/DQUANT, (2) Tcoeff_chroma_DC, (3) Tcoeff_chroma_AC/ Tcoeff_luma Simple scan, and (4) Tcoeff_luma Double scan. To avoid a code_number of 65,535 and therefore avoid emulation, following the algorithms attached to Table 5, we need to avoid all of the following:

· MVD or DQUANT >= 32,768

· Tcoeff_chroma_DC level >= ~8186 

· Tcoeff_chroma_AC or Tcoeff_luma Simple scan level >= ~2049

· Tcoeff_luma Double scan level >= ~4100

These coded values should be either extremely unlikely or altogether impossible. If they are possible, start code emulation can be avoided by adding a rule to UVLC. An example of such a rule is:

· If the encoder needs to generate a UVLC code with code_number greater than 65,534, it generates a sequence of two UVLC codes: one with code_number equal to 65,535 followed by a code with the desired code_number – 65,534. If the result is greater than 65,534, the process repeats unless the complete code is transmitted.

If codes much larger than 65,535 are thought to be common, an alternative solution could use an escape mechanism. For example, for levels and runs above a chosen threshold, a specified code_number indicates that following that code there is one code for the level and one code for the run. These latter codes could be UVLC codes or they could be direct binary numbers.

CABAC Coding of VCL

CABAC, as far as we know, can produce essentially any pattern of ‘1’ and ‘0’ bits, depending only on the information to be coded so CABAC naturally runs the risk of emulating any given start code. However, since CABAC is defined algorithmically, the definition could readily be modified to include a rule that specifically prevents start code emulation. For example:

· Whenever the CABAC encoder has just generated 30 consecutive ‘0’ bits, it must send a single ‘1’ bit and then continue as usual. In the decoder, whenever 30 ‘0’ bits are followed by a ‘1’ bit, the ‘1’ bit is ignored. If 31 consecutive ‘0’ bits are received, an error must have occurred.

Such an event – introducing a ‘1’ bit in the encoder – is expected to happen approximately once every 230 > 1,000,000,000 bits, so its effect on coding efficiency is negligible.

The Start Code

The start code itself is a specified pattern of bits. Therefore it is not relevant to consider whether it is fixed length or variable length, it is simply a fixed code.

Since the start code does not have a context – indeed the whole reason to have a start code is to establish a context where there is none – it is not meaningful to be concerned with whether it follows the UVLC coding method. It is simply a code that is not to be emulated.

Therefore, and in light of the arguments above, the start code is proposed to have the value 
0x00 00 00 01 i.e. 31 ‘0’ bits followed by a ‘1’ bit. Again, the only effect of this on JVT VCL is the avoidance of emulating it in the VCL.

It should be possible to define NALs such that the start code is byte aligned. We do not propose that such alignment be required in all NALs. This requirement has no effect on the definition of the VCL.

Video Bit Stream Stuffing

In order to accommodate NALs that fit into byte-oriented underlying network and storage layers, it must be possible to stuff 1 to 7 bits at the end of each VCL slice. Given this capability, byte-alignment of the start code is already possible.

Mapping to MPEG-2 Systems

MPEG-2 Systems specifies two different packet formats, Program Streams (widely used with optical discs) and Transport Streams (widely used with TV services). Both of these are byte oriented. With a unique start code defined for JVT, a NAL for MPEG-2 Systems could consist of appropriate syntax to represent the layers of video coding not included in the JVT VCL, i.e. GOP and Sequence information, and PES layer, conditionally included, with minor modifications.

The primary modification to the PES syntax is to replace the 24 bit packet start code prefix at the start of the PES packet with the 32 bit JVT start code. The semantics of the PES layer are proposed to be modified such that the beginning of the payload of a PES packet consists of the start of a VCL slice. 

The PES layer is optional in the NAL in order to support efficiently the use of slices that are not complete pictures. The first byte following the start code is either the Stream ID of a PES packet, or a code indicating the presence of a VCL slice without the PES header being present. The values for the Stream_ID in the PES syntax are limited already, with the majority of possible values being un-occupied and available for use by video or other purposes. 
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