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1 Introduction

This document complements the low-complexity transform and quantization algorithms that we presented in a companion document [1]. We describe here four extensions that may be of interest to JVT: i) support for 11-bit and 13-bit input residuals; ii) extended quantization step size range; iii) a modification of the transform that allows for exact integer invertibility without divisions, which can be used as a building block for lossless encoding; and iv) support for quantization weighting functions.
Throughout this document we assume that the reader is familiar with the contents of [1].

2 Support for higher bit-depth of input residuals
Video processing hardware usually works with 8 bits per color component. Some high-end equipment support 10 and 12 bits per color, though. Since pixel prediction residuals have one more bit of dynamic range, there may be a desire to extend the transform and quantization procedures of the current TML [2] to support not only 9-bit, but also 11-bit and 13-bit residuals. We can support those three bit-depths by extending the encoder operations in [1] as described in this section. Decoder remains unchanged.

Note that if for 11- and 13-bit residuals, we should use encoder the implementation as specified in [1] for 9-bit residuals, to maintain the maximum precision in the encoder. In that case, the encoder implementation will require 32-bit multiplications. However, the decoder can still be implemented using only 16-bit multiplications.

As in [1], the symbol // denotes division with rounding to the nearest integer:
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2.1 4x4 luma and chroma transform and quantization

Forward transform

We recall that our proposed 2-D transform is defined by:


[image: image2.wmf]00010203

10111213

20212223

30313233

11111211

21121112

11111112

12211211

xxxx

xxxx

Y

xxxx

xxxx

éù

éùéù

êú

êúêú

----

êú

êúêú

=

êú

êúêú

----

êú

êúêú

----

êúêú

êú

ëûëû

ëû


For 11-bit and 13-bit residuals, we need to perform post-scaling. For 11-bit residuals it is done as follows:
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For 13-bit residuals, post-scaling is performed by:
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 and the values of k are listed in Table 1.

Table 1 – Values of k
	
	k(QP,S13(i,j))

	S13(i,j)
	even QP
	Odd QP

	1
	1
	0

	2
	3
	1

	3
	4
	4


Quantization

Quantization is performed according to the following equation
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where YC are transformed coefficients, Q are the quantization coefficients and f is equal to 217+QP/6/3 for intra and 217+QP/6/6 for inter frames and has the same sign as the coefficient that is being quantized. The quantization coefficients Q are given in the Appendix. Which matrix Sp is used depends on the residual precision p. In what follows a subscript p = 9, 11, 13 will be denoting the input residual precision. Note that for 9-bit residual Sp(i,j) is always 0.

As in [1], note that while the intermediate value inside square brackets in the equation above has a 32-bit range, the final value YQ is guaranteed to fit in 16 bits.

2.2 4x4 luma DC transform and quantization

The luma DC coefficients of a 16(16 block are grouped into a 4(4 block and further transformed, for intra frames, to improve compression.
Forward transform

The input matrix XD is formed by picking out DC coefficients from the 16 transformed 4(4 blocks. DC coefficients are then transformed using a symmetric Hadamard transform (since it leads to essentially the same performance as the DCT-like transform in TML), in the form:
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Quantization

Quantization is performed using the following equation
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2.3 2x2 chroma DC transform and quantization

Forward transform

Chroma DC transform is added on top of chroma transform. Input matrix is formed by picking out DC coefficients from the 4 transformed 4x4 blocks. If these coefficients are denoted as XD then transform is computed as
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Quantization

Quantization is performed using the following equation
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3 Complexity

Table 2 summarizes the dynamic range requirements for each stage. There are three numbers in each cell corresponding to 9, 11, and 13-bit input residuals.

Table 2 – Precision 
	Luma and chroma transform and quantization

	
	Input bits
	Output bits

	Forward transform
	  9, 11, 13
	15, 16, 16

	Quantization
	15, 16, 16
	10, 12, 14

	De-quantization
	10, 12, 14
	15, 17, 19

	Inverse transform
	15, 17, 19
	  9, 11, 13

	Luma DC transform and quantization

	
	Input bits
	Output bits

	Transform
	13, 15, 16
	16, 16, 16

	Quantization
	16, 16, 16
	12, 14, 16

	Inverse transform
	12, 14, 16
	12, 14, 16

	De-quantization
	12, 14, 16
	15, 17, 19

	Chroma DC transform and quantization

	
	Input bits
	Output bits

	Transform
	13, 15, 16
	15, 16, 16

	Quantization
	15, 16, 16
	11, 13, 15

	Inverse transform
	11, 13, 15
	11, 13, 15

	De-quantization 
	11, 13, 15
	15, 17, 19


Since the propose transform can be implemented using only additions and shifts, multiplications are only used during quantization and de-quantization. It can be seen from the Table 2 that all the quantization and de-quantization can be computed with 16-bit multiplication since input values for these operations never exceed 16 bits for 9, 11 and 13 bit residual data. The proposed method can be implemented fully with 16-bit arithmetic when 9-bit residuals are used. 

Table 3 summarizes the number of operations required by the encoder. Decoder operations are as specified for 9-bit residuals [1], with the exception that 32-bit memory accesses are needed for 11- and 13-bit residual data. The numbers of operations are computed for the fastest implementation of the transform and inverse transform that are possible using formulas and coefficients presented in [1] and here.

Table 3 – Encoder operations

	4x4  transform for 24 4x4 luminace and chrominance blocks

	Process
	Operation
	Number per block

	4x4 forward transform
	+
	64

	
	<<
	16

	
	//
	0,4 or 16

	4x4  transform for one 4x4 luminace DC  block

	Process
	Operation
	Number per block

	4x4 forward transform
	+
	64

	
	//
	16

	2x2  transform for two 2x2  Chrominace  DC  blocks

	Process
	Operation
	Number per block

	4x4 forward transform
	+
	8

	
	//
	0 or 4

	quantization for coefficient

	Process
	Operation
	Number per coefficient

	Quantization
	*
	1

	
	//
	1


4 Experimental Results

As discussed in [1], we have modified the TML 8.5 software to compute the transform and quantization as specified in Section 3, with no changes in the other parts of encoder and decoder. The encoder was implemented to ensure only 16 bit multiplications for 9-, 11- and 13-bit residual data.
In our tests only 9-bit residual data was used. The reasons were lack of testing material and the current TML software, which dos not support 11- and 13-bit residuals. Still, such tests are a good indication of how the transform would perform for 11- and 13-bit residual data.

Several sequences were processed, for several values of QP, and the resulting peak SNR (PSNR) and bit rates are listed in [3], where we see that the rate-distortion (R/D) curves are nearly identical to those of the unmodified TML. Those R/D curves were then compared, and their distances computed according to the method in [4]. Table 5 shows the results for 11- and 13-bit residuals (for 9-bit residuals, see Table 3 in [1]).

Table 5 (a) – PSNR gains for the proposed method (dB) – 11-bit residuals
	Sequence
	PSNR, Y
	PSNR, U
	PSNR, V

	News
	0.032
	0.019
	0.076

	Container
	-0.002
	-0.046
	-0.069

	Silent
	0.030
	0.069
	0.052

	Foreman
	-0.009
	0.001
	-0.059

	Average
	0.013
	0.011
	0.000


Table 5 (b) – PSNR gains for the proposed method (dB) – 13-bit residuals

	Sequence
	PSNR, Y
	PSNR, U
	PSNR, V

	News
	-0.025
	0.027
	0.021

	Container
	0.032
	-0.008
	-0.088

	Silent
	0.038
	0.090
	0.006

	Foreman
	0.004
	0.050
	0.003

	Average
	0.025
	0.040
	-0.015


As in [1], we note that the average PSNR gain between the proposed transform and quantization algorithm and the original 32-bit TML code is slightly positive. So, for those test sequences, our proposed transform actually produced a slightly better average PSNR (over all frames of those sequences, for all QP specified in [4]). As we mentioned in [1], for the relatively small data set that we processed, PSNR differences of around 0.02–0.04 dB are not statistically significantly different from zero. Therefore, we can state that our proposed method achieves the same R/D performance of the current TML method, even for the implementations that support 11-bit and 13-bit residuals.
5 Extended Range of quantization steps

In some applications it may be desired to encode video signals at very high fidelity, with PSNRs of 50 dB or higher. Depending on the content, it may not be possible to achieve the desired high PSNR even for the smallest value of QP in TML, namely QP = 0. On the other hand, for content that is uncommonly easy to encode, such as simple computer-generated video clips, the highest allowed value in TML for QP, namely QP = 31, may not lead to compression ratios as high as possible with such content.

Thus, an extension of the range for QP may be desired. We now describe a simple modification to our proposal that extends the quantization step sizes by a factor of 4 at both ends. That is equivalent to extending the QP range by 12 values at each end. All equations in Section 3 remain the same, except for two modifications:

New quantization tables

For the de-quantization modification below to work with as low truncation error as possible, we modify slightly the de-quantization coefficients R(·), so all its entries are multiples of 4. Thus, we need to recompute the quantization coefficients Q(·), so the product Q(·)R(·) remains as close as possible to its ideal value. The new values for the quantization tables are shown in the Appendix.
New de-quantization formulas
To support QP < 0, the luma de-quantization equation is replaced by
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and the de-quantization formulas for luma and chroma DC are replaced respectively by
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where QP/6 is truncated towards more negative values, e.g. 1/6 = 0 and (–1)/6 = –1.

New normalization formula

The inverse transformed luma and chroma coefficients are normalized with
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Experimental results have shown that for all QP the R/D curves obtained with the new formulas above match those of our original design in [1] within distances of less than 0.01 dB, which is statistically negligible. Since the R(·)’s are multiple of 4, the equations above produce no additional truncation error for |QP/6| >= –2. Also, it is easy to see that even the original formulas support QP beyond the TML maximum value of 31. Thus, for symmetry we extend the QP upper limit by allowing |QP/6| <= 7. Therefore, we expect good performance for values of QP in the range [–12…47].

Notice that the described solution also enables usage of quantization weighting matrices, such as the “quantization tables” used in JPEG [6], if so desired. To support weighting all we need is to replace QP by QP(i,j).
6 Transform modification for lossless reconstruction
It is possible to obtain a transform that is perfectly reversible in integer arithmetic, without the need for divisions. All that is needed is a small modification in the transform equations in Subsection 2.1.
Forward transform

  M0 = X0 + X3;

  M3 = X0 - X3;

  M1 = X1 + X2;

  M2 = X1 – X2;

  Y0 = M0 + M1;

  Y2 = M0 – M1;

  Y3 = M3 - (M2 << 1);

  Y1 = (M3 << 1) – (Y3 >> 1);(*)

Inverse transform

  M0 = Y0 + Y2;

  M1 = Y0 - Y2;

  M3 = Y1 + (Y3 >> 1);

  M2 = (M3 >> 1) - Y3; (*)

  X0 = M0 + M3;

  X3 = M0 - M3;

  X1 = M1 + M2;

  X2 = M1 - M2;

The asterisks indicate the only two equations that were modified from the original proposal in [1]. It is easy to see that if we cascade the direct and inverse 1-D transforms, we recover exactly the same data multiplied by 4. Therefore, a final 2-bit right shift of all values recovers the original data exactly. Thus, the transforms above make an integer-reversible pair without divisions.

Note that the modifications above make the transform a biorthogonal pair, with basis functions different from those in our original transform in Subsection 2.1 (in fact, only the first odd basis function is modified, the others stay the same). The basis functions corresponding to the modified transform in this section are scaled versions of those presented in [5].
7 Conclusion

We presented extensions to our low-complexity transform and quantization scheme in [1]. With the extended transform and quantization equations as presented, we show that the PSNR loss is negligible not only for 9-bit input residuals, but also for 11- and 13-bit residuals. For 9-bit input residuals, only 16-bit arithmetic is required. A small change in the luma de-quantization formula allows for an extended QP range, from –12 to 47.
We also presented small modifications to the transform equations that make our 4(4 transform exactly invertible without divisions. Finally, we noted that quantization weighting matrices can be easily supported simply by signaling QPs for each coefficient.
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Appendix - Quantization coefficients

Q[QP%6][i][j] = quantMat[QP%6][0] for (i,j) = {(0,0),(0,2),(2,0),(2,2)},

Q[QP%6][i][j] = quantMat[QP%6][1] for (i,j) = {(1,1),(1,3),(3,1),(3,3)},

Q[QP%6][i][j] = quantMat[QP%6][2] otherwise.

R[QP%6][i][j] = dequantMat[QP%6][0] for (i,j) = {(0,0),(0,2),(2,0),(2,2)},

R[QP%6][i][j] = dequantMat[QP%6][1] for (i,j) = {(1,1),(1,3),(3,1),(3,3)},

R[QP%6][i][j] = dequantMat[QP%6][2] otherwise.

quantMat[6][3] = {{13107, 5243, 8066}, {11916, 4660, 7490}, {10082, 4194, 6554}, {9362, 3647, 5825}, {8192, 3355, 5243}, {7282, 2893 , 4559}};

dequantMat[6][3] = {{40, 64, 52}, {44, 72, 56}, {52, 80, 64}, {56, 92, 72}, {64, 100, 80}, {72, 116 , 92}};
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