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Abstract





Our proposal to improve the efficiency of motion-compensated prediction is to extend the motion vector utilized in hybrid video coding by a frame reference parameter permitting the use of several reference frames instead of only the previously decoded one for block-based motion compensation. In our experiments, we restrict the maximum number of frames in the long-term memory to 50 corresponding to decoded video frames of 5 seconds at 10 frames/s sampling rate. The long-term memory is simultaneously built at encoder and decoder by reconstructed frames. The frames inside the long-term memory are addressed by a combination of the codes for the spatial displacement vector and a frame reference parameter, which have to be transmitted as side information to the decoder. Long-term memory motion-compensated prediction is incorporated into an H.263-based video codec. The PSNR gains due to the use of 50 frames instead of just one frame are typically in the range of 1 to 1.5 dB at higher bit-rates. These correspond to bit-rate savings of about 25%.


�
1	Introduction





With continuously dropping costs of semiconductors, we might soon be able to afford dramatically more memory in video codecs to store and utilize possibly hundreds of frames. In this proposal, a video source coder is presented that improves motion-compensated prediction using several past, decoded frames. The maximum number of frames utilized in this proposal is 50 QCIF frames, which corresponds to 1.81 Mbyte. Since the decoder complexity is not significantly increased (besides fetches into a larger memory) long-term memory bit-streams can be easily decoded with today's technology on a PC for example.





An example for the use of long-term dependencies in video sequences can be already found in the negotiable H.263+ option called Reference Picture Selection mode (see Annex N of the H.263+ document). This mode permits a modified inter-picture prediction called “NEWPRED” to stop temporal error propagation due to transmission errors. The encoder may select one of the picture memories to suppress the temporal error propagation due to the inter-frame coding based on backward channel messages sent from the decoder to inform the encoder which part of which pictures have been correctly decoded at the decoder. A particular picture memory is selected as reference for inter-frame coding of a group of blocks or a slice in conjunction with the Independent Segment Decoding mode (see Annex R of the H.263+ document). The amount of additional picture memory accommodated in the decoder may be signaled by external means.





The Reference Picture Selection mode was designed to suppress the temporal error propagation and not to enhance the coding efficiency of motion-compensated prediction. However, we have observed that an architecture, very similar to NEWPRED, can lead to significant coding gains when omitting the overhead information contained in the syntax of the Reference Picture Selection mode. More precisely, motion-compensated prediction gains can be obtained by permitting the Reference Picture Selection mode to be used on the macroblock syntax level.





An approach called Short Term Frame Memory/Long Term Frame Memory (STFM/LTFM) prediction was also proposed to the MPEG-4 standardization group. In STFM/LTFM prediction, the encoder is enabled to use two frame memories to improve prediction efficiency. The STFM stores the most recently decoded frame, while the LTFM stores a frame that has been decoded earlier. In STFM/LTFM prediction, a refresh rule is specified that is based on a detection of scene change. However, the STFM/LTFM approach has shown only small gains. The core experiment has been dropped from the list of activities in MPEG-4.











2	Long-Term Memory Motion-Compensated Prediction





Our proposal to improve the efficiency of motion-compensated prediction is to extend the motion vector by a frame reference parameter permitting the use of several reference frames for motion-compensated prediction. The number of reference frames used can be negotiated between encoder and decoder. In our experiments, we restrict the maximum number of frames in the long-term memory to 50 corresponding to decoded video frames of 5 seconds at 10 frames/s sampling rate. The extended motion vector comprising the spatial displacement vector and the frame reference has to be transmitted as side information to the decoder.


2.1	Video source coding algorithm





The architecture of the long-term memory motion-compensated predictor is depicted in Fig. 2.1. This figure shows a video coding structure that comprises an inter-frame predictor, which uses M (M(1) frame memories that are stored in the frame memories P1… PM. The number of frames M is signaled on the picture or GOB layer to the decoder. If M=1, the H.263 default mode is turned on.
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Figure 2.1: Long-term memory video source coder





If M>1, the following modifications are made to the macroblock layer. For each INTER or INTER+Q macroblock, the source coder selects a spatial displacement vector and a reference frame if the coded macroblock indication (COD) is set to "0". The information to signal the extended motion vector (v) including the spatial displacement and the frame reference is included in the encoded bit-stream. If the coded macroblock indication (COD) is set to "1", the frame reference parameter is transmitted only.





For each INTER4V or INTER4V+Q macroblock, the source coder selects four frame reference parameters combined with each spatial displacement vector to four extended motion vectors.





The memory control may work in several modes of operation. A sliding window over time may be accommodated by the memory control unit as depicted in Fig. 2.1. Past decoded and reconstructed frames starting with the immediately preceding one ending with the frame which is decoded M time instants before are collected in the frame memories P1… PM. Alternatively, the set of past decoded and reconstructed frames may be sub-sampled using a scheme shared by encoder and decoder. In general, several modes of operation for the memory control may be defined and the one, which is used, may be negotiated between encoder and decoder. 





In this proposal we present only results using the sliding window approach because of its simplicity. Note when permitting the long-term memory buffer to contain only decoded frames, the sliding window approach also minimizes the time at the beginning of the sequence to exploit the full long-term memory size. Note that the long-term memory motion-compensated prediction approach does not introduce any kind of additional delay. Again, the encoder and the decoder might negotiate the number of frames used for long-term memory motion-compensated prediction. If the number of frames maximally accommodated by the long-term memory buffer corresponds to M, the motion estimation when coding frame m: 1(m(M can utilize m frames. In case m(M, the maximum number of frames M can be used.





2.2	Motion Compensation





Motion compensation is performed in the default H.263 prediction mode (see 6.1 of the H.263 recommendation) or using the Unrestricted Motion Vector Mode (see Annex D) or using the Advanced Prediction mode (see Annex F) with the extension to reference into several frames. The differential spatial displacement vectors are computed using the H.263 median (see 6.1.1). The frame reference parameter is not predicted.








3	Syntax





If the COD bit is set to "0", meaning the macroblock is coded, the syntax of the macroblock layer as depicted in Fig. 3.1 is modified in that, the MVD, MVD2, MVD3, and MVD4 parts are extended by a frame reference parameter. Otherwise, the same syntax is used as described in section 5.3 of the H.263 recommendation.





COD�
MCBPC�
MODB�
CBPB�
CBPY�
DQUANT�
MVD�
MVD2�
MVD3�
MVD4�
MVDB�
Block Data�
�



Figure 3.1: H.263 macroblock syntax layer if COD="0".








If the COD bit is set to "1", meaning that the macroblock is not coded, the syntax of the macroblock is modified in that the COD bit is followed by the frame reference (FR) parameter as depicted in Fig. 3.2.





COD�
FR�
�



Figure 3.2: H.263 macroblock syntax layer if COD="1".











4	Encoder





Improvements when using long-term memory motion-compensated prediction (MCP) can be expected in case of repetition of image sequence content. Note that these repetitions may or may not be meaningful in terms of human visual perception. Examples for visually meaningful repetition are moving image contents with repetition in orientation or shape, covered and uncovered objects, shaking of the camera forth and back, etc. Additionally, we obtain improvements if 16x16 or 8x8 blocks in long-term memory are coincidentally similar to the current block. Also, the effect of sampling the video signal at various positions may contribute benefits in favor of long-term memory MCP. 





In this section we describe the encoder to generate a bit-stream for the architecture we presented in the previous sections.





4.1	Long-term Memory Motion-Compensated Prediction





Figure 4.1.1 shows results of MCP experiments for the sequences Foreman� and Mother-Daughter. The plot shows the prediction gain in terms of PSNR vs. frame skip measured over 100 frames. The experiment here is to predict an original 16x16 block by a candidate in the motion search range. The numbers 1, 2, 5, 10, and 50 relate to the various memory sizes. The frame skip is varied from 0 to 3. In order to obtain consistent results, we predicted all frames between 200-299, regardless what frame skip is chosen, i.e., the frame skip relates to the sub-sampling of the reference frames. The long-term memory is built up by original frames sampled at the frame rate corresponding to the various frame skips using the sliding window memory control approach as described above. The motion search for the blocks of 16x16 samples is conducted by full search in the long-term memory buffer containing original frames in the range Mx[-15...15]x[-15...15] on integer-pel positions. As criterion for the block motion search we use the sum of the squared differences (SSD) between displaced and original frame.
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Figure 4.1.1: Prediction gain vs. frame skip for the sequences Foreman and Mother-Daughter varied over memory sizes M = 1, 2, 5, 10, and 50. The search range is ( 15 samples. Motion compensation is performed with integer-pel accuracy.





We observe that extending MCP to several frames, the prediction performance can be drastically improved. The gains due to increased memory size get larger with increased frame skip. That can be explained by the fact that successive frames get more de-correlated as frame skip increases. Hence, the chance for a frame other than the immediately preceding one to be chosen increases and with that the relative gain when increasing the long-term memory. When comparing memories M=1 and M=50 for the case of frame skip of 2, we obtained a PSNR gain of 2 dB for the Foreman sequence and 1.3 dB for Mother-Daughter.








In practical video codecs, half-pel accurate MC has been recognized to provide large coding gains. Thus, we will move on to combining half-pel accurate MCP and our long-term memory approach. In order to extend our approach to half-pel accurate MC, we have considered the following methods:





A	Find the optimum integer-pel accurate motion vector by full search in the complete long-term memory buffer and obtain the final motion vector by half-pel refinement.





B	For each frame, find a motion vector by full search on integer-pel positions followed by half-pel refinement. Determine the final motion vector by choosing among the motion vectors found for each frame.





C	Full search on all half-pel positions in the long-term memory buffer. 





Figure 4.1.2 shows the comparisons of the half-pel search methods for our test sequences Foreman and Mother-Daughter.  As a reference, we also show the result obtained with integer-pel accuracy. As distortion measure, we again used SSD between displaced and original frame neglecting bit-rate. The memory is varied from 1 to 50 and the frame skip is set to 2. The plots show prediction performance vs. memory size in logarithmic scale. The curves marked with "(" relate to integer-pel accurate MC, while the curves marked with "x", "+", and "o" correspond to methods A, B, and C for half-pel accurate MC.
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Figure 4.1.2: Prediction gain vs. memory for the sequence Foreman and Mother-Daughter for frame skip of 2. The search range is (15 samples. The curves marked with "*" relate to integer-pel accurate MC, while the curves marked with "x", "+", and "o" correspond to methods A, B and C for half-pel accurate MC.





First of all, the curves relating to integer-pel accurate MC for our both test sequences that we consider as two extremes, behave differently. The gains for the Foreman sequence increase linearly vs. logarithmic memory scale, whereas the curve for the Mother-Daughter sequence seems to approach saturation at higher memory values, although the average prediction performance should never degrade for increasing memory. Furthermore, comparing the three methods for half-pel MC, the approach labeled A ("x"), shows significant degradation in PSNR when comparing to the upper bound, the full search half-pel result C ("o"). On the other hand, the results obtained by method B ("o") show only marginal losses while saving significant computation time compared to C ("o"). Hence, we propose method B for half-pel accurate MC.





4.2	Rate Control





The rate in our coder is controlled using





1	rate-constrained multiple frame motion estimation using block sizes 8x8 and 16x16 and





2	rate-constrained mode decision,





which will be described in the following.





4.2.1	Rate-Constrained Multiple Frame Motion Estimation





If we drastically increase the number of (possibly very similar) decoded frames, the problem of motion estimation becomes increasingly ill-conditioned as it already pertains when estimating motion vectors using the last decoded frame only. The ill-conditioning results in increased variance of the estimated motion vectors causing increased bit-rate for motion information. On top of that, the frame reference parameter needs to be transmitted as well. Hence, we use a Lagrangian formulation wherein distortion is weighted against rate using a Lagrange multiplier to regularize the ill-conditioned problem. Our motion search for an 8x8 or 16x16 block returns the motion vector that minimizes





J(MV) = D(MV) + ( R(MV-PV),





with MV being the extended motion vector including spatial displacements and frame reference parameter and PV being the prediction for the motion vector using the method described in section 6.1.1 for the spatial displacements. The frame reference predictor component in PV is set to zero. The choice of ( has a rather minor impact on the result of the 16x16 block motion estimation. But the search result for 8x8 blocks is strongly affected by (. We will address this issue in the end of the next section.








4.2.2	Rate-Constrained Mode Decision





We code all macroblocks independently, i.e., the current macroblock mode is chosen given the mode decisions made for the past macroblocks. To run our H.263 as well as our long-term memory coder, we have modified the encoding strategy as utilized by the TMN-2.0 coder. Our encoding strategy differs for the motion estimation and the mode decision, where our scheme is motivated by rate-distortion theory. The problem of optimum bit allocation to the motion vectors and the residual coding in any hybrid video coder is a non-separable problem requiring a high amount of computation. To circumvent this joint optimization, we split the problem into two parts: motion estimation and mode decision.





The motion estimation is performed as described above using the minimization of the Lagrangian cost function. For each frame the best motion vector is found by full search on integer-pel positions followed by half-pel refinement. The integer-pel search is conducted over the range [-15…15]x[-15…15] pels. The distortion is computed by the sum of the absolute differences (SAD) between displaced and original frame and the rate is computed by the bit-rate occupied for the extended motion vector. We have chosen SAD here, to make a fair comparison to TMN-2.0. The impact of overlapped block motion compensation is neglected in the motion estimation.





Given the displacements for each particular mode we are computing the overall rate distortion costs. The distortion is computed by SSD between reconstructed and original frame, and the rate is computed including the rates of macroblock headers, motion parameters, and DCT quantization coefficients. The mode with the smallest Lagrangian cost is selected for transmission to the decoder. In case of long-term memory MCP, the motion estimation followed by the mode decision as described is conducted for each frame in the long-term memory buffer.





Since there are now two Lagrangian cost functions to be minimized, we employ two different Lagrange multipliers: one for the motion search ((motion), the other one for the mode decision ((mode). Furthermore, the distortion measures differ. Hence, the selection of the Lagrange parameters remains rather difficult in our coder. In this work, we employ the heuristic (motion= sqrt((mode), which appears to be sufficient. The parameter (mode iitself is derived from the rate distortion curve that we computed using the TMN-2.0 H.263 coder. Note, there are various ways to obtain the desired Lagrange parameter and more sophisticated ones than ours especially when using Lagrangian bit allocation in a practical video coder. For example, the current bit-allocation method employed in TMN-8 does provide a good estimate of (mode using the data from the last encoded frame.





4.3	Computation Time





In this section we analyze the computational complexity associated with the motion estimation at the encoder. Note that the long-term memory MCP decoder's computational complexity is only affected by fetches into a larger memory when comparing to the H.263 algorithm. This is important to notice because in certain applications with off-line encoding of video sequences, such as video-on-demand, the decoding complexity is the main issue.





In practical video coders, MCP with the immediately preceding frame is very often performed as full search on the integer-pel grid followed by a half-pel refinement step. Above, we compared several approaches to half-pel accurate long-term memory MC. From our comparisons, we determined method B to be included into our coder.





The computation time of motion estimation can be significantly reduced by fast search techniques, where the triangle inequality is utilized. The triangle inequality yields a lower bound for the norm of the difference between two blocks and hence can be used to reject candidates in the search space. The speed-up is done without loosing any prediction performance. A rate-constraint can also be incorporated into the motion search. The extension of the method to SAD or SSD used in motion estimation is a straight forward approach. Also, the special structure of the motion estimation problem allows a fast computing method.�





In the sliding window long-term memory approach, a frame remains M time instants in the buffer when the memory size is set to M. If we compute for each decoded image the norms of the blocks that are candidates for the motion estimation, we can keep these "norm" images in a second long-term memory buffer. This way, we only have to compute the norms of the most recently decoded image when predicting the current one. In addition, we also employ a hierarchical motion estimation strategy. For each frame, we search in the order of decreasing probability of search positions to be selected, i.e., those with lowest spatial displacement vector bit-rate, first and terminate the search as soon as the cost of a candidate exceeds the previously determined minimal costs.





In Tables 1 and 2, the overall run time in seconds to encode 100 frames of the Foreman and Mother-Daughter sequence is given, respectively. The measurements have been performed using a SUN Ultra Sparc 1 work station (VIS is not used). The hybrid video coder is run with quantizer parameter Q=10 at 10 frames/s when using the long-term memory coder for various memory sizes M=1,2,5,10,50. The abbreviations are: M: memory size, B: baseline mode, A: advanced prediction mode, SSD: sum of squared distances, SAD: sum of absolute distances, F: fast motion estimation using triangle inequality. 





First of all, we noticed that there is not much difference between SAD and SSD, whereas for MCP SSD provides slightly better performance in terms of prediction gain. Furthermore, the speed-up roughly saves 67% in baseline mode and 79% when running the coder in advanced prediction mode. 








M�
B, SSD, F�
B, SSD�
B, SAD, F�
B, SAD�
A, SSD, F�
A, SSD�
A, SAD, F�
A, SAD �
�
1�
60�
163�
57�
169�
157�
676�
153�
676�
�
2�
117�
326�
116�
357�
305�
1348�
297�
1399�
�
5�
278�
790�
271�
860�
725�
3320�
692�
3427�
�
10�
565�
1564�
534�
1685�
1445�
6622�
1404�
6792�
�
50�
2545�
6634�
2315�
6981�
6275�
26367�
5778�
27083�
�



Table 1: Overall run time [s] to encode 100 frames of the Foreman sequence on a SUN Ultra Sparc 1 work station. The coder is run with quantizer value Q=10 at 10 frames/s when using the long-term memory coder for various memory sizes M=1,2,5,10,50. The abbreviations are: M: memory size, B: baseline mode, A: advanced prediction mode, SSD: sum of squared distances, SAD: sum of absolute distances, F: fast motion search using triangle inequality.








M�
B, SSD, F�
B, SSD�
B, SAD, F�
B, SAD�
A, SSD, F�
A, SSD�
A, SAD, F�
A, SAD �
�
1�
47�
149�
47�
158�
139�
655�
138�
658�
�
2�
89�
298�
94�
331�
265�
1315�
264�
1351�
�
5�
202�
707�
210�
786�
597�
3179�
601�
3290�
�
10�
401�
1389�
416�
1544�
1167�
6332�
1161�
6386�
�
50�
1875�
5875�
1865�
6365�
5059�
24840�
4935�
25647�
�



Table 2: Overall run time [s] to encode 100 frames of the Mother-Daughter sequence. Settings and abbreviations as in Tab. 1.


�
5	Experimental Results





In this section we demonstrate the performance of the proposed approach. The coder is run with a fixed quantizer for 100 frames at 10 frames/s. All results are generated from decoded bit streams. The following sequences are encoded: Foreman, Hall, Mother-Daughter, News, Sean, and Silent Voice. To generate the rate distortion curves, the quantizer is varied over the values 4, 7, 10, 13, 16, 22, 31 and held constant for all macroblocks in a sequence.





We compare coding efficiency permitting modes INTRA, INTER and INTER-4V for the TMN-2.0 codec, our rate-distortion-optimized H.263 codec and the long-term memory MCP codec. The size of the long-term memory is selected as 5, 10, and 50 frames. The curve is generated by varying the Lagrange parameter and the DCT quantization parameter accordingly, whereas for the TMN-2.0 coder the quantizer is varied only. Hence, the points marked with "x" for the TMN codec, "o" for the rate-distortion optimized H.263 codec, "+" for the long-term memory codec with 5 and 10 frames, and "(" for the long-term memory codec with 50 frames, in the plots relate to PSNR vs overall bit-rate values computed from complete sequences. The long-term memory buffer is built up simultaneously at encoder and decoder by reconstructed frames. The results are obtained by measuring over frames 50...100, in order to avoid the effects at the beginning of the sequence. 





The motion estimation for all codecs is performed very similarly in that the SAD of the displaced frame is used for the full search on integer-pel positions in the range [-15…15]x[-15…15] followed by half-pel refinement. In addition to the SAD, the TMN-2.0 uses a bias of -100 applied to the motion vector (0,0) in order to prefer that candidate. In our coder, we bias all positions by their costs in terms of their weighted motion vector bit-rate ( R(MV-PV). In our H.263 codec the rate of the spatial displacement vector is counted, whereas in the long-term memory case the additional bit-rate of the time delay is incorporated. Also, the mode decision part differs as described above, in that the TMN employs thresholds, while our mode decision is based on the Lagrangian cost function. Otherwise, both codecs are equivalent in terms of the residual coding and bit stream syntax, except that we use a Huffman code table for the time delay that is multiplexed into the bit stream.





We noticed that the usage of the full motion estimation search range [-15…15]x[-15…15] for the 8x8 block displacement vectors in INTER-4V mode provides most of the gain for our H.263 codec. The TMN-2.0 coder only permits the use of half-pel positions for the 8x8 block displacement vectors that surround the previously found 16x16 block displacement vector, which is in the range [-15…15]x[-15…15]. We have observed that using the full search range for the 8x8 block displacement vectors leads to improved coding performance for our rate-constrained motion estimation, whereas for the TMN-2.0 we get worse results, since no rate constraint is employed. This effect is even stronger, in case of long-term memory MCP where we have much more search positions: Mx[-15…15]x[-15…15]. 





On top of that we obtain significant gains by using long-term memory MCP. These results demonstrate that utilizing the long-term memory MCP in combination with rate-constrained motion estimation and mode decision, we get an improved motion-compensating prediction scheme in terms of rate distortion performance. Note that in our experiments, we kept the number of reference frames constant when coding the complete sequence. That appears to be not sufficient at very low bit-rates. At very low bit-rates, the size of the memory should be adapted, which is subject to future work.





Let us comment on the large gains for the sequence News for M=50 frames. The sequence News is an artificial sequence where in the background two distinct sequences of dancers are displayed. These sequences, however, are repeated every 2.5 seconds corresponding to 25 frames in the long-term memory buffer. Hence, our long-term memory coder obtains extremely large gains for memory M=50 when comparing to the TMN-2.0 curve, since in that case the old dancer sequence is still available in the long-term memory buffer. The PSNR gains for memory M=50 compared to the TMN-2.0 coder are about 6 dB or correspond to bit-rate savings of more than 60 %. We do not consider this scenario as representative, but we include the results, to demonstrate the potential and the soundness of our approach.





In order to confirm the performance of long-term memory MCP, we have also run the coder on 8 self-recorded natural sequences obtaining average bit-rate savings from 12.5 % up to 30 %. 
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6	Conclusions





Long-term memory motion-compensated prediction demonstrates significant prediction gains when comparing the approach to conventional motion-compensated prediction using the previously decoded frame only. The new prediction scheme is embedded into an H.263 video coder by changing the architecture of the prediction part only.





When extending an H.263-based codec by long-term memory MCP, we consider rate-constrained motion estimation important since it regularizes the motion estimation lowering the variance of the estimates and therefore lowering their bit-rate. Rate-constrained mode decision has been implemented in order to run our hybrid video codec without the heuristic thresholds of the TMN-2.0 coder.





All these modifications lead to significant bit-rate savings in comparison to TMN-2.0. These bit-rate savings partition into gains due to our modifications to the encoding strategy and into gains due to the impact of long-term memory MCP.





We also delineated how to lower the computation time required for the motion estimation by using well known techniques that are based on the triangle inequality for vector norms and by employing a hierarchical search strategy. Computation time can be significantly reduced using the triangle inequality yielding time savings between 67 % and 79 %. Nevertheless, speeding up long-term memory motion estimation is subject to future research.





The improvements we are demonstrating are due to increasing the search range such that the prediction gains achieved by finding a good match are much higher than the bit-rate that is required to address the extended search range. Subject to standardization is an architecture providing sufficient flexibility for choosing the reference frames at the encoder and means for signaling the set of reference frames at reasonable costs to the decoder.








7	Future Research





We are considering other methods to provide reference frames for our multiple frame motion compensation approach. Similar to the Reference Picture Resampling mode (Annex P of the H.263 recommendation) we are warping reference frames. The various affine motion models correspond to motion clusters between the previously decoded frame and the current frame. In contrast to global motion compensation, the average number of motion parameter sets that are transmitted to the decoder are typically between 1 and 10. Details can be found in





Thomas Wiegand, Eckehard Steinbach, Axel Stensrud, and Bernd Girod: "Multiple Reference Picture Video Coding Using Polynomial Motion Models" in Proc. SPIE Symposium on Visual Communications and Image Processing (VCIP'98), San Jose, USA, February 1998. 


(Download: http://www-nt.e-technik.uni-erlangen.de/~wiegand/vcip98.pdf)





Furthermore, we are investigating to extend the motion-compensated prediction model to multi-hypothesis prediction. The approach is to find several blocks in the long-term memory (typically between 2 and 4) and combine these using scalar weights. The approach is similar to B-frames except the blocks that are referenced are in the long-term memory buffer. For further information refer to





Thomas Wiegand, Markus Flierl, and Bernd Girod: "Entropy-Constrained Linear Vector Prediction for Motion-Compensated Video Coding", submitted for publication to the International Symposium on Information Theory, Boston, USA, August 1998.


(Download: http://www-nt.e-technik.uni-erlangen.de/~wiegand/isit98.pdf)





Markus Flierl, Thomas Wiegand, and Bernd Girod: "A Locally Optimal Design Algorithm for Block-Based Multi-Hypothesis Motion-Compensated Prediction submitted for publication to the Data Compression Conference, Snowbird, USA, April 1998.


(Download: http://www-nt.e-technik.uni-erlangen.de/~wiegand/dcc98.pdf)


� Thomas Wiegand is currently Visiting Researcher at Stanford University, USA.


� Note that we use the full-length Foreman sequence for our experiments. Hence, the pan in the end of the sequence starts around frame 300 and not at frame 200 as it is the case for the MPEG-4 version of the sequence.


� See: W. Li and E. Salari: "Successive Elimination Algorithm for motion Estimation", in IEEE Transactions on Image Processing, vol. 4, no. 1, pp. 105-107, Jan. 1995.


For the incorporation of a rate constraint see: M. H. Johnson, R. Ladner, and E. A. Riskin: "Fast Nearest Neighbor Search for ECVQ and Other Modified Distortion Measures ", in Proceedings of the IEEE International Conference on Image Processing (ICIP'96), Lausanne, Switzerland, Sept. 1996, pp. 105-107, Jan. 1995.
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