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Introduction


Thomas Wiegand has demonstrated that very impressive increase in mean PSNR of compressed sequences is possible using multiple reference frames for motion compensation within the general context of H.263-like compression strategies.  Lesser, though still appreciable, increase in mean PSNR has been found in the case of VQ-based SCT for the minimum latency rate control case.  It is to be expected that these would be reflected in other rate control schemes for VQ.


Thomas has demonstrated that in his studies the available PSNR enhancement increases significantly with number of reference frames up to at least fifty.  There therefore is a clear apparent case for the inclusion of large numbers of reference frames in codec implementations.


As with most techniques there is a trade-off against some other property however.  The purpose of this contribution is to draw attention to some interactions between error resilience strategies and the use of multiple reference frames, which may not previously have been recognized.


Assumed Error Model


For current purposes a very simple channel error model is adopted.  The argument does not critically depend upon the details of the model, only on the consequences — which are also simply [naively?] expressed.


In short the following assumptions are made:


Only residual errors are important, i.e. those errors remaining after all error correction strategies have been applied.


Such errors are randomly distributed single bit errors at a rate of 10-r errors per bit


Each such bit causes an effective degradation of the frame in which it occurs�.


Consequence 1 — The Permitted Number of Reference Frames


If it is assumed that the propagation of an effective degradation is undesirable then the inclusion of a degraded frame in the reference frame set should be avoided.  Of course, if residual bit errors are randomly distributed then zero reference frames is the only ‘safe’ option!  However many degradations will be relatively minor so a certain number of reference frames with degradations might be tolerated.


Assuming, for the moment that errors are uniformly distributed the number of reference frames that could be taken such that just one has a degradation is given by


N = 10r * f / R


Where	N is the desired number of reference frames


	f is the encoded frame rate�


	R is the channel bitrate


and	r has its previous meaning


Figure 1 shows the form of this function (N versus r) for several channel bit-rates and f=15fps


�


The curves, which suffer from all the artificiality of the assumptions noted above, should not be taken too explicitly.  What they do show is that residual bit error rates do not have to rise too far before there is significant probability that any particular set of reference frames is going to include at least some that are corrupt --- and that corruptions will certainly occur from time to time.  Not, perhaps, a surprising conclusion but one that certainly must be taken into account in designing an error resilience strategy.  


Note that any reference frame that is corrupted will remain in the reference set until it is replaced, which could be an appreciable time.  During this period it has a high probability that it will be used as the source for motion compensation�, possibly more than once.  In other words, the set of reference frames at least potentially can act as a ‘pool’ of contaminated image data which could grow more contaminated with time.


Consequence 2 — Interaction with I Frames


I frames exist to provide a recovery point in the event of a corrupt datastream.  They achieve this by eliminating all links to preceding frames and hence preventing the propagation of errors into and past them.


It therefore follows that within a sequence no reference frame in a current set which precedes an introduced I frame can be allowed to persist --- in other words the introduction of an I frame must invalidate all current reference frames.


For P frames following the I frame the number of reference frames can be allowed to grow, but no faster than the P frame rate.  The maximum number of reference frames that can be used in practice is therefore set by the error recovery time that is required.  At the time of the Shepperton meeting the recovery time for H.26L was set at 0.5seconds maximum following the error.  This implies that I frames would be introduced twice in each second and hence that the number of P frames between I frames could not exceed half the transmitted frame rate [f] minus one.   So, even at the nominal maximum frame rate of 30fps the maximum number of reference frames can not be greater than 14 for a 0.5second recovery time --- and the mean number over all the P frames will be seven.  These numbers vary linearly with the required recovery time.


Discussion


We do not wish to over emphasize the importance of the actual figures in these examples, but we feel that some general conclusions can be drawn.


Multiple reference frames can give impressive PSNR improvements in appropriate circumstances in an error-free environment, such as playing from file.


The introduction of residual error even at low levels introduces novel and difficult issues of error resilience if multiple reference frames are used.


The imposition of maximum recovery times, if satisfied by use of I frames, severely limits the number of reference frames that can be used.








� By ‘effective degradation’ we mean one that actually reduces the PSNR of the corresponding frame below what it would be in the absence of the error.  This may, but need not, involve complete loss of the frame.  The importance of an effective degradation lies in two consequences — the immediate contamination of the frame and the possible consequential continuing contamination of following frames through motion compensation.  Through persistence this second consequence may be the most serious.


� Another couple of assumptions!  Here that every transmitted frame is retained as a reference, and that the number of frames retained is large enough for the mean frame size in the reference frame set to be the same as the mean frame size in the bitstream.  If only selected frames are retained for reference, account would have to be taken of the mean frame size of the retained frames in some other way.


� Otherwise where does the observed advantage of multiple frames come from?
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