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Abstract
This contribution proposes various changes to the high-level syntax of H.BWC / T.261 (and removal of some lower-level syntax elements). The changes are asserted to be small and needed or desirable for enabling basic functionality, such as scanning the bitstream and identifying the number of samples in frames and limiting the buffering capacity needed in decoders. One design principle of the contribution is that encoders should not need to send syntax early in the bitstream that depends on aspects that it may not yet know during the encoding process of the current packet of data, such as the amount of further data that will follow in subsequent packets. Another design principle is that it should be possible for a decoder to operate by sequentially consuming the data in the bitstream and outputting the decoded samples, without needing an undue quantity of excess buffering capacity within the decoder. Several constraints are also proposed for similar reasons, such as limiting decoder buffering capacity requirements. Some discussion of profile/level constraints is also included, although other aspects of that topic are discussed in a separate contribution.
Version 2 of the document clarifies some uses of terminology and the relationship between two proposed aspects (aspects number 8 and 13).
Discussion and proposed changes
The subclause numbers that are provided herein refer to subclauses in Draft 5 (VCEG-BZ26).
Proposals 1 to 5: Frame length and frame sequence length
The signal coding layer stream packets (analogous to the VCL NAL units in video standards) are the frames. A frame can contain many coding blocks. In the current draft specification, when cgps_length_signal_mode_flag is equal to 0, it is not possible in general for a decoder to determine the number of samples in a frame using only high-level syntax. The decoder needs to parse through all of the data in the frame (including performing the arithmetic decoding process for all transform coefficients of all coding blocks, for example), to figure out how long the frame is.
When cgps_length_signal_mode_flag is equal to 1, a syntax element if_‌indep_‌num_‌samples_‌per_‌channel_‌minus1 plus 1 is present and it specifies the number of samples per channel present in the current frame sequence. A frame sequence can contain more than one frame. If the independent frame header needs to identify the length of the entire frame sequence, then we see no clear purpose for supporting dependent frames, because the independent frame header needs to identify the whole frame sequence length, which is something that is not knowable in general in a low-delay / streaming scenario. If the encoder needs to know this, then it needs to buffer up all the data for the whole frame sequence in order to know how long it is before writing the independent frame’s header, and it might as well just put all the data in the independent frame and not use dependent frames at all. The purpose of using dependent frames, as we see it, is for the encoder to process the data in chunks as they arrive, and to be able to produce its coded output in packets, without needing to wait for the entire duration of the signal.
The value of if_‌indep_‌num_‌samples_‌per_‌channel_‌minus1 is coded with a fixed-length code of length 32 bits, which seems like a waste of bits. Having an encoder that needs to know in advance the exact length that an extremely long frame sequence will contain seems absurd.
If the number of samples in the frame is known from high-level syntax, then the arithmetically coded block-level syntax elements end_of_frame_sequence_flag, num_samples_per_channel_to_discard, end_of_truncated_frame_sequence_flag are unnecesary. It also does not seem clear how to decode num_samples_per_channel_to_discard, since it is specified as coded by u(v) but is interleaved with other syntax elements that are coded arithmetically.
Editorial proposal A: The current defined term transform block should be called a coding block. The term coding block is currently used in one paragraph in the standard but is not defined. There is a definition of a transform block, but some coding blocks do not use a transform, and the current definition of transform block says the term can refer to a block of samples in the time domain. The notion of treating the samples of a coding block as a grouped unit within a frame should be part of the definition.
Editorial proposal B: The current defined term waveform does not seem like a good choice of term, since it seems to imply that it is a single waveform rather than being a larger-scope concept that possibly contains multiple groups of multi-channel signals. We suggest the term waveform set. The “waveform parameter set” could be renamed to “waveform set parameters” and the “channel group parameter set” could be renamed to “channel group parameters”.
Editorial proposal C: Most of what is in the independent frame syntax table is not syntax; it is initialization pseudocode. It should be moved from the syntax table into the semantics section or the decoding process section. Such aspects seem within ediorial discretion, but we thought it might be worth pointing out that syntax tables should primarily consist of what is needed for parsing the syntax rather than as general pseudocode operation specifications.
Proposal 1: Remove cgps_length_signal_mode_flag and specify the syntax only as currently for the case when this flag is equal to 1.
Proposal 2: Change the name of if_‌indep_‌num_‌samples_‌per_‌channel_‌minus1 plus 1 to if_‌num_‌samples_‌per_‌channel_‌in_‌frame_‌minus1 and change its semantics so that it indicates the number of samples per channel in the frame, not the number of samples per channel in the frame sequence, and add a similar syntax element df_‌num_‌samples_‌per_‌channel_‌in_‌frame_‌minus1 to the dependent frame header syntax to indicate the number of samples in the dependent frame. Specify that these syntax elements are unconditionally present. To provide a positive indication of the end of the frame sequence for the decoder, also add a flag in each frame header (if_last_frame_in_frame_sequence_flag and df_last_frame_in_frame_sequence_flag) just after the indicator of the number of samples in the frame (if_‌num_‌samples_‌per_‌channel_‌in_‌frame_‌minus1 or df_‌num_‌samples_‌per_‌channel_‌in_‌frame_‌minus1) to indicate whether the frame is the last frame of the frame sequence. Without this, the decoder may not have a clear way (in high-level syntax) to identify which frame is the last frame in a frame sequence.
Comment on Proposal 2: An alternative to having a flag to indicate the last frame of a frame sequence would be to define a distinct “end of frame sequence” stream packet type (that contains the channel group parameter set ID) that would follow after the last frame of the frame sequence.
Proposal 3: Specify the coding of if_‌num_‌samples_‌per_‌channel_‌in_‌frame_‌minus1 and df_‌num_‌samples_‌per_‌channel_‌in_‌frame_‌minus1 as ue(v) instead of u(32), since this would save bits.
Comment 1 on proposal 3: To avoid the fully variable length nature of ue(v), we could use the ev(k,n,m) syntax specified in clause 8.2 and code these syntax elements using the ev(8,8,16) format.
Comment 2 on proposal 3: Another possibility is to simply use 16 bits for if_‌num_‌samples_‌per_‌channel_‌in_‌frame_‌minus1 instead of 32. 16 bits is sufficient to support a maximum frame length of 65 536 samples in each channel of each frame, which seems like plenty.
Note that if_‌indep_‌num_‌samples_‌per_‌channel_‌minus1 already follows if_channel_group_id in the bitstream, and if_channel_group_id has a variable length that depends on the waveform parameter set, so using a fixed-length code for it does not seem to be accomplishing much.
Comment 3 on proposal 3: If we want to avoid variable length coding in this part of the syntax, we could use a fixed-length code for if_channel_group_id. Eight bits seems like enough.
Proposal 4: Replace the coding of if_channel_group_id and df_channel_group_id with ue(v) and make these present unconditionally so that the frame headers can be parsed and the number of samples within them can be determined without using the waveform parameter set.
Comment on proposal 4: To avoid the fully variable length nature of ue(v), we could use the ev(k,n,m) syntax specified in clause 8.2 and code these syntax elements using the ev(8,8,16) format.
Proposal 5: Delete the low-level syntax elements end_of_frame_sequence_flag, end_‌of_‌truncated_‌frame_‌sequence_‌flag, and num_‌samples_‌per_‌channel_‌to_‌discard, since they are not needed if high-level syntax is present to indicate the number of samples in the frames. The number of samples to be discarded at the end of the frame should simply be the number of samples of the current coding block that cause the number of decoded samples to exceed the length indicated in the frame-level syntax, and then no more data should be present in the frame.
Proposal 6: Removing if_mean_per_channel[ ch ]
Each independent frame contains, for every channel, a 16-bit syntax element if_mean_per_channel[ ch ]. We do not find an actual use of this syntax element in the text. The lack of definition of what these syntax elements are used for is presumably an error.
Proposal 6: Delete the syntax elements if_mean_per_channel[ ch ]. If these are not needed, they should not be present (and if they are needed, some other way of representing them may be less wasteful).
Proposal 7: CGPS ID for independent and dependent frames
Independent frames (6.3.2.3) begin with a channel group parameter set (CGPS) ID, coded as u(8).
The second syntax element of a CGPS is the waveform parameter set (WPS) ID, coded as u(4).
Dependent frames (6.3.2.4) do not contain a CGPS ID (or a WPS ID) in the current draft text. To parse a dependent frame, the value of NumChannels is needed. It is not entirely clear how the value of NumChannels is determined for this purpose. Elsewhere in the text, NumChannels is an array indexed by the CGPS ID, but this does not seem to be the case for dependent frames, since these do not contain a CGPS ID.
If the CGPS ID is intended to be inherited from the preceding independent frame, then it is not clear why the df_channel_group_id is needed, since this just carries a copy of something that is available in the preceding independent frame. Moreover, the number of bits used to code the df_channel_group_id is determined by the value of NumChannelGroups, and this value is unknown without having the WPS ID.
A decoder is expected to store a copy of the CGPSs in the bitstream. Allowing there to be up to 256 of them seems like an excessive burden, at least for most use cases. The number of bits used for representing the CGPS ID could be reduced, at least for version 1 bitstreams, or the range of values allowed to be put into it should be limited.
Proposal 7: A dependent frame should begin with a CGPS ID, just like an independent frame does. This should be present unconditionally. Specify that the CGPS ID is represented as ev(4,12,16) and that its value in the profile(s) defined in version 1 bitstreams shall not be greater than 14 (so that it will never use more than 4 bits in these profiles).
Proposal 8: Interleaving constraint to minimize decoder buffering
The relative positioning of the frames of coded data within the bitstream is currently unconstrained. A decoder that proceeds by sequentially decoding the coded data in bitstream order may need to buffer up a huge amount of decoded data for some channel(s) before it gets the corresponding data for the corresponding samples in some other channel(s) later in the bitstream. The quantity of such decoding buffering capacity is unknown and basically unlimited.
MPEG systems for carrying coded content are generally based on the concept of access units, where an access unit is the package of data associated with a particular decoding time and output time. The draft T.261 standard does not currently contain such a concept. This access unit concept is closely related to the buffering capacity issue. The standard might not need to explicitly define access units, but it should specify constraints that enable sequential decoding of the bitstream data with limited buffering capacity.
Proposal 8 (assuming adoption of proposal 2): Define NumSamplesPerChannelInFrame for each frame as follows:
· If the frame is an independent frame, NumSamplesPerChannelInFrame is set equal to if_‌num_‌samples_‌per_‌channel_‌in_‌frame_‌minus1 plus 1.
· Otherwise (the frame is a dependent frame), NumSamplesPerChannelInFrame is set equal to df_‌num_‌samples_‌per_‌channel_‌in_‌frame_‌minus1 plus 1.
Define the variable NumSamplesPrevSeqs[ i ] for a channel group i as the number of samples in the frame sequences in the coded waveform sequence (CWS) for channel group i that are in frame sequences that precede a particular independent frame in the coded waveform sequenceCWS.
To enforce time-ordered sequencing of data in channel groups that have different sampling rates, we propose the following constraint:
It is a requirement of bitstream conformance that for any frame sequence of a channel group i that has a different sampling rate si than another channel group j with sampling rate sj, if NumSamplesPrevSeqs[ i ] ÷ si is less than if NumSamplesPrevSeqs[ j ] ÷ sj, then all frames of the next frame sequence in channel group i shall precede the the frames of the next frame sequence in channel group j.
This constraint could potentially be imposed on all channel groups, regardless of whether their sampling rates are the same or different, but issues can arise relating to frame sequences of differing length, and there should be some constraint on the maximum length of frame sequences, since a decoder would ordinarily store each entire decoded frame sequence. However, wWe suggest establishing a somewhat looser constraint when the channel groups have the same sampling rate.
To enforce coherence of the quantity of data provided in the bitstream in the channel groups that have the same sampling rate, we propose to specify that the following validation process is applied in bitstream order, in which the terms “frame” and “frame sequence” refer only to the frames and frame sequences of the channel groups in a coded waveform sequenceCWS that share the same sampling rate s in bitstream order.
1. prevCG is set equal to the channel group identifier of the first frame in the coded waveform sequenceCWS, and the current frame is set to be the first frame in the coded waveform sequenceCWS.
2. [bookmark: _Ref225062956]The value of SeenBefore[ prevCG ] is set equal to TRUE, the value of SeenBefore[ cg ] is set equal to FALSE for all values of cg that are not equal to prevCG, and MaxCgLength and TotalCgLength are set equal to 0.
3. [bookmark: _Ref225059962]currCG is set equal to the channel group identifier of the current frame.
4. If TotalCgLength is equal to 0, it is a requirement of bitstream conformance to this Specification that the current frame shall be an independent frame.
5. If currCG is not equal to prevCG, prevCG is set equal to currCG, and the following then applies.
a. If MaxCgLength is equal to 0, MaxCgLength is set to TotalCgLength, SeenBefore[ currCG ] is set equal to TRUE, TotalCgLength is set to the value of NumSamplesPerChannelInFrame for the current frame, and it is a requirement of bitstream conformance to this Specification that TotalCgLength shall be less than or equal to MaxCgLength.
b. Otherwise, if SeenBefore[ currCG ] is equal to TRUE, it is a requirement of bitstream conformance to this Specification that TotalCgLength shall be equal to MaxCgLength, and the validation process returns to step 2.
c. Otherwise, it is a requirement of bitstream conformance to this Specification that TotalCgLength shall be equal to MaxCgLength, and TotalCgLength is set to the value of NumSamplesPerChannelInFrame for the current frame.
d. The following then applies.
i. If MaxCgLength is not equal to 0 and there are no additional frames in the bitstreamCWS, it is a requirement of bitstream conformance that TotalCgLength shall be equal to MaxCgLength.
ii. Otherwise, if there are additional frames in the bitstreamCWS, the current frame is set to the next frame in the bitstreamCWS, and the validation process returns to step 3.
6. Otherwise, if MaxCgLength is equal to 0, TotalCgLength is incremented by the value of NumSamplesPerChannelInFrame for the current frame, and the following then applies
a. If there are no additional frames in the bitstreamCWS, the validation process ends.
b. Otherwise, the current frame is set to the next frame in the bitstream CWS and the validation process returns to step 3.
7. Otherwise, TotalCgLength is incremented by the value of NumSamplesPerChannelInFrame for the current frame, and the following then applies.
a. If there are no additional frames in the coded waveform sequenceCWS, it is a requirement of bitstream conformance to this Specification that TotalCgLength shall be equal to MaxCgLength, and the validation process ends.
b. Otherwise, the current frame is set to the next frame in the coded waveform sequenceCWS, it is a requirement of bitstream conformance to this Specification that TotalCgLength shall be less than or equal to MaxCgLength, and the following then applies
i. If TotalCgLength is equal to MaxCgLength, the validation process returns to step 2.
ii. Otherwise, the validation process returns to step 3.
At any point in this validation process at which TotalCgLength is set to a value, it is a requirement of bitstream conformance that TotalCgLength * NumChannels[ prevCG ] shall be less than or equal to 1 048 576.
Comment 1 on proposal 8: This limits the data buffering capacity for decodeding samples in each channel group and ensures alignment of the interleaving of the data across different channel groups. Hypothetically, we could also or instead limit the buffering capacity that applies across all channel groups, assuming the decoder stores everything and then outputs all channels of all channel groups together (as considered in proposal 13). This could be done by constraining the sum of the TotalCgLength * NumChannels[ cg ] across all values of cg rather than constraining that product within each channel group. However,For a given numerical value of such a limit, that would impose a tighter limit than what is necessary for enabling the decoding process to be applied sequentially to enable the output of the data in the bitstream as it arrives. Using a larger number in proposal 13 than here in proposal 8 can provide a compromise between the two types of constraint.
Comment 2 on proposal 8: Theis  interleaving alignment imposed by the above-described validation process is for theassumes that all channels in all channel groups that use the same sampling rate, so that the interleaving of these channels is based on a segments of time that haves the same number of samples in every channel group. The interleaving length can vary in the bitstream, but will be aligned across the relevant channel groups. The boundaries of these interleaving sections are natural edit points, at which the subsequent frame sequences can simply be removed from the bitstream without resulting in a bitstream that contains “leftover” samples in some channels due to having some frame sequences that extend beyond these boundaries when frame sequences in other channel groups do not.
Proposal 9: Trailing bits
DICOM appears to want the size of every stream packet to always be an even number. We don’t currently have a way to accomodate that request. The trailing bits syntax can be used for this purpose.
Moreover, the trailing bits can be used to enable the addition of detectable extension data to be appended after any existing syntax. We suggest that this can be done without any cost in terms of extra payload data.
The current syntax is shown below.
	trailing_bits( ) {
	Descriptor

		stop_one_bit  /* equal to 1 */
	f(1)

		while( !byte_aligned( ) )
	

			alignment_zero_bit  /* equal to 0 */
	f(1)

	}
	


Proposal 9: The proposed syntax is shown below.
	trailing_bits( ) {
	Descriptor

		stop_one_bit  /* equal to 1 */
	f(1)

		while( more_nonzero_bits_present( ) )
	

			extension_bit
	u(1)

		while( !byte_aligned( ) )
	

			alignment_zero_bit  /* equal to 0 */
	f(1)

		while( more_bytes_in_payload( ) )
	

			trailing_zero_byte
	f(8)

	}
	


Where the following are defined:
more_nonzero_bits_present( ) is a syntax function that checks whether any additional bits that are not equal to zero are present within the remaining data in the stream packet.
more_bytes_in_payload( ) is a syntax function that checks whether any additional bytes are present within the remaining data in the stream packet.
extension_bit is a bit that may have any value. Encoders conforming to this version of this Specification shall not put any extension_bit data into the bitstream. However, decoders conforming to this version of this Specification shall allow extension_bit data to be present and shall ignore the value of such bits.
trailing_zero_byte is a byte that is equal to zero.
Note that currently the stop_one_bit in the trailing bits syntax provides a way for the decoder to check the validity of the data and the correct operation of its parsing process by making sure that this bit appears in the expected position in the syntax. The proposal retains this functionality as well.
If some future extension is added, the same mechanism can be used to allow some additional extension to also be specified by using the same mechanism. For example, if there is some containing syntax structure that ends with trailing_bits( ) and we want some 10-bit syntax element to be optionally allowed to be present in the future that is called something_new, the modified syntax table could look like the following:
	containing_syntax structure( ) {
	Descriptor

		this_syntax_element
	u(6)

		that_syntax_element
	u(7)

		old_stop_one_bit
	f(1)

		if( more_nonzero_bits_present( ) )
	

			something_new
	u(10)

			trailing_bits( )
	

		} else {
	

			while( !byte_aligned( ) )
	

				alignment_zero_bit  /* equal to 0 */
	f(1)

			while( more_bytes_in_payload( ) )
	

				trailing_zero_byte
	f(8)

		}
	

	}
	


where this_syntax_element and that_syntax_element are the previously existing syntax elements, and trailing_bits( ) remains defined as proposed. Here something_new is just an example. It could be any syntax bits, of any length. The fact that it is followed by trailing_bits( ) when it is present will make it seamlessly detectable.
DICOM’s desire for the size of each stream packet to be an even number can be achieved by simply including a trailing_zero_byte whenever necessary to accomplish that. The same principle can apply for making packets have multiples of 4 bytes or multiples of 8 bytes or inserting other padding as desired.
Proposals 10 to 12: Limiting the number of channel groups, the number of channels in a channel group, and the total number of channels
We suggest there should be some limit on the number of channel groups, the number of channels in a channel group, and the total number of channels. If any of these gets too large, the bookkeeping overhead to keep track of all of them in a decoder can get excessive, and unless the maximum allowed length of a frame is reduced when the number of channels increases (as is proposed above), the buffering capacity in the decoder could get excessively large.
The current syntax uses ue(v) coding in a way that would allow each of these to be basically infinite.
If all channels are coded independently, it may be reasonable for each channel to be in its own channel group.
The specific values proposed herein are suggested as a starting point.
Proposal 10: Impose a constraint that the number of channel groups in a coded waveform sequence shall be less than or equal to 1 024.
Proposal 11: Impose a constraint that the number of channels in any channel group shall be less than or equal to 1 024.
Proposal 12: Impose a constraint that the total number of channels in all channel groups of a coded waveform sequence shall be less than or equal to 1 024.
Proposal 13: Buffering capacity for a frame sequences across all channel groups
Some decoding systems may want to rearrange the order of their output in a way that requires temporarily storing the decoded data of different channel groups to enable output in an order different from the natural output order that would be produced by sequentially decoding the bitstream in the order in which the coded data appears in the bitstream (which, for example, could contain frames or frame sequences with different lengths).
If the number of channel groups is large and the length of a frame is large, the amount of data buffering needed for this purpose could become very large.
The specific value of the limit proposed herein is suggested as a starting point, based on the variable TotalCgLength defined in proposal 8.
Proposal 13: Define a variable FrameSeqSamplesPerChannel[ cg ] as the number of samples per channel in the frame sequence for each frame sequence in channel group cg (i.e., the cumulative sum of the number of samples per channel NumSamplesPerChannelInFrame in an independent frame and its associated dependent frames). Impose a constraint that the sum of the values of FrameSeqSamplesPerChannel[ cg ]TotalCgLength * NumChannels[ cg ] across all values of cg shall be less than or equal to 8 338 608, where TotalCgLength is the value of this variable at the current position in the bitstream for channel group cg.
If the second part of proposal 8 is not adopted, instead of using TotalCgLength, this constraint could use the number of samples per channel in the current frame sequence in the channel group cg.
Proposal 14: Global fixed QP indication
We suggest that a common use case (and desired feature of support in a file format) will be having a fixed QP that applies to the entire “waveform”. Currently, a fixed QP can only be signalled at the CGPS level, and sending CGPSs frequently (e.g. for every frame sequence) may be common in order to enable random access at frame sequence boundaries. In a long coded waveform sequence that includes many CGPSs, there is currently no assurance that the QP will be constrained without inspecting all of the CGPSs that may be present in the coded waveform sequence.
Proposal 14: We suggest that the waveform parameter set include a flag to indicate whether a fixed QP is used for the entire coded waveform sequence. When this flag (wps_fixed_qp_flag) is equal to 1, the QP value should then be sent in the WPS (e.g., called “wps_fixed_qp_value”). 
When wps_fixed_qp_flag is equal to 1, it would be required for the cgps_max_abs_delta_qp_idx to be equal to 0 and for cgps_qp to be equal to the value sent at the WPS level.
Alternatively, the flag could be repeated at the CGPS level (to avoid a parsing dependency on the WPS), and when it is equal to 1, cgps_max_abs_delta_qp_idx and cgps_qp would be skipped in the CGPS, with cgps_max_abs_delta_qp_idx inferred to be equal to 0 and cgps_qp inferred to be equal to wps_fixed_qp_value.
Proposal 15: Global constraint on ue(v) syntax elements
Even in the absence of some other reason for a constraint, if the value of a ue(v) syntax element exceeds 232 − 2, the number of bits needed to store the encoded or decoded value can be excessive. This value is imposed as an upper limit on various ue(v) syntax elements in several other standards.
Proposal 15: Specify that the decoded value of any ue(v) syntax element shall not exceed 232 − 2.
Proposal 16: Profile and level specifications
The current text does not contain any definitions of profiles and levels. Even if we don’t see a need for these in the first version of the standard, they may be needed for some future version that could contain additional coding tools or profile-level combinations with different constraints. For example, level constraints could impose limits on the following:
· The maximum value of TotalCgLengthFrameSeqSamplesPerChannel[ cg ] * NumChannels[ cg ] for each value of cg (proposal 8)
· The sum of these quantities across all channel groups in the coded waveform sequence (proposal 13).
· The maximum number of channel groups (proposal 10).
· The maximum number of channels in any channel group (proposal 11).
· The maximum total number of channels in all channel groups (proposal 12).
One special value (e.g., 0xFF) should be available for “unconstrained” bitstreams, in which such limits are not imposed, without any assurance that the bitstream can be decoded by a conforming decoder.
Constraint flags can be reserved for future use, such that these bits shall be equal to 0 in bitstreams conforming to this version of the standard and that bitstreams in which some of these bits are equal to 1 are also indicated to be conforming to this version of the bitstream and shall be decoded by conforming decoders.
Define the value 4 for the profile indicator as indicating the “Main profile”, for which all currently specified coding tools may be used.
Define the value 4 for the level indicator as indicating the “Main level”, for which the specified limit constraints apply.
Future profiles and levels that can be decoded by decoders conforming to the Main profile at Main level can be defined by setting one or more bits of the reserved constraint flags equal to 1 or by using a lower level number.
Proposal 16: Near the beginning of the WPS (after the WPS ID), add 8 bits for a profile indicator, 16 reserved bits that shall be equal to 0 in bitstreams conforming to this version of the standard, and 8 bits for a level indicator. Specify that the value 0xFF for the profile indicator with the value 0xFF for the level indicator indicates an unconstrained bitstream for the current version of the standard. Specify that the value 4 for the profile indicator with the value 4 for the level indicator indicates conformance to the Main profile at the Main level. Specify that lower values for the level indicator shall also be treated by decoders as indicating conformance to the Main profile at the Main level but shall not be present in bitstreams conforming to this version of the standard. Specify that the values of the 16 reserved bits shall be ignored by decoders conforming to this version of the standard.
Proposal 17: Channel reordering simplification
When channels are to be reordered in the WPS syntax, this is currently done by a series of two-channel swaps. Using this method to achieve a desired channel order seems obtuse and may require a large number of such swaps to be performed sequentially, sometimes moving the same channel over and over until the desired final order is achieved. Every swap requires sending two channel numbers.
Proposal 17: We suggest instead to simply directly list the desired channels in order, up to the point where no further reordering is needed, and to have the remaining ordering be inferred. Moreover, we don’t need a separate flag for wps_channel_reordering_flag, since the lack of reordering can be inferred from having the number of reorderings be equal to zero. This is shown below:
	waveform_parameter_set( ) {
	Descriptor

		…
	

		for( i = 0; i < TotalNumChannels; i++ )
	

			ChannelReorderedFlag[ i ] = 0
	

		wps_num_channels_reordered
	u(v)

		for( i = 0; i < wps_num_channels_reordered; i++ ) {
	

			reordered_channel_idx[ i ]
	u(v)

			ReorderedChannel[ i ] = reordered_channel_idx[ i ]
	

			ChannelReorderedFlag[ reordered_channel_idx[ i ] ] = 1
	

		}
	

		for( j = 0; j < TotalNumChannels; j++ ) /* Append remaining channels in default order */
	

			if( !ChannelReorderedFlag[ j ] )
	

				ReorderedChannel[ i++ ] = j
	

		…
	

	}
	


where the number of bits used to represent wps_num_channels_reordered and reordered_channel_idx[ i ] is Ceil( Log2( TotalNumChannels ) ). We could use ue(v) instead, as in the current syntax, but using u(v) is simpler.
Channel output index derivation process
Input of this process are:
· The syntax elements of a waveform parameter set,
· a channel group index chGrpIdx
· a channel index chIdxInChGroup in a channel group.
Output of this process is an output channel index outChIdx.
This index is derived as follows:
The variable chIdxBRd which specifies the channel index before reordering ( if applicable ) is set to  ChannelGroupStartingPos[ chGrpIdx ] + chIdxInChGroup.
If wps_num_channels_reordered is equal to zero, outChIdx is set equal to chIdxBdR.
Otherwise (wps_num_channels_reordered is larger than zero), the output index is mapped using the ReorderedChannel array derived in the waveform parameter set: the following process is invoked:
outChIdx = ReorderedChannel[ chIdxBdR ]

Proposal 18: The stream packet header
The current syntax of the stream packet header is shown below.
	stream_packet_header( ) {
	Descriptor

		stream_packet_type
	ev(3,8,8)

		stream_packet_label
	ev(2,8,32)

		stream_packet_length
	ev(11,24,24)

	}
	


It seems unfortunate that stream_packet_type is coded as ev(3,8,8). It has 20 currently defined values, so those values can’t fit into 3 bits and thus it requires frequent use of variable-length decoding. If we increase the minimum length of that syntax element, we will not ordinarily need to use its variable-length capability, at least in version 1. This can be contrasted with stream_packet_length, for which the minimum length of 11 bits seems excessive.
For the basic parsing of stream packet headers, it would also make more sense to move the stream_packet_label to be after the stream_packet_length instead of before it, since the stream_packet_label has variable length, which makes it harder to access what follows it, and basically the stream_packet_length seems more fundamentally important to the ability to scan through the packets of the bitstream. We also note that the third length extension of stream_packet_length really only increases its range by one bit, and suggest expanding that.
Editorial proposal D: We suggest that stream_packet_label should be renamed to make it more clear what it is, and suggest the name “stream_packet_substream”.
Proposal 18: We thus propose the following stream packet header syntax:
	stream_packet_header( ) {
	Descriptor

		stream_packet_type
	ev(6,8,8)

		stream_packet_length
	ev(8,24,32)

		stream_packet_substream
	ev(2,8,32)

	}
	



Proposal 19: Non-integer sampling rates
The current draft text has sampling rates indicated in the configuration set syntax structure. As currently defined, only sampling rates that are an integer number of samples per second can be indicated. As a generalization, we suggest to allow support of rational sampling rates. Non-integer rational sampling rates are simple to support and are used in some systems (e.g., for video frame rates derived from the NTSC system). We thus suggest to rename the current sampling rate indication syntax element and to add a second syntax element that can serve as the denominator for rational sampling rates.
For simplicity, since sampling rate numerators and denominators should not be equal to 0, the values can use “minus1” encoding.
If this is in the configuration set syntax structure, this would replace the current cs_sampling_freq[ i ][ sf ] with two syntax elements, cs_sampling_freq_numerator_minus1[ i ][ sf ] and cs_sampling_freq_numerator_minus1[ i ][ sf ].
The indicated sampling frequency would then be ( cs_sampling_freq_numerator_minus1[ i ][ sf ] + 1 ) ÷ ( cs_sampling_freq_denominator_minus1[ i ][ sf ] + 1 ) samples per second.
Below is the proposed syntax structure for this change in the configuration set syntax.

	configuration_set( ) {
	Descriptor

		cs_num_wps_ids
	u(4)

		for( i = 0; i < cs_num_wps_ids; i++ ) {
	

			cs_wps_id
	u(4)

			cs_wps_id_label
	ev(2,8,32)

			if( cs_num_wps_ids > 1 )
	

				cs_wps_id_label_zero
	ev(2,8,32)

			cs_num_channel_groups_in_wps[ i ]
	ue(v)

			cs_num_sampling_freqs_in_wps
	u(4)

			for( sf = 0; sf < cs_num_sampling_freqs_in_wps; sf++ ) {
	

				cs_sampling_freq_numerator_minus1[ i ][ sf ]
	ue(v)

				cs_sampling_freq_denominator_minus1[ i ][ sf ]
	ue(v)

			}
	

			if( cs_num_sampling_freqs_in_wps > 1 )
	

				for( cg = 0; cg < cs_num_channel_groups_in_wps[ i ]; cg++ )
	

					cs_sampling_freq_idx[ i ][ cg ]
	u(v)

			cs_num_signal_types_in_wps
	u(4)

			for( st = 0; st < cs_num_signal_types_in_wps; st++ ) {
	

				cs_signal_type[ i ][ st ]
	ev(3,8,8)

				cs_signal_num_annotation_channels
	ue(v)

				for( ac = 0; ac < cs_signal_num_annotation_channels; ac++ )
	

					cs_signal_annotation_channel_id[ i ][ st ][ ac ]
	ue(v)

			}
	

			if( cs_num_signal_types_in_wps > 1 )
	

				for(cg=0; cg < cs_num_channel_groups_in_wps[ i ]; cg++ )
	

					cs_signal_type_idx[ i ][ cg ]
	u(v)

			cs_signal_info_data_flag_in_wps_flag
	u(1)

			if( cs_signal_info_data_flag_in_wps_flag )
	

				for( cg = 0; cg < cs_num_channel_groups_in_wps[ i ]; cg++ ) {
	

					cs_has_range_info_flag
	u(1)

					if( cs_has_range_info_flag ) {
	

						cs_digital_min[ i ][ cg ]
	se(v)

						cs_digital_max[ i ][ cg ]
	se(v)

						cs_analogue_min[ i ][ cg ]
	se(v)

						cs_analogue_max[ i ][ cg ]
	se(v)

						cs_analogue_units[ i ][ cg ]
	st(v)

					}
	

					cs_recording_start_time_flag[ i ][ cg ]
	u(1)

				}
	

		}
	

		cs_config_extension_flag
	u(1)

		if( cs_config_extension_flag )
	

			config_extension_data( )
	

		trailing_bits( )
	

	}
	



If this is to be indicated in the WPS instead of the configuration set syntax structure, the syntax would similarly be as follows:
			…
	

			wps_num_sampling_freqs
	u(4)

			for( sf = 0; sf < wps_num_sampling_freqs; sf++ ) {
	

				wps_sampling_freq_numerator_minus1[ sf ]
	ue(v)

				wps_sampling_freq_denominator_minus1[ sf ]
	ue(v)

			}
	

			if( wps_num_sampling_freqs > 1 )
	

				for( cg = 0; cg < NumChannelGroups; cg++ )
	

					wps_cg_sampling_freq_idx[ cg ]
	u(v)

			…
	



Proposal 20: User data with collision avoidance syntax
Two types of arbitrary user data are often supported in video bitstream syntax that have syntax that can be used to avoid potential confsuion (a.k.a. “collisions”) of different user-defined purposes. We propose to add support for stream packets of these two types, as follows, based on what is done in the VSEI standard (ITU-T H.274 | ISO/IEC 23002 7.
This involves adding two normative references:
· Recommendation ITU-T T.35 (in force), Procedure for the allocation of ITU-T defined codes for non standard facilities.
· ISO/IEC 11578:1996, Information technology – Open Systems Interconnection – Remote Procedure Call (RPC).

[bookmark: _Toc104297049][bookmark: _Toc147245475]User data registered by Rec. ITU-T T.35
[bookmark: _Toc104297050][bookmark: _Toc147245476]User data registered by Rec. ITU-T T.35 syntax

	user_data_registered_itu_t_t35( ) {
	Descriptor

		itu_t_t35_country_code
	b(8)

		if( itu_t_t35_country_code  !=  0xFF )
	

			i = 1
	

		else {
	

			itu_t_t35_country_code_extension_byte
	b(8)

			i = 2
	

		}
	

		do {
	

			itu_t_t35_payload_byte
	b(8)

			i++
	

		} while( i < stream_packet_length )
	

	}
	



[bookmark: _Toc104297051][bookmark: _Toc147245477]User data registered by Rec. ITU-T T.35 semantics
This stream packet contains user data registered as specified in Rec. ITU-T T.35, the contents of which are not specified in this Specification.
itu_t_t35_country_code shall be a byte having a value specified as a country code by Rec. ITU-T T.35:2000, Annex A.
itu_t_t35_country_code_extension_byte shall be a byte having a value specified as a country code by Rec. ITU-T T.35:2000, Annex B.
itu_t_t35_payload_byte is a byte containing data registered as specified in Rec. ITU-T T.35.
The ITU-T T.35 terminal provider code and terminal provider oriented code shall be contained in the first one or more bytes of the itu_t_t35_payload_byte, in the format specified by the Administration that issued the terminal provider code. Any remaining itu_t_t35_payload_byte data shall be data having syntax and semantics as specified by the entity identified by the ITU-T T.35 country code and terminal provider code.
[bookmark: _Toc104297052][bookmark: _Toc147245478]User data unregistered with UUID prefix
[bookmark: _Toc104297053][bookmark: _Toc147245479]User data unregistered with UUID prefix

	user_data_unregistered( ) {
	Descriptor

		uuid_iso_iec_11578
	u(128)

		for( i = 16; i < stream_packet_length; i++ )
	

			user_data_payload_byte
	b(8)

	}
	



[bookmark: _Toc104297054][bookmark: _Toc147245480]User data unregistered with UUID prefix
This stream packet contains unregistered user data identified by a universal unique identifier (UUID), the contents of which are not specified in this Specification.
uuid_iso_iec_11578 shall have a value specified as a UUID according to the procedures of ISO/IEC 11578:1996, Annex A.
user_data_payload_byte is a byte containing data having syntax and semantics as specified by the UUID generator.
Proposal 21: End of coded waveform sequence stream packet
We propose defining a stream packet type to indicate the end of a coded waveform sequence. This would be a positive indication that the coded waveform sequence has ended (as contrasted with the possibility that further data may follow later for the current coded waveform sequence or the possibility that the bitstream has been accidentally truncated with subsequent data missing that should have been present). This packet should contain the waveform parameter set ID.
Conclusion
We suggest that these various small proposals are “cleanup” actions that should be taken toward finalization of the high-level syntax of the H.BWC / T.261 specification.
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