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Summary

Recommendation ITU-T G.7711/Y.1702 specifies a core information model (IM) of transport resources. The IM is applicable to the management and control of transport networks regardless of whether they utilize traditional operation support system (OSS) management, an automatically switched optical network (ASON) control plane or a software-defined networking (SDN) controller to configure transport connectivity. The model is also applicable regardless of the technology of the underlying transport network. Furthermore, the applicability of the IM is independent of the ultimate protocols that will be used in the management and control interfaces.

The 2016 edition of this Recommendation changed the document structure, added an “experimental” address structure to the foundation model, changed the name of TopologicalEntity to ForwardingEntity, incorporated ForwardingConstruct (FC) under ForwardingEntity and considers FC as closely related to topology, added the resilience model, added the equipment model and added the specification model.

The 2018 edition of this Recommendation has enhanced the forwarding and termination, foundation, topology, resilence, equipment and specification models, added the control, operations pattern, rocessing construct, constraint domain models, and also updated the model description appendices. Clauses IV.6, “Synchronization management model” and IV.7, “Media management model”, have been removed from this edition as they are now covered by separate Recommendations.

History









	Edition	Recommendation	Approval	Study Group	Unique ID*

	1.0	ITU-T G.7711/Y.1702	2015-08-13	15	11.1002/1000/12567

	2.0	ITU-T G.7711/Y.1702	2016-12-22	15	11.1002/1000/13092

	3.0	ITU-T G.7711/Y.1702	2018-03-16	15	11.1002/1000/13541



Keywords

Information model, protocol-neutral, transport resource, UML.



* To access the Recommendation, type the URL http://handle.itu.int/ in the address field of your web browser, followed by the Recommendation’s unique ID. For example, http://handle.itu.int/11.1002/1000/11830-en.


FOREWORD

The International Telecommunication Union (ITU) is the United Nations specialized agency in the field of telecommunications, information and communication technologies (ICTs). The ITU Telecommunication Standardization Sector (ITU-T) is a permanent organ of ITU. ITU-T is responsible for studying technical, operating and tariff questions and issuing Recommendations on them with a view to standardizing telecommunications on a worldwide basis.

The World Telecommunication Standardization Assembly (WTSA), which meets every four years, establishes the topics for study by the ITU-T study groups which, in turn, produce Recommendations on these topics.

The approval of ITU-T Recommendations is covered by the procedure laid down in WTSA Resolution 1.

In some areas of information technology which fall within ITU-T’s purview, the necessary standards are prepared on a collaborative basis with ISO and IEC.

NOTE

In this Recommendation, the expression “Administration” is used for conciseness to indicate both a telecommunication administration and a recognized operating agency.

Compliance with this Recommendation is voluntary. However, the Recommendation may contain certain mandatory provisions (to ensure, e.g., interoperability or applicability) and compliance with the Recommendation is achieved when all of these mandatory provisions are met. The words “shall” or some other obligatory language such as “must” and the negative equivalents are used to express requirements. The use of such words does not suggest that compliance with the Recommendation is required of any party.

INTELLECTUAL PROPERTY RIGHTS

ITU draws attention to the possibility that the practice or implementation of this Recommendation may involve the use of a claimed Intellectual Property Right. ITU takes no position concerning the evidence, validity or applicability of claimed Intellectual Property Rights, whether asserted by ITU members or others outside of the Recommendation development process.

As of the date of approval of this Recommendation, ITU had not received notice of intellectual property, protected by patents, which may be required to implement this Recommendation. However, implementers are cautioned that this may not represent the latest information and are therefore strongly urged to consult the TSB patent database at http://www.itu.int/ITU-T/ipr/.

© ITU 2018

All rights reserved. No part of this publication may be reproduced, by any means whatsoever, without the prior written permission of ITU.



Table of Contents


	1 Scope

	2 References

	3 Definitions

	3.1 Terms defined elsewhere

	3.2 Terms defined in this Recommendation




	4 Abbreviations and acronyms

	5 Conventions

	5.1 UML modelling conventions

	5.2 Model artefact lifecycle stereotype conventions

	5.3 Forwarding entity terminology conventions

	5.4 Conditional package conventions

	5.5 Pictorial diagram conventions




	6 Model overview

	6.1 Development and use of the ITU-T G.7711/Y.1702 Generic information model

	6.2 Core Network model – Forwarding and termination model

	6.3 Core Foundation model

	6.4 Core Network model – Topology model

	6.5 Core Network model – Resilience model

	6.6 Core Physical model

	6.7 Core Specification model

	6.8 Control model

	6.9 OAM model

	6.10 Operation pattern model

	6.11 Processing construct model




	7 Other aspects

	7.1 Key reference materials

	7.2 Data dictionary

	7.3 Terminology mapping

	7.4 Core model enhancement

	7.5 Future core model work areas




	8 UML model Papyrus files

	Annex A – Modelling principles and guidelines, and tooling

	A.1 UML modelling guidelines

	A.2 Papyrus and Github guidelines




	Annex B – Forwarding and Termination model

	B.1 Forwarding and termination model detail

	B.2 Explanatory figures

	B.3 Work in progress




	Annex C – Foundation – Identifiers, naming and states

	C.1 Naming and identifiers

	C.2 States




	Annex D – Topology model

	D.1 Topology model

	D.2 Explanatory figures

	D.3 Work in progress




	Annex E – Resilience model

	E.1 Resilience model detail

	E.2 Protection schemes considered

	E.3 Protection of other functions of physical things

	E.4 Work in progress




	Annex F – Physical model

	F.1 Physical model detail

	F.2 Work in progress




	Annex G – Specification model

	G.1 Introduction to the Specification model

	G.2 Purpose of the specification model

	G.3 Dedicated specification structures




	Annex H – Control model

	H.1 Model of control component and views

	H.2 Understanding the control component and view model




	Annex I – OAM model

	Annex J – Operation patterns

	J.1 Introduction to the operation patterns

	J.2 Purpose and essentials of the operation patterns

	J.3 Future work




	Annex K – Processing construct

	K.1 Purpose and essentials of processing construct

	K.2 Explanatory figures

	K.3 Further considerations




	Appendix I – Mapping of ITU-T G.7711/Y.1702 to ONF technical recommendations

	I.1 Model Structural Patterns and Architecture (Appendix V)

	I.2 Rationale behind the CIM (Appendix VI)

	I.3 Analogue and media (L0) examples (Appendix VII)

	I.4 Circuit switched (L1 & L2) examples (Appendix VIII)

	I.5 Packet switched (L2 & L3) examples (Appendix IX)

	I.6 Control and Signalling examples (Appendix X)

	I.7 Timing and synchronization examples (Appendix XI)

	I.8 Processing construct examples (Appendix XII)

	I.9 Specification examples (Appendix XIII)

	I.10 Resilience examples (Appendix XIV)

	I.11 Application (L4 and above) examples (Appendix XV)




	Appendix II – Data dictionary

	Appendix III – Terminology mapping

	III.1 Terminology mapping table

	III.2 Detailed view of transport application programming interface to core model mapping

	III.3 Model evolution




	Appendix IV – Core model enhancement

	IV.1 Controller model

	IV.2 State extensions

	IV.3 Model structure rules

	IV.4 Strict composition

	IV.5 Multiplicity restrictions




	Appendix V – Model structure, patterns and architecture

	V.1 A progression patterns – intertwining and unfolding




	Appendix VI – Model rationale

	VI.1 Business need

	VI.2 Benefit of the CIM

	VI.3 Model evolution




	Appendix VII – Analogue and media (Layer 0) examples

	VII.1 Optical Media




	Appendix VIII – Circuit switched (L1) examples

	VIII.1 General circuit examples

	VIII.2 Circuit layer examples




	Appendix IX – Packet switched (L2 and L3) examples

	Appendix X – Control and signalling examples

	Appendix XI – Timing and synchronization examples

	XI.1 Network synchronization overview

	XI.2 Processing of timing information in a node

	XI.3 Synchronization model attributes




	Appendix XII – Processing construct examples

	XII.1 General examples




	Appendix XIII – Specification examples

	XIII.1 General examples




	Appendix XIV – Resilience examples

	XIV.1 Linear protection schemes

	XIV.2 Mesh network cases

	XIV.3 Ethernet ring protection [ITU-T G.8032]

	XIV.4 Other protected ring schemes




	Appendix XV – Application (L4 and above) examples

	Bibliography





Guide


	Cover

	Start of Content

	Table of Contents





Recommendation ITU-T G.7711/Y.1702

Generic protocol-neutral information model for transport resources

1 Scope

This Recommendation describes a core information model (IM) of transport resources. An IM describes the things in a domain in terms of objects, their properties (represented as attributes) and their relationships. This IM is intended to be applicable to the management and control of the transport network regardless of whether the transport networks utilize traditional operation support system (OSS) management [ITU-T G.7710], an automatically switched optical network (ASON) control plane [ITU-T G.8080] or a software-defined networking (SDN) controller to configure transport connectivity. The model is also applicable regardless of the technology of the underlying transport network. Furthermore, the applicability of the IM is independent of the ultimate protocols that will be used in the management and control interfaces.

The core IM defined in this Recommendation can be used as a basis for the extension of transport/control-technology-specific IMs. Such extension will be specified in technology-specific Recommendations, such as those shown in Figure 1-1: [ITU-T G.874.1] for optical transport network (OTN) management; [ITU-T G.8052] for Carrier Ethernet management; [ITU-T G.8152] for multiprotocol label switching-transport profile (MPLS-TP) management; and [ITU-T G.7718.1] for ASON control management.
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Figure 1-1 – Example information model extension

A uniform management/control-protocol-neutral core IM for traditional management, ASON control, and SDN control will ensure consistent operation, administration, maintenance and provisioning (OAM&P) of the transport network. This will benefit network operators and system/equipment vendors by enabling interoperability between SDN-controlled and traditionally managed network domains and future migration from traditional management to SDN control.

Furthermore, it is essential that the IM be applicable to complex network elements (NEs) that may be deployed in current networks, which requires support of more than a simple nodal view. Examples of such NEs follow.

– Multi-layer NEs with subnetworks at each layer with transitional links between the subnetworks.

– NEs that have their matrix partitioned [e.g., to model multiple MSPRING terminations or to model connectivity restrictions] with “internal” links between the subnetworks.

– Distributed NEs [e.g., a passive optical network (PON)] with a mediation function to allow management visibility of each of the “encapsulated” NEs.

The complexity of these NEs makes it difficult to distinguish between the NE/nodal view and what is traditionally called the network view. The core IM thus encompasses both nodal and network views of transport resources.

2 References

The following ITU-T Recommendations and other references contain provisions which, through reference in this text, constitute provisions of this Recommendation. At the time of publication, the editions indicated were valid. All Recommendations and other references are subject to revision; users of this Recommendation are therefore encouraged to investigate the possibility of applying the most recent edition of the Recommendations and other references listed below. A list of the currently valid ITU-T Recommendations is regularly published. The reference to a document within this Recommendation does not give it, as a stand-alone document, the status of a Recommendation.
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	Recommendation ITU-T G.780/Y.1351 (2010), Terms and definitions for synchronous digital hierarchy (SDH) networks.
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	Recommendation ITU-T G.781 (2008), Synchronization layer functions.
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	Recommendation ITU-T G.805 (2000), Generic functional architecture of transport networks.




	[ITU-T G.808.1]

	Recommendation ITU-T G.808.1 (2014), Generic protection switching – Linear trail and subnetwork protection.
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	Recommendation ITU-T G.872 (2017), Architecture of optical transport networks.




	[ITU-T G.874.1]

	Recommendation ITU-T G.874.1 (2016), Optical transport network: Protocol-neutral management information model for the network element view.
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	Recommendation ITU-T G.7702 (2018), Architecture for SDN control of transport networks.
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	Recommendation ITU-T G.7710/Y.1701 (2012), Common equipment management function requirements.
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	Recommendation ITU-T G.7718.1/Y.1709.1 (2006), Protocol-neutral management information model for the control plane view.




	[ITU-T G.8021]

	Recommendation ITU-T G.8021/Y.1341 (2016), Characteristics of Ethernet transport network equipment functional blocks.
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	Recommendation ITU-T G.8032/Y.1344 (2015), Ethernet ring protection switching.




	[ITU-T G.8080]

	Recommendation ITU-T G.8080/Y.1304 (2012), Architecture for the automatically switched optical network.
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	Recommendation ITU-T G.8081/Y.1353 (2012), Terms and definitions for automatically switched optical networks.
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	Recommendation ITU-T G.8052/Y.1346 (2016), Protocol-neutral management information model for the Ethernet Transport capable network element.
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	Recommendation ITU-T G.8152/Y.1375 (2016), Protocol-neutral management information model for the MPLS-TP network element.




	[ITU-T Q.1741.9]

	Recommendation ITU-T Q.1741.9 (2015), IMT-2000 references to Release 11 of GSM evolved UMTS core network.




	[ITU-T X.731]

	Recommendation ITU-T X.731 (1992), Information technology – Open Systems Interconnection – Systems management: State management function.




	[ITU-T X.1036]

	Recommendation ITU-T X.1036 (2007), Framework for creation, storage, distribution and enforcement of policies for network security.




	[ISO/IEC 19505-1]

	ISO/IEC 19505-1:2012, Information technology – Object Management Group Unified Modelling Language (OMG UML) – Part 1: Infrastructure.





3 Definitions

3.1 Terms defined elsewhere

This Recommendation uses the following terms defined elsewhere:

3.1.1 access point [ITU-T G.805]

3.1.2 connection point [ITU-T G.805]

3.1.3 connection termination point [ITU-T G.8081]

3.1.4 information model [ITU-T X.1036]

3.1.5 link [ITU-T G.805]

3.1.6 link connection [ITU-T G.805]

3.1.7 matrix [ITU-T G.805]

3.1.8 port [ITU-T G.805]

3.1.9 subnetwork [ITU-T G.805]

3.1.10 subnetwork connection [ITU-T G.805]

3.1.11 termination connection point [ITU-T G.8081]

3.1.12 trail termination [ITU-T G.805]

3.1.13 trail termination point [ITU-T G.8081]

3.2 Terms defined in this Recommendation

None.

4 Abbreviations and acronyms

This Recommendation uses the following abbreviations and acronyms:







	AP

	Access Point




	API

	Application Programming Interface




	ASON

	Automatically Switched Optical Network




	AVF

	Agile Value Fabric




	BMCA

	Best Master Clock Algorithm




	C&SC

	Configuration and Switch Controller




	CIM

	Common Information Model




	CP

	Connection Point




	CRUD

	Create Read Update Delete




	CTP

	Connection Termination Point




	DSGL

	Domain Specific Graphical Language




	DS

	Data Schema




	ECC

	Embedded Communication Channel




	EMS

	Element Management System




	E-NNI

	External Network to Network Interface




	FC

	Forwarding Construct




	FD

	Forwarding Domain




	FDFr

	Forwarding Domain Fragment




	FPGA

	Field Programmable Gate Array




	FRE

	Frame Reference Event




	FRU

	Field Replaceable Unit




	FTP

	Floating Termination Point




	GUID

	Globally Unique Identifier




	IM

	Information Model




	IMP

	Inverse Multiplexing




	LP

	Layer Protocol




	LT

	Layer Termination




	LTP

	Logical Termination Point




	MAC

	Media Access Control




	ME

	Maintenance Entity




	MEP

	Maintenance Entity group end Point




	MFDFr

	Matrix Forwarding Domain Fragment




	MPLS-TP

	Multiprotocol Label Switching-Transport Profile




	MSPRING

	Multiplex Section share Protection Ring




	NE

	Network Element




	NFRU

	Non-Field Replaceable Unit




	OAM

	Operation, Administration and Maintenance




	OAM&P

	Operation, Administration, Maintenance and Provisioning




	OCL

	Object Constraint Language




	OS

	Operation System




	OSS

	Operation Support System




	OTN

	Optical Transport Network




	PC

	Processing Construct




	PON

	Passive Optical Network




	PTP

	Precision Time Protocol




	Rx

	Receiver




	SASE

	Stand Alone Synchronization Equipment




	SDN

	Software-Defined Networking




	SDO

	Standards Development Organization




	SNC

	Subnetwork Connection




	SNP

	Subnetwork Point




	SSM

	Synchronization Status Message




	TAPI

	Transport API




	TCP

	Termination Connection Point




	TPE

	Transmission Path Endpoint




	TRI

	Transport Resource Identifier




	TTP

	Trail Termination Point




	Tx

	Transmitter




	UML

	Unified Modelling Language




	UUID

	Universally Unique Identifier1




	VCAT

	Virtual Concatenation




	XC

	Cross-Connection




	XML

	Extensible Markup Language





This Recommendation also uses the following abbreviations and acronyms, whichare for the name of the model constructs, such as object class. These names follow the Unified Modelling Language (UML) naming convention, i.e., UpperCamelCase.







	FC

	ForwardingConstruct




	FD

	ForwardingDomain




	LP

	LayerProtocol




	LTP

	LogicalTerminationPoint




	MLSN

	MultiLayerSubnetwork




	NCD

	NetworkControlDomain




	NE

	NetworkElement





5 Conventions

5.1 UML modelling conventions

The information model (IM) defined in this Recommendation is expressed in a formal language called UML, which was developed by the Object Management Group (OMG). It is a general purpose modelling language in the field of software engineering. In 2000, the UML also became subject to [ISO/IEC 19505-1].

UML defines a number of basic model elements, called UML artefacts. In order to ensure consistent modelling, only a selected subset of these artefacts is used in the development of the ITU-T G.7711/Y.1702 IM. The selected subset of UML artefacts is documented in Annex A.

5.1.1 Note on reading UML diagrams

The UML diagram convention is provided in Annex A. There are some key aspects of the diagrams that need to be emphasized.

– Association end attribute (the name of which always starts with “_”) highlighted in the diagrams by the navigable end of the association (arrow head) is an attribute of the class at the non-navigable end of the association. It is the convention not to show the attribute in the class in the diagrams. The attributes for non-navigable ends (owned by the association) are not shown.

– On some occasions, other properties of the association end attribute are also shown.

In Figure 5-1, the text at the arrow head end _lp… is an attribute of the Logical Termination Point (LTP).

[image: Image]

Figure 5-1 – Illustrating navigable association end attributes

This attribute is shown in the fragment of abbreviated data dictionary in Table 5-1 for LogicalTerminationPoint (LTP).

Table 5-1 – Attributes for LogicalTerminationPoint








	Attribute name

	Lifecycle stereotype 
(empty = Mature)

	Description




	_lp

	

	Ordered list of LayerProtocols that this LTP is comprised of where the first entry in the list is the lowest server layer (e.g., physical)





This sort of table is used in each of the Recommendations on a section of the model. Such tables only provide summary information. For full information, the reader should refer to the data dictionary (see Appendix II).

5.2 Model artefact lifecycle stereotype conventions

Stereotypes are applied to entities in the model to indicate the degree of maturity. These are made visible in many of the figures.

The following stereotypes appear in this Recommendation:

– “experimental”

Indicates that the entity is at a very early stage of development and will almost certainly change. The entity is NOT mature enough to be used in implementation.

– “preliminary”

Indicates that the entity is at a relatively early stage of development and is likely to change, but is mature enough to be used in implementation.

If no stereotype is shown, the entity is mature. See clause A.2 for more details.

5.3 Forwarding entity terminology conventions

In this Recommendation, the terms Forwarding Domain (FD) and Forwarding Construct (FC) have been used in place of the traditional terms SubNetwork (SN) and SubNetwork-Connection (SNC), respectively.

5.4 Conditional package conventions

Conditional packages are used to enhance (core) object classes/interfaces with additional attributes/operations on a conditional basis. The attributes/operations are defined in special object classes called packages. In this Recommendation, package names follow the same rules as defined for object classes. The name ends with the suffix “_Pac”.

5.5 Pictorial diagram conventions

This Recommendation includes a number of UML diagrams. The UML symbol set is suitably explained in Annex A, which includes guidelines on the usage of UML diagrams.

This Recommendation also contains a number of non-UML diagrams, which use the symbols listed in Figure 5-2 in pictorial representations of network examples.

EDITORIAL NOTE – The UML figures contained in this Recommendation are also available in png format here.

[image: Image]

Figure 5-2 – Network diagram symbol key

In addition, the following symbols and labels are used in the diagrams related to media:

[image: Image]

Figure 5-3 – Additional media diagram symbol set

6 Model overview

This clause provides an overview of the core model of the Common information model (CIM) and also the structure of the model description documentation.

In addition, there are UML modelling guidelines and tooling for model generation and usage. Pointers to these guidelines are provided in Annex A.

The description of the model is broken down into a set of annexes progressing through the model, from the basics of transport forwarding and termination to a description of the augmentation mechanism of the specification model.

Clauses 6.1 to 6.11 provide some brief highlights from the associated annexes.

6.1 Development and use of the ITU-T G.7711/Y.1702 Generic information model

Figure 6-1 provides an overview of the CIM and how the purpose specific information model (IM) views and data schema (DS)2 are related to it. The term DS in this Recommendation is used in the context of either (1) a specific protocol that is used to implement a purpose specific interface or (2) a programming language that is used to invoke a purpose specific application programming interface (API). Guidelines for the use of UML in the CIM, pruning and refactoring the CIM to provide a purpose specific view, and ultimately mapping to a DS will also be provided.

[image: Image]

Figure 6-1 – Methodology of information model and data schema development

6.1.1 Common information model

An information model describes the things in a domain in terms of objects, their properties (represented as attributes), and their relationships. The CIM should be expressed in UML and include all of the artefacts (object classes, attributes, relationships, etc.) that are necessary to describe the generic and domains for the technologies/applications being developed.

It will be necessary to continually expand and refine the CIM over time as new forwarding technologies, capabilities and applications are encompassed, and new insights are gained.

To allow these extensions to be made in a seamless manner, the CIM will be structured into a generic core model (known by the number of this Recommendation, i.e., ITU-T G.7711//Y.1702) and a number of models which are specific to the forwarding technologies (such as OTN in [ITU-T G.874.1], Ethernet in [ITU-T G.8052], etc.) and applications (such as ASON control plane management in [ITU-T G.7718.1]). This modelling process is intended to allow these extensions to be developed with as much independence as possible.

– Generic core model

The artefacts in the generic core model (ITU-T G.7711/Y.1702) will be used as a core model by the technology/application specific models either directly or with extension. The generic model will be constructed as a set of sub-models each addressing a specific topic to allow for easier navigation. This Recommendation is responsible for specifying and maintaining the generic model.

As a result of advancements in the industry, it may be recognized that some parts of the generic model may need to be augmented or changed. This Recommendation will ensure that any such areas are clearly identified using lifecycle stereotypes. The older model forms will be maintained to ensure ongoing compatibility and to ease migration.

– Technology/Application models

It is expected that the transport forwarding technology or application specific domains will develop the appropriate models which contain objects, attributes and associations that relate solely to that respective domains. In some cases, an application or forwarding technology addition will also require enhancement of the generic model.

In some cases, an artefact in a model initially considered to be purely for a single forwarding technology or application may be subsequently recognized as common across several technologies or applications and hence there will be a need to migrate (promote) this artefact to the generic model.

To ensure coherence, any artefacts, attributes or associations that might be identified during the development of forwarding technology or application models should be included in the appropriate fragment of the CIM. Only those properties that relate to the specific encoding or style of interaction of an interface may be added outside the CIM.

6.1.2 Purpose specific information model view

An interface-purpose-specific information model view is a subset of the CIM and should be expressed in UML. A purpose specific information model view is typically much smaller than the entire CIM. If additional artefacts (objects, packages, attributes or associations) are identified while establishing a specific view, these should be added to the appropriate fragment of the CIM so that they are available for future use.

To provide maximum reuse, a purpose specific view should be developed in two steps.

– Prune and refactor the artefacts of the CIM to provide a model of the network to be managed. Only those artefacts that represent the capabilities that are both in scope and supported are include in the purpose specific IM.

– Define the access rights for the various groups of users that will manage that network.

Pruning and refactoring provides a purpose specific IM that represents the capabilities of the network of interest. The definition of access rights provides the ability to limit the actions that can be taken by the various user groups that will use that IM. For example, a user group responsible for network configuration could be provided with full read/write access and the ability to create or delete object instances; while a user group responsible for inventory may only be allowed read access (i.e., can see the network, but cannot make changes).

– Pruning, i.e., remove the objects/packages/attributes that are not required:

• Select the required object classes from the common IM

○ All mandatory (non-optional) attributes and packages must be included.

• Select the required conditional packages and optional attributes

○ Where appropriate conditional packages and optional attributes may be declared mandatory.

• Remove any optional associations that are not required.

– Refactoring, i.e., reduce association flexibility:

• Reducing multiplicity (e.g., from [1..*] to [1])

○ When this results in a composition association of multiplicity [1] between a subordinate and a superior object class, they can be combined into a single object class by pulling the attributes of the subordinate class into the superior class.

• Where possible reducing the depth of the inheritance (i.e., by combining object classes by moving the attributes of the super class into the subclass).

• Add reverse navigation (if useful for the client)

○ The common IM only supports navigation from a subordinate object class to a superior object class. This allows new subordinate object classes to be added without any impact on the superior object class. In a purpose specific implementation, it is frequently useful to be able to navigate the relationship between superior and subordinate object classes in both directions.

• Constraining attribute definitions

○ Reducing legal value ranges

○ Defining which (if any) attributes should be read only (for all users)

○ Defining constraints between attributes.

– Definition of access rights:

If only one group will use the network specific IM, then this step is not required. If more than one group will use the network specific IM, this optional step provides a profile for each user group to:

• Convert some attributes defined as read/write in the network specific IM to read only

• Remove the rights to create/delete some or all object instances.

6.1.3 Data schema

A DS is developed in the context of either (1) a specific protocol that is used to implement a purpose specific interface or (2) a programming language that is used to invoke a purpose specific API. Note that it is possible to map directly from the purpose specific information model to interface encoding. The DS is constructed by mapping of the purpose specific information model into the DS together with the operations patterns from the CIM to provide the interface protocol specific operations and notifications. The operations should include data structures taken directly from the purpose specific information model view with no further adjustment.

The development of the DS should consider the following:

– The operations should act on the information in a way consistent with the modelled object lifecycle interdependency rules

• Use lifecycle dependencies to ensure a sensible interface operation structuring and interface flow rule

• Use a transaction approach style of interface to account for lifecycle dependencies of the model.

– The operations should abide by the attribute properties

• Read only attributes (except those which are defined as setByCreate) should not be included in data related to creation of an object (e.g., not in createData) or in a specification of a desired object outcome.

– Use of attribute value ranges, etc. to allow “effort” statement, optionality and negotiation to be supported by the interface.

6.1.4 Interface encoding

This step encodes either the purpose specific DS or a purpose specific IM into either a specific protocol that is used to implement a purpose specific interface or a programming language that is used to invoke a purpose specific API. If the interface is encoded directly from the purpose specific information model, then the interface operations must be added as described in clause 6.1.3.

6.2 Core Network model – Forwarding and termination model

The forwarding and termination document provides a high-level overview of the termination and forwarding aspects of the CoreNetworkModel. This model is essentially a canonical model of networking from a management-control perspective. Figure 6-2 is a skeleton class diagram illustrating the interrelationships between key object classes defined in the CoreNetworkModel of the CoreModel. The classes are coloured to help recognize key groupings in the model. The colours are chosen to match the key entity colours in Figure 5-2, Network diagram symbol key (with the link in the alternative colour for clarity). This colour scheme for class diagrams is used in some of the figures in the associated documents.
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Source Papyrus CoreModel diagram: Forwarding-LtpInterLayerSkeletonOverview.

Figure 6-2 – Skeleton class diagram of key object classes

EDITORIAL NOTE – The UML figures contained in this Recommendation are also available in png format here.

6.3 Core Foundation model

The Core Foundation model in Annex C provides a detailed view of all aspects of the core model that are relevant to all other parts of the CIM. Currently this model includes coverage of naming and identifiers as well as states.

6.3.1 Naming and identifiers

Rationalizing the approach to naming, identification and addressing of entities described in the CIM.

6.3.2 States

Basic states applicable to a majority of entities in the CIM. See Figure 6-3.

[image: Image]

Source Papyrus CoreModel diagram: GeneralizedStates.

Figure 6-3 – States for all objects

6.4 Core Network model – Topology model

The Topology model in Annex D provides a detailed view of the topology model covering both the basic topology pattern with detailed attributes as well as the combination of layered topology and topology views. See Figures 6-4 and 6-5.
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Source Papyrus CoreModel diagram: Topology-HighLevelOverviewOfStructureAndPacs-LargeText.

Figure 6-4 – Key classes that form the network topology

[image: Image]

Figure 6-5 – ForwardingDomain recursion with Link3

6.5 Core Network model – Resilience model

The Resilience model in Annex E provides a view of the model for resilience (including protection and restoration) and encompasses:

– The basic resilience model structure.

– The key attributes relevant to resilience.

– The application of the resilience model to various cases.

See Figure 6-6.
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Source Papyrus CoreModel diagram: Resilience-Pattern.

Figure 6-6 – Basic resilience pattern

6.6 Core Physical model

The Core Physical model in Annex F provides a view of the model for physical objects (including equipment, holders and connectors) and encompasses:

– Introduces the Physical model structure

– Describes the key classes of the Physical model

– Explains the attributes of the Physical model

– Describes the relationship between the connector and the LTP

– Shows how the model deals with the relationship between physical and functional views

– Explains how the Specification model describes equipment schemes (e.g., rules)

– Highlights work in progress to further advance the Equipment model.

See Figure 6-7.
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Source Papyrus CoreModel diagram: Equipment-Pattern.

Figure 6-7 – Basic equipment pattern

6.7 Core Specification model

This clause provides a high-level overview of the Core Specification model. Details of the model are provided in Annex G. There are several related needs that have given rise to the Specification model:

– Provide machine readable form of specific localized behaviour:

• Representing rules related to restrictions of specific cases of use of the model

• Representing capabilities of specific cases of use.

– Enable the introduction of run time schema where the essential structure of the model is known up front (at compile time), but the details are not.

– Reduce the clutter in a representation where a set of details takes the same values for all instances that related to a specific case.

– Allow leverage of existing standards definitions (e.g., technology/application specific) in a machine readable language.

The combination of these needs resulted in a separation in the model of definitions of structure and content, such that an instance of classes from one model fragment could point to another model fragment to enable the provision of a fragment of definition of the class and of subordinates.

The aim of all specification definitions is that they be rigorous definitions of specific cases of usage and enable machine interpretation where traditional interface designs would only allow human interpretation.

The following dedicated spec structures have been considered:

– FC spec: Main focus is to provide a representation of the effective internal structure of an FC.

– LTP and LP spec: Main f.ocus is to provide a representation of Layer Protocol (LP) specific parameters for the LTP.

– FD and Link spec: Main focus is on capacity and forwarding enablement restrictions.

– Equipment spec: Main focus is to provide a representation of equipping constraints.

– Scheme spec: Main focus is to provide a mechanism to describe any pattern (arrangement) of entities from the model for some specific purpose (e.g., to describe the structure of a [ITU-T G.8032] protection scheme.

See Figure 6-8.
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Source Papyrus CoreModel diagram: Spec-LtpCapabilitySpecWithLtp.

Figure 6-8 – Class diagram of the spec model of LTP and LP

In addition, there is work on a generalized spec pattern with the main focus to provide a common representation of the mechanism for relating a class to its spec, accounting for implementation needs.

6.8 Control model

The ONF architecture [b-ONF TR-521] talks of a recursion of control aligning well with the more general concept of the management-control continuum from [b-TMF IG1118]. The control model in Version 2 of the core model showed a traditional hierarchy rather than a generalized recursion.

Over many years it has become apparent that the traditional representation of the Network Element and of the Managed Element was not correct. It is clear that, from one perspective, the Network Element is simply a lower level member of the Management-Control Continuum (MCC). It is also apparent that all other aspects of the NE are covered by other parts of the model.

It was concluded that the NE should be re-modeled as simply a control capability and that that capability should be generalized so that it could handle all aspects of the Management Control Continuum.
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Source Papyrus CoreModel diagram: Control-ControlComponentAndControlViewCore.

Figure 6-9 – Core control model

As explained in version 2 of the core model, the classes SdnController, NetworkControlDomain and NetworkElement4 have been reassessed and deprecated and new classes have been developed in this release to replace them. It has been recognized that a uniform recursive model of control can be developed that provides a consistent treatment of what were previously seen as completely different things.

6.9 OAM model

For further study.

6.10 Operation pattern model

The work has been carried out with the assumption that the future is cloud oriented such that the controllers are an interconnected system of cloud-based components. It is assumed that in a cloud environment the operations will be “outcome-oriented” interaction5 where the focus is on stating the constraints that form a boundary that defines the desired target. In outcome-oriented interaction the operations/methods/activities/tasks used to achieve the desired outcome are firmly in the domain of the provider. The client simply provides information about the desired outcome in the context of what has been agreed as possible. Hence the essential need of any interaction is the provision of information about the desired outcome in terms of constraints and potentially in the context of some expected initial system state. Whilst the content of any message may differ per interaction the structure will be consistent6.

– The Operations pattern model is intended to provide a dynamic sophisticated structure that has “foldaway” parts.

– The aim is to provide one structure:


• For all outcome-oriented constraint-based forms including intent

• Supports traditional Verb driven forms

○ with constrained valued

○ with absolute values

• Enables operations that:

○ Act on multiple separate independent things

○ Have sequence and interdependency between parts and with other separate interactions

○ Are long lived or short lived (where the life may depend upon the case and may not be knowable before the request.



– The aim is that the model will be used to generate schema where there is a continuum of compatible schema from the most basic simple CRUD (Create/Read/Update/Delete) forms to the most sophisticated forms such that the CRUD form can be seen as a tiny subset of the sophisticated form.

Figure 6-10 shows the model of the request.
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Source Papyrus CoreModel diagram: Operation-Structure.

Figure 6-10 – The Structure of an operation (request)

6.11 Processing construct model

The ProcessingConstruct (PC) represents generalized functionality. The PC is used in conjunction with the ConstraintDomain (CD) that groups PCs and constrains their usage. In addition to being general applicable to represent functionality that is not being modeled in detail the PC and CD form the fundamental pattern that allows an important transition in the representation of a ‘device’7.

In the CIM there are already separate classes for special types of functions:

– ForwardingConstruct to represent forwarding functionality,

– LogicalTerminationPoint to represent termination, and

– ForwardingDomain to represent forwarding scope constraints.

ProcessingConstruct is in addition to these concepts and is to be used where the major function of interest is related to processing rather than forwarding of information.

While there are a number of grey areas between processing and forwarding, there are a few ‘pure’ ProcessingConstructs:

– Memory

– CPU

– Storage.

Another use for ProcessingConstruct is for representing control plane processes such as packet routing processes. Packet routers commonly run many routing protocols and may also run many instances of each routing protocol. Each routing process instance peers independently and using ProcessingConstruct we can show the actual control plane topologies.

[image: Image]

Source Papyrus CoreModel diagram: ProcessingConstruct-Core.

Figure 6-11 – Processing construct and constraint domain core model

7 Other aspects

This clause provides an overview of other critical supporting material of the CIM. These materials are further detailed in Appendix I.

7.1 Key reference materials

In the development of the core model of the CIM, IM works have been shared among standards development organizations (SDOs), including [b-ONF TR-512], [b-TMF TR215], [b-TMF TR225], and [b-TMF GB922]. The core model has also been published as [b-ONF TR-512]. It is also being shared with other bodies via various mechanisms including publication of a view of the model as [b-IETF draft-lam].

Appendix I provides a mapping between the documentation structure of this Recommendation and [b-ONF TR-512].

7.2 Data dictionary

The data dictionary provides details of the classes, attributes and data types (i.e., syntax) that are used in the model. The individual annexes on model focuses provide details on key classes and attributes but do not provide all details to avoid clutter and replication.

An extract from the data dictionary is shown in Figure 7-1.
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Figure 7-1 – Extract from data dictionary

7.3 Terminology mapping

Table III.1 provides overview translations from classes in the CIM to classes (and concepts) in other models. It will be helpful for someone who is familiar with one of the other industry standard terminology sets when working through the CIM.

7.4 Core model enhancement

Appendix IV provides fragments of ongoing work. The data dictionary document (see Appendix II) does NOT include entities from Appendix IV. All the work in Appendix IV is experimental.

Appendix IV covers:

– Modelling enhancements including adding rules to the core model (loop and spiral).

– Management-Control-Component model including a Processing Construct.

– Operations model patterns.

– Information architecture and patterns.

– Additional inter-view interrelationship considerations.

– Further Resilience model enhancements (including details of the support for [ITU-T G.8032].

7.5 Future core model work areas

Potential future areas of work in the core model include, not in any particular order:

– Policy model.

– Embedded communication channel (ECC) subset.

– Ensurance module.

– Management-control components

• Development of the Controller model [including NE, NetworkControlDomain (NCD), controller component, network core control].

– Profiles, templates and specifications

• Completion of spec model and addition of profiles model in the spec context

• Further development of constraint models (also covering policy).

– Signalling

• Developing models for signalling in the context of ECC and protection.

– Operation, administration and maintenance (OAM) functions

• Generalization of OAM functions, e.g., generalized MEPs.

– Ensurance

• Modelling of events and their reporting.

– Dependency graph representation of telecommunication technology (including flow semantics)

• For expression of detailed processes of a telecommunication technology to enable interpretation of a new technology.

– Resilience

• Validation of the protection model for support of [ITU-T G.8032] and for other ring schemes not yet covered

• Development of protection scheme specifications and generalization of these to deal with any network structure specification

• Add details from resilience spreadsheet to the documentation (and model comments where appropriate).

– Timing and Synchronization model (frequency and time/phase)

• Construction and development of a model of synchronization based on the FC and LTP derived from work in ITU-T.

– Physical equipment module

• Completion of the equipment model

• Expectation vs. actual

• Attribute details

• Rationalize attribute groupings

• Look for source for physical properties

• Separate out functional work into other work areas (ProcessingConstruct and OAM functions)

• Separate out Management-Control parts into Management-Control model

• Refine and move specification model detail from the Physical model document to the Specification model document (and move model as appropriate).

– Specification

• Complete pattern and migrate model to use pattern

• Develop class based rule mechanism and consider more fluid approach to Core model

• Provide further examples of usage

• Develop detailed rules

• Refine model to deal with rule interaction

• Consider FD/FC spec convergence

○ FD ports would be necessary, but these have essentially been subsumed by the LTP (this relates to the general component system pattern).

• When dealing with Compound Links, consideration of whether rules are necessary for Link is required (the same structure will apply, but an additional association from Link to FD will be necessary)

• Development of a specification toolkit including standardized rules and structures

• DSGL (Domain Specific Graphical Language to ease spec construction)

• Model vs. specification:

○ Implication of the work so far is that the specification structure is the model structure and that the schema for any particular case has some parts of the structure in compile time form and other parts in run time only form where the run time form may have static parts only in the spec form

○ Is a replication of the model structure in formal model, but that formal model should be decoupled at various points and extensible in a constrained way at various points

○ Considerations of “model viscosity” (all models are fluid over some timeframe).

• Dealing with LTP and LP formal sub-structuring challenge

○ Related to the previous bullet should the LP sub structuring of the spec model be part of the LP model

• Migration of operations from non-spec to spec

○ Continuum of usage approaches from “phrase book user” to “orator”.

– General processing construct model (and the component system-pattern)

• Developing the model of the recursion of function abstractions from the base equipment through functional protection to the supporting of LTPs, etc.

– Patterns and architectures

• Construction of models that explore the pattern underlying Link/FC/FD and minimally represent that pattern and show derivation of Link/FC/FD from that pattern.

– Link and topology

• Various detailed enhancements including considerations of merging of FC and Link

• Further clarification of off-network “things” (could be a link topology)

• Serial compound link.

– View abstraction

• Enhancements to view abstraction examples and cases, including FD view, FC view, Call view, Service view, Connection view

• Further work on rules for virtualization (e.g., what from one view can be grouped in the same link from another view).

– Mapping to other models

• Enhancements to the mapping to OpenFlow

• Development of mappings to IETF models.

– Interface patterns

• Completion of the generalized operations pattern covering a range of cases including intend and create read update delete (CRUD).

– Support for specific interface development

• Transport application programming interface (TAPI)

• Intent model.

– Tooling

• Enhancement to UML YANG to cover Specification models

• Enhancements to pruning and refactoring process and tooling.

– Minor enhancements

• Rename the LayerProtocol class.

– Documentation

• Ongoing improvements.

8 UML model Papyrus files

The ITU-T G.7711/Y.1702 model is contained in a repository website. The following links provide the pointers to the ITU-T G.7711/Y.1702 UML model files and supporting materials.

– G.7711_V2.02_PAP.zip

This contains the ITU-T G.7711/Y.1702 model files, i.e., the .project, .di, .notation, and .uml files

– G.7711_v2.02_DD.zip

This is the data dictionary. See Appendix II.

– G.7711_v2.02_FIG.zip

This is the figure files.

NOTE – The ITU-T G.7711/Y.1702 UML information models and the Open Model Profile are specified using the Papyrus open source modelling tool. In order to view and further extend or modify the information model, the user needs to install the open source Eclipse software and the Papyrus tool, which is available at [b-Eclipse-Papyrus]. The installation guide for Eclipse and Papyrus can be found in [b-ONF TR-515].


Annex A

Modelling principles and guidelines, and tooling

(This annex forms an integral part of this Recommendation.)

The following modelling principles related to encapsulation have been followed in the development of the Core Model.

– If the positional bounds of two related concept instances are coincident for their entire lifecycle, then they may be merged into a single entity instance representing the composite concept and hence share an identifier, etc.

– If the positional bound of one concept instance is a subset of the positional bound of another concept to which it is related for its entire lifecycle and where that larger concept can be considered as a dominant definition, then it may be subsumed into the entity representing the larger concept and hence be identified as part of the entity for that larger concept in terms of attributes of that larger concept.

– If the positional bounds of several instances of a concept are all subsets of the positional bound of another concept to which they are related for their entire lifecycle and where that larger concept can be considered as a dominant definition, then they may be subsumed into the entity via a composition relationship.

– If a concept instance that bridges two other concept instances (of the same or different types) is, in the particular case, devoid of anything but identity then it may be represented simply by associations between the entities representing the two other concept instances:

• The associations may be two way navigable or one way navigable depending upon the original associations.

– If a concept instance that is a leaf is devoid of anything but identity, then it may be omitted.

Several guideline documents have been constructed in the open source community to maintain consistency in the models generated with the aims of a common modelling approach and CIM in the industry. These guidelines are available at [b-OSSDN-EAGLE, 2017] and have also been published by the Open Networking Foundation (ONF). The ITU-T G.7711/Y.1702 core model has been developed through close collaboration with ONF following these guidelines.

A.1 UML modelling guidelines

[b-ONF TR-514]: The CIM is expressed in a formal language called UML. UML has a number of basic model elements, called UML artefacts. In order to ensure consistent modelling, only a subset of the UML artefacts is used in the development of the CIM. The selected subset of UML artefacts is documented.

A.2 Papyrus and Github guidelines

[b-ONF TR-515] establishes guidelines for utilizing the Papyrus tool used in the development of the CIM. [b-ONF TR-515] also describes how the CIM modelling teams can cooperate in the GitHub environment for separate and coordinated development of the CIM fragments.


Annex B

Forwarding and Termination model

(This annex forms an integral part of this Recommendation.)

The focus of this annex is the key parts of the Core Network Model of the CIM. The Core Network Model covers the essentials for modelling of the Network providing all of the key classes.

The Core Network Model encompasses all aspects of Termination and Forwarding. The focus of this annex is as follows.

– Termination Subset of the Core Network Model: Covers the modelling of the processing of transport characteristic information, such as termination, adaptation and OAM

• Note that technology specific details are covered in the ForwardingTechnologyModelFragments package of the CIM (this aspect is not in the scope of this Recommendation).

– Forwarding Subset of the Core Network Model: Covers the details of forwarding entities, including:

• The Basic Forwarding

• The FC Specification.

The Core Network Model also encompasses a number of other areas which are covered in detail in the relevant annexes:

– Layered Topology: Covers the modelling of network topology information in detail8 and describes the attributes relevant when working with multi-layered network topology.

– Protection: Covers the modelling of switches and configuration/switch control.

Figures contained in this annex are also provided in the electronic attachment to this Recommendation, which can be downloaded from this repository.

B.1 Forwarding and termination model detail

The Forwarding and termination model is at the heart of the CoreModel. Figure B.1-1 provides a view of the structure of the model. Further structure related to other aspects of the model is provided in other sections (especially relevant are Annex D and Annex E). The diagram below highlights key interrelationships between key classes defined in the CoreNetworkModule of the CoreModel. The classes are coloured to help recognize key groupings in the model. The colours are chosen to match the key entity colours in the diagram symbol set referenced in clause 5 (with the Link in the alternative colour for clarity). This colour scheme for class diagrams is used in some of the later figures.
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Source Papyrus CoreModel diagram: Forwarding-SkeletonOverview.

Figure B.1-1 – Skeleton class diagram of key object classes

The model in Figure B.1-1 provides the essential entities for representation of Forwarding and Termination. Several patterns can be seen in the model:

– Component-Port: An aspect of the Component-System pattern discussed in Appendix V. The Link, ForwardingConstrict (FC) and ForwardingDomain (FD) have ports.

– Symmetric function: An FD can be seen as a symmetric function and can be associated directly with an LTP (bypassing the FdPort). A Link can also be seen as a symmetric function in the context of an FD and be directly associated to an FD bypassing the FdPort, LinkPort and intervening LogicalTerminationPoint (LTP).

– Port support: If the ports on one class (e.g., FD) support the ports of another class (e.g., FC such that FdPortSupportsFcPort) then there is also a support relationship between the classes (e.g., FdSupportsFcs9).

– Enablement: The FD and Link represent the potential to enable constrained forwarding. Both FD and Link can support enabled constrained forwarding represented by the FC.

When applying the information model to a specific interface, only a subset of the overall information model may be needed. Depending on the scope of the interface, pruning of the information model may be necessary, such as excluding a whole class or part of a class. In addition, re-factoring of the selected model artifacts may be necessary to meet the specific-purpose needs. However, re-factoring of the model artifacts should not add semantics beyond those defined in the information model. The Pruning and Refactoring method is described in [b-ONF TR-513].

Figure B.1-2 provides more detail highlighting peer and interlayer associations between LTPs. The figures in clause B.2.2, Termination, explain the uses of the associations using simple pattern examples.
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Source Papyrus CoreModel diagram: Forwarding-LtpInterLayerSkeletonOverview.

Figure B.1-2 – Skeleton class diagram of key object classes showing layering

The figure also shows inter-layer and intra-layer associations between FD, FC and Link. Details of FC to link layering and other FC, Link and FD considerations are provided in Annex D.

Note that not all attributes are shown for the classes below (see Appendix II for a list of all attributes). Only those attributes that are relevant for this document are shown.

B.1.1 Termination model

B.1.1.1 LogicalTerminationPoint

Qualified name: CoreModel::CoreNetworkModel::ObjectClasses::LogicalTerminationPoint

The LTP class encapsulates the termination and adaptation functions of one or more transport layers represented by instances of LayerProtocol. The encapsulated transport layers have a simple fixed 1:1 client-server relationship defined by association end ordering. The structure of LTP supports all transport protocols including circuit and packet forms.

Inherits properties from:

– GlobalClass

See Table B.1-1.

Table B.1-1 – Attributes for LogicalTerminationPoint








	Attribute name

	Lifecycle stereotype (empty = Mature)

	Description




	physicalPortReference

	Preliminary

	One or more text labels for the unmodelled physical port associated with the LTP. In many cases, there is no associated physical port.




	ltpDirection

	

	The overall directionality of the LTP.

– A BIDIRECTIONAL LTP must have at least some LPs that are BIDIRECTIONAL but may also have some SINK or SOURCE LPs.

– A SINK LTP can only contain SINK LPs.

– A SOURCE LTP can only contain SOURCE LPs.




	_serverLtp

	

	References contained LTPs representing servers of this LTP in an inverse multiplexing (IMP) configuration [e.g., virtual concatenation (VCAT)].




	_clientLtp

	

	References contained LTPs representing client traffic of this LTP for normal cases of multiplexing.




	_lp

	

	Ordered list of LayerProtocols that this LTP is comprised of where the first entry in the list is the lowest server layer (e.g., physical).




	_connectedLtp

	

	Applicable in a simple context where two LTPs are associated via a non-adjustable enabled forwarding. Reduces clutter removing the need for two additional LTPs and an FC with a pair of FcPorts.




	_peerLtp

	

	References containing LTPs representing the reversal of orientation of flow where two LTPs are associated via a non-adjustable enabled forwarding and where the referenced LTP is fully dependent on the other LTP.




	_ltpSpec

	Experimental

	The specification of the LTP defines its internal structure. The specification allows interpretation of organization of LPs making up the LTP and also identifies which inter-LTP associations are valid.




	_ltpInOtherView

	Preliminary

	References one or more LTPs in other views that represent this LTP. The referencing LTP is the provider of capability.




	_port

	Experimental

	See referenced class.





An explanation of the structure and usage of the specification referenced by “_ltpSpec” is provided in Annex G. Rules for forming and interrelating LTP instances are provided in clause B.2.2.

B.1.1.2 LayerProtocol (LP)

Qualified name: CoreModel::CoreNetworkModel::ObjectClasses::LayerProtocol

The projection of an LTP into each transport layer is represented by a LayerProtocol (LP) instance. LayerProtocol instances can be used to control termination and monitoring functionality. An instance can also be used to control the adaptation (i.e., encapsulation or multiplexing of client signal), tandem connection monitoring, traffic conditioning or shaping functionality at an intermediate point along a connection. Where the client–server relationship is fixed at 1:1 and is immutable; the layers can be encapsulated in a single LTP instance. Where there is an n:1 relationship between client and server, the layers must be split over two separate instances of LTP.

Inherits properties from:

– LocalClass

See Table B.1-2.

Table B.1-2 – Attributes for LayerProtocol








	Attribute name

	Lifecycle stereotype (empty = Mature)

	Description




	layerProtocolName

	

	Indicates the specific layer protocol described by the LayerProtocol entity.




	_lpSpec

	Experimental

	The LpSpec identifies the internal structure of the LP explaining internal flexibilities, degree of termination and degree of adaptation on both client and server side.




	lpDirection

	Preliminary

	The overall directionality of the LP.

– A BIDIRECTIONAL LP will have some SINK or SOURCE flows.

– A SINK LP can only contain elements with SINK flows or CONTRA_DIRECTION_SOURCE flows.

– A SOURCE LP can only contain SOURCE flows or CONTRA_DIRECTION_SINK flows.




	terminationState

	Experimental

	Indicates whether the layer is terminated and if so how.





Transport layer protocol10 specific properties (such as technology specific termination and adaptation properties) are not modelled directly in LayerTermination. These attributes are defined in specifications (see Annex G) that are used to augment the model. Where a technology specific termination has a complex structuring of internal parts, these parts will be modelled in the specification.

B.1.2 Forwarding

B.1.2.1 ForwardingDomain

Qualified name: CoreModel::CoreNetworkModel::ObjectClasses::ForwardingDomain

The ForwardingDomain (FD) class models the topological component that represents a forwarding capability that provides the opportunity to enable forwarding (of specific transport characteristic information at one or more protocol layers) between points. The FD object provides the context for and constrains the formation, adjustment and removal of FCs and hence offers the potential to enable forwarding. The FCs may be formed between LTPs at the boundary of the FD or between physical ports at the boundary of the FD (for media layers). A number of FDs (related by Links) may be grouped and abstracted to form an FD where that FD represents the effect of the underlying FDs but where the detailed structure is not apparent. This grouping and abstraction is potentially recursive. An FD represents an abstraction of some combination of software behavior, electronic behavior and physical structure that provides a forwarding capability. At a lower level of recursion an FD could represent a forwarding capability within a device. A device may encompass two or more disjoint forwarding capabilities and may support more than one layer protocol, hence more than one FD. A routing fabric may be logically partitioned to represent connectivity constraints, hence the FD representing the routing fabric may be partitioned into a number of FDs representing the constraints. The FD represents a subnetwork [ITU-T G.800], FlowDomain [TMF 612] and a MultiLayerSubNetwork (MLSN) [TMF 612]. As in the TMF concept of MLSN the FD can support more than one layer-protocol. Note that the [ITU-T G.800] subnetwork is a single layer entity.

Inherits properties from:

– GlobalClass

– ForwardingEntity

See Table B.1-3.

Table B.1-3 – Attributes for ForwardingDomain








	Attribute name

	Lifecycle stereotype (empty = Mature)

	Description




	layerProtocolNameList

	

	One or more protocol layers at which the FD represents the opportunity to enable forwarding between LTPs that bound it.




	_lowerLevelFd

	

	The FD class supports a recursive aggregation relationship (HigherLevelFdEncompassesLowerLevelFds) such that the internal construction of an FD can be exposed as multiple lower level FDs and associated Links (partitioning). The aggregated FDs and Links form an interconnected topology that provides and describes the capability of the aggregating FD. Note that the model actually represents aggregation of lower level FDs into higher level FDs as views rather than FD partition, and supports multiple views. Aggregation allow reallocation of capacity from lower level FDs to different higher level FDs, as if the network is reorganized (as the association is aggregation not composition).




	_fc

	

	An FD aggregates one or more FCs. An aggregated FC connects LTPs that bound the FD.




	_ltp

	

	An instance of FD is associated with zero or more LTP objects. The LTPs that bound the FD provide capacity for forwarding.




	_lowerLevelLink

	

	The FD encompasses Links that interconnect lower level FDs and collect links that are wholly within the bounds of the FD. See also _lowerLevelFd.




	_fdSpec

	Experimental

	See referenced class.





B.1.2.2 FdPort

Qualified name: CoreModel::CoreNetworkModel::ObjectClasses::FdPort

The association of the FD to LTPs may be direct for symmetric FDs and may be via FdPort for asymmetric FDs. The FdPort class models the role of the access to the FD function. The capability to set up FCs between the associated FdPorts of the FD depends upon the type of FD. It is asymmetry in this capability that brings the need for FdPort. The FD can be considered as a component and the FdPort as a Port on that component.

Inherits properties from:

– LocalClass

This class is Preliminary.

Table B.1-4 – Attributes for FdPort








	Attribute name

	Lifecycle Stereotype (empty = Mature)

	Description




	_ltp

	

	An instance of FD is associated with zero or more LTP objects.

The LTPs that bound the FD provide capacity for forwarding.

For asymmetric FDs, the association to the LTP is via the FdPort.




	role

	

	Each FdPort of the FD has a role (e.g., symmetric, hub, spoke, leaf, root) in the context of the FD with respect to the FD capability.




	fdPortDirection

	

	The orientation of the defined flow at the FdPort.




	_fcPort

	Experimental

	Where an FD is asymmetric and hence has FdPorts and where that FD and supports FCs, appropriate FdPorts of that FD support the corresponding FcPorts.





B.1.2.3 ForwardingConstruct (FC)

Qualified name: CoreModel::CoreNetworkModel::ObjectClasses::ForwardingConstruct

The ForwardingConstruct (FC) class models enabled constrained potential for forwarding between two or more FcPorts at a particular specific layerProtocol. Like the LTP, the FC supports any transport protocol including all analogue, circuit and packet forms. For digital layer networks it is used to effect forwarding of transport characteristic (layer protocol) information. An FC can be in only one ForwardingDomain (FD). The FC is a forwarding entity. At a low level of the recursion, a FC represents a cross-connection within an NE. It may also represent a fragment of a cross-connection under certain circumstances. The FC object can be used to represent many different structures including point-to-point (P2P), point-to-multipoint (P2MP), rooted-multipoint (RMP) and multipoint-to-multipoint (MP2MP) bridge and selector structures for linear, ring or mesh protection schemes. When applied to media, the FC represents the ability for a flow/wave (potentially containing information), to be propagated between FcPorts. The existence of a FC instance is independent of the presence (or absence) of a flow/wave (and any information encoded within it). A flow/wave cannot propagate in the absence of a FC instance.

Inherits properties from:

– GlobalClass

– ForwardingEntity

See Table B.1-5.

Table B.1-5 – Attributes for ForwardingConstruct








	Attribute name

	Lifecycle stereotype (empty = Mature)

	Description




	layerProtocolName

	

	The layerProtocol at which the FC enables the potential for forwarding.




	_lowerLevelFc

	

	An FC object supports a recursive aggregation relationship such that the internal construction of an FC can be exposed as multiple lower level FC objects (partitioning). Aggregation is used as for the FD to allow changes in hierarchy. FC aggregation reflects FD aggregation. The FC represents a Cross-Connection in an NE. The Cross-Connection in an NE is not necessarily the lowest level of FC partitioning.




	_fcPort

	

	The association of the FC to LTPs is made via FcPorts (essentially the ports of the FC).




	_fcSpecReference:ClassRef

	Experimental

SpecReference

	Reference to the Spec (Class).




	forwardingDirection

	

	The directionality of the ForwardingConstruct. Is applicable to simple ForwardingConstructs where all FcPorts are BIDIRECTIONAL (the ForwardingConstruct will be BIDIRECTIONAL) or UNIDIRECTIONAL (the ForwardingConstruct will be UNIDIRECTIONAL). Is not present in more complex cases.





B.1.2.4 FcPort

Qualified name: CoreModel::CoreNetworkModel::ObjectClasses::FcPort

The association of the FC to LTPs is always made via FcPorts. In the case of media the association between FCs is made via their FcPorts and the association of an FC to the physical Pin is made via the FcPort. The FcPort class models the access to the FC function. The traffic forwarding between the associated FcPorts of the FC depends upon the type of FC and may be associated with FcSwitch object instances. In cases where there is resilience, the FcPort may convey the resilience role of the access to the FC. It can represent a protected (resilient/reliable) point or a protecting (unreliable working or protection) point. The FcPort replaces the Protection Unit of a traditional protection model. The ForwardingConstruct can be considered as a component and the FcPort as a Port on that component.

Inherits properties from:

– LocalClass

See Table B.1-6.

Table B.1-6 – Attributes for FcPort








	Attribute name

	Lifecycle stereotype 
(empty = Mature)

	Description




	_ltp

	

	The FcPort may be associated with more than one LTP when the FcPort is bidirectional and the LTPs are unidirectional. Multiple Ltp – Bidirectional FcPort to two Uni Ltps Zero Ltp – BreakBeforeMake transition – Planned Ltp not yet in place – Off-network LTP referenced through other mechanism.




	role

	

	Each FcPort of the FC has a role (e.g., working, protection, protected, symmetric, hub, spoke, leaf, root) in the context of the FC with respect to the FC function.




	fcPortDirection

	

	The orientation of defined flow at the FcPort.





B.1.2.5 Link

Qualified name: CoreModel::CoreNetworkModel::ObjectClasses::Link

The Link class models effective adjacency between two or more ForwardingDomains (FDs). For digital layer networks, in its basic form (i.e., point-to-point Link) it associates a set of LTP clients on one FD with an equivalent set of LTP clients on another FD. Like the FC, the Link has ports (LinkPort) which take roles relevant to the constraints on flows offered by the Link (e.g., Root role or leaf role for a Link that has a constrained Tree configuration).

Inherits properties from:

– GlobalClass

– ForwardingEntity

See Table B.1-7.

Table B.1-7 – Attributes for Link








	Attribute name

	Lifecycle stereotype
(empty = Mature)

	Description




	layerProtocolName

	

	The Link can support multiple transport layer protocols via the associated LTP object. For implementation optimization, where appropriate, multiple layer-specific links can be merged and represented as a single Link instance as the Link can represent a list of layer protocols. A link may support different layer protocols at each Port when it is a transitional link.




	_fd

	

	The Link associates with two or more FDs. This association provides a direct summarization of the association via LinkPort and LTP.




	_linkPort

	

	The association of the Link to LTPs is made via LinkPort (essentially the ports of the Link).




	_lowerLevelLink

	Experimental

 

	A Link may be formed from subordinate links (similar to FD formations from subordinate FDs). This association is intended to cover concepts such as serial compound links.




	linkDirection

	

	The directionality of the Link. Is applicable to simple Links where all LinkPorts are BIDIRECTIONAL (the Link will be BIDIRECTIONAL) or UNIDIRECTIONAL (the Link will be UNIDIRECTIONAL). Is not present in more complex cases.




	_fdRuleSet

	

	The rules related to a Link.




	_linkSpec

	Experimental

	See referenced class.




	_linkSpecReference:ClassRef

	Experimental

SpecReference

	See referenced class.





– At this point the model supports point to point links fully

• The model allows multi-point, but anything above 2 (i.e., 3..*) is preliminary.

– A Link may offer parameters such as capacity and delay (see Annex D)

• These parameters depend on the type of technology that supports the Link.

B.1.2.6 LinkPort

Qualified name: CoreModel::CoreNetworkModel::ObjectClasses::LinkPort

The association of the Link to LTPs is made via LinkPort. The LinkPort class models the access to the Link function. The traffic forwarding between the associated LinkPorts of the Link depends upon the type of Link. In cases where there is resilience, the LinkPort may convey the resilience role of the access to the Link. The Link can be considered as a component and the LinkPort as a Port on that component.

Inherits properties from:

– LocalClass

See Table B.1-8.

Table B.1-8 – Attributes for LinkPort








	Attribute name

	Lifecycle stereotype (empty = Mature)

	Description




	_ltp

	

	The LinkPort may be associated with more than one LTP when the LinkPort is bidirectional and the LTPs are unidirectional. Multiple Ltp – Bidirectional LinkPort to two Uni Ltps Zero Ltp – BreakBeforeMake transition – Planned Ltp not yet in place – Off-network LTP referenced through other mechanism.




	role

	

	Each LinkPort of the Link has a role (e.g., symmetric, hub, spoke, leaf, root) in the context of the Link with respect to the Link function.




	offNetworkAddress

	Experimental

	A freeform opportunity to express a reference for a Port of the Link that is not visible and hence is outside the scope of the control domain (off-network). This attribute is expected to convey a foreign identifier/name/address or a shared reference for some mid-span point at the boundary between two administrative domains. This is a reference shared between the parties either side of the network boundary. The assumption is that the provider knows the mapping between network port and offNetworkAddress and the client knows the mapping between the client port and the offNetworkAddress and that the offNetworkAddress references some common point or pool of points. It may represent some physical location where the hand-off takes place. This attribute is used when an LTP cannot be referenced. A Link with an off-network end cannot be encompassed by an FD.




	linkPortDirection

	

	The orientation of defined flow at the LinkPort.




	_fcPort

	Experimental

	Where a Link supports FCs each LinkPort of that Link supports the corresponding FcPorts.





B.1.3 Clock, timing and synchronization

Propagation of timing information (frequency, time or both) is a fundamental aspect of networking. The timing model includes a representation of the clock used to provide timing for the functionality of a device. For many applications the clock in a device needs to be synchronized to clocks in other devices (i.e., build a synchronized network). The model represents the control of capability that allows for the clock be synchronized with other devices that provide a timing signal and of capability that allows the clock to provide a timing signal to other devices.

The timing signals are supported by various network protocols and synchronization is achieved by various techniques. The model described here is a generalized model that can be applied to any network protocol (see TR-512.A.8 for more details). For any particular case the specific properties for the corresponding protocol/technique via the specification approach (see Annex G).
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CoreModel diagram: Synchronization-ClockInContext.

Figure B.1-3 – Clock related to LTP, C&SC and FC

Figure B.1-3 shows the clock (highlighted in red) and associations (highlighted in blue) that form the clock model.

Qualified name: CoreModel::CoreNetworkModel::ObjectClasses::Timing::Clock

Clock function processes the input sync information (frequency and ssm or time stamp and PTP announce messages) and provides the modified sync information to the sync distribution function. If none of the inputs meet the quality defined by the controller, the clock may enter a hold-over or free-run mode. The status of the clock will be reported to the controller.

Inherits properties from:

– LocalClass

This class is Experimental.

Table B.1-9 – Attributes for Clock








	Attribute name

	Lifecycle Stereotype (empty = Mature)

	Description




	runMode

	Experimental

	The run-mode of the frequency system clock, such as free-run, locked, and holdover.




	_encompassedClock

	Experimental

	A clock may be emergent from and may effectively encompass several clocks in a resilient solution.




	_encapsulatedFc

	Experimental

	A Clock may encapsulate an FC related to resilience where the clock provides an output that is essentially that of one of several other clocks in the resilience scheme.




	_outputLtp

	Experimental

	A Clock may feed one or more LTPs with timing information to propagate across the network (it may feed no LTPs).




	_encapsulatedCasc

	Experimental

	The Clock may encapsulate a complex FC where there is a resilience mechanism active and that FC will need to be controlled.

The Casc to control the FC can be encapsulated in the Clock.




	_phaseAlignedClock

	Experimental

	One or more clocks can be actively phase aligned (this is especially relevant in a hitless resilience scheme).





B.1.4 NetworkElement, NetworkControlDomain and SdnController

As explained in the previous edition (Edition 2) of this Recommendation, the classes SdnController, NetworkControlDomain and NetworkElement11 have been reassessed and new classes have been developed in this release. Figure B.1-4 shows the relationship between the Edition 2 classes (that have been deprecated – highlighted with red text and borders) and the new classes via some expanded example classes (highlighted in green) that show two aspects of a control entity, the controller itself and the view of the controller.
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CoreModel diagram: Forwarding-SkeletonWithControllers.

Figure B.1-4 – Skeleton Class Diagram of key object classes showing Controllers

The new model is explained in full detail in Annex H. The key consideration is that the ControlComponent (SDN Controller) exposes a ControlView which includes via aggregation (highlighted in blue) all controlled entities (where a controlled entity is allowed to be in many ControlViews). The SDN Controller exposes itself as a ControlComponentView and also exposes the NEs as SubordinateExposedViews which provides a further ControlView that includes the NE ControlComponentView (i.e., the control aspects of the NE) and the aggregation of the subset of the entities from the SDN Controller ControlView that the NE controls. These are presented in the terminology and naming of the SDN Controller.

B.2 Explanatory figures

This clause provides figures that illustrate the application of the model to various network scenarios. The clause covers both forwarding and termination. The forwarding views are relatively lightweight. More sophisticated forwarding views are provided in Annex D and Annex E).

See Figure 5-2 for a key to the symbol set used in the figures contained in this annex.

B.2.1 Forwarding

B.2.1.1 Basic forwarding

The basic forwarding model, described in previous clauses, offers the capability to enable constrained forwarding between LTPs. Figure B.2-1 provides a basic nodal view.
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Figure B.2-1 – Forwarding fragment in a nodal view

Figure B.2-1 illustrates the ForwardingConstruct (FC) in the context of two LTPs. The FC defines the enabled constrained forwarding between the LTPs (in Figure B.2-1 it is point to point). The FcPort of the FC is shown within the FC, emphasizing the strict whole-part relationship and lifecycle dependency of the FcPort on the FC. The FcPorts are effectively FC component ports. The FC shown has two FcPorts, but the model allows for two or more FcPorts [2..*], where in some cases the FcPort could be selected as a source or destination for switching. The protection switching capability is explained in Annex E.

The [0..2] multiplicity of _ltpRefList (at the end of the association “FcPortConnectedToLtp”) allows for a bidirectional FcPort to associate with two unidirectional LTPs.

B.2.1.2 Forwarding the Topology

The FC defining the enable constrained forwarding between a set of LTPs can be considered in the context of a network topology offering capacity.

Figure B.2-2 shows a network for a single LP in terms of the basic topology of FDs, Links and LTPs (grey) that provide capability and capacity for the LP and the signal forwarding using FCs (X, Y and Z) and LTPs (green) enabling information flow for the LP.
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Figure B.2-2 – Forwarding in a single layer

Clause B.2.2 deals with LTP layering considered in the context of single FDs. More sophisticated multi-layer multi-FD and multi-view considerations are covered in detail in Annex D.

B.2.1.3 Forwarding in the media layer

Consider media (glass, copper, air, etc.) through which information is to be transferred. An appropriate medium is relatively transparent to some particular wave/particle flow (light, microwaves, electrons, etc.), i.e., when the medium is present it is inherently enabled to forward some specific flows “uninhibited”.

Also consider a wave/particle flow that is modulated by a source of information such that the information can be recovered by observing the flow (and hence termination some or all of the flow) at some point remote from the source. When the modulated flow is applied to an appropriate medium it is possible to transfer information from a source to a distant receiver at the boundary of the medium.

On this basis, and considering the definition of ForwardingConstruct (FC), it is clear that the effect of a medium can be represented by an FC and that the FC is always essentially present. The existence of an FC instance is independent of the presence (or absence) of a flow/wave and information encoded within it (if any). A wave/flow cannot propagate without an FC. In some cases the FC may support the propagation of the wave/flow, but the characteristics of the FC may prevent the transfer of information.

In general, a medium imposes degradation on the flow where the specific characteristics of the medium interact with the characteristics of the flow for example:

– Absorption causing loss of power

– Interference between flows causing loss of integrity

– Dispersion causing loss of integrity

– Adding noise causing loss of integrity

– Restricting bandwidth (frequency slot) causing loss of information integrity.

As flow takes place in a length of a medium it can be represented by an FC with certain characteristics.

On some occasions the characteristic can be used to advantage. For example the interaction that takes place in an Erbium doped fibre causes amplification of the power in one flow.

Fibre adjacency could be represented with a media Link/FD and hence the bridge between the (atomic/static) physical consideration and the photonic functional considerations. A medium will have some non-linear characteristics. Because the medium can modify the flow in a complex way, and considering that there is media both within a device and between devices the choice of whether to represent an element supporting the FC as Link or FD is driven purely by its position.

A physical medium is passive in nature, but when stimulated with the appropriate flows, both linear and non-linear characteristics of the medium cause complex activity that yields relevant emergent functionality. In some media the characteristics are such that:

– Power may be transferred from a flow of one characteristic to a flow of another characteristic in the medium

• Linear

○ Electronic to photonic (e.g., a laser)

○ Photonic to electronic (e.g., a photodiode).

• Non-linear

○ Photonic to photonic (an optical amplifier)

○ Photonic to photonic in a fibre (causing interference).

– Modulation may be transferred from a flow of one characteristic to a flow of another characteristic12 in the medium

• Electronic to photonic (e.g., a laser13)

• Photonic to electronic (e.g., a photodiode).

On this basis, an FC may be fed with inputs of different characteristics and as a result the power and/or modulation may transfer from one domain to another (e.g., electronic to photonic). There may also be a media change with no change of domain of flow (e.g., an air gap in an optical network where the light passes temporarily into a gaseous medium, e.g., at the junction between the medium of the laser and the fibre).

Clearly some media are constructed to minimize the undesirable effect of non-linear characteristics (e.g., the fibre between sites) and other media are constructed to take advantage of non-linear characteristics (e.g., Erbium doped fibre amplifier (EDFA)).

A physical medium necessarily occupies three dimensional space. Within that space a flow can be in any direction and can spread. There is no simple relevant quantization, it is not slotted or grid based, it is essentially continuous. In some cases overlaying a conceptual grid structure is beneficial but this is a view and not an inherent aspect of the medium. The model does not assume any grid structure. If there is a relevant grid/band formulation this will be detailed in a specification model (as described in Annex G).

The “any direction” characteristic is termed “omni-directionality”. To cater for this aspect the directionality enumerations have been extended appropriately. In some cases a medium will restrict the flow (due to diminished physical dimensions) to be only meaningful in one dimension (e.g., an optical fibre), but the case is still considered as omni-directional. Further restrictions using appropriate active elements will prevent flow in one direction in an essentially one dimensional case. Under these circumstances the more usual unidirectional representations will apply. As is the case for other layers, bidirectional is applied to an FC that is an abstraction of an assembly of two oppositely directed unidirectional FCs.

In the media layer, bidirectional abstractions are normally only used as higher-level abstraction for the purpose of managing network connectivity14. For other purposes, bidirectional representations are rarely useful and in most cases omni-directional or unidirectional representations are used.

Figure B.2-3 the key enhancements made to the model to support media.
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CoreModel diagram: Forwarding-EnhancementsRelatedToMedia.

Figure B.2-3 – Enhancements related to media (highlighted in red)

Figure B.2-3 highlights in red the additions and adjustments made to the model to accommodate media. There are two additional ForwardingEntity Pacs both of which provide information on analogue characteristics15.

Often the media forwarding devices have a fixed number of FcPorts where the forwarding characteristics per port are variable. Figure B.2-4 shows an FC that represents a multi-port tunable filter.

The figure shows internal FCs and uses the FcPortIsFcPOrtOfInternalFc association. The internal FCs could be represented as elements of an FcRoutes (rather than directly via the FcHasLowerLevelFcs), if they need to be explicitly exposed, or simply as bundles of attributes explained by the FcSpec where, amongst other things, the FcSpec would define the frequency and transfer characteristics (loss/gain, gain tilt (for an amplifier), chromatic dispersion, “distortion”, etc.)16. When using the spec the SubordinateForwarding specification mechanism is used (see Annex G).

[image: Image]

Figure B.2-4 – Broadband coupler/splitter with tuneable filter (FC contains FC)

Where the FcSpec is used, the FcSpec defines internal routes and parameters of the route. Where the properties are fixed, they could be defined only in the spec as usual. So fixed coupler/splitters just need the FC with spec but variable devices also need route, reflecting the spec against which to hold the controls. Like FcSwitch this can be a sparse model so the Route FC is present unconnected or just the measure is provided against the main FC with NO route where the measure is numbered as per the spec and probably with respect to the port numbering.

As for all media, a fibre has a particular transfer characteristic that essentially filters incoming flow allowing only photons with characteristics in a relatively small range to pass almost unimpeded17. Photons well outside this range will not pass at all. A flow of photons with characteristics near the edge of the range may be attenuated and the phase characteristics of the modulated information may be impaired. The transfer characteristics of a fibre are complex. Photons within a range of characteristics that may readily pass are considered to be in a band.

A media network is constructed from an arrangement of units of media. Considering the omni-directional nature of the media, some of the units of media will broadcast a flow (splitting the power) and others will merge flows, as shown in the figure above. All units of media will apply some degree of filtering. A band of characteristics for which there is minimal attenuation can be considered as a channel through which a flow can pass relatively unimpeded. A particular medium may have several channels (as it may have several bands).

To determine if a flow of a particular characteristic will pass through a chain of units of media in a network, the characteristic of those units must be accumulated appropriately. For the filtering characteristics, the method of accumulation can be considered as intersection. The intersection of channel definitions for each unit of media defines the channel through the chain. [ITU-T G.872] defines the term for these channels to be “media channel”.

As discussed earlier, an FC is used to represent the enabled flow. An FC is therefore used to represent a channel through a medium18 and also through any chain of units of media. As a chain can be considered as starting anywhere and ending anywhere, this leads to the FC being a grouping of any series of FC and hence grouping FCs are NOT in a simple hierarchy.
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Figure B.2-5 – Chain of filters and fibres

Figure B.2-5 shows a simple arrangement of units of media represented as FCs and emphasizes the non-hierarchical nature of the treatment. The filter characteristics of the units of media are considered and such that the characteristics of an FC is the intersection of the characteristics of the FCs it is composed of. The FcPort to Pin of the Connector is explained in clause B.2.5, Relationships to the physical port.

Figure B.2-6 shows a view of the same chain of filters and fibres with a purely FC based abstraction. The figure illustrates the use of two different associations between FcPorts, one allowing chaining of FCs and the other allowing nesting of FCs. This abstraction could also be applied to layers other than media to provide a flow only view where the specific termination considerations are not relevant and where the connected FCs are alternately in a Link and in an FD (potentially in a Route context).
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Figure B.2-6 – Abstraction of chain of filters and fibres

Figure B.2-7 illustrates a more complex arrangement with a splitter/coupler and shows three FCs that have a point in common to the left of the diagram and show the effects of the individual ports of the coupler splitter when viewed at the points to the right of the diagram.
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Figure B.2-7 – Complex assembly of chains of filters and fibres

B.2.2 Termination

B.2.2.1 Cases of LTP and LP

In some figures, the LP is depicted with a view of the internal details. Figure B.2-8 shows the cases illustrated in the figures. In a realization, the LP detailed structure would be expressed by a specification as described in Annex G.
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Figure B.2-8 – LP cases

The relationship between some of the entities in the CIM and other familiar models are shown in Figure B.2-9, which also provides a key to some additional symbols. Further mappings are provided in Appendix III.
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Figure B.2-9 – Mapping from ITU-T and TM Forum Termination models to the Core19
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Figure B.2-10 – Representations of LTPs

In Figure B.2-10, the pictorial form shows a number of representations of LTPs (purple, grey and green) representing the layering associated with physical ports (purple), their connectable clients (green) and floating LTPs (grey). The right most pictorial form shows the relationship between the LTP and the LP in terms of a detailed symbol derived from work by TM Forum and ITU-T.20 An LP instance represents all aspects of termination of a single layer-protocol. An LTP is composed of 1 or more LPs, where the LPs represent the stack of terminations relevant to the LTP as depicted in the pictorial view. A termination stack may spread across several LTPs. The reason for this split includes multiplicity, connection flexibility and flow orientation transitions.

In the model:

– The flow of signals through the aspects of the LP shown in Figure B.2-10 is not currently formally represented

• The LTP specification work (see Annex G), which is currently experimental, provides the basis for formal representation in a future edition.

– The flow between LPs within an LTP is represented via list order (see the note in Figure B.2-10).

– The flow between LPs in different LTPs in a hierarchy is represented by the specific LTP relationship (see Figure B.2-7) and the corresponding LP list order in the LTP

• In Figure B.2-10, the Sink21 signal flowing from the top of the upper LP of the purple LTP (i.e., the last entry in the LP list of that LTP) passes to the bottom of the LP in the associated green LTP.

There are a number of different cases of LTP that are depicted in Figure B.2-11.
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Figure B.2-11 – LTP cases

B.2.2.2 Cases of LTP and LP

Figure B.2-12 shows a number of LTPs (purple and green) representing the layering associated with physical ports (purple) and their connectable clients (green) as described in clause B.2.2.1. Figure B.2-12 shows in more detail the partitioning of the layer stack between LTPs. Several different relationships are available for use at the split. The choice depends upon the orientation of traffic flow.

Consider the left most LTP pair in the pictorial form and a signal entering the bottom of the purple LTP (at a physical port). The signal would be de-multiplexed up to the top of the purple LTP and then re-multiplexed as it travels down the green LTP. The association between the two is essentially a degenerate point-to-point FC. The LTPs are split because of the change in flow orientation (multiplexing orientation). The association supporting this relationship is shown in the UML diagram in Figure B.2-12.
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Figure B.2-12 – LTP relationships illustrated in a simple network element context

Considering the right most LTPs in the pictorial form and a signal entering the bottom of the purple LTP (at a physical port), the signal would be de-multiplexed up to the top of the purple LTP and then further de-multiplexed in the client LTPs. The LTPs are split because of a change in multiplicity or the opportunity to connect with an FC. The association supporting this relationship is shown in the UML diagram in Figure B.2-12.

In Figure B.2-13, the final LTP to LTP association is highlighted. This allows two LTPs that are associated with physical ports without the need for an FC. This is only allowed in a case when the relationship between the LTPs is such that the whole signal from one LTP must flow to the other with no flexibility. The association effectively represents a degenerate FC.
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Figure B.2-13 – LtpConnectsToPeerLtp illustrated in an Amplifier/Regenerator context

Figure B.2-14 shows a standard case of an FC between two LTPs (green) which are clients of LTPs (purple) where those LTPs support multiple clients.
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Figure B.2-14 – FC between LTPs

Figure B.2-15 shows a standard case of an FC between two LTPs (purple) where there is forwarding flexibility, but the LTP supports only one signal flow.
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Figure B.2-15 – FC between LTPs supporting only one flow

B.2.2.3 Inverse multiplexing

It is sometimes necessary to carry a single information flow that has a particular characteristic rate over a network where the bearers are too small to carry that rate of information transfer. Under these circumstances, it is necessary to use a mechanism that divides the information flow into parts to be conveyed in parallel over several of the bearers in parallel, such that it can be reassembled at the far end of the bearer into a flow that is indistinguishable from the original.

The division of an information flow into parts is called inverse multiplexing. There are a number of different schemes for inverse multiplexing (link aggregation roup (LAG), virtual concatenation (VCAT), etc.). Some schemes take advantage of other characteristics of the information flow such as the nature of the packet. The scheme provides distinct properties and also distinct measures. Regardless of the specific scheme, the essential model is the same.

In the case of the LAG, it is possible to use some of the bearers to protect others by simply overprovisioning. Again, this does not change the essential model, but may change the encapsulation, and certainly affects the parameters and measures.

In Figure B.2-16:

– The “Expanded Representation” diagram shows a view of the essential model of inverse multiplexing as an arrangement of basic generalized functions.

• The FC is shown with a selector that operates at signal rate selecting fragment by fragment from different inputs (where the fragments may be packets, frames, frame fragments) and feeds this as a stream towards the client.

This form is overly complex and there is opportunity for simplification.

– The “Encapsulated FC and CSC” diagram shows the chosen simplified form where the C&SC and the FC have been encapsulated in the LTP

• This encapsulation could be exposed within the spec of an LP of the LTP or could be summarized as attributes of the LP of the LTP.

This is the model for inverse multiplexing.

– There are two specific cases shown dealing with different multiplicities:

• ‘n clients and n “channels” on the server’ shows the use of the full “Encapsulated..” model.

• ‘1 client and 1 “channel” on the server’ shows the most reduced form.

The most likely case is ‘n clients and 1 “channel” on the server.
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Figure B.2-16 – Representation of inverse multiplexing

B.2.2.4 Clock, timing and synchronization

Figure B.2-17 illustrates the essence of the timing synchronization flows in terms of the model classes and associations from a nodal perspective. The case shown is intentionally complex including clock protection.

[image: Image]

Figure B.2-17 – Clock and timing synchronization

Figure B.2-18 shows only the model classes and associations (the signal flow is not shown).

[image: Image]

Figure B.2-18 – Clock and timing synchronization (only the model is shown)

Figure B.2-19 shows a simpler case where there is only a single clock in the device.

[image: Image]

Figure B.2-19 – Clock and timing synchronization with a single clock 
(only the model is shown)

The detailed representation shown above is somewhat cumbersome. A more compact approach is to use a combination of SchemeSpec (see Annex G) and ProcessingConstruct (see Annex K). The SchemeSpec is used to represent the pattern detail of the scheme and then a ProcessingConstruct form of the scheme can be related to the scheme providing fewer instances in a simpler form (a detailed view of a use of this technique is provided in Annex E (for ITU-T G.8032 protection).

Examples of use of the model are provided in Appendix XI and Appendix XII.

B.2.2.5 Termination in the media layer

Figure B.2-20 shows a laser with a back diode allowing direct measurement of the light from the laser. The actual lasing element is represented by an FC as discussed in an earlier clause. The electronic functions are represented as terminations. The overall effect of the electronic to photonic transition is termination.

The electronic to photonic and photonic to electronic transitions bound the photonic media layer.
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Figure B.2-20 – Laser as an active element (showing media)

The complex termination structures within the single LayerProtocol (outer triangle) of the LTP shown in the figure above are represented using the spec model. The inner triangles represent groupings of functionality that are more related to the physical structures. In an instance of LTP, the complexity is removed and the key properties are represented with attributes grouped to subordinate parts directed by the spec. The spec model is described in detail in Annex G. The application of the model to photonic media is explained in Appendix VII.

B.2.3 Network considerations

This clause highlights modelling of some simple network structures using LTPs and FCs in combinations. More complex network structures are covered in Annex D.

B.2.3.1 Media network

Figure B.2-21 shows a simplified end to end view of a photonic network showing a single flow direction from left to right.
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Figure B.2-21 – Network media channel formed from media channels

The network media channel (the FCs NMCA and NMCB) is from the point of injection of electrons into the laser medium to the point of emergence of electrons from the photodiode22. The NMCs shown are formed as a result of the effects of the filters in the coupler C and splitter D which are reflected in media channels MCA and MCB (both of which are FCs with three FcPorts). It is not until the lasers A and B are applied to the MCA and MCB that the effective NMCs can be determined. In the figure, Y and Z are wide band receivers. If A and B were tuned such that A⫅D2 (and hence A∩D1=Ø) and B⫅D1(and hence B∩D2=Ø), then NMCA would go from A to Y and NMCB from B to Z.

B.2.4 Directionality

The model supports bidirectional, unidirectional and mixed directionality constructs. Figure B.2-22 shows the directionality attributes and data types.
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Source Papyrus CoreModel diagram: ForwardingConnectivityFragmentWithLtAndDirection.

Figure B.2-22 – Model highlighting directionality

Figure B.2-23 illustrates the meaning of the key direction attributes in the model.

[image: Image]

Figure B.2-23 – Interpreting the direction attributes

Figure B.2-23 shows the bidirectional LTPs and an FC in an NE context. It should be noted that the terms Sink and Source are consistent with Input and Output at the base of the LTP/LP, but counterintuitive at the top of the LTP/LP (where a Sink outputs signal). The specific terminology is aligned to that used in ITU-T. Sink/Source are defined in terms of “flow orientation” in the layer stack (i.e., client to server or server to client).

There are a number of legal combinations of bidirectional and unidirectional LTPs and FCs. Figure B.2-24 provides an overview.
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Figure B.2-24 – Various mixed directionality forms

Figure B.2-25 shows how to relate two unidirectional LTPs to a single FC where the two LTPs are intended to carry the same traffic. The pattern also applies to bidirectional LTPs and FCs.
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Figure B.2-25 – Interrelationship of a pair of unidirectional LTPs and a unidirectional FC

Figure B.2-26 shows how to relate two unidirectional FCs to a single LTP where the two FCs are intended to carry the same traffic. The pattern also applies to bidirectional LTPs and FCs.
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Figure B.2-26 – Interrelationship of a pair of unidirectional FCs and a single LTP

In some network cases, the LP encapsulates several terminations functions with the same essential orientation of flow. Figure B.2-27 shows a case with non-intrusive monitoring in an LTP (green). In that LTP, the two cases of Sink flow are distinguished by recognizing that one is in the normal orientation (red flow) with respect to standard traffic flow, i.e., the signal passed from the Server LTP is further terminated, whereas the other is in a non-normal orientation, i.e., the signal that would be expected to be encoded by (multiplexed, etc.) by the server LTP is actually terminated (blue going to brown flow). The non-normal orientation is called ContraSink.
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Figure B.2-27 – Contra-directionality showing monitors

The same logic applies to the Source terminations as depicted in Figure B.2-28 where the LTP has both non-intrusive monitoring (as in Figure B.2-27) and the potential for active test signal injection in an LTP (green).
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Figure B.2-28 – Contra-directionality showing monitors and signal sources

The Client LTP has one LP (which is considered simply as Bidirectional) that has four termination functions (where two are contra-directional). As a consequence, there are four inputs to the termination functions, distinguished as follows:

– Source Input

– ContraSource Input

– Sink Input

– ContraSink Input.

It is expected that the LP directly includes the Source and Sink attributes and a composed part of the LP would include the ContraSource and ContraSink attributes (this is for further study23).

In the following example (see Figure B.2-29), there is a deep inspection capability, although it deals with two layers of inspection. It is assumed that the forwarding technology is such that the server layer supports only one client. Although the LTPs are bidirectional, the upper LP of the green LTP is a unidirectional Sink. This illustrates one case where an LTP directionality is different from the directionality of an included LP.

The Client LTP (which is considered simply as Bidirectional) has two termination functions in the layer protocol of the FC (where one is contra-directional). As a consequence, there are two inputs to termination functions. These are distinguished as follows:

– Sink Input

– ContraSink Input.
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Figure B.2-29 – Contra-directionality showing deep inspection

B.2.4.1 Inherent and assigned directionality

A photonic filter is inherently omni-directional. A device may be constructed that encapsulates a pair of identical filters and administratively designates one filter to be used in the reverse direction to the other. However, the directionality of the representation of the parts is still omni-directional. There is no imposed directionality knowledge. Only if there is a constraint within the scope of the things that a thing oversees, is the directionality allowed to be exposed.

If there is a circulator that makes an element unidirectional, then that is exposed at the ports of the overall representation (FC). Likewise, the end-end FC from laser to receiver is unidirectional, but it is possible that the components between them are omni-directional. Where there is a dark fibre offered to a customer, it is omni-directional.

The operator may choose to place detectors on the fibre to make the service unidirectional, or may simply offer it as unidirectional but the unidirectional property then only appears at the highest level.

The abstraction of intention will convey the assigned directionality, the representation of the realization will expose the inherent directionality.

A signal has an inherent direction of propagation. Consider the case of a 3-port filter with a media channel between ports 1, 2, with a relative central frequency of -100 and a width of 100, and another media channel between ports 1 and 3, with a relative central frequency of +100 and a width of 100. The administrator could designate the 1-2 media channel to be used only for signals propagating in the 1-2 direction and the 1-3 media channel to be only used for signals propagating in the 3-1 direction. This is a simple example of single fibre working. Whilst this is not a common mode of operation24, it is covered by the model.

It is reasonable to administratively assign directionality to the media channels for port 2 and 3 but port 1 must remain omni-directional.

B.2.5 Relationships to the physical port

Complex relationships between the physical port and the LTP are discussed in Annex F (a symbols set is described in that document for physical connectors and pins which is used below).
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Figure B.2-30 – Basic association between LTP and Physical Connector

As explained earlier, the effect of the media, e.g., a fibre, is represented by an FC.

The model also allows FC port to directly associate with a connector pin to allow the representation of the fibre with connectors.

The following sequence of figures shows that the fundamental relationship is that between the FC and the pin, and that this is the basis for the LTP to pin (and hence port).

In Figure B.2-31, assume that the LP shown is an OE capability operating in the photonic domain to the physical connector (where the LP represents a laser/receiver pair). There is necessarily a fibre present between the laser and the physical connector, and a fibre present between the connector and the receiver (assuming that this is not a single fibre working case).
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Figure B.2-31 – FC and physical connector

But considering the LTP model, the FC can be encapsulated in the LTP.

[image: Image]

Figure B.2-32 – Clarified LTP to physical connector association

The LTP associated to the physical connector is actually as shown above, and hence the physical connector is always essentially associated with an FC.
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CoreModel diagram: Forwarding-PhysicalPortAndFc.

Figure B.2-33 – LTP and LP to pin via ConnectionSpec

In a simple photonic coupler/splitter the FC is directly connected to the pins.
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Figure B.2-34 – Broadband coupler/splitter with tuneable filter showing pins

The relationship between an FcPort and a connector pin allows only one pin per FcPort as the intention is that the photonic FC corresponds to a single unit of media, and hence the FC cannot distribute across multiple pins (the pin also corresponds to a single unit of media). Where a signal is distributed across multiple pins, it will necessarily be on several units of media and hence will have several media FCs.

Not all FcPorts have associated physical connectors that are visible in the view. The model allows FCs to be chained FcPort to FcPort with no need for a physical connector to be exposed.

B.3 Work in progress

Figure B.3-1 shows some constraints on the associations in the model. Further work is being carried out on how to most appropriately represent constraints. Figure B.3-1 also shows some classes related to other parts of the model covered in other documents (see Annexes D and E).
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Source Papyrus CoreModel diagram: HighLevelDetail.

Figure B.3-1 – Class diagram of all key classes showing attributes and constraints

Figure B.3-1 shows owned attributes of the key classes in the model. Not all classes are shown and the classes in Figure B.3-1 have additional attributes related to associations with those classes, as well as some inherited attributes and some experimental attributes.


Annex C

Foundation – Identifiers, naming and states

(This annex forms an integral part of this Recommendation.)

This annex focuses on the parts of the core foundation model of the CIM that deal with identifiers, naming and states. The CoreFoundationModel covers all aspects of naming and addressing for all classes in the ONF-CIM. This annex focuses specifically on:

– Definition of terminology related to naming and identity.

– Description of the model for naming and identifiers that is inherited by other models.

– Description of the state model.

EDITORIAL NOTE – The UML figures contained in this Recommendation are also available in png format here.

C.1 Naming and identifiers

C.1.1 Key considerations

To communicate about a thing it is necessary to have some way of referring to that thing, i.e., to have some reference. Terms such as name and identifier are often used when describing the reference. Unfortunately these terms in general usage have ambiguity in their definition that leads to erroneous system behaviour. To ensure that the controller system behaviour is not erroneous, the model has adopted the following principal descriptions:

– Entity25: Has identity, defined boundary, properties, functionality and lifecycle in a global context.

• Examples: Equipment (see Annex F), an LTP (see Annex B).

– Entity Feature26: An inseparable, externally distinguishable part of an entity:

• Examples: A pin in a connector (see Annex F), the ports of an FC (see Annex B), a face of a cube, the handle of a cup

• Note that this is important from a modelling perspective as the representation appears similar to that of an Entity

• Represented using a UML class.

– Role: A specific structure of responsibilities, knowledge, skills, and attitudes in the context of some activity or greater structure. The role has an identity and identifier.

– Identifier: A property of an entity/role with a value that is unique within an identifier space, where the identifier space is itself globally unique, and immutable. An identifier carries no semantics with respect to the purpose or state of the entity.

– Universally Unique Identifier27 (UUID): An identifier that is universally unique.

– Local ID: An identifier that is unique in the context of some scope that is less than the global scope.

– Name: A property of an entity with a value that is unique in some namespace but may change during the life of the entity. A name carries no semantics with respect to the purpose of the entity.

– Label: A property of an entity with a value that is not expected to be unique and is allowed to change. A label carries no semantics with respect to the purpose of the entity and has no effect on the entity behaviour or state.

• A label can be used to carry a freeform text string for any operator purpose. The contents of a label in one view may happen to be the value of a name or identifier in another view. From the perspective of the view with the label there is no expectation other than the value is a string.

– Place: Where something is located.

– Address: A structure of named values28 in some address space that defines a location (a volume in that address space) where the structure is a nested hierarchy.

• A named value may be a name or identifier, the name of the value may be a name or identifier.

– Route: The way (via specified intermediate locations and paths) to get to one location from another.

– Property: A quality associated with a thing, structure or location.

– Semantics: Meaning.

– Reference: Data in a communication between two applications that allows a shared understanding of the individual things.

• This could be an identifier (including a UUID), a name, an address or a route, depending upon the needs.

NOTE 1 – An entity may be known to be at a place in some functional or physical structure.

NOTE 2 – A role may be known to be at a place in some process or behavioural structure.

Figure C.1-1 illustrates the naming/identifier-related attributes defined in the CIM. They are the UUID, Local ID, Name and Label.

The model includes two abstract classes that provide names and identifiers, the GlobalClass and the LocalClass.29 A GlobalClass represents a type of thing that has instances that can exist in their own right (independently of any others). A LocalClass represents a type of thing that is inseparable from a GlobalClass, but that is a distinct feature of that GlobalClass, such that the instances of LocalClass are able to have associations with other instances. The mandatory LocalId of the LocalClass instance is unique in the context of the GlobalClass instance, from which it is inseparable.

The model also includes Extension which is not related to naming/identification. Extension provides an opportunity to define properties not declared in the class that extend the class, enabling a realization with simple ad hoc extension of standard classes to be conformant.

Note that a UUID is applicable only to global type object classes (i.e., subclasses of GlobalClass) and that their instances can exist in their own right, e.g., LTP, FD, Link, FC, and NetworkElement. The other naming/identifier-related attributes are applicable to both global type object classes and local type object classes (i.e., subclasses of LocalClass).30
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Source Papyrus CoreModel diagram: Foundation-CommonPackagesNoNotes.

Figure C.1-1 – Class diagram for Naming and Identifiers of objects

C.1.2 Classes and attributes

C.1.2.1 Address

Qualified name: CoreModel::CoreFoundationModel::SuperClassesAndCommonPackages::ObjectClasses::Address

This class provides an opportunity to state the location of the entity via one or more hierarchies of narrowing contexts.

This class is abstract.

See Table C.1-1.

Table C.1-1 – Attributes for BaseClass








	Attribute name

	Lifecycle stereotype (empty = Mature)

	Description




	addressList

	Experimental

	One or more descriptions of the location





C.1.2.2 ConditionalPackage

Qualified name: CoreModel::CoreFoundationModel::SuperClassesAndCommonPackages::ObjectClasses::ConditionalPackage

The base class for conditional packages.

This class is abstract.

Inherits properties from:

– Extension

– Label

This class is Experimental.

C.1.2.3 Extension

Qualified name: CoreModel::CoreFoundationModel::SuperClassesAndCommonPackages::ObjectClasses::Extension

Extension provides an opportunity to define properties not declared in the class that extend the class, enabling a realization with simple ad hoc extension of standard classes to be conformant.

This class is abstract.

See Table C.1-2.

Table C.1-2 – Attributes for Extension








	Attribute name

	Lifecycle stereotype (empty = Mature)

	Description




	extensionList

	

	List of simple name-value extensions.





C.1.2.4 GlobalClass

Qualified name: CoreModel::CoreFoundationModel::SuperClassesAndCommonPackages::ObjectClasses::GlobalClass

Represents a type of thing (an Entity), which has instances that can exist in their own right (independently of any others). Entity: Has identity, defined boundary, properties, functionality and lifecycle in a global context [consider in the context of a Class: (usage) The representation of a thing that may be an entity or an inseparable Entity Feature].

This class is abstract.

Inherits properties from:

– Extension

– Label

– Address

– State_Pac

– Name

See Table C.1-3.

Table C.1-3 – Attributes for GlobalClass








	Attribute name

	Lifecycle stereotype (empty = Mature)

	Description




	localIdList

	

	An identifier that is unique in the context of some scope that is less than the global scope (consider in the context of Identifier: A property of an entity/role with a value that is unique within an identifier space, where the identifier space is itself unique, and immutable. The identifier therefore represents the identity of the entity/role. An identifier carries no semantics with respect to the purpose of the entity).




	uuid

	

	UUID: An identifier that is universally unique (consider in the context of Identifier: A property of an entity/role with a value that is unique within an identifier space, where the identifier space is itself globally unique, and immutable. An identifier carries no semantics with respect to the purpose or state of the entity). The uuid should be treated as opaque by the user.





C.1.2.5 Label

Qualified name: CoreModel::CoreFoundationModel::SuperClassesAndCommonPackages::ObjectClasses::Label

A property of an entity with a value that is not expected to be unique and is allowed to change. A label carries no semantics with respect to the purpose of the entity and has no effect on the entity behaviour or state.

This class is abstract.

See Table C.1-4.

Table C.1-4 – Attributes for Label








	Attribute name

	Lifecycle stereotype (empty = Mature)

	Description




	labelList

	

	List of labels.





C.1.2.6 LocalClass

Qualified name: CoreModel::CoreFoundationModel::SuperClassesAndCommonPackages::ObjectClasses::LocalClass

A LocalClass represents a Feature of an Entity. It is inseparable from a GlobalClass, but is a distinct feature of that GlobalClass such that the instances of LocalClass are able to have associations with other instances. Feature of an Entity: An inseparable, externally distinguishable part of an entity. The mandatory LocalId of the LocalClass instance is unique in the context of the GlobalClass from which it is inseparable [consider in the context of an Object Class: (usage), the representation of a thing that may be an entity or an inseparable feature of an entity].

This class is abstract.

Inherits properties from:

– Extension

– Label

– Address

– State_Pac

– Name

See Table C.1-5.

Table C.1-5 – Attributes for LocalClass








	Attribute name

	Lifecycle stereotype (empty = Mature)

	Description




	localIdList

	

	An identifier that is unique in the context of some scope that is less than the global scope (consider in the context of Identifier: A property of an entity/role with a value that is unique within an identifier space, where the identifier space is itself unique, and immutable. The identifier therefore represents the identity of the entity/role. An identifier carries no semantics with respect to the purpose of the entity).





C.1.2.7 Name

Qualified name: CoreModel::CoreFoundationModel::SuperClassesAndCommonPackages::ObjectClasses::Name

Name: A property of an entity with a value that is unique in some namespace but may change during the life of the entity. A name carries no semantics with respect to the purpose of the entity.

This class is abstract.

See Table C.1-6.

Table C.1-6 – Attributes for Name








	Attribute name

	Lifecycle stereotype (empty = Mature)

	Description




	nameList

	

	List of names.





C.1.2.8 NameAndValueAuthority

Qualified name:
CoreModel::CoreFoundationModel::SuperClassesAndCommonPackages::ObjectClasses::NameAndValueAuthority

Represents the authority that controls the legal values for the names and values of a name/value attribute.

This class is abstract.

This class is Preliminary.

See Table C.1-7.

Table C.1-7 – Attributes for NameAndValueAuthority








	Attribute name

	Lifecycle stereotype (empty = Mature)

	Description




	uuid

	

	The UUID for the NameValueAuthority.





C.1.2.9 UniversalIdAuthority

Qualified name:
CoreModel::CoreFoundationModel::SuperClassesAndCommonPackages::ObjectClasses::UniversalIdAuthority

Represents the authority that controls the allocation of UUIDs.

This class is abstract.

This class is Preliminary.

See Table C.1-8.

Table C.1-8 – Attributes for UniversalIdAuthority








	Attribute name

	Lifecycle stereotype (empty = Mature)

	Description




	uuid

	

	The UUID for the UUID authority.





C.1.3 DataTypes

C.1.3.1 Address

Qualified name: CoreModel::CoreFoundationModel::SuperClassesAndCommonPackages::TypeDefinitions::Address

A description of location via a hierarchy of narrowing contexts.

See Table C.1-9.

Table C.1-9 – Attributes for Address








	Attribute name

	Lifecycle stereotype (empty = Mature)

	Description




	addressName

	Experimental

	The name of the address (to allow the specific hierarchy to be distinguished from others for the same entity).




	addressElement

	Experimental

	The elements of the address that form the recursive scope narrowing.





C.1.3.2 AddressElement

Qualified name:
CoreModel::CoreFoundationModel::SuperClassesAndCommonPackages::TypeDefinitions::AddressElement

One element of a hierarchy of elements. Note that the element must have one and only one value chosen from a list of potential value types.

See Table C.1-10.

Table C.1-10 – Attributes for AddressElement








	Attribute name

	Lifecycle stereotype (empty = Mature)

	Description




	addressElementName

	Experimental

	The name of the address element (e.g., “shelf” as an element of a shelf/slot/port addressing scheme). The remainder of the structure has the reference for the shelf.




	localId

	Experimental

	If the element is a localId (where the element above in the hierarchy must be the context in which the specific localId is relevant).




	uuid

	Experimental

	If the element is a uuid (where this element could be the top of a hierarchy but may also be at some level in the hierarchy where address navigation is considered necessary to assist in location of the UUID).




	name

	Experimental

	If the element is a name.




	_address

	Experimental

	See referenced class.




	arbitraryElement

	Experimental

	Where the element is from some external model that is not formally represented in this model.





C.1.3.3 LocalIdAndClass

Qualified name:
CoreModel::CoreFoundationModel::SuperClassesAndCommonPackages::TypeDefinitions::LocalIdAndClass

The localId and the class of entity that it identifies.

See Table C.1-11.

Table C.1-11 – Attributes for LocalIdAndClass








	Attribute name

	Lifecycle stereotype (empty = Mature)

	Description




	classOfInstance

	Experimental

	The class to which the name refers.




	localId

	Experimental

	The localId of the entity.





C.1.3.4 NameAndClass

Qualified name: CoreModel::CoreFoundationModel::SuperClassesAndCommonPackages::TypeDefinitions::NameAndClass

The name and the class of entity that it names.

See Table C.1-12.

Table C.1-12 – Attributes for NameAndClass








	Attribute name

	Lifecycle stereotype (empty = Mature)

	Description




	classOfInstance

	Experimental

	The class to which the name refers.




	name

	Experimental

	If the element is a name.





C.1.3.5 NameAndValue

Qualified name: CoreModel::CoreFoundationModel::SuperClassesAndCommonPackages::TypeDefinitions::NameAndValue

A scoped name-value pair.

See Table C.1-13.

Table C.1-13 – Attributes for NameAndValue








	Attribute name

	Lifecycle stereotype (empty = Mature)

	Description




	valueName

	

	The name of the value. The value need not have a name.




	value

	

	The value.




	_nameAndValueAuthority

	

	The authority that defines the named value.




	_globalClass

	

	The scope of the name uniqueness.




	_localClass

	

	The scope of the name uniqueness.





C.1.3.6 UniversalId

Qualified name: CoreModel::CoreFoundationModel::SuperClassesAndCommonPackages::TypeDefinitions::UniversalId

The universal ID value where the mechanism for generation is defined by some authority not directly referenced in the structure. An example structure is [b-IETF RFC 4122].

See Table C.1-14.

Table C.1-14 – Attributes for UniversalId








	Attribute name

	Lifecycle stereotype (empty = Mature)

	Description




	value

	

	The specific value of the universal identifier.





C.1.4 Use of names, identifiers and addresses

Figure C.1-2 provides various examples of naming and identifier. Figure C.1-2 is currently under development and includes diagram elements from Annexes E and F.
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Figure C.1-2 – Sketch of names, identifiers and addresses for various entities

C.2 States

The Core Foundation Model also defines a State_Pac artefact, which provides state attributes. The work on states is preliminary at this stage (it is derived from [ITU-T X.731]). The State_Pac is inherited by GlobalClass and LocalClass object classes. The use of these states provides a consistent way to represent the overall operability, usability and current usage of the resource. See Figure C.2-1.

It should be noted that the states are «Preliminary»/«Experimental».
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Source Papyrus CoreModel diagram: GeneralizedStates.

Figure C.2-1 – States for all Objects

C.2.1 Classes and attributes

C.2.1.1 AdministrativeState

Qualified name: CoreModel::CoreFoundationModel::StateModel::StateMachines::AdministrativeState::AdministrativeState

This class is Experimental.

C.2.1.2 LifecycleState

Qualified name: CoreModel::CoreFoundationModel::StateModel::StateMachines::LifecycleState::LifecycleState

This class is Experimental.

C.2.1.3 OperationalState

Qualified name: CoreModel::CoreFoundationModel::StateModel::StateMachines::OperationalState::OperationalState

This class is Experimental.

C.2.1.4 State_Pac

Qualified name: CoreModel::CoreFoundationModel::StateModel::ObjectClasses::State_Pac

Provides general state attributes.

This class is Preliminary.

See Table C.2-1.

Table C.2-1 – Attributes for State_Pac








	Attribute name

	Lifecycle stereotype (empty = Mature)

	Description




	operationalState

	Preliminary

	The operational state is used to indicate whether the resource is installed and working.




	administrativeControl

	Experimental

	The administrativeControl state provides control of the availability of specific resources without modification to the provisioning of those resources. The value is the current control target. The actual administrativeState may or may not be at target.




	administrativeState

	Preliminary

	Shows whether the client has permission to use or has a prohibition against using the resource. The administrative state expresses usage permissions for specific resources without modification to the provisioning of those resources.




	lifecycleState

	Preliminary

	Used to track the planned deployment, allocation to clients and withdrawal of resources.





C.2.2 Enumerations

C.2.2.1 AministrativeControl

Qualified name: CoreModel::CoreFoundationModel::StateModel::TypeDefinitions::AdministrativeControl

Reflects the current control action when the entity is not in the desired state.

Applied stereotypes:

– Experimental.

Contains Enumeration Literals:

– UNLOCK:

• The intention is for the entity to become unlocked. The entity may already be UNLOCKED.

• Applied stereotypes:

○ Experimental.

– LOCK_PASSIVE:

• The intention is for the entity to become locked but no effort is expected to move to the Locked state (the state will be achieved once all users stop using the resource). The entity may be LOCKED.

• Applied stereotypes:

○ Experimental.

– LOCK_ACTIVE:

• The intention is for the entity to become locked and it is expected that effort will be made to move to the Locked state (users will be actively removed). The entity may already be LOCKED.

• Applied stereotypes:

○ Experimental.

– LOCK_IMMEDIATE:

• The intention is for the entity to become locked and it is expected to move to the Locked state immediately (users will be force removed). The entity may already be LOCKED.

• Applied stereotypes:

○ Experimental.

QUIESCENT:

• The administrative state is at a stable value (LOCKED/UNLOCKED) and no action is being taken.

• Applied stereotypes:

○ Experimental.

Qualified name: CoreModel::CoreFoundationModel::StateModel::TypeDefinitions::AdministrativeControl

Reflects the current control action when the entity is not in the desired state.

Applied stereotypes:

– Experimental.

Contains Enumeration Literals:

– UNLOCK:

• The intention is for the entity to become unlocked. The entity may already be UNLOCKED.

• Applied stereotypes:

○ Experimental.

– LOCK_PASSIVE:

• The intention is for the entity to become locked but no effort is expected to move to the Locked state (the state will be achieved once all users stop using the resource). The entity may be LOCKED.

• Applied stereotypes:

○ Experimental.

– LOCK_ACTIVE:

• The intention is for the entity to become locked and it is expected that effort will be made to move to the Locked state (users will be actively removed). The entity may already be LOCKED.

• Applied stereotypes:

○ Experimental.

– LOCK_IMMEDIATE:

• The intention is for the entity to become locked and it is expected to move to the Locked state immediately (users will be force removed). The entity may already be LOCKED.

• Applied stereotypes:

○ Experimental.

– QUIESCENT:

• The administrative state is at a stable value (LOCKED/UNLOCKED) and no action is being taken.

• Applied stereotypes:

○ Experimental.

C.2.2.2 AministrativeState

Qualified name: CoreModel::CoreFoundationModel::StateModel::TypeDefinitions::AdministrativeState

The administrative state is used to show whether use of a resource is allowed or prohibited.

The administrative state can be observed and directly controlled by a certain operational roles.

Typically, only a user (in the provider context) with administrative privileges is allowed to write the administrative state, any other users are restricted to read only.

Applied stereotypes:

– Preliminary.

Contains Enumeration Literals:

– LOCKED:

• Users are administratively prohibited from making use of the resource.

• Applied stereotypes:

○ Preliminary.

– UNLOCKED:

• Users are allowed to use the resource.

• Applied stereotypes:

○ Preliminary.

– SHUTTING_DOWN:

• The entity is administratively restricted to existing instances of use only. There may be specific actions to remove existing uses. No new instances of use can be enabled. The resource automatically transitions to “locked” when the last user quits. The administrative state is not visible in the client context. The lifecycle state “pending removal” should be used to indicate to the client that the provider intends to remove the resource.

• Applied stereotypes:

○ Experimental.

C.2.2.3 LifecycleState

Qualified name: CoreModel::CoreFoundationModel::StateModel::TypeDefinitions::LifecycleState

This state is used to track the planned deployment, allocation to clients and withdrawal of resources.

Applied stereotypes:

– Experimental.

Contains Enumeration Literals:

– PLANNED:

• The resource is planned but is not present in the network. Should include a “time” when the resources are expected to be installed.

• Applied stereotypes:

○ Experimental.

– POTENTIAL_AVAILABLE:

• The supporting resources are present in the network but are shared with other clients; or require further configuration before they can be used; or both. (1) When a potential resource is configured and allocated to a client it is moved to the INSTALLED state for that client. (2) If the potential resource has been consumed (e.g., allocated to another client) it is moved to the POTENTIAL BUSY state for all other clients.

• Applied stereotypes:

○ Experimental.

– POTENTIAL_BUSY:

• The supporting resources are present in the network but have been allocated to other clients.

• Applied stereotypes:

○ Experimental.

– INSTALLED:

• The resource is present in the network and is capable of providing the service.

• Applied stereotypes:

○ Experimental.

– PENDING_REMOVAL:

• The resource has been marked for removal. Should include a “time” when the resources are expected to be removed.

• Applied stereotypes:

○ Experimental.

C.2.2.4 OperationalState

Qualified name: CoreModel::CoreFoundationModel::StateModel::TypeDefinitions::OperationalState

The operational state is used to indicate whether or not the resource is installed and working.

Applied stereotypes:

– Preliminary

Contains Enumeration Literals:

– DISABLED:

• The resource is unable to meet the SLA of the user of the resource. If no (explicit) SLA is defined the resource is disabled if it is totally inoperable and unable to provide service to the user.

• Applied stereotypes:

○ Preliminary.

– ENABLED:

• The resource is partially or fully operable and available for use.

• Applied stereotypes:

○ Preliminary.

C.2.3 Relationship between states in Provider context

If the lifecycleState is PLANNED then the operationalState must be DISABLED and the administrativeState should be LOCKED.

In all other circumstances the states are independent.

C.2.4 Relationship between states in the client and provider context

Table C.2-2 lists the states in the provider context that influence the states in the client context. The client does not have direct visibility of the provider states but does perceive effect through the operationalState.

Table C.2-2 – Influence of Provider state on Client state









	Provider state

	Value

	Client state

	Value




	operationalState

	DISABLED

	operationalState

	DISABLED




	administrativeState

	SHUTTING_DOWN

	operationalState

	DISABLED




	administrativeState

	LOCKED

	operationalState

	DISABLED




	lifecycleState

	PLANNED

	operationalState

	DISABLED




	lifecycleState

	POTENTIAL_BUSY

	operationalState

	DISABLED





No other states in the client context have a dependency on the state in the provider context.

None of the states in the client context influence the states in the provider context.

The administrativeState in the provider context is not visible in the client context. The client context may maintain an independent administrativeState.

The provider controls the lifecycleState that is visible to the client context.

C.2.5 State diagrams

These state diagrams are experimental sketches that will be refined in following releases.

C.2.5.1 Administrative State

[image: Image]

Figure C.2-2 – Administrative state

C.2.5.2 Operational State

[image: Image]

Figure C.2-3 – Operational state

C.2.5.3 Lifecycle State

[image: Image]

Figure C.2-4 Lifecycle state

C.2.6 Use of states

Examples to be added.


Annex D

Topology model

(This annex forms an integral part of this Recommendation.)

The focus of this annex is the parts of the Core Network Model of the CIM that deal with Topology.

The Core Network Model encompasses all aspects of Topology. This annex covers:

– the basic topology model

– specific generalized forwarding properties of topology

– recursive aggregation (reverse of partitioning) of topology

– client–server layering of topology

– views of topology and inter-view relationships31

– abstraction of topology

– off-network Links.

Topology builds on aspects of the Core Network Model related to Termination and Forwarding described in Annex B. Topology capability and other specification considerations are covered in Annex G.

EDITORIAL NOTE – The UML figures contained in this Recommendation are also available in png format here.

D.1 Topology model

D.1.1 Topology model overview

This clause provides a high-level overview of the Topology model subset of the Core Network Model. Figure D.1-1 provides a basic view of topology as a lightweight class diagram illustrating the key classes and focuses on the basic topology pattern. To avoid cluttering Figure D.1-1, not all associations have been shown and all of the attributes are omitted.

The key classes of the Topology model are ForwardingDomain (FD), Link, LinkPort and LogicalTerminationPoint (LTP). These entities are described in detail in clause D.1.2.

[image: Image]

Figure D.1-1 – Basic topology view

In Figure D.1-2, the associations related to recursive aggregation, denoted in red, have been added to the basic topology pattern. Explanation of this aspect of the model in provided in clause D.2.1.

[image: Image]

Source Papyrus CoreModel diagram: Topology-AggregationSkeleton.

Figure D.1-2 – Topology model highlighting aggregation

In Figure D.1-3, several associations have been added to the model shown in Figure D.1-2. The added associations are related to:

– Layering, denoted in red, which have been added to the topology with aggregation.

• The key forwarding association is the FcSupportsLink.

– Aggregation of FCs, denoted in blue, which reflects the aggregation of the FDs/Links.

– Peer LTP fixed forwarding, denoted in purple.

– The FdPort, which provides support for asymmetric FDs, denoted in green.

– Inter-port associations, showing topology port supporting FcPort, highlighted with maroon bold text.

Explanation of this aspect of the model is provided in clause D.2.2.

[image: Image]

Source Papyrus CoreModel diagram: Topology-LayeredSkeleton.

Figure D.1-3 – Topology model highlighting layering

In Figure D.1-4 an association denoted in red, which supports inter-view navigation, has been added to the model shown in Figure D.1-3. Explanation of this aspect of the model is provided in clause D.2.2 and clauses D.2.3 to D.2.6.
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Source Papyrus CoreModel diagram: Topology-InterViewSkeleton.

Figure D.1-4 – Basic topology showing layering

D.1.2 Topology model detail

The topology aspects of the key classes are covered in clauses D.1.2.1 to D.1.2.4.

Note that the classes show all attributes, not just those associated with topology.

D.1.2.1 Link

Qualified name: CoreModel::CoreNetworkModel::ObjectClasses::Link

The Link class models effective adjacency between two or more ForwardingDomains (FD).

For digital layer networks, in its basic form (i.e., point-to-point Link) it associates a set of LTP clients on one FD with an equivalent set of LTP clients on another FD.

Like the FC, the Link has ports (LinkPort) which take roles relevant to the constraints on flows offered by the Link (e.g., Root role or leaf role for a Link that has a constrained Tree configuration).

Inherits properties from:

– ForwardingEntity

– GlobalClass

Table D.1-1 – Attributes for Link








	Attribute name

	Lifecycle Stereotype (empty = Mature)

	Description




	layerProtocolName

	

	The Link can support multiple transport layer protocols via the associated LTP object.

For implementation optimization, where appropriate, multiple layer-specific Links can be merged and represented as a single Link instance as the Link can represent a list of layer protocols.

A Link may support different layer protocols at each Port when it is a transitional Link.




	linkDirection

	

	The directionality of the Link.

Is applicable to simple Links where all LinkPorts are BIDIRECTIONAL (the Link will be BIDIRECTIONAL) or UNIDIRECTIONAL (the Link will be UNIDIRECTIONAL).

Is not present in more complex cases.




	isProtectionLockOut

	Preliminary

	The resource is configured to temporarily not be available for use in the protection scheme(s) it is part of.

This overrides all other protection control states including forced.

If the item is locked out, then it cannot be used under any circumstances.

Note: Only relevant when part of a protection scheme.




	_fd

	

	The Link associates with two or more FDs.

This association provides a direct summarization of the association via LinkPort and LTP.




	_linkPort

	

	The association of the Link to LTPs is made via LinkPort (essentially the ports of the Link).




	_lowerLevelLink

	Experimental

	A Link may be formed from subordinate links (similar FD formations from subordinate FDs). This association is intended to cover concepts such as serial compound links.




	_fdRuleSet

	

	The rules related to a Link.




	_fc

	Experimental

	A Link contains one or more FCs. A contained FC connects LTPs that bound the Link.

This FC represents the traditional link connection. It is often not supported in implementations as it can be inferred from FCs in the corresponding FDs.




	_lowerLevelFd

	Experimental

	FD(s) that form part of a serial compound Link.




	_linkSpec

	Experimental

	See referenced class.




	_linkSpecReference:ClassRef

	Experimental

SpecReference

	See referenced class.





D.1.2.2 LinkPort

Qualified name: CoreModel::CoreNetworkModel::ObjectClasses::LinkPort

The association of the Link to LTPs is made via LinkPort.

The LinkPort class models the access to the Link function. The traffic forwarding between the associated LinkPorts of the Link depends upon the type of Link. In cases where there is resilience, the LinkPort may convey the resilience role of the access to the Link.

The Link can be considered as a component and the LinkPort as a Port on that component.

Inherits properties from:

– LocalClass

Table D.1-2 – Attributes for LinkPort








	Attribute name

	Lifecycle Stereotype (empty = Mature)

	Description




	role

	

	Each LinkPort of the Link has a role (e.g., symmetric, hub, spoke, leaf, root) in the context of the Link with respect to the Link capability.




	offNetworkAddress

	Experimental

	A freeform opportunity to express a reference for a Port of the Link that is not visible and hence is outside the scope of the control domain (off-network).

This attribute is expected to convey a foreign identifier/name/address or a shared reference for some mid-span point at the boundary between two administrative domains.

This is a reference shared between the parties either side of the network boundary.

The assumption is that the provider knows the mapping between network port and offNetworkAddress and the client knows the mapping between the client port and the offNetworkAddress and that the offNetworkAddress references some common point or pool of points.

It may represent some physical location where the hand-off takes place. This attribute is used when an LTP cannot be referenced.

A Link with an Off-network end cannot be encompassed by an FD.




	linkPortDirection

	

	The orientation of the defined flow at the LinkPort.




	_ltp

	

	The LinkPort may be associated with more than one LTP when the LinkPort is bidirectional and the LTPs are unidirectional.

Multiple LTP

– Bidirectional LinkPort to two Uni-directional LTPs.

Zero LTP

– BreakBeforeMake transition.

– Planned LTP not yet in place.

– Off-network LTP referenced through other mechanism.




		

	Experimental

	Where a Link supports FCs each LinkPort of that Link supports the corresponding FcPorts.





D.1.2.3 ForwardingDomain

Qualified name: CoreModel::CoreNetworkModel::ObjectClasses::ForwardingDomain

The ForwardingDomain (FD) class models the topological component that represents a forwarding capability that provides the opportunity to enable forwarding (of specific transport characteristic information at one or more protocol layers) between points.

The FD object provides the context for and constrains the formation, adjustment and removal of FCs and hence offers the potential to enable forwarding.

The FCs may be formed between LTPs at the boundary of the FD or between physical ports at the boundary of the FD (for media layers).

A number of FDs (related by Links) may be grouped and abstracted to form an FD where that FD represents the effect of the underlying FDs but where the detailed structure is not apparent.

This grouping and abstraction is potentially recursive.

An FD represents an abstraction of some combination of software behavior, electronic behavior and physical structure that provides a forwarding capability.

At a lower level of recursion an FD could represent a forwarding capability within a device.

A device may encompass two or more disjoint forwarding capabilities and may support more than one layer protocol, hence more than one FD.

A routing fabric may be logically partitioned to represent connectivity constraints, hence the FD representing the routing fabric may be partitioned into a number of FDs representing the constraints.

The FD represents a subnetwork [ITU-T G.800], FlowDomain [TMF 612] and a MultiLayerSubNetwork (MLSN) [TMF 612].

As in the TMF concept of MLSN the FD can support more than one layer-protocol.

Note that the [ITU-T G.800] subnetwork is a single layer entity.

Inherits properties from:

– ForwardingEntity

– GlobalClass

Table D.1-3 – Attributes for ForwardingDomain








	Attribute name

	Lifecycle Stereotype (empty = Mature)

	Description




	layerProtocolName

	

	One or more protocol layers at which the FD represents the opportunity to enable forwarding between LTP that bound it.




	_lowerLevelFd

	

	The FD class supports a recursive aggregation relationship (HigherLevelFdEncompassesLowerLevelFds) such that the internal construction of an FD can be exposed as multiple lower level FDs and associated Links (partitioning).

The aggregated FDs and Links form an interconnected topology that provides and describes the capability of the aggregating FD.

Note that the model actually represents an aggregation of lower level FDs into higher level FDs as views rather than FD partition, and supports multiple views.

Aggregation allow reallocation of capacity from lower level FDs to different higher level FDs as if the network is reorganized (as the association is aggregation not composition).




	_fc

	

	An FD aggregates one or more FCs. An aggregated FC connects LTPs that bound the FD.




	_ltp

	

	An instance of FD is associated with zero or more LTP objects.

The LTPs that bound the FD provide capacity for forwarding.

For asymmetric FDs, the association to the LTP is via the FdPort.




	_lowerLevelLink

	

	The FD encompasses Links that interconnect lower level FDs and collect Links that are wholly within the bounds of the FD.

See also _lowerLevelFd.




	_fdRuleSet

	Experimental

	The rules related to an FD.




	_layerProtocolParameterSpec

	

	See referenced class.




	_fdSpec

	Experimental

	See referenced class.




	_fdPort

	Preliminary

	The association of the FD to LTPs is either made directly for symmetric FDs or via FdPort for asymmetric FDs.




	_pc

	Experimental

	An FD constrains one or more PCs. A constrained PC connects LTPs on the boundary of the FD.





D.1.2.4 FdPort

Qualified name: CoreModel::CoreNetworkModel::ObjectClasses::FdPort

The association of the FD to LTPs may be direct for symmetric FDs and may be via FdPort for asymmetric FDs.

The FdPort class models the role of the access to the FD function.

The capability to set up FCs between the associated FdPorts of the FD depends upon the type of FD. It is asymmetry in this capability that brings the need for FdPort.

The FD can be considered as a component and the FdPort as a Port on that component.

Inherits properties from:

– LocalClass

This class is Preliminary.

Table D.1-4 – Attributes for FdPort








	Attribute Name

	Lifecycle Stereotype (empty = Mature)

	Description




	role

	

	Each FdPort of the FD has a role (e.g., symmetric, hub, spoke, leaf, root) in the context of the FD with respect to the FD capability.




	fdPortDirection

	

	The orientation of the defined flow at the FdPort.




	_ltp

	

	An instance of FD is associated with zero or more LTP objects.

The LTPs that bound the FD provide capacity for forwarding.

For asymmetric FDs, the association to the LTP is via the FdPort.




	_fcPort

	Experimental

	Where an FD is asymmetric and hence has FdPorts and where that FD and supports FCs, appropriate FdPorts of that FD support the corresponding FcPorts.




	_pin

	Experimental

	For media, a pin on the boundary of the FD.




	_fdPort

	Experimental

	An FdPort may have a direct association to another FdPort where there is a transition from one domain to another but where there has been no termination.





D.1.2.5 LogicalTerminationPoint

Qualified name: CoreModel::CoreNetworkModel::ObjectClasses::LogicalTerminationPoint

The LogicalTerminationPoint (LTP) class encapsulates the termination and adaptation functions of one or more transport layers represented by instances of LayerProtocol.

The encapsulated transport layers have a simple fixed 1:1 client-server relationship defined by association end ordering.

The structure of LTP supports all transport protocols including circuit and packet forms.

Inherits properties from:

– GlobalClass.

Table D.1-5 – Attributes for LogicalTerminationPoint








	Attribute name

	Lifecycle Stereotype (empty = Mature)

	Description




	physicalPortReference

	Preliminary

	One or more text labels for the unmodeled physical port associated with the LTP.

In many cases there is no associated physical port.




	ltpDirection

	

	The overall directionality of the LTP.

– A BIDIRECTIONAL LTP must have at least some LPs that are BIDIRECTIONAL but may also have some SINK and/or SOURCE LPs.

– A SINK LTP can only contain SINK LPs

– A SOURCE LTP can only contain SOURCE LPs




	_serverLtp

	

	References contained LTPs representing servers of this LTP in an inverse multiplexing configuration (e.g., VCAT).




	_clientLtp

	

	References contained LTPs representing client traffic of this LTP for normal cases of multiplexing.




	_lp

	

	Ordered list of LayerProtocols that this LTP is comprised of where the first entry in the list is the lowest server layer (e.g., physical).




	_connectedLtp

	

	Applicable in a simple context where two LTPs are associated via a non-adjustable enabled forwarding.
Reduces clutter removing the need for two additional LTPs and an FC with a pair of FcPorts.




	_peerLtp

	

	References contained LTPs representing the reversal of orientation of flow where two LTPs are associated via a non-adjustable enabled forwarding and where the referenced LTP is fully dependent on this LTP.




	_ltpInOtherView

	Preliminary

	References one or more LTPs in other views that represent this LTP.

The referencing LTP is the provider of capability.




	_accessPort

	Experimental

	Provides a reference to the place where the signal is accessed.

It may represent a physical place (some part of one or more connectors) or a virtual equivalent where there is no further protocol layering (visible).




	_transferCapacity_Pac

	Experimental

	The LTP has as an inherent capacity derived from underlying capability.

The capacity of a particular LTP may be dependent upon other uses of resource in the device and hence it may vary over time.

The capacity of a Link is dependent upon the capacity of the LTPs at its ends.

An LTP may be an abstraction and virtualization of a subset of the underlying capability offered in a view or may be directly reflecting the underlying realization.




	_ltpSpecReference:ClassRef

	Experimental

SpecReference

	Provides a reference to a specification which is in the form of a class definition.

An instance of LTP will reference a class (by a universally unique id) that provides definition that extends the LTP including attributes and structure that are present in the LTP instance but that are not defined in the native LTP class.




	_fdRuleGroup

	Experimental

	An LTP can reference FD rules that the FD that aggregates it also references so that the rules can then apply to the LTP.




	_embeddedClock

	

	See referenced class.





D.1.3 Topology model classes, related classes and structures

The classes used to represent topology are summarized in the figure in clause D.1.132. In addition, figures in Annex H and Annex K highlight the generalized relationship between the device33 and the topology model classes.

Considering the topology model in the context of a device and of a network:

– An FD may be a subordinate part of a NetworkElement, may coincide with a NetworkElement or may be larger than, and independent of, any NetworkElement (see for example FDs A.1 and A.3 in Figure D.2-1)

– An FD may encompass lower level FDs. This may be such that:

• An FD directly contained in a NetworkElement is divided into smaller parts

• An FD not encompassed by a NetworkElement is divided into smaller parts some of which may be encompassed by NetworkElements (see Figure D.2-1)

• The FD represents the whole network.

Note that an FD at the lowest level of abstraction (a fabric or some piece of a fabric) does not encompass FDs, while an FD at the highest level of abstraction (i.e., the FD representing the whole network) is not encompassed by any higher level FDs.

– An FD encompasses Links that interconnect any FDs encompassed by the FD

Note that Offnet Links are not encompassed by any FD. All other Links are always encompassed by one FD which may be the FD representing the whole network. As a consequence, the FD representing the whole network shall always be instantiated.

– A Link may aggregate Links in several ways

• In parallel where several links are considered as one

• In series where Links chain to form a Link of a greater span

○ Note that this case requires further development in the model.

– A Link has associated FDs that it interconnects

• A Link may interconnect 2 or more FDs34

○ Note that it is usual for a Link to interconnect 2 FDs, but there are cases where many FDs may be interconnected by a Link.

– A Link has LinkPorts that represent the accesses to the Link itself

• LinkPorts are especially relevant for a multi-ended asymmetric Link.

– An FD aggregates LogicalTerminationPoints (LTPs) that bound it. An LTP represent a stack of layer protocol terminations, where the details of each is held in the LayerProtocol (LP). An LTP may be:

• Part of a NetworkElement

• Conceptually independent from any NetworkElement35.

– A Link terminates on LTPs via its contained LinkPorts.

The figure also highlights the relationships between FC and Link:

– A Link can be (known to be) supported by an FC in a server layer

• “All” Links are supported by Forwarding in a server layer. A link is an abstraction of underlying forwarding

• The Link topology is essentially an abstraction of the layout of supporting FCs.

– A Link can give rise to FCs that represent the forwarding in the Link in the layer of the link

• Note that the term “topology” is used predominantly in the context of layout of available capacity. Although the FC layout, usage of capacity, could also considered as a Topology, this is not a usual usage of the term.

D.1.4 Topological properties of the ForwardingEntity

The ForwardingEntity brings attributes related to transfer characteristics and other forwarding considerations, these attributes are elaborated in clause D.1.4.1. For further details of types, etc. refer to Appendix II.

Figure D.1-5 shows the Topology _Pac detail.
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Source Papyrus CoreModel diagram: Topology-Detailed_PacProperties.

Figure D.1-5 – Topology _Pac detail

As shown in Figure D.1-5, an abstract class “ForwardingEntity” has been defined to collect forwarding/topology-related properties (characteristics, etc.) that are common to FC, FD and Link. The FC, FD and Link can acquire content from the conditional packages (_Pacs). The conditional packages provide all key forwarding properties of a topology.

Note that a number of areas are still under development (highlighted using “Experimental” or “Preliminary”).

D.1.4.1 ForwardingEntity

Qualified name: CoreModel::CoreNetworkModel::ObjectClasses::Topology::ForwardingEntity

A ForwardingEntity is an abstract representation of the emergent effect of the combined functioning of an arrangement of components (running hardware, software running on hardware, etc.). The effect can be considered as the realization of the potential for apparent communication adjacency for entities that are bound to the terminations at the boundary of the ForwardingEntity. The ForwardingEntity enables the creation of constrained forwarding to achieve the apparent adjacency. The apparent adjacency has intended performance degraded from perfect adjacency and a statement of that degradation is conveyed via the attributes of the packages associated with this class.

This class is abstract.

See Table D.1-6.

Table D.1-6 – Attributes for ForwardingEntity








	Attribute name

	Lifecycle stereotype (empty = Mature)

	Description




	_riskParameter_Pac

	

	See referenced class




	_transferCost_Pac

	

	See referenced class




	_transferTiming_Pac

	

	See referenced class




	_transferCapacity_Pac

	

	See referenced class




	_transferIntegrity_Pac

	

	See referenced class




	_validation_Pac

	

	See referenced class




	_layerTransition_Pac

	

	See referenced class





D.1.4.2 LayerProtocolTransition_Pac

Qualified name: CoreModel::CoreNetworkModel::ObjectClasses::Topology::LayerProtocolTransition_Pac

The transition characteristics are relevant for a Link that is formed by abstracting one or more LTPs (in a stack) to focus on the flow and deemphasize the protocol transformation. This abstraction is relevant when considering multi-layer routing. The LPs of the LTP and the order of their application to the signal is still relevant and needs to be accounted for (this is derived from the LTP spec details). This _Pac provides the relevant abstractions of the LTPs and provides the necessary association with the LTPs involved. Links that include details in this _Pac are often referred to as Transitional Links.

This class is abstract.

See Table D.1-7.

Table D.1-7 – Attributes for LayerProtocolTransition_Pac








	Attribute name

	Lifecycle stereotype (empty = Mature)

	Description




	transitionedLayerProtocolList

	Preliminary

	Provides the ordered structure of layer protocol transitions encapsulated in the ForwardingEntity.

The list starts with the client side as the first entry and includes all layer-protocol names (hence the smallest number is 2 as otherwise the Link is not transitional).

The ordering relates also to the LinkPort role (which emphasizes the orientation).

Where the transitional link is multi-ported and layer asymmetric the list includes the superset of layer-protocol names.

Transitional links can only be applied where the transition for each port is such that all transitions between any ports are subsequences of the list.

The specific subsequence is determined by the LayerProtocols of the LTP associated with the LinkPort and the role of the LinkPort.




	_ltp

	Experimental

	Lists the LTPs that define the layer protocol transition of the transitional link.





D.1.4.3 RiskParameter_Pac

Qualified name: CoreModel::CoreNetworkModel::ObjectClasses::Topology::RiskParameter_Pac

The risk characteristics of a ForwardingEntity come directly from the underlying physical realization. The risk characteristics propagate from the physical realization to the client and from the server layer to the client layer, this propagation may be modified by protection. A ForwardingEntity may suffer degradation or failure as a result of a problem in a part of the underlying realization. The realization can be partitioned into segments that have some relevant common failure modes. There is a risk of failure/degradation of each segment of the underlying realization. Each segment is a part of a larger physical/geographical unit that behaves as one with respect to failure (i.e., a failure has a high probability of impacting the whole unit, e.g., all cables in the same duct). Disruptions to that larger physical/geographical unit impact (cause failure/errors to) all ForwardingEntities that use any part of that larger physical/geographical entity. Any ForwardingEntity that uses any part of that larger physical/geographical unit will suffer impact and hence each ForwardingEntity shares risk. The identifier of each physical/geographical unit that is involved in the realization of each segment of a ForwardingEntity can be listed in the RiskParameter_Pac of that ForwardingEntity. A segment has one or more risk characteristic. Shared risk between two ForwardingEntity compromises the integrity of any solution that use one of those ForwardingEntities as a backup for the other. Where two ForwardingEntities have a common risk characteristic they have an elevated probability of failing simultaneously compared to two ForwardingEntities that do not share risk characteristics.

This class is abstract.

See Table D.1-8.

Table D.1-8 – Attributes for RiskParameter_Pac








	Attribute name

	Lifecycle stereotype (empty = Mature)

	Description




	riskCharacteristicList

	

	A list of risk characteristics for consideration in an analysis of shared risk. Each element of the list represents a specific risk consideration.





D.1.4.4 TransferCapacity_Pac

Qualified name: CoreModel::CoreNetworkModel::ObjectClasses::Topology::TransferCapacity_Pac

The ForwardingEntity derives capacity from the underlying realization. A ForwardingEntity may be an abstraction and virtualization of a subset of the underlying capability offered in a view or may directly reflect the underlying realization. A ForwardingEntity may be directly used in the view or may be assigned to another view for use. The clients supported by a multi-layer ForwardingEntity may interact such that the resources used by one client may impact those available to another. This is derived from the LTP spec details. A ForwardingEntity represents the capacity available to the user (client) along with client interaction and usage. A ForwardingEntity may reflect one or more client protocols and one or more members for each profile.

This class is abstract.

See Table D.1-9.

Table D.1-9 – Attributes for TransferCapacity_Pac








	Attribute name

	Lifecycle stereotype (empty = Mature)

	Description




	totalPotentialCapacity

	Preliminary

	An optimistic view of the capacity of the ForwardingEntity assuming that any shared capacity is available to be taken.




	availableCapacity

	Experimental

	Capacity available to be assigned.




	capacityAssignedToUserView

	Experimental

	Capacity already assigned.




	capacityInteractionAlgorithm

	Experimental

	A reference to an algorithm that describes how various chunks of allocated capacity interact (e.g., when shared).





D.1.4.5 TransferCost_Pac

Qualified name: CoreModel::CoreNetworkModel::ObjectClasses::Topology::TransferCost_Pac

The cost characteristics of a ForwardingEntity are not necessarily correlated to the cost of the underlying physical realization. They may be quite specific to the individual ForwardingEntity (e.g., opportunity cost) and relates to layer capacity There may be many perspectives from which cost may be considered for a particular ForwardingEntity and hence many specific costs and potentially cost algorithms. Using an entity will incur a cost.

This class is abstract.

See Table D.1-10.

Table D.1-10 – Attributes for TransferCost_Pac








	Attribute name

	Lifecycle stereotype (empty = Mature)

	Description




	costCharacteristicList

	

	The list of costs where each cost relates to some aspect of the ForwardingEntity.





D.1.4.6 TransferIntegrity_Pac

Qualified name: CoreModel::CoreNetworkModel::ObjectClasses::Topology::TransferIntegrity_Pac

Transfer integrity characteristic covers expected/specified/acceptable characteristic of degradation of the transferred signal. It includes all aspects of possible degradation of signal content as well as any damage of any form to the total ForwardingEntity and to the carried signals. Note that the statement is of total impact to the ForwardingEntity so any partial usage of the ForwardingEntity (e.g., a signal that does not use full capacity) only suffers its portion of the impact.

This class is abstract.

See Table D.1-11.

Table D.1-11 – Attributes for TransferIntegrity_Pac








	Attribute name

	Lifecycle stereotype (empty = Mature)

	Description




	errorCharacteristic

	Preliminary

	Describes the degree to which the signal propagated can be errored. Applies to TDM systems as the errored signal will be propagated and not packets, as errored packets will be discarded.




	lossCharacteristic

	Preliminary

	Describes the acceptable characteristic of lost packets where loss may result from discard due to errors or overflow. Applies to packet systems and not TDM (as TDM errored signals are propagated unless grossly errored and overflow/underflow turns into timing slips).




	repeatDeliveryCharacteristic

	Preliminary

	Primarily applies to packet systems where a packet may be delivered more than once (e.g., in fault recovery). It can also apply to TDM where several frames may be received twice due to switching in a system with a large differential propagation delay.




	deliveryOrderCharacteristic

	Preliminary

	Describes the degree to which packets will be delivered out of sequence. Does not apply to TDM as the TDM protocols maintain strict order.




	unavailableTimeCharacteristic

	Preliminary

	Describes the duration for which there may be no valid signal propagated.




	serverIntegrityProcessCharacteristic

	Preliminary

	Describes the effect of any server integrity enhancement process on the characteristics of the ForwardingEntity.





D.1.4.7 TransferTiming_Pac

Qualified name: CoreModel::CoreNetworkModel::ObjectClasses::Topology::TransferTiming_Pac

A ForwardingEntity will suffer effects from the underlying physical realization related to the timing of the information passed by the ForwardingEntity.

This class is abstract.

See Table D.1-12.

Table D.1-12 – Attributes for TransferTiming_Pac








	Attribute name

	Lifecycle stereotype (empty = Mature)

	Description




	fixedLatencyCharacteristic

	

	A ForwardingEntity suffers delay caused by the realization of the servers (e.g., distance related; FEC encoding) along with some client specific processing. This is the total average latency effect of the ForwardingEntity.




	jitterCharacteristic

	

	High frequency deviation from true periodicity of a signal and therefore a small high rate of change of transfer latency. Applies to TDM systems (and not packet).




	wanderCharacteristic

	

	Low frequency deviation from true periodicity of a signal and therefore a small low rate of change of transfer latency. Applies to TDM systems (and not packet).




	queuingLatencyList

	Preliminary

	The effect on the latency of a queuing process. This only has a significant effect for packet-based systems and has a complex characteristic.





D.1.4.8 Validation_Pac

Qualified name: CoreModel::CoreNetworkModel::ObjectClasses::Topology::Validation_Pac

Validation covers the various adjacent discovery and reachability verification protocols. Also may cover Information source and degree of integrity.

This class is abstract.

See Table D.1-13.

Table D.1-13 – Attributes for Validation_Pac








	Attribute name

	Lifecycle stereotype (empty = Mature)

	Description




	validationMechanismList

	Preliminary

	Provides details of the specific validation mechanism(s) used to confirm the presence of an intended ForwardingEntity.





D.1.5 Model showing topology, forwarding and termination

Figure D.1-6 shows the topology model in the context of the Core Network Model.
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Source Papyrus CoreModel diagram: Topology-FullSkeleton.

Figure D.1-6 – Topology, Forwarding and Termination

D.1.6 Further defining the Link

It is important to clarify a number of definitions and to derive others:

– Link (from [ITU-T G.800]):

• A “topological component” which describes a fixed relationship between a “subnetwork” or “access group” and another “subnetwork” or “access group”.

– “Normal” Link (for the purpose of this Recommendation):

• A Link that is supported by a single server layer trail and the client label is the same at both ends of the link.

– [ITU-T G.800] also describes four other ways that the server layer may support a link (rephrased slightly here):

• Transitional link: A transitional link is a type of link that consists of the LTP at the edge of one subnetwork and a corresponding LTP at the edge of another subnetwork that operates on different instances of CI or whose CI is the same, but with different layer information.

○ Transitional Links are dealt with in clause D.2.9.

• Links supported by multiple server layer trails:

○ Multiple parallel links between the same subnetworks can be bundled together into a single composite link. Each component of the composite link is independent in the sense that each component link is supported by a separate server layer trail. The composite link conveys communication information using different server layer trails, thus the sequence of symbols crossing this link may not be preserved.

○ Multiple server layer trails can be combined using the inverse multiplexing technique described in [ITU-T G.805]. This creates a new composite rate trail with a capacity that is the sum of the capacity of the component trails.

· Inverse multiplexing is covered in clause D.2.12.

○ A link can also be constructed by a concatenation of component links and configured subnetwork connections. This is called a serial compound link.

· Serial compound links are covered in clause D.2.8.

A Link is a representation of potential/capability to enable forwarding between two or more ForwardingDomains. In most cases a Link is bidirectional between two ForwardingDomains (it can clearly be used unidirectionally). A Link represents the potential capacity between the ForwardingDomains that bound it. A Link represents an adjacency.

A link capability is usually realized by a server layer protocol that ensures transfer transparently between its client’s ForwardingDomains. A Link is a highly restricted capability that maintains all properties of the client traffic. When realized by a server layer, a Link is a reflection of:

– A ForwardingConstruct in the server layer.

– A parallel set of ForwardingConstructs in the server layer.

NOTE 1 – As the Link is a reflection of server layer forwarding, it could be represented by a ForwardingConstruct where that ForwardingConstruct represents the full available capacity that can then be divided into capacity segments that are again represented by ForwardingConstructs

A Link can be considered to represent one or more of the following:

– The need for adjacency

– The offer of adjacency capability

– The expectation of adjacency

– The intent to provide adjacency

– A realized adjacency

– Actual current adjacency.

Enabled forwarding between the ForwardingDomains is represented by a ForwardingConstruct within a Link where the ForwardingConstruct represents the transparent transfer of a flow of traffic. The Link may be channelized and provide an identifier for that traffic that is the same at all ends of the Link

– The link capacity could be enabled on a per channel basis.

– When realized by a server layer in simple cases all capacity is immediately enabled.

There may be a demand for adjacency, represented by a Link that is not realized by any server layer forwarding. The Link may offer channelization and expose disabled ForwardingConstructs.

A server layer may offer mappings to different client layers. This may require configuration of the adapter between the client and the server. This configuration may be achieved automatically at ForwardingConstruct creation.

NOTE 2 – Although contention for resources between client layers is likely to happen, it is not explored further here.

D.2 Explanatory figures

This clause provides figures that illustrate the application of the model to various network scenarios. The clause builds up from simple topologies to complex multi-layer schemes observed from different viewpoints.

See Figure 5-2 for a key to the symbol set used in the figures contained in this annex.

D.2.1 Basic topology

In this clause, a basic stylized network example is used to illustrate some of the associations in the Topology model fragment. Figure D.2-1 focuses on the ForwardingDomain class and the recursive aggregation relationship.

[image: Image]

Figure D.2-1 – ForwardingDomain recursion with Link36

Figure D.2-1 shows a UML fragment including the Link and ForwardingDomain (FD). For simplicity, it is assumed here that the Links and FDs are for a single layer protocol, although an FD can support a list of layer protocols.

Figure D.2-1 shows a number of instances of FD interconnected by Links and shows nesting of FDs. The recursive aggregation HigherLevelFdEncompassesLowerLevelFds relationship (aggregation is represented by an open diamond) supports the ForwardingDomain nesting, but it should be noted that this is intentionally showing no lifecycle dependency between the lower ForwardingDomains and the higher ones that nest them (to do this composition, a black diamond would have been used instead of an open diamond). This is to allow for rearrangements of the ForwardingDomain hierarchy (e.g., when regions of a network are split or merged) and to emphasize that the nesting is an abstraction rather than a decomposition. The underlying network still operates, regardless of how it is perceived in terms of aggregating ForwardingDomains. The model allows for only one hierarchy.

In the example in Figure D.2-1, there are 14 FD instances, with the following instances of the “HigherLevelFdEncompassesLowerLevelFds” relationships:

– B encompasses two FDs: A and C

– A encompasses five FDs: A.1, A.2, A.3, A.4 and A.5

– A.1 encompasses three FDs: A.1.1, A.1.2 and A.1.3

– A.2 encompasses three FDs: A.2.1, A.2.2 and A.2.3.

When one FD is removed, the “HigherLevelFdEncompassesLowerLevelFds” relationships are modified. For example, if FD A.1 in Figure D.2-1 is removed, the instances of the “HigherLevelFdEncompassesLowerLevelFds” relationships will be modified as follows:

– B encompasses two FDs: A and C

– A encompasses seven FDs: A.1.1, A.1.2, A.1.3, A.2, A.3, A.4 and A.537

– A.2 encompasses three FDs: A.2.1, A.2.2 and A.2.3.

An FD can also be added. Initially it will have no associated lower level FDs. Existing FDs can be moved as appropriate to form the new hierarchy.

The association between Link and FD allows a Link to be terminated on two or more FDs (see Figure D.2-2). Through this, the model supports point to point Links, as well as cases where the server ForwardingConstruct is multi-point terminated, giving rise to a multi-pointed Link. Multi-pointed links occur in PON and Layer 2 MAC in media access control (MAC).38

It should be noted that the model includes LinkPort which further details the relationship between FD and Link. This is explained below.

D.2.2 Topology in a Control Context

The model fragment below shows the Control model (that has replaced the model of NetworkElement and SdnController – see Annex H).
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CoreModel diagram: Topology-FdAndControl.

Figure D.2-2 – Topology in a Control Context

Figure D.2-3 shows a simplified view of the model and a pictorial.
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Figure D.2-3 – ForwardingDomain link recursion showing device 
(Constraint Domain) and control

The figure above the pictorial form shows an overlay of the new representation of the device and the SDN controller on the ForwardingDomains and a corresponding fragment of UML showing relevant classes (and examples of usage).

The figure emphasizes that at and below one particular level of abstraction of ForwardingDomain (the device boundary), the ForwardingDomains are all bounded by a specific ConstraintDomain (brown square). This is represented in the UML fragment by the aggregation association (diamond). There is potentially a lifecycle dependency in that the ForwardingDomain at this level can only be PLANNED if the device is not present or there is no traceability to physical resources.

The figure also shows that a ForwardingDomain need not be bounded by any control entity (as explained in the UML fragment by the * on the aggregation association), and that a ForwardingDomain may have a smaller scope than the whole device (even when considering only a single layer-protocol as noted earlier). In one case depicted the two ForwardingDomains, A.4 and A.5, in the scope of the device level Control Component are completely independent. In the other cases depicted, the subordinate ForwardingDomains (A.2.2.1-A.2.2.3) are themselves joined by Links emphasizing that the device does not necessarily represent the lowest level of relevant network decomposition.

The figure also emphasizes that just because one ForwardingDomain at a particular level of decomposition of the network happens to be the one bounded by a device does not mean that all ForwardingDomains at that level are also bounded by devices.39

Figure D.2-4 zooms in on a fragment of the network used in previous figures. The figure shows detail of the LinkPort and LTP (intentionally omitted from the earlier figures). The key points are highlighted in the figure. The LTP represents the pool of capacity to support clients. This pooling capability is a view of the potential of the LTP for adaptation from the server layer to the layer of concern. The Link capacity is defined by the intersection of adaptation of the LTPs at either end.
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Figure D.2-4 – ForwardingDomain, Link and LTP associations

An alternative way of depicting the topology of the example is shown in Figure D.2-5. The Link shown in the figure above is shown twice in the next figure as highlighted in the figure.
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Figure D.2-5 – FDs and topology

Figure D.2-6 considers the topology further in combination with the FCs. The figure shows LTP on the boundary of two (or more) FDs. The LTP may be considered as on the boundary of FD if a LayerProtocol of the LTP:

– Is for the layer-protocol of the FD (and the LTP is accessible to the FD).

– Adapts to the layer-protocol of the FD (and the LTP is accessible to the FD).

Note that the figure shows a device context (the brown rectangle fragments) to assist in understanding that the principle also applies in a fully “virtualized” case (simply remove the device boxes).
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Figure D.2-6 – LTPs encompassed by FDs (at one layer-protocol)

Clearly, an LTP with multiple LPs may be on the boundary of FDs at multiple layer-protocols. An LTP may be on the boundary of several FDs of different layer-protocols even where the LTP only has one LP. Figure D.2-7 shows a case where there is a floating LTP, A, containing a single LP. The LTP is on the boundary of FD C and FD D at layer-protocol Y and on the boundary of FD B at layer-protocol X (as it adapts to layer-protocol X).
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Figure D.2-7 – LTPs encompassed by FDs (at several layer-protocols)

D.2.3 Topology and views
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Figure D.2-8 – LTP “pooling” client LTPs

Figure D.2-8 shows how the Link terminates on the LTP via the LinkPort.
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Figure D.2-9 – Views of Link, LinkPort and LTP showing LTP pooling

The LTP may have the capability40 to map to multiple client layer-protocols where there is an interaction between the client mappings (e.g., if capacity/channel x of client layer-protocol A is used then capacity/channel set y of client layer-protocol B is no longer available). The capacity of the Link is determined by evaluating the “intersection” of capabilities of the LTPs at the ends (which is complex in a multi-ported case).

The used capacity is determined by considering which client LTPs exist as a result of their being FCs.

A Link may be multi-layered and hence may represent the whole client capacity of an LTP or it may be single layered.
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Figure D.2-10 – Views of “virtualization”41 of LTPs with server side LTP representing a pool

Some capacity may be taken from each of a number of Links supporting a particular layer-protocol and offered in a “virtualized” view perhaps for use in a particular application, etc. The “virtualized” view will normally be referenced in a different name space. The rules for grouping capacity into Links in the “virtualized” view have not yet been documented. The same model is used for Links and LTPs in the “virtualized” view as is used in the “physical” view.

It is important to emphasize that the Virtual/Physical split is a gross simplification. In reality a server provides an abstracted/virtualized view of an underlying system to its client where that underlying system is provided by further servers hence “Physical” view obscures this complexity (but is sufficient for this description).

– Both views are virtualized where the lower view is “providing” to the upper view.

– Using the term “physical” at this point is tolerable as it enables easier case oriented interpretation of the figures and concepts.

– Something like “provider’s resource context” and “provider’s client view context” may be better terms in the long run.

The figures below provide a view of sequence of realization of a virtualized view.

Figure D.2-11 provides a starting condition. The figure depicts a virtualized view and a completely disassociated physical view. At this point, although the network does exist, it has no capacity allocated to the client or used in any way.

However, the client has been offered some pre-planned resources and has chosen usage of some resources. These resources are clearly not operable. This is analogous to pre-provisioning a physical equipment slot in a device.
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Figure D.2-11 – Starting condition

The operator then chooses to allocate capacity from the “Physical” view to the “Virtualized” view. Note that the association “LtpRelatesToLtpInOtherView” is from the “Physical” view to the “Virtualized” view and is from both levels of LTP (LayerProtocol Client and LayerProtocol Server). This orientation emphasizes that real resources are provided and that the actual client will not see anything other than the virtualized view. Clearly, in some places in an actual solution, realization both directions of association may be beneficial.
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Figure D.2-12 – Resource allocation

The figure above illustrates that there is no necessary ordering/numbering consistency between the “Physical” view and the “Virtualized” view.

At some future point the provider my decide to reallocate resources in the network such that the “Virtualized” view LTP is now supported by a different “Physical” view LTP (as shown in Figure D.2-13). Clearly there are various sequencing considerations to minimize impact. The essential thing to note is that the naming/addressing in the “Virtualized” view is unchanged through the process.
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Figure D.2-13 – Move of allocation with no change to “Virtualized” view

After some further time the operator may choose to add capacity to the “Virtualized” view as illustrated in Figure D.2-14.
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Figure D.2-14 – Capacity from server LayerProtocol Server LTPs

In the case set out in the figure above, there are two “Physical” view LTPs that are in the server layer of FCs shown. These two LTPs are associated with a single “Virtualized” view LTP representing a pool of capability to support the layer of the FCs shown.

The above illustration sequence leads to the following observations:

– There is no fixed association between the resources represented in the “Virtualized” view and the resources represented in the “Physical” view.

• The identifiers in the two spaces must be different. This will be discussed in a following section.

– The “LtpRelatesToLtpInOtherView” association can provide all necessary view interrelationships.

D.2.4 View boundaries and intermediates

In the previous section the “Virtualized” view had no physical ports. However, clearly a client to a network may need to connect at a physical port. The following figure shows several network cases as simple sketches where the outer ellipse boundary represents the actual commercial network boundary. In a common interworking case the operator exposes nothing of the interior of the network so the network is opaque and only the physical edge detail is provided (as shown in the upper left diagram of Figure D.2-15). In some cases the operator may choose to expose apparent interior structure to perhaps explain capacity limitations. Then the network is essentially semi-transparent. It is possible that the network edge is essentially in the cloud so that even the interconnects are virtualized. A fully virtualized case where there is some exposure of internal constraints is shown in the lower right diagram in the figure below.
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Figure D.2-15 – Various view boundaries

D.2.5 The FdPort

FdPort improves the representation of asymmetric FD capability and aligns the FD with the general Component-System pattern (see Appendix V). For example an FD could have FdPorts with root role, FdPorts with leaf role and FdPorts that can be either such that only FCs that are Root-Leaf can be created and only in conformant orientations.

Limited use has been made of the FD port at this stage.

D.2.6 More on views and names/identifiers – The FC representing a Call

Each view may have its own name spaces and/or identifier spaces. An entity, regardless of which view it is in, will expose the appropriate name and identifiers using the attributes highlighted in Annex C. An entity may have several names and several identifiers. An entity may be referred to using an address (a sequence of names/identifiers) where the names/identifiers have a local scope smaller than the context in which the entity needs to be uniquely determined.

In Figure D.2-16, a number of views are exposed where each has its own namespace and where the LTPs relate via the “LtpRelatesToLtpInOtherView” association as discussed in the earlier section. There could be more or less views in the recursion and the discussion here is not on the absolute number of levels but instead on how they relate and on how the things in the views are referenced.

Figure D.2-16 covers forwarding services. For other more complex services ProcessingConstruct will be required (see Annex K).
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Figure D.2-16 – Various interrelated network views in a multi-party context

The most abstracted view (Abstract Intent42) shows the FC bounded by the network demarcation represents a “Service”43 or Call44,45 [ITU-T G.8081] in any state, from most abstract stage to fully operational state. The Call represents the intention to provide service and sometimes it can exist without connection. When the Call is installed and enabled, it can be used to provide forwarding service and function as an operational FC46.

The Call tends to be specified in terms of relatively abstract constraints although it could be specified precisely if the shared model is suitably detailed. The cross connections are considered as being specified precisely but there can be optional parameters and the definition of the cross connections could be considered as constrains with respect to the underlying device.

The FC is, as usual, terminated by LTPs, which in this case are at the actual physical edge of the administration of the network. There is a two level hierarchy of LTPs shown where the lower (grey) LTP represents the pool of physical network access ports and the upper (green) LTP represents the per-“Service”/Call forwarding termination47. The layering of the upper LTP is that of the “Service”/Call. These LTPs have abstract references. A common acronym for references at this level of abstraction is Transport Resource Identifier (TRI). The TRI will carry a reference that is known by both either side of the administrative demarcation.

Depending upon the approach to the TRI generation, the TRI may be structured with a number of fields as an address or may be a single opaque field. Depending upon the quality of the TRI scheme, the TRI could be considered as either a name or an identifier (or address of names or identifiers). Regardless, the name “TRI” would be conveyed in the valueName field of the NameAndValue type (used for the appropriate localId or for the appropriate name).

At the next level of abstraction shown (Detailed Intent) the FC represents a “Service” decomposition or a Connection, etc. which is used to represent the parallel decomposition of the FC or “Service”. The same approach is used for the SNP reference relevant at the next level of abstraction. The layering here is more precise, representing the effect of the network as viewed through the physical port. In this particular case, each LTP bounding the call is realized by a pair of LTPs in the connection48.

In the final two levels of abstraction (“Realization” and “Physical Network”) the FCs and LTPs take their more familiar roles.

Note – Similar to the Call, crossconnection (XC) in the realization level can exist without supporting hardware in place, hence Call, Service and crossconnection are intention. If and only if all the XCs of FC are installed and operational, the FC is operational.

A final consideration at the edge of the network is the layering perceived by the client in a case where there is a device at the edge of the network that is not operating at the layer of the service. Figure D.2-17 shows such a case. The key observation is that the layering of ports deep in the network is projected through the ports at the edge to form a hybrid apparent layering structure that is then exposed to the client. The exposure is exactly what would be seen if the client were to “look into” the edge port.
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Figure D.2-17 – Complex network edge49

D.2.6.1 Call, Service, the Resource-Service Continuum and the Capability Continuum

The true service is the outcome/experience as perceived by the user e.g., the experience of adjacency. Providing a service is causing an outcome/experience for a client/user. The service achieved by a transport network is apparent adjacency such that the experience is that what is actually remote information appears local. Providing the service is achieving that outcome for the client/user.

The user could request an outcome/experience but actually usually requests provision of a capability to enable them to achieve an outcome/experience. Ethernet Private Line is a definition of capability to achieve the outcome of perceived adjacency. What is called Service is usually the capability to achieve the desired outcome and not a statement of the outcome.

Hence, the usual agreement is for a capability. The call/service is the capability described in the agreement between a client and a provider. The client will perceive the provided capability as a resource. As client-provider this has recently been called the Resource-Service Continuum. In current usage call, service and FC are all definitions of capability.

The requested capability is itself achieved in terms of other capabilities where those capabilities are assembled in a structure. The structure is a system and the capabilities can be perceived as components making up that system.

There appears to be a generalized underpinning model of capabilities represented in terms of components and assemblies of components to form a system that can itself be viewed as a component (this is explored in Appendix V).

Associated with the provision of service is billing and a level of security. Both of these aspects are relevant to some degree for an FC at any level of view but are most relevant at a commercial boundary. So, at a commercial boundary there is an expression of capabilities and what outcomes/experiences they may be used to achieve, there is an associated statement on pricing and also an appropriate statement on security.

The axis of the consideration is Capability. Both the resource models and the service models are refactored capability models. This leads to the notion of a capability continuum where the intention is to provide capability at each relevant client-provider demarcation.

Performance measures are measurements of achieved capability (in the context of the network technology). Performance measures do not necessarily relate to user perception. Mean opinion score (MOS) is a statement of the user experience. An individual only experiences a degradation of service if it the performance issue is apparent within their capability of perception and it occurs when something relevant is being transferred. A performance issue that is within perception capability of the user when something relevant is being transferred will impact the MOS50.

D.2.7 Off-network reference and the clients view

Figure D.2-18 shows the positioning of a Link with a LinkPort that will use the “offNetworkAddress” attribute rather than a fully resolved LTP. Each blue dot in the figure represents an off-network address.

Unlike the case of the Client in the previous section, the Provider does not need to have any knowledge of the client port, the client does not need to present any view of their network to the Provider. The provider could create a dummy LTP to represent the client port or could simply end the Link with an off-network reference (offNetworkAddress)51 in the LinkPort.
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Figure D.2-18 – Complex network edge

D.2.8 Serial-compound Links

Essentially the serial-compound Link is formed by a serial assembly of links and forwarding domains. However, there are significant complexities that need to be discussed.

From the user’s perspective, a serial compound Link is a Link. Serial compound describes the realization. A serial compound Link is an adjacency that is realized by a number of server layer forwarding constructs that terminate at the client layer at various intermediate points. The arrangement is potentially complex although for a simple point to point Link the server layer Links form a chain.

In a serial compound Link, the client layer terminations are encapsulated in the exposed Link. For the Link to be realized, these client layer terminations must bound ForwardingDomains in such a way that a mesh of Links and ForwardingDomains is formed between the bounding points of the Link, such that forwarding can be enabled between the appropriate points of the Link. There could be complex protection, etc. encapsulated.

For the exposed Link to be used, appropriate client layer forwarding constructs need to be created in the ForwardingDomains so as to provide the enabled adjacency. Where there are multiple potential clients in addition to the ends needing configuration, the intermediates will also need configuration of adapters as well as configuration of intermediate forwarding constructs.

Figure D.2-19 shows an opaque network between two access points in a client’s view. Here the network is controlled up to and including the client device, i.e., the controller of the network (depicted as a cloud) had control of the adapters at the two access points and can determine that a connection has been made in the FD. The client is assumed here to be operating with the same layer protocol, LP-X, at both ends.
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Figure D.2-19 – Opaque network between two access points

The client layer may require an adjacency between the two access points as shown in Figure D.2-20 and may wish to view this as a Link.
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Figure D.2-20 – Simple adjacency between two access points viewed as a Link

But the network between the two access points operates at the same layer protocol, LP-X, as the client such that the network combination looks as shown in Figure D.2-21, where all FDs are in LP-X.
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Figure D.2-21 – Network between two accesses in the same layer protocol as the access

To achieve the apparent adjacency, it is necessary to create FCs in the intervening FD and configure the LTPs. In this example there is one FD, but there could be many, and the separate FCs could take different, potentially resilient, routes across the network so long as the effect at the access was as if there was a Link. The one restriction is that the signal instance identifier (channel, VID, wavelength, etc.) must appear unchanged.
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Figure D.2-22 – The realization of an apparent Link

In normal usage, the FCs would be defined and determined in an initial negotiation for Link capacity. These FCs would then be set up and activated in the network. The FCs would remain unchanged through usage, providing a dedicated capacity that is always available for the client. The client could negotiate additional Link capacity up to the capacity limit of the access points (assuming the network has sufficient capacity to support this). Clearly the client could also negotiate a reduction of the capacity, etc.

Monitoring at intermediate points on the FCs supporting the serial compound Link will depend upon application of client traffic. The provider of the Link will not be aware of when traffic is being applied and when not. Some form of partial span maintenance (e.g., tandem monitoring, MEPs/MIPs, etc.) may be necessary to provide meaningful and continuous measures.

In this case, as the provider’s controller of the Link can gain information directly from the access points, it can potentially determine when traffic is applied and hence when to set up measures. In addition, it is possible that the information available could allow the controller of the Link to determine when to set up the FCs in the network to support the Link so that the client sees the desired Link as shown below, although capacity supporting the Link is not committed until a corresponding client FC is applied at the access point.

This dynamic capability clearly requires “real time” behavior from the controller but could allow more efficient usage of network resources, and Serial Compound Link the configuration of a ForwardingConstruct will require the use of a (possibly trivial) routing function. Note that this dynamic capability is not defined in [ITU-T G.800].
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Figure D.2-23 – The Link resulting from the underlying configuration

Figure D.2-24 shows the classes and associations that are relevant in the modelling of the serial compound Link (the key associations are highlighted in red and blue).

[image: Image]

Figure D.2-24 – Serial compound Link showing model

In the case above it is assumed that the controller of the network has information from the access points through direct control. In the case shown in Figure D.2-25, it is assumed that there is a more common interconnect where the demarcation is at some point along a cable and not inside a device.
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Figure D.2-25 – Network demarcation at some point along a cable

Again, the network can be considered as shown in Figure D.2-26, but on this occasion with the demarcation cutting the access Links.
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Figure D.2-26 – Network demarcation showing network detail

As discussed above, to achieve the appearance of a Link to the client at the access points, it is necessary to configure the FCs and LTPs within the network as shown in Figure D.2-27.
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Figure D.2-27 –Implementation of an apparent Link in a mid-cable demarked network

As can be seen in Figure D.2-27, both the client and the network operator need to apply configuration to cause the client perception of a Link.

However, considering the dynamic case, the network operator is unaware of when the client has applied configuration unless there is some form of signalling from the client to the operator to cause the configuration to be applied, and the network to provide an apparent link to the client (as shown in Figure D.2-28).
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Figure D.2-28 – Signalling is necessary to provide dynamic operation of the apparent Link

However, there is no signalling defined for dynamic serial compound Link support. On that basis, only a static serial compound Link is achievable. All FDs in the layer of the service must have been committed and configured to achieve the Link. This appears to apply to all layers.

Whilst it may be useful for path computation to use the serial compound Link without a pre-configured ForwardingDomain to determine a route, it is not clear that serial compound Links should be used directly for evaluation of dynamic forwarding control. To use a serial compound Link requires the forwarding control application to have knowledge of the resources/topology that supports the Link via the server layer. It appears that the “raw” form rather than a serial compound Link (i.e., the concatenation of Links and ForwardingDomains) must be exposed directly for the purposes of connection management.

If dynamic behavior is required with no pre-allocation of resources, it is recommended that:

– The network is represented to the client as a ForwardingDomain with short access Links.

– A mechanism is provided to configure the forwarding service via the creation of ForwardingConstructs.

– The ForwardingDomain is exposed with constraints such as:

• Same channel

• Whole port forwarding group

• Limited capacity.

– In complex cases a mesh of ForwardingDomains and Links is exposed to detail the complex constraints.

– The client may be offered a self-service facility via a management-control interface.

Figure D.2-29 shows a sketch of the network exposed to the client in the flexible case. In the figure the client has configured three FCs.
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Figure D.2-29 – Network exposing configurable FD to client 
and providing self-service control

D.2.9 Transitional Links

As previously discussed, a topology is formed from FDs and Links. A topology represents capacity for forwarding for a single layer-protocol. The Links in one layer are supported by forwarding in a server layer. The interconnection between topologies at a layer-protocol boundary is represented by an LTP. When the server layer is not committed there is no Link. There may be uncommitted LTPs that provide access to the server layer that could provide capacity.

Where there is a need for additional capacity, due to usage, the traditional approach would be for the controller of the layer with the need for capacity to request capacity between points in the server layer. The server layer may present some form of cost matrix for interconnection between different server access points. Whilst this may provide a solution, the approach is suboptimum in many cases and requires significant preparatory calculation in the server layer to account for potential demand that may not materialize. In resilient dual homed scenarios there may be a need to recalculate costs regularly.

An alternative is to view several topologies for different layer-protocols that are interconnected by LTPs as one single multi-layer-protocol topology. This can provide more efficient calculation that provides results that are closer to optimum. Like all network topologies, the multi-layer topology view is formed only from FDs and Links. On that basis, all LTPs at relevant layer-protocol boundaries will need to be transformed into corresponding Links when forming the view. The type of Link that is formed in place of an LTP is called a Transitional Link as it represents one or more layer boundary transitions. The Transitional Link has special properties related to the layer-protocol transition.

The following figures work briefly through the use of a Transitional Link in a path computation context.
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Figure D.2-30 – Sketch of two network layers

In Figure D.2-30 there is no available route between A and Z but there is capacity in the server layer.
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Figure D.2-31 – Forming the transition Links

All LTPs between the two layers are converted, in the view, into Links with the layer transition properties (i.e., transitional Links) as shown above for the two LTPs in this trivial network.
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Figure D.2-32 – Path computation finds available routes through the topology

A path computation algorithm is run to explore the network of Links and FDs as shown in Figure D.2-32. It finds available routes as shown in Figure D.2-33.
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Figure D.2-33 – Path computation finds available routes through the topology

The transitional Links, in the view, are converted back to LTPs and the details for the resulting paths in the two layers are deployed in terms of FCs, etc.
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Figure D.2-34 – Two FCs are created, one in the ODU2 layer and one in Ethernet

The discussion above deals with relatively simple single layer transitional Links that are within one device. More complex transitional Link cases are for further study (see clause 5.5).

D.2.10 Multi-port Link

A Link may have more than two LinkPorts. The QinQ over PBB example shown in Figure D.2-35 (derived from material in [b-TMF TR215]) shows a number of FCs, all of which are symmetric. Note that there is per flow behaviour associated with the points that ensures the traffic is forwarded correctly (this would be explained in the definition of “C” FcPorts).

The lower part of the figure shows the multi-ported Link (Fb) supported by the B MAC layer FC (which is not shown but is coincident with the Link).

The key focus of the example is the FC between Device C, D and E which represents the link connection. This is a client (QinQ) granularity FC that is narrower than the server Link (shown in the lower figure) where the narrowing is controlled by the intervening ISID identifier (which is at the QinQ granularity).

The blue dashed arrows show the relevant server LTP to client LTP relationships. There are many client LTPs per server LTP. Figure D.2-35 shows an example of one set of instances. The client “link connection” is only between C, D and E, and hence nodes X, Y and Z are not visible in the specific QinQ instance above.
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Figure D.2-35 – Multi-ported Link supporting an FC

This complex case in Figure D.2-36, derived from material in [b-TMF TR215]), shows Interconnect ({IC}) protection with roles Resilient, Bridge and Protection and Double Add-Drop ({DAD}) with roles Main and Standby (where the roles are in pairs (left M/S pair and right M/S pair)).

Figure D.2-36 shows the higher order (HO) path across the shared protection ring connecting the terminations in B, C, D and E that support the lower order (LO) LTPs shown in the upper part of the figure.
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Figure D.2-36 – Multi-ported Link supporting supported by a complex server configuration

The key feature of the figure above is the multi-ported Link, “{DAD}”, that reflects the characteristic of the server FC (B&C-D&E). In this example the adapters in B, C, D and E are assumed to have the same capability. In the general case the Link capability is determined by the intersection of the capabilities of the adapters at the ends of the server FC.

The application of the parameters from the ForwardingEntity is for further study.

D.2.11 State dependency

The client-server aspect of Topology, Termination and Forwarding dictates essential dependency between the Lifecycle states of entities. This can be explained with Figure D.2-37, which shows the effect of serial elements in the hierarchy. The arrows in the figure show the direction of direct dependency (the arrows point at the dependent entity).
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Figure D.2-37 – Lightweight sketch of a multi-layered network

The following table provides a view of state dependencies (see Annex C).

Table D.2-1 – Client-server state interaction
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D.2.12 Inverse multiplexing

It is sometimes necessary to carry a single information flow that has a particular characteristic rate over a network where the bearers are too small to carry that rate of information transfer. Under these circumstances, it is necessary to use a mechanism that divides the information flow into parts to be conveyed over several of the bearers in parallel, such that it can be reassembled at the far end of the bearer into a flow that is indistinguishable from the original.

The division of an information flow into parts is called inverse multiplexing. There are a number of different schemes for inverse multiplexing (link aggregation group (LAG), virtual concatenation (VCAT), etc.). Some schemes take advantage of other characteristics of the information flow such as the nature of the packet. The scheme provides distinct properties and also distinct measures. Regardless of the specific scheme the essential model is the same.

In the case of the LAG it is possible to use some of the bearers to protect others by simply over-provisioning. Again, this does not change the essential model but may change the encapsulation and certainly affects the parameters and measures.

In Figure D.2-38:

– The “Expanded Representation” diagram shows a view of the essential model of inverse multiplexing as an arrangement of basic generalized functions.

• The FC is shown with a selector that operates at signal rate selecting fragment by fragment from different inputs (where the fragments may be packets, frames, frame fragments) and feeds this as a stream towards the client.

This form is overly complex and there is opportunity for simplification.

– The “Encapsulated FC and CSC” diagram shows the chosen simplified form where the C&SC and the FC have been encapsulated in the LTP

• This encapsulation could be exposed within the spec of an LP of the LTP or could be summarized as attributes of the LP of the LTP.

This is the model for inverse multiplexing.

– There are two specific cases shown dealing with different multiplicities:

• ‘n clients and n “channels” on the server’ shows the use of the full “Encapsulated..” model.

• ‘1 client and 1 “channel” on the server’ shows the most reduced form.

The most likely case is ‘n clients and 1 “channel” on the server.
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Figure D.2-38 – Representing inverse multiplexing

D.3 Work in progress

D.3.1 Detailed properties of Topology

The topological components are assembled into systems and then encapsulated into topological components. The rules related to these assemblies are explored in the following figure. This also relates to discussion in Appendix V. This area needs to be developed further.
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CoreModel diagram: Topology-DetailWithRules.

Figure D.3-1 – Topology details with rules

Figure D.3-1 shows finalized, preliminary and experimental extensions of the Topology model.

D.3.2 Cost algorithms

Development of rules for propagation of topological parameters to clients (e.g., cost from Link to FC riding over it, and from FC to its client Links).

D.3.3 FC/Link convergence

Aim to fully align the two models and look for improved derivation.

D.3.4 NearEnd/FarEnd, Input/output and ingress/egress

Need to consider aligning input/output used in directionality with ingress/egress used in the switch spec model and to consider developing a model of Near/Far end.

D.3.5 Complex transitional Links

Figure D.3-2 shows two forms of transitional Links.
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Figure D.3-2 – Two forms of complex transitional Links

Figure D.3-3 shows a particularly complex partial configuration where some of the server capacity has been committed to the client but further capacity remains. There are several transitions within one Link.

[image: Image]

Figure D.3-3 – A particularly complex multi-layer multi-port transitional Link

Figure D.3-3 shows an off-network transitional Link.
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Figure D.3-4 – Off-network transitional Link

The above cases are for further study. The model would appear to support the cases shown above.

D.3.6 Non-orthogonal FDs

The model does not impose a single hierarchy of FD. An FD is not decomposed into smaller parts.Iinstead, an FD is an aggregation of smaller parts. Several FDs may have some common FDs that they aggregate. This allows for a traditional single hierarchy but also allows for a more sophisticated structure. A more detailed explanation of this needs to be added to this Recommendation.


Annex E

Resilience model

(This annex forms an integral part of this Recommendation.)

This annex focuses on the modelling of resilience in the CIM. It:

– introduces the resilience model structure

– describes the key classes of the resilience model

– explains the attributes of the resilience model

– shows how the model deals with various resilience schemes

– explains how the specification model describes resilience schemes (protection, etc.)

– highlights work in progress to further advance the resilience model.

The resilience model builds on aspects of the Core network model related to Termination and Forwarding described in Annex B and relates to Topology in Annex D. Resilience capability and other specification considerations are covered in Annex G.

EDITORIAL NOTE – The UML figures contained in this Recommendation are also available in png format here.

Working definitions of the resilience model:

– Resilience: A mechanism that ensures greater availability of a provided capability than could be achieved by use of a minimal set of dedicated resources. The mechanism uses additional resources to ensure that the provided capability continues to be provided even when one or more resource(s) originally used to provide the capability fails. The degree of failure supported depends upon the scheme. The time taken to recover depends upon the scheme. Several schemes may be used together.

– Protection: A resilience mechanism where the resources used to achieve resilience against failure are in place and running ready to be selected so as to rapidly recover the service. The resources may be shared by several services such that under certain failure conditions one service may take the resilience resources from another causing the other to fail.

– Restoration: A resilience mechanism where there are no additional resources over and above those needed to provide the capability in place and running but there is either a plan for resources to be used and/or there is a control capability that can determine which resources can be used to recover a failed service.

E.1 Resilience model detail

E.1.1 Resilience pattern

The resilience model unifies a number of apparently different traditional model approaches that are used for various different resilience schemes (see [ITU-T G.808.1]). The resilience model focus is the FcSwitch, which represents the forwarding selector and which enables changes of forwarding to achieve resilience. The model also represents the control element of the resilience control loop that monitors behaviour, assesses that behaviour while identifying necessary configuration changes and applies those configuration changes to make the necessary adjustments to Forwarding so as to achieve the intended resilience.

Some resilience schemes require combinations of control elements and switches. A particular pattern of combination of control elements and switches along with forwarding of control messages fully describe each scheme. This single uniform approach replaces the various traditional approaches (e.g., in some traditional representations a protection group is used, whereas the protection group is replaced by one or more control elements in the new model).

E.1.1.1 Resilience model in the context of other model additions to Edition 2

The resilience model is a specialist model that represents the components of resilience at a similar level of abstraction to the LTP and FC. This release of the CIM includes a number of new classes and has further explanation of patterns that related to this model.

As will be observed in the model described below, a key consideration is that of control of the resilience scheme. In Edition 3, a generalized Control model has been added (see Annex H). The control elements described in this document, the ConfigurationAndSwitchControl, can be seen as a specialist form of ControlComponent described in the generalized control model. The ControlComponent itself can be seen as a specialist form of ProcessingConstruct (described in Annex K) and ProcessingConstruct can be seen as a specialist form of Component (described in Appendix V). If the entire model was represented as Component this would be particularly opaque.

As a consequence, it has been chosen to represent explicit classes to describe the specialist roles. The specialist roles are clearly still generalized forms. An implementer may choose to represent everything as component with layers of spec or use the explicit classes of the Core model. It is recommended to not specialize any further.

E.1.2 Resilience model

Figure E.1-1 shows the key classes involved in protection and the associations between them.
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Source Papyrus CoreModel diagram: Resilience-Pattern.

Figure E.1-1 – Basic resilience pattern

In the diagram:

– The classes shaded green are the classes that are solely present to support resilience.

– The associations and classes shown in blue are new in this release.

– The blue and red associations are experimental.

The key classes present in the model that specifically support resilience are described in the following sections. The naming/identification classes, Local_Pac and Global_Pac, are discussed in clause E.1.4.8 – Naming the ConfigurationAndSwitchControl (C&SC). The FcSpec class is included as it will be used to express the structure of the resilience scheme of the ForwardingConstructs, this is described in detail in Annex G. See also Annex B for an explanation of some key classes in the figure.

In this release:

– The C&SC has been extended with ports (reflecting the ComponentSystem pattern detailed in Appendix V). The port capability allows for representation of detailed signalling relationships and of asymmetric control (see clause E.1.4.5, Symmetric and asymmetric C&CS). In basic control cases and for abstract representations the CaSC ports do not need to be expressed and can be omitted (being optional).

– The C&SC can be composed of C&SCs allowing for expression of complex control structures (see clause E.1.4.1, Encapsulation of the ConfigurationAndSwitchControl (C&SC)). This decomposition is also reflected at the C&SC port.

– The C&SC can provide a list of references to controlled FCs (see clause E.1.4.6, C&SC Coordinates FC) providing clarity as to which FCs are controlled when the C&SC deals with a subset of FCs in the FD and the C&SC is not related to the FC by composition or via another subordinate C&SC. This allows aggregate statements expressed via attributes to be made at the C&SC and/or its ports about control effects on all FCs and/or their ports. As a result of the FC references and other rules the implications of the attributes can be interpreted and the effects on all related FCs can be determined.

– An FcPort can be internal (and hence not associate with an LTP) to allow chaining of switches (see clause E.1.4.13, Overlaying and chaining switches).

– An FcPort can be associated with multiple switches to allow both chaining and other more complex arrangements (see clause E.1.4.13, Overlaying and chaining switches).

– FcRoute is a GlobalClass.

The model in this release is a superset of that detailed in the previous release and all previous usages should be compatible with this release.

The following clauses detail the key classes of the resilience model.

E.1.2.1 CascPort

Qualified name: CoreModel::CoreNetworkModel::ObjectClasses::Resilience::CascPort

A port of a C&SC that can be used where there is significant asymmetry to be represented.
This can represent any combination of:

– the conveying of messaging to/from the C&SC

– the conveying of control action

– the providing of indications of state, etc.

This class is Experimental.

E.1.2.2 3.2.2	CascPortRoleProperties

Qualified name: CoreModel::CoreNetworkModel::ObjectClasses::Resilience::CascPortRoleProperties

Container for properties associated with the port role as defined by the CascSpec.

This class is Experimental.

E.1.2.3 ConfigurationAndSwitchController

Qualified name: CoreModel::CoreNetworkModel::ObjectClasses::Resilience::ConfigurationAndSwitchController

Represents the capability to control and coordinate switches, to add/delete/modify FCs and to add/delete/modify LTPs/LPs so as to realize a protection scheme.

This class is Preliminary.

E.1.2.4 ControlParameters_Pac

Qualified name: CoreModel::CoreNetworkModel::ObjectClasses::Resilience::ControlParameters_Pac

A list of control parameters to apply to a switch.

This class is Preliminary.

E.1.2.5 FcRoute

Qualified name: CoreModel::CoreNetworkModel::ObjectClasses::Resilience::FcRoute

Each instance of an FC Route (FcRoute) class models an individual route of an FC. The route is an alternative view of the internal structure of the FC to FC aggregation (see FcHasLowerLeverFcs association). There are some cases where a route is the most appropriate representation and other cases where the aggregation approach is the most appropriate representation. The route of an FC object is represented by a list of FCs at a lower level with the implicit understanding that unmodelled link connections are interleaved between the lower level FCs. Note that, depending on the service supported by an FC, the FC can have multiple routes. The FcRoute is also applicable where an NE level ForwardingDomain may be decomposed into subordinate ForwardingDomains and applies to both virtual and real NE cases.

Inherits properties from:

– LocalClass

E.1.2.6 FcSwitch

Qualified name: CoreModel::CoreNetworkModel::ObjectClasses::Resilience::FcSwitch

The FcSwitch class models the switched forwarding of traffic (traffic flow) between FcPorts and is present where there is protection functionality in the FC. If an FC exposes protection (having two or more FcPorts that provide alternative identical inputs/outputs), the FC has one or more associated FcSwitch objects to represent the alternative flow choices visible at the edge of the FC. The FC switch represents and defines a protection switch structure encapsulated in the FC and essentially performs one of the functions of the protection group in a traditional model. It associates with two or more FcPorts, each playing the role of a protection unit. One or more protection (i.e., standby/backup) FcPorts provide protection for one or more working (i.e., regular/main/preferred) FcPorts where either protection or working can feed one or more protected FcPort. The switch may be used in revertive or non-revertive (symmetric) mode. When in revertive mode, it may define a waitToRestore time. It may be used in one of several modes including source switch, destination switched, source and destination switched, etc. (covering cases such as 1+1 and 1:1). It may be locked out (prevented from switching), force switched or manual switched. It will indicate switch state and change of state. The switch can be switched away from all sources such that it becomes open and hence two coordinated switches can both feed the same LTP, so long as at least one of the two is switched away from all sources (is “high impedance”). The ability for a Switch to be “open” allows bidirectional ForwardingConstructs to be overlaid on the same bidirectional LTP where the appropriate control is enabled to prevent signal conflict. This ability allows multiple alternate routes to be present that otherwise would be in conflict.

Inherits properties from:

– LocalClass

E.1.3 Key to diagrams

The following diagram highlights the symbols used in other diagrams in this Recommendation for various classes, etc. in the resilience model.
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Figure E.1-2 – Instance diagram key

E.1.4 Further explanation of the model

E.1.4.1 Encapsulation of the ConfigurationAndSwitchControl (C&SC)

There are several degrees C&SC independence (see Appendix XIV for examples of each):

– C&SC encapsulated in an FcSwitch

• Used where a C&SC has a control scope of a single switch and where there is benefit in exposing ControlParameters for a single switch.

• The C&SC may participate in scheme where only per-switch autonomous control is available or may be part of a broader scheme with a hierarchy/mesh of C&SCs.

• The C&SC need have no id as it is identified in the context of the switch and there can only be one C&SC per switch.

– C&SC encapsulated in an FC

• Used where the C&SC has a control scope across several switches in the FC and where there is a need to have consistent parameters across those switches.

• This approach could be used for an FC with a single switch instead of embedding the C&SC in the switch.

• The C&SC may participate in a scheme as part of a hierarchy/mesh of C&SCs.

• The C&SC has a local id in the context of the FC. There may be several C&SCs in the context of an FC.

• The arrangement of C&SCs in the FC is described by the FcSpec (see Annex G).

– C&SC encapsulated in a C&SC

• Used where a complex control structure needs to be set out as a tightly coupled system of controllers.

• The C&SC has a local id in the context of the encapsulating C&SC.

• The usage if this is described in clause E.1.4.7 Relating the ProcessingConstruct, C&SC encapsulation and protection scheme.

– C&SC encapsulated in an LTP

• Similar to the FC cased but used where there is significant switching capability within the LTP.

• At this release there are no examples of usage for this capability.

– C&SC stand-alone

• Used where the C&SC coordinates switches and other configuration spread across multiple FCs, etc.

○ In this case it replaces the traditional protection group approach.

• There may be a hierarchy/mesh of C&SCs where a C&SC may govern others and may itself be governed.

• The C&SC may create/delete/adjust FCs as well as activate switches.

• The C&SC is part of the overall Management-Control Continuum (see Annex H).

• The C&SC has a global id.

• The arrangement of C&SCs in a control scheme is described in a ControlSchemeSpec (see Annex G).

This model fragment offers flexibility in the way the FcSwitch gains its ControlParameters and provides an instantiable C&SC that can be positioned with an appropriate scope of control for any particular case.

The control parameters for a number of C&SCs/Switches could be provided by a profile (although this area of model is for further development).

The C&SC can be included in a ConstraintDomain (CD) which may define the scheme that the C&SC is part of or which may simply apply common constraints to a number of C&&SCs. (see Annex H)

E.1.4.2 An Open FcSwitch

Figure E.1-3 (see clause E.1.3, Key to diagrams, for an explanation of the figure symbol set) shows an example of multiple open switches showing both legal and illegal settings.

The figure assumes a circuit switched technology and shows four cases of an NE52 with a protected signal flow to one client LTP (green) supported by an LTP (purple) bound to a physical port (on the left of each diagram). The cases highlighted are the two normal states of switches in the upper two diagrams, a transient state in lower left and an illegal state in lower right where the configuration and switch controller (C&SC) has failed.

[image: Image]

Figure E.1-3 – Multiple open switch case with one client LTP

E.1.4.3 Sharing FcPorts and switch orientation convention

The diagrams in Figure E.1-4 illustrate (in dotted red ellipses) usage of a mix of output and input switches (designated by “o” and “i” respectively). The modelling orientation convention is that the switch common is on the sharing FcPort if there is only one sharing FcPort (hence in some cases mixed ingress/egress switches are used). If there are two sharing FcPorts, or no sharing FcPorts the convention is that the input switch (default) is used unless there is specific complexity that can only be resolved with output switches.

See also figures in Appendix XIV for more details on the specific case of use.
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Figure E.1-4 – Sharing FcPorts and switch orientation convention

E.1.4.4 Resilience attributes

Figure E.1-5 highlights the key attributes of the resilience model.
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CoreModel diagram: Resilience-KeyAttributes.

Figure E.1-5 – Key resilience attributes

The attributes are described in the following tables (which show all attributes of the classes, not just the attributes related to resilience).

E.1.4.4.1 CascPort

Table E.1-1 – Attributes for CascPort








	Attribute name

	Lifecycle Stereotype (empty = Mature)

	Description




	portRole

	Experimental

	The role of the port of a C&SC.

The interpretation of the role is provided by the C&SC spec.

The C&SC spec will set out the role in the context of C&SC functions.

The role will indicate how the port relates to the associated entity, e.g., is conveying messages.




	isRelatedControlFlowDisabled

	Experimental

 

	If TRUE, then any Control signal flow related to this controller (to, from or drop-and-continue) is prevented from passing through the related LTP carrying the signalling for this controller.

This can be considered as being realized using an FcSwitch in an FC embedded in the LP at the layer of signalling to disconnect the FcPort bidirectionally.

This FcSwitch should be represented in the LTP spec.

Note that the FcSwitch will be at the granularity of the relevant control signal and other flows may be passed uninterrupted.




	isControlledFcPortDisabled

	Experimental

 

	If TRUE, then the related FcPort on the FC is disabled and hence signal will not flow through that FcPort.

This is realized using an FcSwitch to disconnect the FcPort bidirectionally.

Note that as the controller may control many FCs and may switch them all together as one, in an implementation the FcSwitch could be omitted from the FC instance model.

Any omission should be explained by the FcSpec.

This is equivalent to a blocked indication on the LTP used in other representations.




	isProtectionLockOut

	

	The resource is configured to temporarily not be available for use in the protection scheme(s) it is part of.

This overrides all other protection control states including forced.

If the item is locked out, then it cannot be used under any circumstances.

This causes isRelatedControlFlowDisabled to become TRUE and isControlledFcPortDisabled to become TRUE.




	_portRoleProperties

	Experimental

	A link to properties associated with the port role as defined by the CascSpec.




	_ltp

	Experimental

	The LTP that conveys the messages related to the port and/or is subject to control action and/or provides indications of state, etc.

For direct association, there may be up to 2 LTPs (to account for directionality differences).

In the specification representation, there may be a number rules that provide further LTP relationships that are implicit in the instantiated model.




	_encapsulatingCascPort

	Experimental

	In a case where there is nested C&SC the ports are also nested and this references the superior port.





E.1.4.4.2 CascPortRoleProperties

Table E.1-2 – Attributes for CascPortRoleProperties








	Attribute name

	Lifecycle Stereotype (empty = Mature)

	Description




	signallingFormat

	Example

Experimental

	To be provided




	monitoringDetail

	Example

Experimental

	To be provided




	controlDetails

	Example

Experimental

	To be provided





E.1.4.4.3 ConfigurationAndSwitchControl

Table E.1-3 – Attributes for ConfigurationAndSwitchControl








	Attribute name

	Lifecycle Stereotype (empty = Mature)

	Description




	switchRule

	Experimental

	A sketch of the presence of complex rules governing the switch behavior.




	isFrozen

	Preliminary

	Temporarily prevents any switch action to be taken and, as such, freezes the current state.

Until the freeze is cleared, additional near-end external commands are rejected and fault condition changes and received APS messages are ignored.

All administrative controls of any aspect of protection are rejected.




	isCoordinatedSwitching
BothEnds

	Experimental

	The C&SC is operating such that switching at both ends of each flow across the FC is coordinated at both ingress and egress ends.




	resilienceControlStatus

	Experimental

	To be provided.




	_fcSwitch

	Experimental

	The switch being controlled.




	_controlParameters

	Preliminary

	The control parameters to be applied if local parameters are used rather than profiles.




	_profileProxy

	Experimental

	Applied profiles.




	_local_Pac

	Preliminary

	See referenced class.




	_global_Pac

	Preliminary

	See referenced class.




	_subordinateControl

	Experimental

	A C&SC that is fully or partially subordinate this C&SC.

A peer is considered as partially subordinate in that the peer will respond to requests for action from this C&SC but will also make requests for action to be carried out by this C&SC.

Where there is a peer relationship each controller in the peering will see the other controller as subordinate.




	_cascSpec

	Experimental

	See referenced class.




	_encapsulatedCasc

	Experimental

	Where a C&SC is complex it may be decomposed into subordinate C&SC parts.

The decomposition is described by the C&SC spec.




	_cascPort

	Experimental

	A reference to ports of a C&SC that can be used where there is significant asymmetry to be represented.

The C&SC need not have ports.




	_coordinatedFc

	

	See referenced class.





E.1.4.4.4 ControlParameters_Pac

Table E.1-4 – Attributes for ControlParameters_Pac








	Attribute name

	Lifecycle Stereotype (empty = Mature)

	Description




	reversionMode

	Experimental

	Indicates whether the protection scheme is revertive or non-revertive.




	waitToRevertTime

	Preliminary

	If the protection system is revertive, this attribute specifies the time, in minutes, to wait after a fault clears on a higher priority (preferred) resource before switching to the preferred resource.

If a further fault occurs on the preferred resource in the waitToRevertTime then the reversion attempt is cancelled.

The WTR timer is overridden by the needs of a higher priority signal. Depending upon which resource is requested this may simply cancel the attempt to revert of may cause immediate reversion.




	protType

	Obsolete

	Indicates the protection scheme that is used for the ProtectionGroup.




	holdOffTime

	Preliminary

	This attribute indicates the time, in milliseconds, between declaration of a switch trigger condition (e.g., signal degrade or signal fail), and the initialization of the protection switching algorithm.




	_networkSchemeSpecification

	Experimental

	See referenced class.





E.1.4.4.5 FcPort

Table E.1-5 – Attributes for FcPort








	Attribute name

	Lifecycle Stereotype (empty = Mature)

	Description




	role

	

	Each FcPort of the FC has an assigned role (e.g., working, protection, protected, symmetric, hub, spoke, leaf, root) in the context of the FC with respect to the FC function.

The role is fixed by the referenced FcSpec.




	fcPortDirection

	

	The orientation of the defined flow at the FcPort.




	isProtectionLockOut

	Preliminary

	The resource is configured to temporarily not be available for use in the protection scheme(s) it is part of.

This overrides all other protection control states including forced.

If the item is locked out, then it cannot be used under any circumstances.

Note – Only relevant when part of a protection scheme.




	selectionPriority

	Preliminary

	The preference priority of the resource in the protection scheme for a particular FC.

The lower the value the higher the priority.

A lower value of selection priority is preferred.

If two resources have the same value they are of equal priority.

There is no preference between equal priorities.

If a resource with the lowest value selection priority fails, then the next lowest value available (may be the same value) is picked.

Hence on failure of the current resource the next best available will be selected.

If there are several equal values, the choice is essentially arbitrary.

If the scheme is revertive then when a resource of higher priority than the currently selected resource recovers it will be selected.

This is equivalent to working/protection but allows for all static scheme types with n:m capability.

In simple schemes 0 = working and 1 = protecting.

If selection priority of an FcPort is increased in value and the FC is currently selecting this FcPort then if another FcPort of a lower selection priority value is available, the wait to restore process will come into action as if the other FcPort had just become available.

If selection priority of a FcPort is changed and the FC is not currently selecting this FcPort but is selecting an item that is now of a higher numeric value than the changed FcPort then the wait to restore process will come into action as if the other FcPort had just become available.




	isInternalPort

	Experimental

	The FcPort is not exposed and cannot have associated LTPs.

This form of FcPort is used to enable chaining of FcSwitches or FcRoutes in complex network protection scenarios.




	_ltp

	

	The FcPort may be associated with more than one LTP when the FcPort is bidirectional and the LTPs are unidirectional.

Multiple LTP

– Bidirectional FcPort to two Uni-directional LTPs.

Zero LTP

– BreakBeforeMake transition

– Planned LTP not yet in place

– Off-network LTP referenced through other mechanism.




	_fcRouteFeedsFcPortEgress

	Experimental

	Identifies which route(s) currently actively forward to the FcPort to exit the FC to an LTP (or for an internal FcPort to propagate to the next internal switch/route).




	_fcPort

	Experimental

	An FcPort may have a direct association to another FcPort where there is a transition from one domain to another but where there has been no termination.




	_portOfInternalFc

	Experimental

	See referenced class.




	_pin

	Experimental

	For media FCs, the name of the pin that terminates the media.





E.1.4.4.6 FcRoute

Table E.1-6 – Attributes for FcRoute








	Attribute name

	Lifecycle Stereotype (empty = Mature)

	Description




	selectionPriority

	Preliminary

	The preference priority of the resource in the resilience scheme for a particular FC.

The lower the value the higher the priority.

A lower value of selection priority is preferred

If two resources have the same value they are of equal priority.

There is no preference between equal priorities.

If a resource with the lowest value selection priority fails, then the next lowest value available (may be the same value) is picked.

Hence on failure of the current resource the next best available will be selected.

If there are several equal values, the choice is essentially arbitrary).

If the scheme is revertive then when a resource of higher priority than the currently selected resource recovers it will be selected.




	

	

	This is equivalent to working/protection but allows for all static scheme types with n:m capability.

In simple schemes 0 = working and 1 = protecting.

If selection priority of a Route is increased in value and the Route is currently selecting this Route, then if another Route of a lower selection priority value is available the wait to restore process will come into action as if the other Route had just become available.

If selection priority of a Route is changed and the FC is not currently selecting this Route but is selecting an item that is now of a higher numeric value than the changed Route, then the wait to restore process will come into action as if the other Route had just become available.




	routeSelectionControl

	Preliminary

	Degree of administrative control applied to the route selection.




	routeSelectionReason

	Preliminary

	The reason for the current route selection.




	_fc

	

	The list of FCs describing the route of an FC.

In most cases the FcRoute has 2 or more FCs however there are some cases where a Route with one FC is valid.




	_link

	

	See referenced class.





E.1.4.4.7 FcSwitch

Table E.1-7 – Attributes for FcSwitch








	Attribute name

	Lifecycle Stereotype (empty = Mature)

	Description




	holdOffTime

	Obsolete

	Moved to ControlParameter_Pac... This attribute indicates the time, in seconds, between declaration of unacceptable quality of signal on the currently selected FcPort, and the initialization of the protection switching algorithm.




	protType

	Obsolete

	Indicates the protection scheme that is used for the ProtectionGroup.




	reversionMode

	Obsolete

	Moved to ControlParameter_Pac... This attribute indicates whether or not the protection scheme is revertive or non-revertive.




	switchControl

	Preliminary

	Degree of administrative control applied to the switch selection.




	switchSelectsPorts

	Preliminary

	Indicates whether the switch selects from ingress to the FC or to egress of the FC, or both.




	switchSelectionReason

	Preliminary

	The reason for the current switch selection.




	waitToRestoreTime

	Obsolete

	Moved to ControlParameter_Pac and changed to waitToRevert... If the protection system is revertive, this attribute specifies the amount of time, in seconds, to wait after the preferred FcPort returns to an acceptable state of operation (e.g., a fault has cleared) before restoring traffic to that preferred FcPort.




	_selectedFcPort

	

	Indicates which points are selected by the switch.
Depending on the switch spec (via FcSpec)

– more than one FcPort can be selected at any one time (e.g., egress switch, ingress packet switch)

– zero FcPorts can be selected. For an ingress switch this indicates that the switch common (egress) is “high impedance”.




	_profileProxy

	Experimental

	Provides a set of predefined values for switch control in place of the direct values available via the FcSwitch or via _configurationAndSwitchControl.




	_configurationAndSwitchControl

	Experimental

	A ConfigurationAndSwitchController that is external to the switch (it is coordinating many switches and hence cannot be encapsulated in the FcSwitch.




	_internalConfigurationAndSwitchControl

	Experimental

	A ConfigurationAndSwitchController encapsulated in the FcSwitch that controls the FcSwitch alone.




	_controlParameters

	

	See referenced class.





E.1.4.4.8 ForwardingConstruct

Table E.1-8 – Attributes for ForwardingConstruct








	Attribute name

	Lifecycle Stereotype (empty = Mature)

	Description




	layerProtocolName

	

	The layerProtocol at which the FC enables the potential for forwarding.




	forwardingDirection

	

	The directionality of the ForwardingConstruct.

Is applicable to simple ForwardingConstructs where all FcPorts are BIDIRECTIONAL (the ForwardingConstruct will be BIDIRECTIONAL) or UNIDIRECTIONAL (the ForwardingConstruct will be UNIDIRECTIONAL).

Is not present in more complex cases.

In the case of media the FcPorts and FC may also be omni-directional.




	isProtectionLockOut

	Preliminary

	The resource is configured to temporarily not be available for use in the protection scheme(s) it is part of.

This overrides all other protection control states including forced.

If the item is locked out then it cannot be used under any circumstances.

Note – Only relevant when part of a protection scheme.




	servicePriority

	Preliminary

	Relevant where “service” FCs are competing for server resources.

Used to determine which signal FC is allocated resource.

The priority of the “service” with respect to other “services”.

Lower numeric value means higher priority.

Covers cases such as pre-emptible in a resilience solution.




	_lowerLevelFc

	

	An FC object supports a recursive aggregation relationship such that the internal construction of an FC can be exposed as multiple lower level FC objects (partitioning).

Aggregation is used as for the FD to allow changes in hierarchy.

FC aggregation reflects FD aggregation.

The FC represents what would have traditionally been considered as a “Cross-Connection” in an “NE”. The “Cross-Connection” in an “NE” is not necessarily the lowest level of FC partitioning.




	_fcRoute

	

	An FC object can have zero or more routes, each of which is defined as a list of lower level FC objects describing the flow across the network.




	_fcPort

	

	The FcPorts define the boundary of the FC.

The FC is accessed via the FcPorts.

Flow within the FC is defined in terms of its FcPorts.




	_fcSwitch

	

	If an FC exposes protection (having two FcPorts that provide alternative identical inputs/outputs), the FC will have one or more associated FcSwitch objects.

The arrangement of switches for a particular instance is described by a referenced FcSpec.




	_configurationAndSwitchControl

	Experimental

	Reference to a ConfigurationAndSwitchController that coordinates switches encapsulated in the FC.

The controller coordinates multiple switches in the same FC.




	_fcSpecReference:ClassRef

	SpecReference

Experimental

	Reference to the Spec (Class).




	_supportedLink

	Preliminary

	An FC that spans between LTPs that terminate the LayerProtocol usually supports one or more links in the client layer.





E.1.4.5 Symmetric and asymmetric C&SC

In Edition 2 all C&SC usages were essentially symmetric (see Annex K for explanation of symmetric and asymmetric) and hence the C&SC did not need ports. In Edition 3 the C&SC may optionally have ports and hence a number of cases that require asymmetric treatment of control are now supported. Like the FC, a C&SC port is associated with up to two LTPs (to allow for directionality differences)53.

The C&SC port to LTP association is used to represent several distinct flows:

– The flow of C&SC signalling information to/from the LTP where at the LTP it is propagated with the traffic and hence is to/from the adapter in the spec of the LTP.

– The flow of control information to be applied to the LTP (e.g., disable traffic flow).

– The flow of monitoring information from the LTP to be used by the C&SC.

The purpose of the port with respect to the flows covered is expressed via the ports role. A C&SC port can have a composite role and it may deal with several of the above flows if appropriate and where the same LTP is involved in all aspects described. The C&SC port role is described in the C&SC spec.

For rigid invariant patterned cases the relationship between C&SC port and LTP may be covered fully in the spec allowing a symmetric C&SC instance to be used. For more flexible cases explicit layout of instances of asymmetric C&SC port to LTP associations will be required.

Figure E.1-6, which is a sketch of an aspect of the [ITU-T G.8032] solution (see also Appendix XIV for more details) shows a C&SC with ports related to an LTP for various purposes. It also includes associations described in the next section.
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Figure E.1-6 – Figure showing C&SC with ports and association to FC

E.1.4.6 C&SC coordinates FC

In some schemes the C&SC may control FC flow indirectly via manipulation of an LTP associated to an FcPort and manipulation of switches in the FC associated with that FcPort. In these complex cases it is not sufficient to embed C&SCs in the FC. The focus of the control action is the combination of FcPort and LTP and it is based on the C&SC asymmetry exposed via the CascPort. The CascPort to LTP association carries some of this information54. Whilst it is possible to determine indirectly the C&SC association to the FC by examining the C&SC port to LTP associations and identifying the corresponding FCs, to cover these cases more explicitly a direct association between the C&SC and the FC is used. Figure E.1-6 shows this association in use.

This association indicates which FCs a C&SC coordinates. Where there is a C&SC embedded in the FC (FcCoordinatedByCasc association) that is governed by a superior C&SC, that superior C&SC does not need to reference the coordinated FCs directly as the ControlGovernsControl association provides all necessary information.

E.1.4.7 Relating the ProcessingConstruct, C&SC encapsulation and protection schemes

Where there is a complex behavior that does not fit the definition of one of the functional classes such as LTP and FC the ProcessingConstruct (PC) is used. The PC is described in more detail in Annex K. The C&SC is essentially a PC and a ControlComponent, but considering importance of network application resilience in SDN, the choice has been made to define a specific class55 to represent this behaviour instead of using the more general PC class. The C&SC represents complex behavior of an assembly of parts where the emergent effect is that of Configuration and Switch Control56. Where a resilience scheme has a specific repetitive structure that is complex it may be beneficial to encapsulate the detail of the various C&SCs, etc. that enable the scheme in a superior C&SC. The scheme, including encapsulated C&SC and associations, is then describe in a spec structure (see Annex G for more detail). The complex structure may be summarized as defined in the spec (including key parameters) and may be exposed as a constrained hierarchy.

Figure E.1-7 shows some alternative encapsulations of C&SC explored for the [ITU-T G.8032] solution57. The actual [ITU-T G.8032] solution is in Appendix XIV.
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Figure E.1-7 – Figure showing basic groupings in CD and in C&SC

Figure E.1-7 shows a Constraint Domain grouping LTPs, FCs and C&SCs in the “Simple Constraint Domain” diagram and shows the outer C&SC governing the inner C&SCs (via ControlGovernsControl) in the “Simple Control Hierarchy” diagram.

Figure E.1-8 examines a more sophisticated encapsulation:

– The base model is as above.

– The diagram of “The spec pattern (n cases of each item)” which identifies what to encapsulate in the spec, i.e., what would need to be specified for a single C&SC unit.

– The diagram of “The spec pattern showing refactoring” highlighting an alternative structure of encapsulated C&SC.

– The diagram of “The spec pattern…” shows the key parts and associations in the spec where there can be n of each item in the spec and each item will carry key attribute definitions.

An approach that sets out explicit instances for each LTP, FC, C&SC, etc. as per the “Base model” would be reasonable as would an approach with a single instance of C&SC abiding by the spec shown in the diagram as “The spec pattern showing refactoring”. The spec pattern would need to be related to base model as shown in the “The spec pattern (n cases of each item)” such that if desired a recipient of the information could expand the model.
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Figure E.1-8 – A single C&SC encapsulating C&SCs defined by spec

Clearly it is preferable to have a single solution for each protection scheme. However, it is recognized that under particular constrained circumstances a representation of a fully capable realization may be verbose (i.e., expose details that are not of interest for the particular purpose) and hence there may be a desire to compact the representation. On this basis only recommendations are made for representation of particular schemes. These recommendations are in Appendix XIV. Clearly, any alternative representation of a scheme should be justified by there being some need to simplify the model due to limitations in capability and any representation of a scheme should abide by the model in terms of entities used and should provide full details in the spec model supporting scheme. This approach offering a variety of interpretable encapsulations is essentially the same as the approach used for the LTP, etc. (see Appendix V).

E.1.4.8 Foldaway of complexity – Naming the ConfigurationAndSwitchControl

The ConfigurationAndSwitchControl can be:

– Embedded in an FcSwitch, a local class, essentially as a _PAC with no need for ids, etc.

– Embedded in an FC, a global class, essentially as a local class with need for only relative ids, etc.

– Stand alone as a global class with need for a UUID.

Where there is one switch controller in a context (e.g., a switch or an FC) and where the controller relates to the context entity by composition it is reasonable to fold the controller into the context entity.

– The context entity gains the controller attributes.

– Any reference to the controller becomes a reference to the context entity.

Where there are several switch controllers in a context but where those controllers do NOT need to be referenced in any way from outside the context entity it is reasonable to fold the controllers into a data structure within the context entity.

– The context entity gains a structure of multiple controller attribute blocks.

– The controller “instance” is resolved by position in the structure.

– It is not possible to reference a controller from outside the context entity.

Where there are several switch controllers in a context and/or where those controllers need to be referenced from outside the context it is not possible to fold the controllers into the context entities but the entities representing the controllers can have a relative identification (localId) within the scope of the identifier for the context.

– References are via an address with contextId and localId as elements.

Where the switch controller is not in any stable (long lived) context then it must have a UUID and can be directly referenced via that UUID.

Hence it is necessary to use a mechanism that allows the class to have a variable id strategy. This is achieved using conditional composition rather than inheritance (this approach has only been applied here but may be relevant for other cases in the model).

E.1.4.9 FcRoute has FCs and/or Links

There are two methods of describing the forwarding resources used by an FC to achieve forwarding across the network:

– Direct aggregation of FCs via FcHasLowerLevelFcs association where each FC exists in an FD/Link. The aggregation may be:

• Single layer.

• Multiple layer where some of the FCs represent “Trails”58.

– Indirect aggregation of FCs and/or Links via the Route. Where the route is described by FC those FCs need not exist in an FD but instead may stand-alone describing some arbitrary fragment of the flow59.

The direct aggregation approach is the normal approach. The FCs in the Links are omitted and only the FCs in the FDs are provided.
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Figure E.1-9 – Forwarding detail represented via direct aggregation (or partition)

In some cases, the direct aggregation is not sufficient and a route mechanism is used.
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Figure E.1-10 – Showing a basic route based representation using FCs

The FcRoute has several potential uses:

– As part of the constraint model related to routing an FC.

– As a description of future alternative ways through the network to cover variability in the service need or some other where only one is active at any one time (as depicted above).

– To represent each of a number of alternative ways through the network for a particular FC to provide resilience.

– As a description of the current way through the network for a particular FC (current route).

The FcRoute may be fully detailed or quite abstract in terms of constraints.

The key focus in this document is the use of FcRoute for resilience. The actual instantiated active route across the network, i.e., the actual configuration of the real devices, must necessarily be fully detailed (otherwise information could not flow). But the definition of the desired route can be just a set of constraints that the actual route simply needs to satisify. Similarly the alternative routes may be simply constraints.
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Figure E.1-11 – Showing a basic route based representation using abstract FCs

Essentially, the route constraints used in conjunction with knowledge of the necessary layout constraints for the type of FC should be sufficient to allow an instance to be created.

The degree of detail available in a route definition depends upon a number of factors including design philosophy and level of risk tolerated. For example, to minimize the risk of the route not being successful when application is requested full detail will be required and the resources will need to be dedicated.

If the route is itself complex, including combinations of switched segments, etc., then FC orientation may be critical and hence will need to minimally include abstract FCs whereas if the route is a trivial point to point structure with no embedded protection and the network technology does not restricted channelization and there is no committed bandwidth, etc. then the route can suitable be described in terms of just links.
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Figure E.1-12 – Showing a basic route based representation using Links

If there is committed bandwidth and there are restrictions in the FDs transited by the route then the route should be in terms of suitably detailed (partially detailed) FCs60.
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Figure E.1-13 – Showing a basic route based representation using abstract Link FCs

E.1.4.10 FcRoute LifecycleState

As implied in the previous section the FcRoute inherits the Lifecycle state attribute.

E.1.4.10.1 General considerations

The LifecycleStates of POTENTIAL and INSTALLED allow alternative routes reflect the selection state of a resilience scheme where INSTALLED means selected and POTENTIAL means deselected. When a route is selected it is available for use.

The LifecycleState of an FcRoute is:

– PLANNED: If the resources are not present in the network.

– POTENTIAL_BUSY: If the resources are present in the network but are shared with other FCs and are currently used by those FCs.

– POTENTIAL_AVAILABLE: If the resources are present in the network and are shared with other FCs but are not currently used by any FCs.

– INSTALLED: If the resources are present and allocated to this FC (whether shared or not).

– PENDING_REMOVAL: If the FcRoute is INSTALLED and the intention is to remove the FcRoute.

E.1.4.10.2 Protection

From the perspective of a protection scheme it is usual for all resources for routes to be present in the network.

E.1.4.10.3 1+1 protection

In a 1+1 protection scheme, both of the worker (main) FcRoute and protection (standby) FcRoute have resources active in the network such that the LifecycleState of both will be INSTALLED (even if the route is not selected and there is no continuous traffic path as a result of switch states, etc.). The switch states are changed to select the route.

E.1.4.10.4 X:Y protection

In a X:Y (X<= Y) scheme, although resources are present in the network but are shared and hence not necessarily available to protect a failure in a worker (main). A route may be POTENTIAL_AVAILABLE if the resources are not currently used by any FCs and POTENTIAL_BUSY when some or all of the resources necessary for protection are used by one or more other FCs.

When a route is “POTENTIAL_AVAILBLE” then some other process is required to configure and activate the resources of the route before it can be used by a protection scheme61. It is possible that even if the state of the FcRoute is POTENTIAL_BUSY a control process could have the authority to preempt and remove the blocking FcRoute.

E.1.4.10.5 Restoration schemes

In a restoration scheme there may be a number of alternative routes. At most one of those routes will be INSTALLED. The other routes will be PLANNED. In some revertive schemes a preferred route (often called the home route) is remembered (pinned, retained) and the resources retained when an alternative is being used (due perhaps to failure of the preferred route). When the preferred route recovers, the FC is caused to revert to it. When an alternative is being used, the preferred route is POTENTIAL_AVAILABLE (as it is not shared) and when it is used it is INSTALLED.

If the route is only described in abstract constraints, then when it is INSTALLED the actual FCs abiding by the abstract constraints will be created. This actual FC will be added to the actual route and may become part of the route description for later re-instantiation if the policy for that FC indicates this should be the case.

E.1.4.10.6 Further considerations of state

It is currently not possible to distinguish, using states, between the following cases:

– All resources have been specified but not reserved.

– Some resources have been specified but not reserved.

– No resources have been specified.

E.1.4.11 Route Feeds FcPort

In some views it is possible that the detail below the route is not accessible but it is still clear to the viewer that there are multiple alternative routes. In these views it is beneficial to indicate to the viewer that a particular route is being used to feed the output from a particular FcPort.

The FcPortFedByFcRoute association reflected in the _fcRouteFeedsFcPortEgress of the FcPort identifies which route feeds the FcPort.

Figure E.1-14 shows a case where there are two routes. From the switch detail it is clear that the upper route is feeding to the right and the lower route is feeding to the left. However, the switch detail of the FC in the route, shown in the figure slightly greyed out, is not visible to the viewer. The _fcRouteFeedsFcPortEgress attribute in each FcPort of the visible FC references the relevant visible route objects.
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Figure E.1-14 – Understanding the active route in an opaque view

In more complex contexts there may be many routes and/or the upper-most FC may have multiple FcPorts. In these cases it is possible that multiple routes are actively feeding an FcPort such that information is flowing from at least one other FcPort on each of the routes62. In these cases the _routeFeedsFcPortEgress in each FcPort simply list all routes that are actively feeding that FcPort.

E.1.4.12 Abstraction of resilience viewed through the supported Link

The Link is an abstract view of underlying resources. It exposes the effects of the technology specific aspects and of the protection of the underlying network. The abstract view is in terms of the characteristics of forwarding and is covered in Annex D.

The request for service will be in terms of the essential characteristics of forwarding e.g., timing, integrity, etc. The need for a resilience mechanism will be interpreted by considering these characteristics. If the distance between the points of delivery is very short the characteristics may be achieved with unprotected resources, if the delivery points are very distant then the same characteristics may require some form of resilience. The resilience chosen will depend upon the specifics of the characteristics. Certain combinations of characteristics will not be achievable beyond a certain distance.

Because the resilience scheme is chosen to enable particular characteristics to be achieved then the abstraction of the scheme as viewed at the links should be in terms of those characteristics. It is not meaningful to express in the Link the type of scheme used in the underlying network because:

– This violates the intended opaqueness (as the user of the link abstraction would need to understand the meaning of a scheme in a foreign layer or domain).

– It does not provide the user with sufficient information to derive the characteristics of the scheme since these will depend upon many factors including length and these cannot be interpreted without deep knowledge of the underlying network.

On this basis, the expression of the underlying resilience viewed through the link should simply be in terms of generalized properties of forwarding.

Clearly, if the network is not hidden the user can navigate from the Link to the underlying network structures. The opportunity to navigate to the server FC and from that to the resilience scheme details is fully supported by the model63.

Figure E.1-14 highlights two key relationships in red. These provide the most direct inter-layer resilience navigation. If an FcRoute is described in terms of Links the underlying FC in the server layer (that represents the Trail as per [ITU-T G.805]) can be identified by reverse navigation of the FcSupportsLink association. This will arrive at the supporting FC and all relevant resilience details. It is also possible to navigate via the Linkport to the LTP and then from the LTP to the supporting FC and all resilience details/

E.1.4.13 Overlaying and chaining switches

Figure E.1-15 shows an abstract example of an FC with chained switches using the internal FcPort where some FcPorts are fed by more than one switch. As it notes in the figure, the layout is arbitrary, solely for the illustration of the model capability and is not a representation of any particular switching scheme. As usual the FC spec would explain, in terms of switched flows (which represent FcSwitches), the range of switching opportunities and distinguish the port roles.
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Figure E.1-15 – Internal FcPorts and ports fed by several switches

E.1.4.14 Controls from CascPort

The CascPort supports both the sending of signalling through and/or application of control to the associated LTP and/or the gathering of monitoring information from the associated LTP. The controls can be applied directly to the associated LTP and/or indirectly to an appropriately deterministically related LTP peer or server to the associated LTP as described by the scheme spec (see Annex G). The same applies to the gathering of monitoring information.

Considering [ITU-T G.8032] protection as an example the control parameter related to the “isRelatedControlFlowDisabled” property of the port applies also to the indirectly related LTP dealing with the control signal and the “isControlledFcPortDisabled” property of the port applies specifically to the port of the controlled FC as explained by the scheme spec.

In addition the scheme spec will indicate whether the actual state of each individual controlled FC can be determined directly from the FC or whether only the aggregate state is available. Clearly the former may cause performance issues in an implementation if hundreds of FCs are controlled and switched together especially if notifications are sent for changes in every one independently.

E.1.4.15 Use of FcSpec to explain unexpected flow through a protection scheme

The FcSpec is used to state rules for and constraints on flows through the FC so as to define the FC internal interconnectivity. The normal usage is to provide an FcSpec per type of FC. Clearly the intended flows in a protection scheme can be stated in terms of an FcSpec.

Under some failure conditions, the flows in a protection scheme may not reflect the expected flows. Under these circumstances it is possible to use an FcSpec structure to describe the unexpected flows. Such an FcSpec could be made available as part of the description of the protection scheme if the failure modes are deterministic and the range of different flow patterns were limited.

In the case where the failure patterns are extensive, rare and not readily pre-calculable on occurrence of an unexpected flow state a temporary FcSpec could be constructed to express the current flow case.

The following basic network can be used to illustrate the complex behavior. The network includes four NEs. Each NE is configured as shown for the upper right NE with Interconnect-Protection64. The external view of the effect of the configuration of FCs in the NEs is back-to-back-protection (depicted as Offered/Desired).

[image: Image]

Figure E.1-16 – Basic network showing back to back protection abstraction
of underlying protection

Under single failure conditions the external effect is still back-to-back-protection.

[image: Image]

Figure E.1-17 – Single failure in network

When there is a failure of the input to the protection scheme operates as expected by the dual 1+1 definition as shown below.

[image: Image]

Figure E.1-18 – Failure at an input to the network

However, under certain internal failure scenarios the network is split into two, and there is a non-desired flow. Although from the external perspective traffic is being delivered at both ports 3 and 4, external failures will not give the desired back-to-back-protection characteristic.

[image: Image]

Figure E.1-19 – Two internal failures

A failure occurring on port 1 will, unexpectedly from the client’s perspective, cause the output at port 3 to fail.

[image: Image]

Figure E.1-20 – Two internal failures with external failure

Figure E.1-21 shows the potential states of flow of a realization of back-to-backprotection under internal failure modes (some are dependent on there being a more sophisticated underlying network than that shown in the figure above). The states highlighted in the red ellipse are not expected from the simple external presentation of back-to-back-protection. Only one direction of flow is shown to reduce clutter, the diagrams have been simplified to show only the flow (not the specific switches and the port numbers have been generalized (maintaining the orientation as per the the Back-to-back-protection shown in the figures above). This is further explained later in this clause.
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Figure E.1-21 – Representation of forwarding under normal and failure conditions

The FcSpec (see Annex G) can be used to represent the back-to-back-protection scheme as shown in Figure E.1-22.

[image: Image]

Figure E.1-22 – Spec for back-to-back protection

The FcSpec can also be used to represent any of the desired and undesired forwarding patterns. An example is shown in Figure E.1-23.

[image: Image]

Figure E.1-23 – Spec representation of one of the undesired cases

Figure E.1-24 shows another one of the failure cases.

[image: Image]

Figure E.1-24 – Spec representation of another of the undesired cases

E.1.4.16 Dealing with multiple control domains (this clause requires further work)

There are many network cases where an NE participates in several resilience schemes where two or more scheme instances are responsible for the resilience of a single information flow that transit the NE. The model supports two ways of dealing with this:

– Single FC with split control.

– Two FCs each with separate dedicated C&SCs where the two FCs are connected by a zero-length-link.

Two options… Zero length link or single FC.

E.2 Protection schemes considered

The resilience model is designed to support standard resilience schemes in a consistent fashion. The model has been exercised for a number of schemes (see Appendix XIV).

Resilience schemes considered in detail include:

– Linear protection including:

• 1+1

• 1:1

• 1:N

– Mesh protection including:

• N:1

– Ring protection including:

• [ITU-T G.8032].

The above schemes are protection schemes. Various restoration schemes are also supported by the model but these have not yet been covered in detail in the examples.

E.3 Protection of other functions of physical things

The physical model is covered by Annex F, which focuses on the modelling of equipment. The equipment is considered to be purely physical. Annex F also provides some modelling of functions that are emergent from a physical assembly when powered. Clearly, all functions including those encapsulated by LTPs and FCs are only realized in a powered physical assembly.

The functions being supported by the equipment can be protected. This type of protection often goes under the name “equipment protection”. This name has not been used, as it blurs the intentional constraint that equipment is purely physical (where a physical thing can be measured with a ruler). Physical things are not protected, the functions that they support are protected; it is functions supported by additional physical things that give rise to resilient/protected functions.

Annex F provides a sketch of how functional resilience could be represented. This aspect is for further work in the next edition. The intention is to use a switch/controller based pattern to represent functional resilience/protection.

E.4 Work in progress

E.4.1 Signalling information flow

Some signalling flow considerations have been covered in this release but there is a need to cover the general case of inter-controller signalling. This will be tackled in a later release.

There are two distinct cases to consider:

– Closed: where the signalling/messaging is solely within the visible/controlled network.

– Open: where the signalling/messaging emerges from the visible/controlled network.

The open case occurs where, for example, there is an administration boundary that cuts a protection scheme and where the administrative entities have agreed to enable their management/control systems to exchange messages/signals to achieve inter-administration automation. This applies to business to business exchanged and external network to network interface (E-NNI) exchanges.65

E.4.1.1 Closed case

– The current assumption is that a controller that uses signalling is identified in the appropriate spec

• The model uses ControllerGovernsController in both directions to indicate a peer.

○ Attributes could be added to indicate whether the controller is signalling to a peer and that the signalling grouping is determined from the spec and switch orientation.

– It is possible to show

• Signalling flow through the network by associating the C&SC with an LTP via a new association that indicates that signalling information is sent through the adapter of the LTP.

○ The LTP spec would explain the adaptation and hence association with another C&SC could be derived.

• A direct peer association between C&SC with no view of the underlying mechanism.

• A full forwarding model for the signalling information flow:

○ This could be in a referenced pattern that is summarized rigorously in one of the above forms.

○ The resilience scheme spec would explain the signalling flow alternatives.

– Note that a full forwarding model would appear to make sense when the signalling flow routing is not coincident with the traffic flow routing.

• An attribute could be added to indicate that signalling is co-routed with the traffic being controlled.

E.4.1.2 Open case

– This case has an open signalling path, so there needs to be an expression of the signalling where it will emerge explaining what it is, etc. Signalling information is exposed at the edge of the network

• Again the current assumption is that a controller that uses signalling is identified in the appropriate spec

○ Also with the attribute to indicate whether the controller is signalling to a peer and that the signalling grouping is determined from the spec and switch orientation.

• The ControllerGovernsController cannot name peer, as it is not within the view, so an off-net form of foreign pointer would be necessary [or there could be a dummy controller with a few parameters (discoverable, manually entered) as well as the name].

– Potentially more relevantly in this case we could show

• Signalling flow through the network by associating the C&SC with an LTP via a new association that indicates that signalling information is sent through the adapter of the LTP

○ The LTP spec would explain the adaptation and hence association with another C&SC could be derived.

• A direct peer association between C&SC with no view of the underlying mechanism.

• A full forwarding model for the signalling information flow

○ This could be in a referenced pattern that is the summarized rigorously in one of the above forms.

○ Note that a full forwarding model would appear to make sense when the signalling flow routing is not coincident with the traffic flow routing

· An attribute could be added to indicate that signalling is co-routed with the traffic being controlled.

E.4.1.3 Signalling control

– Need to identify parameters related to signalling and control that are independent of switching or only partly dependent on switching:

• Can timers be adjusted?

• Can signalling be disabled?

• Can aspects of signalling be disabled?

• Can control be adjusted?

E.4.2 Additional considerations for FcRoute

– An FcRoute may:

• Be provisioned in the network, but turned off.

• Have resources reserved in the network.

• Have resources that are reserved, but shared with one or more other routes (either in the same FC or a different FC).

• Have specified, but not reserved resources.

• Have partially specified resources.

• Have no resources specified and hence no subordinate FC detail.

This implies the need to add properties on LifeCycleState (reserved, provisioned, etc. for the route) and to support a route in terms of constraints.

An FcRoute may have encapsulated protection or other complex nesting of resilience schemes. While the model supports this, it has not been exercised with any cases. Figure E.4-1 is a sketch of two alternative routes, both of which have internal protection.
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Figure E.4-1 – Sketch of two routes with internal resilience

E.4.3 Representation alternatives – Partition or route

Consider Figure E.4-2, which depicts a simple network with relatively sophisticated switching, but no desk with a single FC spanning from A1 to C2.
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Figure E.4-2 – FcRoute in a complex network

A1–C2 has four routes, each of which has one FC

– Blue: A1–A2, B1–B2, C1–C2

– Red: A1–A3, D1–D2, B3–B2, C1–C2

– Green: A1–A3, D1– D3, E1–E2, C3–C2

– Brown: A1–A3, B1– B3, D2–D3, E1–E2, C3–C2.

In more complex cases, there could be many potential routes for a sophisticated switch configuration, where there are only a few well-defined switches.

Adding two more nodes and two more switches would double the number of routes. Adding more ends would further multiply the number of routes.

For complex layouts, the route approach is not an efficient way of expressing the layout and instead the FC partition should be used.

E.4.4 Relationship to the ProtectionGroup approach

Figure E.4-3 briefly sketches the relationship between a Protection Group approach and the FcSwitch. Further work is required to formalize the relationships.
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Figure E.4-3 – Relationship between FcSwitch approach and ProtectionGroup approach


Annex F

Physical model

(This annex forms an integral part of this Recommendation.)

This annex focuses on the modelling of physical things, especially equipment, in the CIM.

NOTE:

– The Physical model is experimental at this stage. However, it was considered important to publish the work in progress on equipment, as it is clearly an important part of the overall model. Many of the attributes and classes are not fully documented in the model.

– The Physical model deals with physical things where a physical thing is something that can be measured with a ruler.

This annex:

– introduces the physical model structure

– describes the key classes of the physical model

– explains the attributes of the physical model

– describes the relationship between the connector and the LTP

– shows how the model deals with the relationship between physical and functional views

– explains how the specification model describes equipment schemes (rules, etc.)

– highlights work in progress to further advance the equipment model.

The physical model relates to:

– The Core network model including termination and forwarding described in Annex B and topology in Annex D.

– The generalized processing and constraint model described in Annex K

– The specification model described in Annex G.

EDITORIAL NOTE – The UML figures contained in this Recommendation are also available in png format here.

F.1 Physical model detail

This clause starts with a basic view of the equipment classes, then progresses through detail to sophisticated (and highly experimental) representations of equipment model constraints.

F.1.1 Equipment pattern

Figure F.1-1 sets out the basic equipment pattern.

The classes of the model are described briefly after the figure. The associations are assumed to be sufficiently self-explanatory at this stage.
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CoreModel diagram: Equipment-Pattern.

Figure F.1-1 – Skeleton class diagram of key object classes

Taking a simple chassis, pictured in Figure F.1-2, as an example, we can consider the Holders to be the spaces within a piece of Equipment where a Holder is designed to accommodate another piece of Equipment. In a normal chassis it is possible that an Equipment may occupy several Holder, however it is not possible for a Holder to accommodate more than one Equipment at a time.
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Figure F.1-2 – Equipment and Holder example

There are two distinct roles for the Equipment entity controlled by the one attribute shown in Figure F.1-1 (isFieldReplaceable):

– Field replaceable unit (FRU):

• Can be replaced in the field

o May be standalon.

o May plug in to a holder in another equipment (if not stand-alone).

– Non-field replaceable unit (NFRU):

• Cannot be replaced in the field. Is simply a subordinate part of an FRU (or another NFRU – where there must be an FRU at the top of the hierarchy).

• Does not have any exposed holders (any associated holders are assumed to belong to the containing FRU).

• Does not have any connectors (all associated connectors are assumed to belong to the containing FRU).

A method for representation of these restrictions is covered in clause F.1.5.

Connectors allow for Cables to be plugged in. So, for example, an SFP is a piece of Equipment that plugs in a Holder, and has a Connector on its front for a Cable with a Connector to be plugged in.

Looking at the picture below, we have removed some of the chassis panel to show the inside. We see that the circuit-pack (Equipment) will actually plug into Connectors on the (non-FRU) backplane. If we wish to explicitly represent the Connectors on the backplane, then we use association HolderEncapsulatesConnector to relate the Connector to the Holder it is at the back of.
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Figure F.1-3 – Inside the Equipment

F.1.1.1 Equipment

Qualified name: CoreModel::CorePhysicalModel-Initial::EquipmentPatternStructure::ObjectClasses::Equipment

Represents any relevant physical thing. Can be either field replaceable or not field replaceable.

NOTE – The model is currently constrained to inside plant.

Inherits properties from:

– GlobalClass

This class is Mature.

Table F.1-1 – Attributes for Equipment








	Attribute name

	Lifecycle stereotype (empty = Mature)

	Description




	_connector

	Mature

	A connector on the equipment.




	_containedHolder

	Mature

	References the Holder in an Equipment that is available to take other Equipments.

For example:

– Slot in a sub-rack.

– Slot in a Field Replaceable Unit that can take a small form-factor pluggable.




	_addressedByHolder

	Experimental

	See referenced class.




	_encapsulatedNonFru

	Preliminary

	An Equipment that is part of this Equipment and that is not separately field replaceable (i.e., will be field replaced with this Equipment).




	_exposedCable

	Experimental

	See referenced class.




	isFieldReplaceable

	Preliminary

	Indicates whether or not the equipment can be removed and replaced “in the field” (i.e., in a deployment) by normal operations personnel.





F.1.1.2 Holder

Qualified name: 
CoreModel::CorePhysicalModel-Initial::EquipmentPatternStructure::ObjectClasses::Holder

Represents a space in an equipment item in which another equipment item can be fitted in the field.

Inherits properties from:

– LocalClass

This class is Mature.

Table F.1-2 – Attributes for Holder








	Attribute name

	Lifecycle Stereotype (empty = Mature)

	Description




	_connector

	Preliminary

	The connector associated with a Holder of an Equipment.

May represent connector on a backplane that takes Field Replaceable Units or a connector on a circuit pack that takes an SFP (Small Form-factor Pluggable).




	_occupyingFru

	Mature

	The FRU that is occupying the holder.

A holder may be unoccupied.

An FRU may occupy more hat one holder (using or blocking are intentionally not distinguished here).





F.1.1.3 Connector

Qualified name: CoreModel::CorePhysicalModel-Initial::EquipmentPatternStructure::ObjectClasses::Connector

Represents a connector that may be fully exposed (e.g., to plug in a cable or on the end of a cable) or partially exposed (e.g., backplane to plug in another piece of equipment, such as a module).

A physical port on the Equipment. A place where signals produced by the functionality of the Equipment may be accessed.

This class is abstract.

Inherits properties from:

– GroupOfPins

– LocalClass

This class is Preliminary.

Table F.1-3 – Attributes for Connector








	Attribute name

	Lifecycle Stereotype (empty = Mature)

	Description




	_connector

	Preliminary

	The Connector that is attached to this Connector so as to join the Equipment/Cable with this Connector to another Equipment/Cable.

This may provide physical support and/or allow signal flow.




	orientation

	Experimental

	To be provided.




	connectorType

	Experimental

	To be provided.




	role

	Experimental

	The purpose of the Connector in the physical space and the functional space.





F.1.1.4 Cable

Qualified name: CoreModel::CorePhysicalModel-Initial::EquipmentPatternStructure::ObjectClasses::Cable

Basic model representing a cable with connectors fitted where the cable is “short” (e.g., patch cord, in-station cabling). This is intentionally a very basic representation of a cable. In a more sophisticated representation, cable ends might be represented that then associate with the attached connector. At this point, it is assumed that the basic model is sufficient.

Inherits properties from:

– GlobalClass

This class is Experimental.

Table F.1-4 – Attributes for Cable








	Attribute name

	Lifecycle Stereotype (empty = Mature)

	Description




	_connector

	Preliminary

	A connector that terminates the Cable to support the cable and/or allow signal flow into/out of the Cable.





F.1.2 Equipment Detail

Figure F.1-4 highlights classes that group together related attributes (related as suggested by the name of the class). As noted in the key to Figure F.1-4, the attributes are also grouped on the basis of degree of variation. This latter grouping will guide the construction of specifications indicating what can reside only in the spec and what has to be available per instance (see Annex G for more information).
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Source Papyrus CoreModel diagram: Equipment-DetailWithoutAttributes.

Figure F.1-4 – Equipment detail structure

F.1.2.1 Invariant Equipment detail

The following classes have attributes that do not change in value during the lifetime of the equipment. Some have the same value across all equipment of the same type.

F.1.2.1.1 EnvironmentalRating

Qualified name: CoreModel::CorePhysicalModel-Initial::EquipmentDetail::ObjectClasses::InvariantDetails::EnvironmentalRating

Represents the invariant physical operational boundaries for the equipment/holder type.

This class is Experimental.

See Table F.1-5

Table F.1-5 – Attributes for EnvironmentalRating








	Attribute name

	Lifecycle Stereotype (empty = Mature)

	Description




	thermalRating

	Experimental

	This attribute represents the thermal characteristics (preferred maximum/minimum, absolute maximum/minimum, etc.) that the entity can tolerate.




	powerRating

	Experimental

	This attribute represents the power characteristics (peak and mean per power source) of the entity.

For an Equipment this is the power consumption.

For a Holder this is the power that can be conveyed.




	humidityRating

	Experimental

	This attribute represents the humidity characteristics (preferred maximum/minimum, absolute maximum/minimum, etc.) that the entity can tolerate.





F.1.2.1.2 EquipmentInstance

Qualified name: CoreModel::CorePhysicalModel-Initial::EquipmentDetail::ObjectClasses::InvariantDetails::EquipmentInstance

Represents the per instance invariant properties of the equipment.

This class is Experimental.

See Table F.1-6.

Table F.1-6 – Attributes for EquipmentInstance








	Attribute name

	Lifecycle stereotype (empty = Mature)

	Description




	manufactureDate

	Experimental

	This attribute represents the date on which this instance is manufactured.




	serialNumber

	Experimental

	This attribute represents the serial number of this instance.




	assetInstanceIdentifier

	Experimental

	This attribute represents the asset identifier of this instance from the manufacturer’s perspective.





F.1.2.1.3 EquipmentStructure

Qualified name: CoreModel::CorePhysicalModel-Initial::EquipmentDetail::ObjectClasses::InvariantDetails::EquipmentStructure

Represents the form of the equipment.

This class is Experimental.

Table F.1-7 – Attributes for EquipmentStructure








	Attribute name

	Lifecycle Stereotype (empty = Mature)

	Description




	category

	Experimental

	This attribute provides the identifier for a category of equipments regarded as having particular shared characteristics.





F.1.2.1.4 EquipmentType

Qualified name: CoreModel::CorePhysicalModel-Initial::EquipmentDetail::ObjectClasses::InvariantDetails::EquipmentType

Represents the invariant properties of the equipment that define and characterize the type.

This class is Experimental.

See Table F.1-8.

Table F.1-8 – Attributes for EquipmentType








	Attribute name

	Lifecycle stereotype (empty = Mature)

	Description




	description

	Experimental

	To be provided.




	modelIdentifier

	Experimental

	To be provided.




	partTypeIdentifier

	Experimental

	To be provided.




	typeName

	Experimental

	To be provided.




	version

	Experimental

	To be provided.





F.1.2.1.5 HolderStructure

Qualified name: CoreModel::CorePhysicalModel-Initial::EquipmentDetail::ObjectClasses::InvariantDetails::HolderStructure

Represents the form of the holder.

This class is Experimental.

See Table F.1-9.

Table F.1-9 – Attributes for HolderStructure








	Attribute name

	Lifecycle stereotype (empty = Mature)

	Description




	holderCategory

	Experimental

	To be provided.




	isCaptive

	Experimental

	To be provided.




	isGuided

	Experimental

	To be provided.




	isQuantisedSpace

	Experimental

	To be provided.





F.1.2.1.6 Manufacturedthing

Qualified name: CoreModel::CorePhysicalModel-Initial::EquipmentDetail::ObjectClasses::InvariantDetails::ManufacturedThing

Collects all invariant aspects of a manufactured thing.

This class is Experimental.

See Table F.1-10.

Table F.1-10 – Attributes for ManufacturedThing








	Attribute name

	Lifecycle stereotype (empty = Mature)

	Description




	_manufacturerProperties

	Experimental

	See referenced class.




	_equipmentType

	Experimental

	See referenced class.




	_equipmentInstance

	Experimental

	See referenced class.




	_operatorAugmentedEquipmentType

	Experimental

	See referenced class.





F.1.2.1.7 ManufacturerProperties

Qualified name: CoreModel::CorePhysicalModel-Initial::EquipmentDetail::ObjectClasses::InvariantDetails::ManufacturerProperties

Represents the properties of the manufacturer.

This class is Experimental.

See Table F.1-11.

Table F.1-11 – Attributes for ManufacturerProperties








	Attribute name

	Lifecycle stereotype (empty = Mature)

	Description




	manufacturerIdentifier

	Experimental

	To be provided.




	manufacturerName

	Experimental

	To be provided.





F.1.2.1.8 MechanicalFeatures

Qualified name: CoreModel::CorePhysicalModel-Initial::EquipmentDetail::ObjectClasses::InvariantDetails::MechanicalFeatures

Represents the invariant characteristics of dynamic mechanical features of a physical thing.

This class is Experimental.

F.1.2.1.9 OperatorAugmentedEquipmentInstance

Qualified name: CoreModel::CorePhysicalModel-Initial::EquipmentDetail::ObjectClasses::InvariantDetails::OperatorAugmentedEquipmentInstance

Represents the invariant properties of the equipment asset allocated by the operator that define and characterize the type.

See Table F.1-12.

Table F.1-12 – Attributes for OperatorAugmentedEquipmentInstance








	Attribute name

	Lifecycle Stereotype (empty = Mature)

	Description




	assetInstanceIdentifier

	

	This attribute represents the asset identifier of this instance from the operator’s perspective.





F.1.2.1.10 OperatorAugmentedEquipmentType

Qualified name: CoreModel::CorePhysicalModel-Initial::EquipmentDetail::ObjectClasses::InvariantDetails::OperatorAugmentedEquipmentType

Represents the invariant properties of the equipment asset allocated by the operator that define and characterize the type.

This class is Experimental.

See Table F.1-13.

Table F.1-13 – Attributes for OperatorAugmentedEquipmentType








	Attribute name

	Lifecycle stereotype (empty = Mature)

	Description




	assetTypeIdentifier

	Experimental

	To be provided.





F.1.2.1.11 PhysicalCharacteristics

Qualified name: CoreModel::CorePhysicalModel-Initial::EquipmentDetail::ObjectClasses::InvariantDetails::PhysicalCharacteristics

Represents the invariant physical characteristics (including composition and physical robustness) of the type.

This class is Experimental.

See Table F.1-14.

Table F.1-14 – Attributes for PhysicalCharacteristics








	Attribute name

	Lifecycle stereotype 
(empty = Mature)

	Description




	weightCharaceristics

	Experimental

	To be provided.




	fireCharacteristics

	Experimental

	To be provided.




	materials

	Experimental

	To be provided.





F.1.2.1.12 Position

Qualified name: CoreModel::CorePhysicalModel-Initial::EquipmentDetail::ObjectClasses::InvariantDetails::Position

Represents the invariant relative position of the holder (with respect to some frame of reference in an equipment item) or connector on an equipment item or pin in a connector.

This class is abstract.

This class is Experimental.

See Table F.1-15.

Table F.1-15 – Attributes for Position








	Attribute name

	Lifecycle stereotype 
(empty = Mature)

	Description




	relativePosition

	Experimental

	To be provided.





F.1.2.1.13 SpatialPropertiesOfType

Qualified name: CoreModel::CorePhysicalModel-Initial::EquipmentDetail::ObjectClasses::InvariantDetails::SpatialPropertiesOfType

Represents the basic invariant spatial properties of a physical thing.

This class is Experimental.

See Table F.1-16.

Table F.1-16 – Attributes for SpatialPropertiesOfType








	Attribute name

	Lifecycle stereotype 
(empty = Mature)

	Description




	height

	Experimental

	To be provided.




	width

	Experimental

	To be provided.




	length

	Experimental

	To be provided.





F.1.2.1.14 Swapability

Qualified name: CoreModel::CorePhysicalModel-Initial::EquipmentDetail::ObjectClasses::InvariantDetails::Swapability

Represents the degree of field replacement that is possible for the equipment type.

This class is Experimental.

See Table F.1-17.

Table F.1-17 – Attributes for Swapability








	Attribute name

	Lifecycle stereotype 
(empty = Mature)

	Description




	isHotSwappable

	Experimental

	To be provided.





F.1.2.2 Dynamic Equipment Detail

The following classes have attributes that can change in value during the life of the equipment.

F.1.2.2.1 FunctionEnablers

Qualified name: CoreModel::CorePhysicalModel-Initial::EquipmentDetail::ObjectClasses::DynamicDetails::FunctionEnablers

Represents the dynamic aspects of the properties that relate to the motive force that directly enable functionality to emerge from the equipment.

This class is Experimental.

See Table F.1-18.

Table F.1-18 – Attributes for FunctionEnablers








	Attribute name

	Lifecycle stereotype 
(empty = Mature)

	Description




	powerState

	Experimental

	To be provided.





F.1.2.2.2 HolderMonitors

Qualified name: CoreModel::CorePhysicalModel-Initial::EquipmentDetail::ObjectClasses::DynamicDetails::HolderMonitors

Represents the dynamic state of the holder instance.

This class is Experimental.

See Table F.1-19.

Table F.1-19 – Attributes for HolderMonitors








	Attribute name

	Lifecycle stereotype (empty = Mature)

	Description




	isActive

	Experimental

	To be provided.




	isActualMismatchWithExpected

	Experimental

	To be provided.




	_aggregateFunction

	Experimental

	See referenced class.





F.1.2.2.3 Location

Qualified name: CoreModel::CorePhysicalModel-Initial::EquipmentDetail::ObjectClasses::DynamicDetails::Location

Represents where the equipment is.

This class is Experimental.

Table 20 – Attributes for Location








	Attribute name

	Lifecycle Stereotype (empty = Mature)

	Description




	equipmentLocation

	Experimental

	To be provided.




	geographicalLocation

	Experimental

	To be provided.





F.1.2.2.4 MechanicslFunctions

Qualified name: CoreModel::CorePhysicalModel-Initial::EquipmentDetail::ObjectClasses::DynamicDetails::PhysicalFunctions

Represents the dynamic aspects of the mechanical functions of the equipment.

This class is Experimental.

See Table F.1-21.

Table F.1-21 – Attributes for PhysicalFunctions








	Attribute name

	Lifecycle stereotype (empty = Mature)

	Description




	rotationSpeed

	Experimental

	To be provided.





F.1.2.2.5 PhysicalProperties

Qualified name: CoreModel::CorePhysicalModel-Initial::EquipmentDetail::ObjectClasses::DynamicDetails::PhysicalProperties

Represents the dynamic aspects of the physical environmental properties of the equipment.

This class is Experimental.

See Table F.1-22.

Table F.1-22 – Attributes for PhysicalProperties








	Attribute name

	Lifecycle stereotype (empty = Mature)

	Description




	temperature

	Experimental

	To be provided.





F.1.3 Connector to LTP sketch

Figure F.1-5 is a sketch model relating connector and LTP. The connector is first decomposed into pins, then the pins are then grouped across potentially multiple connectors with a granularity that corresponds to a signal groups, such that each defined group of pins corresponds to a group of signals. The groupings are such that if any pins were to be removed from the group then all of the signals would be lost and such that the signals are indivisible when they flow through the pins.

Following the figure there are definitions of each of the new classes not covered in the previous clauses of this Recommendation. See clause F.1.9, Physical connector and conceptual port, for some pictorial examples of the interaction of some of the entities discussed here.

The notes shown on the figure touch on some ongoing discussions.
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Source Papyrus CoreModel diagram: Equipment-ConnectorPinPortAndLTP.

Figure F.1-5 – Connector to LTP

F.1.3.1 AccessPort

Qualified name: CoreModel::CorePhysicalModel-Initial::ConnectorAndPin::ObjectClasses::AccessPort

A conceptual access for a group of signals (where that group of signals cannot be separated).

This class is abstract.

This class is Experimental.

F.1.3.2 ElementalSignals

Qualified name: CoreModel::CorePhysicalModel-Initial::ConnectorAndPin::ObjectClasses::ElementalSignals

The elemental (subatomic) parts of an “indivisible” signal where processing in the LTP is required to extract the elemental signals.

This class is abstract.

This class is Experimental.

F.1.3.3 GroupOfPins

Qualified name: CoreModel::CorePhysicalModel-Initial::ConnectorAndPin::ObjectClasses::GroupOfPins

A group of pins from one or more connectors relevant for some purpose.

This class is abstract.

This class is Experimental.

F.1.3.4 Pin

Qualified name: CoreModel::CorePhysicalModel-Initial::ConnectorAndPin::ObjectClasses::Pin

An individual physical connection point (male or female). May be capable of carrying electrical or optical signals. A pin may have more than one wire/fibre attached, but is such that the attachment forms a physical merge (all attached things receive exactly the same signal and any inputs to the pin are electrically/optically merged).

This class is abstract.

This class is Experimental.

F.1.3.5 PinGroup

Qualified name: CoreModel::CorePhysicalModel-Initial::ConnectorAndPin::ObjectClasses::PinGroup

A group of pins that together provide a signal group, where any one pin removed from the group will prevent the signals of the signal group from flowing successfully.

This class is abstract.

Inherits properties from:

– GroupOfPins

– Port

This class is Experimental.

F.1.3.6 PinLayout

Qualified name: CoreModel::CorePhysicalModel-Initial::ConnectorAndPin::ObjectClasses::PinLayout

The structuring of pins in a connector.

This class is abstract.

This class is Experimental.

F.1.3.7 SignalRefPt

Qualified name: CoreModel::CorePhysicalModel-Initial::ConnectorAndPin::ObjectClasses::SignalRefPt

A single coherent signal as processed by a single LTP.

This class is abstract.

This class is Experimental.

F.1.3.8 SignalRefPtGroup

Qualified name: CoreModel::CorePhysicalModel-Initial::ConnectorAndPin::ObjectClasses::SignalRefPtGroup

A physical indivisible group of signals.

This class is abstract.

Inherits properties from:

– AccessPort

This class is Experimental.

F.1.4 Equipment to function sketch

As ProcessingConstruct (see Annex K) has been added to this release of the model, the equipment to function model can be updated.

F.1.4.1 Equipment to function using ProcessingConstruct

Figure F.1-6 shows the use of PC to model the functionality emergent from an Equipment assembly.
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CoreModel diagram: Equipment-ProcessingConstructAndResilience.

Figure F.1-6 – Equipment to function using ProcessingConstruct and showing resilience

The ProcessingConstruct is used to represent:

– The function blocks supported by an Equipment.

– The decomposition of each function block into atomic parts (via PcIsAssemblyOfPc).

– The assembly of the atomic parts (also via PcIsAssemblyOfPc) into more aggregate functions (across Equipment boundaries potentially) that can be seen as function blocks for further decomposition and aggregation as appropriate.

The above is recursed until standard telecoms functions are achieved, such as LTP, etc. (shown in the figure via the “..IsPc” associations (that are intentionally not navigable from the LTP, etc.)).

The “via PcIsAssemblyOfPc” is essentially a compact form of the Component-System pattern (see Appendix V).

The figure also shows two forms of representation of resilience:

– The ResilienceSelector which is a somewhat crude model allowing a basic representation of many PCs of the same function to provide a resilient form of that function. The model could also cover load sharing. The ResilienceSelector essentially substitutes for and expands upon the PcIsAssemblyOfPc allowing.

– The ForwardingConstruct and FcSwitch which is a more sophisticated and versatile model that can be used to describe complex switching schemes (which is a standard part of the PC model) where the PCs are represented with PcPorts and it is the essential functionality available at those ports provides the protected function (via one of its ports).

The model from Edition 2 is described in the next section as an illustration of the capability now supported by PC.

The following is a summary of the key classes and attributes related to Equipment to function mapping with resilience.

F.1.4.2 Classes associated with Equipment to function mapping with resilience

F.1.4.2.1 ProcessingConstruct (PC)

This clause focuses on the aspects that support functional decomposition, functional aggregation/assembly and functional abstraction.

F.1.4.2.2 PcPort

This clause focuses on assembly of components with no need for LTPs where the component association in the assembly is direct and indirect via a resilience mechanism.

F.1.4.2.3 ResilienceSelector

F.1.4.2.4 ForwardingConstruct (FC)

This clause focuses on the protection aspects of the FC.

Qualified name: CoreModel::CoreNetworkModel::ObjectClasses::ForwardingConstruct

The ForwardingConstruct (FC) class models enabled constrained potential for forwarding between two or more FcPorts at a particular specific layerProtocol.

Like the LTP, the FC supports any transport protocol including all analogue, circuit and packet forms.

For digital layer networks it is used to effect forwarding of transport characteristic (layer protocol) information.

An FC can be in only one ForwardingDomain (FD).

The FC is a forwarding entity.

At a low level of the recursion, a FC represents a cross-connection within an NE. It may also represent a fragment of a cross-connection under certain circumstances.

The FC object can be used to represent many different structures including point-to-point (P2P), point-to-multipoint (P2MP), rooted-multipoint (RMP) and multipoint-to-multipoint (MP2MP) bridge and selector structures for linear, ring or mesh protection schemes.

When applied to media, the FC represents the ability for a flow/wave (potentially containing information), to be propagated between FcPorts.

The existence of a FC instance is independent of the presence (or absence) of a flow/wave (and any information encoded within it).

A flow/wave cannot propagate in the absence of a FC instance.

Inherits properties from:

– ForwardingEntity

– GlobalClass

Table F.1-23 – Attributes for ForwardingConstruct








	Attribute name

	Lifecycle stereotype (empty = Mature)

	Description




	_fcPort

	

	The FcPorts define the boundary of the FC.

The FC is accessed via the FcPorts.

Flow within the FC is defined in terms of its FcPorts.




	_fcSwitch

	

	If an FC exposes protection (having two FcPorts that provide alternative identical inputs/outputs), the FC will have one or more associated FcSwitch objects.

The arrangement of switches for a particular instance is described by a referenced FcSpec.





F.1.4.2.5 FcSwitch

Qualified name: CoreModel::CoreNetworkModel::ObjectClasses::Resilience::FcSwitch

The FcSwitch class models the switched forwarding of traffic (traffic flow) between FcPorts and is present where there is protection functionality in the FC.

If an FC exposes protection (having two or more FcPorts that provide alternative identical inputs/outputs), the FC will have one or more associated FcSwitch objects to represent the alternative flow choices visible at the edge of the FC.

The FC switch represents and defines a protection switch structure encapsulated in the FC and essentially “decorates” FCs that are involved in resilience schemes that use switching in a protection mechanism.

Essentially FcSwitch performs one of the functions of the Protection Group in a traditional model. It associates two or more FcPorts each playing the role of a Protection Unit.

One or more protection, i.e., standby/backup, FcPorts provide protection for one or more working (i.e., regular/main/preferred) FcPorts where either protection or working can feed one or more protected FcPort.

The switch may be used in revertive or non-revertive (symmetric) mode. When in revertive mode it may define a waitToRestore time.

It may be used in one of several modes including source switched, destination switched, source and destination switched, etc. (covering cases such as 1+1 and 1:1).

It may be locked out (prevented from switching), force switched or manual switched.

It will indicate switch state and change of state.

The switch can be switched away from all sources such that it becomes open and hence two coordinated switches can both feed the same LTP so long as at least one of the two is switched away from all sources (is “open”).

The ability for a Switch to be “high impedance” allows bidirectional ForwardingConstructs to be overlaid on the same bidirectional LTP where the appropriate control is enabled to prevent signal conflict.

This ability allows multiple alternate routes to be present that otherwise would be in conflict.

Inherits properties from:

– LocalClass

Table F.1-24 – Attributes for FcSwitch








	Attribute name

	Lifecycle stereotype (empty = Mature)

	Description




	_selectedFcPort

	

	Indicates which points are selected by the switch.

Depending on the switch spec (via FcSpec)

– more than one FcPort can be selected at any one time (e.g., egress switch, ingress packet switch)

– zero FcPorts can be selected. For an ingress switch this indicates that the switch common (egress) is “high impedance”.





F.1.4.2.6 Equipment

This clause focuses on physical support for functionality.

Qualified name: 
CoreModel::CorePhysicalModel-Initial::EquipmentPatternStructure::ObjectClasses::Equipment

Represents any relevant physical thing.Can be either field replaceable or not field replaceable.

Note: The model is currently constrained to inside plant.

Inherits properties from:

GlobalClass

This class is Mature.

Table F.1-25 – Attributes for Equipment








	Attribute name

	Lifecycle stereotype (empty = Mature)

	Description




	_foundationPc

	Experimental

	Lowest level functional block with 1:1 to equipment.





F.1.4.3 Obsolete model from Edition 2 used to illustrate the Edition 3 model

Figure F.1-7 is a sketch model from Edition 2 relating Equipment to Function. Whilst the classes are obsolete they still provide a helpful illustration of the model. As the comment in the figure says, “All functions are essentially ProcessingConstruct” (i.e., any class with the word “function” in its name is replaced by PC in the Edition model described above). The Equipment functionality support is first exposed as coarse FunctionBlocks (e.g., arithmetic process, traffic process, etc). The function block may be made resilient via a complex protection switch which can select the functionality from one or more instances66. The FunctionBlock is then decomposed into AtomicFunctions which can then be assembled to form AggregateFunctions (e.g., the LTP). These two steps allow versatile mapping from the hardware oriented function blocks to the conceptual functions such as LTP and LayerProtocol where the conceptual function may be “smeared” across several FunctionBlocks. The model also allows for recursive decomposition and assembly to any depth to allow for cases where intermediate representations are necessary to describe the functional emergence. For some illustrative figures of this see clause F.2.2, Physical to functional model.
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CoreModel diagram: Equipment-EquipmentToFunction.

Figure F.1-7 – Equipment to Function

F.1.4.3.1 AggregateFunction

Qualified name: CoreModel::CorePhysicalModel-Initial::EquipmentToFunction::ObjectClasses::AggregateFunction

Represents some assembly of atomic functions that can be considered as useful from some perspective. Can be viewed as one or more functional blocks (essential leading to a recursive cycle of Block ➜ Atomic ➜ Aggregate ➜ Block).

Each of the functional entities in the model is a view of a single AggregateFunction.

This class is Obsolete.

F.1.4.3.2 AtomicFunction

Qualified name: 
CoreModel::CorePhysicalModel-Initial::EquipmentToFunction::ObjectClasses::AtomicFunction

Represents the micro-function that is the largest function of the functional block that will not need to be subdivided when forming the relevant abstract views (i.e., it can just be assembled).

This class is Obsolete.

F.1.4.3.3 FunctionBlock

Qualified name: CoreModel::CorePhysicalModel-Initial::EquipmentToFunction::ObjectClasses::FunctionBlock

Represents the chunks of base functionality provided by the equipment.

The chunks of base functionality are likely to relate to the hardware layout and be quite distinct from the functions of the familiar abstract representation.

The functions are necessarily abstract and, to a degree, virtualized.

This class is Obsolete.

F.1.4.3.4 ResilienceSelector

Qualified name: CoreModel::CorePhysicalModel-Initial::EquipmentToFunction::ObjectClasses::ResilienceSelector

Represents the ability to select capability from two or more identical FunctionalBlocks so as to give rise to an equivalent emergent resilient function.

This class is Obsolete.

F.1.4.3.5 ResilientFunctionBlock

Qualified name: CoreModel::CorePhysicalModel-Initial::EquipmentToFunction::ObjectClasses::ResilientFunctionBlock

Represents the functions emergent from a function protection process. The emergent functions are necessarily significantly virtualized.

This class is Obsolete.

F.1.5 FRU and non-FRU

Note that the approach in this subclause to representation of the constraints using inheritance with stereotype is highly experimental. It is likely that this approach will change as the model progresses.

Considering the distinction between FRU and non-FRU, there are two choices, either to model the FRU explicitly (and then expect instantiation of distinct FRU and non-FRU classes) or model the FRU and non-FRU as Equipment with solely an attribute to indicate the case. The attribute approach is preferred, but that lost rule detail present in the distinct class case.

So as not to lose the constraints, the FRU/non-FRU class distinctions were kept, those classes were made abstract and then applied as shown to the attribute-based model to develop an experimental technique.

This technique is to use generalization modulated with stereotypes to represent the narrowing of a class to cover a defined case. The narrowed class does not gain attributes, the general class is fully populated, whereas in the narrowed class, attributes take specific fixed values where the specializations are all abstract and the generalization is concrete. The aim is to develop machine interpretable rule systems that allow the behaviour of an instance of a generalized class to be constrained based upon the case.

The experimental stereotype «ClassificationRule» carries the properties that define the case, the stereotype «AbidesByRule» identifies the generalized association that is constrained by the specialized association.

See Figure F.1-8.

This model is experimental and requires significant further development. It is likely that an alternative form will eventually be used.

[image: Image]

Source Papyrus CoreModel diagram: Equipment-EquipmentToHolderRules.

Figure F.1-8 – FRU and non-FRU rules

F.1.5.1 FieldReplaceable

Qualified name: CoreModel::CorePhysicalModel-Initial::RuleModels::FruNonFruRules::ObjectClasses::FieldReplaceable

A rule class (an abstract specialization of Equipment) that represents an equipment item that can be replaced in the field. May plug in to a holder in another equipment (if not stand-alone). Realization could use an FRU Boolean on Equipment.

This class is abstract.

Inherits properties from:

– Equipment

This class is Experimental.

F.1.5.2 NonFieldReplaceable

Qualified name: CoreModel::CorePhysicalModel-Initial::RuleModels::FruNonFruRules::ObjectClasses::NonFieldReplaceable

A rule class (an abstract specialization of Equipment) that represents an equipment that cannot be replaced in the field.

Is simply a subordinate part of an FRU (or another NFRU – where there must be an FRU at the top of the hierarchy). Does not have any exposed holders (any associated holders are assumed to belong to the containing FRU). Does not have any connectors (any associated connectors are assumed to belong to the containing FRU).

This class is abstract.

Inherits properties from:

– Equipment

This class is Experimental.

F.1.6 Connector rules

Note that the approach in this subclause to representation of the constraints using inheritance with stereotype is highly experimental. It is likely that this approach will change as the model progresses.

Similarly to clause F.1.8, Figure F.1-9 shows an experimental method for representation of restrictions in the model. Figure F.1-6 shows a representation of the rules for the exposure of connectors on an equipment item accounting for both the FRU/Non-FRU differences and also for the differences between connectors related to a holder of visible connectors available to which to connect cables.

Essentially, Figure F.1-9 shows that connectors related to holders have different lifecycles and visibilities than connectors related to cables.
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Source Papyrus CoreModel diagram: Equipment-ConnectorRules.

Figure F.1-9 – Connector rules

F.1.6.1 ConnectorInHolder

Qualified name: CoreModel::CorePhysicalModel-Initial::RuleModels::ConnectorRules::ObjectClasses::ConectorInHolder

A rule class (an abstract specialization of Connector) that represents a connector that is only accessible to an equipment item inserted in the holder.

This class is abstract.

Inherits properties from:

– Connector

This class is Experimental.

F.1.6.2 ConnectorCableEnd

Qualified name: CoreModel::CorePhysicalModel-Initial::RuleModels::ConnectorRules::ObjectClasses::ConnectorCableEnd

A rule class (an abstract specialization of Connector) that represents a connector on the end of a cable.

This class is abstract.

Inherits properties from:

– Connector

This class is Experimental.

F.1.6.3 ConnectorOnEquipmentForCable

Qualified name: CoreModel::CorePhysicalModel-Initial::RuleModels::ConnectorRules::ObjectClasses::ConnectorOnEquipmentForCable

A rule class (an abstract specialization of Connector) that represents a connector exposed on an equipment item, such that a cable may be plugged in.

This class is abstract.

Inherits properties from:

– Connector

This class is Experimental.

F.1.6.4 ConnectorOnEquipmentForHolder

Qualified name: CoreModel::CorePhysicalModel-Initial::RuleModels::ConnectorRules::ObjectClasses::ConnectorOnEquipmentForHolder

A rule class (an abstract specialization of Connector) that represents a connector on an equipment item that is intended to mate with a connector in a holder.

This class is abstract.

Inherits properties from:

– Connector

This class is Experimental.

F.1.7 Expected and actual

This model fragment explores a representation of expected and actual, where the equipment pattern is augmented with composed parts representing the expected and actual settings.

The ExpectedEquipment is likely to be in terms of constraints with many “don’t care” values (such as serial number), but is assumed to have a single precise definition of type and of position with respect to the equipment/holder in which it is to be contained.

The assumption is that when there is a mismatch, the expected equipment will have a set of expected holders and the actual equipment a potentially overlapping set of actual holders. The hierarchy is driven by holder position. See Figure F.1-10.

Where the equipment is stand-alone (not in a holder), it is assumed that geographical location or other statement of place will enable detection of expectation/actual mismatch. Hence stand-alone Equipment can also have an expected and actual value. Also see clause F.2.3, Actual vs expected, for a pictorial example of work in progress.
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Source Papyrus CoreModel diagram: Equipment-ExpectedAndActual.

Figure F.1-10 – Expected and actual

F.1.7.1 ActualEquipment

Qualified name: CoreModel::CorePhysicalModel-Initial::ExpectedAndActual::ObjectClasses::ActualEquipment

The equipment that is actually present in the physical network. It will expose all dynamic properties and some critical static properties.

This class is Experimental.

F.1.7.2 ActualHolder

Qualified name: CoreModel::CorePhysicalModel-Initial::ExpectedAndActual::ObjectClasses::ActualHolder

A holder in the ActualEquipment.

This class is Experimental.

F.1.7.3 ExpectedEquipment

Qualified name: CoreModel::CorePhysicalModel-Initial::ExpectedAndActual::ObjectClasses::ExpectedEquipment

A definition of the restrictions on the equipment that is expected to be present in the physical network at a particular “place”. The expected equipment will state the type and may constrain any other invariant properties. It may also provide desired ranges for dynamic properties.

This class is Experimental.

F.1.7.4 ExpectedHolder

Qualified name: CoreModel::CorePhysicalModel-Initial::ExpectedAndActual::ObjectClasses::ExpectedHolder

A definition of a holder expected in the ActualEquipment (i.e., an ActualHolder) as part of the constraints provided by the ExpectedEquipment.

This class is Experimental.

F.1.8 Specification

Figure F.1-11 provides a fragment of a candidate specification model for equipment, focusing on Holder compatibility and supported non-FRUs.

Note that the EquipmentEncapsulatesNonFru association and the HolderOccupiedByEquipment association (both shown in red) are essentially governed by the rules stated in the supportedNonFru class and SupportedEquipment class (and their associated classes), respectively.
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Source Papyrus CoreModel diagram: Equipment-ConstraintsOnEquipmentPattern.

Figure F.1-11 – Specification

F.1.8.1 NonFruSupportPosition

Qualified name: CoreModel::CorePhysicalModel-Initial::EquipmentSpecification::ObjectClasses::NonFruSupportPosition

Equivalent to the holder for the FRU, represents in the specification a place where one or more types of non-FRU could be present. Unlike the holder, what is present is fixed while the equipment is in the field.

This class is Experimental.

F.1.8.2 SupportConstraints

Qualified name: CoreModel::CorePhysicalModel-Initial::EquipmentSpecification::ObjectClasses::SupportConstraints

Rules related to how both non-FRU and FRU presence restricts the potential for additional equipment items to be installed. An FRU type installed in one holder may limit the FRU types that can be installed in another holder, etc.

This class is Experimental.

F.1.8.3 SupportedEquipment

Qualified name: CoreModel::CorePhysicalModel-Initial::EquipmentSpecification::ObjectClasses::SupportedEquipment

The FRU equipment types supported by the holder.

This class is Experimental.

F.1.8.4 SupportedNonFruType

Qualified name: CoreModel::CorePhysicalModel-Initial::EquipmentSpecification::ObjectClasses::SupportedNonFru

The non-FRU equipment types supported by the non-FRU support position.

This class is Experimental.

F.1.9 Physical Connector and conceptual Port

The Connector and Port are modelled as distinct abstract entities. It is likely that, in both cases, only the “name” is required in an instance realization. Both the Port and Connector represent fixed rules of grouping and these rules could be completely contained in the spec. The connector also has physical properties, but again these are fixed and could be contained in the spec.

An LTP instance provides a Port reference. The Port represents a PinGroup that relates to the Connectors via Pins as described in the appropriate spec. The Connector is part of an Equipment. An Equipment instance references a spec that identifies the Connectors.

There are many potential arrangements for association of LTP and Port/Connector. Figure F.1-12 provides a view of some of the variety.

As noted previously the Port is a “virtual” concept related to some coherent traffic flow. As can be seen from the sequence of figures, there is no fixed relationship from port to connector/pin.
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Figure F.1-12 – Basic cases of Physical Port reference

Figure F.1-12 shows some simple LTP – Port – Pin – Connector cases. The diagram case on the left could be where a single fibre is being used to convey a bidirectional signal (a coupler/splitter is within the equipment) and hence only a single pin is required on a single connector. In this case, the Connector, Pin, Port and LTP all have multiplicity [1]. The diagram case on the right could again be an optical case (with one pin per connector) where the LTP is being considered as bidirectional, but there are separate dedicated equipment items for each direction of traffic.

The pin of the Connector is essentially omni-directional (i.e., the media has no directional limitation and the material would allow the photons/electrons, etc. to propagate in any direction – see documentation on media in Annex B and Appendix VII). The construction of the Connector (and the associated strand of material) does in some cases provide such a narrow channel that the propagation is limited to essentially two directions, but even in these cases the material is essentially omni-directional. The directionality designation associated with a Connector is “inherited” from the directionality of the termination function attached. In Figures F.1-12, F.1-13 and F.1-14, the Rx and Tx designations result from the attached terminations.
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Figure F.1-13 – More complex cases of intertwined connectors

The diagram on the left in Figure F.1-13 could represent a case where there is ribbon cable with multiple (in this case four) fibres terminated with one Connector and where each fibre is being used for only one direction of signal (but the fibre is inherently omni-directional as noted above). The two LTPs shown are both bidirectional and hence use two pins each. As the signal is bidirectional in nature the Port is also bidirectional.
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Figure F.1-14 – Unidirectional cases

Other cases to consider:

– Multiple LTPs per port

– Multiple ports per pin.

F.2 Work in progress

F.2.1 Addressing

Traditionally, ports have been identified using addressing schemes based on physical positioning; however, there are challenges related to the complexity of potential spread across equipment items and ports as discussed in clause F.1. Figure F.2-1 discusses some cases. This work needs to be taken further.
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Figure F.2-1 – Connector/Port based addressing of LTPs

F.2.2 Physical to functional model

The figures in this clause highlight aspects of the physical to functional relationship. The physical to functional model has been enhanced in Edition 3 as a result of the addition of the Processing Construct (see Annex K). As a result the cases set out below can now be supported with the model. The specific examples have not yet been included in the detailed documentation. As a consequence, this clause has not yet been removed.

Figure F.2-2 shows a simplified hierarchy of functions emerging from running hardware where the emergent behavior considered as “function services”. The figure is a rough sketch.
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Figure F.2-2 – Simplified sketch of physical to functional

Figure F.2-3 shows, very roughly, the emergence of various aggregate functions from functional blocks on two FRUs. In Figure F.2-3:

– The FRUs are at the bottom (in brown).

– The inherent capabilities of the FRUs are shown as dotted boxes in the FRUs.

– The emergent functional blocks are shown in green as are the aggregate functions.

– A somewhat abbreviated progression from functional block to aggregate function via atomic function (not shown) to LTP is illustrated.

– The yellow bars represent different forms of protection essentially as FCs.

– The functions in the yellow dotted shape are essentially virtual functions as the position of realization of the function is not fixed (and need not be known).
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Figure F.2-3 – Simplified sketch of forms of resilience in an NE

F.2.3 Actual vs expected

Figure F.2-4 shows various cases of actual-expectation mismatch.

– Slot 1

• Expectation: Double slot card with subslots (Holders) 1–3 (not numbered on diagram) where 1 and 2 are expected to be equipped.

• Actual: Double slot card of different type with subslots A and B, where both are actually equipped.

• Model: One equipment object in slot 1 with 5 subslots with 4 containing equipment (two expected only and two actual only).

– Slot 2

• Expectation: Blocked by expectation in slot 1.

• Actual: Blocked by actual in slot 1.

• Model: No equipment.

– Slot 3

• Expectation: Single slot card with subslots 1–3 where 1 and 2 are expected to be equipped.

• Actual: Single slot card with subslots 1–3 where 1 is equipped not matching expectation, 2 is not equipped (not matching expectation) and 3 is unexpectedly equipped.

• Model: One equipment object in slot 3 with 3 subslots with each containing an equipment item.

– Slot 4

• Expectation: Double slot card with subslots 1–3 (not numbered) where 1 and 2 are expected to be equipped.

• Actual: Single slot card of different type with subslots 1–5 where 1 is equipped with the wrong card type, 2 is not equipped, 3 is not equipped as expected, etc.

• Model: One equipment object in slot with 5 subslots with 3 containing equipment items.

– Slot 5

• Expectation: Blocked by expectation in slot 4.

• Actual: Double slot card with subslots A & B where A is actually equipped.

• Model: One equipment object in slot with 2 subslots with 1 containing an equipment item.

– Etc.

Figure F.2-4 requires further development.
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Figure F.2-4 – Expectation vs actual showing mismatch and blocking

Figure F.2-4 shows a representation of a SUBRACK (Equipment) with 9 SLOTS (Holders). Each Holder has a dotted line down the middle where the symbols in the slot to the left of the dotted line represents represent equipping expectation and to the right represent actual equipping. The upper large coloured blocks represent the CIRCUIT_PACKs in the SLOTs (SLOT 8 is empty). The lower small coloured rectangles represent the SLOTs in the CIRCUIT_PACKs (A – E) and the SMALL_FORMFACTOR_PLUGGABLEs (Equipment) in these SLOTS.

Considering the slots in turn

– SLOT 9 has a CIRCUIT_PACK that matches the expectation (hence green actual column).

It also has:

• An SFP in slot A that matches expectation.

• Unexpectedly no SFP in slot B hence a mismatch.

• Unexpectedly an SFP in slot C hence the mismatch.

Further explanation to be added in a later release.

The figure requires further development.


Annex G

Specification model

(This annex forms an integral part of this Recommendation.)

This annex focuses on the modelling of capabilities and constraints for all things represented in the CIM.

This annex:

– introduces the dedicated forms of specification that feature in the current model

– works through each form

• FC

• LTP

• FD/Link

– provides a view of work in progress on a generalized pattern for specification.

The specification model relates to all other models:

– Core Network Model (Termination and Forwarding) described in Annex B.

– Foundation model (identifiers and naming) described in Annex C.

– Topology model described in Annex D.

– Resilience model described in Annex E.

– Physical model described in Annex F.

EDITORIAL NOTE – The UML figures contained in this Recommendation are also available in png format here.

G.1 Introduction to the Specification model

G.1.1 Introduction to the CIM specification approach

The focus of this document is the modelling of capability of managed-controlled things from a management-control perspective. The approach is guided strongly towards “outcome-oriented” interaction67 where the focus is on stating the constraints that form a boundary that defines the desired target. In outcome-oriented interactions the operations/methods/activities/tasks used to achieve the desired outcome are firmly in the domain of the provider. The client simply provides information about the desired outcome in the context of what has been agreed as possible.

What is possible, i.e., the capability of the system, is also stated in terms of constraint oriented information including entities that can exist, values particular properties can take, etc. Capability is considered in terms of properties that are expressed as observable or adjustable, the legal value of the properties and the interaction between the properties as well as properties that indicate creation/deletion opportunity.

The modelling of capability necessarily involves the modelling of constraints and rules, as a specific capability is always restricted in some way with respect to the maximum possible capability. The CIM Specification approach focusses on model of constrained capability.

Figure G.1-1 shows a simple stylized pictorial model where the intention to achieve an outcome is expressed in terms of constraints that do not go beyond the bounds of the expressed capability restrictions.
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Figure G.1-1 – Stylized model of capabilities, intention and achievement

Considering the figure above, the restriction in capability offered (compared to ideal) may be due to:

– Provider capability

– Provider intention

– Ecosystem operating rules

– Business operating rules

– Business behavioural capability

– Laws of physics

– Etc.

This pattern essentially applies at any level of view.

Regardless of the origin of the constraint, when exposed to the client it can be expressed in terms of Capability to achieve particular outcomes and this will be in terms of the properties of the things involved in the outcome.

Clearly a UML Class model provides a definition of capability in terms of things that can be created and values that can be set. Therefore, the Core Network Model is an expression of capability. However, the full Core Network Model goes way beyond the capability of any real solution. It is therefore necessary for any particular solution to be able to state its specific capabilities. The term used in the CIM for the modelling of capabilities is “Capability Specification” or “Specification” or “Spec” for short.

As will be seen, the Specifications will be stated in the form of UML Class models. In some cases, Attributes defined in the Specification will be added to an instance of a Core class, in other cases a Specification will result in addition of classes, refinement of attribute definitions and application of rules.

G.1.2 Rationale for, and features of, the ONF specification approach

G.1.2.1 Formal definition of extension properties

It is often necessary to extend the capability of a function beyond that defined in a standard (i.e., with proprietary functionality). The approach uses a formal machine interpretable definition of all properties including proprietary extensions. This method is used instead of the traditional approach of allowing extension via NVPs that are essentially undefined or are defined only on paper.

G.1.2.2 Reduction in range of properties defined elsewhere

It is often the case that a real implementation of a capability will not support all features of a standard specification. The approach supports the redefinition of attributes to cover a sub-range of their original definition using “formal” Pruning and Refactoring (P&R)68 techniques to relate back to the original definition via a machine interpretable model.

There is no limit to the degree to which a mandatory attribute can be pruned. It is allowed to prune an attribute below some apparent minimal conformance level where that pruning still allows viable operation is a niche application (where the vendor may make a major saving as a result of the reduced capability and may choose to pass that saving on to the customer).

The approach allows statement relating properties (where the constraints statements can be of arbitrary complexity).

G.1.2.3 Removing the need to propagate invariant properties per instance

In some solutions, a standard property may always have the same value. Per-case invariant properties appear only in the spec not in the instance. As a specific property may be invariant for one case but may vary for another case that specific property will be in the spec only for some cases and defined as variable in the spec and appear in the instance for other cases.

G.1.2.4 Substitution for existing property definitions

It is sometimes the case that there may be restrictions in a property that is seen as fundamental to the object and hence is defined in the core model (e.g., the property name is defined as a string but some implementations may have a limit to the character set that may be used). The approach allows a definition in a spec to override a definition in the class so as to substitute a new definition of the attribute in place of the original. The attribute definition in the spec will be a “formally” related to the original (by P&R) and must abide by the rules for reduction and extension.

G.1.2.5 Combining properties from elsewhere in an instance

It is often the case that a particular capability abides by standards from several bodies. Multiple specs can be applied such that an instance of a class is an assembly of attributes drawn from multiple places (this could be from different standards bodies). The assembly of properties is interpreted to determine the capability, the label on the class is not particularly relevant. The method augments the instance of a general class with defined properties. There is no need to rename the class (as for sub-classing) as there are no hidden semantics69.

G.1.2.6 Combining properties into one property

In some solutions, in narrow applications, what is a complex set of multi-valued attributes in the standard only requires a few combinations of values such that the full standard seems cumbersome and verbose. The mechanism supports the refactoring of the combination of several properties defined elsewhere (e.g., many attributes compacted into one) using “formal” techniques (P&R) to relate to the original definition via a machine interpretable model.

G.1.2.7 Deep model based definition

Often there is a complex multi-stage derivation of one view from another70. Properties may be “pulled in” and a derivation from some more detailed model be explained using recursive P&R71.

G.1.2.8 Sophisticated traceability

To support complex multi-stage derivation of one view from another, specs can have specs72 (using recursive P&R). This is useful where two standards bodies describe part of a technology and where there is some overlap such that a property from one body needs to be combined with a property from the other to give the complete attribute.

G.1.2.9 Property extension

Often it is necessary to extend a standard property for some application as the standard has not yet covered the full semantic space of the property. Properties may be extended using P&R but only where the property is defined as extensible. For example, a property that provides the protocol name will be extensible and could be extended by a vendor to include a proprietary protocol.

G.1.2.10 Expressing constraints and assemblies

When designing a system there is are rules that must be followed. Some rules are local policy choices but other are more fundamental (restrictions of component capability, universal restrictions, regulation). The approach supports the providing of constraints for connectability and explains valid assembles of components (physical and functional) in a system. The approach enables the construction of schemes where each scheme represents a pattern of components that occurs often such that that pattern can be identified and/or the assembly of an instance that pattern can be appropriately constrained. Schemes can be intertwined to form complex assemblies.

G.1.2.11 Run-time application

Not all constraints can be known at control system design time73. The approach provides the ability to discover and interpret new capabilities run-time and allows the capabilities and properties of a particular instance to change on-the-fly.

G.1.2.12 Long-term vision

The long-term vision is that the development of this approach will support the emergence of generalized controllers that can interpret the meaning from layers of specs that explain the system capability in terms of very fine grained parts. Ultimately any protocol is defined in terms of a recursion of machine interpretable models such that a new protocol can be discovered, interpreted and controlled without the need for upgrade of the controller.

G.1.3 The mechanism compared to other mechanisms

The mechanism is in part one of extension via “attribute decoration” as attributes definitions are provided in addition to those of the class definition for a particular case of use of the class. An instance of the case of use of the class will present attributes from the class definition and attributes from the specification definition. The class definition includes a generalized reference to specification to enable extension and so that an instance of the class will have a pointer to each applied specification(s). The user of the extended class will have all definitions necessary to allow full interpretation of the instance. The class makes no reference to any specific specification and hence the approach is different from the “conditional package” (_Pac) approach, where each extension is known upfront during the standard class definition activity and a reference to each potential extension is explicitly stated in an attribute of the class.

The mechanism is distinct from the “decorator pattern” in that operation extensions are not expressed. As noted earlier, the focus is on “outcome oriented” interactions and, as a consequence, relevant operations are related to the expression of outcome and not to the expression of activity to achieve that outcome (as the choice of activity is delegated to the server). The expression of outcome requires a relatively basic set of operations with the focus very much on definition of the desired outcome in the form of constraints expressed in terms of entities and their properties74 where those entities are taken from a schema shared between, and understood by, the interacting parties. The outcome oriented operations are not expressed on the entities of the shared understanding but instead are dealt with by controllers of those entities. The requesting party talks to a controller75 about entities that it controls.

The mechanism, is similar to but, goes beyond “attribute decoration” in that it allows modulation of existing definition and assumes that invariant definitions will be only present in the specification classes and not in the instance of the specified case.

The approach and mechanism is not directly related to the “specification pattern76”. The use of the term specification here is distinct from other known usages.

G.1.4 Introduction to this document

This annex considers the modelling of patterns for the representation of capabilities and constraints and specific frameworks for representing capabilities and constraints for all entities represented in the ONF-CIM.

This annex:

– Introduces the dedicated forms of capability specification, the primary model structure used to represent the capabilities and constraints that feature in the current model.

– Works through each form

• FC (and Link)

• LTP/LP

• FD/Link.

– Provides a view of work in progress on a generalized pattern for specification.

The specification model relates to all other models

– Core Network Model (Termination and Forwarding) described in Annex B

– Foundation model (identifiers and naming) described in Annex C

– Topology model described in Annex D

– Resilience model Annex E

– Physical model Annex F

– Control model in Annex H

– Operations pattern model in Annex J.

A data dictionary that sets out the details of all classes, data types and attributes is also provided (Appendix II).

G.2 Purpose of the specification model

G.2.1 Background

The Core model classes represent fully flexible capabilities. In real deployments, there are restrictions in capability due to various factors including need for low-cost specific solutions. The essential approach proposed is to associate an instance of a Core model class with a set of constraints that account for the specific case.

There are several related needs that have given rise to the specification model:

– Variety: Representing the set of rules related to capabilities and restrictions for each specific case of use/application of the model.

– Extension: Enabling the introduction of run time schema where the essential structure of the core model is known up front (at design/compile time) but the usage/application specific details are not known. Subsequently, the detail is added via a run time reference to a schema that describes attributes and structure that augment the core model at run time. The attributes may:

• Add invariant data to the definition of the class.

• Add variable data to the definition of the class that will be represented in the instance.

• Modulate the definition of existing attributes in the class.

– Profile: Reducing the clutter in an instance representation where a set of details takes the same values for all instances that relate to a specific case (reference the case specification).77

The combination of the above resulted in a separation in the model of definitions of structure (with core common content) and variable content, such that instance of classes from one model fragment could point to another model fragment to enable the acquisition of that fragment of definition of the class and its subordinates at run time.

This approach is not new and many key aspects were inspired by work in the TMF SID partly described in [b-TMF GB922].

The aim of all specification definitions is that they rigorously define specific cases of usage and enable machine interpretation, where traditional interface designs would only allow human interpretation.

While the mechanism allows for proprietary extensions, the intention is that primarily standard forms be used to augment the model. The specifications handle:

– Vendor variety (pruning, extension) from standards.

– SDO decoupling from the Core and each other’s (transport technologies, e.g., ODU, ETH).

– Rules that emerge from an assembly of constrained parts.

– Constrained roles.

– Inter-role relationships.

G.2.2 Cases considered

It was recognized that the specification capability is required by all classes, but that some key capabilities were especially important in model. The capability was developed using dedicated structures for the following cases (roughly starting in the order below – although clearly much of the work was in parallel):

– Forwarding spec

• Main focus to provide a representation of the effective internal structure of an FC accounting for:

○ Asymmetric flow between FcPorts

○ Arrangements of switches and controllers

• Additionally the representation of LP specific attributes

• Covers cases such as “Root & Leaf” and “Dual homed resilience”.

– LTP and LP spec

• Main focus to provide a representation of:

○ LP specific parameters

○ LP adaptation hierarchy rules

○ Termination flexibility rules.

• Provides a mechanism through which to acquire technology specific definition from other specification authorities

○ To also enable proprietary extensions within a technology definition.

• A critical consideration here is that ONF do not own the technology definitions:

○ New technologies need to be introducible with no change to the core

○ Proprietary extensions need to be introducible.

– Approach is to combine pruning & refactoring with the spec model – FD and Link spec

• Main focus on capacity and forwarding enablement restrictions.

– Equipment spec

• Main focus to provide a representation of:

○ Equipping constraints

○ Functionality emergent from Equipment configuration.

– Generalized spec pattern

• Main focus to provide a common representation of:

○ The mechanism for relating a class to its spec, accounting for implementation needs

○ Categories of specification element via stereotypes that guide tooling and solution code.

• Note that this has been developed by refactoring the class specific specifications forms (mentioned in the bullets above) to result in a single generalized specification form

○ The intention is that this single generalized form be used in place of the specific forms and that it is shaped by data to represent the specific structure of each of the dedicated specification forms (and any further specification forms necessary).

G.2.3 Resultant representations and principles

It was recognized that UML itself augmented by stereotypes provides all necessary structure and definition capability to enable representation of the specifications.78 It was also recognized that the key is in the representation of the relationship of a class that is to be instantiated to a model definition, which is not known until run time, such that the instance of the instantiated class can point to the model definition (schema) for parts of its content.

The approach uses an association stereotype with a member-end attribute stereotype in the class model. This attribute stereotype indicates that the member-end attribute in an instance of a class and will reference a case of a schema rather than the usual instance of a class.

A specification is used to extend the class definition, BUT is constrained, such that each class in the model has a particular dedicated specification structure.

The specification structure will restrict the statements that can be made and may also restrict the source of the attributes that can be applied to the specification. For example the LP specification has a place where LP specific attributes can be added, but it is expected and required that these attributes be derived from a formal LP definition by pruning and refactoring that definition.79

It is vital that the use of the specifications be constrained so as to enable the extension capability without allowing a model free-for-all that eventually causes the model structure to be lost.

G.2.3.1 Composition rather than inheritance

There are several UML techniques for model structuring and extension. The work on specification essentially uses a composition approach to extend/augment the model (as opposed to inheritance). The composed parts are controlled by the specification definition80 where the attributes of the specifications are augmented with stereotypes that direct their usage (see clause G.2.5).81, 82

Using composition enables the specification structure to reflect and extend the structure of the class model (e.g., the LayerProtocol class gains further sub-structuring from the specification83). This approach also allows the specification to incorporate augmenting content by pruning and refactoring other related external models. So, for example, the specific properties of a particular LP can be acquired from the definitions of the specification authority of that LP (e.g., see [ITU-T G.874.1]).

G.2.3.2 Specification model restructurings during pruning and refactoring

When a specification is being composed by derivation from an external model, it is likely to be necessary to refactor that model to reposition attributes to fit the Core model structure. During that refactoring, significant flattening of the model can take place. Inheritance hierarchies can (and in most cases must) be removed and [0..1] and [1] associations (primarily composition) can be folded (i.e., enable the contents of one class to be transferred into the other related class).

The original structure is not lost, as it can be re-acquired if beneficial84 via the pruning and refactoring associations in the mapping model (see [b-ONF TR-513]).

In addition to flattening, representation transformations are likely to be required while composing a specification. For example:

– The Core model exclusively uses a “switch and controller” approach for protection, whereas some other models use a “protection group” approach. The other model will need to be refactored to the “switch and controller” form.

– The ITU-T models have a different granularity of termination point (TP) modelling where the LP is modelled as several separate equal parts (trail termination point (TTP), connection termination point (CTP), etc.). The Core Model specification model is at a finer granularity than the ITU-T model.

When acquiring a property from external definitions via pruning and refactoring, it is possible to narrow the property (reduce range, etc.) but NOT broaden it. The narrowing must maintain the essential semantics of the property.

G.2.3.3 Further discussion

The term specification and template may be confusing (profile, template and specification are used inconsistently across multiple contexts and the definitions overlap with each other). From some perspectives, this is essentially a templating/substituting mechanism. In a way this is “instantiating” a filled-in template to form a further class structure. The “instance” of the filled-in template defines the substructure of the LP/LTP and provides the definition of attributes.

This is a general principle and the pattern has been there for many years, although not necessarily well formulated.

The specification method appears necessary for dynamic APIs.

There could be methods like verify to validate that the instance of LTP supports the specification definition.

Specifications will be constructed by the designer/developer of the item being specified and will be available to the controllers via some interface. The hosting entity that provides the specification may be:

– the same as the one providing the interface that uses the specification,

– the organization of the designer/developer of the item being specified,

– some central repository/library.

G.2.4 Adoption and migration considerations

This clause briefly discusses migration from traditional design time fixed solutions to a fully run time dynamic solution using specifications. The steps discussed are examples; there are many ways of approaching this.

G.2.4.1 Use as a traditional interface

As noted, the specification provides a dynamic run time definition for use in a dynamic API context. However, it is quite possible to use the same APIs in a more traditional static mode.

In a traditional system, the entire schema has been coded prior to compile. The specification reference can be ignored at run time and instead the content of the specification can be compiled into the systems on both sides of the interface.

In a slightly more sophisticated solution, the specification reference can be used to validate the version compatibility of the interface.

Alternatively, assuming a JSON or eXtensible Markup Language (XML) encoded interface, the additional attributes could be transformed into simple name and value lists, much like a traditional semi-dynamic API with soft properties.

G.2.4.2 Use with basic specs and prior knowledge

The specification rather than being fully interpreted at run time could be compiled, but decoupled, allowing for some dynamic behaviour, but not for previously unknown specs to be used.

In this case, the specification reference would allow selection of previously compiled schema and associated behaviour.

G.2.4.3 Use with full specs with discovery

The spec pointer would be used to reference the library to acquire the necessary specification, which would then be used to interpret the attributes that were not defined in the compile time schema.

The definition of the attributes will provide information on value ranges, defaults, write ability, etc. From this, the application can determine whether to make available on a configuration UI or as part of a flexible profile, etc.

Clearly more sophisticated usage will require special code, but on arrival of the specification, this code can potentially be identified, installed and be available to run on arrival of the first case of use of the specification.

G.2.5 Enabling innovation while removing unnecessary variation

As discussed, the specification mechanism allows the raw model to be augmented at run time. As noted, the augmentation may be proprietary. The intention is that the source of the augmentation be identified. The intention is also that the extension be in a place allowed by the specification authority of the area being augmented (e.g., ITU-T for protocol definitions).

There is a challenge here of hitting the right degree of allowed augmentation, so that innovation is in no way stifled while model chaos is prevented. This will be a journey and a learning experience.

G.3 Dedicated specification structures

G.3.1 Forwarding specification

G.3.1.1 Overview of the Forwarding Spec

Prior to embarking on a brief description of the Forwarding Spec and associated classes, it is important to explain the Forwarding Spec in the context of the specification approach in general. In this model, the specification classes provide a mechanism to express the restrictions of a particular case of application of a specific class or set of classes. For example, an FC in general has [2..*] FcPorts, while a specific case of FC may have exactly four. This case may also be such that it has two internal switches, which affect specific flows in the FC. The ForwardingSpec is designed to allow the expression of cases of this sort.

The number of FcPorts alone does not adequately characterize the FC. Figure G.3-1 shows two FCs both with exactly four FcPorts. The flows through the two FCs are clearly very different. Simply knowing the labels for the roles of the FcPorts does not provide sufficient information on the flows within the FC. To fully describe the FC behaviour, it is necessary to represent the flows.

In effect, what we are doing is to model the internal arrangements of the FC, to create a ‘prototypical instance’ that can then be shared by any FC or Link instances.
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Figure G.3-1 – Two FCs with four bidirectional FcPorts

In Figure G.3-2, the ForwardingSpec and supporting PortSetSpec describe the capabilities of the FC in terms of MultiSwitchedUniFlows, each of which has [1..*] IngressPortSets and [1..*] EgressPortSets. Each MultiSwitchedUniFlow may have [0..1] ingress switches and [0..1] egress switches, where the ingress switch may select only one set member from one set and the egress switch may select [1..*] set members from the egress set. The ingress and egress switch selections are controlled by the ConfigurationAndSwitchController (see Annex E) that may be:

– embedded in the switch when there is no coordination of switches required;

– embedded in the FC when the coordination of switches is only in the scope of the FC;

– independent of the FC and described by the ConfigurationGroupSpec where there is multi-FC coordination required.

The behaviour of the ConfigurationAndSwitchController is described by the ConfigurationAndSwitchControlSpec and associated ControlRules.

The model has been exercised for a number of different cases (some provided later in this clause). Figure G.3-2 is the class diagram of the Forwarding Spec fragment.
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Source Papyrus CoreModel diagram: Spec-FcCapabilitySpec.

Figure G.3-2 – Class diagram of the Spec model of the FC and FcPort

Also shown in Figure G.3-2 are Link and ForwardingDomain, discussed in clause G.3.3. The LayerProtocolParameterSpec is rudimentary at this point. It essentially provides a vehicle to convey LP specific parameters to the FC (and Link/FD). There is a complexity here that has not been fully developed in that the parameters are invariable abstractions of properties of the LTP/LP. This will be developed in more detail in the next edition.

Figure G.3-385 depicts some of the classes above (the colours used in the figure are consistent with those used in Figure G.3-2).
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Figure G.3-3 – Pictorial view of the Spec model of configuration control

G.3.1.2 Class details

G.3.1.2.1 ConfigurationAndSwitchControllerSpec

Qualified name: CoreModel::CoreSpecificationModel::FcCapability::ObjectClasses::ConfigurationAndSwitchControllerSpec

The spec of a ConfigurationAndSwitchController.

Inherits properties from:

– GlobalClass

This class is Experimental.

G.3.1.2.2 EgressPortSet

Qualified name: CoreModel::CoreSpecificationModel::FcCapability::ObjectClasses::EgressPortSet

The grouping of FC egress ports that have the same behaviour and relationship to the switch, etc. Will carry rules for the grouping.

Inherits properties from:

– LocalClass

This class is Preliminary.

G.3.1.2.3 EgressSwitchSelection

Qualified name: CoreModel::CoreSpecificationModel::FcCapability::ObjectClasses::EgressSwitchSelection

Rues for the control of the state of the egress switch.

This class is Preliminary.

G.3.1.2.4 ForwardingSpec

Qualified name: CoreModel::CoreSpecificationModel::FcCapability::ObjectClasses::ForwardingSpec

The overall spec for the forwarding entity.

Inherits properties from:

– GlobalClass

This class is Preliminary.

G.3.1.2.5 IngressPortSet

Qualified name: CoreModel::CoreSpecificationModel::FcCapability::ObjectClasses::IngressPortSet

The grouping of FC ingress ports that have the same behaviour and relationship to the switch, etc. Will carry rules for the grouping.

Inherits properties from:

– LocalClass

This class is Preliminary.

G.3.1.2.6 IngressSwitchSelection

Qualified name: CoreModel::CoreSpecificationModel::FcCapability::ObjectClasses::IngressSwitchSelection

Rues for the control of the state of the ingress switch.

This class is Preliminary.

G.3.1.2.7 LayerProtocolParameterSpec

Qualified name: CoreModel::CoreSpecificationModel::FcCapability::ObjectClasses::LayerProtocolParameterSpec

Offers the opportunity to define a list layer protocol related parameters. Used to specify the extension a class.

This class is Experimental.

G.3.1.2.8 MultiSwitchedUniFlow

Qualified name: CoreModel::CoreSpecificationModel::FcCapability::ObjectClasses::MultiSwitchedUniFlow

A switched unidirectional forwarding element that can take one or more inputs and switch to one or more outputs. The switch can also be open (high impedance).

Inherits properties from:

– LocalClass

This class is Preliminary.

G.3.1.2.9 PortSetSpec

Qualified name: CoreModel::CoreSpecificationModel::FcCapability::ObjectClasses::PortSetSpec

The specification set of an equivalent port of the forwarding entity.

Inherits properties from:

– LocalClass

This class is Preliminary.

G.3.1.3 Relating ForwardingSpec to FC and Link

Figure G.3-4 shows the relationship between the ForwardingSpec and the Link and FC. The model form follows the general pattern for association between the Spec and the classes that are specified.

In general a case of specification is used to refine an instance of a class. In the instance that has been refined it references the specification. The specification is a class model and hence the instance that has been refined points at a class. As a consequence the class that the instance is defined by needs to reference the UML Metaclass “Class”. As this is not formally supported by the tooling, a Data Type has been used as a proxy for the Metaclass. The two cases shown in the figure are _fcSpecReference and _linkSpecReference.

Essentially any class can be referenced. In practice, only appropriate spec classes will be applicable. The referenced class is valid if it defines an attribute “specTargetClass” that has a “valueRange” that includes the name of the Class (in this case “ForwardingConstruct” or “Link”). The name is the text name defined in the Metaclass “Class”. The attribute “specTargetClass” is the representation of the Specify association shown in the figure. A specific case of a spec is likely to only apply to one class but the pattern, as is the case here, may apply to several classes (Link and FC here).

The spec reference in the instance that is being extended has a condition of “specTargetClass=” that is set to the name of the class that is being extended. It is this condition value that is used in the validation. The value of “specTargetClass” in the stereotype and in the attribute of the referenced class must match for the specification to be applied.
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CoreModel diagram: Spec-RelatingToForwardingCapabilitySpec.

Figure G.3-4 – Forwarding Spec relationship to FC and Link

G.3.1.4 Metaclasses

G.3.1.4.1 Metaclass:Class

Qualified name: CoreModel::CoreSpecificationModel::TypeDefinitions::Metaclass:Class

This datatype represents the “<<Metaclass>> Class” from the UML metamodel.

An instance of the referencing Class (e.g., LTP) will reference a Class (not an instance).

This referenced Class will provide definition to extend the referencing instance.

So, for example, an LTP instance will have the attributes defined in the LTP class and also the attributes defined in the referenced Class (an LtpSpec).

The referenced Class may:

(1) provide invariant properties (that are the same for many instances) that then are not conveyed with the referencing instance.

(2) provide definitions for attributes that are present in the instance that are not defined in the Class of the instance (these attribute may have been pruned and refactored from one or more external definition sources).

(3) apply constraints to attributes in the instance that were defined in the class of the referencing instance.

(4) replace attributes that were present in the class of the referencing instance by a new definition (same name).

G.3.1.4.2 Metaclass:Class:Name

Qualified name: CoreModel::CoreSpecificationModel::TypeDefinitions::Metaclass:Class:Name

G.3.1.5 Additional spec model constructs
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CoreModel diagram: Spec-DetailsOfForwardingCapabilitySpec.

Figure G.3-5 – Class Diagram of the Spec Model of the FC and FcPort

G.3.1.6 Use of the Forwarding Spec

Figure G.3-6 depicts a case of ForwardingSpec. The lower part of Figure G.3-6 shows specification class instances and the upper part an instance of FC abiding by the spec.

The MultiSwitchUniFlow elements represent the allowed flows across the FC and explain what each switch (in this case there is one switch only) related to the FC does.
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Figure G.3-6 – Pictorial view of spec model and resulting FC instance

The example in the previous two paragraphs is a relatively complex switch (used in ladder protection schemes). A more straightforward case is shown in Figure G.3-7. It should be noted that the multiple ports on the left side of the actual FC are represented by one statement in the spec. The spec can provide a compact statement of the capability where there is a systematic structure.
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Figure G.3-7 – Compacting the Forwarding Spec rules

Where there is significant symmetry, a very compact form can be developed. In Figure G.3-8, the FC and switch arrangement is highly symmetric. It is assumed that the switches do not offer any reversion (i.e., the switch will stay where it is until there is a failure in the signal it is receiving, when it will switch to the other port). Both sides of the FC behave in the same way.

The specification forms set out in the lower part of Figure G.3-8 all represent the FC in the upper part. The leftmost form is very specific and verbose, while that on the right is most compact (and assumes that there is normal case of “no loopback allowed”, which forces there to be at least two ports). Clearly there is a need to state the bounds on the number ports in the PortSet that, in this case, assuming the FC figure is precisely what is supported, is precisely four ports in two groups of two.

Note that the very compact forms are not recommended, other than for unprotected packet cases, as the method of constraining ports in the PortSetSpec has not been fully developed. Clearly it is important that a standard form of specification of constraints emerge so as to prevent unnecessary decoding complexity. Without a well-defined constraint, the compact spec on the left would allow all sorts of FCs to be created from a two port switched unidirectional FC upwards.
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Figure G.3-8 – Highly compact form for symmetric FC

Figure G.3-9 sets out some Forwarding Specs overlaid where the FCs corresponding to the specs would be in a 1:N protection scheme (see Annex E). The upper two FCs have the same spec. The lower FC has a different spec. Figure G.3-9 does not show the full arrangement of C&SCs (which would align with the protection scheme definition).86
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Figure G.3-9 – Forwarding Spec view for 1:N protection

G.3.1.7 Dealing with exceptional behaviour on failure

Figure G.3-10 shows the symmetric FC discussed in clause G.3.1.3. Both the representation of the FC and the spec view on the left provide an abstraction that may be relevant to offer to a service-oriented client. However, the underlying implementation may allow a variety of undesired behaviours under various failure cases.

The spec view on the right (one direction shown only) provides a more accurate description of the opportunities for asymmetric flow, but this may be considered too complex to present to the service-oriented user.
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Figure G.3-10 – Desired abstraction and actual potential

But how then should the operator present obscure failure cases on the rare occasions that they do occur? Clearly the operator may want to temporarily express to the client what the actual current state of flow is. This will be especially relevant if the client wants to perform some engineering works on their local network that may involve disconnecting traffic from one or more of the ports.
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Figure G.3-11 – Various flow states under failure

To account for the issue highlighted in Figure G.3-11, an actual possible flow statement could be provided (along possibly with an alert of a non-normal internal flow state). The actual possible flow would be described in one or more specs that lay out the switched flows of the current snapshot of disjoint structures. This could use the normal spec structure.

Figure G.3-12 shows a spec instance representing the undesired flow.
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Figure G.3-12 – Using the Forwarding Spec model to show undesired flow

Further information is provided in Annex E.

G.3.1.8 Spec vs instance

The spec provides all static details and identifies dynamic aspects. As the spec is available at run time, the instance of the class need only identify the state of the dynamic aspects87. See Figure G.3-13.
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Figure G.3-13 – ForwardingSpec and FC instance details

Figure G.3-14 shows, at the top, an example of a 1+1 protection network layout and highlights, in detail, the nodal FC (in the red dashed circle) for the rightmost NE (these diagrams were derived from Annex E). Figure G.3-14 also shows a view of the FC model and a view of the ForwardingSpec model. These two models are related to the instance of the FC model representing the FC in the red dashed circle and the spec that would describe it.
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Figure G.3-14 – View of ForwardingSpec and FC model in the context 
of a 1+1 protection case

G.3.1.9 Role names and Port numbers

The spec also provides role Port role names and Port numbering rules.

– Where there are compact symmetric definitions, the spec should provide naming rules for each dimension of unfolding of the spec (e.g., PR11, PR21, PR22 and PR12).

– Role names relate to the flow, e.g., Root/Leaf, Active/Standby, Worker/Protection, Balanced, Symmetric.

G.3.1.10 Mapping to Open Flow

As the Forwarding Spec model is designed to break the FC down into component flows, the Forwarding Spec provides a bridge to the flow aspect of the OpenFlow [b-ONF TS-025].88 Some work was carried out as proof of concept. This work has not been extended recently and is now somewhat dated in detail, but still provides a view of an appropriate route for mapping.

Figure G.3-15 provides a sketch of the mapping between a pictorial view of ForwardingSpec statements and an older form of OpenFlow Table Type Patterns for a Root and Leaf form.
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Figure G.3-15 – Sketch of mapping to OpenFlow using ForwardingSpec constructs

G.3.2 LogicalTerminationPoint and LayerProtocol specification

G.3.2.1 Rationale and requirements

The LTP/LP spec structure was developed to primarily support a management-control perspective:

– The controlled introduction of LP (network technology) specific attributes from sources external to the Core Model with minimum burden to the Core Model

• The Core Model does not have a mandate for a network technology (layer protocol) definition

○ Lesson: Work in other standardization activities has suffered from the burden of maintaining alignment between their redefined technology properties and the properties defined by the technology specification body.

• A method that provides ready access to the appropriate work of the other bodies while decoupling that from the Core Model modelling work was considered vital

○ This eliminates the possibility of use of a simple conditional composition.

– The reducing of the definition of a network technology to match a specific realization

• Often a specific realization of a network technology will not support the full technology definition

○ In many cases, this reduced support will manifest via attributes that have reduced ranges, etc. compared to the standard.

• The method must support the narrowing of the definition of attributes within their current semantics

○ This eliminates the possibility of the use of simple inheritance

○ The pruning and refactoring approach developed to enable generation of an implementation specific view of the Core Model has been used.

– Specific rules that define the LP mapping opportunities and also set out the interactions between LPs

• This will allow the definition of the port layer stacks and link capacity, etc.

○ Layering is assumed and coded, but to best enable innovative deployments, layering should be explicitly stated.

• The method must provide a rich enough rule structure to allow definition of all currently understood LP interactions.

– Proprietary extensions to a network technology where the vendor has introduced a capability within that network technology

• This may be prior to standardization or for a niche application, etc.

○ This may involve extending attribute definitions within their current semantics.

• The method must have no barriers to such innovation while preventing unnecessary variation and ensuring appropriate decoupling

○ Attribute extension must be done in the context of the network technology outside the Core Model such that the bringing into the Core Model context is always carried out by pruning.

– Definition of a completely new network technology (that may be proprietary)

• This may be a new or emerging standard

• The method must guide appropriately the positioning of information related to the new technology to maximize consistency with other network technologies.

– Migration and upgrade of definition of the technologies

• The method should allow for on-the-fly redefinition.

– Definition of constrained usage of a specific type of port

• Where a capability already expressed by a specification is to be reduced for a particular application so that that reduced capability can be expressed by another specification provided through the view exposed to the user of that particular application.

G.3.2.2 Model skeleton

Figure G.3-16 provides a view of the structure of the LTP/LP spec model.

Once again, by modelling the internal arrangements of a LP, we can represent a ‘prototypical instance’ that can be used by LP and LTP instances.

[image: Image]

Source Papyrus CoreModel diagram: Spec-LtpCapabilitySpec.

Figure G.3-16 – Class diagram of the Spec model of LTP and LP

As for the ForwardingSpec discussed in clause G.3.1, Forwarding specification, the general spec pattern is used.
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CoreModel diagram: Spec-RelatingToLtpCapabilitySpec.

Figure G3-17 – LtpSpec/LpSpec relationship to LTP/LP

The elements of the spec model are related to the pictorial symbols and hence functional blocks in the essential LP model. The areas of the specification that support each aspect of definition highlighted in clause G.3.2.1 should be apparent. See Figure G.3-18.
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Figure G.3-18 – Relating LTP/LP spec elements to the pictorial symbols

The intention is that the LTP/LP spec model be capable of describing all cases of LTP/LP. Many cases are set out in Annex B (Figures B.2-8 and B.2-11 show the cases that the LP and LTP specs, respectively, need to support).

G.3.2.3 Class details

G.3.2.3.1 AdapterPropertySpec

Qualified name: CoreModel::CoreSpecificationModel::LtpCapability::ObjectClasses::AdapterPropertySpec

The specification of the properties of the client side adapter of an LP.

This class is Experimental.

G.3.2.3.2 ClientSpec

Qualified name: CoreModel::CoreSpecificationModel::LtpCapability::ObjectClasses::ClientSpec

The specification of a client LP supported by the adapter of an LP.

This class is Experimental.

G.3.2.3.3 ConnectionPointAndAdapterSpec

Qualified name: CoreModel::CoreSpecificationModel::LtpCapability::ObjectClasses::ConnectionPointAndAdapterSpec

The specification of the server-facing connection point and the adapter that deals with the transformation of a single signal of the LP to/from the server. Equivalent to an ITU-T CTP [ITU-T G.8052].

This class is Experimental.

G.3.2.3.4 ConnectionSpec

Qualified name: CoreModel::CoreSpecificationModel::LtpCapability::ObjectClasses::ConnectionSpec

The specification of the flexibility of the association between the ConnectionPoint and the Termination of the LP.

This class is Experimental.

G.3.2.3.5 LpSpec

Qualified name: CoreModel::CoreSpecificationModel::LtpCapability::ObjectClasses::LpSpec

The specification of the capabilities of a specific type of LP.

This class is Experimental.

G.3.2.3.6 LtpSpec

Qualified name: CoreModel::CoreSpecificationModel::LtpCapability::ObjectClasses::LtpSpec

The specification of a specific type of LTP.

This class is Experimental.

G.3.2.3.7 MappingInteractionRule

Qualified name: CoreModel::CoreSpecificationModel::LtpCapability::ObjectClasses::MappingInteractionRule

The specification of the interaction of the support for different client LP signals. For example an LP that support 20 LP X signals and 5 LP Y signals may be such that a particular LP X instance being used eliminates the possibility of using a particular LP Y instance being used.

This class is Experimental.

G.3.2.3.8 PoolPropertySpec

Qualified name: CoreModel::CoreSpecificationModel::LtpCapability::ObjectClasses::PoolPropertySpec

The specification for the properties of the pool of available instances of a particular client LP. This may cover numbering range, capacity, number of instances, etc.

This class is Experimental.

G.3.2.3.9 ProviderViewSpec

Qualified name: CoreModel::CoreSpecificationModel::LtpCapability::ObjectClasses::ProviderViewSpec

The specification of the properties of an LP at the base of a virtual/floating LTP that relates to the provider of capacity/capability for that floating LTP.

This class is Experimental.

G.3.2.3.10 ServerSpec

Qualified name: CoreModel::CoreSpecificationModel::LtpCapability::ObjectClasses::ServerSpec

The specification of the server side of an LP at the base of an LTP that supports the creation of server LTPs for use in an IMP scheme.

This class is Experimental.

G.3.2.3.11 TerminationSpec

Qualified name: CoreModel::CoreSpecificationModel::LtpCapability::ObjectClasses::TerminationSpec

The specification of the LP termination (including framing, modulation, etc.). For example the specification of the function that takes a MAC frame and extracts the content (removing the MAC address in the process).

This class is Experimental.

G.3.2.4 Assumptions

The specification approach assumes that:

For any particular layer protocol, there is a standard definition of a set of capabilities and that definition provides details of entities, attributes/properties and their values:

– The standard definition either is in Papyrus UML or can be transformed into Papyrus UML.

– The standard definition is properly layered and provides suitable guidance on whether a property relates to termination, adaptation, connectivity, etc. and whether it is a control property, etc.

For any well-formed definition:

– The classes and attributes/properties can be associated with the LP spec.

– The attributes of a layer protocol each have unique names within the scope of that layer protocol.

– Where there are multiple instances of a particular property, then this property is contained in a class that has an association with an appropriate multiplicity to a class directly related to one or more parts of the specification.

The above assumptions ease the work of core model modelling. Currently ITU-T provides definitions in Papyrus UML, other bodies do not at the time of publication of this Recommendation. Significant work to untangle some definitions will be required. It is highly likely that there will be a need to provide a service of migration of some LP definitions into well-formed UML.

It is assumed that text documents that set out in loose form the functional dependency graph and related flow semantics will be required for a significant period of time to augment the specifications to enable development of code with significant behaviour. The work here is for interface definition and driving of simple systematic behaviour.

G.3.2.5 Broad usage

Just as the LTP/LP do, the LTP/LP spec model supports terminations that are:

– ports bound to physical,

– floating in an NE,

– fully virtual in the network.

The intention that any view of any termination with any degree of abstraction is supported (see Annex B and Annex D).

Figure G.3-19 depicts the relationship between the various models and aspects.
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Figure G.3-19 – Relating LTP/LP spec with the class and instance models

In Figure G.3-19:

– The upper yellow area depicts the Core Model

• The LTP and LP reference the spec model via an association with a stereotype to indicate that the association, when instantiated, will not point at instances, but instead at a class model (schema).

– The upper purple area depicts a network technology model (e.g., as defined in [ITU-T G.8052])

• This model can be extended by vendors as necessary via a composition mechanism (possibly via reverse navigation composition or technique favoured by the technology definition authority.

– The lower blue area depicts the integration of the specification model pattern and the appropriately pruned and refactored technology definition

• The integration is achieved by using the spec model as a template

• The spec model is cloned to provide a framework to fill in

○ The clone should be given a UUID to allow unique identification in the library.

• The appropriately extended technology model is duplicated (as a file copy to preserve the Papyrus IDs) and PruneAndRefactor associations are created between both the original model and the copy for all classes, attributes, associations, etc. in a mapping model89

• The attributes from the model copy collapsed into classes that reflect the structure of thespec

○ Highlight the essential association between elements of the spec and the elements of the model considering the potential challenges

· Sub-layering approach

· Models from bodies that do not split termination aspects (e.g., TTP/CTP).

○ Preferably ensure that the model offers extension opportunities, but this can be done by reverse association.

○ Expand inheritance and collapse containment based on the [1] and [0..1] rules, such that a set of classes that reflect the basic pattern of the specification model leave the [n..*] classes intact and any residual cross class associations intact.

○ Attach the collapsed classes to the corresponding spec model classes via a [1] compositions

· Note that the [1] compositions could be collapsed, but the approach above maintains the mapping relationships in the most recoverable form.

○ Potentially remove or prune attributes at this point

· Each has ONLY aspects relevant for the case with ranges relevant to the case defined as modified data types and as necessary with Object Constraint Language (OCL)

· Dependencies between items should be modelled explicitly including between attribute values, etc. – this should also be in the technology model and extensions.

• The prune and refactor mapping associations should be updated at this point90.

• The above process results in an LTP/LP spec case with appropriate UUIDs.

• For the run time environment, the spec case will be encoded in an appropriate run time schema language (e.g., Yang).

• The spec case is hence essentially a “class model” identifying all layering and attributes for a particular case of port, etc.

– The lower brown area depicts the instance model [obviously instantiation from some encoded schema form of the class model e.g., in Yang)]

• The structure and key attributes are derived from the class model in the upper yellow area (e.g., globalId for the LTP and localId for the LP, etc.)

• Some LTP/LP instances reference the LTP/LP spec case constructed above using the UUID

○ Assuming that the LTP/LP corresponds to the specific case discussed above.

• The LTP/LP have attributes present that are defined in the LTP/LP spec case (both pruned technical spec attributes and technical extension attributes) in addition to those attributes defined in the class.

• The controller can get the necessary specs from the library.

The description above provides a general walk through of the operation of the LTP/LP spec model. The description was purposely simplified in some areas.

Figure G.3-20 shows a sketch of the use of the LTP/LP spec (the colour coding is as for Figure. G.3-19). To the left of Figure G.3-20:

– at the bottom is a small network;

– in the middle is a controller with various functions;

– at the top is the controller view of the network.

To the bottom right of Figure G.3-20 is a class of a technology spec with attributes attA, attB and attC. This technology class is pruned to form the TermSpec case Otn111.1, where attribute attA and attB are both narrowed in definition and attC is removed. The TermSPec case Otn111.1 is part of the LP spec case Otn111 which is itself part of the LTP spec case EdgeEth. The EdgeEth spec and its parts are available in the library.

Port A of the NE on the right is represented by the LTP instance A shown in grey and that has component parts defined by the LP spec Otn111. In the Term instance of the LP instance of LTP instance A there are attA and attB that are instantiations of the attributes in the TermSpec case Otn111.1, which hence abide by the definition of the attA and attB in the TermSpec.
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Figure G.3-20 – Sketch of use of LTP spec case

G.3.2.6 Who constructs the spec?

The following roughly sets out responsibilities and ownerships.

– SDO X develops network technology model:

• Technology experts carry out the work.

• The model is structured as per the technology operation focusing on the specific layering of the technology.

• The work uses an approach:

○ That separates degrees of termination, adaptation and connectivity.

• The modeller identifies relevant optionality and what the rationale for support is.

• Note that any aspect of structure at this stage may be flattened in the implementation.

– The Core Model provides examples of use of the spec model to describe the technology developed by SDO X.

– Device vendors use the process described in clause G.2.2.5 to construct necessary LTP and LP spec cases.

• These cases are related appropriately per LTP/LP instance.

– Service designer uses a process similar to that described in clause G.2.2.5 to construct service endpoint definitions.

G.3.2.7 Usage pattern

An LP composition per layer protocol can be developed that has all multiplicity [0..1] and [1] held directly in the LP and that has all multiplicity [..*] attributes held in composed classes of the LP (essentially becoming a list form in a realization).

G.3.2.8 Spec example

Figure G.3-21 provides a view of the detailed content of a partially formed spec example case, extracted from [b-ONF/Snowmass], in which the attributes shown were drawn from [ITU-T G.8052]’. Note that the base TerminationSpec and ConnectionPointAndAdapterSpec classes are still experimental in the Core Model. Also note that in the example, the Mep and Mip classes refactor (combine) the corresponding MepSource / MepSink and MipSource / MipSink classes.
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Figure G.3-21 – Sketch of Ethernet spec case

Figure G.3-22 shows the Ethernet spec case in context of the “Full Layer, Fixed” LP Case (Figure B.2-8) and a fragment of the LP Spec model (see Figure G.3-18).
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Figure G.3-22 – Sketch of Ethernet spec case in context of LP Case and LP Spec model

G.3.2.9 Running system

The following sketches the application of spec cases in a running system:

– vendor populates spec cases (including equipment cases, LT cases, etc.);

– vendor provides spec cases to the library;

– operator chooses to plan and prebuild intent for a particular type of “NE” (as part of a particular network fragment);

– “NE” spec identifies equipment spec, which identify legal assemblies that identify instances of LTP cases supported;

– operator plans and prebuilds NE (expectation);

– NE is installed;

– unexpected NE is discovered;

– LTP specs acquired;

– LTPs reported and validated against specs;

– LTPs reported (not validated);

– LTPs to be used are validated for the relevant parts to be used.

G.3.2.10 Adoption migration

The following sequence explores adoption and migration for the LTP/LP spec. This clause follows on from clause G.2.4.

– Step 1: (a) Null spec (traditional approach) and (b) empty spec (first step to spec model)

• Spec reference attribute is supported in LTP and LP, but is either set to empty string or provides the name of a spec that when opened is empty (this is a legal spec and could be taken as an ongoing indication that a coded solution or a basic discovery solution is required).

• Assumes traditional coded solution:

○ capabilities are identified during enrolment of devices derived from current live equipment

○ capability knowledge may be pre-coded from paper specs for the devices

○ any planning will necessarily be done using coded solutions or handcrafted equivalents to the spec model (proto-spec).

• Solution form is similar to that for a [b-TMF MTOSI] realization.

• Attribute list is flat per layer protocol (similar to layeredTransmissionParameters of [b-TMF MTOSI]).

• Sophistication level: Very Low.

– Step 2-n: Rudimentary spec through to full spec

• The spec is referenced but some parts are intentionally empty

○ it is assumed that at this level of sophistication all parts of the spec will be included, but where the spec aspect is not supported, the part will be empty (rather than absent)

○ for the parts not present traditional coding will be required.

• Expected growth path

○ termination attributes included in the spec (connectivity and adaptation spec elements present but empty)

○ connectivity attributes added (adaptation spec elements present but empty)

○ adaptation attributes included (all properties are assumed to be independent)91

○ inter-attribute and inter-adaptation rules included.

• Sophistication level: Low to Medium to high.

– Indicating the degree of completeness/correctness

• Use of lifecycle stereotypes in each spec case

○ Experimental/preliminary on an aspect of the spec means that that aspect in total will need code to support it and things will happen that are unexpected. Experimental means that definitions may be wrong as well as missing, preliminary means that what is in place should be correct (other than where specifically stated as experimental at the next level down), but there may be stuff missing

○ Example could be used in a general spec that provides suitable guidance, but may have additional as well as missing attributes, etc.

○ Faulty could be used when an error is found in a spec (the spec is republished with the faulty item marked).

– Naming a spec

• The class name is the spec reference

• The subordinate classes can be named systematically as extensions to the spec name where the conditional _Pac in the entity would be expected to simply have the extension name (and be a structural item in the encoded form).

G.3.2.11 Various applications of LTP spec

Figure G.3-23 provides a view of how various interrelated standards bodies would use the spec approach. Note that the primary Spec Model responsibility (not shown in Figure G.3-23) is the formulation of the spec model.
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Figure G.3-23 – Sketch of spec usage

The flow starts with the Technology standard in ITU-T form at the bottom of Figure G.3-23 and via various transformations shows the production of:

– Core Model (ONF/ITU-T) forms of

• Technology standard

• Device spec.

– Metro Ethernet Forum (MEF) forms of

• Technology Use Case spec

• Proprietary capability relevant to Use Case

• Operator application technology Use Case

• Specific Operator application Use Case.

As the aim is convergence of the MEF and ONF/ITU-T forms, simplifications can be made to the diagram as in Figure G.3-24 (where the O/M form is the converged ONF/ITU-T/MEF model form).
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Figure G.3-24 – Simplified sketch of spec usage

G.3.3 ForwardingDomain and Link specification

The basic FD model assumes full flexibility (such that there are no constraints on creation of FowardingConstructs) so that the forwarding properties (such as cost and delay) are equal for all FCs created in the FD. The common case of Link is two pointed. Any multi-pointed Links are assumed to be fully flexible like the FD. In these simple uniform cases (as discussed in Annex D), the FD/Link may have directly applied cost properties, etc. However, for an asymmetric multi-pointed case, the properties are not the same for all possible transits.

Where the properties differ for different transits and assuming that the FD/Link is “FC-opaque”,92 two options are available:

– Query per case: The client of the controller asks what specific properties would apply to a transit across the link/FD between specific bounding LTPs.

– Property model: The controller presents a property model for each FD/Link up front.

This clause discusses the “property model” approach. Presentation of a property model is assumed to be the most appropriate approach for general usage (including planning).

G.3.3.1 FD/Link rule/property model pattern

Figure G.3-25 shows the FdAndLinkRuleSet in the context of the Link, FD and LTP.
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CoreModel diagram: Spec-FdRulesInContext.

Figure G.3-25 – Class Diagram of the context for the Spec Model of FD and Link

Figure G.3-26 shows the details of the rules. Some rules relate to other classes in the model that are not shown in the figure.
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CoreModel diagram: Spec-FdRuleDetail.

Figure G.3-26 – Class Diagram showing the details of the FD rules structure

The figure above shows FD and Link possessing rule properties. Some of the rule properties may be per case and others may be per instance; the same essential structure applies for both. For the symmetric case, the properties apply to the FD/Link itself. Clearly the FD/Link can be broken down into subordinate parts (as described in Annex D and depicted below in a figure for FDs from that annex).
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Figure G.3-27 – Various view boundaries

The subordinate FDs have FCs present to represent the path of any top level FC across the subordinate FDs (as described in Annex E and depicted in Figure E.2-2, reproduced here as Figure G.3-28).
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G.3-28 – Simple summary example of 1?1 cases (represented via partition)

Clearly the rules related to building the top level FC in Figure G.3-28 are provided by the partition FDs (where protection is allowed to be supported, etc.). For an FC-opaque FD, there is no visibility of FCs in subordinate FDs, but the FD could be partitioned to solely express constraints.

The constraint partitions need not be the same as the underlying FC partitions (in exactly the same way that the apparent underlying FC partition depicted in Figure G.3-28 need not reflect the real network, as it may be an abstraction of it – there is a brief discussion on views in Annex D).

G.3.3.2 Class details

G.3.3.2.1 FdAndLinkRule

Qualified name: CoreModel::CoreSpecificationModel::ForwardingDomainAndLinkCapability::ObjectClasses::FdAndLinkRule

Set of “AND” rules related to creation of FCs across the FD/Link (i.e., all rules have to be met for the FC creation to be allowed).

Embedded conditions all have to be met and hence are AND. Elements of the list attributes are ORs.

Absence fcSpec NOT valid for FORWARDING rules (only valid for cost/risk, etc. rules).

Absence of FcPortRole means all roles for referenced spec.

Absence of direction means all directions.

This class is Experimental.

G.3.3.2.2 FdAndLinkRuleSet

Qualified name: CoreModel::CoreSpecificationModel::ForwardingDomainAndLinkCapability::ObjectClasses::FdAndLinkRuleSet

Set of “OR” rules related to creation of FCs across the FD/Link (i.e., only one of the rules have to be met for the FC creation to be allowed).

Absence of RuleSet means “Any”, i.e., all points, all FcTypes, etc.

Presence of RuleSet means possibilities must all be defined by rules

Absence of forwardingRule means no explicit stated possibilities.

No capacity statement means no capacity restrictions

This class is Experimental.

G.3.3.3 FD/Link rule model detail

Figure G.3-29 builds on Figure G.3-27 by showing normal partition and rule only partition (the virtual edge form is used, but this would apply to any of the depicted cases). The FDs that provide only rules are considered as LtpGroups (not explicitly modelled – the FD by its very nature is an LtpGroup93) and the Links that provide only rules are considered InterGroupRuleLinks (again not explicitly modelled).
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Figure G.3-29 – Normal FD/Link and rule-only FD/Link views

The method is based on the recognition that:

– At the lowest level of the real network, there are deterministic elements, the assembly of which provide the abstract view.

– At some level of decomposition of the FD/Link structure, there is a simple description that can be applied.

The rule system operates as follows:

– No rule statement at a higher level means refer to the next level down where rules at all levels are accumulated.

– It is assumed that a default of fully flexible would apply, such that no rule statement at the lowest level means fully flexible, within the scope of that lowest level FD/Link.

– Rules within an FD correspond to LTPs bounding that FD.

– Rules in Links correspond to LTPs in the bounding FDs only (i.e., FD-Link rules do not chain).

– Rules may be capability based or restriction based where a restriction overrides a capability statement.

– Multiple different types of rules may be presented and should be analysed in combination where each type of rule should be in a single FD/Link partition (i.e., a type of rule cannot spread across several partition views) and multiple types can be in one partition.

Figure G.3-30 sets out a rough example of rules in a single partition (that was depicted in Figure G.3-29).
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Figure G.3-30 – Rule example

Any FC created between exposed LTPs94 must abide by the rules stated. The following assumes that bidirectional two pointed FCs are to be created (there are rules related to orientation of more complex FCs that are not discussed here). So:

– An FC can be created between any LTPs in A with no restriction for a cost of 1.

– An FC can be created between LTPs in B so long as the FC uses the same “channel”95 on the LTPs again for a cost of 1.

– An FC can be created between an LTP in A and an LTP in B so long as the FC uses the same channel on the LTP in A and the LTP in B and in this case the cost is 21.

– It is not possible to create an FC from LTPs in A and LTPs in D.

– In C, an FC can be created between LTP w and LTP y but not LTP w and LTP x (because E overrides other statements).

– An FC can be created between LTP x in C and any LTP in B with no restrictions for a cost of 1.

– An FC can be created between LTP in D and any LTP in B with no restrictions for a cost of 11.

There may be other constraints related to the network shown in Figure G.3-30. Figure G.3-31 considers risk statements for shared risk assessment and relates them to LTP combinations using the mechanism described. The grouping for one rule set need not be related to the groupings for another rule set.
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Figure G.3-31 – Rule example showing risk parameters

In Figure G.3-31, an FC:

– Between LTPs in P incurs risk D, E, F

– Between points in P and points in Q incur risk A, B, D, E and G.

G.3.3.4 Link asymmetries

The Link model follows the same pattern as the ForwardingConstruct and has the same need to deal with potential asymmetries, e.g., where a server layer FC offers dual homing protection to a client layer, such that the server layer has four related ends. Figure G.3-32 (adapted from a figure in [b-TMF TR215]) shows such a case where the link (highlighted with {DAD}) is multi-pointed asymmetric (and has exactly the same asymmetries, etc. as the supporting FC).

This complex case shows Interconnect ({IC}) protection with roles Resilient, Bridge and Protection and Double Add-Drop with roles (where the roles are in pairs (left M/S pair and right M/S pair)).

The lower part of Figure G.3-32 shows the HO path across the BLSR connecting the terminations in B, C, D and E that support the LO CTPs shown in the upper part of Figure G.3-32.
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Figure G.3-32 – Multi-pointed flexible external FC scenario with Dual Homing

As shown in Figure G.3-2, the Link has access to the ForwardingSpec.

G.3.3.5 LayerProtocol parameters

Also shown in Figure G.3-2, the Link and ForwardingDomain have access to the LayerProtocolParameterSpec. This is a rudimentary model at this point. It essentially provides a vehicle to convey LP specific parameters to the FC (and Link/FD).

There is a complexity here that has not been fully developed, in that the parameters are invariable abstractions of properties of the LTP/LP. This will be developed in more detail in the next edition.

G.3.4 PC, ControlComponent and C&SC spec considerations

The ProcessingConstruct (PC), ControlComponent and ConfigurationAndSwitchController (C&SC) can be considered as using a common spec approach. All three can encapsulate complex functionality and all three can expose an abstraction of that functionality. This is essentially the Component-System pattern spec (see Appendix V).

The C&SC can be considered as an example when discussing the general pattern. The general pattern uses layers of specification.

The specification method uses a combination of specification references, pruning & refactoring and scheme specs. The scheme spec has not yet been fully developed and hence the work here is early experimental.

The scheme spec can take any classes from the model and lay out a pattern of these classes. The pattern is generated using a pruning and refactoring process, where the pattern model is a pruned and refactored CIM. The pattern can include more than one case of each class, along with statements of rules (in OCL) that constrain the assembly. The attributes of the classes, as is the case for any spec, have extended type allowing for statements of range, effort, etc.

An example of application of scheme spec could be considered for [ITU-T G.8032] protection. In a full model the scheme spec mechanism would apply as shown below.
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Figure G.3-33 – Scheme spec example

The “Base model” diagram shows an example layout, in an instance diagram form, of a single [ITU-T G.8032] node (see Annex E) that is involved in two protected rings (R1 and R2).

The “Base scheme spec sketch…” diagram shows a detailed representation of the nodal aspects of the [ITU-T G.8032] protection scheme spec. The elements of the spec are created from the ONF CIM using the “Prune and Refactor” (P&R) approach. This supports the construction of several cases of any class from the model with corresponding associations from the ONF CIM. The spec is augmented with rules that constrain the creation of instances of entities of the scheme so as to abide by the scheme definition. The scheme spec structure is aggregated by a ConstraintDomain (see Annex K), i.e.,  the scheme spec identity is that of a ConstraintDomain.

The “C&SC Encapsulated…” diagram shows the results of a second P&R stage where the scheme spec is taken and embedded in a C&SC shell. This intermediate step provides an aspect of the mapping of the raw scheme to the “Abstracted C&SC spec”. As the FCs and LTP cannot be embedded in the C&SC, the model is somewhat of a hybrid but it allows the next step of construction.

The “Abstracted C&SC spec” diagram shows the results of a third P&R stage where the properties of the LTPs (including association ends) are merged into the corresponding C&SC ports, as are the port properties of the FC and the FC itself (the FC itself has no relevant properties).

In this case the “Base scheme spec…” is further backed up by a more detailed set of specs for the C&SC for [ITU-T G.8032]. At this point the spec for [ITU-T G.8032] is not documented in a machine interpretable form. The longer term intention is that it would be machine interpretable.

As a consequence of the above steps, there is a formal path from the “Abstracted C&SC spec” to the definition of the detailed underlying mechanism. As a consequence, the representation from an implementation that uses the “Abstract C&SC spec” form can be transformed in a running solution to a view that follows the “Base scheme spec..” using a machine interpretable definition of the transformation.

As the detailed set of specs are moved to machine interpretable forms, an advanced controller will have the information to fully interpret the protection scheme and its data.
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Figure G.3-34 – Scheme spec example showing derivation

Figure G.3-34 shows the relationship between instance sketches and the corresponding specs, and highlights the relationship between the specs.

G.3.5 Acquiring the specifications run time

The following sketches show how a controller (or other system requiring details of the specifications) could acquire the specification on discovery of a previously unknown controllable thing.

The figures are intentionally generalized. The controllable thing could be a network element or another controller.

G.3.5.1 Initial system arrangement

Figure G.3-35 shows a controller that has been designed to understand control of a layered network, but that does not yet know any specific layer protocols or associated parameters, etc. The Controller is not yet aware of the Controllable thing, its instance repository is empty. There is a schema repository96 known to the Controller.
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Figure G.3-35 – Controller and Controllable thing not yet connected

G.3.5.2 Learning to control the Controllable thing

In Figure G.3-36, the Controller has been asked to control the Controllable thing. It has connected and is retrieving information.
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Figure G.3-36 – Controller connected to Controllable thing and retrieving information

Figure G.3.37 shows that the Controller has stored the information it retrieved from the Controllable thing in its instance repository and has recognized that some information is not yet interpretable but that the information is related to a schema X. The controller has asked the Schema repository if it has schema X and that schema is being sent to the controller. Schema X is a run time version of a case of a specification (described in clause G.2.1).
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Figure G.3-37 – Controller acquires information on schema X

In Figure G.3-38, the Controller now has schema X and hence:

– Has all invariant details for the discovered aspects of the Controllable thing (including information not known to the Controllable thing.

• These invariant details include simple information and rules.

– Has the definitions of the dynamic properties

• This includes read-only or read/write

• Default values

• Legal value ranges

• Etc.

Hence the Controller can interpret the attributes and in a basic solution provide the user with the opportunity to display and, as appropriate, set the attributes.
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Figure G.3-38 – Controller can interpret and use attributes from schema X

G.3.5.3 Implications of the above

Clearly this is a very basic and simplified walk through and there are further system features required to fully integrate the Controllable thing:

– Controller API definition at start-up only includes the core schema.

– Controller API definition is dynamically extended on arrival of a thing with an extension.

– The controller may need to also acquire behaviour to deal with the new attributes, etc. of the extension BUT it may be able to provide significant capability without any additional behaviour.

G.3.6 Work on the general pattern

This work is early draft experimental.

G.3.6.1 The Specification model pattern

Figure G.3-39 shows the essential specification pattern.
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CoreModel diagram: Spec-CoreOfPattern.

Figure G.3-39 – Class diagram of the spec model pattern

An instance of Entity will reference one or more Classes (in this figure the example class is EntitySpec). The referenced Class will be confirmed as appropriate it will have a specTargetClass attribute and one of the named items in the specTargetClass attribute will be the name of the class of the referencing instance (in this case Entity). The attributes that have been pulled out of the classes along with the comments in the figure highlight the validation.

Assuming that the referenced class is valid, then the definitions (attributes, rules, etc.) will be assumed to apply to a subset of the attributes, etc. of the Entity instance. The Entity instance may have attributes that are not defined in the Entity Class. In this case the definition for each should be found in the EntitySpec Class.

The spec reference is retained in the Extension instance and the Extension instance is augmented by the attributes defined in this Spec.

The figure below shows a more complex case, where the Entity has subordinate parts and the EntitySpec has corresponding subordinate parts.
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CoreModel diagram: Spec-FullPattern.

Figure G.3-40 – Spec pattern showing further detail of application

Figure G.3-40 shows several validations for the expanded case.

G.3.6.2 The scheme specification approach (requires further development)

As discussed, a scheme specification is constructed by Pruning and Refactoring the core to produce a number of “scheme role classes” for each relevant class from the core in a structure that relates to the scheme to be represented.

An instance of a core class which participates in scheme will reference, via the specification approach defined above, a scheme role class as well as a capability spec class.

The scheme spec can use SubordinateForwarding to describe route rules.

It would appear that the all capability specs are essentially scheme specs and the scheme spec pattern appears to be the basis for enhancement of LTP and Forwarding specs. The Scheme spec will be developed further in future releases.

G.3.6.3 Attributes of the spec (requires further development)
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Figure G.3-41 – Example of types of properties in a spec

A specific runtime Entity instance has an associated spec. The attributes of the Entity abide by the referenced spec. The schema is defined in the associated spec which provides structure, attributes and rules.

The attributes defined in the Spec become attributes of the Extension where the attributes are NOT

– <<SpecifiedValue>> (where the attribute does not need to be repeated as it is fixed for all instances referecing the Spec),

– <<RuleElement>> (again fixed and also not directly meaningful for the entity itself),

– <<CompatibilityValidation>> (again fixed and not directly meaningful for the entity itself).

There is a basic mechanism suggested to allow the spec to modulate existing properties of a class.

G.3.6.4 Thoughts on Profiles (requires further development)

The profile will abide by a Union of specs. The Referencing StructuralUnit would be expected to reference at least one spec of the Union. Some cases will be rejected as the profile constraints may violate the specific Spec. Although multiple profiles can be applied, some combinations will not be allowed. There will need to be a precedence ordering of rules for the multiple profile cases. A profile is itself a structural unit and hence can have profiles applied to it.

When a profile is applied, the properties available through the StructuralUnit change (runtime/dynamic).The profile will always constrain and never add capability.

Visibility:

– NotVisibleInTarget: Can only see the value in the Profile,

– ReadOnlyInTarget: Can see the value in the target but it is not adjustable in the target,

– OverridableInTarget: Can be written in the target so that the target does not align with the profile (profile should provide a realign option). The StructuralUnit must indicate that it is not aligned with the Profile.

EffortSettingTarget:

– BestEffort: If the attribute is not available then no problem. If the value chosen cannot be set then the target stays as is. Best effort attributes can be overridden without any flagging of misalignment,

– MandatoryClosestHigher: The attribute must be available but if the range is reduced in the specific case, then the closest higher value should be chosen. Hence the profile can only be applied where the attribute is available,

– MandatoryClosestLower:,

– MandatoryExact: The exact value must be applied, hence the profile can only be applied where the attribute is available with exactly the same value range.

InitialValue is a special case of Profile that has an association only present for an instant at creation of the StructuralUnit and where the content of the profile is only fixed.

Implied context requires specific navigation per case. It may be that the navigation is inherently obvious for all cases. For example the LtpGroup referenced from an LTP/LP must be one related to an FD that the LP is a member of.

Note that a profile can be encapsulated in another StructuralUnit from the one it applies to.

G.3.6.5 Rules related to the pattern (required further development)

Note that this clause has not been updated in this release. The figures are not precisely aligned with the current model pattern but they do provide some additional details that are still not absorbed into the formal model and hence have been left the document.

This model fragment is not in the ONF Core Model and is provided here solely for information on direction.

Figure G.3-42 shows a sketch of an expanded view of the spec model pattern (Entity, Extension and Spec), adds a consideration of Profile and the relationship to the Spec and also provides a sketch of some potentially useful stereotypes, in the two extension specs to the top right of the figure, to deal with marking of properties that do not get instantiated in the entity instance.

Figure 3.3-42 shows a sketch of the rules related to specification usage.
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Figure G.3-42 – Basic spec pattern with rule sketch

G.3.6.6 Further vision considerations

Classification model becomes a rule pattern view of generalized (component-system) classes as per the sketch above.

Any aspect of the rule pattern could be per instance or per case, invariant or dynamic.

Should the FC spec be rationalized to recognise that MSUF is essential an FC (implications, etc.)?

Should spec structure such as Termination actually be structure in the LP model?

How should constraints on each class spec be expressed in the context of a generalized spec?

Relationship to dynamic APIs.


Annex H

Control model

(This annex forms an integral part of this Recommendation.)

As explained in a previous revision, the classes SdnController, NetworkControlDomain and NetworkElement97 have been reassessed and deprecated and new classes have been developed in this revision to replace them. It has been recognized that a uniform recursive model of control can be developed that provides a consistent treatment of what were previously seen as completely different things.

This annex describes a general model of control suitable for representation of the capabilities that control the network and for representation of the relationship to the model of the network from the control perspective. The document also discusses the dismantling of the NE and recasting aspects of it as Control.

A data dictionary that sets out the details of all classes, data types and attributes is also provided (see reference in Appendix II).

H.1 Model of control component and views

H.1.1 Background

The SDN Architecture [ITU-T G.7702] talks of a recursion of control aligning well with the more general concept of the Management-Control Continuum from [b-TMF IG1118]. The control model in the previous revision showed a traditional hierarchy rather than a generalized recursion.

Over many years it has become apparent that the traditional representation of Network Element (NE) and of Managed Element (ME) was not correct. It is clear that from one perspective the Network Element is simply a lower level member of the Management-Control Continuum. It is also apparent that all other aspects of the NE are covered by other parts of the model.

It was concluded that the NE should be remodeled as simply a control capability and that that capability should be generalized so that it could handle all aspects of the Management Control Continuum.

The model chosen for the Control functions is derived from the Component-System pattern (see Appendix V) and the ProcessingConstruct (see Annex K and Appendix XII). It was then clear that as a controller controls components then the components of the controller that deal with controlling other things also needed to be controlled (as is explained in the Management Control Continuum).

The following sections set out the model in this context.

H.1.2 The control model in the context of the core classes

Figure H.1-1 shows the core of the control model.
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CoreModel diagram: Control-ControlComponentAndControlViewCore.

Figure H.1-1 – Core control model

The classes are described in the section below. Some aspects of the model described below are shown in figures in clauses H.1.3, H.1.4 and H.1.5.

H.1.2.1 ControlComponent

Qualified name: CoreModel::GeneralControllerModel::ObjectClasses::ControlComponent

Represents control capability/functionality. The functionality is emergent from the running software.

ControlComponents communicate with other ControlComponents through ControlPorts about things expressed in the corresponding ControlSystemViews.

Examples of higher level aggregate ControlComponents are:

– the controller in the Network/Managed Element e.g., an SNMP agent),

– an SDN Controller,

– an EMS,

– an NMS.

Examples of lower level ControlComponents are:

– Path Computation.

– Problem Analytics.

This specific model follows a subset of the Component-System Pattern as that is all that is necessary for this aspect of expression.

This class is Experimental.

Table H.1-1 – Attributes for ControlComponent








	Attribute name

	Lifecycle stereotype (empty = Mature)

	Description




	_controlSystemView

	Experimental

	See referenced class.




	_definingViewMapping

	Experimental

	ControlComponent behavior is defined in part by view mappings.




	_controlPort

	Experimental

	See referenced class.




	_subordinateControlComponentView

	Experimental

	A ControlComponent that is part of an abstract view of the system that supports the referencing ControlComponent and hence describes part of the behavior of the referencing ControlComponent.




	_viewMapping

	

	ControlComponent uses the referenced ViewMapping to produce one view from another.





H.1.2.2 ControlSystemView

Qualified name: CoreModel::GeneralControllerModel::ObjectClasses::ControlSystemView

A view of the things controlled by a control system.

A ControlSystemView is structured presentation of the underlying controlled things (the “actual” entities) for some purpose.

The ControlSystemView is constructed by pruning and refactoring the models of the underlying controlled things.

Is an aggregation of “views of things” where a “view of things” is represented in abstraction by an Object Class in the model.

The ControlComponent is itself controlled and presents itself in terms of ControlComponents (subordinate) in a view.

At one extreme a ControlSystemView may expose all underlying details of everything controlled with no adjustment from the presentation provided by the controlled things.

A ControlSystemView may expose a subset of the controlled things that focuses on a particular aspect (e.g., only the ControlComponents).

This class is Experimental.

Table H.1-2 – Attributes for ControlSystemView








	Attribute name

	Lifecycle stereotype (empty = Mature)

	Description




	_ltp

	Experimental

	LTP in ControlSystemView.




	_fd

	Experimental

	FD in ControlSystemView.




	_link

	Experimental

	Link in ControlSystemView.




	_fc

	Experimental

	FC in ControlSystemView.




	_pc

	Experimental

	PC in ControlSystemView.




	_cd

	Experimental

	CD in ControlSystemView.




	_equipment

	Experimental

	Equipment in ControlSystemView.




	_subordinateControlSystemView

	Experimental

	A ControlSystemView that is a subset of this ControlSystemView providing more detail.




	_controlPort

	Experimental

	Port of ControlComponent through which the referencing ControlSystemView is accessed.




	_controlComponent

	Experimental

	A ControlComponent (subordinate) that is in this ControlSystemView (superior) which was provided by another ControlComponent (superior).

The ControlComponent (subordinate) will have exposed its own ControlSystemViews (original subordinate).

These ControlSystemViews (original subordinate) will be pruned and refactored by the ControlComponent (superior) to be presented in the ControlSystemView (superior) under the view of the ControlComponent (subordinate) as a ControlSystemView (pruned and refactored subordinate).
The ControlSystemView (pruned and refactored subordinate) will have other components represented that may include ControlComponents. The process is recursive.





H.1.2.3 ControlPort

Qualified name: CoreModel::GeneralControllerModel::ObjectClasses::ControlPort

The access to the ControlComponent following the normal Component-Port pattern (i.e., the functions of a component are accessed via ports).

Is assumed to usually be bidirectional.

This class is Experimental.

Table H.1-3 – Attributes for ControlPort








	Attribute name

	Lifecycle stereotype (empty = Mature)

	Description




	_protectingControlPort

	Experimental

	A simple representation of resilience where one ControlPorts are identified as providing equivalent information.




	_controlPort

	Experimental

	Control Ports may be used to associate controllers in a hierarch and as peers.

Peer controllers are assumed to both the subordinate of each other.




	_ltp

	Experimental

	The LTP through which the control messaging/signalling flows.





H.1.2.4 ViewMapping

Qualified name: CoreModel::GeneralControllerModel::ObjectClasses::ViewMapping

The rules that relate one view to another.

This class is Experimental.

Table H.1-4 – Attributes for ViewMapping








	Attribute name

	Lifecycle stereotype (empty = Mature)

	Description




	_controllerInternalView

	Experimental

	See referenced class




	_controlSystemView

	Experimental

	See referenced class





H.1.3 Relationship to previous model

The relationship between the ITU-T G.7711 Revision 2 (12/2016) classes (that have been deprecated) and the new classes of this Revision 3 is depicted in Figure H.1-2.

[image: Image]

CoreModel diagram: Control-MappingToControlComponentAndControlView.

Figure H.1-2 – Mapping core control model to traditional view

The Revision 2 classes are shown with (red text and a red border). These are related to the Revision 3 classes (shown with black text and a black border) via some explanatory classes (shown with a green fill). The relationships are purely pictorial.

The explanatory classes show (via the black dashed associations) that:

– The SdnController class (of Revision 2) represents both the SDN Controller function and a view of that function as seen through an interface provided by a manager of the SDN Controller.

– The NetworkControlDomain (of Revision 2) represents the view of the network controlled by the SDN Controller as presented by the SDN Controller.

– The NetworkElement (of Revision 2) represents the embedded Network Element Control function presented to the SDN Controller as well as a view of that function as seen through an interface provided by the SDN Controller controlling the NE.

The dashed associations, red for Functions and blue for views, highlight (roughly) that in the Revision 3 model:

– The NetworkElementControl function is represented by a ControlComponent and corresponding ControlSystemView which will have:

• LTPs, FCs and other abstract representations of NE functions

• Any relevant ControlComponents that make up the control functions of the NE, such as log managers and alarm queue functions, of the NE to be exposed98.

– The SdnController function is represented by a ControlComponent and corresponding ControlSystemView. The ControlSystemView will have:

• ControlComponents representing the Network Elements controlled by the SDN Controller (see NetworkElementViewedFromSdnController below).

• LTPs, FCs and other abstract representations of network functions abstracted from the assembly of NE level functions.

• Any relevant ControlComponents that make up the control functions of the SDN Controller, such as log managers, etc.

– The NetworkElementViewedFromSdnController view will include:

• A ControlComponent representing the NE as relevant to the specific view provided by the SDN Controller.

• A ControlSystemView which will have:

○ LTPs, FCs and other representations of NE functions

○ Any relevant ControlComponents that make up the control functions of the NE, such as log managers and alarm queue functions, of the NE to be exposed.

Where the instances in the view are all abstractions (pruned and refactored forms) of those provided by the actual NE.

– The SdnControllerViewedFromManager view will include:

• A ControlComponent representing the SDN Controller as relevant to the specific view provided by the Manager (seen through an interface provided by the manager managing the SDN Controller).

• A ControlSystemView which will have:

○ LTPs, FCs and other abstract representations of network functions (see SdnController above)

○ Any relevant ControlComponents that make up the control functions of the SDN Controller (see SdnController) above

○ ControlComponents representing the Network Elements controlled by the SDN Controller (see NetworkElementViewedFromSdnController below).

Where the instances in the view are all abstractions (pruned and refactored forms) of those provided by the actual SDN Controller

Clearly the above is recursive and hence a Manager could present the following via the same mechanism:

– A ControlComponent representing the manager itself.

– A ControlComponent representing each subordinate manager.

– A ControlComponent representing each SDN Controller subordinate to each subordinate manager.

– A ControlComponent representing each NE controlled by each SDN Controller.

A complex NE could represent subordinate parts again through the same mechanism leading to a deep Component-View hierarchy.

The classes listed here are provided in the model to assist in the understanding of the mapping from ManagedElement, SdnController and NetworkControlDomain.

H.1.3.1 Function:NetworkElementControl

Qualified name: CoreModel::GeneralControllerModel::ObjectClasses::ExplanatoryClasses::Function:NetworkElementControl

Traditional model of the NE equivalent to an aspect of the NetworkElement class from Revision 2.

This class should not be implemented.

This class is abstract.

This class is Example.

H.1.3.2 Function:SdnController

Qualified name: CoreModel::GeneralControllerModel::ObjectClasses::ExplanatoryClasses::Function:SdnController

Traditional model of the SDN controller equivalent to the SdnController class from Revision 2.

This class should not be implemented.

This class is abstract.

This class is Example.

H.1.3.3 View:NetworkElementViewedFromSdnController

Qualified name: CoreModel::GeneralControllerModel::ObjectClasses::ExplanatoryClasses::View:NetworkElementViewedFromSdnController

Traditional model of the view of the NE controller as seen from a SDN Controller equivalent to an aspect of the NetworkElement class from Revision 2.

This class should not be implemented.

This class is abstract.

This class is Example.

H.1.3.4 View:SdnControllerViewedFromManager

Qualified name: CoreModel::GeneralControllerModel::ObjectClasses::ExplanatoryClasses::View:SdnControllerViewedFromManager

Traditional model of the view of the SDN controller as seen from a manager.

No equivalent in Revision 2.

This class should not be implemented.

This class is abstract.

This class is Example.

H.1.4 Relationship to ProcessingConstruct

Figure H.1-3 shows the relationship between the Processing Construct (see Annex K and Appendix XII) and the key Control model classes. The relationship is illustrated by positioning as there is no formal inheritance (to avoid confusing clutter of inherited associations in the Control classes). The relationship is essentially the adoption of the pattern.
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CoreModel diagram: Control-ControlComponentAndControlViewPattern.

Figure H.1-3 – Relationship of control model to ProcessingConstruct

The following key observations should be considered:

– ControlComponent99 is essentially a type of ProcessingConstruct:

• _subordinateViewControlComponent is essentially _composedPc but the emphasis is on the view of behaviour rather than actual construction. _composedPc supports both view and actual100.

– ControlPort is essentially a type of PcPort

• ControlPort has an additional statement on simple protection which in the PC model would be explicitly modelled (as it is for FC – see Annex E).

– ControlSystemView101 is essentially a type of ConstraintDomain (see Annex K):

• It has an association to ControlPort explaining where it can be acquired from.

• The emphasis is on exposing a constrained set of information and operations.

• It cannot exist in the absence of a ControlComponent.

Considering the importance of the Control aspect of the model and the subtle specializations required it has been chosen to use explicit classes for Control as discussed in this document.

H.1.5 Model in context – directly controlled things
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CoreModel diagram: Control-ControlComponentAndControlViewFullModel.

Figure H.1-4 – Control model showing controlled entities

H.1.6 General discussion

The key consideration here is that the ControlComponent exposes one or more ControlSystemViews (the replacement for the NetworkControlDomain, etc.) which include, via aggregation, all relevant controlled entities (where a controlled entity is allowed to be in many ControlSystemViews).

For example, the SDN Controller function, which is represented by a ControlComponent (essentially the SdnController in Revision 2), exposes its behavior as a set of subordinate ControlComponents. It also exposes the Network Elements it controls as ControlComponents each with one or more ControlSystemViews that include the NE ControlComponents (i.e., the control aspects of the Network Element – the NetworkElement in Revision 2) and the aggregation of the subset of the entities from the SDN Controller ControlSystemView that the NE controls. These are presented in the terminology and naming of the SDN Controller.

The subordinate ControlSystemView represented by the superior ControlComponent (e.g., SDN Controller) may be Pruned & Refactored from the ControlSystemView presented by the subordinate ControlComponent (e.g., Network Element). The SDN controller presents some but not all of the capabilities of the Network Element and the capabilities presented are represented by the SDN controller using the ONF CIM but are represented by the managed element using some other model such as that of TL1 or OpenFlow102.

If a control function (a ControlComponent) in a device is tasked with the control of a function terminating a stream of packets (a termination function) the control function will present a ControlSystemView which includes an LTP that in part represents the termination function. The control function will also represent its own capabilities (perhaps a capability to notify) via other view entities, not detailed here but represented as ControlComponents, aggregated by the ControlSystemView. An example of such a control function is a Network Element SNMP agent (see clause H.2.1, Rationale).

As discussed, a ControlComponent representing an SDN Controller can present a network level ControlSystemView of the functions of the network of Network Elements that it controls. This may include the LTPs that were presented in the ControlSystemViews by the ControlComponents representing the Network Elements functionality. Depending upon the degree of Pruning & Refactoring, the LTP may be identical in the network view to that presented in the subordinate ControlSystemView and hence the same LTP instance can be aggregated by the ControlSystemView of the ControlComponent representing the SDN controller and the ControlSystemView of the ControlComponent representing the Network Element.

If the Network Element is also controlled by another ControlComponent (along with other managed elements), that ControlComponent will present the Network Element as a ControlSystemView as noted above where the ControlSystemViews from each of the ControlComponents will probably have some entity instances in common.

As any entity can be in many views, as can any subordinate view, the model accounts for controller resilience and control migration. Several different ControlComponents can present the same information at the intersection of overlapping views. The UUIDs in the instances of objects presented in the views provided by the ControlComponents will allow reconciliation103. A ControlComponent can present the same information in several views. A ControlComponent can present the same information through several ports.

Any representation of a thing in a view could be known to be a fragment (e.g., an FD could represent a fragment of the whole domain where forwarding is possible). This may be determined as a result of explicit or implicit off-network (out of view) relationships within the entity.

For example, an LTP may expose two layers but it is known that there are more layers represented by another controller. It is expected that a superior controller will assemble (union) the fragments to form a coherent single entity using whatever matching criteria are appropriate. If a representation is a fragment, then appropriate match criteria and combination rules will need to be used to identify which fragments to combine to form the whole and what process to use to form the whole.

In a realization of the model it would be possible to subsume a subordinate ControlSystemView in the superior ControlSystemView so that there is a simple aggregation recursion.

H.2 Understanding the control component and view model

The world of networking has changed as computing and networking converge. It is clear that the implications are significant and there is an opportunity to take advantage of patterns that are apparent when taking a holistic view.

Traditionally Network Element, or a similar concept, has been used to represent a ‘logical device’. This concept was easy to understand, especially when a ‘device’ had only one major function (like a SDH ADM or a PDH channel multiplexer).

As ‘devices’ have become more complex and multi-functional, the usefulness of the Network Element concept has decreased. For example, initially packet routers and Ethernet switches performed complementary functions. Now we have routers with inbuilt switches and layer2/3 switches, blurring the distinction between them.

Another point of confusion is where the management plane scope and the functional scope were mixed in concepts such as ‘Managed Element’ or ‘Managed Network Element’. This scope confusion is especially problematic when ‘devices’ are logically partitioned or grouped to form ‘distributed devices’.

The key to understanding the way forward is to understand that in a multi-functional ‘device’, we need to focus on the functions. In hindsight, NetworkElement was just a container, that grew too complex and tried to encapsulate everything and ended up causing a lot of issues.

Reexamining the way of representing networking functionality leads to the Component-System pattern, the Processing Construct and the approach to representation of control discussed in this Recommendation. In addition, the model of physical things set out in Annex F cleanly separates genuinely physical things that can be measured with a ruler, from logical concepts. The general approach is careful separation of conceptually distinct concerns into functional, physical and informational and then to further separate functional into control and networking, etc.

H.2.1 Rationale

The Core model classes represent fully flexible capabilities. In real deployments, there are restrictions in capability due to various factors including need for low-cost specific solutions. The essential approach proposed is to associate an instance of a Core model class with a set of constraints that account for the specific case.

The SDN Architecture [b-ONF TR-521] shows a recursion of control. This aligns with the ideas from [b-TMF IG1118] which:

– Developed the concept of the management control continuum (MCC).

– Emphasized that automation is essentially about closing the control loop.

– Explained the recursion of control loops where a control element may participate in one or more loops.

– Developed the component-system pattern.

– Emphasized that a component exposes views.

– Explained how a ControlComponent exposed views of itself and what it is controlling to its client (which were potentially simply control components with broader scope).

– Highlighted recursive functional abstractions, where a selection of functional components offered by providers are taken by a client, pruned to give useful function, assembled into a system and the capabilities of that system are offered to clients in various pruned and refactored functional component forms. Offered functional components are then taken by a client and the process is repeated.

– Explained that all functional capabilities viewed are abstractions of an underlying system with greater detail and complexity, and are, as a consequence, also virtualized within the scope of the provider system.

An SDN controller will be realized using compute, storage and communication capabilities. Clearly the traditional SDN Controller just like the traditional network/managed element will have communication ports. These communication ports have functionality that is no different from any other function terminating a stream of packets. The functions of communication ports of the SDN Controller are represented using the LTP class. Hence a control device and a transport NE are essentially the same. All such devices are balances of compute, storage and communication capabilities (it is just the specific balance that is different).

H.2.2 Implications

Three classes from the Revision 2 model are obsoleted and replaced:

– SdnController becomes ControlComponentView of a ControlComponent.

– NetworkControlDomain is a ControlView related to the ControlComponent that represents the SDN Controller.

– NetworkElement becomes:

• ControlComponentView of a ControlComponent (where the control component is the NE applicable when accessing the NE from a SDN Controller) and the rest of the ControlView (i.e., the LTPs, etc.) related to the ControlComponent that is the NE.

• SubordinateExposedViews in the ControlView of the SDN Controller which provides a further ControlView that includes the NE ControlComponentView (i.e., the control aspects of the NE – the NetworkElement in Revision 2) and the aggregation of the subset of the entities from the SDN Controller ControlView that the NE controls. These are presented in the terminology and naming of the SDN Controller.

The relationship between the ControlView and the things in the view is aggregation and not composition as it was in a traditional model of an NE.

In addition the C&SC is essentially a specialized ControlComponent.

We can use ControlComponentView to represent:

– a logical scope that aligns to a physical inventory boundary (especially useful for ‘device partitions’ and ‘distributed devices’),

– a management scope (which may differ from the physical and functional scope)

– a general functional scope that can be used for grouping and scope boundaries.

While the move to replace NetworkElement with ControlComponent and ControlSystemView was prompted by issues in representing ‘traditional devices’, it can be seen that (along with the existing decoupling of functional and physical viewpoints) this now gives a neat and consistent representation of SDN and NFV implementations, where the NetworkElement concept is largely irrelevant anyway.

H.2.3 The patterns behind the model

As for all components, the ControlComponent has ports. The ports provide access to the ControlViews and allow control of the ControlComponent.

A helpful view of this is provided by [b-TMF IG1118] as shown below.
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Figure H.2-1 – A controllable component

A component has an operations port through which it may be controlled/managed104 and an Application port through which it exposes it purposeful behavior. The purposeful behavior of a control component is related to the controlling of other components, A control component has an operations port through which it is controlled.

As discussed in Appendix V, all functional capabilities of the network are represented in the form of Components (FC, LTP, PC, etc.). Likewise, the functional capabilities of the control system can be represented in the form of Components (e.g., C&SC).

The ports of the control components used for signalling can be represented using LTPs and the Control Functions that terminate the signalling can be represented by Control Components such as C&SC. Where appropriate, the signalling itself can be represented via a protocol definition perhaps using the generalized operations pattern (see Annex J).

H.2.4 Identifiers, naming and addressing

In general, there is a need for separate spaces of identifiers/addressing for:

– Ports

– Control functions

– Management-Control views

– Functions (Virtual)

– Physical things

– Mixed assemblies of Functions and Physical things

– Places.

When a controlled thing does not have a native UUID that can be used consistently across control views, there needs to be some directory service to provide consistent identification.

H.2.5 Resilience in the control system

By separating the identifier spaces for control from the spaces of the things being controlled and by loosening the association from composition in a traditional model to aggregation, the control model is then set up appropriately to allow for well identified instances of controlled things to appear in more than one ControlView. As a consequence, various controller resilience schemes are readily supported.

H.2.6 Controller view considerations

Figure H.2-2 highlights the pattern of talking through a port to a controller about a controlled system where that system:

– Includes the controller itself

– Is represented in terms of components

– Is represented via some pruning & refactoring transform.
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Figure H.2-2 – Through, To, About…

Figure H.2-3 shows the perception of a complex network as viewed by the client. The ControlSystemView will include precisely the functional components perceived by the client. The perceived functions are an abstraction of the actual network and are also virtualized in that the client does not know, or care, where the functions actually are. The figure shows a network that has a function “B” that is exposed as “Func B’ “ to the client.
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Figure H.2-3 – Simple network view mapping

Figure H.2-4 shows a network that has a virtual function “B” (virtual) that is exposed as “Func B’ “ to the client. The view provided to the client is the same as in the previous figure although the realization in the network is quite different.
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Figure H.2-4 – View mapping for functions on a VM

Figure H.2-5 shows a client view of various control interfaces related to a particular simple network service. The same pattern applies at all levels and as a consequence the same model can be applied at all levels. Traditionally different models have been applied.
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Figure H.2-5 – Client view of network and control

The diagram above highlights the following:

– Signalling is messaging

– Network device essentially has embedded controller

• The embedded controller generates messaging at the “network technology level” (traditionally called signalling).

– Messaging at the network technology level is “immediate” but provides minimal information and hence causes somewhat “knee-jerk” actions

– Higher controller provides richer information but with reduced immediacy

– Higher controller may drive network technology level messaging (signalling)

– In the longer term embedded controller become part of the continuum

– Approach to messaging source depends upon trust and information usage.

Figure H.2-6 shows a simplified picture of the client view of an actual service (capability) and view of control of that capability. The figure uses the symbol set highlighted earlier in this section from [TMF IG1118]
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Figure H.2-6 – Simplified view showing exposure of controllable capability to a client

H.2.7 Dismantling the NE – Some rationale

The network element (NE) concept has been around for a long time.

– A network element is defined in US law105 as “A facility or equipment used to provide a telecommunication service. Such term also includes features, functions, and capabilities that are provided by means of such facility or equipment, including subscriber numbers, databases, signalling systems, and information sufficient for billing and collection, or used in the transmission, routing, or other provision of a telecommunications”.

– [ITU-T Q.1741.9] defines NetworkElement as “A discrete telecommunication entity, which can be managed over a specific interface, e.g., the RNC.”

– [ITU-T G.780] defines “network element (NE)” as “A stand-alone physical entity that supports at least network element functions (NEFs) …”

The NE is a somewhat messy thing. One of the issues we have is that existing representations make a number of assumptions that are not true in many cases. To avoid confusion by redefining the existing concepts, new terms are required to clearly define what it is and is not.
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Figure H.2-7 – The “NE”

A much cleaner, recursive and consistent model has been formulated that takes advantage of the Control-View model discussed above.

The following clause discusses the rational for dismantling of the NE.

H.2.7.1 The analysis

Looking broadly at the drivers from earlier sections:

– The management-control continuum, as identified by TM Forum, extends down through the SDN Controller into the NE such that an aspect of the NE is a controller

• The SDN controller looks like any other manager/controller

• The NE looks, in part, like any other manager/controller.

– A generalized model of control, access to control and control scope will provide a basis for a coherent reworking of both the NE and SDN controller representation.

– The SDN Controller, like the NE, needs to present a representation of the functionality it is controlling as well as to present itself as a set of control functions.

– There appears to be a need for a generalized representation (pattern) of a coherent unit of functionality

• To cover both control functions and controlled functions.

– Just as for the NE, there needs to be a representation of the relationship between the function (of control and being controller) and their physical realization

• The representation of physical realization using the Equipment model will bring geographical positioning information

○ The control/communication channels for both the NE and the SDN Controller look like any other communications

· The representation of communication channels using FC/LTP will link with the remainder of the communication network.

The network element (NE), as concept, is a somewhat incoherent hybrid of various concerns where the hybrid is not viable for many cases. One aspect of the NE is control and this should be represented and considered in the same way as any other controller. The control aspect is the primary focus of a Managed Element (ME) but this also suffers from the same lack of coherence.

Clarity is brought by considering the separable concerns:

– Physical thing (solid i.e., a thing that can be measured with a ruler and has weight) and Physical space (i.e., with volume but no relevant weight)

• A coherent physical thing that in context is not relevantly decomposable (component, atomic)

• A coherent assembly of physical things (system/assembly, composite)

• Similarly physical space.

– Positioning of the physical thing in geographical space

• Essentially a point in space (very small geographical area)

• A large geographical area.

– Virtual106 function emergent from a physical thing where the virtual function has capability and is potentially active

• A coherent virtual thing that is in context not relevantly decomposable (component, atomic)

• A coherent assembly of virtual things (system/assembly, composite)

• Only realisable via supporting physical things (see Annex F for details of the relationship between the models of physical and functional things).

– Management-Control function, Management-Control scope and access to Manage-Control where that Management-Control function

• The functions that fulfil and assure the intent and that provide access (can be talked to) to a view of things (that can be talked about)

• Is itself a virtual function

• Can view and manipulate virtual functions

• Can provide a view of Physical things through virtual functions.

– Port through which to access management-control information

• Will necessarily be a partial view of information of each thing that can be viewed

• May overlap with the view provided via another management access (such that some things are seen partly through one port, partly through another and partly through both)

• May allow access to information on geographically distributes things

• May allow access to information representing fragments of functionality some of which may be completely disjoint from others.

– A named hybrid assembly of virtual and physical things spread over an arbitrary geographical area.

– The assembly of information that can be accessed through a management port.

The NE is a mix of the above (as is the SDN Controller, the EMS, etc.). The challenges with the above conglomeration approach:

– Inconsistent boundaries

• The boundary of a coherent physical thing is highly unlikely to be coincident with a coherent virtual thing

• The boundary of the visibility via the management access is likely to cut across the boundary of physical and virtual things

• Some disjoint things are accessible via the same management access.

– Geographical spread

• The management access may be to things that are spread across geography and hence:

○ Themselves do not have shared fate

○ Have shared fate with things accessible via other management accesses.

– Identity and name challenge

• Each instance of the concept has identity and some form of identifier in a context that allows identification and potentially allows location via some form of address

• The identifier for the management access may differ from the identifier for the various virtual things and for the various physical things accessible

• The same thing may be accessed via management accesses of several different controllers.

– Lifecycle fragmentation

• A virtual thing visible via the management access may persist beyond the life of the management access, etc.

– The assembly of information that can be accessed through a management port

• For a geographically distributed “ME/NE” it is potentially necessary to open up the “ME/NE” to understand its cabling, etc. and fate share with other systems

• An “ME/NE” may group multiple “subnetworks” and have internal interconnecting “links”.

– A composite “ME/NE” may provide access to disjoint functions that have independent network purpose

• For example, an FRU that only draws power and perhaps receives basic control and that has no functions relevant to the rest the FRUs in a shelf that forms part of an NE.

– Some things may be accessible as if in two different “MEs”/NEs”.

Considering the current model clearly physical and functional things can be represented. Hence the focus of the model to replace the NE is the control view and the control entities themselves (the control entities are controllable).

• The control entities can be considered as Components.

• In a controller view, there is potentially a view of the view provided by the subordinate controller (and so on)

○ The critical consideration is what needs to be exposed. The “NE” exposes a view. The controller of the NE “may choose” to expose a view which may include the NE view or an abstraction of it (which the controller may claim is the NE view.

• A view is accessible through a port and a port is an LTP (which is a component-system)

○ There is an address of the port at which the information the controller expose is available.

All systems involved in Control (e.g., NE, EMS, NMS, SDN Controller, Orchestrators) can be treated in the same way.

– The views are aggregation. The provider of the view can be removed without the system ceasing to function

• The lifecycle of the presentation is independent of the lifecycle of the presenter

• A view may be provided through several accesses. An LTP could be visible through multiple views

• There could be fragments of entities provided in a view where the whole entity is made by assembling information from several views

• It is the ControlEntity that is requested to perform actions on the things presented through the view.

– NE cases illustrating points on the broad spectrum

• A simple regenerator which is a single piece of hardware with one function and two… this is clearly representable as a traditional NE (single Geographical place, etc.)

• The DSL case with a direct access to the remote and a head end that consolidates the remote. If I consider monolithic NEs then there is a problem, if I consider views then there is no problem.

– Control of a “white box” NE will benefit from this approach

• The views are decoupled from the physical platform and from the ControlEntity. They can move. The location of the producer of the view is determined via the relationships to the equipment model.

· Equipment gives rise to function gives rise to complex function gives rise to LTP.

– There is no need to create a virtual NE or virtual hardware.

• Simple view based or domain based groupings of functionality covers all cases.

Figure H.2-8 shows an NE that happens to be significantly geographically distributed.
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Figure H.2-8 – Geographically distributed NE

In the figure:

– A subset of functions forms a coherent unit of stand-alone network function.

– There is significant geographical distance between two functions accessible through the control interface.
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Figure H.2-9 – An NE with two control access ports each providing a partial view

In Figure H.2-9, an assembly of equipment forms a traditional NE that happens to have two control access ports, each providing a partial view. Part of a relevant function (e.g., an LTP) is accessible through one control interface and part through another.

H.2.8 The control model applied to the “Controller”

The control model discussed here can be applied to any manager/orchestrator/controller. The ControlComponent can be used to represent any control functions. If a more detailed functional model of the Controller is required, the model described in this document can be supplemented with the ProcessingConstruct/ConstraintDomain (see Annex K). The Controller model is not fully developed in this release.

H.2.9 The configurationAndSwitchController (C&SC)

The C&SC is is described in Annex E. It is a specialized ControlComponent used for control of forwarding resilience. It is expected that the C&SC, the Control model described here and the PC/CD model will be further refined in subsequent releases.


Annex I

OAM model

(This annex forms an integral part of this Recommendation.)

The content of this annex is for further study. It will provide a view of the multi-technology OAM model.


Annex J

Operation patterns

(This annex forms an integral part of this Recommendation.)

This annex focuses on the modelling of generalized operations.

J.1 Introduction to the operation patterns

J.1.1 Background to the work

The work has been carried out with the assumption that the future is cloud oriented such that the controllers are an interconnected system of cloud-based components and such that inter-component (inter-controller and intra-controller communications) will be via native cloud interface encodings. Hence, the interface encodings are not relevant as they can be generated automatically using tooling from some semantic definition of the required exchange107. Necessary mapping to the communication infrastructure is provided by capabilities in the cloud environment.

The key then is the semantics presented at the programmers interface108. The programmers’ interface is presented in a coding language (such as Python, Java, etc.) but the semantics are consistent independent of language and hence the language of encoding is not relevant109.

Interface interaction will benefit from normalization of interaction patterns and a messaging grammar that unifies the variety of interaction complexities (CRUD, Intent, etc.) in a single sophisticated structure110. The key is modelling the message content structure. It is modelling of the structuring of the content that is the focus of this document.

The structure definition discussed in this document enables the folding away of capability that is unnecessary for any specific interaction. The structure is efficient and simple for simple operations but sophisticated and versatile for complex interactions111.

It is assumed that in a cloud environment the operations will be “outcome-oriented” interaction112 where the focus is on stating the constraints that form a boundary that defines the desired target. In outcome-oriented interaction the operations/methods/activities/tasks used to achieve the desired outcome are firmly in the domain of the provider. The client simply provides information about the desired outcome in the context of what has been agreed as possible113. Hence the essential need of any interaction is the provision of information about the desired outcome in terms of constraints and potentially in the context of some expected initial system state. Whilst the content of any message will differ per interaction the structure will be consistent114.

The content of any message will differ per viewpoint and per interaction. The key to content opportunity for any message is the viewpoint context shared between the parties that are interfacing. The viewpoint context relates to the shared semantics about which the parties need to communicate. The allowable content in an exchange is determined by the properties of the attributes in that viewpoint (read only, read-write, etc.)

The information about any particular context or outcome can be a flat structure of statements about things and their properties that is as simple as possible for the specific interaction. The content and its semantic structure detail can vary from interaction to interaction. The semantic structure is conveyed in one or more interrelated information models. Annex G provides more information on the combining of models to provide a per-case definition of properties, etc.

As understood from various activities over the past decade or so the concept of an NE as a thing is broken. In this release a Controller model has been developed (see Annex H). The controlling essence of the NE is now modelled in the same way that any other manager-controller is. It is just another controller. The expectation is that the interfaces at the “NE” will migrate to the same form as those from any other and hence will become “outcome oriented”. The emergence of white box NE (from a control perspective) also points to “cloudification” of the controller functions in the NE which further emphasizes the evolution to “outcome oriented” interfaces.

In the environment sketched above it is expected that interfaces structured as described in this document and generated from canonical models via tooling will be the norm, where the interface structure and interactions will be independent of model of things being discussed and of coding of interfaces.

J.1.2 Goals

The interface will:

– Aim to maximize integration without over constraining interaction pattern

– Deal with ecosystem that forms an agile value fabric (AVF)

– Support dynamic API/interface requirements

– Stabilize the definition of infrastructural considerations so as to free up effort to deal with the more relevant interaction value.

The common pattern should:

– Be such that all traditional interface interaction patterns could be derived by “pruning & refactoring” the common pattern.

– Capture all semantics of machine interfacing.

The underpinning pattern should provide the opportunity for expression of:

– Outcome oriented constraint based sub-graph for creation/modification/deletion (this is discussed here)

– Constraint based sub-graph query with sub-graph response (not discussed in this release of this Recommendation)

– Notification of sub-graph changes (not discussed in this release of this Recommendation).

J.1.3 Aspects of the work

– Basic message exchange patterns – Simple exchanges

• E.g., message/response, notification, etc.

– Complex Message Exchange Patterns – Sequence of outcomes and potentially sequence of exchangs

• E.g., for long lived operations with pause/resume.

– Encapsulation grammar

• E.g., content framing.

– Statement style

• E.g., action verb oriented, outcome oriented.

– Statement definition specificity

• E.g., pictorial phrase versus SVO (Subject, Verb, Object).

– Definition fluidity

• E.g., Dynamic API/Interface.

J.1.4 Some terminology

J.1.4.1 Agile Value Fabric (AVF)

– Is an evolution of the term value chain

• Recognizes that the term chain does not reflect the complexity

○ Fabric implies both a complex mesh and also some intentional structure

• Recognizes that the structure is not static

○ Agile emphasises that the fabric needs to change in a particularly efficient way to deal with the environment into which it plays.

– Is the arrangement of interacting parties/components that is in place to offer solutions to particular needs in the environment

• These needs may be known up-front and contracted prior to the formation of the AVF

○ This is like a “civil engineering project”

• The AVF may form to offer a speculative capability where there is assumed to be a need that has not yet emerged

○ This is like a “market stall”

• The needs may be partially known

○ And hence is a hybrid of the two above.

– Note – The “up-front” case suggest a known arrangement of components where both (all) ends of an interaction (client/server/peer) are known and stated BUT may evolve independently.

J.1.4.2 Dynamic API/interface

An API could be considered as dynamic if it offers some of the following:

– On-the-fly ecosystem-asynchronous changes to fragments of run time schema whilst maintaining on-going undisrupted compatibility.

– Extension by augmenting compile time schema with runtime schema supporting on the fly changes to the extensions.

– On the fly rebalancing of compile time and run time schema usage

• What was compile time becomes run time and vice-versa.

– Varying model per operation and morphing model per case of use and per instance of use based upon rules

• Including per interaction based folding/compacting of model.

– Outcome oriented constraint based interactions with grammar that enables seamless interaction across the range from “phrase-book-user to orator”.

– Published machine interpretable uniquely identified schema, for all of the above, referenced in the interaction and acquired from an on-line library.

J.1.5 Introduction to this annex

This annex:

– Introduces the operations pattern

– Illustrates the fold-away nature.

The model relates to all other models but especially to:

– The Specification model in Annex G.

A data dictionary that sets out the details of all classes, data types and attributes is also provided (See the reference Appendix II).

J.2 Purpose and essentials of the operation patterns

J.2.1 Background

This annex covers aspects of each of the items listed below.

– Basic message exchange patterns – Simple exchanges

• E.g., message/response, notification, etc.

– Complex message exchange patterns sequences

• E.g., for long lived operations with pause/resume.

– Encapsulation grammar

• E.g., content framing.

– Statement style

• E.g., action verb oriented, outcome oriented.

– Statement definition specificity

• E.g., pictorial phrase versus SVO (Subject, Verb, Object).

– Definition fluidity

• E.g., Dynamic API/Interface.

J.2.2 The model

The model here is an early experimental sketch

– The model is intended to provide a dynamic sophisticated structure that has “foldaway” parts

• This allows for the construction of sub-set schema for different degrees of sophistication where each of the sub-set schema is fully compatible with the full schema.

– The aim is to provide one structure:

• For all outcome oriented constraint based forms including intent

• Supports traditional verb-driven forms

○ with constrained valued

○ with absolute values

• Enables operations that:

○ Act on multiple separate independent things

○ Have sequence and interdependency between parts and with other separate interactions

○ Are long lived or short lived (where the life may depend upon the case and may not be knowable before the request.

– There are almost certainly errors in the model and it is only presented at this point to stimulate discussion.

– The aim is that the model will be used to generate schema where there is a continuum of compatible schema from the most basic simple CRUD forms to the most sophisticated forms such that he CRUD form can be seen as a tiny subset of the sophisticated form.

Figure J.2-1 shows the model of the request.
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CoreModel diagram: Operation-Structure.

Figure J.2-1 – The structure of an operation (request)

In the figure, it highlights the relationship between the approaches used in this model and the specification model (see Annex G). The model here has not been fully aligned with the specification model.

J.2.3 The structure

As usual, the classes in the model represent structure that will appear in the interface schema. The classes in the model described in the following section. Note that at this early stage of development limited detail has been provided. The descriptions will be enhanced in subsequent releases as the model is refined.

J.2.3.1 DesiredOutcomeConstraints

Qualified name: CoreModel::CoreOperationsModel::ObjectClasses::DesiredOutcomeConstraints

This class is Experimental.

Table J.2-1 – Attributes for DesiredOutcomeConstraints








	Attribute name

	Lifecycle stereotype (empty = Mature)

	Description




	activityDirective

	Experimental

	To be provided.




	hasDeleteConfirmation

	Experimental

	To be provided.




	numberOfInstancesOfEachOutcomeElement

	Experimental

	To be provided.




	_outcomeElement

	StrictComposition

Experimental

DefinedBySpec

	See referenced class.





J.2.3.2 ElementConstraints

Qualified name: CoreModel::CoreOperationsModel::ObjectClasses::ElementConstraints

This class is Experimental.

Table J.2-2 – Attributes for ElementConstraints








	Attribute Name

	Lifecycle Stereotype (empty = Mature)

	Description




	_specificClassStructure

	Experimental

SpecReference

	See referenced class.




	_specificPattern

	Experimental

	See referenced class.





J.2.3.3 GeneralDirectives

Qualified name: CoreModel::CoreOperationsModel::ObjectClasses::GeneralDirectives

This class is Experimental.

J.2.3.4 Ltp

Qualified name: CoreModel::CoreOperationsModel::ObjectClasses::Ltp

This class is Example.

This class is Experimental.

J.2.3.5 NecessaryInitialConditionConstraints

Qualified name: CoreModel::CoreOperationsModel::ObjectClasses::NecessaryInitialConditionConstraints

This class is Experimental.

Table J.2-3 – Attributes for NecessaryInitialConditionConstraints








	Attribute name

	Lifecycle stereotype (empty = Mature)

	Description




	IsNot

	Experimental

	To be provided.





J.2.3.6 OperationDetails

Qualified name: CoreModel::CoreOperationsModel::ObjectClasses::OperationDetails

This class is Experimental.

Table J.2-4 – Attributes for OperationDetails








	Attribute name

	Lifecycle stereotype (empty = Mature)

	Description




	actionVerb

	Experimental

	To be provided.




	_necessaryInitialConditionConstraints

	Experimental

	See referenced class.




	_desiredOutcomeConstraints

	Experimental

	See referenced class.





J.2.3.7 OperationEnvelope

Qualified name: CoreModel::CoreOperationsModel::ObjectClasses::OperationEnvelope

This class is Experimental.

Table J.2-5 – Attributes for OperationEnvelope








	Attribute name

	Lifecycle stereotype (empty = Mature)

	Description




	generalDirectives

	Experimental

	To be provided.




	operationIdentifiers

	Experimental

	To be provided.




	_operationSet

	Experimental

	See referenced class.





J.2.3.8 OperationIdentifiers

Qualified name: CoreModel::CoreOperationsModel::ObjectClasses::OperationIdentifiers

This class is Experimental.

J.2.3.9 OperationSet

Qualified name: CoreModel::CoreOperationsModel::ObjectClasses::OperationSet

Table J.2-6 – Attributes for OperationSet








	Attribute name

	Lifecycle stereotype (empty = Mature)

	Description




	abortAfterDurationWithActionRule

	Experimental

	To be provided.




	effortAndAction

	Experimental

	To be provided.




	pauseResumeRule

	Experimental

	To be provided.




	operationSet

	Experimental

	To be provided.




	isShortLived

	Experimental

	To be provided.




	_operationSetThatMustHaveStarted

	Experimental

	See referenced class.




	_operationSetThatMustEnd

	Experimental

	See referenced class.




	_operationDetails

	Experimental

	See referenced class.





J.2.3.10 OutcomeElementConstraints

Qualified name: CoreModel::CoreOperationsModel::ObjectClasses::OutcomeElementConstraints

Inherits properties from:

– ElementConstraints

J.2.3.11 SpecificClassStructure

Qualified name: CoreModel::CoreOperationsModel::ObjectClasses::SpecificClassStructure

This class is Experimental.

Table J.2-7 – Attributes for SpecificClassStructure








	Attribute name

	Lifecycle stereotype (empty = Mature)

	Description




	_classTypeName

	AttributeExtention

Experimental

	See referenced class.





J.2.3.12 SpecificPattern

Qualified name: CoreModel::CoreOperationsModel::ObjectClasses::SpecificPattern

This class is Experimental.

J.2.4 “Foldaway complexity” explained

The following clauses progress through foldaway rationale that, in a sequence of steps, takes the complex structure presented above and transforms it to a simple Create operation of a basic CRUD form. This is simply an illustrative example of how to arrive at an interface expression that is no more complex than required and in this case is no more complex than that used for current interfaces.

J.2.4.1 Single envelope

The generalized structure offers the opportunity to have many outcome structures in separate sets. If only one structure is required only one set is required and the nesting of composition can be removed. The basic principle is that 1 of 1 can be collapsed (the subordinate is folded away (mered) into the superior). The general idea is that if an application:

– Is coded with the “collapse” rules it will be able to interpret the structure resulting from the collapse.

– Does not need anything other than one envelope it can be coded to only deal with the collapse and need have no knowledge of the expanded form.

This general principle applies to all of the following clauses.
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Figure J.2-2 – Only a single operation set

J.2.4.2 One operation

In Figure J.2-3 only one operation is required. This allows the OperationDetails to be folded into the operation envelope. The operation has members can also be removed (as this is a nesting for multiple contained operations).
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Figure J.2-3 – One operation

J.2.4.3 No start/finish dependencies

If the operation is standalone in relation to the start or end of other operations, the associations supporting operation interrelationship can be removed.

[image: Image]

Figure J.2-4 – No start/finish dependencies

J.2.4.4 Operation is not idempotent

If the operation is such that a repeat of the same operation will cause failure then the operation is not idempotent, default initial condition constraints can be assumed (where the default is that the entities identified in the outcome should not exist prior to the request) and hence the initial condition structure can be removed.
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Figure J.2-5 – Operation not idempotent

J.2.4.5 Operation is short-lived

If the operation is short-lived the pause/resume capability is not meaningful.
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Figure J.2-6 – Short-lived operation

J.2.4.6 Operation has no relevant abort behavior

It may not be possible to abort the operation (especially true for short-lived operations).
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Figure J.2-7 – No abort

J.2.4.7 Operation is EXACT_MATCH

If the specification of outcome constraints is such that all properties are defined precisely then the default EXACT_MATCH need not be stated.
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Figure J.2-8 – Exact match

J.2.4.8 ActivityDirective is DEFINED_BY_VERB

The action to be performed is defined by a verb as it is for traditional interface. The action Verb will be folded into the OperationEnvelope. An action verb CREATE_POST_ADD will be assumed here.
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Figure J.2-9 – Defined by verb

J.2.4.9 Has delete confirmation

If the originator of the operation requires a delete confirmation then default behavior is required and the attribute supporting non-default responses need not be provided.
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Figure J.2-10 – Requires delete confirmation

J.2.4.10 Has one outcome instance

As one outcome is the default the “numberOfInstancesOfEachOutcomeElement” does not need to be stated.
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Figure J.2-11 – Has one outcome instance

J.2.4.11 Outcome is an LTP

Considering the example of “creation” of an LTP, as the outcome is an LTP the specific class structure will be an LTP. An actual usage will include an LTP decorated by one or more specifications to provide a precise model of the specific functionality. This decorated LTP will be pruned and refactored as necessary to produce the relevant structure for the interface (e.g., read only attributes will be removed). The pruning and refactoring action will also need to set the relevant ranges, etc. for each attribute for the specific instance of operation so as to precisely define the desired outcome. The results of this process become part of the structure of the operation.

If a traditional create is assumed then each of the writeable attributes remaining in the pruned structure will have a value range with only one value allowed.
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Figure J.2-12 – Outcome is an LTP

J.2.4.12 Has one specific class outcome constraint

In this case only one instance of one class (LTP) is ever going to be operated on at a time so the multiplicities become always 1 of 1 and hence the specific outcome LTP statement can be merged into the OperationEnvelope
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Figure J.2-13 – The outcome is a single LTP

J.2.4.13 Has no special directives

The operation has no general directives.
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Figure J.2-14 – Basic spec pattern with rule sketch

J.2.4.14 Resulting structure

The above merging results in a single level operation structure with CREATE_POST_ADD as the operation verb and with contents of an LTP structure with absolute values for each relevant writeable attribute. This is essentially the same structure complexity as a Create in a CRUD system, but it is fully conformant with the grammar of the far more sophisticated Outcome-Oriented form. The sophisticated structure is unnecessary for the basic CRUD style operation. The structure would be viewed by a CRUD designer as massive unnecessary complexity if imposed on the simple cases. The mechanism set out by example above “folds away” the complexity.

A basic application could simply operate with the CRUD form whilst interworking with a more sophisticated application that downgrades its operation based upon the structures it receives (and the specification of capability presented by the basic application).

If the basic application is upgraded to a more sophisticated form there is no need to recompile the interface as the more sophisticated form will still be a simple folded sub-set of the full interface representation.

J.2.4.15 Further examples

More specific examples will be provided in future released of this model.

J.2.5 Discussion

J.2.5.1 Alternatives explored

A stereotype approach was considered. It was concluded that the stereotype might not be helpful and would not be sufficient unless as complex as the structure discussed in this document. An existing stereotype scheme was discussed and it was noted that it did not provide the depth required.

J.2.5.2 Details of the structure

PauseResumeRule: Is not Boolean as more values are expected to be defined.

abortAfterDurationWithActionRule: Is used to provide action on timeout of operation where the action is an abort. A policy approach may be more appropriate in general here.

OperationDetails: ActionVerbs [0..1]: The ActionVerb is not necessary as the InitialCondition and DesiredOutCome provide all necessary information to the subordinate system to allow it to do its job. The ActionVerb has been included in recognition of the existing familiar verbal style. It is clear, however, that the verb is often unnecessary even in existing interfaces especially when complex verbs such as “createAndActivate” are used in conjunction with an idempotent operation approach.

The ActivityDirective needs to be developed further. The current directives are relatively blunt and have the effect of the ActionVerb. For example STRUCTURE_IS_NOT could be read as essentially indicating a delete. But it does not assume any specific action in the underlying system and can be used to indicate a complex partial delete with clean-up of properties of instances of related things as the structure can include only aspects of the overall.

J.3 Future work

Future work will cover:

– Notification approach (including Alarm notification)

Operation interaction modelling (sequence diagrams, etc.) including pause/resume and progress indications/queries

• Note that the operation is performed by a controller. The client talks to the controller about the relevant classes representing the solution resources/services.

– Temporal modelling.


Annex K

Processing construct

(This annex forms an integral part of this Recommendation.)

This annex focuses on the modelling of the Processing Construct model.

The ProcessingConstruct (PC) represents generalized functionality. The PC is used in conjunction with the ConstraintDomain (CD), which groups PCs and constrains their usage. In addition to being generaly applicable to represent functionality that is not being modeled in detail, the PC and CD form the fundamental pattern that allows an important transition in the representation of a ‘device’115.

The ONF common information model represents a ‘device’ with a logical functionality viewpoint utilizing an underlying physical inventory viewpoint. This decoupling of logical and functional scopes is important for us to proceed to the next stage in our representation, the removal of NetworkElement116.

NetworkElement (now deprecated) was the key concept that was used to represent logical functionality. In this version of the model, the new ProcessingConstruct (PC) and ConstraintDomain (CD) classes are used as a basis for the replacement of the NetworkElement concept (see Annex H).

This annex describes the PC and CD and provides some detail of the model.

A data dictionary that sets out the details of all classes, data types and attributes is also provided (See the reference in Appendix II).

K.1 Purpose and essentials of processing construct

K.1.1 Background

In the Core Model there are already separate classes for special types of functions:

– ForwardingConstruct to represent forwarding functionality

– LogicalTerminationPoint to represent termination, and

– ForwardingDomain to represent forwarding scope constraints.

ProcessingConstruct is in addition to these concepts and is to be used where the major function of interest is related to processing rather than forwarding of information.

While there are a number of grey areas between processing and forwarding, there are a few ‘pure’ processing constructs:

– Memory

– CPU

– Storage.

Another use for ProcessingConstruct is for representing control plane processes such as packet routing processes. Packet routers commonly run many routing protocols and may also run many instances of each routing protocol. Each routing process instance peers independently and using ProcessingConstruct we can show the actual control plane topologies.

While it’s hard to give extensive rules where ProcessingConstruct should be used, probably the best advice is to use it where significant processing of information takes place. Also it may be useful to “Think of the network as composed of PC, constrained by CD and connected via FC”.

ConstraintDomain has been introduced to add a ‘container’ concept. ConstraintDomain is similar to ForwardingDomain, but more general. Note that ConstraintDomain is designed as a lightweight scope boundary only, the functionality resides in PC, FC and LTP.

A useful way to think of the change is that the NetworkElement was like a black box that obscured what was happening inside. ConstraintDomain is like a light, clear wrapper around the functions, grouping and constraining them, but not adding or obscuring anything.

ConstraintDomain represents a general functional scope that can be used for grouping and scope boundaries. ConstraintDomains can be related, they can overlap and they do not need to form a hierarchy.

ProcessingConstruct is likely to be extremely useful in the “Application Layer” which tends to be more about processing and less about forwarding.

K.1.2 Model

In a number of places in the Core Model, the Component-Port pattern is used (e.g., ForwardingDomain & FdPort, ForwardingConstruct & FcPort). ConstraintDomain is a more generic version of ForwardingDomain and has a related CdPort class to provide at least equivalent capability. ProcessingConstruct is similar to ForwardingConstruct and has a related PcPort class to provide necessary capability for the many asymmetric cases.

In summary, we have added ConstraintDomain and ProcessingConstruct to the Core Model using our standard patterns. Figure K.1-1 shows the Core Model and emphasizes the pattern usage.
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CoreModel diagram: ProcessingConstruct-Core.

Figure K.1-1 – Processing Construct and Constraint Domain core model

Figure K.1-2 shows the relationship between the PC/CD model and the Equipment model. The figure highlights an enhancement in the relationship between equipment and the function model (covered in detail in Annex F). The model emphasizes that PC can represent anything from the most fundamental small (atomic) functions to the richest and most sophisticated of functions. The recursion shown allows the equipment to give rise to a block of functionality that can be decomposed into atomic parts and then those parts can be reassembled, perhaps through a number of intermediate forms to eventually give rise to LTPs, etc. In addition, at any level of assembly, the functionality can be made resilient by selecting from two or more alternatives117.
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CoreModel diagram: ProcessingConstruct-EquipmentWithCore.

Figure K.1-2 – PC and CD with Equipment and LTP

In Figure K.1-3 other model classes have been added. The figure emphasizes the similarity between the patterns of the CD/PC model and the FD/FC model. The FD/FC is essentially a narrow usage of CD/PC.

In the model (as shown in Figure K.1-3):

– One or more ConstraintDomains can constrain ProcessingConstruct via the CdConstrainsPc association (this is a more general capability than that of ForwardingDomain constrains ForwardingConstruct).

– Two or more ConstraintDomains can be related together via the CdEncompassesCd association (in the same way the ForwardingDomain can).

– One or more ConstraintDomains can constrain ForwardingConstruct via the CdConstrainsFc association.

– PcPort is related to LogicalTerminationPoint in the same way that FcPort is.

– ConstraintDomain can constrain ForwardingDomains (note that ConstraintDomain and ForwardingDomain are very similar concepts)118.

– ConstraintDomain association to Equipment allows us to relate the constraint boundary to an underlying physical entity.

– ForwardingDomain can constrain ProcessingConstruct (in the same way that ForwardingDomain constrains ForwardingConstruct)119.

– The association “EquipmentGivesRiseToFunctionalBlock” applies to a low level function that is wholly “contained” by an FRU120.
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CoreModel diagram: ProcessingConstruct-FullModel

Figure K.1-3 – PC and CD with FD, FC and C&SC

The following clauses provide details of the classes and relationships.

Note that not all attributes/details are shown for the classes below (see the Data Dictionary for a list of all attributes). Only those attributes that are relevant for this annex are shown.

K.1.3 PC/CD model

K.1.3.1 ProcessingConstruct (PC)

Qualified name: CoreModel::ProcessingConstructModel::ObjectClasses::ProcessingConstruct

ProcessingConstruct (PC) can be used to represent both potential and enabled processing between two or more of its PcPorts.

A PcPort may be associated with another PcPort or with an LTPs at a particular specific layerProtocol.

Like the LTP, the PC supports any transport protocol including all circuit and packet forms.

The PC is used to effect processing of information extracted from the transport layer protocol signal.

A PC may be:

– Asymmetric such that it offers several function sans such that different functions are offered to different attached entities.

– Symmetric such that it offers (or is considered as offering) only on function and the same function is offered to any attached entity with no interactions between functions offered to each attached entity.

An asymmetric PC offerning a number of distinct functions will have PcPorts through which the distinct functions are accessed.

A symmetric PC offering only a single function need not have PcPorts, the function can be accessed directly from the PC.

Inherits properties from:

– GlobalClass

This class is Experimental.

Table K.1-1 – Attributes for ProcessingConstruct








	Attribute name

	Lifecycle stereotype (empty = Mature)

	Description




	_equipment

	Experimental

	The Equipment(s) that support the functionality of the PC.

This attribute is meaningful at the lowest level of PC recursion where the PC is supported by a single piece of Equipment.

At higher levels, the supporting equipment may be more difficult to evaluate especially where there is resilience and/or virtualization of some form.

This attribute allows diagnostics and engineering works impact evaluation.

In an implementation, the information may be acquired via a query on the equipment that exposes this reverse association.




	_pcPort

	Experimental

	An asymmetric PC instance is related to LTPs via PcPorts (essentially the ports of the PC).

Symmetric PCs do not have PcPorts and are directly related to LTPs.




	_ltp

	Experimental

	A symmetric PC instance is associated with zero or more LTP objects.

The LTPs on the PC boundary provide information for processing and capacity for communication.

For asymmetric PCs the association to the LTP is via the PcPort (with stated role, allowing access to a specific function of the PC).




	_cd

	Experimental

	One or more ConstraintDomains can constrain a ProcessingConstruct.

A constrained PC connects LTPs on the boundary of the CD.




	_fd

	Experimental

	One or more ForwardingDomains can constrain a ProcessingConstruct.

A constrained PC connects LTPs on the boundary of the FD.




	_composedPc

	Experimental

	The PC class supports a recursive aggregation relationship (PcIsAssemblyOfPc).

This allows both:

– abstraction where an assembly of PCs (forming a System) is viewed as an abstract PC

– decomposition such that the internal construction of a PC can be exposed as multiple lower level PCs.

Appropriate use of this association allows each of a collection of PCs to be decomposed into atomic parts (PCs) that can then be assembled into set of complex functions where each function in the set can be viewed as a PC.

Note that the model actually represents an aggregation of lower level PCs into higher level PCs as viewpoints rather than partitions, and supports multiple views.




	_pcResilienceSelector

	Experimental

	PcResilienceSelector that realizes the resilience of the PC.





K.1.3.2 PcPort

Qualified name: CoreModel::ProcessingConstructModel::ObjectClasses::PcPort

Represents the access to the functionality of a PC.

Inherits properties from:

– LocalClass

This class is Experimental.

Table K.1-2 – Attributes for PcPort








	Attribute name

	Lifecycle stereotype (empty = Mature)

	Description




	portRole

	

	Identifies the role of the port in the context of the specification of the PC.




	_ltp

	Experimental

	A PC instance is associated with zero or more LTP objects.

The LTPs on the PC boundary provide capacity for processing.

For asymmetric PCs the association to the LTP is via the PcPort.




	_pcPort

	Experimental

	A PcPort can be directly bound to another PcPort (rather than via a LTP) to support a simplified application level view (rather than requiring the full transport level view).




	_fcPort

	Experimental

	A PcPort can be directly bound to an FcPort (rather than via a LTP) to support a simplified application level view (rather than requiring the full transport level view).

This is used to represent complex semantic associations between PCs where _pcPort direct association is not sufficient.





K.1.3.3 ConstraintDomain (CD)

Qualified name: CoreModel::ProcessingConstructModel::ObjectClasses::ConstraintDomain

ConstraintDomain (CD) models the topological component that represents the opportunity to enable processing of information between two or more of its CdPorts.

A CdPort may be associated with another CdPort or with an LTPs at a particular specific layerProtocol.
It provides the context for and constrains the formation, adjustment and removal of PCs and hence offers the potential to enable processing.

The LTPs available are those defined at the boundary of the CD.

CD can also be considered as the container of a view.

A CD may be:

– Asymmetric such that it offers several function sans such that different functions are offered to different attached entities.

– Symmetric such that it offers (or is considered as offering) only on function and the same function is offered to any attached entity with no interactions between functions offered to each attached entity.

An asymmetric CD offerning a number of distinct functions will have CdPorts through which the distinct functions are accessed.

A symmetric CD offering only a single function need not have CdPorts, the function can be accessed directly from the CD.

Inherits properties from:

– GlobalClass

This class is Experimental.

Table K.1-3 – Attributes for ConstraintDomain








	Attribute name

	Lifecycle stereotype (empty = Mature)

	Description




	_cdPort

	Experimental

	An asymmetric CD instance is related to LTPs via CdPorts (essentially the ports of the CD).

Symmetric CDs do not have CdPorts and are directly related to LTPs.




	_pc

	Experimental

	A CD constrains one or more PCs.

A constrained PC connects LTPs that are on the CD boundary.




	_ltp

	Experimental

	A symmetric CD instance is associated with zero or more LTP objects.

The LTPs on the CD boundary provide capacity for processing.

For asymmetric FDs the association to the LTP is via the FdPort.




	_composedCd

	Experimental

	The CD class supports a recursive aggregation relationship (CdEncompassesCd) such that the internal construction of a CD can be exposed as multiple lower level CDs.

Note that the model actually represents an aggregation of lower level CDs into higher level CDs as viewpoints rather than partitions, and supports multiple views.




	_casc

	Experimental

	A controller operating in the scope defined.




	_equipment

	

	A ConstraintDomain can be used to represent physical constraints in the logical view.

In this case the CD can be associated to the physical equipment.




	_fc

	

	A CD constrains one or more FCs.

A constrained FC connects LTPs that are on the CD boundary.




	_fd

	

	A CD constrains one or more FDs.

A constrained FD connects LTPs that are on the CD boundary.





K.1.3.4 CdPort

Qualified name: CoreModel::ProcessingConstructModel::ObjectClasses::CdPort

The association of the CD to LTPs is direct for symmetric CDs and via CdPort for asymmetric CDs.

The CdPort class models role based access to a CD.

The capability to set up PCs between the associated CdPorts of a CD depends upon the type of CD.

It is asymmetry in this capability that brings the need for CdPort.

The CD can be considered as a component and the CdPort as a Port on that component.

Inherits properties from:

– LocalClass

This class is Experimental.

Table K.1-4 – Attributes for CdPort








	Attribute name

	Lifecycle stereotype (empty = Mature)

	Description




	_cdPort

	Experimental

	Constraint Domains can be meshed together view their ports directly as well as via LTPs indirectly.




	_ltp

	Experimental

	A CdPort is associated with zero or more LTP objects.

The LTPs on the CD boundary provide capacity for processing.

For symmetric CDs the association is directly from the CD to the LTP.




	_pcPort

	Experimental

	Where a CD is asymmetric and hence has CdPorts and where that CD supports PCs, appropriate CdPorts of that CD support the corresponding PcPorts.





K.1.4 Related classes

Only classes that are changed as a result of the PC/CD model are shown and only attributes related to PC/CD are listed.

K.1.4.1 ForwardingDomain (FD)121

Qualified name: CoreModel::CoreNetworkModel::ObjectClasses::ForwardingDomain

The ForwardingDomain (FD) class models the topological component that represents a forwarding capability that provides the opportunity to enable forwarding (of specific transport characteristic information at one or more protocol layers) between points.

The FD object provides the context for and constrains the formation, adjustment and removal of FCs and hence offers the potential to enable forwarding.

The FCs may be formed between LTPs at the boundary of the FD or between physical ports at the boundary of the FD (for media layers).

A number of FDs (related by Links) may be grouped and abstracted to form an FD where that FD represents the effect of the underlying FDs but where the detailed structure is not apparent.

This grouping and abstraction is potentially recursive.

An FD represents an abstraction of some combination of software behavior, electronic behavior and physical structure that provides a forwarding capability.

At a lower level of recursion an FD could represent a forwarding capability within a device.

A device may encompass two or more disjoint forwarding capabilities and may support more than one layer protocol, hence more than one FD.

A routing fabric may be logically partitioned to represent connectivity constraints, hence the FD representing the routing fabric may be partitioned into a number of FDs representing the constraints.

The FD represents a subnetwork [ITU-T G.800], FlowDomain [b-TMF MTOSI] and a MultiLayerSubNetwork (MLSN) [b-TMF MTOSI].

As in the TMF concept of MLSN the FD can support more than one layer-protocol.

Note that the [ITU-T G.800] subnetwork is a single layer entity.

Inherits properties from:

– ForwardingEntity

– GlobalClass

Table K.1-5 – Attributes for ForwardingDomain








	Attribute name

	Lifecycle stereotype (empty = Mature)

	Description




	_pc

	Experimental

	An FD constrains one or more PCs. A constrained PC connects LTPs on the boundary of the FD.





K.1.4.2 ForwardingConstruct (FC)122

Qualified name: CoreModel::CoreNetworkModel::ObjectClasses::ForwardingConstruct

The ForwardingConstruct (FC) class models enabled constrained potential for forwarding between two or more FcPorts at a particular specific layerProtocol .

Like the LTP, the FC supports any transport protocol including all analogue, circuit and packet forms.

For digital layer networks it is used to effect forwarding of transport characteristic (layer protocol) information.

An FC can be in only one ForwardingDomain (FD).

The FC is a forwarding entity.

At a low level of the recursion, a FC represents a cross-connection within an NE. It may also represent a fragment of a cross-connection under certain circumstances.

The FC object can be used to represent many different structures including point-to-point (P2P), point-to-multipoint (P2MP), rooted-multipoint (RMP) and multipoint-to-multipoint (MP2MP) bridge and selector structures for linear, ring or mesh protection schemes.

When applied to media, the FC represents the ability for a flow/wave (potentially containing information), to be propagated between FcPorts.

The existence of a FC instance is independent of the presence (or absence) of a flow/wave (and any information encoded within it).

A flow/wave cannot propagate in the absence of a FC instance.

Inherits properties from:

– ForwardingEntity

– GlobalClass

Table K.1-6: Attributes for ForwardingConstruct








	Attribute name

	Lifecycle stereotype (empty = Mature)

	Description





K.1.4.3 Equipment

Qualified name: CoreModel::CorePhysicalModel-Initial::EquipmentPatternStructure::ObjectClasses::Equipment

Represents any relevant physical thing.

Can be either field replaceable or not field replaceable.

NOTE – The model is currently constrained to inside plant.

Inherits properties from:

– GlobalClass

This class is Mature.

Table K.1-7 – Attributes for Equipment








	Attribute name

	Lifecycle stereotype (empty = Mature)

	Description




	_foundationPc

	Experimental

	Lowest level functional block with 1:1 to equipment.





K.2 Explanatory figures

This clause provides figures that illustrate the application of the model to various network scenarios. Further examples are provided in Appendix XII.

In this clause, some simple examples are used to help in the understanding of the intention of the ProcessingConstruct and ConstraintDomain classes, but not go into the level of detail of the examples document.

K.2.1 Multi- functional device example

As stated in the introduction, moving from a traditional network element oriented model to ProcessingConstruct oriented model requires us to think differently about a ‘device’. Rather than thinking about a large functional block that can be ‘decomposed’, one should now be thinking of smaller functions that can be ‘assembled’.

In general, a ‘device’ instance is represented by one or more ControlComponent (representing a relevant part of the control functionality of the device that are accessible through a ControlPort – see Annex H), one or more ControlSystemViews (where each represents a grouping of information about the device (in the form of object instance) available as a view – see Annex H) and one or more ConstraintDomain (where each ConstraintDomain represents a set of interrelated elements of the device) along with instances of PC, LTP, FD, FC, Equipment, etc. to represent various functional and physical arrangements.

Figure K.2-1 shows a ‘device’ where most details have deliberately been removed. The NetworkElement scope (which is assumed t ohave been based on a ‘chassis’ physical scope in this case) has been replaced by a ControlComponent, a ControlSystemView and a ConstraintDomain. The ControlComponent and ControlSystemView are described in Annex H).

This particular ‘device’ is actively providing four functions (and a real case could have many more). Each of these functions is peering with similar functions in other ‘devices’ forming protocol topologies.

For the BGP control plane function it is shown that one can relate BGP peers by directly binding the PC ports (using PcPortBoundToPcPort) to give a simplified application view and one can also represent the transport viewpoint (via LTP, FD, FC, Link …).

[image: Image]

Figure K.2-1 – Using PC to represent complex functions and CD to constrain

K.2.2 Distributed device

As this annex is intended to give an overview, the example gives the generality of the ConstraintDomain concept without going into the details.

[image: Image]

Figure K.2-2 – Distributed device – Split chassis

In the example, there are three chassis, with a central chassis and two satellite chassis connected. The central chassis controls only part of each satellite chassis.

At the bottom of the logical view there is a ConstraintDomain related to each chassis, which enables enforcement of physical inventory related constraints.

For each satellite, there is a ConstraintDomain to represent the logical split in the chassis.

So, the distributed device can be viewed as a whole, there is also a Constraint Domain shown as ‘Aggregated CD’.

There may also be some ProcessingConstructs that cross the chassis boundary (such as Ethernet switching) – it’s just a matter of determining which constraint scope is appropriate.

Similarly, in the management plane, there may be different ControlSystemViews with different management-control scope / visibility.

K.2.3 PTP clock example

For this example, it is assumed that:

– A device may have zero, one or more PTP clocks

– For each clock:

• Clock input may be received from one or more foreign masters on (incoming) slave ports.

• An algorithm is used to select one of the clock inputs to use.

• This selected clock input can be propagated to zero, one or more clocks via (outgoing) master ports.

• Only ports enabled for PTP can have PTP packets extracted or injected.

Note that a port may see more than one foreign master (e.g., if there is a bridge in-between).

Note that messages are sent in the reverse direction too, this diagram just shows the clock master – slave relationships

This enables one to produce a simple functional view of a PTP Clock ProcessingConstruct in a ‘device’, as shown in Figure K.2-3.
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Figure K.2-3 – PTP clock concepts

It can be seen that the ‘device’ boundary is represented by a ConstraintDomain with related LTP.

Because of the PTP clock asymmetry, it is necessary to create PcPorts and assign them roles .

The Ethx LTP are bound to the PcPort (via association PcPortBoundToLTP).

The direct PTP topology can also be shown by directly binding the PC ports (using PcPortBoundToPcPort) as depicted by the purple dotted line.

Note that the term ‘PTP Clock’ is used to avoid confusion between ‘Precision Time Protocol’ and ‘Physical Termination Point’.

K.2.4 ERPS ITU-T G.8032 example

Assume an Ethernet switch that can support ERPS (Ethernet Ring Protection Switching) functionality (in addition to its other functions). As before, there is a ConstraintDomain that relates to the physical boundary and related LTP.

Assume the ‘device’ supports a single ERPS node only, hence there is a single ConstraintDomain inside the ‘device’ representing the ERPS node. An ERPS node can participate in many rings and each ring can have many instances. A ConstraintDomain represents each ring and a ProcessingConstruct represents each ring instance, nested as shown below.
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Figure K.2-4 – ERP ITU-T G.8032 concept example

Note how the ConstraintDomain ring ports Port0 and Port1 are bound to the ‘device’ LTP.

Also note that inside of each ring instance in the node, there is a ForwardingConstruct that shows the ring flows.

ConstraintDomains can be used at the network level, as shown in Figure K.2-5, to highlight ring scope.

Note also that the ‘device’ level constraint domains cross the ring ConstraintDomain boundaries, so this is an example where constraint domains do not form a hierarchy. This supports a ‘ring viewpoint’ as well as a ‘device viewpoint’ and shows that certain constraints are ring or ‘device’ scoped.

In Annex E the ConfigurationAndSwitchController is shown in place of the generalized PC as at this stage a specialist Resilience controller is used for all resilience cases.
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Figure K.2-5 – ERP network example

K.3 Further considerations

Also see Appendix IV.

1) Degree of specialization:

• PC versus ControlComponent versus C&SC, PC versus FC – should all functional components be PC rather than specialized?

• CD versus FD – should all domains be CD rather than specialized?

2) Further detailing the PC model:

• Dealing with the component – system recursion

• Projecting views.

3) Modelling software to provide more precise representation of emergent PC (currently only equipment supports PC).

4) CD/PC spec and relationship to the generalized spec approach.


Appendix I

Mapping of ITU-T G.7711/Y.1702 to ONF technical recommendations

(This appendix does not form an integral part of this Recommendation.)

The core model of the CIM has also been published as [b-ONF TR-512]. This appendix provides a mapping between the documentation structure of this Recommendation and ONF technical recommendations, in particular [b-ONF TR-512]. See Table I.1.

Table I.1 – Mapping of the documentation structure of this Recommendation and ONF technical recommendations







	ITU-T G.7711/Y.1702 structure

	ONF TR-512 equivalent




	g7711_v3.0.zip

	TR-512_v1.3.1-info.zip




	Software (folder)

	




	G.7711_v3.0_PAP (folder)

	




	G7711Model (folder)
.project, CoreModel.di, .notation, .uml

	




	OpenModelProfile (folder)
.project, OpenModel_Profile.di, .notation, .uml

	




	G.7711_v3.0_DD.docx

	TR-512.DD_v1.3.1-info_OnfCoreIm-DataDictionary.docx




	G.7711_v3.0_DD_Script_for_Gendoc.docx

	




	G.7711_v3.0_ Script_for_Gendoc.docx

	




	Readme.txt (TSB)

	




	ITU-T G7711-Y1702.docx

	TR-512.1_v1.3.1_OnfCoreIm-Overview.docx




	Annex A Guidelines And Tooling (pointer)

	TR-514 v1.2 and TR-515 v1.2




	Annex B Forwarding And Termination

	TR-512.2_v1.3.1_OnfCoreIm-FaT.docx




	Annex C Foundation – Identifiers, Naming, States

	TR-512.3_v1.3.1_OnfCoreIm-Foundation.docx




	Annex D Topology

	TR-512.4_v1.3.1_OnfCoreIm-Topology.docx




	Annex E Resilience

	TR-512.5_v1.3.1_OnfCoreIm-Resilience.docx




	Annex F Physical

	TR-512.6_v1.3.1_OnfCoreIm-Physical.docx




	Annex G Specification

	TR-512.7_v1.3.1_OnfCoreIm-Specification.docx




	Annex H Control

	TR-512.8_v1.3.1 Control




	Annex I OAM

	TR-512.9_v1.3.1 OAM




	Annex J Operation Pattern

	TR-512.10_v1.3.1 Operation Pattern




	Annex K Processing Construct

	TR-512.11_v1.3.1 Construct




	Appendix I Mapping of this Recommendation to ONF technical reports

	Add TR-512.A.1




	Appendix II Data Dictionary
(ptr to G.7711_v2.0_DD.docx)

	TR-512.DD_v1.3.1_OnfCoreIm-DataDictionary.docx




	Appendix III Terminology Mapping

	TR-512.TM_v1.3.1_OnfCoreIm-Terminology.docx




	Appendix IV Core Model Enhancement

	TR-512.FE_v1.3.1_OnfCoreIm-FurtherEnhancement.docx




	– –

	TR-512.11_v1.3.1_CommonDefinitions.docx




	Appendix V

	A.2 Model Struct pattern & Architecture




	Appendix VI

	A.3 Rationale of Models




	Appendix VII

	A.4 Analogue and Media (L0) examples




	Appendix VIII

	A.5 Circuit Switched (L1 & L2) examples




	Appendix IX

	A.6 Packet Switched (L2 & L3) examples




	Appendix X

	A.7 Control and Signalling examples




	Appendix XI

	A.8 Timing & Synchronization examples




	Appendix XII

	A.9 Processing Construct examples




	Appendix XIII

	A.10 Specification examples




	Appendix XIV

	A.11 Resilience examples




	Appendix XV

	A.12 Application (L4 and above) examples





The following clauses provide an overview of Appendix V through Appendix XIV. These appendix clauses provide descriptive support for the CIM by explaining the rationale behind the model and giving examples.

I.1 Model Structural Patterns and Architecture (Appendix V)

This appendix explains the model patterns and architecture that underpin the CIM. It:

– Works through the key patterns in the model such as hypergraph and component-system.

– Discusses the fundamentals of transport and how these are described in terms of the patterns.

– Shows some high level examples of the patterns.

– Explains how the patterns can be intertwined to form the architecture of the network from a control perspective.

The descriptions in this appendix are built from descriptions in earlier referenced works.
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Figure I.1 – The Component

I.2 Rationale behind the CIM (Appendix VI)

This appendix provides the drivers for the CIM work and highlights benefits of the work to the industry.

The appendix explains that management of networks and devices today is a complex operational challenge resulting from, and exacerbated by, the plethora of conflicting standards and incompatible implementations. Almost all of the existing models use inconsistent terminology and outdated concepts that are not applicable to SDN/NFV scenarios.

The appendix goes on to explain that the Information Modelling team:

– Has defined a consistent set of fundamental concepts and the relationship among them by leveraging the knowledge gained from years of management standards evolution and pragmatic implementation/software development experience. These concepts are capable of representing both legacy management and SDN/NFV concepts/scenarios, while allowing for consistent management in hybrid environments.

– Employs a realistic federated model with a layered model architecture and managed dependencies. This is comprised of a stable core model (which is itself modular for scalability) and technology-specific model extensions that can be added in a timely manner without destabilizing the core.

It is emphasized that the CIM model is not a purist, theoretical artifact, but a pragmatic one that forms part of a tooling chain, enabling context and technology specific interfaces in different languages to be generated from a key set of definitions.

The appendix explains the growing utilization of the CIM across various bodies such as ONF, ETSI NFV, MEF and TMF, as well as by some major service providers.

I.3 Analogue and media (L0) examples (Appendix VII)

This appendix explains the model in terms of examples applied to the analogue space of Layer 0 (L0). The appendix focuses on optical photonics and guides the use of the model to represent both device functions and network structures.
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Figure I.2 – Network domain channel formed from media channels

I.4 Circuit switched (L1 & L2) examples (Appendix VIII)

This appendix progresses from basic single device circuit switched examples through to complex protection scenarios and multi-layer circuit switched examples. The appendix also provides multi-layer examples where:

– Circuit switched forwarding is carried by an analogue server.

– An analogue signal is carried by a circuit switched system.

– There is a critical differential delay and a critical round trip delay consideration.

I.5 Packet switched (L2 & L3) examples (Appendix IX)

This appendix is not yet provided in this revision of the Recommendation. It will be provided in a later revision. The appendix will progress from basic single device packet switched examples through to complex network scenarios including multi-layer packet switched examples. The appendix will also provide multi-layer examples where:

– Packet switched forwarding is carried by a circuit switched server.

– Circuit switched forwarding is carried by a packet switched server.

– Packet switched forwarding is carried by an analogue server.

I.6 Control and Signalling examples (Appendix X)

This appendix is not yet provided in this revision of the Recommendation. It will be provided in a later revision. The appendix will progress from basic single device control examples through to complex peered control and multi-level control scenarios.

The appendix will also consider interworking with legacy control models.

I.7 Timing and synchronization examples (Appendix XI)

This appendix provides a description of time and frequency synchronization in a telecommunication network and provides examples of the use of the model to represent these synchronization functions.

[image: Image]

Figure I.3 – Example synchronization distribution network

I.8 Processing construct examples (Appendix XII)

This appendix provides various examples of the use of the ProcessingConstruct model to represent complex functions.

[image: Image]

Figure I.4 – “Virtual device”

I.9 Specification examples (Appendix XIII)

This appendix provides various examples of the use of the CIM specification model to express constraints in various real contexts.

[image: Image]

Figure I.5 – Example use of FD Spec

I.10 Resilience examples (Appendix XIV)

This appendix provides various examples of the use of the CIM to represent common resilience schemes. This appendix is not exhaustive. The model is built from a several generalized constructs that should readily support many other protection schemes not described here.
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Figure I.6 – Simple summary example of 1?1 cases (represented via partition)

I.11 Application (L4 and above) examples (Appendix XV)

This appendix is not yet provided in this revision of the Recommendation. It will be provided in a later revision. The appendix will progress from basic simple application through to complex application assemblies.


Appendix II

Data dictionary

(This appendix does not form an integral part of this Recommendation.)

The data dictionary contains, in MS Word document format, the details of the OTN NE management-protocol-neutral information model, including the description and properties of the object classes and their attributes and operations. These details information are generated automatically by a Gendoc tool from the UML model.

The ITU-T G.7711/Y.1702 data dictionary is provided in the G.7711_v2.00_DD.zip file at the repository website mentioned in clause 8.

The data dictionary is divided up into four sections based upon the division of the CoreModel and maturity of work. The first three sections provide key information about the core network model (which includes topology), the core foundation model, the physical model and the specification model.


Appendix III

Terminology mapping

(This appendix does not form an integral part of this Recommendation.)

The focus of this appendix is mapping of terminology from that used in the Core Model to terminology from some other normative documents. This appendix only provides a lightweight view. The mappings provided are preliminary and may change.

A data dictionary that sets out the details of all classes, data types and attributes is also provided (Appendix II).

III.1 Terminology mapping table

Table III.1 sets out class mappings between the core model work and the work of a number of other bodies.

Table III.1 does not yet cover:

– The specification classes (where there is a relationship to work in TMF).

– Mappings to:

• Neutron

• IETF TEAS

• OpenConfig

• DMTF

• ETSI-NFV

• Etc.

The grey cells indicate that the work of the body does not have specific classes that directly support the meaning of the row (see the right most column). The pink cells identify where work is still required to determine the mappings.

Table III.1 – Class mappings
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III.2 Detailed view of transport application programming interface to core model mapping

Figure III.1 is a snapshot of the ONF TAPI to Core Model mapping. It is possible that the details of the mapping will change. For the most up to date mapping, see [b-ONF/Snowmass].

[image: Image]

Figure III.1 – Core – Transport application programming interface mapping 
(via pruning and refactoring)

III.3 Model evolution

Figure III.2 shows the relationships between some key modelling activities. Figure III.2 is somewhat speculative. The joint working proposed has not yet materialized.

[image: Image]

Figure III.2 – Model evolution history and proposal


Appendix IV

Core model enhancement

(This appendix does not form an integral part of this Recommendation.)

This appendix focuses on areas of ongoing work that are not represented in the annexes.

A data dictionary that sets out the details of all classes is given in clauses IV.1 to IV.5, data types and attributes are also provided in Appendix II. Clauses IV.1 to IV.6 provide a summary of the enhancements.

EDITORIAL NOTE – The UML figures contained in this Recommendation are also available in png format here.

Potential future areas of work in the CoreModel include, not in any particular order:

– Signalling and management-control messaging (Annex H, Appendix IX and Appendix X)

• Developing models for signalling/messaging in the context of ECC/DCN and protection

○ This leads to the need to develop support for basic IP networking.

– Interface patterns for advancement of TAPI, etc. (Annex J and Appendix X)

• Completion of the generalized operations pattern covering range of cases including intend and CRUD

○ Support operations patterns including intent

○ Support TOSCA and policy

○ Operations interaction model

○ Operations temporality

• Understand the relationship with Dynamic APIs and Strategic Mediation.

– Support for specific interface development in TAPI (various)

• More layer examples (Appendix VII, Appendix VIII, and Appendix IX).

– OAM functions (Annex I and Appendix X)

• Generalization of OAM functions, e.g., generalized MEPs

• Consider use cases and scenarios to guide development of the generalized model.

– Assurance (Annex J and Appendix X)

• Modelling of events and the reporting of events.

– Patterns and architectures (Appendix V)

• Continue construction of models that explore the pattern underlying Link/FC/FD and minimally represent that pattern and show derivation of Link/FC/FD from that pattern.

– Dependency graph representation of telecommunication technology including flow semantics (Appendix V)

• For expression of detailed processes of a telecommunication technology to enable interpretation of a new technology.

– Profiles, Templates and Specifications (Annex G and Appendix XIII)

• Completion of spec model and addition of profiles model in the spec context

• Further development of constraint models (also covering policy)

• Complete pattern and migrate model to use pattern

• Develop class based rule mechanism and consider more fluid approach to Core model

• Provide further examples of usage

• Develop detailed rules

• Refine model to deal with rule interaction

• Consider FD/FC spec convergence

○ FdPort added will help here.

• When dealing with Compound Links we need to consider whether rules are necessary for Link (the same structure will apply but an additional association from Link to FD will be necessary)

• Development of a specification toolkit including standardized rules and structures

• DSGL (Domain Specific Graphical Language to ease spec construction)

• Model versus specification (see also notes in Annex G):

○ Implication of the work so far is that the specification structure is the model structure and that the schema for any particular case has some parts of the structure in compile time form and other parts in runtime only form where the runtime form may have static parts only in the spec form

○ Is a replication of the model structure in formal model but that formal model should be decoupled at various points and extensible in a constrained way at various points.

○ Considerations of “model viscosity” (all models are fluid over some timeframe).

• Dealing with LTP and LP formal sub-structuring challenge

○ Related to the previous bullet… should the LP sub structuring of the spec model be part of the LP model.

• Migration of operations from non-spec to spec

○ Continuum of usage approaches from “phrase book user” to “orator”.

• FcSpec refinements

○ Should the FC spec be rationalized to recognise that MSUF is essential an FC (implications, etc.)?

• Moving to the generalized spec

○ How should constraints on each class spec be expressed in the context of a generalized spec?

• Understanding the relationship to Dynamic APIs, Strategic Mediation and the Operations Patterns

• Enhance the extension mechanism

• Development of the scheme specification

○ Generalization to deal with specification of any network structure

○ Enhance the application to protection.

– Resilience (Annex E and Appendix XIV)

• Further development of the scheme specifications for resilience schemes

• Carry out further work on the unexpected flow query

• Use of partition versus route and in combination (see Annex E for more details)

• Build on the model of signalling to deal specifically with resilience schemes (see Annex E for some detailed considerations). This will be related to work in

○ Annex H as this will be part of the MCC work as the C&SC is a controller and general messaging and signalling will be covered in Annex H

○ Annex G as there is a specification aspect.

• Refine documentation on relationship to protectionGroups (see notes in Annex E)

• Complete route feeds port relationship

• Complete route lifecycle documentation (see Annex E)

• Indication of encapsulated resilience on FC and Link

• Further examples including dual homed cases.

– Control (Annex H, Annex K, Appendix X and Appendix XII)

• Improvements to documentation on replacement of NE.

– Timing and synchronization model including frequency and time/phase (Annex B and Appendix XI)

• Complete work and examples.

– Physical Equipment (Annex F)

Completion of the equipment model

• Enhancements to the expectation versus actual model approach (see detailed notes in Annex F)

• Progress attribute details to “Preliminary” or “Mature”

• Rationalize attribute groupings

• Look for formal sources for physical properties and work towards a P&R relationship to these sources

• Strengthen linkage and improve decoupling wrt other model areas

○ For functional work wrt ProcessingConstruct (Annex K and Appendix XII) and OAM functions (Annex I and Appendix X)

· Also see detail notes in Annex F.

• Separate out Management-Control parts into Management-Control model (Annex H and Annex X)

• Refine and move specification model detail from Physical model document to Specification model document and move model as appropriate (Annex G and Appendix XIII)

• Addressing of ports (see Annex F for some details).

– Software (new Annex and Appendix)

• Representation of software and relationship to physical (Annex F) and functional (Annex K) models.

– ProcessingConstruct (Annex K and Appendix XII)

• Document relationship to:

○ TOSCA meta-model

○ Component

○ VNF.

• Degree of specialization (related to Appendix V.A.2)

○ PC versus ControlComponent versus C&SC

○ PC versus FC

○ CD versus FD.

• Component-System recursion and projecting views

• PC emergence from software (see also Software in this list)

• CD/PC spec.

– FC, FD, Link and Topology (Annex B and Annex D)

• Various detailed enhancements including considerations of merging of FC and Link

• Consider merging FD and Link

• Improve derivation of FD/FC/Link from Component-System pattern (Appendix V)

○ Consider FC/Link convergence (Annex D).

• Further clarification of off-network “things” (could be a link topology)

• Various illustration of FD/Link lifecycle

○ Consider generalized lifecycle state and state interaction.

• Cost algorithm

• Illustrate use of model for inverse multiplexing cases (Appendices VII, VIII and IX)

• Improve documentation on terminationState

• Stating detailed properties on topology

• Rationalize use of NearEnd/FarEnd, Input/Output, Ingress/Egress, etc.

• Further develop Transitional Link examples (Appendices VIII and IX) to cover complex Links (Annex D)

• Further develop non-orthogonal FDs (Annex D) and provide examples (Appendices VII, VIII, and IX).

– View abstraction (Annex D)

• Enhancements to view abstraction examples and cases, including FD view, FC view, Call view, Service view, Connection view

• Further work on rules for virtualization (e.g., what from one view can be grouped in the same link from another view).

– Lifecycle (Annex C)

• Entity lifecycles including splits and merges.

– Mapping to other models (Appendix III)

• Enhancements to the mapping to OpenFlow

• Development of mappings to IETF models (e.g., TEAS)

• Mapping to TOSCA

• Aim for convergence of industry models.

– Temporal properties (new Annex and Appendix document)

• Determining how to inject temporal aspects into the model process.

– Stating rules and constraints (various including Annex A and Annex D)

• Method for statement of inter-attribute and inter-association rules

• See also subsections below.

– Model restructuring (Main body and new Appendix)

• Decoupling for improved modularity and independent working (new Appendix)

• Model federation (new Appendix)

• Model patterns (new Appendix).

– Minor enhancements

• Rename the LayerProtocol class.

– Documentation

• Ongoing improvements.

The following are some detailed notes on future enhancement.

IV.1 Controller model

Work is underway to develop a model of management-control that replaces the SdnController, NetworkControlDomain and the NetworkElement with a unified model of control that also includes the ConfigurationAndSwitchController discussed in Annex E.

IV.2 State extensions

There are a number of experimental items in the state model shown in Figure IV.1. These are included in the main data dictionary.

[image: Image]

Source Papyrus CoreModel diagram: EnhancedStates.

Figure IV.1 – State model with enhancements

IV.3 Model structure rules

Some of the associations in the model are interrelated by some pattern. Figures IV.2 to IV.5 explore ways of expressing the patterns and interrelationships.

[image: Image]

Source Papyrus CoreModel diagram: HighLevelSkeltonOverviewWithLoopsHighlighted-Altenative1.

Figure IV.2 – Association interrelationship rules alternative 1
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Source Papyrus CoreModel diagram: AlternativeNavigationRuleExample-LinkFdLtp.

Figure IV.3 – Highlighting loops and spirals

[image: Image]

Source Papyrus CoreModel diagram: AlternativeNavigationRuleExample-FcPort.

Figure IV.4 – Highlighting loops and spirals – FC, FcPort and FcSwitch example

[image: Image]

Source Papyrus CoreModel diagram: NoLoopRuleExample-FdLinkAndFcFcRoute.

Figure IV.5 – No loops rule

IV.4 Strict composition

Although the concept is now relatively stable, there are some potential enhancements. The Strict Composite form is shown in Figure IV.6.

The approach uses a stereotype to identify complete dependency. In the model shown in Figure IV.6, reporting the FC without its FcPorts is not useful, whereas reporting the FC without its FcRoute is useful.

A route has a life bounded by that of the containing FC, as does an FcPort.
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Source Papyrus CoreModel diagram: StrictCompositionFcDetailExample.

Figure IV.6 – Strict Composite

IV.5 Multiplicity restrictions

Many multiplicity ranges have subtle case based restrictions that are not reflected in the model. Figure IV.7 provides a view of a simple approach to recording multiplicity restrictions.
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Source Papyrus CoreModel diagram: MultiplicityRuleExamples.

Figure IV.7 – Multiplicity rule example


Appendix V

Model structure, patterns and architecture

(This appendix does not form an integral part of this Recommendation.)

This appendix explains the model patterns and architecture that underpin the CIM. The appendix:

– Works through the key patterns in the model such as hypergraph and component-system.

– Discusses the fundamentals of transport and how these are described in terms of the patterns.

– Shows some high-level examples of the patterns.

– Explains how the patterns can be intertwined to form the architecture of the network from a control perspective.

The descriptions in this document are built from descriptions in earlier referenced works.

V.1 A progression patterns – intertwining and unfolding

This clause works through rationale for the formation of the model by considering the essential underlying patterns that govern the inherent structure of the problems space it is based heavily on work from TM Forum that was liaised to ONF for developing the Core Model, with corporation with ITU-T.

A number of patterns are explored in a progression from the most fundamental through to more problem space specific. Each of the patterns is introduced in the context of the emerging model, first working towards an information architecture and then on to the CIM.

The basic underpinning of the model is essentially the representation of adjacency (connectedness) and through this adjacency there is an opportunity for some essence to pass between the adjacent places. The fundamental representation of this opportunity is the notion of a graph and due to the complexity of the problem space the hypergraph generalization of the graph has been chosen as a basis.

V.1.1 Hypergraph pattern

A hypergraph123 is a generalization of a graph in which an edge can associate any number of vertices (see http://en.wikipedia.org/wiki/Hypergraph). The edge in a hypergraph is called a hyper edge (or hyperarc). The hyper edge can be directed (see http://www.scielo.br/scielo.php?script=sci_arttext&pid=S0101-74382005000300005).

The basic hypergraph is represented in the UML fragment in Figure V.1.

[image: Image]

CoreModel diagram: Hypergraph-BasicStructure.

Figure V.1 – The basic hypergraph model fragment

The hypergraph appears to have flexibility beyond that required by the problem space.

1) The general hypergraph allows the hyper edge to exist without any vertexes and the vertex to exist without any hyperedges. The vertex and hyper edge appear symmetric.

– In the model above the vertex has been constrained to only be allowed in the presence of at least one hyperedge.

– The vertex appears to represent both the potential to join hyperedges and the actual joining of hyperedges.

– A constrained form of hypergraph has been developed below that restricts the vertex to only be allowed in the presence of two or more hyper edges such that the vertex represents only the joining of hyperedges. The potential to join is separated out and associated with the hyperedge as a vertex opportunity.

2) A hyperedge has no restriction on the number of hyperedges it can associate with via vertexes. In the problem space there is always at least an upper bound and in many cases a specific set of opportunities.

– The constrained form of hypergraph is defined such that joining is only allowed where there is a stated opportunity (a VertexOpportunity).

3) A hyper edge can exist with no vertexes.

– Whilst it seems reasonable that a hyperedge may be not associated with a another hyperedge via a vertex it does not appear meaningful for a hyper edge to exist with no vertex opportunities hence the vertex opportunity is [1..*].

– A thing with no ability to form a relationship with other things appears irrelevant. A thing is nothing without its relationship.
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CoreModel diagram: Hypergraph-BasicConstrained.

Figure V.2 – A constrained hypergraph

In Figure V.2, the direct association between the hyperedge and the vertex is simply a summary of the associations via the vertex opportunity. The vertex only represents the joining of two hyperedges through their vertex opportunities.

Figure V.3 adds directedness recognizing that the edge represents an adjacency only in one direction and hence there is an opportunity to pass from one vertex to another but not the reverse. The directionality has been added to the vertex opportunities rather that the edge to provide the necessary clarity.
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CoreModel diagram: Hypergraph-BasicDirectedConstrained.

Figure V.3 – A constrained hypergraph

In general a directed hyperedge may represent adjacency between several ingress vertex opportunities and several egress opportunity. It is also possible that although a hyperedge groups a set of non-disjoint vertex opportunities not all ingress vertex opportunities are adjacent to all egress opportunities. This can be expressed as hypergraph encapsulated within the hyperedge where the hypergraph expresses the restrictions of the hyperedge. The association HypergraphViewedAsOpaqueHyperEdge in Figure V.4 enables this.

It appears that the basic hyperedge is a unidirectional construct with an ingress opportunities and m egress opportunities where all ingresses are adjacent to all egresses. This element appears to be the basis of all topological forms.

It is possible for a specific hyperedge that some vertex opportunities may be bidirectional and others unidirectional. This may also be expressed as an underlying hypergraph.

Some of the vertex opportunities of hyperedges in a hypergraph may be exposed as hyperedges at the boundary of the encapsulating (more abstract view) hyperedge whilst others may be internal and not exposed. The hyper edge is an opaque view of and underlying hypergraph that may be asymmetric.

It is possible that several vertex opportunities in a detailed view can be considered as a single vertex opportunity in an abstract view. It is also possible that a vertex opportunity can appear in several abstract views.
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CoreModel diagram: Hypergraph-RecursiveConstrainedForm.

Figure V.4 – A recursive hypergraph

The vertex appears somewhat redundant as it now only represents the binding of two vertex opportunities and hence it can be replaced with a simple association which represents the touching of two vertex opportunities as shown in Figure V.5.
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CoreModel diagram: Hypergraph-RecursiveConstrainedHypergraphWithImplicitVertex.

Figure V.5 – A recursive hypergraph

V.1.2 Component – System pattern

Up to this point the adjacency has been considered as invariant and absolute. In any natural context the structure will vary over time and the degree of adjacency will not be absolute. This is considered in more detail below and in a later section. From a general perspective each adjacency can be considered as having a time dimension and variable degree of adjacency between the vertex opportunities. This variability can be expressed in terms of some adjacency function. A simple form of this could a binary on/off consideration but in general this would be a combination of analogue properties.

As noted earlier the adjacency represents the opportunity to pass from one vertex opportunity to another. The time variable function adjusts opportunity to pass between the vertex opportunities.

Some of the variation may be “natural” whereas other variation will result from modulating control. The modulating control would essentially define the function124. The modulating control is itself formed from a complex hypergraph.

As a result complex behaviour can be built up in the form of hypergraphs of time variable hyperedges. In this context the terms component and system (a complex assembly) appear more appropriate. Figure V.6 shows the adjustment of hypergraph to relate to component-system. In this view the vertex opportunity becomes a port of the component. This is essentially the core of the component – system pattern.
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CoreModel diagram: Hypergraph-RecastingRecursiveHypergraphAsComponentSystem.

Figure V.6 – A recursive hypergraph

In the communication/compute/cloud problem space the pure hyperedge is insufficient as a representation of communications and processing structure and the component – system pattern appears suitable. As noted above the component aspect of the component-system pattern is developed from the “multi-pointed” time-varying (functional) hyperedge. From a communications perspective adjacency being the opportunity to pass from one vertex opportunity to another deals with the concept of flow across the hyperedge/component (this is discussed further later) and asymmetry of the flow, i.e., that the accesses via the vertex opportunities of the hyperedge are not all equal.

In essence, the component is an extension of hyperedge where the component is a hyperedge endowed with functionality to support processing of information125 and endowed with properties at its facets (where vertexes can be) that describe inherent asymmetry and capability.

The system aspect of the component-system pattern is developed from the hypergraph where a mesh of components interrelated at two sided vertexes to form a system.

The component in the pattern is an encapsulation of a system. A fabric of interconnected components can be viewed in many ways and hence there are potentially many encapsulation views. The process of transitioning from the system to component is not necessarily partitioning and hence the representation of transition from one view to another is not composition.

– A component is an encapsulation view of an underlying system of components

• It is defined by a boundary with ports.

• It obscures the encapsulated system (it is essentially opaque).

• As it is a view it cannot be assumed that the underlying system has an actual boundary where it appears to be in the view, i.e., there is no enforced containment.

• Essentially there may be many offset views of the underlying system.

• Note that the components in the system of components are also views!

– The characteristics of a component can be described in terms of an apparent system of components joining its ports

• The apparent system of components may be quite unlike the actual encapsulated system.

• When managing a component the MCC (management control continuum)126 component talks to the component about the components that describe its capabilities.

• An MCC component presents a view of the system of components it is managing-controlling. Another MCC component may talk to the MCC component about those components it is managing-controlling.

On investigation, the traditional notion in telecoms of the fabric of a switch being the vertex (node) in a graph appeared inappropriate. The original exploration recast the subnetwork/fabric/, etc. and the Link/Trail/, etc. essentially as hyperedges. It was noted that a vertex could be limited to one pair of hyperedges. Subsequently it became apparent that the traditional point in the telecoms model was actually also a small hyperedge and it was instead, for example, the interface formed between a facet of the hyperedge representing the point and a facet of the hyperedge representing the Subnetwork that was the two-sided vertex.

V.1.2.1 Aspects not yet covered

The following areas need to be explored further:

– Directionality:

• Add input and output to the vertex opportunities,

• Show edges encapsulating edges to give bidirectional.

– Merge and split of model elements over time.

– Develop notion of information flow (and information passing) and note dimensions wrt essence of information and function.

– Consider disjoint sets and note complex multidimensional jointedness (where it is a common property – i.e., some mediation).

V.1.3 Encapsulation pattern

The encapsulation pattern focusses on the notion of enclosing the detail, such as structure, information and properties, of some assembly of things in another thing such that the detail is not visible at all, or is only visible in abstract form as properties and at ports of the enclosing thing.

In a hypergraph, a hyperedge apparent in one view may be concealing detail of a subordinate hypergraph in another view, i.e., the concealing hyperedge can itself be decomposed into a hypergraph of hyperedges and vertices where vertices of the concealing hyperedge are abstract representation of verticies at the edges of the concealed hypergraph.

Encapsulation is a process of transition from one view to another. A single model may encompass several views, and the views are not constructed by simple processes such as partitioning although in some cases they may appear to be.

To implement the pattern as a model, there needs to be representations that allow the encapsulating class to associate to the encapsulated classes and associations in such a way as to prevent illegal encapsulations (e.g., of one lone association, associations that are not related to the encapsulated classes)127. The rules that govern the encapsulation should be formalized and codified in a compact language representation128.

Within a view, encapsulation may vary across the view and may vary for any particular instances over time depending upon specific interest and allowed visibility. A variable encapsulation approach is already used for the LTP129.

V.1.3.1 Related modelling principles

– If the positional bounds of two related concept instances are coincident for their entire lifecycle, then they may be merged into a single entity instance representing the composite concept and hence share an identifier, etc.

– If the positional bound of one concept instance is a subset of the positional bound of another concept to which it is related for its entire lifecycle and where that larger concept can be considered as a dominate definition, then the entity representing the smaller concept may be subsumed into the entity representing the larger concept and hence be identified as part of the entity for that larger concept in terms of attributes of that larger concept.

– If the positional bounds of several instances of a concept are all subsets of the positional bound of another concept to which they are related for their entire lifecycle and where that larger concept can be considered as a dominate definition, then they may be subsumed into the entity via a composition relationship.

– If a concept instance that bridges two other concept instances (of the same or different types) is, in the particular case, devoid of anything but identity then it may be represented simply by associations between the entities representing the two other concept instances

• The associations may be two way navigable or one way navigable depending upon the original associations.

– If a concept instance that is a leaf is devoid of anything but identity, then it may be omitted.

V.1.4 Transfer – Transform pattern130

The essential purpose of a telecommunication system is to make distant things seem adjacent (it provides an apparent adjacency service). This is achieved by transfer of information, and hence the fundamental function of telecommunications is the transfer function. From the user perspective the telecommunication system is a (rather vast) transfer component.

To achieve transfer, there is a need for some mechanism to encode the information in a way that allows the transfer of (the client) information and hence a need to transform the information (and eventually transform the resultant information into a signal that can be propagated in a media). So the second vital function is signal transformation and hence the second element of this essential telecommunication pattern is Transform.

In the most abstract form, the telecommunication network is a system of transfer and transform components.

Both transfer and transform components follow the component-system pattern discussed above and hence have ports. These ports are bound to form a network of components where the bindings form interfaces (or points)131.

V.1.5 Realized potential

Transfer/Transform capacity in the telecommunication system may either be available to be configured for use (potential to enable transfer/transform functions) or may be allocated, configured and enabled for use in some way (enabled constrained transfer/transform functions) or may be being used (used Transfer/Transform functions). From a management/control perspective the potential to enable functionality and the enabled constrained functionality are two key considerations.

The transfer – transform pattern can be duplicated and intertwined in such a way as to form a two level model where one level represents the potential functionality (which is essentially a pool of available capacity) and the other the enabled functionality (which is essentially capacity used from the pool).

Because of the hypergraph nature of the transfer – transform pattern, these two levels are interdependent hypergraphs where the topology of the enabled functionality hypergraph is necessarily the same as that of a subgraph of the potential functionality hypergraph.

Because of the component system nature of the transfer – transform pattern, a view of the functional hypergraph may be taken where subgraphs of that hypergraph are encapsulated. Each subgraph is encapsulated in a single transfer/transform component. The whole assembly of components constructed via these encapsulations forms a more compact and abstracted functional hypergraph.

V.1.6 Protocol “layering”

First it is necessary to clarify the transform function by considering the following:

– There is some need to transfer “payload”132 (Client) information to achieve the “proximity” service noted earlier.

– A protocol is invented and defined in terms of some data structures that carry information necessary to enable the transfer of the “payload” information.

– The protocol is defined to enable a transmitter to be constructed that can format a signal as per a defined structure to carry the necessary information to a receiver so that that receiver can then decode the structure and extract the “payload” information with no relevant change to that “payload” (it may be delayed a bit, etc. but that is within its spec).

– The protocol includes various structures of “maintenance” information to ensure error detection and potentially error correction within the bounds of some defined operations limit, as well as to enable various other integrity validation and communication mechanisms to operate that are deemed necessary or considered useful in the transfer of the “payload” information. Some elements of the protocol may be optional.

– Any receiver that can interpret all of the mandatory structure of the protocol is sufficiently conformant with the protocol to provide basic interoperability.

– It is possible that two protocols are defined that have some subset of interoperability (like OC3 and STM1), and hence some protocols may be semi-compatible (as per the OC3/STM1 example).

– The protocol can be defined in terms of characteristic information (CI) which includes the mandatory “maintenance” information of the protocol along with the “payload” information container structure (but clearly not content). There will be constraints on properties of the payload information for it to be compatible with the container.

– It is possible that several streams of (client) information could be conveyed together within one payload envelope, i.e., the protocol and hence the transform process is defined to achieve as this.

The flow of the signal from transmitter to receiver is itself a flow of encoded information. This information flow may be the (client) payload of another protocol “layer”.

Hence the Transfer/Transform-potential/enabled structure is recursive, enabling the formation of a client-server stack of protocols (layers) that support the transfer of any particular “ultimate”133 payload where that payload may be made up of one or more client streams, as may any transformation further down the stack.

It is important to note that:

– There is no specific order in the layering of protocols and, a specific protocol may appear several times in the protocol stack supporting any particular transfer of payload, the layer ordering, although not arbitrary, is in no way constrainable.

– Although protocol overlap is relatively limited, signals may pass directly from one protocol domain to another so long as they are constrained to the compatible subset.

Hence overemphasis on layering rigidity or protocol purity in the model may prevent the model from readily supporting all cases.

V.1.7 Forwarding phases

So far the model constructed from the patterns simply described:

– The transformation to a protocol to enable transmission and transfer to a receiver for transformation back to extract the payload.

– The transformation of the “protocol for transfer” into another protocol for transfer, i.e., layering.

– The ability to carry several client streams in one transformed stream.

The activity of transformation (the function) takes place within a processing engine of some form, but the relevant transfer discussed so far is between peer processing engines and hence “external” to those engines (ultimately over a wire, fibre or air-gap134).

In addition, it is often necessary to transfer a signal essentially unchanged across the processing engine135. Indeed the method of passing signal from one layer to another is a somewhat degenerate transfer inside a processing engine. This transfer is “internal” to the processing engine.

This leads to two “phases” of transfer, internal and external, where the external phase is supported by a server layer protocol and the internal phase by the processing engine.

V.1.8 Information architecture

The intertwining of the patterns identified in the sections above yields an information architecture. The information architecture formed can be seen as essentially the structure described in [ITU-T G.805] and [ITU-T G.800] where the two Transfer/Forwarding136 phases and the two Realized Potential phases are exposed as distinct entities:

– Subnetwork – internal potential,

– Link – external potential,

– Subnetwork Connection – internal enabled,

– Link Connection – external enabled.

V.1.9 Views of the architecture

The CIM CoreNetworkModel provides a view of the information architecture that can be understood as a Pruned & Refactored form of the architecture that compacts some aspects of layering and that focuses on the relevant structures for Management-Control.

In the view provided by the CIM the two phases “internal enabled” and “external enabled” are both represented by the ForwardingConstruct whereas the two potential phases are represented by distinct classes Link (external) and ForwardingDomain (internal).

In general, the degree of specialization depends upon the purpose and focus of the view. It is important to distinguish between entities being the same vs. being similar enough to be represented by the same abstraction. From a network architecture perspective, considering Forwarding, it appears important to distinguish between all four phases. Whereas, from an MCC perspective it seems appropriate to not distinguish in class between the internal and external phases of enabled forwarding.

Considering all viewpoints, it appears to be a viewpoint judgement as to whether everything is represented

– as a thing with properties where instances of thing only differ in properties,

– as distinct classes of thing where instances of the distinct classes only differ in properties but instances of thing differ in class and properties,

– as simply distinct instances where each instance is considered as distinct and fundamentally different to any other instance.

Regardless, any instance differs in at least one property from any other instance. A challenge is what is relevantly the same and what relevantly different. A further challenge is how to emphasize the sameness whilst avoiding the rigidity of classification137.

V.1.10 Deriving relevant application models138

The general approach is to formally Prune & Refactor (P&R) the CIM to form an application specific view, normally for use on an interface. This was the approach taken to form the TAPI model from the CIM.

Whilst it is intended that in the longer term the generalized models of the CIM (with expected evolution taking advantage more and more of Component-System pattern) will be used directly as the representation of the semantics of interaction, the P&R approach is taken to overcome several challenges:

– The apparent distance of the model terminology and granularity from the specific terminology of the current market place (where various different traditional terminology sets are used)

• These different terminologies and granularities do not benefit M2M, they are there as a result of legacy H2M approaches.

• It is expected that approaches for representation of the problem semantics will continue to evolve and that the Component-System pattern will be an important factor in that evolution.

– The apparent looseness of elements in the model as compared to current implementation use cases

• There is a tendency to focus on highly specific use cases rather than patterns and to code in terminology of the specific use case.

• The expectation is that this specificity will move to into data in a specification model139 (which could be considered as a further level of coding) that constrains the generalized model for specific cases but in such a way as to not create specialized classes and as to create a continuum.

– The need for decoration of the structure with specific technology, etc. detail

• Again, using the specification model approach to decorate the generalized classes.

– The need to have simple models for simple cases

• This tends, again, to lead to specific models.

• The expectation is that a variable encapsulation approach (see clause V.1.3) which is related to the approach proposed in Annex J will be used where the model complexity is “folded-away” for the simple cases but provides the necessary sophistication for the complex cases.

V.1.11 The component and the classes in the CoreNetworkModel

This clause provides a sequence of figures that explain the fundamental relationship between the component-system pattern and the CoreNetworkModel.
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Figure V.7 – A generalized component
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Figure V.8 – A system of components
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Figure V.9 – A system of components viewed as a component

– A component encapsulates components

• The encapsulated components are in a system (this is not just a bag of components).

– The pattern is familiar as it appears in networking

• A subnetwork encapsulates subnetworks and Links.

– All functional things that can be interconnected can be considered as components

• They expose services that are defined for the purpose of interconnecting to others.

Consider the classes in the CIM in the Core Network Model. Apparent adjacency is achieved by rapid transfer of information using a forwarding function. Using the component concept a forwarding function is encapsulated in a component to enable use in a system.
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Figure V.10 – A Forwarding component

The ForwardingConstruct is essentially a Forwarding component.

To achieve forwarding it is necessary to carry the information over some bearer and to do this it is necessary to encode the information. This and other functions transform (and temporarily augment) the information. These transform functions are considered as Termination.
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Figure V.11 – A termination component

The LogicalTerminationPoint is essentially a termination component.
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Figure V.12 – Network of forwarding components and termination components
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Figure V.13 – Network showing Link and Trail
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Figure V.14 – Forwarding

– Several different representations of FC.

– Component ports are called endpoints in the UML model

• Note port aligns with G.80x.

– The Component has a type.

– The ports (FcPorts) have roles with respect to the type.
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Figure V.15 – A termination

– A list of LayerProtocol (LP) elements are encapsulated in a LogicalTerminationPoint (LTP).

– The LTP encapsulation rules are such that the LTP can expose at most one client, one peer and one server port

• These may be from different LPs

• The client port may give rise to multiple instances of clients and the server port may build on multiple severs (not shown in th Figure V.15).

– The LP and LTP ports are not exposed directly in the information model but instead are absorbed in association types.
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Figure V.16 – LTP and LP In physical port context

In Figure V.16:

– A list of LayerProtocol (LP) elements are encapsulated in a LogicalTerminationPoint (LTP).

– The LTP encapsulation rules are such that the LTP can expose at most one client, one peer and one server port

• These may be from different LPs

• The client port may give rise to multiple instances of clients and the server port may build on multiple servers.

– The LP and LTP ports are not exposed directly in the information model but instead are absorbed in association types.
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Figure V.17 – Associating ports of components

Conceptually …

– An atomic function is at a single point.

– Two functions cannot be at the same point.

– Two adjacent atomic functions touch such that the adjacency is zero length.

– A complex function is made by joining multiple atomic functions as a system of adjacent atomic functions.

– The atomic functions forming a complex function are necessarily spread over a space.

– Assuming normal space, for any particular complex function, regardless of the choice of specific arrangement of atomic functions some atomic functions that need to be adjacent to form the logic of the system cannot be actually adjacent as they are at a distant and hence must be joined via atomic functions that simply transfer information. This transfer forms a virtual adjacency.

– Adjacency between two complex functions can be represented as if a true adjacency, as for atomic functions, however in most cases the adjacency will:

• Be achieved via atomic functions that simply transfer

• Be spread over spread over space

• Will represent multiple parallel/simultaneous semantic interactions.

– Perfect transfer of information (zero time, infinite capacity) is represented in yellow in the figure as it is the essential property of a forwarding entity.

– Forwarding is imperfect transfer.


Appendix VI

Model rationale

(This appendix does not form an integral part of this Recommendation.)

This appendix explains the reasoning behind the current model and its evolution. The appendix relates some of the patterns and architecture in Appendix V to business need and vision. The appendix:

– Works through business need.

– Discusses the implications.

– Discusses the challenge of evolution.

– Explains how the current model satisfies the need in the context of the current stage of evolution.

– Explains the next steps in the context of evolution and vision.

The descriptions in this appendix are built from descriptions in earlier referenced works.

VI.1 Business need

Management of networks and devices today is a complex operational challenge resulting from, and exacerbated by, the plethora of conflicting standards and incompatible implementations. Almost all the existing models use inconsistent terminology and outdated concepts that are not applicable to SDN/NFV scenarios140.

The root cause of many of the issues encountered centers around the approaches that have been used to create these standards and interfaces; e.g.,:

– A ‘handcrafted silo’ approach that initially produces good point solutions results but does not scale, ultimately creating a morass requiring complex mappings between the silos.

– A vast monolithic ‘one central model’ that results in slow progress after long lead times with second-rate results that do not meet stakeholder needs.

Whenever new technologies and management/control paradigms arise, such as SDN and virtualization, they initially all seems different, new and special. But eventually we realize that there is rather a lot in common, as we again see the patterns. In fact, neither SDN/NFV141 nor virtualization142 are in any way new. There are increasingly complex resource interactions to be managed-controlled such as virtual machines supporting virtual switches. But it seems there are consistent patterns that could be leveraged.

So, there are opportunities, and our goal should be, to massively improve the realization of the value fabric:

– The way in which providers of services interact, intertwine and interdepend to provide every increasing value – we are all providers of service.

– There is a need to enable an ecosystem of developers and an ever-changing structure of interacting parties.

It is undeniable that the value fabric has high inherent complexity (deep recursions, fractals and continuums) but there are artificial boundaries (which cause unnecessary cost)143. There is a need for coherent treatment, broad perspective and long-term view, and for players to abide by enabling constraints to allow efficient interaction.

Management is control (e.g., EMS/NMS flow through and restoration). Management and control is a continuum (MCC). Any artificial boundaries only complicate the solutions. The solution should focus on a coherent component architecture and structure.

VI.2 Benefit of the CIM

Information Modelling is the process of identifying, defining, consistently labelling, and recording the key concepts (functional things, physical things, etc.) in a problem space as well as the interrelationships between them. An information model defines and labels the things in a domain – for example, a telecommunication network – in terms of objects, such as links, terminations and controllers; their properties or attributes, such as latency; and their relationships – for example, a link is bounded by terminations. By normalizing the concepts, objects, interfaces, etc., an information model reduces complexity (see Figure VI.1). In addition, an information model can be used, with appropriate tooling, to automate code production, helping accelerate product and service development while reducing coding errors and interoperability issues.
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Figure VI.1 – Normalization in information modelling

To avoid the pitfalls mentioned in clause VI.1, the Information Modelling team:

– Has defined a consistent set of fundamental concepts and the relationship among them by leveraging the knowledge gained from years of management standards evolution and pragmatic implementation/software development experience. These concepts are capable of representing both legacy management and SDN/NFV concepts/scenarios, while allowing for consistent management in hybrid environments.

– Employs a realistic federated model with a layered model architecture and managed dependencies. This is comprised of a stable core model (which is itself modular for scalability) and technology-specific model extensions that can be added in a timely manner without destabilizing the core.

The Information model is not a purist, theoretical artifact, but a pragmatic one that forms part of a tooling chain, enabling context and technology specific interfaces in different languages to be generated from a key set of definitions. Automating the interface writing avoids inconsistent silos as a change can be simultaneously made in many interfaces in a consistent manner. This approach has led to the development of TAPI, which formally incorporates transport technology specific properties from ITU-T.

The value of a common model approach has been recognized both within ITU-T (ITU-T Study Group 15) and by external SDOs such as ONF, ETSI NFV, MEF and TMF, as well as by some major service providers. These SDOs recognized that the model draws on many years of experience to consolidate the key aspects of existing standards; is a stable base to work from and is more advanced than their current work in these areas. To further its development, the MEF, ONF and TMF have signed a formal collaboration agreement to continue developing this common information model. In addition, ITU-T has re-published the Core Model as Recommendation ITU-T G.7711/Y.1702.

VI.3 Model evolution

The CIM, which built on 30 years of implementation experience and standards evolution (see Figure VI.2), provides a rich144, compact145 canonical146 model covering the problems spaces relevant to management/control for open networking.
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Figure VI.2 – Relationship between past current and future network model work

Whilst the Core Model could be used directly to construct interfaces, the modelling team recognizes that an interface should be oriented towards the user’s needs from the user’s viewpoint (terminology/structure, etc.). That orientation includes removal of aspects not relevant to the viewpoint and also refactoring/relabeling the representation to suit the viewpoint. A process called “Pruning and Refactoring” is used to construct information model representations of relevant interface views from the Core Model147. This supports the current variety of terminology whilst providing a rigorous mapping back to the canonical form148.

Having a Core Model, a process for using the Core Model to construct interface views (Pruning and Refactoring) and to convert those views to implementation schema (e.g., UML-to-YANG Mapping Guidelines (see [b-UML-YANG GUIDE])) along with tools that support the process is vital. Using tooling (e.g., UML-to-YANG tool (see [b-UML-YANG TOOL])) that consistently generates the implementations is key to ensuring unambiguous and interoperable products and open source software. This also helps reduce errors and enables code to be more easily produced. The [OSSDN-Eagle] (IISOMI) activity currently focuses on process/methodology and tooling.

As the Core Model is network technology agnostic (see Annex B) it is important that there is a mechanism to enable consistent addition of specific technology details. The CIM provides such a mechanism that is also designed to support network technology evolution. The modelling team looks to source to provide the interface definitions (e.g., the OTN IM in [ITU-T G.874.1]). The mechanism also allows vendor proprietary addition. For example, a pre-standard vendor innovation may be accommodated on an equal footing with the technology standard properties.

Addition of network technology details employs a specification mechanism defined in the Core Model (see Annex G). Technology specific specification classes are used to augment the Core model classes (e.g., media for information transfer). Where a new technology introduces a capability that has structure that could be applied more broadly, this structure will be incorporated in the Core Model. A vendor may take a technology specification, prune out parts that are not supported by their implementation, add vendor proprietary parts and then publish the results in a per-case specification. This specification can then be used to drive the augmentation of the Core Model and any derivative of the model.

VI.3.1 Agile approach for model evolution

An agile architecture approach has been used by the modelling team to develop the Information model:

– Take some specific and general use cases in the context of control of networking.

– Explore and generate/refine the model149/guidelines/tooling building on the existing model/guidelines/tooling.

– Use the Prune and Refactor process to propagate the model changes to each existing interface views [b-ONF TAPI] and to generate new interface views.

– Update the data schema related to each view [b-ONF TAPI] using the appropriate tooling (e.g., UML to YANG automated generator).

– Generate the appropriate Interface schema.

– Generate reference implementations.

– Construct proprietary and open source solutions [e.g., OIF/ONF and MEF PoC/Trial activities].

– Gain insights from implementation and feedback insights/issues to further evolve the model/guidelines/tooling.
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Figure VI.3 – Agile architecture process

The above cycle can be run asynchronously at different rates depending upon the specific aspect/use case. Experimental changes can take place in the model/guidelines/tooling within a day (in the ongoing work).

The modelling team has promoted open source software tooling and hence there is a strong association between the modelling work and software in that dimension. This software is being developed using an agile approach and hence there have been incremental releases on a regular basis supporting use cases defined for interface views. This software is a step in a progression towards a model driven implementation environment. The intention is to reduce the need to hand craft interface (and in the longer term potentially algorithmic) implementations.

To help enable evolution and to deal with the stages of innovation value lifecycle, each aspect and element of the Information Model is developed through a lifecycle where the lifecycle stage/state (Experimental, Preliminary, Mature, etc.) of the aspect/element is marked using Lifecycle Stereotypes define in the Open Model profile [b-ONF TR-514]. Any particular part of the model may include elements with any mix of lifecycle stages. The full model, including experimental and preliminary work, is published as a snapshot.

VI.3.2 Industry cooperation in model evolution

The modelling team has strongly promoted the use of the CIM within ITU-T and also with other industry groups, including ONF, MEF, TMF, ETSI-NFV, [b-OASIS TOSCA], OIF, IETF, and BBF, etc. ONF has signed a collaboration agreement [b-ONF-TMF-MEF] with MEF and TMF to work jointly on information modelling and the intention is that the ONF CIM form a key part of this joint modelling work. Work in TMF provides guidance and content for the new solution, such as SDF and DSRA provide architecture, eTOM provides processes, and SID provides information structuring. The MEF and TMF have already chosen to take advantage of the ONF CIM in place of their own work and ITU-T have republished the ONF Core Model [b-ONF TR-512] in [ITU-T G.7711]. Work in ETSI-NFV has led to the recognition of the CIM as a suitable representation of networking in an NFV context and this has led to the construction of a touch point model relating ETSI-NFV classes to networking classes.

The ONF modelling team is also tasked with providing recommendations for modelling tools and guidelines. Tooling and guidelines are dealt with in the ONF-sponsored open source SDN project EAGLE/IISOMI [b-OSSDN-EAGLE]. This work is shared and co-developed with individuals who are active in ETSI-NFV, ONF, TMF, MEF and ITU-T. [b-OSSDN-EAGLE] is also the home of tooling that takes an appropriately formed information model in Papyrus UML and generates interface definitions (currently in YANG and JSON schema but the intention is to generate any appropriate schema/API definition).


Appendix VII

Analogue and media (Layer 0) examples

(This appendix does not form an integral part of this Recommendation.)

This appendix provides various examples of the use of the CIM to model analogue and media structures.

The examples in this appendix are built from descriptions other appendices. The media examples are supported by a combination of the FC/LTP (as described in Annex B), the physical model (as described in Annex F) and the specification model (as described in Annex G).

Each case discussed in this document will be supported by FC specs, LTP specs and scheme specs. Most cases do not explicitly show the scheme spec but have been described using the base classes (FC, LTP, etc.) from which the scheme spec can be derived.

VII.1 Optical Media

The network model required to support media is discussed in Annex B.

This appendix provides examples of usage of the network model to represent various photonic media functions and devices. For each example detailed stylized layouts of functions that are used to drive FD, FC, LTP and scheme spec are provided along with the resulting simple compact representation.

It is intended that sufficient stylized cases are covered here to allow a modeler to represent their specific function/device. It is not intended that all possible cases are covered.

The spec models provide detail to allow interpretation of the properties compacted into the simplified model and hence allow faults to be diagnosed. The figures in this appendix are essentially pictorial views of specs.

VII.1.1 The basic components of the mode

VII.1.1.1 The basic attenuator and filter

The Figure VII.1-1 shows symbols for the basic attenuator and filter. Attenuators and filters are inherently omnidirectional.
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Figure VII.1-1 – Attenuator and filter (explaining the symbol set)

The filter models the ability to allow only those photons that are within in a defined portion of spectrum to be passed. The filter is described as a media channel and is represented by an FC.

The portion of the spectrum is called a frequency slot and is described by centre frequency and width. Frequency slot is an administrative concept and is conceptually square. The actual pass-band of the filter is not square. The frequency slot and pass band relationship is challenging and not covered here.

A single port of a filter can support more than one media channels (see later).

As the filter is represented by an FC the characteristics are expressed in an FcSpec (see Annex G).
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Figure VII.1-2 – Pictorial view of example spec model for attenuator

Figure VII.1-2 shows the two port FC along with three spec forms:

– Asymmetric: This allows the parameters for both directions of flow to be different. This is the easiest form to read and is recommended even when the device is symmetric.

– Basic Symmetric: Appropriate where the device has exactly the same effect on both flows and there is no independent control of the flows. The current rule for an FcSpec of this form is that there is no flow from a port to itself so this does not readily allow reflection characteristics to be expressed (the FcSpec rule would need to become flexible per flow expression).

– Asymmetric with reflection: Shows a long hand form of the spec. Note that this is relatively verbose for a two port device. For a multi-port device, explicit expression seems particularly verbose and a more compact form of expression would be beneficial.

The parameter blocks in the spec provide invariant and adjustable values. Any aging characteristics could be stated in the parameter blocks.

For a complex filter with different characteristics per “band” the spec could either code the complexity in an expression or show separate “flows” (green) per “band”. It is also possible to have a filter instance per “band”.

The model (and symbol set) allows for a variable attenuator.

VII.1.1.2 Coupler-splitter

The Figure VII.1-3 shows basic coupler/splitters. Coupler-splitters are inherently omnidirectional.
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Figure VII.1-3 Coupler/Splitter

The coupler/splitter provides a set of atomic media channels between one (common) port and two or more other (branch) ports. All of these atomic media channels have the same frequency slot. In the root to leaf direction the “splitter” attenuates the signal, in the leaf to root direction the “coupler” has negligible attenuation.

VII.1.1.3 The circulator

The circulator is a media component that takes advantage of non-linear characteristics to essentially provide a unidirectional flow. A circulator as shown in Figure VII.1-4.
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Figure VII.1-4 – The circulator

In the circulator depicted, photons that arrive at FcPort A will emerge from FcPort B, photons that arrive at FcPort B will emerge at FcPort C and photons that arrive at FcPort C will emerge from FcPort A.

VII.1.1.4 The photodiode

The photodiode is a media component that converts a photonic signal (in a frequency slot) to an electrical signal. Both the signal domain and the media change (the domain changes from photonic to electrical and the media from glass to copper (via various intermediate media))150. There is a media channel from the So to the converter (an adaptation) and a different media channel from the converter to the Se, however it is the domain change that is emphasized by the adapter symbol rather than the media change (as the physical layer is only modeled in abstract). The third symbol shows media transition. The assumption is that the FC is essentially electrical and the element that is not is exposed as an embedded FC with some fibre specification.
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Figure VII.1-5 – Photodiode as an active element (showing media)

Figure VII.1-6 shows the spec model for the photodiode highlighting:

– The media specification.

– The LTP spec representing the transformation from optical to electrical.

– A specification of the reflection characteristics.

The bias signal is not supported at this stage.
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Figure VII.1-6 – Pictorial view of example spec model for photodiode

Figure VII.1-6 shows a photodiode in the context of an LP. The photodiode may be extract signal or may be used for power measurement. The optical power monitor measures the power of any optical signals that are present in a media channel.
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Figure VII.1-7 – Photodiode as an active element showing power monitor

VII.1.2 Complex assemblies

VII.1.2.1 The laser

The laser is a media component that takes advantage of non-linear characteristics to essentially convert an electrical signal to a photonic signal (in one frequency slot).
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Figure VII.1-8 – Laser as an active elements (showing media)

The lasing medium when stimulated with an electrical signal produces an equivalent photon signal. In the actual implementation the photons emerge at two facets. The “back” facet photon stream is used to measure the output of the laser. The measurement is fed to a control function that adjusts the electrical input to the laser.

The laser with back diode is shown in the context of the E-O Source LP.
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Figure VII.1-9 – Laser as an active element (showing media)

The spec for the E-O Source explains the arrangement of functions and provides a mapping to the E-O LP instance and content. From the figure it can be seen that the LP includes two Terminations an adapter, two FCs and a C&SC. The two FCs can be merged and the spec for the LP then looks as in Figure VII.1-10.
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Figure VII.1-10 – Spec for Laser

A compact view of the media E-O LP is shown in the diagram below151.
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Figure VII.1-11 – Essential functions of a laser and abstracted symbol for a laser

An alternative construction of a photonic transmitter is shown in Figure VII.1-12. In this case, rather than an output that is amplitude modulated with the signal, the output is phase modulated or amplitude modulated (or both) by an external device. In this case the electrical signal carrying the information is applied to the external modulator and the laser produces a constant power output.
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Figure VII.1-12 – Sketch of phase modulated output

VII.1.2.2 The coherent receiver

Figure VII.1-13 shows the simplified view of a coherent receiver with digital signal processing (DSP)152. A coherent receiver uses a heterodyne detector to convert the information carried by the photons into a “baseband” electrical signal that is then processed by DSP to correct for impairments introduced by the network domain channel. The abstracted symbol encapsulates the frequency tuning aspects and the DSP in the FC but separates out a termination to deal with the optical to electrical conversion. The symbol is not an accurate depiction of the actual processing but it allows for a more consistent representation from a management-control perspective.
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Figure VII.1-13 – Coherent receiver assembly with simplified symbol

VII.1.3 Network considerations

This clause provides views of the basic elements described in the previous clause combined into network constructs.

VII.1.3.1 The media channel and information transfer
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Figure VII.1-14 – Network domain channel formed from media channels

In this document the network domain channel (the FCs NDCA and NDCB) is considered as being from the point of injection of electrons into the laser medium or external modulator to the point of emergence of electrons from the photodiode153. The NDCs shown are formed as a result of the effects of the filters in the coupler C and splitter D which are reflected in the Media Channels MCY and MCZ (both of which are FCs with three FcPorts). It is not until the lasers A and B are applied to the MCY and MCZ that the effective NDCs can be determined. In the figure, Y and Z are wide band receivers. If A and B were tuned such that A⫅D1 (and hence A∩D2=Ø) and B⫅D2 (and hence B∩D1=Ø) then NDCA would go from A to Y and NDCB from B to Z.

Figure VII.1-15 shows a basic consideration of information transfer. For the broad band receiver the information transfer capability is dictated by the NDC.
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Figure VII.1-15 – Information transfer channel formed from media channels 
for broadband receiver

Figure VII.1-16 shows MCZ and MCY are transparent. The ability to transfer information is dictated by setting of the tunabe laser, the setting of the hetrodyne detector and the capabilities of the receiver DSP. The figure provides a somewhat simplified representation of the information transfer capability.
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Figure VII.1-16 – Information transfer channel formed from media channels
 for coherent receiver

VII.1.3.2 The amplifier

Amplification is achieved using non-linear characteristics of fibre. The optical amplifier acts on a band of frequencies to increase the optical power level.

VII.1.3.2.1 General considerations

The abstract symbol for an amplifier element is shown in Figure VII.1-17.
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Figure VII.1-17 – Abstract symbol for an amplifier

The abstract symbol can be used to represent an amplifier where a detailed consideration is not relevant. In a simplified view the gain parameters are parameters of the FC and the input and output power measures are parameters of the FcPorts. The spec model set provides the mapping from the parameters in the simplified view and the detailed interpretable view.

Where the amplifier provides different amplification for different bands/slots a number of instances of the symbol can be used as shown below. Where control/monitoring is relevant parameters can be offered on a per amplifier FC or FcPort basis as appropriate.
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Figure VII.1-18 – Abstract symbol for a multi-band/slot amplifier

For more complex cases a more detailed model will be required. The following sections detail different applification methods.

VII.1.3.2.2 Erbium doped fibre amplifier (EDFA)

This amplifier uses a short length of fibre doped with Erbium as the non-linear element that is fed at one or more points by pump lasers of specific wavelengths. This combination causes power transfer to a set of signal wavelengths that arrive at the input side of the amplifier. The EDFA is unidirectional.

Figure VII.1-19 shows a stylized view of an EDFA with one forward (co-directional) pump laser and fragment of control (including measurement of one band of incoming/outgoing signal only). In a full form, many bands may be measured, there may be many pumps in an amplifier and there may be two or more amplifiers in parallel amplifying different bands (e.g., L band and C band154).
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Figure VII.1-19 – A stylized view of a fragment of an EDFA

The essential function of the amplifier is to provide balanced amplification to all relevant incoming signals. To enable interpretation of the measures and adjustment of the controls a suitably detailed spec model should be provided. The spec model should show necessary detail such that the effects of each control and the meaning of each measure can be interpreted. Certain elements of the EDFA (such as the circulators) are not relevant from this perspective. The spec may represent the amplifier as a set of parallel per band amplifiers from this perspective.

Considering fault analysis, it may be necessary to represent the amplifier in more precise detail especially where the amplifier is constructed from a number of separate field replaceable units.

It is likely that several related spec models will be necessary in the most complex case155.

Figure VII.1-20 shows a fragment of a model of an EDFA with a backward pump.
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Figure VII.1-20 – A further fragment of an EDFA with a forward and a backward pump

VII.1.3.3 Amplification using the Raman effect

Figure VII.1-21 shows a stylized view of a Raman amplifier. The amplifier uses the main transmission fibre as the amplification element. Various other filters and monitors may be present in full representation.

As for the EDFA there may be a need for several related spec models to provide views for different purposes.

A simplified view may use the amplifier symbol in the figure above or amplification can be shown on the FC for the transmission fibre (as in Figure VII.1-21).
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Figure VII.1-21 – Stylized model view of a Raman amplifier

VII.1.3.4 OMS and OTS

This clause deals with the monitoring of sections of a photonic network. The model is derived from representations in [ITU-T G.872]. Figure VII.1-22 shows a fragment of topology positioning the OMS and OTS with respect the photonic and electronic components.

The figure includes three diagrams. The detailed view shows a layout of components (each component view is itself simplified). The measures in the detailed view can be projected to the corresponding points in the simplified view. A set of scheme spec would explain the relationship between the simplified view and the detailed view (and clearly further spec would explain the measures on each component in terms of further detail).
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Figure VII.1-22 – Topology fragment showing OTS in detail and OMS in abstract
(assuming EDFA)

The OMS information is conveyed via the OSC. The OSC terminates for each OTS span and hence the OMS information needs to be propagated between OSCs at the points of OTS termination. This detail is not shown but would be explicitly modeled in the relevant specs (essentially simple forwarding). Bidirectional considerations of the OMS, OTS and OSC are not covered here.

Note that the OTS monitors shown in the figure above will probably be the monitors of the amplifier itself and hence the OTS OSME will extend between the output port and the input of the amplifiers as show in the simplified view such that the OTS and OTS OSME become coincident.

The OTS, OTS OSME, OMS and OMS OSME are represented by FCs. OTS FC is between the output of one amplifier and the input of the next. The OMS FC is between a point of aggregation and a point of disaggregation.

The Optical Supervisory Channel is essentially an NDC and is represented by an FC.

VII.1.3.5 OTSi in context of OTU, OMS-O and OTS-O

Figure VII.1-23 provides a detailed view of the representation of the LTPs and FCs that represent OTU mapping onto media.
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Figure VII.1-23 – OTSi in context of OUT, OMS and OTS

An OTU is supported by a set of one or more OTSi (optical tributary signal).

The set of OTSis that carry a single OTU are considered as a group (OTSiG) from a management-control perspective. The OTSi is characterized by the central frequency and an application identifier. Each OTSi is carried in an independent NDC. The differential delay between members of the OTSiG must be controlled.

If the OTSiG O is used, then all members of the OTSiG and the OSC that carries the OTSiG O are carried over the same fibre.

The OSC is an OTSi that is used to carry the OTSiG O and a data communication channel.

VII.1.4 The field replaceable unit (FRU) and the media element (ME)

Each functional component discussed up to this point do not necessarily equate to an FRU. It is often the case that a function will be supported by several FRUs and also that several functions will be supported by a single FRU. From a maintenance perspective, the FRU is the relevant construct. The FRU is modeled as a Replaceable Equipment.

The following figures depict media elements (MEs). It is assumed that MEs equate to field replaceable assemblies of one or more FRUs156.
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Figure VII.1-24 – One of the many possible ME arrangements

The Raman amplifier case would have a similar arrangement to Figure VII.1-24 recognizing that again that the receive side monitors will probably be those of the amplifier itself and that in the case of Raman the amplifier is the fibre.

Figure VII.1-25 shows other possible arrangements of MEs (recognizing that the upper diagram is probably unlikely as the monitor is likely to be part of the amplifier as discussed earlier).
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Figure VII.1-25 – Two other possible ME arrangements

The ME:

– Encompasses one or more media constructs.

– Can encompass one or more MEs157.

– Has one or more ports.

– Has zero or more interfaces for management.

– May be opaque such that the internal structure is not visible BUT:

• Clearly there are parameters that will be positioned against the inputs, the function or the outputs.

• The spec structure should explain sufficient of the structure to allow suitable interpretation of the reported information and controls.

– Is described in most cases as one of more FCs158.

An example media element is a reconfigurable add-drop.159

VII.2 For further study

VII.2.1 Photonic and media parameters

The normative source of media parameters will be chosen (ITU-T), the model from that source will be Pruned and Refactored as appropriate and the parameters will be assembled in example spec models. The parameters will be mainly represented in LtpSpecs160. All parameters will be available and a selection can be made by the vendor, etc.

The spec provides interrelationship rules between the parameters.

VII.2.2 Considering ITU-T G.872

– Media port

• Media construct/element boundary

• Media Port: a logical abstraction that represents the ends of a media channel, the boundary of a media construct or the boundary of a media element	

Comment: This appear to be somewhat jumbled. Coherent places appear to be the FcPort, the LTP and the Pin. It seems that MediaPort blurs this.

– Media channel – represented by the FC

• Media channel (MC) (see Figure 8-1 of [ITU-T G.872]): represents both the path through the media and the resource (frequency slot) that it occupies.

• “Atomic” MC: It is a MC at bottom of MC-decomposition in the context of a particular view

• Network media channel (NMC) – output of a modulator to input of demodulator161

– Media link – represented by the FC

• Pure topological relationship

• One or more media channels162

• Media link: represents path through the media

Comment: An example of a media link is a uni-directional OMS that uses C-band and L-band amplifiers. The C-band and L-band are represented each represented as media channels (with the same end points each with its own frequency slot. There is some “dead” or unusable spectrum between these frequency slots and hence the combination of these two media channels does not result in a single media channel. A bidirectional media link may also be used to represent a pair of (counter directional) unidirectional OMS media links. In the case where the OMS uses both C-band and L-band amplifiers it would represent four unidirectional media channels.

– Media subnetwork

• Flexible connectivity

• Media subnetwork: a topological construct that represents a point of flexibility where the associations (represented by media channels) between the media ports of the media subnetwork may be created or deleted

Comment: Provides constraints to indicate which MCs can be created by control action. BUT probably best represented as FC in FC rather than FD for some cases but as FD for the case where, for example a subnetwork or flexible grid capable filter, had no contained FCs i.e., no enabled forwarding. Since media subnetworks typically have some (load dependent) blocking normally a FC spec is used to describe these constraints.

VII.2.3 Other technology considerations

This section lists other relevant considerations that will be accounted for in future releases:

– Implications of the Media model for Wireless.

– Raman OTS/OMS.

– The media element

• The ME is not simply an FD although the FD is useful in grouping aspects of capability.

• The boundaries do not look coherent (with Raman, there is no hard end to the amplifier). In some cases it is LTP in others it is some multi-LTP construct.

• Question about the Media Element grouping. The groupings do not look useful from a maintenance/control perspective.

• Why is the electrical monitoring stack and the corresponding media stuff not grouped? This is more like a normal TTP and then LTP.

– FcSpec: frequency (mandatory; m,n 12.5 step, 25 width; [ITU-T G.694.1]), transfer characteristic, etc.

– [ITU-T G.694.1] uses the (m,n) schema. There may be other standards schema and proprietary schema.

– Use identifiers to identify the frequency specification schemas.

– OMS Media Channel could be shared by multiple Media Channel.

– Picture using FC for network media channel without power but yet have OMS, etc. available.

VII.2.4 Other pictorial cases

This clause includes a number of cases from [ITU-T G.872].
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Figure VII.2-1 – Copy of Figure 8-13 from ITU-T G.872
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Figure VII.2-2 – Copy of Figure 8-15 from ITU-T G.872

It is assumed that the “NE” carries out the coordination identified e.g., for managing an OTU connection. But for some applications e.g., inventory, fault management an “external” system needs to understand the relationships. This needs to be verified.
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Figure VII.2-3 – Copy of Figure 8-16 from ITU-T G.872 (on left) 
with basic proposal (on right)
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Figure VII.2-4 – Copy of Figure 8-16 from ITU-T G.872 (on left) 
with enhanced proposal (on right)
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Figure VII.2-5 – Copy of Figure 8-12 from [b-ITU-T G.872]

NOTE – Need to extend model to show Raman.


Appendix VIII

Circuit switched (L1) examples

(This appendix does not form an integral part of this Recommendation.)

This appendix provides various examples of the use of the CIM to model circuit switched network structures.

This appendix is not intent to be exhaustive; it does not show all possible examples. The intention is that this appendix provides sufficient structure patterns to enable someone with appropriate knowledge of management/control of circuit switched protocols and corresponding devices to model the ports of those devices. The appendix should be used in conjunction with Appendix VII and Appendix IX (to be published in a later edition of this Recommendation) to model multi-layer-protocol devices.

The examples in this appendix are built from descriptions in earlier referenced works.

VIII.1 General circuit examples

This appendix introduces a model of layer protocols for circuit switched systems. The figures show a compact diagrammatic representation of the order of layer protocols for various port types. Some of the figures show a representation aligned with that in Figure B.2-10.

Some of the earlier examples show both the layering and then the ports assembled into a stylized device with a somewhat arbitrary arrangement of layer protocol terminations on circuit packs, cards, etc. (equipment) of the device.

VIII.1.1 Basic OTN device example

Figure VIII.1-1shows the model for a fragment of a device where an OC48_STM-16 Tributary is interconnected to an OTN line port. In this case the device offers only single layer connection flexibility at ODU1163.

The OC48_STM-16 signal received on the tributary port is terminated to expose the STM-16 MS signal. This signal is mapped into an ODU1. This is then forwarded, via an FC, to the Line port where it is multiplexed into an ODU 2. The ODU2 supports four instances of ODU1. The ODU1 is mapped via a number of intermediate adaptations into the ODU2. The ODU2 is multiplexed into an ODU4. The ODU4 supports 10 instances of ODU2. The ODU2 is mapped via intermediate adaptations into the ODU4. The ODU4 is then mapped into onto the MEDIA via an OTSi. For this case, it is assumed that there is only one OTSi required to carry the ODU4 and that the ODU4 fully occupies the OTSi. It is also assumed that this OTSi is the only one carried by the media channel.

The details of the media mappings and overhead are covered by Appendix VII. The figure in this appendix only shows a simplified summary of the media layering.

The figure follows the usual convention (see clause 5) shows LTPs (green/purple boxes) and LP instance (dashed lines in the green/purple boxes). The figure highlights all levels of adaptation that are identified in the corresponding ITU-T Recommendations (see References in clause 2).
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Figure VIII.1-1 – Basic OTN device example showing STM-16 tributary and line

In this and the following figures, the cardinality between the client and server is shown as m/n e.g., ODU1 / ODU2 is 1 / 4.

A simplified representation is shown in Figure VIII.1-2. This simplified form has been used in the examples. In the simplified representation the ODTUG and the OPU have been absorbed in the ODU client-side adapter and the OTU has been absorbed in the ODU termination since they always have a 1:1 relationship.
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Figure VIII.1-2 – Basic OTN device example showing compact representation
of a STM-16 tributary and OTN line

Figure VIII.1-3 shows a device that supports the STM-16 to OTU4 mapping shown above. The device has four tributary slots (only one is equipped). The equipped tributary card supports four ODU1 capacity ports that map each STM16 into an ODU1. One of the ODU1s is connected to the left Line Card where it is then multiplexed into an ODU2, as ODU1 #1. The ODU2 is multiplexed into an ODU4, as ODU2 #1. The ODU4 is carried directly by a single OTSi that is the only one using the MEDIA at this point.

In addition, an ODU1, is connected between the right and left Line Cards. The ODU1 is #4 in ODU2 #1 on both sides164.
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Figure VIII.1-3 – Basic OTN device supporting STM 16 tributary ports

VIII.2 Circuit layer examples

VIII.2.1 Single layer examples

Figure VIII.2-1 shows multiplexing of ODU2 into ODU4.
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Figure VIII.2-1 – ODU4 server with ODU2 clients

Figure VIII.2-2 shows an ODU4 supporting both ODU0 and ODU2 clients at the same time.
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Figure VIII.2-2 – ODU4 server with both ODU0 and ODU2 clients

Figure VIII.2-3 shows the mapping of a 100GE client into an ODU4.
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Figure VIII.2-3 – ODU4 server with 100GE client (direct mapping)

VIII.2.2 Multi-layer examples

Figure VIII.2-4, shows the multiplexing of ODU2 into ODU4. Then the ODU4 is mapped into an OTU4.
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Figure VIII.2-4 – OTU4 server with ODU4 client with ODU2 clients

Figure VIII.2-5, shows an Ethernet client GFP-F mapped into an ODUFlex which is multiplexed into an ODU4.

[image: Image]

Figure VIII.2-5 – ODU4 server with ODUFlex client with a GFP-F mapped Ethernet client

Figure VIII.2-6 shows an ODU4 server with both ODU2 and ODUFlex clients.
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Figure VIII.2-6 – ODU4 server with both ODU2 and ODUFlex clients


Appendix IX

Packet switched (L2 and L3) examples

(This appendix does not form an integral part of this Recommendation.)

The content of this appendix is for further study.


Appendix X

Control and signalling examples

(This appendix does not form an integral part of this Recommendation.)

The content of this appendix is for further study.


Appendix XI

Timing and synchronization examples

(This appendix does not form an integral part of this Recommendation.)

This appendix provides a description of time and frequency synchronization in a telecommunication network and provides examples of the use of the CIM abstractions to model these synchronization functions.

The examples in this appendix extend the simple examples given in Annex K.

XI.1 Network synchronization overview

Figure XI.1-1 shows an example of a (simple) synchronization network.
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Figure XI.1-1 – Example synchronization distribution network

From a management perspective, the master clock can be represented by an instance of the clock and the node containing a network equipment clock can be represented by instances of Processing Construct (PC), that encompass LTP, FD and clock, with links to interconnect the nodes. Typically, only a subset of the links in a network are enabled, by management/control actions, to support the transfer timing information. Two types of information may be carried over these links: The timing information (frequency or time stamp) and (optionally) information about the source of the timing information. These links are typically used to carry both timing information and network traffic but some may be dedicated to synchronization. This is illustrated in Figure XI.1-2.
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Figure XI.1-2 – Full timing distribution topology

To ensure the correct operation of the synchronization network, each node will select one of the timing inputs and distribute the resultant timing information. This results in a pruned topology as illustrated in Figure XI.1-3.
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Figure XI.1-3 – Reduced/pruned timing distribution topology

The pruned topology could be defined manually or: By allowing the nodes to be autonomously configured by PTP (using BMCA) or by Sync status messages (SSM) or: by some combination of manual and autonomous configuration. If some degree of autonomous control is permitted, then the selected topology will be updated when a failure occurs. Typically, a network operator would define the set of inputs that are used in the autonomous selection process and the priority assigned to each of these enabled inputs.

To ensure correct operation of the synchronization network the input used by the network element clocks should, when possible, be derived from the master clock. It is essential that, under fault conditions, the formation of timing loops is prevented.

Standard SSM messages only provide clock quality information which is insufficient to guarantee loop free operation under fault conditions so the links that are enabled to support timing information must be selected to avoid timing loops.

The PTP protocol provides both clock quality information and additional information about the clock source including its identity and domain membership. This allows the BCMA to select the best quality input, from those clocks within the timing domain, and avoid timing loops.

The simple network example shows a single master clock, however, in a typical synchronization network additional (secondary) master clocks are present.

XI.2 Processing of timing information in a node

To fully describe and manage the synchronization aspects of a node the PC describe above must be expanded to expose the internal details. This expansion, for a PTP clock, is shown in Figure XI.2-1.
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Figure XI.2-1 – PTP node expansion

The termination of the trails carrying the timing information is represented with an LTP with the appropriate layer protocol(s). The extraction of the components of the timing information (time stamp and timing source information) is represented by a LTP with a layer protocol of synchronization (Sync LTP). The time stamp is forwarded to a FC, this FC has m inputs and one output. The timing source information is forwarded to a Configuration and switch controller (C&SC). The Sync LTP and the relationship to the FC and C&SC is only present for those inputs that have been enabled to support synchronization. The management/control system also assigns a selection priority to each input. The C&SC uses the timing source information together with the locally configured priority and any local commands to configure the FC to forward the time stamp from the selected input to the clock. If none of the inputs are selected the clock enters hold-over or free-run mode. The clock is an analog device that essentially integrates the time stamps and produces a smoothed output time stamp. The output time stamp is forwarded to all of the Sync LTP that have been enabled to support timing information. The clock source/quality information is also forwarded to these sync LTP. The C&SC informs the sync LTPs which input has been selected and the Sync LTPs modify the clock source/quality information.

The same abstraction, with the appropriate parameters, can be used for frequency synchronization.

Typically, a node will support redundant clocks. This is illustrated in Figure XI.2-2.
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Figure XI.2-2 – Node with redundant clocks

Both clocks receive the same time stamp input, one is selected as the master and provides a phase alignment signal to the slave. The FC protection selects the master clock and forwards the time stamp to the enabled sync LTPs. The clock source/quality information is also forwarded to these sync LTP by the FC protection. The master can be selected either automatically based on the status of the clocks, or by a local management inputs.

XI.2.1 Refactoring the synch model

If visibility of the operation of the node is not required the sync model can be refactored into a Processing Construct that encompasses the Sync LTPs, FC-selector, C&SC, clock and FC protection. This is illustrated in Figure XI.2-3.
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Figure XI.2-3 – Node represented by a processing construct

In this case the Sync LTP attributes are reported against ports on the PC and the parameters of the clock are reported against the PC.

XI.3 Synchronization model attributes

The attributes provided in this section165 support frequency synchronization using SSM and time synchronization using the Telecom profile of [b-IEEE 1588]. These parameters need to be validated by ITU-T (ITU-T Study Group 15, Q13/15 and Q14/15).

XI.3.1 Existing NE object








	Attribute name

	Description

	Type




	Sync_Support_freq

	Indicate whether the NE has the capability to support frequency synchronization.

	Enumeration – Read only:

[ITU-T G.813]; [ITU-T G.812], etc.




	Freq Sync support enabled

	Allows the frequency sync functions to be deactivated

	Boolean – Read/Write:

Default: enabled




	Sync_Support_time

	Indicate whether the NE has the capability to support time synchronization.

	Enumeration – Read only:

Boundary clock (BC); Transparent clock (TC), etc.




	Time Sync support enabled

	Allows the time sync functions to be deactivated

	Boolean – Read/Write:

Default: enabled





XI.3.2 Clock

XI.3.2.1 Frequency sync (SSM) pac








	Attribute name

	Description

	Type




	system clock ID

	The ID of the SyncClock_Frequency object.

	Object ID

frequ and PTP could use a common attribute definition

Object ID – read only




	associated node ID

	The SyncClock_Frequency object is associated with the NE of this node ID.

	Object ID

frequ and PTP could use a common attribute definition

Object ID – read only




	run-mode

	The run-mode of the frequency system clock, such as freerun, locked, and holdover.

	Enumeration – Read only;

Freerun; locked; holdover

frequ and PTP could use a common attribute definition

Enumeration – read only




	internal clock SSM

	The SSM quality level of internal clock of the NE.

	Enumeration – Read only

[ITU-T G.813]; [ITU-T G.812]; ???

frequ and PTP could use a common attribute definition

Enumeration – read only





XI.3.2.2 Time Sync (PTP) pac








	Attribute name

	Description

	Type




	PTP system clock ID

	The ID of the SyncClock_Time object.

	Object ID

frequ and PTP could use a common attribute definition

Object ID – read only




	associated node ID

	The SyncClock_Time object is associated with the NE of this node ID.

	Object ID

frequ and PTP could use a common attribute definition

Object ID – read only




	PTP enable status

	Indicate whether the NE enables PTP function or not.

	Boolean – read/write?

Boolean – read/write




	run-mode

	The run-mode of the PTP system clock, such as tracing and non-tracing.

	Enumeration – Read only:

Freerun; locked; holdover

frequ and PTP could use a common attribute definition

Enumeration – read only




	PTP domain

	The PTP domain number of the NE.

	Integer or string – Read/write?

Integer – read/write




	PTP device-type

	Three PTP device types are included: boundary clock (BC), transparent clock (TC), and ordinary clock (OC).

	Enumeration – Read only

boundary clock (BC), transparent clock (TC), and ordinary clock (OC).

frequ and PTP could use a common attribute definition with different enumerations

Enumeration – read/write




	PTP slaveonly

	Indicate whether the NE can only be used as PTP slave or not.

	Boolean – Read only?

Boolean – read/write




	PTP source dataset

	The PTP status dataset of current tracing source.

	Ordered list – Read only:

grandmasterIdentity – Object ID – Read only,

parent ID – Object ID – Read only,

priority 1 – Integer – Read only,

priority 2 – Integer – Read only,

clockClass – Integer – Read only,

accuracy – Integer – Read only,

offsetScaledLogVariance – Integer – Read only,

timesource – Enumeration – Read only,

stepsRemoved – Integer – Read only,

currentUtcOffset – Integer – Read only,

ptpTimescale – Enumeration – Read only,

timeTraceable – Boolean – Read only,

frequencyTraceable – Boolean – Read only,

[IEEE 1588] protocol version – Integer – Read only,

current absolute time – Integer – Read only.




	PTP default dataset

	The PTP status dataset of internal clock of the NE

	Ordered list – Read/Write:

CLK ID – Object ID – Read/Write,

priority 1 – Integer – Read/Write,

priority 2 – Integer – Read/Write,

clockClass – Integer – Read/Write,

accuracy – Integer – Read/Write,

offsetScaledLogVariance – Integer – Read/Write,

timesource – Integer – Read/Write,

stepsRemoved – Integer – Read/Write,

[IEEE 1588] protocol version – Integer – Read/Write.





XI.3.3 Sync LTP

XI.3.3.1 SSM in band pac

All of the attributes that report/manage SSM quality level can use a common enumeration.








	Attributename

	Description

	Type




	clock port ID

	The ID of the SyncLTP_In_Band_Clock object.

	Object ID – read only




	associated port ID

	The SyncLTP_In_Band_Clock object is associated with the physical port LTP of this port ID.

	Object ID – read only




	SSM output enable status

	Indicate whether to send SSM messages or not.

	Boolean – read/write




	SSM information

	Current input and output SSM quality levels used by the port. The SSM quality level can be set manually or automatically.

	Enumeration – Read/Write

e.g.,: PRC, SSU-A, SSU-B, QL-SEC, DNU, etc.




	SSM mode

	Indicate whether to use manual or automatic input and output SSM quality levels.

	Enumeration – Read/Write:

Manual or Automatic




	SSM configuration

	The input and output SSM quality levels set manually.

	Enumeration – read/write





XI.3.3.2 SSM external clock








	Attribute name

	Description

	Type




	external port ID

	The ID of the SyncLTP_External_Clock object.

	Object ID – read only




	external port enable status

	Indicate whether to enable this external port or not.

	Boolean – read/write




	bits-type

	The type of this port, such as 2048kb/s or 2048kHz.

	Enumeration read only




	SSM sa-bit

	Indicate which sa-bit bits are used for carrying input and output SSM quality levels.

	Enumeration – read/write




	SSM out-threshold

	The external port stops transmitting when the SSM quality level is lower than the threshold.

	Enumeration – read/write




	SSM information

	Current input and output SSM quality levels used by the port. The SSM quality level can be set manually or automatically.

	Enumeration – read only




	SSM mode

	Indicate whether to use manual or automatic input and output SSM quality levels.

	Enumeration– Read/Write:

Manual or Automatic




	SSM configuration

	The input and output SSM quality levels set manually.

	Enumeration – read/write





XI.3.3.3 PTP pac








	Attribute name

	Description

	Type




	PTP port ID

	The ID of the SyncLTP_PTP object.

	Object ID – read only




	associated port ID

	The SyncLTP_PTP object is associated with the physical port LTP of this port ID.

	Object ID – read only




	PTP port enable status

	Indicate whether to enable this PTP port or not.

	Boolean – read/write




	PTP port state

	The current PTP state of the PTP port, such as master, slave, passive, initializing, listening, premaster, uncalibrated, and faulty.

	Enumeration – read only




	PTP asymmetry-correction

	The asymmetry correction value of this PTP port.

	Integer, nano seconds – read/write
same as external time port delay compensation?

Integer – read/write




	PTP clock-step

	Indicate whether one-step or two-step mechanism is adopted.

	Enumeration – read only




	PTP udp-egress configuration

	The configuration of PTP UDP encapsulation, including source IP address, destination IP address and IPv4/IPv6 protocol.

	Ordered list – Read/Write:

source IP address – String – Read/Write,

destination IP address – String – Read/Write,

IPv4/IPv6 protocol – Enumeration – Read/Write.




	PTP mac-egress configuration

	The configuration of PTP MAC encapsulation, including source MAC address, destination MAC address and VLAN configuration.

	Ordered list – Read/Write:

source MAC address – String – Read only,

destination MAC address – String – Read only,

VLAN configuration – String – Read/Write




	PTP announce-interval

	The sending interval of PTP announce message.

	Integer: milli seconds – read/write




	PTP announce receipt-timeout

	It is used for fault detection of PTP announce messages.

	Integer: milli seconds – read/write




	PTP sync-interval

	The sending interval of PTP Sync message.

	Integer: milli seconds – read/write




	PTP min-delayreq-interval

	The sending interval of PTP Delay_req message.

	Integer: milli seconds – read/write





XI.3.3.4 PTP 1PPS + ToD pac








	Attribute name

	Description

	Type




	external port ID

	The ID of the SyncLTP_External_Time object.

	Object ID – read only




	external time port status

	Indicate whether this external time port is used as an input or output port.

	Boolean – read only




	external time port dataset

	The status dataset of this port

	Ordered list – Read/Write:

grandmasterIdentity – Object ID – Read/Write,

priority 1 – Integer – Read/Write,

priority 2 – Integer – Read/Write,

clockClass – Integer – Read/Write,

accuracy – Integer – Read/Write,

 offsetScaledLogVariance – Integer – Read/Write,

timesource – Integer – Read/Write,

stepsRemoved – Integer – Read/Write,

currentUtcOffset – Integer – Read/Write.




	external time port delay compensation

	The delay compensation value of this external port.

	Integer, nano seconds – read/write
Same as PTP asymmetry-correction?

Integer – read/write






Appendix XII

Processing construct examples

(This appendix does not form an integral part of this Recommendation.)

This appendix provides various examples of the use of the ProcessingConstruct model to represent complex functions.

The examples in this document extend the simple examples given in Annex K.

XII.1 General examples

XII.1.1 Types of processing construct

This clause goes through a number of different types of ‘device’ and shows how the ProcessingConstruct concept allows one to represent them all in a consistent way.

XII.1.1.1 Traditional ‘Device’166

The simplest common case is where there is a physical unit that is logically a single unit and is managed as a single unit. That is, the physical, logical and management scopes are congruent.

[image: Image]

Figure XII.1-1 – Traditional ‘Device’ representation deconstructed

Because a number of simple devices fit this special case, unfortunately it was used as the general case, which is problematic for the other cases that we will now look at.

XII.1.1.2 Partitioned ‘Device’

For this example, it is assumed that there is a single physical unit that can be logically partitioned and that the management is also partitioned. There may be a number of variations on this theme but only this basic case is covered.

The traditional NetworkElement concept cannot effectively represent this case because it assumes congruence between the physical, logical and management scopes.

[image: Image]

Figure XII.1-2 – Partitioned ‘Device’

We will now look at how to use the ProcessingConstruct and ConstraintDomain classes to model this case.

The first thing to understand is that there will be some constraints related to the physical scope, and a ConstraintDomain instance should be created to support that.

Second, there are also constraints that are related to the partitions, and a ConstraintDomain should be created per partition.

Note that in the example, one of the domains has a larger scope than the others – this will depend on how the partitioning works, and there may be many options – the important thing is to create the CD to match the scopes.

XII.1.1.3 Distributed ‘Device’

For this example, it is assumed that there are many physical units that can be logically aggregated to behave as a single logical unit and that the management is also aggregated. There may be a number of variations on this theme but only the basic case is covered, where there is one central unit and one or more ‘satellite’ units.

Again, the traditional NetworkElement concept cannot effectively represent this case because it assumes congruence between the physical, logical and management scopes.

[image: Image]

Figure XII.1-3 – Distributed ‘Device’ with separate management agents

We will now look at how to use the ProcessingConstruct and ConstraintDomain classes to model this case.

The first thing to understand is that there will be some constraints related to the physical scopes, and ConstraintDomain instances should be created to support that.

Second, there are also constraints that are related to the aggregated functionality, and a ConstraintDomain should be created for the ‘distributed device’.

ProcessingConstructs should be created to map to how the functionality works; some PC may be constrained by the physical scopes and some may span the entire logical device. Partial control plane synchronization technologies167 like ICCP (Inter-Chassis Communication Protocol RFC 7275), vPC (Virtual Port Channel, multi-chassis link aggregation) would be associated with the ‘distributed device’ Constraint Domain. In these cases, there are multiple control planes (where only part of the configuration is synchronized).

In the management plane, there may be some independent device management, or the management may be only at the distributed device level. Lightweight wireless access points that are remotely managed may be an example of the aggregated management case. Aggregating technologies like stacked switches and VSS that merge complete control planes are another example of this case (two peer devices share the one control plane and the one MA).

Shown below is a more complex example where we combine partitioning and aggregation. If you try and draw a ‘NE boundary’ similar to those in Figure XII.1-3, you will quickly find that there is not a sensible answer.
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Figure XII.1-4 – Logically split chassis

The steps to model this are the same as before:

– Create ConstraintDomains to represent the actual constraint scopes.

– Create ProcessingConstructs and assign them to the relevant ConstraintDomains.

XII.1.1.4 Virtual ‘Device’

Here it is assumed that there is a physical host (of some form factor) that is running a virtualization technology (Virtual machine or container) that is running software that provides some managed functionality.
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Figure XII.1-5 – “Virtual” device

We will now look at how to use the ProcessingConstruct and ConstraintDomain classes to model this case.

The first thing to understand is that there will be some constraints related to the physical scope, and a ConstraintDomain instance should be created to support that.

Second, there are also constraints that are related to each VM/container, and a ConstraintDomain should be created for each of these. Note that in this release of the ONF CIM, there is not a software model that would allow to represent the guest and host operating systems or the hypervisor / VMM (virtual machine manager).

XII.1.1.5 Virtual distributed ‘device’

For this example, it is assumed that there are many ‘virtual’ units that can be logically aggregated to behave as a single logical unit and that the management is also aggregated. There may be a number of variations on this theme but only the basic case is covered where there is one central unit and one or more ‘satellite’ units.

As shown in Figure XII.1-6, there is a distributed virtual switch (DVS), where a VM runs a central switch module and remote modules run on other VMs. Note that other complete or partial control plane synchronization technologies168 like stacked switches and VSS, ICCP (Interchassis Communication Protocol RFC 7275), vPC (Virtual port channel, multi-chassis link aggregation) would be associated with a ‘distributed device’ Constraint Domain.
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Figure XII.1-6 – “Virtual” Distributed Device

We will now look at how to use the ProcessingConstruct and ConstraintDomain classes to model this case.

The first thing to understand is that there are some constraints related to the physical host scopes, and ConstraintDomain instances should be created to support that.

Second, there are also constraints that are related to each VM/container, and a ConstraintDomain should be created for each of these. Note that in this release of the ONF CIM, there is not a software model that would allow to represent the guest and host operating systems or the hypervisor/VMM.

Third, there are also constraints that are related to the aggregated functionality, and a ConstraintDomain should be created for the ‘distributed device’.

ProcessingConstructs should be created to map to how the functionality works; some PC may be constrained by the physical scopes and some may span the entire logical device.

In the management plane there may be some independent device management, or the management may be only at the distributed device level.

XII.1.1.6 SDN controller169

Shown in Figure XII.1-7 is a simplified block diagram of a SDN controller.

The SDN controller itself is similar to (the control plane of) a network element, so it is represented using a ConstraintDomain. PeerContext is a generalization of client and server context and because it is a scoping concept, representing it as a ConstraintDomain would be appropriate.

If other scoping concepts such as resource groups are required, then they would also be ConstraintDomains.

Inside the SDN controller will be a number of processing constructs. Similar to our other examples, this could include things like a BGP routing control process, a PTP clock control process or an ERP [ITU-T G.8032] control process. The SDN controller itself is not one massive ProcessingConstruct.
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Figure XII.1-7 – SDN controller

The SDN controller host (physical or VM container) would be represented as shown in the other examples.

Also, the PC/CD model can cope with the SDN controller being centralized or distributed, as shown in the other examples.

XII.1.1.7 Other ‘devices’

The previous examples show a number of basic ways that functionality can be related to the underlying hardware and to the management plane.

There may be other real world cases (that are probably hybrids of these fundamental cases), but the important thing is that the decoupled model design allows for many other options.

XII.1.2 PTP clock example

Figure XII.1-8 is covered at a high level in Annex K, and it is now looked at in more detail.
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Figure XII.1-8 – PTP clock concepts

Given the functional block diagram of Figure XII.1-8, the question is what the resultant model should be.

The UML class diagram below shows a possible solution.

The PTP clock PC function (in the figure above) is in PtpClockFunction class (in Figure XII.1-9) and the attributes of the PcPort (shown as “In” and “Out” in the figure above) are in PtpClockPort (in the figure below).

The PTP protocol also has a domain concept, where clock domains form separate topologies (clocks only peer when the domain matches). A ConstraintDomain can be used to show this network level constraint (PtpClockDomain below).

[image: Image]

Figure XII.1-9 – PTP model sketch

XII.1.3 ERPS ITU-T G.8032 example

Figure XII.1-10 is covered at a high level in Annex K, and it is now looked at in more detail.
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Figure XII.1-10 – ERP ITU-T G.8032 concept example

Given the functional block diagram of Figure XII.1-10, the question is what the resultant model should be.

The UML class diagram below shows a possible solution.

ErpNodeCd is a ConstraintDomain that can be used to group all of the ERP rings in the device (shown as ERP Node X in the figure above). It can also be used to hold any ‘device level ERP global attributes’.

ErpRingNode is a ConstraintDomain representing the part of the ring in the ‘device’ (shown as ERP Node X Ring Y in the figure above) and has the related Po and P1 port configuration attached.

ErpInstanceNode is the ProcessingConstruct representing the instance of the ring on the ‘device’ (shown as ERP Node X Ring Y Instance Z in the figure above)170 and has its related port configurations.

An ErpRingNode can contain many ErpInstanceNodes.

As discussed in the main document, the network level scopes of ErpRing and ErpRingInstance can be represented using ConstraintDomain and the relevant PC related to these CD.
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Figure XII.1-11 – ERP model sketch


Appendix XIII

Specification examples

(This appendix does not form an integral part of this Recommendation.)

This appendix provides various examples of the use of the CIM specification model to express constraints in various real contexts.

The examples in this appendix are built from descriptions in earlier referenced works.

XIII.1 General examples

XIII.1.1 The FD and FC Spec

This clause focusses on the use of the FD spec to state restrictions in a network or NE/device wrt creation of FCs. The FD spec is used in conjunction with the FC spec for this purpose. A “fabricated example” NE/device is used where the rules and restrictions do not represent any particular device/NE type known. It is likely that those familiar with various devices from various vendors will be able to recognize where rules of the sort described could be used.

XIII.1.1.1 A basic NE/device example

XIII.1.1.1.1 FC spec used for the basic NE/device

Figure XIII.1-1 provides an FC spec for a NE/device.
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Figure XIII.1-1 – FC spec for unprotected FC

XIII.1.1.1.2 The NE rules

The NE has the following characteristics:

– The NE supports bidirectional “Point-To-Point” FCs (specs shown below) with “traditional” restrictions described below.

• All ports on the NE are multi-channel.

– The NE has 4 card types

• Type 1 which has a single port which does not allow connectivity between channels on the port.

• Type 2 which has 8 ports that cannot do any port to port connectivity within the card.

• Type 3 which has 8 ports that can do arbitrary port to port within the card including from a channel within a port to another channel within the same port.

• Type 4 which has 8 ports that can do arbitrary port to port but cannot do connect two channels in the same port.

– A port on a Type 1 card can connect to a port on

• Another card of Type 1 on a same channel basis (or no vid swapping, etc.).

• A Type 2/3/4 card with no channel restriction.

– There is a backplane capacity limit between trib and Line port cards of one Line port capacity

• A traditional NE might call the port on the Type 1 card a Line port and a port on the Type 2/3/4 card a trib port.

XIII.1.1.1.3 Representing the NE restrictions

The NE can be represented using FD rules as set out in Figure XIII.1-2.
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Figure XIII.1-2 – FD spec for a “fabricated” NE/device type

From the figure it can be seen, for example, that:

– Any “channel” on a port on an instance of card type 3 (in slot 3 and slot 6) can connect to any “channel” on any port (including the same port) on the same card instance.

– A “channel” on the port of the instance of card type 1 in slot 1 can connect to the same “channel” on the port of the instance of card type 1 in slot 2.

– Any “channel” on the port on an instance of card type 3 (in slot 3) can connect to any “channel” on any port on the same card instance.

– Any “channel” on a port on an instance of card type 4 (in slot 5) can connect to any “channel” on any port (but excluding the same port) on the same card instance.

– There is a capacity limit between the ports on the left and the ports on the right such that FC can be constructed between those ports until the capacity is reached.

The above rules are encoded in data following the model shown in the figure and discussed in more detail in Annex G. Instances of class of the model can be arranged to show the restrictions of a device or a network. If there are many instances of device with the same restrictions the same instances of rules can be used.

XIII.1.1.2 Enhancements to the basic NE

In Figure XIII.1-3 the device discussed above is enhanced such that it is possible to set up FCs between ports in slot 4 and ports in slot 5 on a same “channel” basis.

[image: Image]

Figure XIII.1-3 – Simple FD Spec showing further overlay of rules

– As before the NE supports “Point-To-Point” FCs with traditional restrictions.

– The NE also supports “Protected” FCs with similar (related) restrictions

• A trib port can be protected by the Line ports where there is the same channel between Line ports but the trib port may be any channel.

– And the NE supports “Back-To-BackSNCP” FCs

• Two trib ports on any cards can be protected by and can protect two Line ports where there is a same channel rule between Line ports but no channel restriction on the trib ports.

– Finally the NE supports “Root-leaf” FCs

• Where the Line ports are the roots and the tribs the leaves.

• Leaves can be interconnected on some cards.

• Some cards can only support a single leaf.

– With all of the above there is a total backplane capacity limit between Trib and Line port cards of one Line port capacity (x).

XIII.1.1.3 NE supporting more FC types

XIII.1.1.3.1 FC specs for more sophisticated NE example

Figure XIII.1-4 shows FC specs for protected and root/leaf FCs.
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Figure XIII.1-4 – FC spec for protected and root/leaf FCs

XIII.1.1.3.2 Representing the NE restrictions

A device could support the FC types set out above as shown below. As overlaying all the rules would make the figure impossible to read the overlays are set out side by side. The “fabricated” device has a single FD that supports all capabilities set out in Figure XIII.1-5.
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Figure XIII.1-5 – Simple FD Spec showing additional capabilities

XIII.1.1.4 Alternative representations of the same capability

The rule system allows various representations of the same capability. It is not intended that the patterns of rules be standardized. It is expected that the rules will be interpreted and hence as long as the rules conform to the rule model then an interpreter should be able to follow them. Some rule combinations will be more efficient than others at stating the viability of a particular FC. It is up to the coder of the rules to choose the rule form.
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Figure XIII.1-6 – Simple FD Spec showing additional capabilities

It should be noted that the rule system can be used to create a connectivity/connectability matrix if every channel of every port has a dedicated rule statement to every channel of every other port in the device. Clearly this yields an extremely verbose solution where the construction of the rule structure would be particularly prone to error. Unless the forwarding restrictions of the device/network are extremely complicate and are not patterned it is recommended that a connectivity/connectability matrix approach is not used.

XIII.1.1.5 FD rule precedence

The overlaid FDs interact both at an FD level and at a rule level

XIII.1.1.5.1 Rule FD precedence

Overlaid FDs interact such that:

– An FD with no rule FDs has no restrictions and is essentially May/Any.

– LTPs in an FD that are also in a rule FD contained in the FD

• Abide by the rules of the rule FD.

• Are interconnectable to any LTP in the FD not in any contained rule FDs on a May/Any basis.

– An FD that has no rule FDs but that is contained in an FD with contained rule FDs is essentially May/Any but FCs will be indirectly restricted by the superior FD rules

• It is expected that in any view the rule FDs will be at the lowest levels of decomposition.

XIII.1.1.5.2 Rule precedence

Rules interact such that:

– Priority n rules override priority n+1 rules.

– Within a priority the rules override as follows (lower number overrides higher number)

1. Not (MUST_NOT_CONNECT)

2. Must (MUST_CONNNECT)

3. May (MAY_CONNECT)

4. Null (NULL_FORWARDING_RULE (default))

○ Which overrides nothing regardless of the override priority.

– Within a rule the flexibility rules override as follow:

1. Any

2. Same X

3. Same X and Same Y rule will form an intersection such that both need to be met.

XIII.1.2 Applying rules

This section explores, via some abstract examples, the application of specifications to instances of classes.

XIII.1.2.1 Basic application of specs to a class and instances

Figure XIII.1-7 shows the basic use of a spec, via an example, where each instance references both the class, X (by definition), and a schema defined by one or more other classes P, Q or R. The instance gains the attributes of the Class X and the relevant spec classes (in the case of Instance X.1 the attributes are acquired from spec P (i.e., attribute P)). Class X indicates in its definition that instances of it will reference one or more specs. Each spec indicates the classes that it can apply to and in this case P, Q and R can all apply to Class X. Clearly there will be other classes in the model that P does not apply, there may be other classes that P does apply to and there may be other specs that do not apply to Class X.
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Figure XIII.1-7 – Basic spec application

XIII.1.2.2 Spec with outgoing pointer

Figure XIII.1-8 builds on the figure in the previous clause and adds a simple reference from a spec class to a class, Class Y (assumed for this example to be in the same model as class X). There is nothing special about the relationship from P to Class Y. The instance of X that reference spec class P acquire the attribute pointer to Class Y and hence can reference an instance of Y. In the example shown below the Instance X.1 reference Instance Y.6 via the attribute acquired from spec class P.

As Instance X.2 refers to a spec class R that does not refer to Class Y, Instance X.2 cannot reference an instance of Class Y. So Instance X.2 references Instance Y.9 is not allowed.
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Figure XIII.1-8 – Outgoing pointer from spec

XIII.1.2.3 Spec with outgoing pointer from spec to spec

A spec can be composed of other specs. Figure XIII.1-9 shows how a spec class J is a composed part of spec class P. In the example, Instance X.1 refers to spec class P and hence acquires the attributes of P but it also acquires the composed part Jx which is locally identified in Instance X.1 where Jx conforms to the spec class J. J may be used in the specs of many classes in the model.
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Figure XIII.1-9 – Outgoing pointer from spec to spec

XIII.1.2.4 Incoming pointer to spec

The previous cases were somewhat normal in form. The case described here is more complex. An instance of Class Y can have an association to an instance of Class X only where the instance of Class X references spec class P.

Class Y has a normal association to Class X but the association end attribute has a constraint that references spec class P. As Instance X.2 does not reference spec class P, Instance Y.6 is not allowed to reference Instance X.2 (note that in the diagram Instance Y.6 is shown twice).
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Figure XIII.1-10 – Incoming pointer to spec

In Figure XIII.1-11, Class Y simply has a constraint list entry of spec class P. The specific mechanism is that Class Y has an association to spec class P. In the instantiation of Class Y the association is transformed to an attribute of an unspecified class that takes that can reference any Instance.

The only instances that are allowed to be referenced are those that reference spec class P. In this case Instance X.1 references spec class P and so can be referenced by Instance Y.6 but Instance X.2 does not reference spec class P and so cannot be referenced by Instance Y.6 (note that in the diagram Instance Y.6 is shown twice).

In this form, unlike the previous form, any class that spec class P references can have instances that can be referenced by Instances of Class Y (i.e., not just instances of Class X).
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Figure XIII.1-11 – Incoming pointer to spec – sparse form

XIII.1.2.5 Outgoing pointer from spec to spec

In this case, it is necessary for some but not all cases of one class (in this example Class X) to be allowed to relate to some but not all cases of another class (in this example Class Y). To achieve this, a spec class, P, that specifies Class X references a spec class, F, that specifies Class Y.

In the instantiation, just as in the previous case, the association end attribute is of unspecified class. So, whilst the association end attribute in spec class P is specific to spec class F, the attribute in Instance X.4 is unspecialized, i.e., can reference an instance of any class.
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Figure XIII.1-12 – Outgoing pointer from spec to spec

XIII.1.2.6 Incoming pointer from spec extension to spec

In some cases, a spec class may be extended after it has been defined (i.e., independently of its construction) without changing the spec class. The extension is composition but the spec class to be extended does not carry the attribute reference. The extension provides a reference that is essentially reverse navigable.

In the example an Instance X.1 references spec class P and acquires those attributes, it also has a composition navigable from Instance X.1 to local Instance Jx, where Instance Jx reference spec class J. This is valid against the specs due to the reverse navigable composition.
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Figure XIII.1-13 – Incoming pointer from spec extension to spec

Figure XIII.1-14 provides a sketch of the realization of an instance of X. The “Instantiation Policy” guides the “Instantiation Engine” to extend instances of Class X that are specified by spec class P with spec class J. If, as is probably normally the case, all instances of Class X that are specified by spec class P should also be extend by spec class J, then the policy can be automatically constructed by exploring the spec repository for all spec that have appropriate references to spec class P and ensuring that the policy includes the extension. In this case it is assumed that only spec class J exists as an extension of spec class P.
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Figure XIII.1-14 – Incoming pointer from spec extension to spec with policy

XIII.1.3 LTP spec examples

Examples of LTP/LP spec will be provided in a later release. Work is proceeding on [ONF TAPI] on LTP/LP Specs.


Appendix XIV

Resilience examples

(This appendix does not form an integral part of this Recommendation.)

This appendix provides various examples of the use of the CIM to represent common resilience schemes. This appendix is not exhaustive. The model is built from a several generalized constructs that should readily support many other protection schemes not described here.

The examples in this appendix are built from descriptions in other parts of the Recommendation, especially Annex E171.

The following diagram highlights the symbols used for various classes in the resilience model.
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Figure XIV-1 – Instance diagram key

XIV.1 Linear protection schemes

XIV.1.1 1?1 cases

This clause deals with basic 1+1 and 1:1 cases and shows how they can be represented. The abbreviation 1?1 has been used where the description is common between both 1+1 and 1:1.
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Figure XIV.1-1 – Simple summary example of 1?1 cases (represented via partition)

Figure XIV.1-1 shows a simple summary example of a 1?1 case in a basic network with three NEs. Clearly this can be generalized further to be in a rule form. A specific solution can include zero or more NEs on either path172. The end-end FC is partitioned into subordinate (i.e., is an aggregation of the subordinate parts via FcHasLowerLevelFcs). The scheme may involve signalling.
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Figure XIV.1-2 – Showing detail of a single ended view of 1+1 and 1:1 switches

Figure XIV.1-2 shows a nodal view and highlights ConfiguraionAndSwitchControllers (C&SC) encapsulated in the FcSwitch in some cases and in FC in others. The encapsulation chosen depends upon the scope of control of the C&SC. The encapsulation is via FcSwitchCoordinatedByInternalControl when in the FcSwitch and FcSwitchesInFcCoordinatedBySwitchCoordinator when in the FC.
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Figure XIV.1-3 – Showing an emergent abstract controller in a 1:1 case

Figure XIV.1-3 shows a case of 1:1 independent switching (where the two directions of traffic are switched independently). The figure assumes that there is a distributed control solution (where the C&SCs in the FCs signal each other) and highlights an emergent C&SC which does not actually exist in the real control solution but which can be expressed to collect together parameters that should be set to the same value at both ends. In the network the coordination occurs through peer signalling. Above the network the SDN controller may realize the coordination173.
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Figure XIV.1-4 – Showing a basic route based representation of the 1?1 protection scheme

Figure XIV.1-4 shows an alternative representation of the 1?1 to that shown in Figure XIV.1-1 Simple summary example of 1?1 cases. In the representation above two FcRoutes are used to represent the two alternative flows across the network. It should be noted that the FCs at the ends of each route are associated with the same LTPs and are only not conflicting because of the switches that they encapsulate (which when appropriately coordinated can ensure that only one FC is feeding the LTP at any time). The FcPort that can be switched off, i.e., be open, to ensure conflict can be avoided are depicted in grey (an output FcPort that can be switched off can share an LTP with another similar output FcPort and hence is called a sharing FcPort in this document). The FcSpec would identify the port via the switch configuration definition.

Figure XIV.1-5 shows an alternative, slightly more verbose, representation of the 1?1 protection using two levels of route whether the top level routes have FCs that have the same span and the end-end FC174.

The FCs of the route are contained in the route via the RouteIsDescribedByFc composition association and hence are not members of an FD. The FCs are used to represent flow and are defined in terms of the LTPs they reference in the context of the Route. The FD if visible would still have the FCs as shown in Figure XIV.1-1, Simple summary example of 1?1 cases.
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Figure XIV.1-5 – Showing a two level route based representation of the 1?1 protection scheme

Figure XIV.1-6 shows the preferred route based representation which is a hybrid of the two where the FC of a route is described in terms of FCs via the FcHasLowerLevelFcs such that the lower level (nodal) FCs are in the context of FDs via the FdContainsFcs aggregation (a usual partition).
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Figure XIV.1-6 – Showing the preferred route based representation
of the 1?1 protection scheme

This approach for the 1?1 case, which may involve signalling, with a decomposition then partition is used in following diagrams.

Figure XIV.1-7 shows the ConfigurationAndSwitchController (C&SC) positions and their associations (ControllerGovernsSubordinateController). The figure shows a number of potential emergent controllers as well as some real controllers assuming a distributed control scheme.
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Figure XIV.1-7 – Route based representation of the 1?1 protection scheme showing C&SCs

Figure XIV.1-8 shows a nodal view for one route and highlights ConfiguraionAndSwitchControllers (C&SC) encapsulated in the FcSwitch in some cases and in FC in others. The encapsulation chosen depends upon the scope of control of the C&SC. The encapsulation is via FcSwitchCoordinatedByInternalControl when in the FcSwitch and FcSwitchesInFcCoordinatedBySwitchCoordinator when in the FC.

Some of the diagrams in Figure XIV.1-8 (in dotted red ellipses) use a mixture of output and input switches (designated by “o” and “i” respectively).
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Figure XIV.1-8 – Showing detail of a single ended view of 1+1 and 1:1 switches
in a route context

Figure XIV.1-9 shows the interaction between the C&SCs of the FCs of the two routes. The interaction is via a balanced dual form of the ControllerGovernsController175 association used to indicate a peer relationship. Setting values for one controller will affect the values in the peer.

Rules for the effect need to be stated in the spec. If aspects of the peering can be disabled this would lead to attributes to control those aspects.
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Figure XIV.1-9 – Single ended view of 1:1 switches in a route context
with peer C&SC coordination

Figure XIV.1-10 shows the controller peering between routes (emergent as the scheme is assumed to be a distributed control scheme) and also the emergent control in the end-end FC. It is proposed that the orientation convention is that input switch is preferred when ambiguous.
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Figure XIV.1-10 – Nodal controller peering in a route context

XIV.1.2 1?1 open protection cases

The figures in this clause are similar to those of the previous clause.
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Figure XIV.1-11 – Simple summary example of open 1?1 cases

Figure XIV.1-11 shows a simple summary example of an open 1?1 case (e.g., where only one end of the recovery scheme is within the scope of the SDN controller) in a basic network with three NEs. Clearly this can be generalized further to be in a rule form.
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Figure XIV.1-12 – Showing an emergent abstract controller in an open 1?1

Figure XIV.1-12 shows a case of 1:1 independent switching (where the two directions of traffic are switched independently). The figure assumes that there is a distributed control solution (where the C&SCs in the FCs signal each other) and highlights an emergent C&SC which does not actually exist in the real control solution but which can be expressed to collect together parameters that should be set to the same value at both ends. In the network the coordination occurs through peer signalling where the peer signalling is between C&SCs one of which is outside this view. Above the network the SDN controller may realize the coordination but to do this it will itself need to have communication with network peers (SDN controllers or other management-control entities) that control the off-network end(s) of the protection scheme.
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Figure XIV.1-13 – Simple summary example of open 1?1 cases showing route approach

Figure XIV.1-14 shows the preferred route based representation which is a hybrid of the two where the FC of a route is described in terms of FCs via the FcHasLowerLevelFcs such that the lower level (nodal) FCs are in the context of FDs via the FdContainsFcs aggregation (a usual partition).

Figure XIV.1-14 shows the interaction between the C&SCs of the FCs of the two routes. The interaction is the same as discussed earlier for Figure XIV.1-9, Single ended view of 1:1 switches in a route context with peer C&SC coordination.
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Figure XIV.1-14 – Single ended view of open 1:1 switches in a route context
with peer C&SC coordination

Figure XIV.1-15 shows the controller peering between routes (emergent as the scheme is assumed to be a distributed control scheme) and also the emergent control in the end-end FC.

[image: Image]

Figure XIV.1-15 – Nodal controller peering in a route context

XIV.1.3 1:N Cases

This clause deals with basic 1:N cases and shows how they can be represented.
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Figure XIV.1-16 – Simple summary example of 1:N cases (represented via partition)

Figure XIV.1-16 shows a simple summary example of a 1:N case in a basic network. As shown in the detailed NE view at the bottom of the figure, the scheme provides protection to three traffic signals (1, 2 and 3) and also provides a lower grade path for “Extra Traffic” (E). The traffic signals 1, 2 and 3 normally each use a dedicated “Worker”176 paths (W1-W3 (numbered to match the traffic signal numbers)). The Protection path (P) provides an alternative for any one of the Workers. The “Extra Traffic”, E, uses the protection path, P, when it is not needed to protect any of W1-W3. Clearly this can be generalized further to be in a rule form. A specific solution can include one more traffic paths.

The FC view shows only one of the traffic paths (1) and the “Extra Traffic” (E). The end-end FC representing the traffic path is partitioned into subordinate (i.e., is an aggregation of the subordinate parts via FcHasLowerLevelFcs) as is the “Extra Traffic” path (E). It should be noted that the nodal FC from E to P and the FC from 1 to W1 and P use the same LTP at P. The apparent conflict is resolved by the C&SC (not shown). The scheme will involve signalling.
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Figure XIV.1-17 – Showing detail of a single ended view of 1:N line system

Figure XIV.1-17 shows a nodal view and highlights ConfiguraionAndSwitchControllers (C&SC) encapsulated in the FcSwitch in some cases and in FC in others. The encapsulation chosen depends upon the scope of control of the C&SC. The encapsulation is via FcSwitchCoordinatedByInternalControl when in the FcSwitch and FcSwitchesInFcCoordinatedBySwitchCoordinator when in the FC.

In the case of 1:N with Extra Traffic it is necessary for the switch of the Extra Traffic to be coordinated with the switches for protection of the main traffic (and likewise for the switches of each of the main traffic signals to be coordinated). It is assumed here that there is a real C&SC that carries out that coordination. The C&SCs encapsulated in the FCs/FcSwitches are assumed subordinate and hence the ControllerGovernsController association is one way from the independent C&SC to the C&SCs in the FCs/FcSwitches.
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Figure XIV.1-18 – Showing an emergent abstract controller in a 1:N case

Figure XIV.1-18 shows a case of 1:N independent switching (where the two directions of traffic are switched independently). The figure assumes that there is a distributed control solution (where the C&SCs in the FCs signal each other) and highlights the emergent C&SCs (not all controllers are relevant for control and control may be scattered across the controllers177).

The abstract C&SCs can be expressed to collect together parameters that should be set to the same value at both ends or to some other complementary values for competing switches at the same end. In the network the coordination occurs through peer signalling. Above the network the SDN controller may realize the coordination178.

In Figure XIV.1-17 the extra traffic has been switched off although only one direction of the protection route is being used. It is assumed here that the extra traffic is bidirectional in nature and the loss one direction makes the signal useless (and hence both directions should be switched together.
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Figure XIV.1-19 – Showing route based representation of the 1:N protection scheme

Figure XIV.1-19 shows a fragment of the route based representation. The figure detail only shows one traffic signal to avoid clutter. All traffic signals and the extra traffic are modeled with the same essential form. Extra traffic is shown in the figure below.
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Figure XIV.1-20 – Showing extra traffic in a route based representation
of the 1:N protection scheme

Figure XIV.1-21 shows detail of C&SCs and switches for W1 in the 1:N scheme.
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Figure XIV.1-21 – Showing independent two ended view of W1 route detail
in a 1:N protection scheme

XIV.2 Mesh network cases

XIV.2.1 N:1 with multicast nodal cases

Figure XIV.2-1 shows a fragment of an N:1 network wide scheme. It is assumed in the figure that I1 is an input from a network external to the one depicted and hence I1 is represented in the upper FC.

The scheme depicted is related to distribution unidirectional signal that has multiple resilient sources (from left to right in the figure). There is assumed to be a single network that has essentially one vast network FC representing the points in the network where the signals are originated and are terminated and used, etc. The depiction of the upper FC is intentionally vague as the focus here is not on the representation of termination but solely on the protection scheme. This structure would apply to broadcast TV and to time synchronization. The timing network is represented in detail as described in Annex B and Appendix XI.

Considering the protection scheme:

– There may be many inputs carrying the same signal (or an equivalent).

– There may be many outputs for this signal to be propagated to other places.

– There may be monitoring or use of the signal at any switching point.

– In the case of time synchronization there is some processing of the signal on transit that needs to be represented.

The figure below only shows one node in detail. The small FC taking the inputs I1 to In feeds to a signal processing element represented by an LTP (grey) that then feeds O1 to Om via a single unidirectional multi-cast FC.
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Figure XIV.2-1 – Showing a unidirectional N:1 scheme fragment

XIV.3 Ethernet ring protection [ITU-T G.8032]

XIV.3.1 The protection scheme

The ITU-T G.8032 protection scheme is a network scheme that is built by constructing logical rings that are formed from assemblies of the basic nodal structure shown in Figure XIV.3-1.
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Figure XIV.3-1 – ITU-T G.8032 ring node control and signalling

A logical ring is defined by the flow of signalling messages that control the protected ring. The protected traffic and control messages use the same links between nodes. When traffic frame enters the protected ring it is sent both ways round the ring. Continuous circulation of Ethernet frames within the ring is prevented by blocks in both the control and the traffic forwarding paths at some point in the ring. When a failure occurs these blocks are moved to position over the failure thus maintaining the flow of both traffic and signalling.

The scope of the scheme can be extended beyond the ring by adding sub-rings. The sub-ring is a partial ring from a signalling perspective. When one or more Sub-Rings are present the complete ring is called a major ring. The sub-ring closes protection via the major ring.

The two figures below show a view of ITU-T G.8032 protection highlighting major ring and sub-ring configurations and examples ring behaviour on failure.
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Figure XIV.3-2 – ITU-T G.8032 Rings showing traffic flow under normal 
and failure conditions (1)

Figure XIV.3-2 shows traffic that flows between a node in the major ring and a node in the sub-ring. Figure XIV.3-3 shows how the major ring offers protection to traffic that is between nodes in the sub-ring.
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Figure XIV.3-3 – ITU-T G.8032 rings showing traffic flow under normal 
and failure conditions (2)

In a major ring that has no failure present the traffic block is typically positioned in the same place as the control signalling block (although fundamentally it need not be the case). In a sub-ring only the traffic needs to be blocked. Each active node in a ring has a controller for the ring to ensure the block behaviour. The signalling may transit nodes that are not involved in the scheme so long as the traffic transits the same nodes with no drop opportunity.

The protection scheme supports multiple overlaid logical rings (see Figure XIV.3-13, Two overlaid ITU-T G.8032 major rings). The protection scheme uses reserved MAC addresses for the ring controllers. All controllers on any specific ring have the same (reserved) MAC address. Part of the MAC address is the Ring ID. All controllers for any case of ring ID have the same MAC address and it is this MAC ring that essentially defines the boundary of an individual protection control domain. A single VID can be used to carry signalling (the R-APS VID) for multiple different rings (where each ring has a different ring IDs). Each traffic ring has one of more dedicated VIDs. Multiple traffic VIDs may be controlled by a single protection control domain.

The controller controls a subset of the FCs passing through the NE (see Base Model in Figure XIV.3-9, View of NE actively participating in two rings showing spec and encapsulation). The blocking of the signalling is per MAC address whereas the blocking of traffic is per VID.

Signalling goes both clockwise and anticlockwise. Signalling traffic uses the normal multi-cast drop and continue forwarding behaviour.

In the ring node model shown in Figure XIV.3-4 there is a clear split between VID termination and MAC termination to handle the different multiplicity (one VID and n MAC terminations).

Note that in an implementation the Control functionality may be shared between rings but in the model it is the logical function that is considered and from that perspective the control functions are completely separate/disjoint.
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Figure XIV.3-4 – Basic model for a ring node

The model reflects the following key features

– Propagation of signalling is by drop and continue

• The effect in the Ring is that messages do not terminate and hence there is a signalling block.

– The ring is defined by the RingId in the last byte of the MAC address.

– The signalling FC is at the VID scope and hence it is a filter179 in the LTP not a switch in the FC that does the ring block

• The block on the signalling VID on a per MAC basis.

• Not all rings using the same VID need to be blocked at the same node.

• Not all rings using the same VID need to be co-routed.

– The signalling VID block is constructed by provisioning MAC to propagate (the RingX signalling block is formed by not configuring the MAC address (this is a detail)).

– The signal block and the traffic block are assumed to be at the same node for a ring (this appears to be a minor simplification).

– The traffic block could be represented as as switch in the FC or an attribute in the LTP.

Figure XIV.3-5 shows expanded detail in the LTPs that deals with signalling.
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Figure XIV.3-5 – Detailed node model focusing on signal flow

In Figure XIV.3-5 the FC supports the signalling information flow (i.e., it is no different to the traffic forwarding function).

The Figure XIV.3-5 shows a single C&SC. There would be a C&SC for each ring. The C&SC is a relatively complex function as shown in Figure XIV.3-6 but dealing with the detail in the controller appears not relevant. In a future form that detail could (should) be laid out in a scheme spec (as it is invariant) such that in future a smart controller could interpret failure modes, etc.
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Figure XIV.3-6 – Detailed view of a control function from ITU-T G.8032

There are several different views of the ring control that can be derived from the protection model:

– The raw functionality can be exposed per logical ring node as shown in Figure XIV.3-5, Detailed node model focusing on signal flow

• The C&SCs for all nodes in the ring can be considered as a single emergent C&SC (see Figure XIV.3-12, The basic ITU-T G.8032 ring). This allows “ring wide” parameters to be provisioned across the ring instead of per node.

– The functionality, VID through signalling traffic and all C&SCs related to the signalling VID can be encapsulated in a larger C&SC where that element would represent the control of all rings (see Figure XIV.3-7). This encapsulation obscures some details. For example:

• If there is a ring that simply passes through the node then that Ring ID is not apparent other than via configuration of the C&SC ports.

• Where there is an intermediate NE that does not engage in the protection scheme but does pass the signalling there would be a normal FC such that the representation is not uniform from NE to NE.

– Both the control and the traffic VIDs could be encapsulated in a C&SC

• The model supports this view as any VIDs for the FD can be allocated to the C&SC as the FCs are created. The traffic VIDs are not directly owned by the C&SC other than when the traffic FCs are created.
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Figure XIV.3-7 – Ring node represented by C&SC encapsulations

XIV.3.2 Relevant pieces of the resilience model for ITU-T G.8032

Figure XIV.3-8 highlights the key classes and associations used to represent ITU-T G.8032.
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CoreModel diagram: Resilience-G.8032-Pattern.

Figure XIV.3-8 – Resilience model structure for ITU-T G.8032

XIV.3.3 Using the spec model to explain the alternative raw and encapsulation forms

The ITU-T G.8032 ring is can be defined by a scheme spec. In a full model the scheme spec mechanism would apply as shown below to represent the basic model, an encapsulation form and the relationship between the encapsulation form and the basic model.
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Figure XIV.3-9 – View of NE actively participating in two rings showing spec
 and encapsulation

The “Base model” diagram shows an example layout, in an instance diagram form, of a single ITU-T G.8032 node that is involved in two protected rings (R1 and R2).

The “Base scheme spec sketch…” diagram shows a detailed representation of the nodal aspects of the ITU-T G.8032 protection scheme spec (see Annex G, Core IM Specification, for more details on scheme specs). The elements of the spec are created from the ONF CIM using the “Prune and Refactor” (P&R) approach. This supports the construction of several cases of any class from the model with corresponding associations from the ONF CIM. The spec is augmented with rules that constrain the creation of instances of entities of the scheme so as to abide by the scheme definition. For example, “no more than two ports per ring id” on the signalling FC.

The “C&SC Encapsulated…” diagram shows the results of a second P&R stage where the scheme spec is taken and embedded in a C&SC shell. This intermediate step provides an aspect of the mapping of the raw scheme to the “Abstracted C&SC spec”. As the FCs and LTP cannot be embedded in the C&SC the model is somewhat of a hybrid but it allows the next step of construction.

The “Abstracted C&SC spec” diagram shows the results of a third P&R stage where the properties of the LTPs (including association ends) are merged into the corresponding C&SC ports as are the port properties of the FC and the FC itself (the FC itself has no relevant properties).

In this case the “Base scheme spec…” is further backed up by a more detailed set of specs for the C&SC for ITU-T G.8032. At this point the spec for ITU-T G.8032 is not documented in a machine interpretable form. The longer term intention is that it would be machine interpretable.

As a consequence of the above steps there is a formal path from the “Abstracted C&SC spec” to the definition of the detailed underlying mechanism. As a consequence the representation from an implementation that uses the “Abstract C&SC spec” form can be transformed in a running solution to a view that follows the “Base scheme spec..” using a machine interpretable definition of the transformation.

As the detailed set of specs are moved to machine interpretable forms an advanced controller will have the information to fully interpret the protection scheme and its data.
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Figure XIV.3-10 – Relationship between the two instance views shown via their related spec

Figure XIV.3-10 shows the relationship between instance sketches and the corresponding specs and highlights the relationship between the specs.

The scheme specs and the rigorous relationship between those enable a controller to interpret and expand a compact form. If any other compact forms are chosen they should be rigorously related.

XIV.3.4 Representing the blocksodel to explain the alternative encapsulations functiin
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Figure XIV.3-11 – Applying the “blocks” to the ring

The CascPort supports both the sending of signalling through and/or application of control to the associated LTP and/or the gathering of monitoring information from the associated LTP. The controls can be applied directly to the associated LTP and/or indirectly to an appropriately deterministically related LTP peer or server to the associated LTP as described by the scheme spec and illustrated in Figure XIV.3-11. The same applies to the gathering of monitoring information.

Considering [ITU-T G.8032] protection as an example the control parameter related to the “isRelatedControlFlowDisabled” property of the port applies also to the indirectly related LTP dealing with the control signal and the “isControlledFcPortDisabled” property of the port applies specifically to the port of the controlled FC as explained by the scheme spec.

In addition the scheme spec will indicate whether the actual state of each individual controlled FC can be determined directly from the FC or whether only the aggregate state is available. Clearly the former may cause performance issues in an implementation if hundreds of FCs are controlled and switched together especially if notifications are sent for changes in every one independently.

XIV.3.5 Forming the ring

Figure XIV.3-12 shows an example of the protection scheme where there is only one ring set up (controllers and signalling) and there is no traffic applied to the ring. As noted previously the ring is emergent from the signalling and nodal control arrangement. The ring can be represented by a superior C&SC that groups the nodal C&SCs for the ring.
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Figure XIV.3-12 – The basic ITU-T G.8032 ring

Whilst in this simple case there also appears to be a control forwarding ring formed from the FCs, in more complex cases with various overlaid rings the control FC can become a complex structure where the VID is used by multiple rings that are not co-routed. This is because it is at the MAC level that the ring appears rather than at the VID level.

Figure XIV.3-13 emphasizes the point as it shows two overlaid rings that are not co-routed. The figure could represent a deployment situation where protected private networks are being supported and two customers of the provider have private networks that happen to have some sites in common.

In this case there is no need to pass traffic between the two private networks. If traffic were to need to be passed traffic from the two rings could only be interconnected at one point to prevent loops. In this configuration there would be a single point of failure. To enable protection without a single point of failure an alternative configuration is constructed that uses subrings. Sub-rings are shown in later figures.
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Figure XIV.3-13 – Two overlaid ITU-T G.8032 major rings showing signalling only

As can be seen from the figure the two rings share a single VID for signalling but are not co-routed. Ring 2 simply transits through NE D and NE E (there is no controller present that deals specifically with Ring 2 but the signalling VID is set up to allow Ring 2 MAC to pass).
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Figure XIV.3-14 – Basic ITU-T G.8032 sub-ring

Figure XIV.3-14 shows a sub-ring configuration. As described earlier, the sub-ring closes protection through a major ring (or another sub-ring where the sub-ring configuration is attached to at least one major ring. A major ring may support many sub-rings.

Figure XIV.3-15 shows a major ring with one protected Traffic VID between ports on NE A and NE E. In the figure the block is such that the traffic will flow via D.
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Figure XIV.3-15 – Major ring showing traffic

Figure XIV.3-16 shows a sub-ring and associated a major ring from a signalling perspective. As the figure only shows signalling the two rings appear to have no association.
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Figure XIV.3-16 – Basic ITU-T G.8032 major ring and sub-ring

Figure XIV.3-17 shows a single traffic VID between ports on NE A and NE F. In NE B and NE E there are three-way FCs that provide a broadcast that enables the protection scheme. The figure shows the necessary traffic bocks in NE A and NE F.

[image: Image]

Figure XIV.3-17 – ITU-T G.8032 major ring and sub-ring showing traffic

To reduce the clutter Figure XIV.3-18 shows only the traffic.
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Figure XIV.3-18 – ITU-T G.8032 major ing and sub-ring showing only traffic

In the approach shown in the two figures above the FCs in NE B and NE E are partly controlled by C&SC 1 and partly controlled by C&SC 2. Figure XIV.3-19 shows an alternative layout of traffic where there are dedicated FCs per control domain which are interconnected via a zero length link which is an artificial termination construct that represents the boundary of the control domains.
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Figure XIV.3-19 – ITU-T G.8032 major ring and sub-ring showing traffic
 with zero length link

A zero length link can be added per traffic VID. T

To reduce clutter, Figure XIV.3-20 shows only the traffic.
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Figure XIV.3-20 – ITU-T G.8032 major ring and sub-ring showing only traffic 
with zero length link

The approach using a zero length link adds complexity to the traffic path model but does allow a representation of control isolation.

Figure XIV.3-21 shows arrangements of rings in a mesh network. Each numbered Ring can use the same signalling VID so long as the Ring IDs are different for each Ring at an intersecting Node. In the example if the number is the ring ID then the VID can be the same. If the rings all have the same Ring ID then the number represents the VID.
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Figure XIV.3-21 – ITU-T G.8032 major rings in a mesh

More complex cases including those shown below, although not detailed here, are also covered by the model180.
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Figure XIV.3-22 – MEPs and R-APS insertion [ITU-T G.8032]
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Figure XIV.3-23 – MEPs and R-APS insertion without R-APS virtual channel [ITU-T G.8032]

In Figure XIV.3-23, it is not clear how the two Service_FF blocks are joined. This appears to be FC to FC (achievable with the current model), but there may be more complex behaviour that is implied by the figure. This requires further study.

XIV.4 Other protected ring schemes

This section details some other ring schemes. The following diagram key applies.
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Figure XIV.4-1 – Diagram key

The Figure XIV.4-2 shows the basic network used to explain several ring based resilience schemes showing where a break will occur.
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Figure XIV.4-2 – The network

– The network technology181 is such that there are 8 channels of capacity on each link where four channels are available for traffic and four for protection.

– A single traffic signal could use just a single channel, could use two channels or could use all four channels

• In the two channel case any available channels from the four can be used to make the capacity, i.e., the channels do not need to be adjacent.

• Different channels can be used on different links in the ring.

• Hence blocking is simply on capacity not channel.

– The signals are numbered 1-4 for the single channel signal (B1) and 1-2 for the two channel signal (B2).

XIV.4.1 Network wrapping

XIV.4.1.1 The scheme

Figure XIV.4-3 shows a view of the network wrapping scheme.
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Figure XIV.4-3 – The network showing wrapping

– A signal is passing from port 3 node W to port 3 node Z.

– When a link Y-Z fails the traffic is routed back round the ring from the break on the corresponding protection capacity B2.P1.

– Traffic can be monitored at intermediate points.

– The following figures only show the 2 channel and 4 channel traffic (B2 and B4 respectively)

– To simplify the figures:

• The same channel is maintained throughout the ring for both normal path and protection such that B2.1 must use B2.P1.

• No extra traffic is shown.

– B1.n and B1.Pn is not shown. There is no B1 traffic in the ring.

– Somewhere in the cloud there is a B2.2 service and a B4.1 service that require protection hence in all NEs shown there will be a B2.P2 and B4.P1 opportunity enabled.

• If there was no B2.2 connection anywhere in the ring the B2.P2 would not be required.

• If there was no B4.1 connection anywhere in the ring B4.P1 would not be required.

XIV.4.1.2 The model applied

The following figures show the LTP and FC configurations for nodes in the ring under normal and failure condition.
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Figure XIV.4-4 – Wrapping: NE X and NE Y (no failure in ring)

Figure XIV.4-4 shows the configurations of NE X and Y with the switches set to normal position. There is an actual FC allowing signal to flow between B2.1 on port 1 and B2.1 on port 2. There is potential for Signal to flow between B2.P1 on port 1 and B2.P1 on port 2, etc. and hence potential FCs are shown. Because B2.1 is used on port 1 then B4.1 cannot be used, etc.
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Figure XIV.4-5 – Wrapping: NE Z (no failure in ring)

Figure XIV.4-5 shows the configurations of NE Z with the switches set to normal position. There is an actual FC allowing signal to flow between B2.1 on port 1 and port 3 (in this case B2.1 on port 2 is not used). There is potential for Signal to flow between B2.P1 on port 1 and B2.P1 on port 2, etc. and hence potential FCs are shown.

Note that NE W has essentially the same configuration although port 2 is used for normal signal flow and the protection faces port 1 not port 2.
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Figure XIV.4-6 – Wrapping: NE Y with failure on port 2

Figure XIV.4-6 shows the configurations of NE Y with a failure on port 2 such that the switches on the left have been set to select B2.P1 on port 1. The FC allows signal to flow between B2.1 on port 1 and B2.P1 on port 1 such that the signal is wrapped back to port 1. There is no longer a potential for Signal to flow between B2.P1 on port 1 and B2.P1 on port 2 as B2.P1 on port 1 is now used for protection and hence potential FCs are shown as not usable. Because B2.P1 is used on port 1, B4.P1 cannot be used on port 1 and hence the FC between B4.P1 on port 1 and B4.P1 on port 2 cannot be used. B4.P1 on port 2 could be used but there is no other use shown.
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Figure XIV.4-7 – Wrapping: NE X with failure on NE Y port 2

Figure XIV.4-7 shows the configurations of NE X for the failure on NE Y shown in the previous figure. There is an actual FC allowing signal to flow between B2.1 on port 1 and B2.1 on port 2. There is now also an actual FC shown between B2.P1 on port 1 and B2.P1 on port 2 that carries the protection traffic due to the wrap in NE Y shown in the previous figure. This actual FC is allowed due to the switch positions in the FC between B2.1 on port 1 and B2.1 on port 2 which do NOT select the B2.P1 channels on port 1 and port 2. Because the of the B2.P1 usage on both port 2 and port 2 the B4.P1 FC and LTPs on both port 1 and port 2 cannot be used. The potential FC between B2.P2 on port 1 and B2.P2 on port 2 is still available. The assumption is that somewhere else in the ring B2.P2 is being used (otherwise there would be no need to commit the potential).
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Figure XIV.4-8 – Wrapping: NE Z with failure on NE Y port 2

Figure XIV.4-8 shows the case for NE Z where the port 3 signal is wrapped onto B2.P1 on port 2. The figure does not show a failure on port 1. The assumption here is that the failure is only detected in NE Y. The assumption is that the scheme does bidirectional switching. It is possible that signal can still flow from port 2 on NE Y to port 1 on NE Z but as the protection scheme is bidirectional it switches both directions of traffic and hence the unidirectionally viable link from NE Y to NE Z is not used.

NE W does not need to switch to protect the signal as NE Y and NE Z perform the protection function in this case. In general, for the wrapping scheme, the NEs either side of the failure perform the protection function.

XIV.4.2 Network steering

XIV.4.2.1 The scheme
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Figure XIV.4-9 – Network showing steering

– A signal is passing from port 3 node X to port 3 node Z.

– When a link Y-Z fails the traffic is routed back round the ring from origin on corresponding protection capacity B2.P1.

– Traffic can be monitored at intermediate points.

– The following figures only show the 2 channel and 4 channel traffic (B2 and B4 respectively).

XIV.4.2.2 The model applied

The following figures show the LTP and FC configurations for nodes in the ring under normal and failure condition. The explanations for the figures is similar to that in the previous subsection and hence only differences have been highlighted.
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Figure XIV.4-10 – Steering: NE Z (no failure in ring)

Essentially as for the wrapping case.
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Figure XIV.4-11 – Steering: NE X (no failure in ring)
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Figure XIV.4-12 – Steering: NE Y (no failure in ring)

Note that unlike the wrapping scheme, NE Y has no switching capability enabled, as in this scheme, switching is only performed at the entry points to the ring.
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Figure XIV.4-13 – Steering: NE W (no failure in ring)

NE W does not participate in the main path of the signal.
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Figure XIV.4-14 – Steering: NE Z with failure on NE Y port 2

Figure XIV.4-14 is the same as for the wrapping case because the failure is between NE Y port 2 and NE Z port 1 and NE Z is also the entry point for the signal.
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Figure XIV.4-15 – Steering: NE Y with failure on port 2 (same as no failure)

No change takes place in NE Y when the failure occurs as the responsibility to protect is at the NEs where the signal is applied to the protection scheme. For the wrapping scheme NE Y was involved in the protection.
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Figure XIV.4-16 – Steering: NE X with failure on NE Y port 2

Figure XIV.4-16 shows the switching occurring at the point of entry of the signal to the scheme. There is no failure either side of NE X so in the wrapping scheme NE X would NOT switch.
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Figure XIV.4-17 – Steering: NE W with failure on NE Y port 2

NE W enables signal to pass through supporting the new path resulting from the steering at NE X and NE Z.

XIV.4.3 The model in detail for both steering and wrapping

– Three methods depending upon details of the actual scheme… FCs are:

1. “created” as potential and then activated when protection requires

○ The controller requests that particular FCs are changed from potential to actual (this potentially involves the controller communicating with all NEs when a protection/restoration action is required).

2. not present until protection requires but are known to be potential through a specification

○ The controller coordinates the creation/deletion of FCs based upon the scheme description in the scheme spec. (this potentially involves the controller communicating with all NEs when a protection/restoration action is required).

3. created as actual (rather than potential) with a switch disabling them and are switched on when protection requires

○ The controller requests the change of switch state.

4. The LTPs approach could be the same as the FC approach but there are some hybrids possible

○ The LTPs could be not present even if the FC is until selected by a switch.

– Regardless of the approach from the methods described, use one or more specs to explain what can exist and what needs to be created when to form the correct behaviour:

• The spec can remove the need to report/notify entities

○ A composite notification could be designed to inform of a complex configuration change if defined in a spec.

• Potential LTPs and FCs can be considered as “partially created” in that a query on the live system could return them as instances and when they become active this could be considered as a state change rather than a creation (as the rule is indeed known by the NE)

○ A hybrid (with a switch) of potential+off and actual+on could be considered:

· When an LTP is disabled it is potential and when enabled it is actual.

· When LTPs and FCs are gathered /notified, only enabled FCs and LTPs would 	be reported.

○ States may be:

· Actual

· Potential

· Potential – disallowed.

○ Creation versus state change when spec is provided…

· Seems that much of the CTP/FC would be known from the spec so a simple state 	change is all that is required.

○ Spec could identify group notifications that indicate a change of state of many classes or a batch notification could be provided.

○ Challenges: Potential misalignment between spec and reality.

○ Note that the S&SC is really just a Controller.

The actual state must be available, the question is how much potential should be reported and how much should be in the spec. The feeling at this point is that the potentials should not be reported other than via the spec.


Appendix XV

Application (L4 and above) examples

(This appendix does not form an integral part of this Recommendation.)

The content of this appendix is for further study.


Notes

1 See [b-UUID, 2017].

2 The term data schema is used instead of data model, since the term data model is also used in a wider context.

3 The numbering of the FDs on the figure implies a strict and fixed hierarchy. It should be noted that the association is aggregation and hence the hierarchy can change and an FD may move from being encompassed by one FD to being encompassed by another. Consider the numbering as simply a view of the current structure.

4 The Network Element scope of the direct interface from a SDN controller to a Network Element in the infrastructure layer is similar to the EMS-to-NE management interface defined in the information models [ITU-T G.874.1] (OTN), [ITU-T G.8052] (Ethernet), and [ITU-T G.8152] (MPLS-TP).

5 Intent is an outcome-oriented form of interaction.

6 Again, human language is a good analogy. The grammar remains constant, simple and repeating but the vocabulary is broad and changes/grows often rapidly.

7 Here we will use the term ‘device’ in a loose and undefined manner to aid in the discussion. The term is not defined because it is not important for our discussion, the generally understood concept is sufficient.

8 The information described in this annex can be used, for example, for path computation and to provide views of network capacity/capability with information maintained in a topology database.

9 Note that the name of this association has been changed in this release to emphasise the pattern.

10 The specific transport technology characteristic information (see [ITU-T G.805]).

11 The Network Element scope of the direct interface from a SDN controller to a Network Element in the infrastructure layer is similar to the EMS-to-NE management interface defined in the information models [ITU-T G.874.1] (OTN), [ITU-T G.8052] (Ethernet) and [ITU-T G.8152] (MPLS-TP).

12 The transfer may only account for one form of modulation (e.g., phase information may be lost).

13 The medium in a laser has relatively high impedance to photons compared to glass and to electrons compared to copper but in this case the key is transfer of power/modulation from the electronic to photonic domain. The change of domain happens within the medium.

14 For example, in a higher level control/management system it may be convenient to associate a pair of flexible grid filters that are omni directional as a bidirectional entity where one filter is used for each direction of wave/flow propagation. This would allow a single command to cause the configuration of two FCs.

15 Depending on the application it may not be necessary to use some or any of the analogue characteristics. It is expected that the _Pac approach will be replaced by a Specification approach in the next release and this will provide the necessary flexibility.

16 An indication if the parameter is inherently omni directional (i.e., independent of the direction of signal propagation) or “uni” directional will also be provided in the specification.

17 There is considerable complexity in the characteristics of a medium that has been ignored here especially around the edges filter pass band. The notion of a frequency slot is not fully covered.

18 The FC is also used to represent all parallel channels through the medium.

19 It should be noted that in this and future editions the terms ForwardingDomain (FD) and ForwardingConstruct (FC) are used in place of SubnetworkConnection (SNC) and SubNetwork (SN), respectively (used in the earlier versions of the ONF information model).

20 The work has been liaised by TM Forum and related to [ITU-T G.805].

21 See clause B.2.3.

22 The case where an external modulator is used with the laser or a coherent receiver is used is described in Appendix VII.

23 The measures, etc. for the SINK and CONTRA_DIRECTION_SINK are likely to be the same hence the need to partition the CONTRA_DIRECTION_SINK measure, etc. into a composed part (to avoid name clashes).

24 It may become popular for sync distribution since the differential delay between the directions can be computed very accurately (chromatic dispersion and length).

25 An Entity is represented using a UML class.

26 A Feature of an Entity is represented using a UML class.

27 The term Globally Unique Identifier (GUID) was used in the previous version of the model. The change is in recognition of the more generally applicability of UUID.

28 A named value is simply a tuple with two terms, one being a value and the other being the name of that value. For example, in a street address, a value may be “London” and the name of that value would be “City”.

29 The model also provides ConditionalPackage to supply names and identifiers to _Pac classes, but this is currently experimental.

30 The intention is that only classes from the Core Model are shown in Figure C.1-1. The classes shown are essentially illustrative. There is another figure called “Identifier Detail” in the papyrus UML of the Core Model that captures Core Model inheritance in detail. All classes from all fragments should inherit from GlobalClass, LocalClass or ConditionalPackage. There is no issue with model dependency, as the inheritance association is maintained with the class that is inheriting properties. Although not mandatory, it would seem advisable to maintain a figure per fragment that shows all classes from that fragment and their inheritance.

31 This could be called virtualization BUT all links are essentially virtualized by their very nature (as are FDs, LTPs, etc.).

32 Some associations not related to the focus of this document are omitted.

33 A device is essentially a small network. The network element concept used in previous releases to represent a device has been found to be inadequate and a more general model has been developed. The device model is described in Annex H and Annex K.

34 An off-network link with two LinkPorts does not interconnect any FDs in the view.

35 The assumption is that the LTP can be floating (representing a pool) in the context of a network as a whole (represented by an FD). The LTP has a UUID to allow it to be identified. Under these circumstances, it does not need to be contained in anything (although it is pooled by the FD representing the network). It clearly does need to be accessible via a controller.

36 The numbering on the figure implies a strict and fixed hierarchy. It should be noted that the association is an aggregation and hence the hierarchy can change and an FD may move from being encompassed by one FD to being encompassed by another. Consider the numbering as simply a view of the current structure.

37 Clearly the FD naming in Figure D.2-1 is for ease of reading and does not represent the hierarchy.

38 Work supporting this was coordinated by the TM Forum/*REF REQD?*/.

39 It should be noted that a device/ControlComponent is never within the bounds of an FD. The device is associated with levels in the FD hierarchy.

40 This capability of the LTP is not currently modelled but work is under way to construct an LTP specification model.

41 The terms “physical”, “virtualization” and “virtualized” are used loosely here. The “physical” aspects are shown in the context of LTPs bound to physical but in general this is really the “provider view” and the “virtualized” aspects are really “provider’s client view context” (which is essentially what the provider exposes to the client”.

42 The term “Intent” is being used loosely here.

43 The usage of the term “Service” is intentionally vague here.

44 The choice of term depends upon the terminology context and the usages are not always directly analogous in detail (but at this level of description are sufficient).

45 “A call is an association between two or more users and one or more domains that support an instance of a service through one or more domains.” Based on the definition, the service used here only refers to connectivity service.

46 A Call can have different parameters from an underlying FC (e.g., resilience and quality. A Call in planning stage (e.g., in early stage of lifecycle) may not have a fully defined end point.

47 The layering of the lower LTPs depends upon the variety of accesses and will not be discussed further here.

48 This level may be decomposed into “connection” segments and there may be many recursions of abstraction decomposition.

49 The boundary could be considered as a MEF UNI.

50 For example, in an audio call, a human has a particular round trip delay they can detect (in terms of 10s of ms).

51 Note that the attribute in the model is “Experimental”.

52 The NetworkElement class has been deprecated in this release (see Annex H). The term NE is used in a general sense in this Recommendation.

53 An association to the FcPort was also explored but not added in this release.

54 The LTP association can mean “controls”, “monitors”, “signals via” or some combination of the three.

55 This is true also for the LTP, etc.

56 This is true for all classes in the model as explained in Annex K and Appendix V.

57 Overlay of diagram entities represents an explicit relationship between the entities where the inferior entity is shown to the front.

58 A Trail is a forwarding relationship between Access Points (as per [ITU-T G.805]. In the ONF CIM it is represented by a ForwardingConstruct.

59 The FC may only exist in the context of the route and have a lifecycle dependent upon the existence of the route or may exist in several routes.

60 It can be argued that the route should always minimally in terms of abstract FCs in either a Link or FD context so that properties such as bandwidth commitment, etc. can be recorded. This will be explored further in subsequent releases to help normalize route expression.

61 This is a typical case for ASON restoration where signalling is used to trigger distributed control components to activate the standby path.

62 Clearly this is only applicable to some network technologies.

63 In many cases it is not possible/allowed to represent full server details, hence an abstraction would be used.

64 This is an illustrative FcSpecName.

65 The intention in the long term is to unify these two currently distinct considerations under a single architecture.

66 The protection model has only had very limited development so far and the model is clumsy in this area.

67 Intent is an outcome-oriented form of interaction.

68 Pruning and Refactoring is experimental at this stage.

69 Other than those that are always hidden dues to the lack of formal specification of telecommunication protocols and measures, etc.

70 Actually, there is always a complex derivation back to fundamental semantics and true automation (where machines close the control loops) will require derivation from fundamental semantics. For a machine to “understand” a property it needs to have meaning in terms of more fundamental semantics (recursively). A property without meaning is of no value (clearly a messenger may pass on a property that has no meaning to it but that has meaning to the eventual recipient).

71 As noted, there is a complete lack of formal specification of telecommunication protocols and measures such that there are no deep models to trace to recursively. It is hoped that as a side effect of this mechanism more formal machine interpretable definitions of protocols and systems will emerge.

72 A spec is made of classes in a model and any class, structure of classes can have a spec.

73 To enable appropriate solution agility it is wise to not code specific structure but instead to focus on coding time-invariant patterns that can then be decorate and constrained.

74 As a consequence, all aspects of the outcome are stated via attributes. Even where there is a fleeting transient state requested, this is expressed in terms of attributes.

75 The controller is also represented as an entity that itself can be controlled (see Annex H).

76 https://en.wikipedia.org/wiki/Specification_pattern

77 This relates to usage of profiles and templates, etc. The specific structures used here are applied such that the structures and values in the spec are unchanging. This is not intended to be used as a common point for configuration change.

78 It appears that raw UML does not directly support any augmentation via extension schema mechanisms.

79 This is described in detail in clause G.2.2.

80 Some use is still made of conditional composition, but it is expected that the specification approach will be used to drive all conditional content.

81 It is also intended that the specification mechanism be capable of modulating core attributes and structure. This will also be indicated via stereotypes.

82 The model entities will also provide data and stereotypes, etc. to drive the operations content. This will be developed at a later stage.

83 It is expected that this specific sub-structuring will become part of the LP model itself.

84 Much structuring in the models examined was bundling of attributes rather than dependency graph or flow semantic based structuring. This does not allow for enhanced model interpretation over and above that which can be achieved from the attribute alone. Work is progressing slowly on dependency graph (and flow semantic) modelling.

85 Note that the Switched Unidirectional Flow is essentially a degenerate FC. Hence there is an opportunity to converge the FC and FcSpec models.

86 It has been recognized that there should be scheme specifications to deal with protection constraints on protection structures and that these should use the techniques set out in this Recommendation. This is for future development.

87 As the static aspects are carried by the spec, representation in each instance of the class would be unnecessary replication.

88 While OpenFlow can provide flow only rules, it tends to be used in what is a hybrid mode from the IM perspective where definition of flow and termination is provided in single rule statements. The FC spec model only provides part of the mapping and the LTP spec model needs to be used in conjunction with the FC spec model to provide a full definition.

89 Ideally the Prune and Refactor tooling would be used for this. The tooling is in development.

90 The Prune and Refactor tooling will provide some updates, but at the time of publication of this Recommendation the tooling is relatively immature.

91 May want to find a way to indicate that some trial and error expected.

92 The FD/Link does not decompose into subordinate parts for the purposes of creation of FCs.

93 An explicit class may be developed for LtpGroup rules although other insights suggest that this would not be the right direction.

94 Where the server LTP is represented at the boundary of the FD (see Annex D).

95 Any property of the layer protocol could be required to be preserved, channel is just an example.

96 There may be many schema repositories (one per vendor), etc.

97 The network element scope of the direct interface from a SDN controller to a network element in the infrastructure layer is similar to the EMS-to-NE management interface defined in the information models [ITU-T G.874.1] (OTN), [ITU-T G.8052] (Ethernet), and draft [ITU-T G.8152] (MPLS-TP).

98 The model does not provide explicit representations for such ControlComponents. The generalized ControlComponent class should be used decorated appropriately.

99 ControlComponent could perhaps be better named ControlConstruct to improve consistency with the remainder of the model. The name of this class is likely to change in the next release.

100 I.e., there are two distinct usages, the apparent construction as perceived by an external user and the actual construction as perceived by the system presenting the view. _composedPc focusses on actual construction where as _subordinateViewControlComponent focusses on apparent construction.

101 ControlSystemView could perhaps be better named ControlDomain, however the ControlSystemView is as presented over an interface from a particular viewpoint and on that basis the domain of control is almost always broader than the ControlSystemView. In another sense this is the domain of control available to the viewer.

102 The CIM should be used at all levels of view of networking capabilities. Clearly legacy devices will use traditional representation forms.

103 Each ControlComponent instance has a distinct and different UUID but some of the object instances presented in one view may have the same UUID as object instances presented in another view as they are representations of the same thing. For example an LTP instance in one view may have a UUID of 27 and an LTP instance in another view may also be UUID 27.

104 A component provides a façade through which it can be controlled… This essentially provides access to an embedded controller which is at the lowest level of “visible” recursion (degenerates to a transistor gate, etc.).

105 https://definitions.uslegal.com/n/network-element/

106 Also called logical function.

107 The language of exchange is generated by a compiler from the semantic model. Depending upon the sophistication of the environment the compilation may be run-time and dependent upon operational parameters. The same semantics may be encoded in bit form for one exchange and in verbose XML for another exchange. The change in encoding may take place between two operations between the same two control elements.

108 Traditional definition of API.

109 The programmers’ language is generated by a compiler from the semantic model.

110 Increasing consistency of the interface interaction reduces training and broadens the applicability of any particular related software.

111 A good analogy for the sort of structure is human language grammar.

112 Intent is an outcome-oriented form of interaction.

113 As defined in terms of a shared model of semantics.

114 Again, human language is a good analogy. The grammar remains constant, simple and repeating but the vocabulary is broad and changes/grows often rapidly.

115 Here we will use the term ‘device’ in a loose and undefined manner to aid in the discussion. The term is not defined because it is not important for our discussion, the generally understood concept is sufficient.

116 Deprecation of the formal concept and of the corresponding model class.

117 Clearly this is a basic scheme and further work is required in this area. It is likely that a level of sophistication similar to the FC resilience will be required. In addition there is a need to model load sharing and other analogue relationships which has also not been covered.

118 Because of the similarity of functionality between CD and FD it makes sense to review CD and FD in a future release development cycle to determine if there is an opportunity for convergence.

119 This and the reverse association are highlighted in red as the rationale for the associations requires further work.

120 There are two potential issues with this association: (1) navigation direction wrt coupling of model domains (2) essential duplication with PcRealized…association. There are some special subtle challenges highlighted here: (1) at this base level the navigation is strongly the reverse of the PcRealized… association (2) it is strongly compositional unlike PcRealized... This is a case where association navigability, strength and multiplicity vary per case. This area will be addressed in the next release.

121 There may be a need for further associations between FD and CD.

122 There may be a need for further associations between FC and CD.

123 The hypergraph was identified as similar in pattern to the multi-pointed forwarding leading to this rationalization of the model.

124 Essentially this leads to decomposition to a perfect analogue gate. This argument has been cut short. There is a need to introduce a storage element and a consideration of non-linear behaviour, etc.

125 Again the argument has been cut short here. The hypergraph sets out adjacencies, these adjacencies are applied to cases where information is made available at one side of the adjacency for use at the other. The adjacency is not transparent and functions are applied to the information as it transitions the adjacency.

126 Recognizes that management is control and that traditional boundaries drawn between EMS and OSS, etc. are not relevant architectural boundaries. The solution should be described in terms of a recursion of control.

127 This is not simply the composite pattern as rules relate the parts and related their “ports” to the exposed “ports” of the encapsulating entity.

128 UML seems lacking in this area.

129 Generalized variable encapsulation requires further analysis.

130 Modelling the development of Component-System to Transfer-Transform is for further study.

131 It is important to distinguish between the digital layer that transfer information and the media layer that transfers signals (that may carry encoded information). It is possible to consider everything as simply information but there is a significant transition that takes place between the digital layers and the media that is best dealt with at this point by considering media as transferring signal.

132 This is not an ideal term. The provider of the “payload” does not necessarily pay anything directly. The key is that the information of the payload is the thing to be carried and carrying the payload is the purpose of the network and by doing so it supports and achieves the desired outcome of the proximity service. An alternative term is workload.

133 Consider especially an “ultimate payload”, i.e., the information that comes entirely from a source not related to construction of a telecommunication protocol such as a postal address directory).

134 The signal transfer in these cases is at the subatomic level. This is clearly also a femto-scale system but that is not relevant here.

135 Obviously further rationale for this could be set out but that is not relevant to the argument here and so it is assumed to be obvious why this is necessary.

136 The terms forwarding and transfer are synonymous in this context.

137 This will be explored further in later releases.

138 This will be expanded in a later release.

139 See especially Scheme Spec in Annex G.

140 The current drive for SDN and virtualization give us an opportunity though to change the way of operating.

141 Much of what is described in SDN/NFV as control appears already present in networks as Management. SDN/NFV control layer functions are mostly the same as functions in the OSS/NMS.

142 Virtualization is not new but has been ad-hoc. Most of the functions of OSS/BSS environment are necessary even in the most virtualized and automated world.

143 Existing divisions should be ignored so that to allow reconsideration of structure of the solution.

144 Including all problem space semantics. Some aspects of the problem space are covered by other standards activities (the properties of particular transport protocols for example) and, as described, a method for federating activities has been developed so that the work of each body can be applied efficiently and coherently to an implementation.

145 A particular level of encapsulation of semantics is used that has been developed over many years of practical experience. This reduces volume in implementations compared to an atomic form. The model takes full advantage of the patterns of networking such that one small set of entities cover ALL technologies without the need for network technology based subclassing specialization (i.e., the model is network technology agnostic).

146 Each concept is represented once.

147 Tooling is under agile development in the ONF-sponsored Open Source [b-OSSDN-EAGLE] project to ease the Pruning and Refactoring process.

148 The current state of unnecessary variety of terminology that has emerged as a result of the various origins of what is now one piece of work needs to be accommodated. The methodology promotes the reduction of this variety over time (as machines do not benefit from the variety but instead run most efficiently using the patterns).

149 Includes Core Model and profiles.

150 It was concluded that it was not helpful to indicate media change. The key information relates to domain change. In detail, there are at least four media here and probably more. Fiber to p-type to n-type to copper. This complexity does not add value.

151 The structures shown here and throughout this document need to be described in LTP and FC specs (see Annex G). The actual spec forms will be developed in the next release.

152 This model will potentially need enhancement when SD FEC (Soft Decision Forward Error Correction) is included.

153 Network domain channel is used in this Recommendation to define the “end to end” span of potentially mixed media that can carry a signal of a particular domain. For example, it is defined from the point at which electrons are converted to (modulated) photons to the point where the information carried by the photons is converted to electrons. The term Network Media Channel is not used in this document. An NMC is an MC that spans from the output of a laser to the input of a photo diode. It is potentially mixed media. The MCY and MCZ in the diagram are essentially network media channels. This designation is not helpful in understanding the model or the application.

154 See https://en.wikipedia.org/wiki/Wavelength-division_multiplexing

155 Sufficient detail is required in the spec of the amplifier to allow interpretation of the detected conditions. The detail will in part depend upon the FRU structure of the amplifier. The model approach is intended to be suitable for use by the controller that interfaces directly to the optical components, i.e., where there is no lower level controller abstraction and/or analysing/interpreting the detectors.

156 An ME larger than an FRU is not ideal as the FRU is the key granularity for field replacement. If an ME is deemed to have failed all FRUs that it is built from will need to be replaced. The ME appears to not include the control functionality. This is not a useful management/control construct.

157 For normal maintenance physical ports must be visible on the FRUs. The recursive ME not remove the need for full visibility of FRUs.

158 Back to back FCs can be used where there is no exposed physical boundary. An FD or CD will be necessary to bound MEs where the ME boundary is not coincident with a physical port. BUT if not coincident with a physical port it is not clear how the ME can be useful wrt field replace ability. The opaqueness may also make the ME not useful.

159 This appears to be too large a unit for useful management/control.

160 Note that for management purposes some “parasitic” parameters e.g., reverse loss in an isolator may not need to be represented.

161 As noted earlier the NMC is not a useful concept.

162 A media channel has a contiguous spectrum. A media link can represent a set of one or more media channels where the spectrum is not contiguous. An example of this is a media link that represents a chain of c-band and l-band amplifiers. This would have two media channels and the spectrum “between” the c-band and l-band media channels is not supported by a media channel.

163 Further examples will be added that illustrate devices with multiple layers of flexibility.

164 This symmetry may be due to a device limitation or may be coincidental. To determine which the specs for the device could be inspected. See Annex G for details on FD specs.

165 NE sync status has not been fully covered in this release.

166 Here the term ‘device’ is used in a loose and undefined manner to aid in the discussion. The term is not defined because it is not important for the discussion, the generally understood concept is sufficient.

167 http://www.cse.wustl.edu/~jain/cse570-13/ Multi-Tenant Isolation and Network Virtualization in Cloud Data Centers, slide 4.

168 http://www.cse.wustl.edu/~jain/cse570-13/ Multi-Tenant Isolation and Network Virtualization in Cloud Data Centers, slide 4.

169 More detailed examples that show the relationship to the general control model will be added in a later release.

170 ErpInstance is an [ITU-T G.8032] term and should not be confused with model class instances.

171 Many of the examples in this appendix were in Annex E.

172 Note that there is work in progress to develop scheme specs that will provide a rule based view of the scheme.

173 This recognition of levels of control from the most basis local two state switch controller through the various levels shown here and on two ring controllers and the SDN controller peer-hierarchy is a manifestation of and a validation of the concept of the Management-Control Continuum. Representation of the Management-Control Continuum will be further explored in the next release.

174 This pattern of “decomposition” of the FC into two parallel FCs is also used when the FC is representing a Control Plane Call and when there is a need to combine two unidirectional FCs into a bidirectional FC. In these cases the decomposition takes place via the FcHasLowerLevelFcs association and the FCs are members of an FD via the FdContainsFc association.

175 Note that this association is Experimental.

176 The term “Worker” means normal path for particular traffic.

177 At a later point this will be clarified and the C&SCs that are relevant for control will be highlighted. The scheme spec will define which C&SCs are the target for commands, etc.

178 This recognition of levels of control from the most basis local two state switch controller through the various levels shown here and on two ring controllers and the SDN controller peer-hierarchy is a manifestation of and a validation of the concept of the management-control continuum. Representation of the management-control continuum will be further explored in the next release.

179 A filter in the LTP is essentially a switch in an FC encapsulated in the LTP

180 Further work will be carried out in a later release to show these and other more complex cases in detail.

181 This is not a real network technology. It has been contrived to make the case easier to express.
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