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Relationships between the telecommunications community and the Internet community are changing. After several years of vainly trying to ignore the Internet, or hoping that it would go away, Public Telecommunication Operators (PTOs) are now tripping over each other in the race to gain a share of the action. None of them want to miss out on what promises to be the next big thing. But what can the telecommunications community and the Internet community learn from each other?





The Internet phenomenon


The continuing development of the Internet is probably the biggest change to have occurred in the telecommunications industry in recent years. The Internet has increased from around 13 million users worldwide at the start of 1994 to some 50 million at the start of 1996. In the Asia-Pacific region, for instance, there are some 6 million users with the highest densities found in Australia and Singapore (Figure 1). Internet traffic is carried, for the most part, over private lines rather than over the public switched telephone network (PSTN), although a small share of Internet traffic may originate from dial-up services. Internet traffic is largely “new”, in that no equivalent service with such widescale access existed before, but there is inevitably some degree of substitution with existing services, notably with X.25 packet-switched data networks and the PSTN.





Figure 1:  Who is wired in the Asia-Pacific region?


Internet host counts and penetration rates, leading Asia-Pacific economies, July 1996
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Note:	The host-count is based on country-based domain names (e.g. .jp, .hk) and therefore misses those hosts in the region which are registered under three-letter domains (e.g., .com, .edu).


Source:	ITU World Telecommunication Indicators Database, based on Internet host-count supplied by Network Wizards (http://www.nw.com/).





Because of its rapid growth, the public Internet is bursting at the seams. As it has been transformed from a carrier of plain text to a multimedia, multicolour dreamworld, providers of Internet capacity simply haven’t been able to keep up. The World Wide Web is fast becoming the World Wide Wait. By contrast, the international telephone network enjoys a reasonably high degree of service reliability with rapid response times for dialtone. It is optimised for real-time service and carried more than 60 billion minutes of traffic in 1995, at least a hundred times more traffic than the Internet. But the international telephone network has considerable excess capacity. Barely 20 per cent of the fibre optic capacity on trans-Atlantic and trans-Pacific routes is used and that figure is shrinking. There is little likelihood that the growth in international telephone traffic will even begin to fill the new capacity that is now coming on stream. The obvious solution would be for  Internet Access Providers to use some of the excess capacity of the international telephone network. But how could this be done?





Models for financing network growth


The problem lies with the different financing models used for the Internet and the telephone network. The telephone network uses usage-based pricing whereas the Internet relies, for the most part, on flat-rate pricing. On the international telephone network, traffic flows between calling party and receiving party are mirrored by flows of cash (settlement payments made under the international accounting rate system) by which the PTO providing the service compensates the PTO terminating the call. In recent years, these cash payments have grown quite large.





On the Internet, data flows in abundance, but money barely trickles. There are peer-to-peer payments between each link of the Internet, usually based on circuit capacity rather than traffic flows, but no direct payments are made between the calling party and the receiving party. Indeed, such concepts as caller and receiver don’t really hold on the Internet. If you consult a Web server in a foreign country, who is making the call: you or the Web server? You may have initiated the call, but the dominant direction of traffic flow is from the Web server to you. 





A brief review of traffic data illustrates the difference between the two networks. On the Internet, the majority of economies in the Asia-Pacific region import more traffic than they receive (Figure 2). The only two exceptions to this are Taiwan-China and China, which are both net exporters of data, presumably because of linguistic reasons (there are large expatriate Chinese communities living outside these territories). By contrast, for the telephone network, the traffic balance follows a clear split according to level of economic development. The low-income Asia-Pacific economies tend to receive more incoming telephone traffic than they send out whereas the high-income members of the region are net exporters of telephone calls.





On the Internet, traffic balances have little real relevance. That is because there are no financial flows involved between origin and destination country, at least not for the moment. As noted above, traffic balances on the PSTN have direct financial implications, due to the workings of the accounting rate system. This is based on a dual price system for each call whereby the originating carrier charges users one price, known as the collection charge or tariff, but is obliged to pay a second price, known as the accounting rate, to the carrier terminating the call. The accounting rate is negotiated between the originating and terminating carrier and is related, although sometimes very loosely, to the carriers’ end-to-end facilities costs. The originating and terminating carrier usually divide the accounting rate 50/50 to determine the amount paid by the originating carrier to land its traffic; that rate is known as the settlement rate.  





On any given route, one carrier pays settlements to another carrier only to the extent that there is a traffic imbalance—that is, one carrier has terminated a greater volume of telephone minutes than the other carrier.  If traffic is balanced on a particular route, the value of the accounting rate is essentially irrelevant.  However, where traffic is imbalanced, settlement payments can be quite significant, especially for developing countries. In some cases, net inward settlement payments constitute more than half of a PTO’s overall telecommunications revenue. In the Asia-Pacific area, ITU estimates that net gains from settlement payments in 1995 were worth US$ 480 million in China, US$ 254 million in India and US$ 235 million for the Philippines. By contrast, net telephone traffic exporters, such as Japan and Singapore made outpayments of US$ 151 million and US$ 41 million respectively.





Figure 2: Asia-Pacific traffic balances


International traffic balances (outgoing minus incoming) on the Internet, November 1994, and the public switched telephone network, 1995
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Note:	Internet traffic statistics are based on traffic flowing into and out of the NSFNet US backbone in the last month before the transition towards commercial operation (November 1994). Thus it does not count Internet traffic that passes directly between Asia-Pacific economies (a tiny proportion of the total at this date).


Source:	ITU/TeleGeography Inc., “Direction of Traffic, 1996”, Geneva, 200 pp.





The international accounting rate system used for international telecommunication traffic is full of problems. It keeps telephone charges artificially high, it rewards inefficiency, it promotes cartel-like behaviour by PTOs and it institutionalises cross-subsidy. But on the other hand, it is a very good way of recycling cash. It transfers money from traffic surplus countries to traffic deficit countries, from the core of the network to the periphery, and from developed economies to emerging ones. Certainly, a proportion of the settlement payments get diverted away from the telecommunications sector, but at least some of the cash goes to PTOs in developing countries who reinvest it in productive capacity. The accounting rate system sustains “organic” network growth. By contrast, the “sender-keeps-all” pricing methodology used in the Internet works best in the early years of network development (Figure 3). It promotes “spontaneous” growth and entrepreneurship. It may not be optimal for a more mature, commercial network.





Does the Internet need a settlement payment system? 


If settlement payments were applied to the Internet in an unmodified form, those economies which export more traffic than they receive to the rest of the world (such as China and Taiwan-China, but mainly the United States) would be expected to make out-payments to the other countries which are importing their data. But this would be a nonsense because it does not respect the value flow of information. For certain Internet applications (e.g., electronic mail, Internet telephony) the value flow is the same as that of the telephone (i.e., from the call initiator to the call receiver). But for the majority of Internet applications, such as World Wide Web, database access or File Transfer Protocol (FTP), the value flow is the opposite (i.e., to the call initiatior from the remote site). Thus to apply a settlement payment model, it would probably be necessary to apply some sort of distinction between sender-pays traffic and receiver-pays traffic. While the dominant model in telephony is sender-pays, there are instances of receiver-pays networks, such as freephone. Indeed, the early forms of public postal mail service were based on receiver-pays. The difficulty is that a receiver-pays system is vulnerable to misuse, for instance for junk mail.





Figure 3:  The telephone network and the Internet:  What’s the difference?
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Source: ITU/TeleGeography Inc., “Direction of Traffic, 1996”.





The Internet model is founded on the principle of balanced traffic flows: in other words it is assumed that traffic flowing to a network won’t be significantly out of line with traffic flowing out of it. This model of “peer-to-peer” relations is based on trust (that other parties will terminate your traffic) and is resolutely non-commercial. It stems from the academic and military origins of the Internet. As the Internet moves towards a more overtly commercial basis, for instance as it carries more voice traffic and other real-time applications, then it might be necessary to develop a more formal revenue-sharing mechanism for international traffic. But trying to impose an accounting rate system on the Internet could just about kill it. It would probably cost more to implement and maintain a billing system than to deliver the traffic in the first place. 





The imperative requirement is to find some mechanism that will encourage investment in backbone capacity for the Internet. When the NSFNet (National Science Foundation network) provided the main backbone capacity of the Internet, other networks which wanted to connect to it were obliged to support the full costs of the leased line capacity necessary to interconnect. This same model was extended to the international sphere in that foreign countries wishing to interconnect with the US Internet were obliged to pay the full leased line price (i.e., both half-circuits) even though traffic on the connection flowed in both directions. Thus it is sometimes claimed that for sender-pays type traffic (e.g., Internet telephony) users in the United States are being subsidised by the rest of the world. A smaller mirror image of this model is emerging in the Asia-Pacific region whereby new countries wishing to connect to the existing Internet hubs in the region (e.g., in Singapore, Hongkong, Japan and Australia) are obliged to bear the full circuit costs. Thus the current funding model of the Internet works against the goals of balanced development. There are no real financial benefits to backbone capacity providers from this type of model, but at least they are not being obliged to pay for the geographical expansion of the Internet.





Scenarios


The dilemma that Internet planners face is this: it is likely that the Internet will need to develop some form of revenue-sharing mechanism if its exponential growth is to be sustained, but to retrofit such a model to the Internet would be just too terrible to contemplate. No perfect solution is likely to emerge, instead it is possible to envisage a series of different scenarios:





The first scenario is the imminent collapse of the Internet or at least its slowdown to the point at which it is not useful for business and entertainment purposes. While this has been confidently predicted by Internet watchers for many years, it hasn’t yet happened and is unlikely to do so for two reasons: First, too many organisations have too much riding on the success of the Internet; second, the capacity constraints of the Internet will be to some extent self-regulating: if the Internet does slow down, marginal users will be put off and will use some other network instead. 





A second scenario is fragmentation, such that serious Internet users would establish their own parallel Internet intended for closed-user-groups (Intranets) or available only on payment of higher subscription charges, and possibly also some usage charges. This scenario is a logical outcome of the first scenario and is already happening in some parts of the world. The public Internet network may continue as a sort of “cabbage patch” where the weird, the wired and the wonderful will continue to bloom, albeit at low-speed, but most of the serious business will be contracted elsewhere.





A third possibility is that the Internet may, over time, come to resemble the public telephone network in that the funding models of the two networks, described above, will progressively converge. A modified version of the settlements payments systems for revenue-sharing between operators will be adopted on the Internet. At the same time, the public telephone network will increasingly move towards flat-rate tariff structures. This scenario is, in some ways, the most plausible because PTOs are already becoming active as Internet Access Providers (e.g., AT&T, Singapore Telecom) as well as investing in backbone infrastructures and Intranets (e.g., BT/MCI, Sprint). PTOs certainly have the financial resources to fund the development of the Internet and they have plenty of spare capacity in their principal networks that they could sell to themselves at a knockdown price. But some would question whether PTOs have the imagination or the marketing flair to make a success of the Internet.





Finally, there remains the possibility that the Internet will evolve neither as a sender-pays nor a receiver-pays network, but instead would borrow from a third model—broadcast television—and become an advertising-funded network. Advertising and sponsorship are already used to pay for content provision on many sites and it is a relatively simple exercise to extend this model to carriage provision. Indeed, advertising is a particularly appropriate model because it overcomes the problem of micro-payments (e.g., per screen viewed, per packet sent) that would make a conventional billing system impractical, by transforming them into a larger volume-based payment which is relatively simple to administer.





Whichever of these different scenarios—or combinations of them—comes to fruition, it is clear that the short-term future of the Internet remains bright. Yet this may be the core of the problem. Because there is no imminent “crisis” in the funding and growth of the Internet, it is easier to postpone dealing with the underlying problems which threaten its longer-term future. Perhaps the problems discussed in this paper will simply go away? Perhaps pigs will fly? 








� Dr Tim Kelly is Head of Operations Analysis at the International Telecommunication Union, an inter-governmental organisation based in Geneva. The views expressed in this paper are his own and do not necessarily reflect the opinions of the ITU or its membership. A version of this paper was published in Telecommunications Development Asia-Pacific.
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