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	Abstract:
	To ensure that the WHO/ITU FG-AI4H deliverables—a key contribution of our activities—achieve the maximum level of quality and offer value for stakeholders, this document proposes a two-part (internal and external) peer review process.





CONTENTS
		Page

	1	Introduction	3
2	Why do we need a review process for deliverables?	3
3	Who should do the review process?	3
4	What is the workflow for the review process?	3
5	How do we find (and convince) reviewers?	5
6	What does a review entail?	6
7	Responding to reviewers’ comments	8
Annex A: Peer review of the TDDs	9




List of Tables
		Page

	Table A.1 – Checklist for peer review of Topic Description Documents (TDDs)	9




List of Figures
		Page

	Figure 1 – Workflow of the review process.	5






Description for the peer review process for FG-AI4H deliverables
[bookmark: _Toc51924698][bookmark: _Toc52139093]Introduction 
A main goal of the International Telecommunication Union/World Health Organization Focus Group on Artificial Intelligence for Health (FG-AI4H) is to document guidelines for an internationally applicable standardized benchmarking framework for artificial intelligence (AI) in health. The FG-AI4H deliverables are output documents that cover all aspects that should be considered when benchmarking AI in health. Working groups produce deliverables that address all regulatory, ethical, data-specific, and evaluation requirements. The requirements defined by the working groups are subsequently addressed in the deliverables of the topic groups [called topic description documents (TDD)] for specific health use cases (e.g., AI-based image recognition in radiology). To ensure that the deliverables achieve the maximum level of quality and have value for stakeholders, FG-AI4H has established an internal and external peer review process. This document sets out the details for such a peer review process.
[bookmark: _Toc51924699][bookmark: _Toc52139094]Why do we need a review process for deliverables?
Reviews can serve multiple purposes. They can be used: 
· to support authors to produce the highest quality deliverable document by providing critical evaluation and constructive comments;
· to gauge the state of the deliverable (and the maturity of the associated topic group or working group), to generate constructive feedback (particularly at earlier draft stages), and to bring the deliverable closer to the final version (or to provide a confirmation that the final version has been achieved);
· to ensure that each deliverable achieves a consistent level of quality: in technical/scientific terms, in style (format and grammar), in originality (and acknowledgement of previous work), and in completeness;
· to ensure the value of the deliverable (i.e., that it is useful for the target audience); and  
· to foster comparison with other guidelines (e.g., standardized benchmarking frameworks developed for other fields or by other organizations) with a similar scope. 
[bookmark: _Toc51924700][bookmark: _Toc52139095]Who should do the review process?
There should be an internal review process (by at least two FG-AI4H members) followed by an external review process (by at least two non-FG-AI4H members). Depending on the deliverable, the reviewers should cover the range of relevant expertise needed to thoroughly understand and evaluate the content (i.e., medical and artificial intelligence/machine learning content). In some instances, one reviewer may be deemed responsible for the “medical” content and a second reviewer may be deemed responsible for the “artificial intelligence/machine learning content”; in other cases, both reviewers may have sufficient experience in both fields to evaluate both aspects. Relevant expertise can be acquired through a higher education in a relevant field, demonstrable practical experience (e.g., conducting research or development for a university or company) in a relevant field, and a publication record in a relevant field.  For instance,  when seeking reviewers for the TDD on “Malaria Detection,” it would be recommended to select reviewers with relevant expertise in a communications field (e.g., machine learning/artificial intelligence, electrical engineering, and computer vision) and in a relevant medical/health field (e.g., tropical medicine, epidemiology, or public health). It would also be valuable if either (or both) reviewers could provide feedback on ethical or regulatory aspects. If this is not possible, it might be necessary to seek a third (or fourth) reviewer.
[bookmark: _Toc51924701][bookmark: _Toc52139096]What is the workflow for the review process?
The workflow for the review process has multiple steps as shown in Figure 1.
· Submission of a deliverable once the document is deemed ready by the authors. This is accompanied by a list of suggested external reviewers (see details in Section 5).
· Round 1 of the review process is by at least two FG-AI4H members who were not involved in preparation of the deliverable, do not have a conflict of interest, and have sufficient expertise to provide feedback.[footnoteRef:1] Reviewers are given two weeks to complete a review. The review should result in a clear suggestion of acceptance, minor revision, major revision, or rejection; accompanied by overall feedback, section-wise feedback and, for TDDs, a completed checklist. The review is submitted as a report to the Committee of Deliverable Editors.[footnoteRef:2] [1: Selection and assignment of the round 1 reviewers and the criteria used for the review are provided in Section 5.]  [2: A small group of FG-AI4H members (selected by the FG-AI4H chair) with experience in the editorial process and with representation from FG-AI4H leadership, ITU, and WHO. Their names are public and they stay in the Committee for a pre-determined period of time. If the Committee loses a member, a suitable replacement should be found.] 

· Appraisal of the round 1 review is by the Committee of Deliverable Editors. They determine the next steps for the given document: whether the reviews seem reasonable and whether the deliverable should undergo another round 1 review (i.e., if the review resulted in a major revision or rejection) or is approved for the round 2 review (i.e., if the review resulted in a minor revision or acceptance). At this point, the reviews and the decision of the Committee of Deliverable Editors are shared with the authors of the deliverable. If the reviewers indicated that they prefer to remain anonymous, this must be respected. Otherwise, the names of the reviewers are disclosed at this stage.
· Round 2 of the review process is by at least two external experts.[footnoteRef:3] Reviewers are given two weeks to complete a review. The review should result in a clear suggestion of acceptance, minor revision, major revision, or rejection; accompanied by overall feedback, sectionwise feedback and, for TDDs, a completed checklist. The review is submitted as a report to the Committee of Deliverable Editors. [3: Selection and assignment of the round 2 reviewers and the criteria used for the review are provided in Section 5.] 

· Appraisal of the round 2 review is by the Committee of Deliverable Editors. They determine the next steps for the given document: whether the reviews seem reasonable and whether the deliverable should undergo another round 1 review (i.e., if the review resulted in a major revision or rejection), whether the deliverable requires minor modifications but then will be finalized (i.e., if the review resulted in a minor revision), or whether the deliverable is finalized in the current state (i.e., if the review resulted in acceptance). At this point, the reviews and the decision of the Committee of Deliverable Editors are shared with the authors of the deliverable. If the reviewers indicated that they prefer to remain anonymous, this must be respected. Otherwise, the names of the reviewers are disclosed at this stage.
· Finalized deliverables are marked as Approved by Peer Review Process and can officially be used for publication. 
[image: ]
[bookmark: _Toc52139102]Figure 1 – Workflow of the review process.
[bookmark: _Toc51924702][bookmark: _Toc52139097]How do we find (and convince) reviewers?
Internal reviewers will benefit from the quid-pro-quo principle. Because each topic group/working group is preparing at least one deliverable document (and will eventually require its own review), through offering to review the deliverable in another topic/working group, there is a better chance of the favour being returned. Internal reviewers may also learn from reading other deliverables and apply these lessons to their own document. 
All FG-AI4H members who are willing to serve as a reviewer should complete the Internal Reviewer Volunteer Form[footnoteRef:4] where they indicate their name, affiliation, contact details, role(s) in FG-AI4H, area(s) of expertise and justification, and whether they prefer to remain anonymous. This information will be stored in a database that is maintained by the Committee of Deliverable Editors[footnoteRef:5] and used to assist in the selection of internal reviewers. The Committee of Deliverable Editors makes the final selection and contacts the reviewers using the Review Request Template: Internal[footnoteRef:6] to inform them of their assignment to review a given document. [4:  Form can be found on the FG-AI4H collaboration site (FGAI4H-J-042-A01). ]  [5:  The database (e.g., Excel spreadsheet) should include the following columns: name of reviewer, affiliation, contact details, relevant expertise and justification, and request for (or waiver of) anonymity. One page of the database should be reserved for internal reviewers and another page should be used for external reviewers.]  [6:  Template can be found on the FG-AI4H collaboration site (FGAI4H-J-042-A02).] 

External reviewers should have sufficient expertise in the subject of interest to provide valuable feedback. However, as “external” indicates, they cannot be part of FG-AI4H or directly involved in (or benefit from) FG-AI4H activities. It is the responsibility of the deliverable authors to recommend at least five possible external reviewers [providing their name, affiliation, contact details, area(s) of expertise and justification] when they submit their deliverable for review. Depending on the subject of interest, these reviewers can be found:
· within professional societies and organizations, 
· within the author list of published articles with a common or complementary theme, or
· within one’s professional network (current and past colleagues, current and past co-authors, or current and past collaborators where a conflict of interest in not perceived to exist and the reviewer can give independent feedback).
External reviewers can benefit from reviewing deliverables through:
· learning about the newest activities in AI/health standardization,
· exposure to FG-AI4H activities and connection with members, and 
· pride of knowing that they are furthering FG-AI4H activities (and supporting the safe delivery of global healthcare).
As for the internal reviewers, the name, affiliation, contact details, and expertise (with justification) of all potential external reviewers should be stored in the database that is maintained by Committee of Deliverable Editors. The Committee of Deliverable Editors makes the final selection of external reviewers and uses the Review Request Template: External[footnoteRef:7] to request that they review a given document. According to the information provided in the returned template, the database should be updated. [7:  Template can be found on the FG-AI4H collaboration site (FGAI4H-J-042-A03).] 

[bookmark: _Toc51924703][bookmark: _Toc52139098]What does a review entail?
As indicated in Section 2, both internal and external reviewers are provided a two-week period during which to conduct the review. Reviewer instructions (e.g., from Wiley, Elsevier, and Nature Research) offer slight variations of the same steps. In many cases, however, these steps closely follow the structure of a scientific journal manuscript (e.g., abstract, introduction, methods, etc.) rather than an FG-AI4H deliverable. Therefore, we kindly request that the reviewer use personal judgement whether these steps are relevant. The review process is single-blind, whereby the deliverable authors are publicly known and the reviewers are anonymous. If the reviewers waive their right to anonymity, the process becomes fully open. The latter is encouraged as it can facilitate an open dialogue which is constructive and supportive. When reviewing a TDD, reviewers are requested to consider the additional criteria provided in the annex.

Overall feedback
Overall summary
· Reviewers should provide a short message to the authors and Committee of Deliverable Editors that provides an overall impression of the deliverable.
Recommendation 
· Reviewers should provide a recommendation for acceptance, minor revision, major revision, or rejection of the deliverable.
First impressions 
· What are the outstanding features of the deliverable?[footnoteRef:8]  [8:  https://www.nature.com/nature-research/editorial-policies/peer-review#the-review-process] 

· What is the main message being sent by the deliverable? Is this relevant and of value to the field?[footnoteRef:9] [9:  https://authorservices.wiley.com/Reviewers/journal-reviewers/how-to-perform-a-peer-review/step-by-step-guide-to-reviewing-a-manuscript.html] 

· Does the deliverable present research/outcomes that are original (if not, please provide relevant references)?[footnoteRef:10]  [10:  https://www.elsevier.com/reviewers/how-to-review] 

· Are there any flaws to the deliverable that should prevent it from proceeding to publication (if so, please provide details)?[footnoteRef:11] [11:  https://www.nature.com/nature-research/editorial-policies/peer-review#the-review-process] 

· What suggested improvements (e.g., additional experiments; additional sources of data) should be considered during a revision?[footnoteRef:12] [12:  https://www.nature.com/nature-research/editorial-policies/peer-review#the-review-process] 

Format
· Is the deliverable logically structured, well written (e.g., in terms of language/grammar), and supported by the appropriate use of figures/tables?[footnoteRef:13] [13:  https://authorservices.wiley.com/Reviewers/journal-reviewers/how-to-perform-a-peer-review/step-by-step-guide-to-reviewing-a-manuscript.html] 

· Is the deliverable of a reasonable length or should it be condensed (please provide more detail)?
· Does the deliverable use full sentences and paragraph form (as opposed to bullets=?

Section-wise feedback
Abstract
· Does the abstract provide a clear and concise summary (with a reasonable word count) and highlight key findings?[footnoteRef:14] [14:  https://www.elsevier.com/reviewers/how-to-review] 

Introduction 
· Is it logically organized? If not, how can it be improved?[footnoteRef:15] [15:  https://www.elsevier.com/reviewers/how-to-review] 

· Does it clearly introduce (and contextualize) the text that follows?[footnoteRef:16] [16:  https://www.elsevier.com/reviewers/how-to-review] 

· Does it summarize recent research and highlight gaps in knowledge? Does it justify the need for the current study? Does it suggest the target readership and application?[footnoteRef:17]  [17:  https://authorservices.wiley.com/Reviewers/journal-reviewers/how-to-perform-a-peer-review/step-by-step-guide-to-reviewing-a-manuscript.html] 

Methods
· Are the methods applied in the deliverable controversial/discredited (if so, please provide details and relevant references) or valid (if so, please confirm)?[footnoteRef:18]  [18:  https://authorservices.wiley.com/Reviewers/journal-reviewers/how-to-perform-a-peer-review/step-by-step-guide-to-reviewing-a-manuscript.html] 

· Are the methods correctly applied and clearly explained? Would it be possible to reproduce these methods and generate similar results?[footnoteRef:19] [19:  https://www.nature.com/nature-research/editorial-policies/peer-review#the-review-process] 

· Were best practices used (e.g., in terms of ethical considerations)?[footnoteRef:20] [20:  https://authorservices.wiley.com/Reviewers/journal-reviewers/how-to-perform-a-peer-review/step-by-step-guide-to-reviewing-a-manuscript.html] 

· Is there a sufficient quantity and quality of data to derive outcomes of statistical significance? Are the sources (and handling) of data clearly indicated? Are uncertainties correctly managed?[footnoteRef:21] [21:  https://www.nature.com/nature-research/editorial-policies/peer-review#the-review-process] 

Results and discussion
· Is there a complete and coherent description of the findings (i.e., what the data show)? Are figures and/or tables provided?[footnoteRef:22]  [22:  https://www.elsevier.com/reviewers/how-to-review] 

· What was discovered in the data?[footnoteRef:23] Is there a logic in how the data are used and interpreted?[footnoteRef:24] Is this supported by the quantitative (statistical; e.g., significance or goodness of fit) or qualitative evidence?[footnoteRef:25]  [23:  https://authorservices.wiley.com/Reviewers/journal-reviewers/how-to-perform-a-peer-review/step-by-step-guide-to-reviewing-a-manuscript.html]  [24:  https://www.elsevier.com/reviewers/how-to-review]  [25:  https://authorservices.wiley.com/Reviewers/journal-reviewers/how-to-perform-a-peer-review/step-by-step-guide-to-reviewing-a-manuscript.html] 

· What trends are observed in the data and how do they compare to published research?[footnoteRef:26] [26:  https://authorservices.wiley.com/Reviewers/journal-reviewers/how-to-perform-a-peer-review/step-by-step-guide-to-reviewing-a-manuscript.html] 

· Would additional experiments add weight to the results? If so, please provide details.[footnoteRef:27] [27:  https://www.elsevier.com/reviewers/how-to-review] 

· Are open questions (areas of further research) acknowledged and discussed?[footnoteRef:28] [28:  https://authorservices.wiley.com/Reviewers/journal-reviewers/how-to-perform-a-peer-review/step-by-step-guide-to-reviewing-a-manuscript.html] 

Conclusion 
· Is it clearly stated whether the objectives of the study were achieved?[footnoteRef:29]  [29:  https://authorservices.wiley.com/Reviewers/journal-reviewers/how-to-perform-a-peer-review/step-by-step-guide-to-reviewing-a-manuscript.html] 

· Is the content consistent with the evidence provided in the preceding sections?
References
· Are all sources of information clearly cited and referenced?
· Is a consistent referencing style used throughout the deliverable?
· Should additional references be included? 
· Are references relevant (e.g., recent and from reputable sources)?
[bookmark: _Toc51924704][bookmark: _Toc52139099]Responding to reviewers’ comments
In certain instances (e.g., in the case of minor revision or major revision in either round of review), it might be appropriate for the authors to respond directly to the comments of the reviewers. In this situation, the deliverable authors are requested to provide:
· A tracked changes version and a clean version of the deliverable and
· A point-by-point response to the reviewers comments, indicating if appropriate, where in the text (line number) changes were made.
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[bookmark: _Toc51924705]
[bookmark: _Toc52139100]Annex A:
Peer review of the TDDs

Topic group (TG) deliverables (i.e., TDDs) should follow the structure and content defined in document FG-AI4H-J-105. Therefore, in addition to considering the general features described in the main text of this document, round-1 reviewers of TDDs (No. 10 deliverables) should consider the specific features listed in FG-AI4H-J-105. A checklist is provided below. However, the round-1 review should consult FG-AI4H-J-105 for greater details.
[bookmark: _Toc52139101]Table A.1 – Checklist for peer review of Topic Description Documents (TDDs)
	Checklist item
	Complete
	Comments

	Title page
Is there a title page that contains the required components (e.g., document number, location/date, source, title, and contact/contributor details)?

	☐	

	Abstract
Is there an abstract, based on the draft provided in FG-AI4H-J-105, updated for the TG?

	☐	

	Change notes
Are all edits made to past versions of the TDD listed as change notes? Is all relevant information provided: the version, the previous document name (FG-AI4H-X-#), the meeting (name and location) at which the previous document was submitted, and the specific additions/updates? Have regular updates of the TDD been provided to each FG-AI4H meeting? Does the most-recent update coincide with the last FG-AI4H meeting? 

	☐	

	Table of contents
Is the table of contents accurate (e.g., do the section titles and page numbers listed in the table of contents reflect the actual section titles and page numbers)?

	☐	

	Introduction
Does the introduction open with a short (half-page) general overview of the addressed health topic (including basic information about the AI task) and highlight the expected impact of the benchmarking? 
Does subsection 1.1 provide information about the topic group (when/where it was established, the topic group driver, and the contributors)? Are topic group output documents listed and described in a table (1.1.1)? Is the status of the topic group (e.g., progress since the last FG-AI4H meeting) provided (1.1.2)? Are instructions on how to participate in the topic group provided (e.g., a link to the “Call for Topic Group Participation” and instructions for joining the mailing list) (1.1.3)?
Does subsection 1.1.4 describe the health topic? Are subtopics—including their focus—introduced (1.1.5)? Note, if subtopics have not yet been established, a few sentences about potentially relevant future subtopics could appear here. Are AI tasks defined (1.1.6)? Specifically, are the “AI requirements specifications” in DEL3 (i.e., the informational, functional, behavioural, and operational aspects of an AI system; e.g.,  what is the AI doing? What input data are fed into the AI? What output is generated?) outlined? Is the current gold standard described (1.1.7)? For instance, how is the task currently solved and what are the limitations? Is the relevance of an AI solution demonstrated (1.1.8)? Here, the document should highlight the expected impacts of deploying AI for the intended task (e.g., with regards to the public health system).
Does subsection 1.2 adequately address ethical considerations (highlighted in the output document of WG-Ethics; DEL01)?
Does subsection 1.3 adequately address regulatory considerations (highlighted in the output document of WG-RC; DEL02)? Specifically, are existing applicable regulatory frameworks (1.3.1), regulatory features to be reported by benchmarking participants (1.3.2), regulatory requirements for the benchmarking systems (1.3.3), and a regulatory approach for the topic group (1.3.4; i.e., documentation and transparency, risk management and lifecycle approach, data quality, intended use and analytical and clinical validation, data protection and information privacy, and engagement and collaboration) discussed?

	☐	

	Existing AI solutions
Does section 2 provide an overview (e.g., operations, limitations, robustness, and scope) of existing AI solutions (in operation) that address the given health topic? 

	☐	

	Existing work on benchmarking
Does section 3 address existing work on benchmarking of AI systems relevant to this topic? 
Does subsection 3.1 review relevant literature on the topic (please consult DEL07, DEL07.1, DEL07.2, DEL07.3, and DEL07.4 for guidance). For instance, are scores/metrics, test data acquisition, and AI system performance (both clinical evaluation and intra-AI system comparison) discussed?
Does subsection 3.2 provide an overview of internal benchmarking systems used by AI developers to assess performance? In particular, what can be learned from these approaches (e.g., with regard to scores/metrics, test data acquisition, etc.)?
Does subsection 3.3 introduce and describe relevant benchmarking frameworks (or platforms) currently in operation?

	☐	

	Benchmarking
Does section 4 provide the technical and operational details on benchmarking of this topic? Does it consider DEL05, DEL05.1, DEL05.2, DEL05.3, DEL05.4, DEL05.5, DEL05.6, DEL06, DEL07, DEL07.1, DEL07.2, DEL07.3, DEL07.4, and DEL07.5, DEL09, DEL09_1, DEL09_2?
Does subsection 4.1 provide details on the continuous improvement of benchmarking through past (and anticipated) iterations? 
Does subsection 4.2 give the technical and operational details of specific benchmarking versions? Specifically, does it provide an overview of the specific benchmarking version (4.2.1; this can include the overall scope and new features), the methodology and architecture (4.2.2; e.g., the most relevant components, their interaction, and underlying technologies/frameworks; the benchmarking system data flow; safe/secure operation and hosting; and details about the benchmarking), AI input data structure for benchmarking (4.2.3; e.g., the general types of data that are fed in the AI and the encoding process), the AI output data structure (4.2.4; e.g., the nature of the output, the encoding method, and expected error types), the test data label/annotation structure (4.2.5; e.g., the general label types, the encoding method, the handling of metadata, and the embedding of labels in the input data set), the scores and metrics (4.2.6; e.g., the anticipated use of the scores and metrics by various stakeholders to make decisions; and the scores and metrics selected for various uses including medical—or non-medical—performance, robustness, and explainability), the test data acquisition (4.2.7; e.g., quality control of the data set, control mechanisms, data sources, and data storage), baseline acquisition (4.2.8; e.g., a comparison of the performance of an AI system relative to healthcare workers doing the same task), reporting methodology (4.2.9; e.g., the release of benchmarking results to participants, the publishing of results, and the existence of feedback channels), results (4.2.10; e.g., the details about the benchmarking run: when it was conducted, who participated, and the overall performance of AI systems), discussion of the benchmarking (4.2.11; e.g., insights gained from the benchmarking run), and retirement (4.2.12; e.g., the next steps for the AI system and data once the benchmarking run is completed).

	☐	

	Discussion
Does section 5 provide a discussion of all benchmarking activities conducted in the topic group to date? This can include: lessons learned through benchmarking, lessons learned through field implementation, lessons learned about the impacts of the AI system on healthcare, updates made to the benchmarking process and methods (regarding technical architecture, data acquisition, etc.).

	☐	

	Annex A
Does the glossary provide useful and accurate information that facilitates reading of the document? 

	☐	

	Annex B
Is the declaration of conflict of interest complete for all contributors to the document? 

	☐	


____________________
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