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Foreword 

Information and communication technologies 
(ICTs) continue to change the way we do business 
and go about our daily lives.  

Consumers are beginning to enjoy a highly 
immersive broadband experience. ICTs are at the 
heart of innovation in almost every industry 
sector, enabling businesses to capitalize on the 
intelligence and efficiency introduced by 
networked technologies.  

In the near term, consumers expect to gain access 
to new bandwidth-intensive services such as 
advanced virtual reality applications. Industry 
players expect to rollout automated driving, 
collaborative robotics and remote medical 
surgery.  

Consumers and industry players are confident that 
these advances are just around the corner. This 
confidence is drawn from the IMT-2020 (5G) 
vision, the prospect of an ICT environment trusted 
to support the next major phase of ICT-enabled 
innovation in the years following 2020.  

ITU’s Radiocommunication Sector (ITU-R) is 
coordinating the international standardization 
and identification of spectrum for 5G mobile 
development. ITU’s Standardization Sector (ITU-T) 
is playing a similar convening role for the 
technologies and architectures of the wireline 
elements of 5G systems. 

5G will make no compromises when it comes to 
performance. Every application must be able to 
perform to its full potential. This will demand 
significant innovation in radio interfaces, 
supported by ITU-R, as well as network 
architectures and orchestration techniques, 
supported by ITU-T.  

This publication offers a compendium of the ITU 
standards supporting the evolution of network 
architectures and orchestration techniques.  

The compendium takes stock of ITU standards 
supporting software-defined networking, network 
virtualization, information-centric-networking, 
and advanced fronthaul and backhaul – 
innovations expected to meet their great potential 
in the 5G environment.  
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The International Telecommunication Union (ITU) announced an IMT-2020 vision as future IMT systems 
should support the enhanced mobile broadband (eMBB) use case, emerging use cases with a variety of 
applications such as massive machine-type communications (mMTC) and ultra-reliable and low latency 
communications (URLLC). 

Looking into the future, analysts’ say that new demands, such as more traffic volume, many more devices 
with large gamma of service requirements, better quality of user experience (QoE) and better affordability 
by further reducing costs, will require an increasing number of innovative solutions. The same forecast 
experts claim, billions of people and devices in 5G networks will communicate at a speed of 1 Gbit/s. 
Technology allowing this should be in place by 2020. 

The new generation of the mobile communication changes roughly each 10 years. Nowadays we are rapidly 
approaching the 5G era of mobile communication. One can question why 4G systems are not good? The 
answer comes from the ITU-R 5G vision document that the exponential growth of the need for 
communication over the wireless devises by the end of 2020 will require the high reaction of the system 
(ideally with the delay less that one millisecond) and ultra-broadband connectivity of mass mobile devices. 
This may be further described by the increased flexibility end-to-end, mobility of users while accessing a 
service, energy efficiency and system reliability.  

To set up first steps towards this, ITU-T work on such a pre-5G area as virtualization of the networks further 
developed in the orchestrated software defined networking solutions. IMT-2020 network management and 
orchestration should support a combination of IMT-2020 network systems and existing systems (e.g., LTE-
Advanced, Wi-Fi and Fixed Network), coupled with new/revolutionary technologies designed to meet new 
customer’s demands. To meet these new requirements, the cost of deployment and operation will increase 
enormously. Network operators need to optimize CAPEX/OPEX by strategically interacting with multiple 
technology ecosystems especially for different radio/fixed access and virtualized core network technologies. 
Therefore, management and orchestration for IMT-2020 network is required to support both existing 
networks as well as evolving networks in an integrated manner. 

What is the difference from the previous generation of mobile communication? It is a very rapid response of 
the system that allows multiple applications to provide services almost immediately. This will have 
implementations in the remote surgery and best route choice for medical emergency to reach the car 
accident site, autonomous driving, bus/fleet traffic management, railways or high speed train 
communication, robotics and factory manipulators automation, holograms creation, other latency critical 
applications. To give some figures, in the future the user will get used to the high quality video/text 
information he gets on his wireless device at a speed of 10 Gbit/s with the system reply less than 1 ms.  

A dream to have reliable services anytime everywhere at any unit with stable quality independent of the 
access is coming true. In order to have such high-speed communication the latter is pushed to the upper 
frequency bands, tens GHz. These frequency bands are not much in use and will provide a bandwidth for the 
high-speed communication. However the particularity of such frequency bands is an elevated signal loss or 
changes at the recipient side. To avoid this the antennas of the receivers should be located in the proximity 
of the end user. Visible obstacles also caused problems to radio waves propagation at these frequencies. 
Therefore to suit a requirement of the high speed communication the signal should be routed using the 
optimal path to each concrete user taking into account its move relatively to the base station.  

Trials of 5G networks prototypes have already been presented by such companies as: Huawei, Vodafone, 
Nokia, Sonera, Ericsson, Qualcomm, Cisco, Samsung, Huawei, NTT DoCoMo and others. These and other 
representatives of the telecommunication market offer various innovative solutions for the 5G. For example, 
recently, Optus and Huawei have improved the data rate record in pre-5G networks, raising them to 35 
Gbit/s, having tests at 73 GHz, and at the international economic forum in St. Petersburg MegaFon and 
Huawei presented the fifth generation base station in operation, in the millimetre frequency range at a 
frequency of 70 GHz with a bandwidth of 2 GHz, having demonstrated the work of the fifth-generation 
network at a speed of 35 Gbit/s. 
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These experiments showed that the requirements to the 5G for a maximum data rate of up to 20 Gbit/s and 
a response time from 1 ms can be successfully implemented in the millimetre wave bandwidth. 

Programmability bravely enters our lives. This is where some operation of the network maybe entrusted to 
the software that, for example, will collect the statistical data on user’s move, meteorological condition 
around him, real obstacles on the way of the signal and build a dedicated traffic route known in the experts’ 
world as network slice instance. Such instance is a set of managed run-time network functions performed at 
physical/logical/virtual resources. In other words, the network slice instance forms a complete instantiated 
logical network to meet certain network characteristics required by the service instance. 

As long as we drop to the level of implementation for the actual delivery of the information in the 5G 
networks, i.e., transport layer, some router functions are now entrusted to the software defined switches to 
be set up at the mobile base stations. This is known as frontfaul solution (Fronthaul (FH): Link connection 
between the base station baseband and remote radio head) compared to the well-known backhaul (BH) that 
is a link connection between the base station and higher level network elements. 

Network slicing, running multiple logical networks as virtually independent business operations on a common 
infrastructure, will also apply to the transport networks. The transport network already provides isolation 
between its clients that share a common infrastructure (e.g. a fibre) by using either TDM (e.g. OTN) or packet 
(e.g. VLAN) multiplexing. 

When a terminal for URLCC and eMBB is moving from a cell to an adjacent cell, the dedicated resource should 
be re-allocated to the link connecting to the adjacent cell according to the position of the terminal in a slice. 
If this re-allocation is conducted by the orchestrator and the reallocation covers all of the terminals, large 
traffic for this control will be flown. In such a case, the controller can reallocate the resources (instead of 
orchestrator) by its own decision. The controllability for the reallocation is expected to be transferred from 
orchestrator to the controller in FH/BH. 

Increasing number of devices and their high concentration at the given square put additional requirements 
on operation of those in a small and femto cells. As mobile broadband moves to IMT-Advanced and beyond 
with the increased implementation of small cells, there is a need to have access to wireless short-haul very 
high capacity links in urban areas close to users where in many cases fiber is not available. 

In a small cell radio-over-fiber (RoF - fibre-optic transmission of waveform for radiocommunication services) 
technology, may be used for delivering the information from antennas to base station and further to 
information recipient. This way the radio signal is converted into the optical signal that may be delivered via 
optical fiber with almost no loss of signal strength. RoF is of particular help in the area with difficult air 
propagation of signals (mountains, constructions radio shadow zones). The waveform of the radio signal 
represents the essential physical information for radiocommunication services. During fibre-optic 
transmission the waveform stays unchanged. 

ICN is also considered as a potential networking scheme to be deployed and operated by software-defined 
networking (SDN) on network slices created and programmed by network function virtualization (NFV), 
network softwarization and in-network processing. Another beauty of the Information-Centric Networking 
(ICN) is in exploring a new identification mechanism that may create alterative to the IP addressing in 
networks. 
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In general, the implementation of 5G/IMT-2020 technologies allows operators to establish single 
infrastructure to be used for providing different types of services over fixed and mobile networks. 

To conclude, the International Telecommunication Union (ITU) has set the task of creating the fifth 
generation of mobile communication (5G) by 2020 with the requirement of a maximum data transfer rate of 
up to 20 Gbit/s and the ability to connect up to a million Internet objects (IoT devices) grouped at one square 
kilometer allowing immediate response from the system (ms latency). 

You may learn more about all these challenges if you browse our flipbook. 

We wish you a pleasant reading! 

 

TSB composition team 
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Summary 

Recommendation ITU-T Y.3001 describes objectives and design goals for future networks (FNs). In order to 
differentiate FNs from existing networks, four objectives have been identified: service awareness, data 
awareness, environmental awareness, and social and economic awareness. In order to realize these 
objectives, twelve design goals have been identified: service diversity, functional flexibility, virtualization of 
resources, data access, energy consumption, service universalization, economic incentives, network 
management, mobility, optimization, identification, reliability and security. This Recommendation assumes 
that the target timeframe for FNs falls approximately between 2015 and 2020. Appendix I describes 
technologies elaborated in recent research efforts that are likely to be used as an enabling technology for each 
design goal. 
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1 Scope 

This Recommendation describes objectives and design goals for future networks (FNs). The scope of this 
Recommendation covers: 

• Fundamental issues to which insufficient attention was paid in designing current networks, and 
which are recommended to be the objectives of future networks (FNs) 

• High-level capabilities and characteristics that are recommended to be supported by future 
networks (FNs) 

• Target timeframe for future networks (FNs). 

Ideas and research topics of future networks (FNs) that are important and may be relevant to future ITU-T 
standardization are included in Appendix I. 

2 References 

The following ITU-T Recommendations and other references contain provisions which, through reference in 
this text, constitute provisions of this Recommendation. At the time of publication, the editions indicated 
were valid. All Recommendations and other references are subject to revision; users of this Recommendation 
are therefore encouraged to investigate the possibility of applying the most recent edition of the 
Recommendations and other references listed below. A list of the currently valid ITU-T Recommendations is 
regularly published. The reference to a document within this Recommendation does not give it, as a stand-
alone document, the status of a Recommendation. 

[ITU-T F.851]  Recommendation ITU-T F.851 (1995), Universal Personal Telecommunication (UPT) – 
Service description (service set 1). 

[ITU-T Y.2001] Recommendation ITU-T Y.2001 (2004), General overview of NGN. 

[ITU-T Y.2019] Recommendation ITU-T Y.2019 (2010), Content delivery functional architecture in 
NGN. 

[ITU-T Y.2091] Recommendation ITU-T Y.2091 (2008), Terms and definitions for Next Generation 
Networks. 

[ITU-T Y.2205] Recommendation ITU-T Y.2205 (2011), Next Generation Networks – Emergency 
telecommunications – Technical considerations. 

[ITU-T Y.2221] Recommendation ITU-T Y.2221 (2010), Requirements for support of ubiquitous 
sensor network (USN) applications and services in the NGN environment. 

[ITU-T Y.2701] Recommendation ITU-T Y.2701 (2007), Security Requirements for NGN release 1.  

3 Definitions 

3.1 Terms defined elsewhere 

This Recommendation uses the following term defined elsewhere: 

3.1.1 identifier [ITU-T Y.2091]: An identifier is a series of digits, characters and symbols or any other form 
of data used to identify subscriber(s), user(s), network element(s), function(s), network entity(ies) providing 
services/applications, or other entities (e.g., physical or logical objects). 

3.2 Terms defined in this Recommendation 

This Recommendation defines the following terms. 

3.2.1 component network: A single homogeneous network which, by itself, may not provide a single end-
to-end global telecommunication infrastructure. 

3.2.2 future network (FN): A network able to provide services, capabilities, and facilities difficult to 
provide using existing network technologies. A future network is either: 
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a) A new component network or an enhanced version of an existing one, or 

b) A heterogeneous collection of new component networks or of new and existing component 
networks that is operated as a single network. 

NOTE 1 – The plural form "Future Networks" (FNs) is used to show that there may be more than one network that fits 
the definition of a future network. 

NOTE 2 – A network of type b may also include networks of type a. 

NOTE 3 – The label assigned to the final federation may, or may not, include the word "future", depending on its nature 
relative to any preceding network and similarities thereto. 

NOTE 4 – The word "difficult" does not preclude some current technologies from being used in future networks. 

NOTE 5 – In the context of this Recommendation, the word "new" applied to a component network means that the 
component network is able to provide services, capabilities, and facilities that are difficult or impossible to provide using 
existing network technologies. 

3.2.3 service universalization: A process to provide telecommunication services to every individual or 
group of people irrespective of social, geographical, and economical status. 

4 Abbreviations and acronyms 

This Recommendation uses the following abbreviations and acronyms: 

CDN  Content Distribution Network 

ET  Emergency Telecommunications 

FN  Future Network 

ICT  Information and Communication Technology 

IC  Integrated Circuit 

ID  Identifier 

IP  Internet Protocol 

OCDM  Optical Code Division Multiplexing 

P2P  Peer-to-Peer 

QoE  Quality of Experience 

QoS  Quality of Service 
SoA  Service-oriented Architecture 

5 Conventions 

This Recommendation uses "is recommended" to indicate the main points to be taken into account in the 
standardization of FNs. Detailed requirements and their degree ("required", "recommended", or "optional") 
need further study. 

6 Introduction 

While some requirements for networks do not change, a number of requirements are evolving and changing 
and new requirements arise, causing networks and their architecture to evolve. 

For future networks, traditional requirements, such as promoting fair competition [ITU-T Y.2001], which 
reflect society's values, remain important. 

At the same time, new requirements are emerging. Numerous research projects have proposed 
requirements pertaining to future society [b-NICT Vision] and [b-EC FI], and although there is still a lack of 
consensus, it is clear that sustainability and environmental issues will be vitally important considerations over 
the long term. New application areas such as Internet of Things, smart grids, and cloud computing are also 
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emerging. Also, new implementation technologies, such as advanced silicon and optical technology, enable 
support of requirements that were conventionally considered unrealistic, for example, by substantially 
reducing the production cost of an equipment. All these new factors introduce new requirements to 
networks. 

The basic architecture of large-scale public networks, such as telecommunication networks, is difficult to 
change due to the enormous amount of resources needed to build, operate, and maintain them. Their 
architecture is therefore carefully designed to be flexible enough to satisfy continually changing 
requirements. For instance, Internet Protocol (IP) absorbs and hides the different protocols and 
implementations of underlying layers and, with its simple addressing and other features, it has succeeded in 
adapting to the enormous changes in scalability, as well as factors such as quality of service (QoS) and 
security. 

However, it is not known if current networks can continue to fulfil changing requirements in the future. Nor 
is it known whether the growing market of new application areas will have the potential to finance the 
enormous investment required to change the networks, if the new architecture is to be sufficiently attentive 
to backward compatibility and migration costs. Research communities have been working on various 
architectures and supporting technologies, such as network virtualization [b-Anderson], [b-ITU-T FG-FN 
NWvirt], energy-saving of networks [b-ITU-T FG-FN Energy], and content-centric networks [b-Jacobson]. 

It is, therefore, reasonable to expect that some requirements can be realized by the new network 
architectures and supporting technologies described by recent research activities, and that these could be 
the foundation of networks of the future, whose trial services and phased deployment is estimated to fall 
approximately between 2015 and 2020. In this Recommendation, networks based on such new architecture 
are named "Future Networks" (FNs).  

This Recommendation describes objectives that may differentiate FNs from existing networks, design goals 
that FNs should satisfy, target dates and migration issues, and technologies for achieving the design goals. 

7 Objectives 

FNs are recommended to fulfil the following objectives which reflect the new requirements that are 
emerging. These are objectives that are not considered as primary or are not realized to a satisfactory extent 
in current networks. These objectives are the candidate characteristics that clearly differentiate FNs. 

7.1 Service awareness 

FNs are recommended to provide services whose functions are designed to be appropriate to the needs of 
applications and users. The number and range of services is expected to explode in the future. FNs are 
recommended to accommodate these services without drastic increases in, for instance, deployment and 
operational costs. 

7.2 Data awareness 

FNs are recommended to have architecture optimized to handle enormous amounts of data in a distributed 
environment, and are recommended to enable users to access desired data safely, easily, quickly, and 
accurately, regardless of their location. In the context of this Recommendation, "data" are not limited to 
specific data types like audio or video content, but describe all information accessible on a network. 

7.3 Environmental awareness 

FNs are recommended to be environmentally friendly. The architecture design, resulting implementation and 
operation of FNs are recommended to minimize their environmental impact, such as consumption of 
materials and energy and reduction of greenhouse gas emissions. FNs are recommended to also be designed 
and implemented so that they can be used to reduce the environmental impact of other sectors. 
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7.4 Social and economic awareness 

FNs are recommended to consider social and economic issues to reduce barriers to entry of the various actors 
involved in the network ecosystem. FNs are recommended to also consider the need to reduce their lifecycle 
costs in order for them to be deployable and sustainable. These factors will help to universalize the services, 
and allow appropriate competition and an appropriate return for all actors. 

8 Design goals 

Design goals are high-level capabilities and characteristics that are recommended to be supported by FNs. 
FNs are recommended to support the following design goals in order to realize the objectives mentioned in 
clause 7. It should be noted that some of these design goals may be extremely difficult to support in a 
particular FN, and that each design goal will not be implemented in all FNs. Whether the support of each of 
these design goals in a specific FN will be required, recommended, or optional, is a topic for further study. 

Figure 1 below shows the relationships between the four objectives described in clause 7 and the twelve 
design goals described in this clause. It should be noted that some design goals, such as network 
management, mobility, identification, and reliability and security, may relate to multiple objectives. Figure 1 
shows only the relationships between a design goal and its most relevant objective. 
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Figure 1 – Four objectives and twelve design goals of future networks 

8.1 Service diversity 

FNs are recommended to support diversified services accommodating a wide variety of traffic characteristics 
and behaviours. FNs are recommended to support a huge number and wide variety of communication 
objects, such as sensors and terminal devices. 

Rationale: In the future, services will become diversified with the appearance of various new services and 
applications that have quite different traffic characteristics (such as bandwidth and latency) and traffic 
behaviours (such as security, reliability, and mobility). This requires FNs to support services that existing 
networks do not handle in an efficient manner. For example, FNs will have to support services that require 
only occasional transmission of a few bytes of data, services that require bandwidth in order of Gbit/s, 
Terabit/s, and beyond, or services that require end-to-end delay that is close to the speed-of-light delay, or 
services that allow intermittent data transmission and result in very large delay. 
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In addition, FNs will need to support a huge number and a wide variety of terminal devices to achieve an all-
encompassing communication environment. On the one hand, in the field of ubiquitous sensor networks, 
there will be a huge number of networked devices, such as sensors and integrated circuit (IC) tag readers, 
that will communicate using a very small bandwidth. On the other hand, there will be some high-end 
applications, such as high quality videoconference applications with high realistic sensation. Although the 
related terminal devices will not necessarily be very numerous, huge bandwidths will nevertheless be 
required for the support of these applications. 

8.2 Functional flexibility 

FNs are recommended to offer functional flexibility to support and sustain new services derived from user 
demands. FNs are recommended to support agile deployment of new services that keep pace with the rapid 
growth and change of user demands. 

Rationale: It is extremely difficult to foresee all the user demands that may arise in the long-term future. 
Current networks are designed to be versatile, by supporting basic functions that are expected to accompany 
most of the future user demands in a sufficiently efficient manner. However, the current network design 
approach does not always provide sufficient flexibility, e.g., when the basic functions are not optimal for the 
support of some new services, thus requiring changes in these same functions. Each addition or modification 
of functions to an already deployed network infrastructure usually results in complex deployment tasks that 
need to be carefully planned; otherwise, this may have an impact on other services that are running on the 
same network infrastructure. 

On the other hand, FNs are expected to enable dynamic modifications of network functions in order to 
operate various network services that have specific demands. For example, video transcoding and/or 
aggregation of sensor data inside the network (i.e., in-network processing) should be possible. It should also 
be possible to implement new protocols for new types of services in FNs. Services should coexist on a single 
network infrastructure without interfering with each other, in particular, when a network function is added 
or modified to support a certain service. FNs should be able to accommodate experimental services for 
testing and evaluation purposes, and they should also enable a graceful migration from experimental services 
to deployed services in order to lessen obstacles to new service deployment.  

8.3 Virtualization of resources 

FNs are recommended to support virtualization of resources associated with networks in order to support 
partitioning of resources, and a single resource can be shared concurrently among multiple virtual resources. 
FNs are recommended to support isolation of any virtual resource from all others. FNs are recommended to 
support abstraction in which a given virtual resource need not directly correspond to its physical 
characteristics. 

Rationale: For virtual networks, virtualization of resources can allow networks to operate without interfering 
with the operation of other virtual networks while sharing network resources among virtual networks. Since 
multiple virtual networks can simultaneously coexist, different virtual networks can use different network 
technologies without interfering with each other, thereby allowing better utilization of physical resources. 
The abstraction property enables to provide standard interfaces for accessing and managing the virtual 
network and resources, and helps to support updating of virtual networks' capabilities. 

8.4 Data access 

FNs are recommended to be designed and implemented for optimal and efficient handling of huge amounts 
of data. FNs are recommended to have mechanisms for promptly retrieving data regardless of their location. 

Rationale: The main purpose of existing telephone networks has been to connect two or more subscribers, 
enabling them to communicate. IP networks were designed for transmitting data between specified 
terminals. Currently, users search data on the networks using data-oriented keywords, and access them 
without knowing their actual location. From a user standpoint, networks are used mainly as a tool for 
accessing the required data. Since the importance of data access will be sustained in the future, it is essential 
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for FNs to provide users with the means to access appropriate data easily and without time-consuming 
procedures, while providing accurate and correct data. 

The amount and properties of digital data in networks are changing. Consumer-generated media are growing 
in an explosive manner: social networking services are creating huge volumes of blog articles instantaneously; 
ubiquitous sensor networks [ITU-T Y.2221] are generating massive amounts of digital data every second, and 
some applications called "micro-blogs" generate quasi-real-time communication that includes multimedia 
data. These data are produced, stored, and processed in networks in a distributed manner. In current IP 
networks, users access these data in the network via conventional procedures, i.e., identifying the address 
and port number of the host that provides the target data. Some data contain private information or digital 
assets, but there are no built-in security mechanisms. More simple, efficient, and safe networking 
technology, dedicated to handling huge volumes of data, will therefore be necessary in the future. 

The traffic characteristics of such data communication are also changing. Traffic trends in FNs will depend 
mainly on the location of data, rather than the distribution of subscribers. Because of cloud computing, 
information and communication technology (ICT) resources, such as computing power and stored data in 
data centres, are increasing. Combined with the proliferation of mobile devices having insufficient ICT 
resources, this trend is shifting data processing from user terminals to data centres. FN designers therefore 
need to pay close attention to these changes, e.g., the growing importance of communications in data 
centres, and the huge number of transactions in and between data centres to fulfil user requests. 

8.5 Energy consumption 

FNs are recommended to use device-level, equipment-level, and network-level technologies to improve 
energy efficiency, and to satisfy customers' demands, with minimum traffic. FN device-level, equipment-
level, and network-level technologies are recommended to not work independently, but rather to cooperate 
with each other in achieving a solution for network energy savings. 

Rationale: The lifecycle of a product includes phases such as raw material production, manufacturing, use, 
and disposal, and all these phases need consideration in order to reduce the environmental impact. However, 
energy consumption in the use-phase is usually the major issue for equipment operating 24 hours a day, as 
is often the case in networks. Among the various types of energy consumption, electric power consumption 
is usually predominant. Energy saving therefore plays a primary role in reducing the environmental impact 
of networks. 

Energy saving is also important for network operations. Necessary bandwidth usually increases as new 
services and applications are added. However, energy consumption and its resulting heat may become a 
significant physical limitation in the future, along with other physical limitations such as optical fibre capacity 
or operational frequency of electrical devices. These issues may become a major operational obstacle and, 
in the worst case, may prevent new services and applications from being offered. 

Traditionally, energy reduction has been achieved mostly by a device-level approach, i.e., by miniaturization 
of semiconductor processing rules and the process integration of electrical devices. However, this approach 
is facing difficulties such as high standby power and the physical limits of operational frequency. Therefore, 
not only device-level approaches, such as power reduction of electrical and optical devices, but also 
equipment-level and network-level approaches are essential in the future. 

Switching in the optical domain uses less power than switching in the electronic domain, but packet queues 
are not easy to implement without electronic memory. Also, circuit switching uses less power than 
connectionless packet switching. 

Networking nodes, such as switches and routers, should be designed considering smart sleep mode 
mechanisms, as with existing cell phones; this is an equipment-level approach. For network-level approaches, 
power-effective traffic control should be considered. A typical example is the use of routing methods that 
reduce the peak amount of traffic. Another example is caching and filtering, which reduce the amount of 
data that needs to be transmitted. 

Device-level, equipment-level, and network-level energy-saving approaches that consider both improving 
energy efficiency and reducing inessential traffic, are key factors of energy saving in FNs. 
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8.6 Service universalization 

FNs are recommended to facilitate and accelerate provision of facilities in differing areas, such as towns or 
countryside, developed or developing countries, by reducing lifecycle costs of the network and through open 
network principles. 

Rationale: Existing network environments still impose high entry barriers, both for manufacturers to develop 
equipment, and for operators to offer services. In this sense, FNs should enhance universalization of 
telecommunication services, facilitating the development and deployment of networks and provision of 
services. 

To that purpose, FNs should support openness through global standards and simple design principles in order 
to reduce the lifecycle costs of the network, particularly development, deployment, operation, and 
management costs, and so reducing the so-called digital divide. 

8.7 Economic incentives 

FNs are recommended to be designed to provide a sustainable competitive environment for solving tussles 
among the range of participants in the ICT/telecommunication ecosystem – such as users, various providers, 
governments, and IPR holders – by providing a proper economic incentive. 

Rationale: Many technologies have failed to be deployed, to flourish, or to be sustainable, because of 
inadequate, or inappropriate decisions, by the architect concerning intrinsic economic or social aspects, 
(e.g., contention among participants), or because of a lack of attention to surrounding conditions 
(e.g., competing technologies) or incentives (e.g., open interface). Such failures have sometimes occurred 
because the technologies did not provide mechanisms to stimulate fair competition. 

One example of this is the lack of QoS mechanisms in the initial IP network implementation needed in real-
time services, such as video streaming. The IP layer did not provide a means to its upper layer to know if QoS 
was guaranteed from end-to-end. Initial IP network implementations also lacked proper economic incentives 
for the network providers to implement them. These are some of the reasons that have created obstacles to 
the introduction of QoS guarantee mechanisms and streaming services in IP networks, even when 
telecommunications ecosystem participants have tried to customize networks, or have asked others to 
provide customized networks, to start a new service and share its benefits. 

Sufficient attention, therefore, needs to be given to economic and social aspects, such as economic incentives 
in designing and implementing the requirements, architecture, and protocol of FNs, in order to provide the 
various participants with a sustainable, competitive environment. 

Ways of resolving economic conflicts, including tussles in cyberspace that include economic reward for each 
participant's contribution are becoming increasingly important [b-Clark]. The use of networks is considered 
to be a means of producing economic incentives in various fields, as the Internet grows and brings together 
diverse social functionalities. Different Internet participants often pursue conflicting interests, which has led 
to conflict over the Internet and controversy in international and domestic regulation issues. 

8.8 Network management 

FNs are recommended to be able to efficiently operate, maintain, and provision the increasing number of 
services and entities. In particular, FNs are recommended to be able to process massive amounts of 
management data and information, and to then efficiently and effectively transform these data into relevant 
information and knowledge for the operator. 

Rationale: The number of service and entities that the network must handle is increasing. Mobility and 
wireless technology have become essential aspects of networks. Requirements on security and privacy need 
to adjust to expanding applications, and regulations are becoming increasingly complicated. Moreover, 
integration of data collecting and processing capability due to Internet of Things, smart grid, cloud computing, 
and other aspects, are introducing non-traditional network equipment into networks, causing proliferation 
of network management objectives that further complicate evaluation criteria. Thus, effective support for 
operators is essential in future networks. 
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One problem facing current networks is that economic considerations have caused operation and 
management systems to be designed specifically for each network component. Because the proliferation of 
unorganized, disorderly management functionality, increases complexity and operational costs, FNs should 
provide highly efficient operation and management systems through more integrated management 
interfaces. 

The other problem is that current network operation and management systems largely depend on network 
operators' skills. A large difficulty exists therefore in how to make network management tasks easier and to 
inherit workers' knowledge. In the process of network management and operation, tasks that require human 
skill will remain, such as high-level decisions based on years of accumulated experience. For these tasks, it is 
important that even a novice operator without special skills can manage large-scale and complicated 
networks easily, with the support of automation. At the same time, effective transfer of knowledge and 
know-how between generations should also be considered. 

8.9 Mobility 

FNs are recommended to provide mobility that facilitates high-speed and large-scale networks in an 
environment where a huge number of nodes can dynamically move across heterogeneous networks. FNs are 
recommended to support mobile services irrespective of node mobility capability. 

Rationale: Mobile networks are continuously evolving by incorporating new technologies. Future mobile 
networks therefore are expected to include various heterogeneous networks, ranging from macro to micro, 
pico, and even femtocell, and diverse types of nodes equipped with a variety of access technology, because 
a single-access network cannot provide ubiquitous coverage and a continuously high quality of service-level 
communications for a huge number of nodes. On the other hand, existing mobile networks, such as cellular 
networks, have been designed from a centralized perspective and main signalling functionalities regarding 
mobility are located at the core network. However, this approach may limit the operational efficiency 
because signalling of all traffic is handled by centralized systems so that scalability and performance issues 
arise. From this perspective, highly scalable architecture for distributed access nodes, mechanisms for 
operators to manage distributed mobile networks, and optimized routes for application data and signalling 
data, should be supported for future networks. 

Since the distributed mobile network architecture facilitates deployment ease of new access technologies by 
flexibly locating mobility functionalities at the access levels, and optimized mobility by short-distance 
backhauling and high-speed networks, it is the key for providing mobility in future networks.  

Technologies providing mobility services irrespective of a node's capability exist. However, this service is not 
easy when the node has limited capability, such as a sensor. Therefore, how to universally provide mobility 
should be considered in FNs. 

8.10 Optimization 

FNs are recommended to provide sufficient performance by optimizing network equipment capacity based 
on service requirement and user demand. FNs are recommended to perform various optimizations within 
the network with consideration of various physical limitations of network equipment. 

Rationale: The spread of broadband access will encourage the appearance of various services with different 
characteristics and will further widen the variety of requirements among each service, such as bandwidth, 
delay, etc. Current networks have been designed to meet the highest level of requirement for the services 
with a maximum number of users, and the transmission capacity of the equipment that is provisioned for the 
services is usually over-specified for most users and services. If this model is sustained while user demand 
increases, the network equipment in the future will face various physical limitations, such as transmission 
capacity of optical fibre, operation frequency of electrical devices, etc. 

For this reason, FNs should optimize capacity of network equipment, and also perform optimizations within 
the network with consideration to various physical limitations of network equipment. 
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8.11 Identification 

FNs are recommended to provide a new identification structure that can effectively support mobility and 
data access in a scalable manner. 

Rationale: Mobility and data access are design goals of FNs. Both features require a provision for efficient 
and scalable identification (and naming) [ITU-T F.851] of a great number of network communication objects 
(hosts and data). Current IP networks use IP addresses for host identification. These are in fact host locators 
that depend on the points of attachment with the network. As the host moves, its identifier (ID) 
[ITU-T Y.2091] changes, resulting in broken communication sessions. Cell phones conceal this problem by 
managing the mobility issues in lower layers, but when the lower layer fails to handle this, e.g., because of 
the access networks' heterogeneity, this problem re-emerges. Similarly, there are no widely used IDs that 
can be used in the identification of data. FNs therefore should solve these issues by defining a new 
identification structure for efficiently networking among hosts and data. They should provide dynamic 
mapping between data and host IDs, as well as dynamic mapping of these IDs with host locators. 

8.12 Reliability and security  

FNs are recommended to be designed, operated, and evolved with reliability and resilience, considering 
challenging conditions. FNs are recommended to be designed for safety and privacy of their users. 

Rationale: Since FNs should serve as essential infrastructures supporting human social activity, they should 
also support any type of mission critical services, such as intelligent traffic management (road-, rail-, air-, 
marine- and space traffic), smart-grids, e-health, e-security, and emergency telecommunications (ET) 
[ITU-T Y.2205] with integrity and reliability. Communication devices are used to ensure human safety and 
support automation of human activities (driving, flying, office-home control, medical inspection and 
supervision, etc.). This becomes extremely important in disaster situations (natural disasters, e.g., 
earthquake, tsunamis, hurricanes, military or other confrontations, large traffic accidents, etc.). Certain 
emergency response services (e.g., individual-to-authority) may also require priority access to authorized 
users, priority treatment to emergency traffic, network device identification, and time and location stamping 
including the associated accuracy information which would dramatically improve the quality of service.  

All users have to place justifiable trust onto FNs to provide an acceptable level of service, even in the face of 
various faults and challenges to normal operation. This ability of a FN is called resilience, which is 
characterized by its two features: trustworthiness (how readily trust can be placed on a system) and challenge 
tolerance. Trust can be gained from the assurance that the FNs will perform as expected with respect to 
dependability and security. The trustworthiness of a system is threatened by a large set of challenges, 
including natural faults (e.g., aging of hardware), large-scale disasters (natural or man-made), attacks 
(real-world or cyber-based), mis-configurations, unusual but legitimate traffic, and environmental challenges 
(especially in wireless networks). Challenge tolerance disciplines deal with the design and engineering of FNs 
so that they can continue to provide service in the face of challenges. Its sub-disciplines are survivability, 
disruption tolerance and traffic tolerance, which enact the capability of a system to fulfil its mission, in a 
timely manner, in the presence of these challenges. 

FNs are characterized by virtualization and mobility, and also by extensive data and services. Security for 
networks with these characteristics requires multi-level access control (assurance of user identification, 
authentication and authorization). This is an addition to existing security requirements, such as 
[ITU-T Y.2701]. This includes protecting the online identity and reputation, as well as providing users with the 
ability to control unsolicited communications. FNs should provide a safe online environment for everyone, in 
particular for children, disabled people, and minority groups. 

9 Target date and migration 

In this Recommendation, description of FNs is to meet the assumption that trial services and phased 
deployment of future networks supporting the above objectives and design goals falls approximately 
between 2015 and 2020. This estimation is based on two factors: the first is the status of current and evolving 
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technologies that would be employed in the experimentation and development of FNs; the second is that 
any novel development that might take place well beyond that estimated date is speculative. 

This target date does not mean a network will change by that estimated timeframe, but that parts of a 
network are expected to evolve. Evolution and migration strategies may be employed to accommodate 
emerging and future network technologies. Such evolution and migration scenarios are topics for further 
study. 
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Appendix I 
 

Technologies for achieving the design goals 

(This appendix does not form an integral part of this Recommendation.) 

This appendix describes some of the technologies emerging in recent research efforts. These technologies 
are likely to be used as an enabling technology for FNs and may play an important role in their development. 
The title of each clause shows the technology name and the design goal that is most relevant to the 
technology, to show the relevance to the main body of this Recommendation. It should be noted that a 
technology may relate to multiple design goals. For example, network virtualization deeply relates not only 
to virtualization of resources, but also to service diversity, functional flexibility, network management, 
reliability and security. The clause title shows the most relevant design goal.  

I.1 Network virtualization (virtualization of resources) 

FNs should provide a broad range of applications, services, and network architectures. Network virtualization 
is a key technology supporting this. Network virtualization enables the creation of logically isolated network 
partitions over a shared physical network infrastructure so that multiple heterogeneous virtual networks can 
simultaneously coexist over the infrastructure. It also allows aggregation of multiple resources and makes 
the aggregated resources appear as a single resource. The detailed definition and framework of network 
virtualization are described in [b-ITU-T FG-FN NWvirt]. 

Users of logically isolated network partitions can programme network elements by leveraging 
programmability that enables users to dynamically import and reconfigure newly invented technologies into 
virtualized equipment (e.g., routers/switches) in the network. Network virtualization also has a federation of 
networks so that multiple network infrastructures can be operated as part of a single network, even though 
they are geographically dispersed and managed by different providers. Supporting programmability and 
federation requires support of the dynamic movement of logical network elements, services, and capabilities 
among the logically isolated network partitions. In other words, it is possible to remove a service or element 
from one network partition and re-offer it in a different, logically isolated partition, in order to provide a 
continued service or connection to the end users or other providers. By doing so, the end users or other 
providers can locate and access such remote services and elements. 

I.2 Data/content-oriented networking (data access) 

The explosive growth of the world wide web in the Internet has caused a large volume of distribution of 
digital content such as texts, pictures, audio data, and video data. A large portion of Internet traffic is derived 
from this content. Therefore, several networking methods focusing on content distribution have been 
proposed. These include the so-called content distribution networks (CDNs) [ITU-T Y.2019] and peer-to-peer 
(P2P) networking for content sharing.  

In addition, some novel approaches specializing in data content handling have been proposed from the 
perspective of network usage [b-CCNX], [b-Jacobson] and [b-NAMED DATA]. They are distinguished from 
existing networks in the concepts of addressing, routing, security mechanism, and so on. While the routing 
mechanism of current networks depends on 'location' (IP address or host name), the new routing method is 
based on the name of data/content and the data/content may be stored in multiple physical locations with 
a network-wide caching mechanism. As for security issues, there have been proposals where all 
data/contents have a public-key signature and can prove their authenticity. Another research emphasizes 
naming and name resolution of data in the network [b-Koponen]. Some approaches assume overlay 
implementation using existing IP networks, and others assume a new implementation base in a clean-slate 
manner.  

There are a couple of research projects that propose a new paradigm called "publish/subscribe (pub/sub) 
networking" [b-Sarela] and [b-PSIRP]. In pub/sub networking, data senders "publish" what they want to send 
and receivers "subscribe" to the publications that they want to receive. There are other research activities 
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which are trying to create new network architectures based on contents/data new information and 
information management model, see [b-NETINF] and [b-Dannewitz]. 

I.3 Energy-saving of networks (energy consumption) 

Reduction of energy consumption is extremely important with regard to environmental awareness and 
network operation. This includes a variety of device-level, equipment-level, and network-level technologies 
[b-Gupa]. Each technology, whether at the same or different levels, should not work independently, but 
should cooperate with the others and provide a total solution that minimizes total energy consumption. 

Energy-saving of networks has the following three promising areas: 

– Forward traffic with less power 

 Existing data transmission is usually carried out with power-consuming devices and equipment, and 
their energy consumption depends mainly on their transmission rate. Energy-saving technologies 
enable to achieve the same rate with less power using low-power devices/equipment, photonic 
switching, lightweight protocols, and so on [b-Baliga2007], and thus reduce the energy consumed 
per bit transmitted. 

– Control device/equipment operation for traffic dynamics 

 Existing network devices or systems continually operate at full specification and full speed. On the 
contrary, networks with energy-saving technologies will control operations based on the traffic, 
using methods such as sleep mode control, dynamic voltage scaling, and dynamic clock operation 
technique [b-Chabarek]. This reduces the total energy consumption needed. 

– Satisfy customer requests with minimum traffic 

 Existing networks typically have not paid attention to the total amount of traffic to satisfy customer 
requests. Networks with energy-saving technologies, however, will satisfy requests with minimum 
traffic. That is, they can reduce inessential or invalid traffic such as excessive keep-alive messages 
or duplicated user messages, by using multicasting, filtering, caching, redirecting, and so on. They 
reduce traffic and hence reduce the total energy consumption needed. 

Based on these characteristics, energy-saving of networks can reduce total power consumption, and serve 
as a solution to environmental issues from a network perspective. A newly implemented service may increase 
energy consumption, but networks with energy-saving technologies can mitigate this increase. Compared 
with cases having no energy-saving technologies, overall energy consumption may even be able to be 
reduced. 

I.4 In-system network management (network management) 

Due to limitations of today's network management operations, a new decentralized network management 
approach, called in-system management, is being developed [b-MANA], and [b-UniverSELF]. In-system 
management employs decentralization, self-organization, autonomy, and autonomicity as its basic enabling 
concepts. The idea is that, contrary to the legacy approach, the management tasks are embedded in the 
network and, as such, empower the network to control complexity. The FN as a managed system now 
executes management functions on its own. The following are features of the in-system management for FN. 

In the future, networks will be large-scale and complicated for supporting various services with different 
characteristics, such as bandwidth and QoS, so network infrastructure and network service management will 
become more complicated and difficult. Various approaches have previously been proposed for 
standardizing the network management system by defining the common interface for the operation system, 
such as the service-oriented architecture (SOA) concept, but have not been operated due to problems such 
as cost. This will worsen worse in the future due to the proliferation of different management systems caused 
by increasing services, so high-efficiency operations and management technologies are needed. Also, 
because current network operations and management depend mainly on the skills of the network manager, 
facilitating network management tasks and passing on workers' knowledge are significant problems. 

There are two candidate functions to achieve these goals. 
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First is a unified operation and management system from the perspective of highly efficient management; 
the other is a sophisticated control interface and an inheritance system of operator knowledge and 
know-how for network operation and management by lower-skilled operators. 

Below are candidates for FNs to achieve these goals: 

a) Common interface for operation and management [b-TMF NGOSS] and [b-Nishikawa]  

 This provides the high-efficient operation and management to adapt all network systems that 
provide different services. The database technology is the key to automatically migrate old system 
data containing user and infrastructure information to the new system. 

b) Sophisticated control interface and inheritance system of operator knowledge and know-how 
[b-Kipler] and [b-Kubo]. 

In order to make network control and management of various network systems and services easier for 
operators without special skills, FN operation systems should have autonomous control and self-stabilizing 
mechanisms. Sophisticated and friendly control interfaces will also help in some network operation and 
management tasks. One viable approach is "visualization" of various network statuses, as follows: 

– Visualization of system management (software-level technology) 

 Network visualization technology supports the work of the system administrator and improves work 
efficiency by easily visualizing the state of the network. Visualization technology includes monitoring 
of networks, fault localization, and network system automation. 

– Visualization of infrastructure management (hardware-level technology) 

 Hardware-based visualization technology is also efficient for supporting field engineers. This 
includes monitoring of fibre and states of communications, fault localization, and fibre 
identification. It also makes it easy to identify the location of the failure, particularly if it is on the 
network side or in user devices, which reduces maintenance costs. 

I.5 Network optimization (optimization) 

The appearance of new services will increase the bandwidth required by many users, while others will remain 
satisfied with the current bandwidth, which widens the variety of bandwidth requirements among users. 
Current networks have been designed to meet maximum user needs and the capacity of the equipment is 
over-specified for most services. Network equipment in the future will face various physical limitations such 
as capacity of optical fibre, operation frequency of optical and electrical devices, and power consumption. 
Future networks should therefore be designed to improve effectiveness of use in providing optimal (i.e., not 
abundant) capabilities for user needs. 

Three promising areas can address the above issues: device-level optimization, system-level optimization, 
and network-level optimization. 

a) Device-level optimization [b-Kimura] 

 This operation rate optimization technique, composed of an optical layer, electrical layer, and hybrid 
optical/electrical layer, provides the minimum needed bandwidth for services and applications. 

b) System-level optimization [b-Gunaratne] 

 Though encrypting all data in networks is the ultimate solution against security threats, data are 
currently selectively encrypted via higher layer functions, and higher layers are too slow to encrypt 
everything. Optimizing security mechanisms, i.e., concentrating encryption functions in lower-layer 
processing (physical layer processing technique such as optical code division multiplexing (OCDM) 
transmission technology), and stopping higher-layer encryption, would enable high security to be 
achieved at the same time as low latency and power efficiency. 
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c) Network-level optimization [b-Iiyama] 

 This form of optimization tackles problems such as the physical limitation of optical fibre capacity 
and operation frequency of electrical devices by changing the traffic flows themselves. The 
technique also offers potentially higher utilization of network resources such as network paths or 
equipment. 

– Path optimization 

 Current networks, which transmit current services such as text or voice, cannot evolve to high-
speed, large-capacity, and low-latency end-to-end (E2E) for all optical networks due to 
economical, technical, and other such problems. The path optimization technique provides the 
optimized path considering service characteristics and traffic conditions of the transmission 
route. It also has the ability to synchronize data sent by a different path, thus enabling sending 
of information consisting of multiple data with different characteristics by using a different 
path. Combined with operation rate optimization, low- to very high-speed data transmission 
can be achieved in a single network that enables simultaneous easy operation and improved 
effectiveness. 

– Network topology optimization 

 This technology optimizes upper-layer (e.g., packet layer) network topology using not only 
upper-layer information, such as geographical distribution of users' traffic demands, but also 
topology information of underlying lower-layer (e.g., optical layer) networks. 

– Accommodation point optimization 

 In current networks, every service is transmitted on the same access line; therefore, an access 
point accommodates all services for a user. This decreases accommodation efficiency because 
each service has different characteristics such as bandwidth, latency, and usability. The 
accommodation point optimization technique provides high accommodation efficiency and 
flexible accommodation that enables optimization of the accommodation point considering, for 
instance, the possible transmission distance for each service, which fully uses the advantage of 
optical technologies and long-distance transmission. 

– Cache and storage optimization 

 The distribution of different contents in an efficient manner improving QoS at lower cost is a 
challenge for future networks. The use of storage and caching capabilities allows distributing 
and delivering contents as close as possible to the end users, thus optimizing network 
performance and improving quality of experience (QoE) of the end users. 

– Computing optimization 

 The computing capabilities provided by the network allow the end users (principally 
enterprises) to deploy and run computing tasks (software applications, including optimization 
aspects). Distributed computing capabilities inside the network allow more flexible use of the 
network and improve both service and network performances. 

I.6 Distributed mobile networking (mobility) 

In current networks, main functions, such as physical mobility management, authentication, and application 
servers, are installed in the centralized systems or the mobile core network. This causes problems such as 
scalability, performance, single point of failure, and bottlenecks. 

A small and portable wireless access node with distribution of network functions, including mobility 
functions, has been attracting broad attention as an alternative access method, especially for residential and 
enterprise deployment [b-Chiba]. In this distributed architecture, the mobility events and data paths can be 
managed and anchored as closely as possible to the terminals to prevent scalability and performance issues. 
Single point of failure and bottleneck issues can also be isolated since only a small number of terminals are 
managed at the edge of the access node level. 
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By flexibly locating functionalities, which have conventionally resided in the mobile core network, at any part 
of the network in a distributed fashion, a highly efficient and scalable mobile network can be realized. Thus, 
unlike the current mobile network, distributed mobile networking can: 

– localize and optimize the signalling and data paths; 

– enable the network administrator to control the signalling and data path; 

– locate the functional entities (e.g., mobility management) anywhere in the network (both in the 
mobile core and access networks); 

– provide the discovery function (network resources and devices) of the connected devices in both 
centralized and distributed fashions; 

– connect devices not fully capable of mobility and/or security without degrading those features. 

By supporting the above functionalities, distributed mobile networking can provide always-on, always-best 
connected access with guaranteed end-to-end services. 
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Summary 

Recommendation ITU-T Y.3033 describes data aware networking pertinent to the data awareness aspect of 
future networks envisioned in Recommendation ITU-T Y.3001. It provides the overview of data aware 
networking and describes problem spaces that are addressed by data aware networking. Finally, it describes 
the design goals for the realization of data aware networking. 
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1 Scope 

The scope of this Recommendation includes the following items: 

• Overview of data aware networking; 

• Problem spaces of data aware networking; 

• Design goals of data aware networking. 

2 References 

The following ITU-T Recommendations and other references contain provisions which, through reference in 
this text, constitute provisions of this Recommendation. At the time of publication, editions indicated were 
valid. All Recommendations and other references are subject to revision; users of this Recommendation are 
therefore encouraged to investigate the possibility of applying the most recent edition of the 
Recommendations and other references listed below. A list of the currently valid ITU-T Recommendations is 
published regularly. The reference to a document within this Recommendation does not give it, as a stand-
alone document, the status of a Recommendation. 

[ITU-T Y.2221]  Recommendation ITU-T Y.2221 (2010), Requirements for support of ubiquitous sensor 
network (USN) applications and services in the NGN environment. 

[ITU-T Y.3001]  Recommendation ITU-T Y.3001 (2011), Future networks: Objectives and design goals. 

3 Definitions 

3.1 Terms defined elsewhere 

This Recommendation uses the following terms defined elsewhere: 

3.1.1 future network (FN) [ITU-T Y.3001]: A network able to provide services, capabilities, and facilities 
difficult to provide using existing network technologies. A Future Network is either: 

a) a new component network or an enhanced version of an existing one, or 

b) a heterogeneous collection of new component networks or of new and existing component 
networks that is operated as a single network. 

3.1.2 identifier [b-ITU-T Y.2091]: An identifier is a series of digits, characters and symbols or any other 
form of data used to identify subscriber(s), user(s), network element(s), function(s), network entity(ies) 
providing services/applications, or other entities (e.g., physical or logical objects). 

3.1.3 name [b-ITU-T Y.2091]: A name is the identifier of an entity (e.g., subscriber, network element) that 
may be resolved/translated into address.  

3.2 Terms defined in this Recommendation 

This Recommendation defines the following terms: 

3.2.1 data ID: An identifier used to identify a data object. It has a form of a series of digits, characters and 
symbols or any of these combinations, which generally do not have any meaning. 

3.2.2 data name: A string of alpha-numeric characters that is used to identify the data object. A data 
name, which may have variable length, is usually configured in such a way that it would be easier to be read 
and remembered by humans. 

NOTE – A data object may have both data name and data ID. In this Recommendation, data name and data ID are used 
interchangeably. 

3.2.3 data object: An individually identifiable unit of information created by individuals, institutions and 
technology to benefit audiences in contexts that they value. 
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3.2.4 provider: A network element in data aware networking that stores the original data object in order 
to provide access to the data object through data aware networking. 

3.2.5 publisher: An entity that signs the original data object in order to distribute it through data aware 
networking. 

4 Abbreviation and acronyms 

This Recommendation uses the following abbreviations and acronyms: 

API Application Programming Interface 

DAN Data Aware Networking 

FLN Flat Naming  

FN Future Network 

HN Hierarchical Naming  

HR Hybrid Routing 

HRN Human-Readable Naming  

ICN Information Centric Networking 

ICT Information and Communication Technology 

ID Identifier 

LBNR  Lookup-By-Name Routing  

N-HRN  Non-Human-Readable Naming  

P2P Peer-to-Peer 

PKI Public Key Infrastructure 

RBNR  Route-By-Name Routing  

URI  Uniform Resource Identifier 

5 Conventions 

This Recommendation uses "is recommended" to indicate the main points to be taken into account in the 
standardization of data aware networking (DAN). Detailed requirements and their degree ("required", 
"recommended", or "optional") need further study. 

6 Introduction 

[ITU-T Y.3001] defines four objectives and twelve design goals which reflect the new emerging requirements 
for FNs. One of the objectives is data awareness which allows FNs to have mechanisms for promptly retrieving 
data regardless of their locations. Recently, this concept has been paid much attention in the network R&D 
community under the name of information centric networking (ICN) [b-Dannewitz] [b-Jacobson] [b-Sarela] 
because data acquiring would be more efficient with this technology, and the concept itself would change 
the current network architectures drastically. This Recommendation therefore specifies the framework of 
data aware networking (DAN) for FNs. 

A major Internet usage today is the retrieval of data whose amount has been changing in an explosive 
manner. For instance, the sum of all forms of video (TV, video on demand, Internet, and P2P) would continue 
to be approximately 90% of global consumer traffic by 2015 [b-Cisco]. Social networking services are also 
creating huge volumes of blog articles instantaneously, ubiquitous sensor networks [ITU-T Y.2221] are 
generating massive amount of digital data every second, and some applications called "micro-blogs" generate 
quasi-real-time communication that includes multimedia data [ITU-T Y.3001]. Since this trend is likely to be 
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sustained in the future, FNs should be able to provide users with the means to access appropriate data in an 
efficient manner.  

At the same time, the behaviour of subscribers has been changed from stationary to mobile. Due to the 
unpredictable behaviour of proliferated mobile devices, the resources of information and communication 
technology (ICT) are hard to be allocated in advance to accommodate the bursty traffic generated by mobile 
users called "flash crowd". Thus, FNs should also adaptively react to such environment to provide users with 
the means to access data without interruption. 

DAN is a new network architecture that would have the capabilities to deal with enormous amount of data 
efficiently in a distributed environment and enables users to access desired data safely, easily, quickly and 
accurately, regardless of data locations. This technology enables networks to be aware of user requests and 
to react accordingly to support adaptive data distribution. Therefore, DAN is considered as a key approach 
to realizing FNs. 

7 Overview of data aware networking 

DAN enables users to distribute data objects in the network and to retrieve them in an efficient and adaptive 
manner. The essence of DAN lies in the name based communication that routes a data object in the network 
by its name or identifier (ID). 

The name based communication enables not only end hosts but also intermediate nodes between them to 
be aware of user requests as well as the corresponding responses in the forms of data name or ID as well as 
its attributes.  

"Data-aware" in the name of DAN means that the intermediate network elements recognize the data name 
or ID as well as its attributes which are provided for the network, and make a decision based on them. The 
decisions include: 

1) Routing of user requests and the corresponding responses. 

2) Responding to user requests directly if the requested data object is available. 

3) Processing of user requests and the corresponding responses. The term "processing" includes any 
optimization process of the user requests and the corresponding responses before transmitting 
them. 

Due to this awareness feature of DAN, a network element such as router can route, respond and process 
user requests and the corresponding responses to optimize the distribution of data objects. For example, 
DAN can route user requests to a nearby cached data object, respond to user requests by returning the 
cached data object, and process the data object based on user requests by modifying the data format, e.g., 
to fit the capability of the user terminal. By optimizing the data distribution, users can experience higher 
throughput and lower latency, and network resources can be saved by reducing redundant traffic or localizing 
bursty traffic caused by "flash crowd". 

Moreover, the name based communication enables DAN to locate a data object regardless of its location, 
which ensures the continuation of communication associated with the names of data objects without being 
interrupted by its location change. For this reason, DAN can handle mobility in a more native manner than 
the current IP networks where the data object is located by using the IP address of the host holding the data 
object and the communication is based on the location of the data object. 

Figure 1 illustrates three general use cases of DAN. In case 1 in the figure, a user request for a data object is 
routed to the provider of the data object. While the requested data object is downloaded from the provider 
to the requester, the data object that is being downloaded can be stored on DAN elements along the 
downloading path, e.g., close to the requester. In case 2, each DAN element can respond to a user request 
with the data object which is available in its cache or storage so that the user request does not need to be 
routed to the provider of the original data object which may be distant from the requester. In case 3, DAN 
elements can process the data object before they respond to the requester so that the format of the data 
object fits the capability of the user's terminal. 
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Figure 1 – Use cases of data aware networking 

8 Problem spaces 

8.1 Scalable and cost-efficient content distribution 

Global data traffic has been increasing explosively, especially after various forms of multimedia traffic were 
introduced to the current networks. To deal with the problem, multiple heterogeneous infrastructures have 
been built on top of the conventional network architectures to provide data object distribution for users in 
more scalable and efficient manner. However, the heterogeneity restricts the interoperability of different 
infrastructures, which prevents scalable data object distribution in a cooperated manner. In addition, the 
infrastructures for the distribution of the individual data objects are mostly operated as service overlays 
where the transport network and the infrastructure of data object delivery are separated. For this reason, 
network resources used in data object distribution are often managed in a suboptimal manner, which makes 
data object distribution inefficient under the current networks [b-Ahlgren]. 

8.2 Mobility 

The current networks require the communicating end terminals to maintain an end-to-end connection. 
However, managing end-to-end connections of proliferating mobile terminals is not a trivial task with the 
current IP networks. The problem originates from the use of IP address which is bound to the terminal's 
location and thus the change in location of terminal or data object will lead to failure in the end-to-end 
connection, thus interrupting the application sessions. Various solutions to overcome this problem have been 
proposed, but they also introduced complexity and processing overhead to the network due to the need for 
additional network entities such as gateways and network functionalities such as signalling and tunnelling [b-
Kutscher]. The complexity and processing overhead will be immense and will become an operational 
problem, especially when the number of terminals grows and frequent mobility occurs in a vastly distributed 
network environment. 

8.3 Disruption tolerance 

In the current networks, there are various applications which do not require seamless end-to-end 
communication, but require continuous sub-optimal communication under disruptive network environment 
where an end-to-end disconnection is common. There are several examples: sensor-based networks making 
intermittent connectivity, wireless networks experiencing frequent handovers and vehicular networks having 
moderate delays and frequent interruptions. However, the current IP-based network was initially designed 
to support an end-to-end communication so that it cannot provide reliable and optimized performance under 
disrupting network environments. 
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9 Design goals 

This clause investigates the design goals of realizing each architectural components of DAN. 

9.1 Naming 

DAN is recommended to provide a data object with persistent and unique name. 

Rationale: DAN names data objects using a naming scheme to identify each data object uniquely. There are 
a large number of identical copies of a data object which are distributed in different locations since all DAN 
elements have caching capability. Thus, the name of a data object should be persistent and unique so that 
users can access a data object simply based on its unique name regardless of its location. Unique name may 
represent one single data object, a group of data objects, or a group of identical copies of a data object. 
Moreover, since DAN elements use the attributes of a data object, e.g., file extension, to process user 
requests and the corresponding responses, DAN should be able to provide a naming scheme which supports 
the attributes of the data object. 

9.2 Routing 

DAN routing scheme is recommended to be scalable to support a large number of data objects. Additionally, 
it is recommended to support availability and adaptability. 

Rationale: Routing in DAN locates a data object based on its name. It can use either a name resolution process 
which translates the name of requested data object into its locator and forward the user request based on 
its locator, or simply carry out routing based on the name of the data object without the resolution process. 
Routing in DAN uses the name of the data object whose number is estimated to be as high as 10^11 [b-
Koponen]. Thus, the routing scheme in DAN should be scalable to deal with such a large number of data 
objects. Also, DAN is recommended to incorporate caching data objects into the routing scheme so that users 
take advantage of retrieving a data object from a nearby cache, which provides high availability of the data 
object. Moreover, a copy at cache has volatile behaviour since copies are frequently added, deleted, or 
replaced in the cache. Thus, a routing scheme in DAN is also recommended to adaptively take into account 
the volatile behaviour of copies in the cache. 

9.3 Caching 

Each network element in DAN is recommended to support a caching mechanism and be also able to inspect 
user requests that pass through it so that it can make a decision on user requests and respond using the 
cached data objects. 

Rationale: To enable DAN elements to respond user requests, caching is a compulsory part of DAN. DAN is 
recommended to offer a caching mechanism which benefits from the recognition of user requests. For 
instance, since all DAN elements can cache any data object passing through them, a caching decision is 
preferably made by the DAN elements. It is known as on-path caching which provides an implicit mechanism 
for DAN to distribute more data objects to the places where there are heavy requests with the minimum 
extra overhead of the caching mechanism. 

9.4 Security 

DAN is recommended to provide users with a security mechanism to verify the origin and integrity of data 
objects. 

Rationale: The user of DAN retrieves a data object not only from an original copy provider but also from any 
network elements with the cached data objects. Since data objects can be maliciously modified, every data 
object in DAN should be signed by its publisher so that a user of the data object can verify the validity of the 
data object based on the signature. Since the data object is expected to be created by the publisher and is 
expected to be accessed by an unspecified number of users, an asymmetric cryptography is recommended 
to be used in the verification. To verify the signature of a data object, individual users should know the 
publisher's public key so that they can verify the origin and integrity of the data object. Therefore, DAN should 
support a mechanism which distributes the publisher's public key to the consumers of data objects. 
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For example, an external third party authority such as hierarchical public key infrastructure (PKI) 
[b-IETF RFC 5280] can be cooperated with DAN to distribute public keys, or the publisher which received a 
user request provides its public key with the requested data object. This is known as self-certifying, which 
the user can verify whether the data object actually comes from the publisher simply by hashing the received 
public key and comparing it with acquainted hashed public key value. 

In principle, the data object itself is encrypted so that DAN may allow anonymous users to access it or restrict 
the access by imposing authentication. The access control to the data object can be decided on the basis of 
the network operator's or content provider's policy. 

9.5 Mobility 

DAN is recommended to allow the end hosts to communicate without establishing or managing an end-to-
end connection, thus simplifying the mobility aspects of the end terminals. 

Rationale: DAN communicates using data name, which eliminates the need for end terminals to use the 
address of the data object or the address of the host where the data object is located. This realizes simple 
mobility management for the end hosts, especially when the location of the data object is unclear to the end 
hosts, or when the data object or the host holding the data object is relocated during the communication 
and a handover is required. Moreover, DAN allows the data object to be stored in intermediate nodes and 
be retransmitted by the intermediate node on behalf of the end hosts to adapt to varying network conditions, 
including fluctuation in data throughput and temporal disconnection during the handover. 

9.6 Application programming interface 

DAN is recommended to support two types of application programming interfaces (APIs) for data object 
distribution and retrieval: put/get and publish/subscribe based APIs. Moreover, DAN is recommended to 
support APIs that enable applications to retrieve the meta information, e.g., attributes of data object, to 
enable the applications to respond to the request accordingly. 

Rationale: Most fundamental APIs of DAN define how data objects are distributed to and retrieved from the 
network. The put/get APIs allow applications to request and pull a data object from its serving network 
element, and the publish/subscribe APIs allow applications to specify what data object is wanted by them, 
and then the data object is delivered to the users as soon as it is published. 

9.7 Transport 

DAN is recommended to support two types of transport mechanisms, receiver and sender driven transports 
of data objects. 

Rationale: In the receiver driven transport, the receiver sends the requests for specific pieces of a data object 
to the sender so that the senders respond to the request accordingly. In this case, the receiver is responsible 
for maintaining reliable data transmission by resending requests for any missing piece of the data object. In 
the sender driven transport, the sender controls sending rate of the pieces of a data object while performing 
loss detection and congestion control. 

10 Environmental considerations 

DAN is able to provide several mechanisms for operators to reduce the network resources and energy 
consumptions. First, network elements of DAN are able to respond to user requests directly rather than 
routing them to other end points so that other network elements can save their network resources and 
energy. Second, adaptive caching function of DAN localizes bursty traffic caused by unpredictable mobile 
users. For this reason, operators do not need to over-provision the network to handle the unpredictable 
bursty traffic. Therefore, the installation of unnecessary network resources can be minimized, which also 
reduces overall energy consumption level. 

A possible drawback is that individual network elements of DAN require additional resources (e.g., cache or 
storage) which increase installation cost initially. Also, processing user requests may consume more energy. 
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11 Security considerations 

Design goal of security for DAN is described in clause 9.4. Since DAN processes the requests and responses, 
various security issues can be raised. For instance, processing the retrieved data object that contains 
confidential information in its header may lead to privacy violation. 

In addition, the in-network caching function of DAN may cause privacy and ownership issues. As mentioned 
previously, DAN secures each data object based on the signature of its publisher rather than securing the 
connection between two end points. Therefore, the distribution of public keys should be also considered 
while planning and designing DAN. 
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Appendix I 
 

ICN: naming, routing and caching 

(This appendix does not form an integral part of this Recommendation.) 

I.1 Naming 

There are two main naming schemes in ICN literature: hierarchical naming (HN) and flat naming (FLN). 

HN has a hierarchical naming structure similar to a current web uniform resource identifier (URI) in IP 
networks. There are two reasons to have such a structure. One is to aggregate the names of data objects 
under publisher's prefix just as network prefixes are aggregated in IP networks. The other one is to have IP 
compatibility so that it can be deployed incrementally in the current IP networks. Content centric networking 
[b-Jacobson] adopted this approach. FLN names a data object as a fixed-length string which is generated by 
a hash function. This naming scheme can achieve persistence of data names for individual data objects. 
However, due to its flatness, naming aggregation is relatively less efficient than HN. Network of Information 
[b-Dannewitz] adopted this naming scheme. 

Other than the naming schemes mentioned above, there is another categorical way to distinguish them: 
human-readable naming (HRN) and non-human-readable naming (N-HRN). HRN enables users, to some 
extent, to guess the relation between a data object and its name. Since this naming scheme is readable and 
has a semantic meaning, it could be remembered and reusable once it is exposed to users. HRN is closely 
related to HN above. N-HRN does not provide the name of a data object with a semantic meaning. It is difficult 
to be learnt or be reusable even though it is exposed to users previously. Thus, this naming scheme requires 
a name resolution process which translates the meaningless name into a semantic name, and vice versa. N-
HRN is closely related to FLN above. 

I.2 Routing 

ICN routes user requests based on the name of the requested data object. The routing mechanism is 
composed of three steps: a name resolution step, a discovery step and a delivery step. The name resolution 
step translates the name of the requested data object into its locator, e.g., IP address. The discovery step 
routes user request to the data object. The last delivery step routes the requested data object to the 
requester. Depending on how the above steps are combined, three routing mechanisms have been 
introduced in ICN: route-by-name routing (RBNR), lookup-by-name routing (LBNR) and hybrid routing (HR). 

RBNR omits the first name resolution step. The name of a data object is directly used, without being 
translated into a locator, to route user request to the data object. Therefore, ICN network elements need to 
hold routing information based on the names of data objects. Since the number of data objects is far more 
than that of hosts, maintaining such routing information causes scalability problem. However, this approach 
reduces overall latency and simplifies the routing process due to the omission of the resolution process. 
Regarding the delivery step, RBNR needs another ID of either host or location to route back the requested 
data object to the requester. Otherwise, an additional routing mechanism, such as bread-crumb approach: a 
request leaves behind a trail of breadcrumbs along its routing path, and then response can be routed back 
to the requester consuming the trail, is needed. 

LBNR uses the first name resolution step to translate the name of the requested data object into its locator. 
Then, the second discovery step is carried out based on the translated locator information. Since the locator 
information includes IP address, the discovery step can depend on the current IP-based infrastructures. One 
challenge issue of LBNR is to construct a scalable resolution system which maps the names of data objects to 
their corresponding locator information. The delivery step can be implemented in the same way as IP 
networks. The locator of requester is included in the request message, and then the requested data object is 
delivered to the requester based on the information. 

HR combines both RBNR and LBNR to benefit from their advantages. For instance, intra-domain routing 
where scalability issue is not a serious problem can adopt RBNR to reduce overall latency by omitting the 
resolution process. Then, inter-domain routing where scalability is a critical issue can be supported by LBNR. 
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I.3 Caching 

ICN supports two main caching mechanisms depending on how and where a data object is cached: on-path 
caching and off-path caching. 

On-path caching selects a caching point(s) among nodes on the downloading path when a data object is being 
downloaded from its sender to requester. Since the caching decision can be made whenever data objects are 
downloaded, on-path caching provides an implicit mechanism for ICN to distribute more data objects to the 
places where there are heavy requests with the minimum extra overhead of caching protocol. 

Off-path caching selects an optimal location of the network and caches a data object on the selected 
locations. Its operation is the same as a traditional surrogate server placement in CDN in the sense that the 
optimal selection of proper spots over the network yields optimal performance. However, off-path caching 
may be suitable only for small networks since it becomes impractical for large networks due to the significant 
increase in signalling traffic overhead caused by coordinated caching among caching nodes. 
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Summary 

This Recommendation specifies the requirements and capabilities of data aware networking (DAN) to 
realize the use cases and scenarios described in ITU-T Supplement 35 to Recommendation Y.3033, Data 
aware networking – Scenarios and use cases, which are expected to be major applications/services 
provided on DAN. One of the objectives reflecting emerging requirements for future networks (FNs) is data 
awareness as specified in ITU-T Recommendation Y.3001 – Future networks: Objectives and design goals. 
DAN is expected to have capabilities optimized to handle enormous amount of data and to enable users 
to access desired data safely, easily, quickly, and accurately, regardless of their location by making 
information the destination of request delivery. DAN can be rephrased as the networking whose central 
concern is retrieving information, i.e., information centric networking (ICN). 
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1 Scope 

This Recommendation specifies the requirements of data aware networking (information centric networking) 
derived from the use cases and scenarios described in ITU-T Supplement 35 to Recommendation Y.3033. It 
identifies its capabilities to fulfil the requirements, and describes the components including the capabilities 
of the corresponding components.  

2 References 

The following ITU-T Recommendations and other references contain provisions which, through reference in 
this text, constitute provisions of this Recommendation. At the time of publication, the editions indicated 
were valid. All Recommendations and other references are subject to revision; users of this Recommendation 
are therefore encouraged to investigate the possibility of applying the most recent edition of the 
Recommendations and other references listed below. A list of the currently valid ITU-T Recommendations is 
regularly published. The reference to a document within this Recommendation does not give it, as a stand-
alone document, the status of a Recommendation. 

[ITU-T Y.3001] Recommendation ITU-T Y.3001 (2011), Future networks: Objectives and design goals. 

[ITU-T Y.3011] Recommendation ITU-T Y.3011 (2012), Framework of network virtualization for future 
networks. 

[ITU-T Y.3031] Recommendation ITU-T Y.3031 (2012), Identification framework in future networks. 

[ITU-T Y.3032] Recommendation ITU-T Y.3032 (2014), Configuration of node identifiers and their mapping 
with locators in future networks. 

[ITU-T Y.3033] Recommendation ITU-T Y.3033 (2014), Framework of data aware networking for future 
networks. 

[ITU-T Y.3034] Recommendation ITU-T Y.3034 (2015), Architecture for interworking of heterogeneous 
component networks in future networks. 

[ITU-T M.3400] Recommendation ITU-T M.3400 (2000), TMN management functions. 

3 Definitions 

3.1 Terms defined elsewhere 

This Recommendation uses the following terms defined elsewhere: 

3.1.1 access control [b-CCITT X.800]: The prevention of unauthorized use of a resource, including the 
prevention of use of a resource in an unauthorized manner. 

3.1.2 authorization [b-CCITT X.800]: The granting of rights, which includes the granting of access based 
on access rights. 

3.1.3 availability [b-CCITT X.800]: The property of being accessible and useable upon demand by an 
authorized entity. 

3.1.4 data ID [ITU-T Y.3033]: An identifier used to identify a data object. It has a form of a series of digits, 
characters and symbols or any of these combinations, which generally do not have any meaning. 
In this Recommendation, “data ID” and “ID” are used interchangeably. 

3.1.5 data integrity [b-CCITT X.800]: The property that data has not been altered or destroyed in an 
unauthorized manner. 

3.1.6 data name [ITU-T Y.3033]: A string of alpha-numeric characters that is used to identify the data 
object. A data name, which may have variable length, is usually configured in such a way that it would be 
easier to be read and remembered by humans. 

In this Recommendation, “data name”, “NDO name”, and simply “name” are used interchangeably. 
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3.1.7 data origin authentication [b-CCITT X.800]: The corroboration that the source of data received is as 
claimed. 

3.1.8 named data object (NDO) [b-ITU-T Supplement 35 to Y.3033]: A data object that is identifiable by a 
name. 

3.1.9  peer-entity authentication [b-CCITT X.800]: The corroboration that a peer entity in an association 
is the one claimed. 

3.2 Terms defined in this Recommendation 

This Recommendation defines the following terms: 

3.2.1 DAN element: a network component that forwards messages to producers, consumers, and other 
DAN elements. 

3.2.2 DAN realm: a set of DAN elements operated under one DAN realization and managed by an 
organization. Different DAN realms may adopt different DAN realization such as naming convention, 
communication models including push and pull models, name resolution mechanisms, etc. 

3.2.3 NDO consumer: a component that makes requests on NDOs. 

3.2.4 NDO producer: a component holding NDOs and make them reachable by corresponding requests. 
An NDO producer may be an actual owner of the NDO or a delegate of the actual owner. 

4 Abbreviations and acronyms 

This Recommendation uses the following abbreviations and acronyms: 

APL Application 

DAN Data Aware Networking 

ICN Information Centric Networking 

ID Identifier 

NDO Named Data Object 

5 Conventions 

None. 

6 Justification 

It is essential to define the capabilities of DAN to bring its concept into reality.  

Several use case scenarios for DAN have been introduced in [b-ITU-T Supplement 35 to Y.3033]. These use 
case scenarios can be realized in different ways, e.g., with different combinations of capabilities. This aspect 
encourages us to identify the capabilities of DAN to realize various use case scenarios. 

For this reason, this Recommendation intends to specify the requirements of DAN which are derived from 
the use case scenarios, and then defines its capabilities considering previously carried studies: name or ID 
based communication [ITU-T Y.3031] [ITU-T Y.3033] [ITU-T Y.3034]. Understanding the requirements and 
components of DAN will enable us to enrich the process of developing additional use case scenarios. 

7 Requirements for DAN 

7.1 Forwarding 

• NDO name based forwarding function:  

 It is required that a request is forwarded by attaching the name or ID of the NDO to the request.  
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• Request aggregation function: 

 It is recommended that DAN elements are equipped with the function to aggregate requests to the 
same NDO to reduce network traffic and server load. 

• Subscription: 

 DAN is required to provide a mechanism for an NDO consumer to register description to identify 
one or more NDOs which the consumer is interested in receiving when they are published.  

• Publication: 

 DAN is required to provide a mechanism for an NDO producer to publish NDOs to the network. The 
published NDOs may be distributed to the consumers whose subscription matches to the published 
NDOs. 

• Packet forwarding loop avoidance function: 

 DAN is required to have functions to avoid or resolve packet forwarding loops.  

7.2 Routing  

 NDO registration function: 

 It is required that the unique name or ID of an NDO is registered to DAN so that NDO consumers can 
access the NDO with the name or ID. 

 NDO location resolution function: 

 DAN optionally provides the facility for a DAN element to ask forwarding direction when the DAN 
element cannot judge the forwarding direction of a request for an NDO.  

 Advertisement function for the availability of NDOs:  

 It is required that availability information of NDOs is disseminated to help choosing a right direction 
of request forwarding. 

 Network selection function for requests to reach an NDO:  

 It is required that appropriate network interfaces are selected to forward requests in order to reach 
a specified NDO. 

7.3 Mobility 

• Consumer mobility: 

 DAN is required to provide a mechanism for a consumer to maintain undisrupted message flows 
while the consumer is in motion.  

• NDO mobility: 

 DAN is required to provide a mechanism for NDOs to re-locate without disrupting NDO availability 
when the NDOs change their locations. 

• Network mobility: 

 DAN optionally provides an efficient mechanism for a network to maintain seamless network 
connection for its mobility. 

7.4 Security 

• Access control: 

 It is required that DAN is equipped with a mechanism to examine and confirm the authenticity of 
consumers and that NDO is accessible only by the authorized consumers. 

• Network security function from malicious attacks: 

 DAN is required to have a mechanism to protect its functions from malicious network attacks.  



Core network aspects 1 
 

   43 

• NDO availability: 

 DAN is required to provide a mechanism to ensure that the NDOs published in networks are 
available for authorized consumers. 

• NDO origin authentication: 

 DAN is required to be equipped with a mechanism to examine and confirm the authenticity of the 
owners of NDOs. 

• NDO name verification: 

 DAN is required to be equipped with a mechanism to examine and confirm the mapping between 
an NDO and its name or ID. 

• NDO integrity: 

 DAN is required to be equipped with a mechanism to examine and confirm the data integrity of NDOs. 

7.5 Management 

[ITU-T M.3400] defines the standard network management functions and DAN is also required to provide the 
similar management functions, which include: 

• Performance management 

• Fault management 

• Configuration management 

• Accounting management 

• Security management 

DAN specific management functions are expected to be required. One of the potential DAN specific 
management functions is the function to manage NDOs. The NDO management function may include 
monitoring and regulation of NDO accesses and the number of NDOs, and withdrawal of NDOs. Further 
development on DAN technologies is required before the requirements on DAN specific management 
functions are defined. 

7.6 Miscellaneous 

• NDO cache function: 

 It is required that DAN elements can be equipped with cache that temporally holds NDOs to reduce 
unnecessary duplicated transmission of the same NDO. The cache may be populated by NDOs either 
passing by or allocated proactively. 

• NDO fragmentation function: 

 It is required that DAN elements can fragment a large NDO into series of smaller units for network 
transmission. 

• Function of updating and versioning NDOs: 

 DAN optionally provides versioning capability to update a content while keeping its name. 

7.7 Use case specific 

• Processing function: 

 DAN optionally provides the capability to process NDOs before transmitting them in order to adapt 
the NDOs to the capability of the receiving consumer or to aggregate information. 

• Process registration function: 

 When processing function is available in DAN, it is required to have a mechanism to register the 
description of process. 
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• Process scheduling and coordination function: 

 DAN optionally has a capability to recognize data processing requests, coordinate the requested 
processing placed at appropriate DAN elements, and schedule the processing. 

• NDO and processing description retrieval function: 

 DAN elements optionally have a capability to retrieve data processing descriptions and the NDOs to 
be processed by the requested processing. 

• Explicit processing allocation function: 

 DAN elements optionally have a capability to allocate data processing function to a specified 
location.  

• Data collection function: 

 DAN elements optionally have a capability to collect sensor data and store the data in their storage. 

• Long live period of cached data: 

 Cached data can optionally have long live period before the cached data are deleted. This function 
is indispensable to disseminate information which is accessed by a large number of users, e.g., 
disaster-related information, using DAN. 

• Consumer and cache location function: 

 DAN optionally has a mechanism to identify networks and geographical locations of consumers and 
caches. 

• NDO distribution scheduling function: 

 DAN optionally has a function to estimate the arrival time of mobile consumer requests to DAN 
elements and the duration that the consumers are connected to the DAN elements. DAN also 
optionally has a capability to schedule delivery of appropriate NDOs to the DAN elements before 
the consumer arrival.  

• Multiple NDO request function: 

 DAN optionally provides a mechanism to request multiple number of NDOs in one request. 

• Vehicle-to-vehicle communication function: 

 DAN optionally provides the capability for a vehicle-onboard DAN element to directly communicate 
with other vehicle-onboard DAN elements. 

• Vehicle-to-road-side-infrastructure communication function: 

 DAN optionally provides the capability for a vehicle-onboard DAN element to communication with 
road-side producers that give location specific information. 

• Distribution of information among fragmented networks: 

 DAN optionally provides a mechanism to distribute NDOs while a DAN network is fragmented into 
multiple DAN networks with intermittent connections among them.  

• Function to specify service classes in NDO names: 

 DAN can optionally specify service classes in NDO names in order to provide appropriate service 
quality for the communication services. 

• Service class provisioning function:  

 DAN is optionally equipped with a mechanism to provide appropriate communication quality for 
different communication services specified in NDO names. 

8 Capabilities of DAN 

8.1 Configuration of DAN components  

Figure 1 shows the configuration of DAN network consisting of the following components, which are also 
defined in clause 3.2. 
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 NDO producers 

 NDO consumers 

 DAN elements 

 DAN realms 

When there are multiple DAN realms, the DAN elements connecting heterogeneous DAN realms act as 
gateways to make appropriate conversion of names, IDs, protocols, etc. so that the DAN realms can 
communicate to each other. 

 

Figure 1 – Overall network structure of DAN. 

8.2 Capabilities  

DAN is composed of the capabilities described in Figure 2. There are five major capabilities: Data capability, 
Control capability, Security capability, Management capability, and Application capability. The capabilities 
can be further subdivided into functional blocks as shown in the figure. 

 

Figure 2 – Functional view of DAN capabilities 
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8.2.1 Data capability 

Data capability has functional blocks as follows: 

 Forwarding function: 

 This functional block contains NDO name based forwarding function, request aggregation function, 
and packet forwarding loop avoidance function. 

 Cache function: 

 This functional block includes storage to cache NDOs and its accompanying control function. 

 NDO repository: 

 NDO repository is the storage to hold original contents. 

Additionally, application specific functional blocks may be placed in the data capability. 

8.2.2 Control capability 

Control capability has functional blocks as follows: 

 Routing function: 

 Routing functional block is composed of NDO registration function, NDO location resolution 
function, advertisement function for the availability of NDOs, and network selection function for 
messages to reach an NDO. 

 Mobility support function: 

 Mobility support function includes consumer mobility function, NDO mobility function, and network 
mobility function. 

 Forwarding information base: 

 Forwarding information base is the storage to hold information to determine the direction of 
forwarding and is to be used by forwarding function. 

 Publish/subscribe function: 

 This functional block includes publication and subscription functions. 

Additionally, application specific functional blocks may be placed in the control capability. 

8.2.3 Security capability 
Security capability has functional blocks as follows: 

 Access control function: 

 Access control function is a mechanism to secure data confidentiality that NDO is accessible only by 
the authorized consumers. 

 NDO authentication function: 

 NDO authentication function is a mechanism to secure data authenticity that NDO is claimed to be 
true by an authorized entity. 

 NDO integrity function: 

 NDO integrity function is a mechanism to examine and confirm the integrity of NDO that NDO is 
ensured to be the same as the source. 

8.2.4 Management capability 

Management capability is the function block to provide network management functions. [ITU-T M.3400] 
defines the standard network management function groups and DAN is also required to facilitate the 
management functions defined in [ITU-T M.3400] which are: 

 Performance management 

 Fault management 
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 Configuration management 

 Accounting management 

 Security management 

8.2.5 Application capability 

Application capability contains network service functions. The network service functions in the application 
capability do not include user applications that only send and receive messages among communicating 
network users. Instead, the network service functions are functions to implement and control application 
specific network behavior. 

9 Security considerations 

DAN provides mechanisms to guarantee secrecy, integrity, and availability of NDOs, and to verify the owners 
of NDOs by means of the capabilities described in clause 8.2.3. To operate the mechanisms properly, an 
additional mechanism to distribute cryptographic keys may be required. 

Revealing the NDO access history by NDO consumers is an intrinsic problem in DAN where NDO names are 
expected to be long-lived. Even if the name itself does not reveal the content of the NDO, the name can be 
used to retrieve the NDO and the content may be known. 

The new network function, caching, potentially poses new security threat to network users. For example, 
placing improper NDOs in cache prevents access to the correct NDOs, forcing cache to store improper NDOs 
reduces cache efficiency, etc. 

10 Environmental considerations 

The environmental considerations in this Recommendation are mainly subject to those provided by DAN as 
specified in [ITU-T Y.3033]. Additional energy reduction by DAN may come from the processing capability 
provided by DAN elements. The processing capability can be used to reduce the amount of data and the 
number of messages to be transferred over DAN. Although the processing increases energy consumption at 
one DAN element, reduction in the number of messages being exchanged lowers energy consumption in the 
other DAN elements, which result in energy reduction in the entire network. 
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Summary 

Supplement 35 to ITU-T Y-series Recommendations applies to Recommendation ITU-T Y.3033. The 
Supplement present a set of service scenarios and use cases supported by data aware networking (DAN) 
including: 1) content dissemination; 2) sensor networking; 3) vehicular networking; 4) automated driving; 
5) networking in a disaster area; 6) advanced metering infrastructure in a smart grid; 7) proactive video 
caching; 8) in-network data processing; 9) multihoming; and 10) traffic engineering. It provides informative 
illustrations and descriptions of how DAN can be designed, deployed and operated to support DAN services. 
In addition, the benefits of data aware networks to the scenarios and use cases, as well as several migration 
paths from current networks to data aware networks, are elaborated. 

Keywords 

Data aware networking, scenarios and use cases. 
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1 Scope 

The scope of this Supplement to [ITU-T Y.3033] includes the following items: 

• informative illustrations and descriptions of service scenarios and use cases supported by data 
aware networking; 

• elaboration of the benefits of data aware networks to the scenarios and use cases, as well as several 
migration paths from current networks to data aware networks. 

2 References 

[ITU-T Y.3001] Recommendation ITU-T Y.3001 (2011), Future networks: Objectives and design goals. 

[ITU-T Y.3033] Recommendation ITU-T Y.3033 (2014), Framework of data aware networking for future 
networks. 

3 Definitions 

3.1 Terms defined elsewhere 

This Supplement uses the following terms defined elsewhere: 

3.1.1 data object [ITU-T Y.3033]: An individually identifiable unit of information created by individuals, 
institutions and technology to benefit audiences in contexts that they value. 

3.1.2 future network (FN) [ITU-T Y.3001]: A network able to provide services, capabilities, and facilities 
difficult to provide using existing network technologies. A future network is either:  

a) A new component network or an enhanced version of an existing one, or  

b) A heterogeneous collection of new component networks or of new and existing component 
networks that is operated as a single network. 

3.1.3 identifier [b-ITU-T Y.2091]: An identifier is a series of digits, characters and symbols or any other form 
of data used to identify subscriber(s), user(s), network element(s), function(s), network entity(ies) providing 
services/applications, or other entities (e.g., physical or logical objects). Identifiers can be used for 
registration or authorization. They can be either public to all networks, shared between a limited number of 
networks or private to a specific network (private IDs are normally not disclosed to third parties). 

3.1.4 name [b-ITU-T Y.2091]: A name is the identifier of an entity (e.g., subscriber, network element) that 
may be resolved/translated into an address. 

3.1.5 service [b-ITU-T Z. Sup.1]: A set of functions and facilities offered to a user by a provider. 

3.2 Terms defined in this Supplement 

This Supplement defines the following terms: 

3.2.1 named data object (NDO): A data object that is identifiable by a name. 

NOTE – In this Supplement, NDOs include both what is not executable as a software program, and what is executable 
as a software program. 

3.2.2 NDO-data: An NDO that is not executable as a software program (e.g., videos, text files and 
measurement data). 

3.2.3 NDO-func: An NDO that is executable as a software program. NDO-func takes NDO-data as input 
and produces another set of NDO-data as output after processing. 
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4 Abbreviations and acronyms 

This Supplement uses the following abbreviations and acronyms: 

AMI Advanced Metering Infrastructure 

CAN Controller Area Network 

CDN Content Delivery Network 

DAN Data Aware Networking  

DPI Deep Packet Inspection 

DSRC Dedicated Short Range Communication 

FN Future Network 

HTTP Hypertext Transfer Protocol 

HTTPS Hypertext Transfer Protocol – Secure 

ID Identifier 

IoT Internet of Things 

IP Internet Protocol 

IrDA Infrared Data Association 

ISP Internet Service Provider 

LTE Long Term Evolution 

NDN Named Data Networking 

NDO Named Data Object 

PC Personal Computer 

QoS  Quality of Service 

SDN Software-Defined Networking 

SNS Social Networking Services 

TCP Transmission Control Protocol 

TLS Transport Layer Security 

VPN Virtual Private Network 

WAN Wide Area Network 

WAP Wireless Application Protocol 

WLAN Wireless Local Area Network 

5 Conventions 

In this Supplement, there are no specific conventions. 

6 Overview 

[ITU-T Y.3001] defined the data access design goals of future networks (FNs) as the ability to deal with 
enormous amount of data efficiently in a distributed environment and to enable users to access desired data 
safely, easily, quickly and accurately, regardless of data location. This design goal was proposed in the form 
of a network architecture named data aware networking (DAN) in [ITU-T Y.3033]. 
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The aim of this Supplement is to introduce the scenarios and use cases of DAN, which provides a technical 
context that is expected to be useful for discussions on architectural requirements of DAN in further 
documents to be developed, and also to clarify the roles and interactions of the various types of DAN entities 
for services delivered via DAN. 

The set of the scenarios and use cases is not intended to be exhaustive, but sufficient enough to provide an 
understanding of DAN operation. Currently, this Supplement includes a set of use case scenarios: 1) content 
dissemination; 2) sensor networking; 3) vehicular networking; 4) automated driving; 5) networking in a 
disaster area; 6) advanced metering infrastructure (AMI) in a smart grid; 7) proactive video caching; 
8) in-network data processing; 9) multihoming; and 10) traffic engineering. It may be updated as new use 
cases are identified as being helpful in understanding the operation of DAN or in deriving its architectural 
requirements. 

7 Service scenarios 

7.1 Content dissemination 

This service scenario describes DAN as a cooperative caching architecture for efficient content dissemination. 
This service provides users with fast and reliable access by distributing content to ubiquitous caching points 
located close to users. Moreover, due to the context awareness of DAN, each caching point can easily adapt 
the content in terms of the given context from users, and serve it to them accordingly. 

DAN can be deployed either by content distributors, e.g., content delivery networks (CDNs), or by network 
operators, e.g., internet service providers (ISPs). While content distributors aim to make a profit by providing 
delivery services for content providers, network operators deploy DAN mainly to reduce transit traffic or 
improve quality of service (QoS) for users. 

For the distribution of content files, either the DAN operator actively pushes popular content to caching 
points to deal with some events, e.g., flash crowd, or contents can be passively cached at points along the 
downloading path while being pulled from the requester. Routing mechanisms in DAN are responsible for 
directing users' requests to appropriate caching points. The routing mechanisms also interact with the 
distribution mechanisms in order to keep content at caching points up-to-date. 

Figure 7-1 depicts a sample scenario for content dissemination service using DAN. 

 

Figure 7-1 – Content dissemination using DAN 
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The operational procedures of the scenario are as follows: 

1) Alice requests a named data object (NDO) from its service provider. 

2) While the requested NDO is downloaded from the service provider to Alice, it can be stored on the 
selected DAN elements along the downloading path, e.g., a center node of all access points close to 
the end user. 

3) Bob, with a mobile device, requests an NDO from the service provider. At this time, the request hits 
the cached NDO on the DAN element. 

4) Thus, the NDO is directly served from the DAN element, not from the service provider. Moreover, 
the DAN element may process the NDO, so that its format fits the capability of Bob’s mobile device. 

5) The service provider detects a flash crowd and so actively pushes popular NDOs to a DAN element 
close to the flash crowd.  

6) Requests from the flash crowd are directly served from the DAN element nearby. 

Figure 7-2 is a procedural diagram of functions for a DAN content dissemination service. 

 

Figure 7-2 – Use case of content dissemination with DAN 

1) The content provider provides the service provider with content including all relevant meta-data. 
Then, the service provider produces NDOs by naming the content based on their meta-data.  

2) The service provider publishes the NDOs, which distributes routing information that leads toward 
the NDOs. Moreover, the service provider provides the DAN elements with its public key, which 
authorizes the DAN elements to serve the corresponding NDOs. 

3) When an end user wants to access an NDO, if the NDO is available on the DAN elements, the request 
is sent to the DAN element close to the end user, which holds the requested NDO in its cache or 
storage (labelled (3-1) in Figure 7-2). Otherwise, the request is directly delivered to the service 
provider (3-2). 

4) Either a DAN element (4-1) or the service provider (4-2) supplies the NDO to the end user. The NDO 
may be processed before being served to fit the capability of the device of the end user. 

7.1.1 Benefits 

Network operators have experienced an explosive increase in demand from mobile devices, especially those 
which download all forms of multimedia traffic from the network. Flash crowds triggered by mobile users 
make advance provisioning difficult for operators of networks. At the same time, mobile users tend to 
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experience unexpected delays and disruption due to content retrieval from inappropriate locations and 
frequent handover. 

Current CDN is based on an overlay solution provided by a small number of players, especially targeting for 
limited applications, e.g., mostly based on the hypertext transfer protocol (HTTP). The lack of interoperation 
among multiple CDN operators prevents scalable content dissemination in a coordinated manner, which 
makes content distribution inefficient. Moreover, context awareness is not a mandatory function for a CDN, 
unless an additional system component, such as deep packet inspection, is accommodated. Thus, CDN cannot 
deal with the flash crowd problem in an adaptive manner. 

DAN extends the geographic distribution of contents by leveraging in-network caching, which is the first order 
mechanism of DAN for all types of applications. Due to the natively supported awareness feature of DAN, 
content name as well as its meta-data are visible to DAN elements, so that DAN can provide content 
dissemination service more adaptively in a coordinated manner compared to conventional CDNs. 

7.2 Sensor networking 

This service scenario involves sensor devices connected to a network and DAN elements collect sensor data 
generated from the sensor devices. Sensor devices can be either wired or wireless, connecting to the network 
using various wireless technologies. Sensor devices can be either fixed or mobile. They can be standalone 
devices or ones attached to other systems. Sensor data can be of any kind generated by sensor devices. 

DAN elements can be located anywhere in the network, from gateway nodes close to the sensor device, edge 
nodes at the network edge or core nodes in backbone networks. DAN elements can be switch-based nodes 
that have integrated data switching functionality or server-based nodes that are attached to the network to 
process DAN traffic in an overlay manner. DAN elements collect sensor data and retain the data in their 
storages. They also optionally apply processing to the data, such as conversion of data format and 
aggregation of information. DAN elements then forward the data, if necessary, to the corresponding DAN 
element or servers. DAN elements can be deployed by a sensor data user, a sensor networking service 
provider or network operators. 

Figure 7-3 depicts a scenario for sensor networking using DAN. 

 

Figure 7-3 – Sensor networking using DAN 
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The operational procedures of the scenario are as follows: 

1) Sensors generate sensor data and send them to the first hop DAN element. The DAN element stores 
the sensor data as NDOs and distributes routing information that leads towards the NDOs. 

2) Terminal A (user PC) requests an NDO using its ID. The request is routed to the first hop DAN element 
from the sensors. 

3) The NDO is transferred back to terminal A. The NDO is stored on selected DAN elements along the 
transferred path, e.g., close to terminal A.  

4) Subsequently, other terminals that are connected to the same DAN element as terminal A request 
and retrieve the same NDO from the first hop DAN element from terminal A. 

5) Terminal B (sensor processing server) and other terminals that are connected to the same DAN 
element subscribe to an NDO, and the first hop DAN element from terminal B distributes routing 
information that directs the request for the NDO towards itself. 

6) NDOs stored on the first hop DAN element from the sensors are transferred to the first hop element 
from terminal B and they are sent to connecting terminals including terminal B by multicast. 

7) The service provider requests the NDO from the first hop DAN element from the sensors. At this 
time, the request hits the cached NDO on the DAN element. 

8) NDOs stored on the intermediate DAN elements are processed (e.g., aggregated and compressed) 
according to a preconfigured policy and the processed NDOs are sent to the service provider using 
a pre-set route. 

Figure 7-4 is a procedural diagram of DAN functions for sensor networking service. 

 

Figure 7-4 – Use case of sensor networking with DAN 

1) The end user and service provider subscribe to NDOs. The service provider additionally specifies a 
processing policy (e.g., aggregation and compression) that should be applied to the subscribed 
NDOs. 

2) The end user publishes the NDOs. 

3) The DAN network provider transfers the NDOs to end users who subscribe to the NDOs.  

4) The DAN network provider processes the NDOs based on the processing policy and transfers the 
processed NDO to the service provider. 
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7.2.1 Benefits 

The user of sensor data benefits from DAN, due to its simple method of data uploading and access. The sensor 
device does not need to specify the final destination of the sensor data, but simply specifies the name or ID 
of the sensor data and sends it to a DAN element using broadcast, etc. The user of the sensor data also does 
not need to specify the location or address of the DAN element where the sensor data are stored, but simply 
specifies the name of the data. This greatly simplifies the design of sensor devices and applications regarding 
data communication. 

The service provider or the network operator benefits from DAN due to its efficient mechanism for uploading 
sensor data. The data are collected at a DAN element close to the sensor device, which reduces transmission 
delay and uplink traffic. The sensor device needs to wait for a minimal transmission time to upload its sensor 
data. The sensor device also does not need to manage an end-to-end communication session to data 
consumers, which reduces the burden on the sensor device for data communication. 

The service provider or the network operator also benefits from DAN, due to its simple management of 
mobility. The sensor device can be moved to another location without any reconfiguration at the DAN layer. 
The user can access sensor data without reconfiguration of location or address, which reduces sensor 
network management costs where sensor numbers are large. 

7.3 Vehicular networking 

This service scenario involves vehicles (such as automated cars and trains) that are connected to the network 
and DAN elements collecting vehicle-related data generated from in-vehicle devices. In-vehicle devices can 
be either a navigation system including smartphones attached to the vehicle or an embedded system such 
as on-board wireless system attached to a controller area network (CAN). Vehicle-related data include 
location information (e.g., current location, destination location), driving information (e.g., steering, velocity, 
acceleration, braking) or states information (e.g., fuel level, maintenance information). 

Figure 7-5 depicts a sample scenario for vehicular networking using DAN. 

 

Figure 7-5 – Vehicular networking using DAN 



Core network aspects 1 
 

59 

The operational procedures of the scenario are as follows: 

1) Vehicles share NDOs among themselves through the DAN element. 

2) Vehicles share NDOs among themselves directly. 

3) The DAN elements forward collected NDOs from vehicles to the service provider. The NDOs can be 
stored in selected DAN elements on the way to the service provider. 

4) The service provider sends the NDOs to the first hop DAN element close to vehicles. The DAN 
element broadcasts the NDO to connected vehicles. 

5) A vehicle moves to another DAN element while downloading an NDO. 

6) The vehicle continues to download the rest of the NDO from the closest DAN element that holds the 
NDO in its cache. 

Figure 7-6 is a procedural diagram of DAN functions for vehicular networking. 

 

Figure 7-6 – Use case of vehicular networking with DAN 

1) The end user and service provider subscribe to NDOs. The service provider additionally specifies a 
processing policy (e.g., aggregation and compression) that should be applied to the subscribed 
NDOs. 

2) The end user publishes the NDOs.  

3) The DAN network provider transfers the NDOs to end users who subscribe to the NDOs.  

4) The DAN network provider processes the NDOs based on the processing policy and transfers the 
processed NDO to the service provider. 

7.3.1 Benefits 

A network operator can benefit from DAN in regards to simplified mobility management. The data are routed 
using their names that are independent of the location. DAN does not require tunnelling and binding 
processes that are necessary in location-based protocols, such as mobile IP. This may provide more simplified 
handover that is optimal for short range radio communication, such as wireless local area network (WLAN) 
and dedicated short range communication (DSRC). 

A network operator can also benefit from DAN in regards to efficient data collection from in-vehicle devices. 
The data are collected at a DAN element close to the wireless base station, which reduces transmission delay 
and uplink traffic compared to the in-vehicle devices uploading data to the data center. The in-vehicle device 
needs to wait for a minimal transmission time and does not need to manage end-to-end communication 
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sessions. This service scenario shows how DAN elements close to end users can provide edge computing 
services. 

7.4 Automated driving 

This service scenario describes DAN as a collaborative architecture to support seamless communication for 
automated driving. The automated driving scenario is associated with network-assisted driving for human 
drivers. Automated vehicles pull the NDOs they demand, e.g., position data, accident or traffic jam 
information, when they go on a road. The service provider pushes positional data or other NDOs to vehicles 
at specific positions (corresponding to different areas) of road via access points (APs) that act as DAN 
elements. As NDOs are used as interactive content, the service provider needs to guarantee low latency (less 
than a valid threshold value) for high QoS, in the case of automated driving. 

To provide real-time mobility access, mobile nodes may have different identifiers assigned from a separate 
namespace, e.g., node name as shown in [b-López, 2016]. 

Figure 7-7 depicts a sample scenario for automated driving service with DAN. 

 

Figure 7-7 – Automated driving with DAN 

The operational procedures of the scenario are as follows: 

1) An automated driving end user requests a positional data or traffic NDO from the corresponding 
service provider. At the same time, the end user reports the expected route to the service provider 
for the automated driving support. 

2) The end user receives the requested NDO via a DAN element (wireless application protocol (WAP)). 

3) The service provider informs the DAN elements on the expected route of the end user where the 
automated vehicle is authenticated to get the data for automated driving. 

4) The updated NDOs are pushed to the nearby DAN elements by sensors or newly pass-through in-
vehicle devices to maintain the accuracy of current traffic data and support seamless retrieval of 
data with low latency for the automated driving end user. Even if the DAN network provider fails, 
e.g., due to disaster, the end user can still receive geographical and positional data, such as 
intersection information and hidden objects on the road, as well as GPS for navigation. 
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5) While the end user moves to the DAN elements on the path, the user is able to receive the NDOs 
required for automated driving. 

Figure 7-8 is a procedural diagram of DAN functions for automated driving service. 

 

Figure 7-8 – Use case of automated driving with DAN 

1) The end user sends the service provider a request for interactive data, e.g., position and traffic 
NDOs, together with an expected route for automated driving. 

2) The service provider informs all related DAN elements about the arrival of the authenticated vehicle 
and requests interactive NDOs with the vehicle for its automated driving (labelled 2-1 in Figure 7-8). 
The service provider offers the DAN elements (WAPs) its public key, which authorizes the DAN 
elements to serve the requested NDOs. 

3) Then the updated NDO is pushed to the DAN element from its connected sensors or newly pass 
through vehicles if some special events occur, e.g., an accident or traffic jam. In other words, 
updated NDOs may be uploaded by sensors or taken from new state information from in-vehicle 
devices close to the DAN elements. Therefore, the updated NDO is available in DAN elements for 
automated driving support (2-2). 

4) The DAN element provides the end user with the desired NDO interactively when the end user 
passes through the respective DAN element on a road. The NDO may be processed before being 
served, in order to fit the capability of the end user's in-vehicle device. 

7.4.1 Benefits 

In order to detect hidden objects beyond a sightline, e.g., a child running around a corner or a car pulling out 
of an occluded driveway, an automated vehicle can communicate with static infrastructure, such as sensors 
on the road, which is connected to DAN elements (e.g., WAPs), or even with other vehicles in the vicinity. For 
vehicular ad-hoc networks used in current communication between vehicles, it is necessary to identify their 
locations based on the Internet protocol (IP). However, for efficient automated capability, the whole 
communication system should focus on accessing content (rather than a particular destination) that can be 
supported by DAN. 

The user of automated driving can benefit from DAN due to its simple method of uploading and accessing an 
NDO via sensors. The automated vehicle only needs to specify the name or ID of the sensor data and send 
them to a connected DAN element, regardless of the final destination of the sensor data. The user of sensor 
data does not need to specify the location or address of the DAN elements. The service provider and network 



1 Core network aspects  
 

62  

operator also benefit from DAN due to its efficient data collection. This mechanism can efficiently reduce 
transmission delay and simplify mobility management over ubiquitous DAN elements. 

7.5 Networking in a disaster area 

This service scenario describes DAN as a communication architecture which provides an efficient and resilient 
data dissemination in a disaster area, e.g., north eastern Japan (Tōhoku) hit by an earthquake and tsunami 
on 11 March 2011 [b-FG-DR&NRR]. 

A provider can directly disseminate emergency data to a particular person or group of people. In this case, 
consumers can express their interest in particular emergency data in advance so that DAN can deliver 
emergency data when they are available. A provider can directly disseminate emergency data to many and 
unspecified people regardless of any prior request for such a service. 

A provider can push emergency data to the cache or storage of DAN elements and then DAN elements can 
indirectly deliver emergency data from their caches or storages to a particular person, a group of people or 
many and unspecified people in the network. 

DAN elements have sufficient storage capacity and so they can hold emergency data for a long time. 
Provider(s) and consumer(s) can use the storage as intermediate devices to share any emergency data with 
others during a disaster period. 

A DAN mobile element, e.g., carried by vehicles and rescuers, can deliver emergency data among fragmented 
networks. A fragmented network is one that is locally connected by wired or wireless links without any 
connections to a wide area network (WAN) service such as the Internet. A typical example is a cell covered 
by a base station isolated from the WAN. 

Figure 7-9 depicts a sample scenario for networking in a disaster area. 

 

Figure 7-9 – Networking in a disaster area with DAN 

The operational procedures of the scenario are as follows: 

1) An end user subscribes to emergency data from the service provider. 

2) The emergency data are pushed to the subscriber when they are available. 

3) The service provider may push the emergency data to the DAN element close to the disaster area. 

4) Then the DAN element informs many and unspecified people of the emergency situation by pushing 
the emergency data to them. 
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5) The DAN elements in a fragmented network may indirectly receive the emergency data, e.g., 
through a patrol car carrying the data from a non-disaster area. 

6) The DAN elements deliver the data to many and unspecified people in the fragmented network. 

7) Users in the fragmented network can share information with others through the DAN elements that 
have storage and processing capabilities. 

Figure 7-10 is a procedural diagram of DAN functions for this scenario. 

 

Figure 7-10 – Use case of networking in a disaster area with DAN 

1) The end user subscribes to emergency data from the service provider. 

2) The service provider configures the DAN network to push the emergency data to individual 
subscribers. 

3) When the emergency data are available, the service provider pushes the emergency data to 
subscribers (labelled 3-1 in Figure 7-10), and to the cache or storage of DAN elements (3-2). 

4) The DAN network pushes the emergency data to its non-subscribers to inform them of the 
emergency situation. 

5) Isolated end users in a disaster area share disaster-related information with others through the DAN 
element. 

7.5.1 Benefits 

A provider can efficiently and resiliently disseminate emergency data in a disaster area due to the cache and 
forward function of DAN in which emergency data are sent to an intermediate DAN element where the data 
are kept (cached) first and then sent to the final destination or to another intermediate DAN element. The 
caching data can be served for other consumers (efficient data dissemination) even when the original 
provider is not available due to a temporal network partition (resilient data dissemination). 

A consumer can retrieve emergency data even in an intermittently connected or totally fragmented network 
during a disruption or disaster period, which shows the capability of DAN to cope with dynamic topology 
changes, e.g., caused by a reconstruction process by a network provider. DAN follows a communication 
model that is consumer or receiver driven, in which receivers can regulate if and when they wish to receive 
segments of data, so that continuous data retrieval from multiple DAN caching points is possible without 
setting up end-to-end sessions in the intermittently connected network. Also, due to the cache and 
forwarding function of DAN, a mobile DAN element can deliver emergency data among people in fragmented 
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networks. At the same time, consumers are able to continue communication services, e.g., social networking 
services (SNSs), even after a disaster. 

An operator can reduce the construction cost of a system that deals with disaster scenarios. Due to the name-
based communication, there is no clear functional boundary between network elements and end devices in 
DAN. In this way, an operator can adaptively use available DAN elements as storage or caching servers during 
a disaster period, so that an operator can deal with a disaster scenario in an economical manner. Also, name-
based communication enables the data object to be prioritized, so that appropriate action can be taken on 
individual data objects. 

Moreover, DAN can regulate access to data objects, e.g., only to a specific user or a group of users, by securing 
the data object. This security mechanism facilitates trusted communications among end users in a 
fragmented network where public safety is disturbed and vandalism occurs frequently. These benefits have 
been shown in [b-Yo, 2013]; see also Appendix I. 

7.6 Advanced metering infrastructure in a smart grid 

The service scenario involves smart meters, communications networks and data management systems that 
provide two-way communications between utility companies and their customers. Customers are assisted 
by in-home displays, power management systems, etc. In communication networks, DAN elements can be 
installed in order to keep copies of data in the in-network caches so that the cached data can be reused in a 
format appropriate to the demands of customers and utility companies. Based on data that represent the 
pattern of use of a utility, customers can plan or limit the level of utility consumption and also utility 
companies can achieve load balancing in the network. 

Figure 7-11 depicts a sample scenario for the AMI in a smart grid. 

 

Figure 7-11 – Advanced metering infrastructure in a smart grid 

The operational procedures of the scenario are as follows: 

1) A smart meter records the energy consumption of home appliances in the storage of the DAN 
element, and regularly pushes the information, e.g., NDOs, to the utility company that provides 
electricity. While the NDOs are pushed to the utility company, they can be cached on selected DAN 
elements along the forwarding path, e.g., close to the end user.  

2) User A, e.g., owner of a smart meter, requests information to check the states of appliances at home. 
At this time, the request hits the cached NDO on the DAN element.  

3) The request is directly served from the DAN element, not from the smart meter. Moreover, the DAN 
element may process the NDO so that its format is suitable for the capability of user A’s mobile 
device. 
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4) User B at home interrogates the smart meter regarding the energy consumption of home 
appliances. 

5) The smart meter responds to the request. 

 

Figure 7-12 – Use case of advanced metering infrastructure  
in a smart grid with DAN 

1) A service provider subscribes to NDOs. The service provider additionally specifies processing policy 
(e.g., aggregation and compression) that should be applied to the subscribed NDOs. 

2) The end user publishes the NDOs. 

3) The DAN network provider transfers the NDOs to end users on request. 

4) The DAN network provider processes the NDOs based on the processing policy and forwards them 
to the service provider.  

7.6.1 Benefits 

Due to the in-network caching and processing functions of DAN elements, utility companies can use the 
network resource more efficiently in a way that data are distributed to the in-network caches where the data 
can be processed according to the demands of consumers and utility companies. In this way, load in the 
network can be balanced, which reduces the possibility of network congestion and the management cost of 
heavily loaded network entities in a scalable manner. These benefits have been shown in [b-Yu, 2014]; see 
also Appendix II. 

Moreover, current implementations of AMI use either dedicated networks or the Internet via home routers. 
The former can support reliable communication only for involved network operators, while requiring large 
investment to build the network infrastructure. Although the latter is appreciated due to its economical 
perspective, it requires customers to set up virtual private network (VPN) connections for reliable and secure 
communications, which is troublesome. DAN secures data itself rather than a connection between two 
communication entities, and the configurations of DAN home routers are universal or not site-dependent. 
Thus, DAN discards the requirement of site-dependent VPN setup, and then enables a service provider to 
deploy the AMI system over public networks like the Internet in a fast and economical manner without 
concerns about securing the connections. 
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7.7 Proactive video caching 

This service scenario involves passengers on moving vehicles (train, car, bus, etc.) who watch video content 
over the Internet with their portable devices (smartphone, laptop, etc.). In the case of a moving train, the 
video content being watched is proactively cached at every DAN element in each station according to the 
scheduler that decides how much video content should be proactively cached based on video and 
transportation information. In the case of other means of transport whose moving direction is not 
predetermined, location information from the navigation system can be used to choose the DAN element 
where the video content is cached proactively. 

Figure 7-13 depicts a sample scenario for proactive video caching. 

 

Figure 7-13 – Proactive video caching 

The operational procedures of the scenario are as follows: 

1) An end user in a train requests a cinema film, i.e., an NDO, from its service provider. 

2) The end user begins watching the film. 

3) The service provider pushes the segments of the film file to the DAN nodes in the stations that the 
train will pass through. 

4) As the train passes through stations, the end user is able to access and retrieve the segments that 
will be watched next. 

Figure 7-14 is a procedural diagram of DAN functions for this scenario. 
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Figure 7-14 – Use case of proactive video caching with DAN 

1) The end user sends a request to subscribe to a film to the service provider. 

2) The service provider calculates the future locations of the end user, e.g., based on the train 
timetable, and the network bandwidth at the locations (labelled 2-1 in Figure 7-14). Then, the 
service provider pushes the segments of the film file to the relevant DAN nodes (2-2). Moreover, 
the service provider provides the DAN elements with its public key that authorizes the DAN elements 
to serve the corresponding segments of the film. 

3) The end user accesses the DAN node and retrieves the segments of the film. 

7.7.1 Benefits 

The quality of video delivery to mobile users can be significantly improved by using the proactive video 
caching mechanism supported by DAN. Since the video content being watched is pushed to the relevant DAN 
elements in advance, it can be served immediately as soon as the mobile user changes the DAN element to 
which it is attached. Thus, delay is minimized due to the reduction of the number of hops through which the 
video content travels. Moreover, the cached video contents in the DAN elements can be accessed by all 
subsequent mobile users. 

Network operators can also benefit from this service scenario. First, the network bandwidth consumption 
decreases due to the reuse of video contents in caches. Second, it is possible to reduce the level of energy 
consumption of the network by accessing video contents through WLAN, which in general requires less 
energy for transmitting data than cellular networks.  

The benefits of proactive video caching have been shown in [b-Kanai, 2014]; see also Appendix III. 

7.8 In-network data processing 

This service scenario describes DAN as an in-network data-processing platform for an efficient IT system. This 
service enables users to process data in a fast and flexible manner by distributing data-processing functions 
and adaptively moving them over ubiquitous DAN elements, such as those on the edge of the network and 
at concentrated points of data-processing requests. A similar concept that focuses on mobile edge 
deployment has been proposed in [b-MEC, 2014]. On the other hand, this service scenario supported by DAN 
can provide more flexible features, such as mobility, network-wide deployment and caching of data-
processing functions. 



1 Core network aspects  
 

68  

NDOs in DAN are typically conventional data, such as videos, text files and measurement data. At the same 
time, an NDO can also represent a data-processing function. When a need arises to clarify whether an NDO 
represents conventional data or a data-processing function, it is specified as NDO-data or NDO-func, 
respectively. An end user can request a data-processing function by its name without knowing its location [b-
Tschudin, 2014]. 

This service scenario takes into account that DAN elements can: 1) execute data-processing functions; 
2) move data-processing functions autonomously or manually; and 3) cache not only data, but also data-
processing functions. Thus, DAN elements close to an end user can cache data and data-processing functions, 
as well as directly responding to various user requests. In this manner, traffic load in the core network and 
the response time for user requests can be reduced. Nevertheless, the deployment of the data-processing 
function should be decided carefully considering various functional allocations to optimize the system 
[b-Katoh, 2015]. 

Typical implementations of this service scenario include video analysis and the Internet of things (IoT). For 
instance, when a large quantity of video data from a camera is requested for analysis, e.g., to detect lost 
children or to monitor unattended properties, the analysis request may be carried out in the DAN element 
close to the video data source rather than being forwarded to a remote server. This strategy is adopted 
because the transmission time for a large video file to a remote server through a WAN would be the dominant 
element in total delay, although data-processing time is also usually relatively large. In addition, if the remote 
server is congested with many other tasks, the analysis request may be carried out in the DAN element close 
to the requester rather than on the remote server, because the load on the DAN element might be 
comparatively low. In these cases, the transmission times of request and response messages can be reduced 
effectively within the total delay or data-processing resources can be used more efficiently due to distributed 
processing over ubiquitous DAN elements.  

Regarding NDOs in DAN caches, there are two cases. The first is when the DAN element has the result of a 
data-processing function for an analysis in its cache, which directly returns the data to the requester. The 
second is when the DAN element has a function in its cache that processes input data with the function and 
returns the result to the requester. Otherwise, the analysis request is forwarded to another nearby DAN 
element that holds the function. 

Figure 7-15 describes a sample scenario for in-network data-processing service with DAN. 

 

Figure 7-15 – In-network data processing with DAN 
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The operational procedures of the scenario are as follows: 

1) User A requests an execution of NDO-func (data-processing function) from its service provider 
(labelled Service provider-1 in Figure 7-15). The name of NDO-func is accompanied by that of 
NDO-data_in.  

2) To execute NDO-func, Service provider-1 requests NDO-data_in from its service provider (Service 
provider-2). 

3) Service provider-1 receives NDO-data_in from Service provider-2. Then, it executes NDO-func with 
NDO-data_in, and produces NDO-data_out (output data: result of the execution). 

4) While NDO-data_out is downloaded from service provider-1 to User A, it can be stored on selected 
DAN elements along the downloading path. In addition, NDO-func can be pushed to selected DAN 
elements or pulled by other DAN elements when it is necessary. 

5) User B requests an execution of NDO-func which specifies NDO-data_in as an input to the service 
provider. At this time, the request hits the cached NDO-data_out on the DAN element. 

6) Since NDO-data_out is the result of the processing function NDO-func acting on NDO-data_in, it is 
directly served from the DAN element, not from the service provider. 

7) User C requests an execution of NDO-func that specifies NDO-data_in as an input to the service 
provider. At this time, the request hits the cached NDO-func on the DAN element. 

8) Thus, the DAN element only requests NDO-data_in (omitted in Figure 7-15) to Service provider-2. 
Then, it executes NDO-func as an input NDO-data_in, produces NDO-data_out, and finally delivers 
it to User C. 

Figure 7-16 is a procedural diagram of DAN functions for a DAN in-network data-processing service. 

 

Figure 7-16 – Use case of in-network data processing with DAN 

1) An NDO provider provides the data-processing function (NDO-func) and data (NDO-data, typically 
input data to the function) for the service provider. 

2) The service provider publishes the NDOs (NDO-func and NDO-data), which distributes routing 
information that leads toward the NDOs. 

3) When an end user wants to execute an NDO-func, the request is sent to the DAN element close to 
the end user that holds the NDO-func or NDO-data as a result of the execution in its cache or storage 
(labelled 3-1 in Figure 7-16). Otherwise, the request is directly delivered to the service provider (3-2). 
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4) Either the DAN element (4-1) or the service provider (4-2) supplies the NDO-data as a result of the 
execution to the end user. If NDO-func is a DAN element, the DAN element executes the NDO-func, 
produces NDO-data as a result of execution and supplies it. 

7.8.1 Benefits 

A network operator can benefit from this DAN service scenario because of the reduction of traffic load in the 
core network and CPU load in the computing servers, thanks to the ubiquitous caching capability of DAN, 
which also enables load balance in a native manner. 

An end user can benefit from DAN because of the shortening of the response time due to the fact that data 
as well as data-processing functions can be cached close to the end user and directly serve user requests 
from the caching points. In addition, since the whole data-processing operation can be carried out between 
the end user node and nearby caching nodes, the risk that user information gets intercepted is relatively low, 
which protects user privacy in an appropriate manner. 

An application developer can benefit from DAN in regards to easy programming of network applications, e.g., 
easy specification of interfaces for calling other applications by name. 

7.9 Multihoming with DAN 

Nowadays mobile devices are equipped with multiple wireless interfaces such as bluetooth, WLAN and long-
term evolution (LTE). Each of them has unique advantages in terms of bandwidth, network access costs, 
coverage, etc. However, current IP networks cannot fully utilize the benefits because they basically cannot 
forward selected data flows to a specified network interface. 

DAN is based on the operation of name-based routing where each data flow is identified and forwarded to 
selected network interfaces. For this reason, DAN is able inherently to support this service scenario. 

Figure 7-17 depicts a sample scenario to support a multihomed mobile device using DAN. Suppose three end 
users, S1, S2 and S3, in a train want to watch a TV programme with their smartphones, which have different 
types of wireless interfaces, e.g., bluetooth, WLAN and LTE. 

 

Figure 7-17 – Multihoming with DAN 
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1) End user S1 in the train requests a TV programme, i.e., an NDO from its TV service provider through 
its LTE interface. 

2) The service provider transfers the NDO to the requester. The device of S1 caches it. 

3) The device of S1 announces to its neighbours the existence of the NDO through the broadcast 
functions of bluetooth. The announcement is delivered to both S2 and S3. 

4) The device of S1 announces to its neighbours the existence of the NDO through the broadcast 
function of WLAN. The announcement is only delivered to S2, which receives two announcements 
from S1 through its bluetooth and WLAN interface, respectively. 

5) S2 requests the NDO from S1 via WLAN since WLAN is faster than bluetooth. 

6) S1 transfers the NDO to S2. The device of S2 caches it to serve other neighbours on demand. 

Figure 7-18 is a procedural diagram of DAN functions for this scenario. 

1) The service provider publishes NDOs, which distributes routing information that leads toward the 
NDOs. 

2) The DAN network provider forwards the routing information to the end user. 

3) The end user requests the NDO through an appropriate interface, which is determined based on the 
routing information. 

4) The DAN network provider transfers the NDO to the end user. 

 

Figure 7-18 – Use case of multihoming with DAN 

7.9.1 Benefits 

DAN provides us with the capability to obtain any data in heterogeneous networks using the same ID of the 
corresponding NDO. Users do not care about which media interface is active to access their favourite data in 
the possible networks surrounding them, such as a bluetooth network, Infrared Data Association (IrDA) 
network, WLAN or the Internet via LTE. Thus the user interface is dramatically improved. Furthermore, an 
application developer can also benefit from DAN because of easy programming for network application, e.g., 
ease of access any data by its unique name. 

Network operators can improve network bandwidth consumption from this service scenario, since DAN is 
able to retrieve NDOs through multiple network interfaces simultaneously. Network interfaces can be also 
adaptively used based on an environmental change, so that a user does not need to care about how much of 
each network is currently used. Fault tolerance of communication between two DAN nodes can be achieved 
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if the nodes have several network interfaces between them. Since different types of access networks have 
different scopes in terms of coverage, one link failure due to movement outside the link coverage can be 
compensated for by another link that is still connected to the other network.  

Furthermore, application developers can benefit from DAN because of easy programming for network 
application because they are not required to worry about the specification of network interfaces. 

7.10 Traffic engineering of DAN 

This service scenario takes advantage of the awareness feature of DAN, which inherently enables DAN 
elements to identify not only individual flows of data objects on the network level, but also their features 
such as the size or the service requirements of data objects. Thus, flows of data objects can be treated 
differently by forwarding them through different paths depending on their service requirements. In IP 
networks, an additional system component, e.g., deep packet inspection, is required to support such a 
function. For instance, the problem of mice and elephant flows is well known: mice flows are short-lived data 
flows such as emails, web pages, and data requests; on the other hand, elephant flows are long lived, such 
as video streaming and data migrations, which significantly impact on network bandwidth and performance. 

For dynamic operation of the service scenario when confronted with substantial data flow, DAN can be 
managed in a centralized manner. A central management unit of DAN recognizes substantial data flow 
coming into the network and dynamically sets up routes for the flow. For this reason, DAN elements are 
deployed by operators for efficient use of network resources and fine control over user traffic. 

Figure 7-19 depicts a sample scenario for DAN traffic engineering. This scenario assumes two types of 
application: making phone calls; and downloading files. From the quality of service point of view, a phone 
call service has higher priority than a file download service, since the phone call service requires minimum 
packet loss and latency. To optimize data flows in this scenario, the two data flows are identified with their 
names including labels specifying their service requirements: "Phone" for phone calling; and "FDS" for file 
downloading. 

1) User A requests User B for a telephone call. By the label "Phone" in the request message, e.g., 
"/Phone/UserA" and "/Phone/UserB", DAN elements are aware that the traffic is delay sensitive and 
so forward the request message following the shortest path. 

2) User B responds to the request and forwards the voice data objects to the DAN network. The voice 
data objects are routed through the path that minimizes the delay. The caching function of DAN 
elements on the path is disabled since it is a phone service. 

3) During the phone conversation, User A requests an NDO from its file downloading service provider 
with its name "/FDS/NDO", which represents delay insensitive traffic. 

4) The service provider responds to the request and forwards the NDO to the DAN element. By the 
name of "/FDS/NDO", the DAN element identifies that this is delay insensitive traffic flow and routes 
it to the path that is not overlapped with the path taken by the voice data traffic flow, and that is 
possibly having wider broadband. The cache function of the DAN elements on the path is enabled 
to cache the NDO. 

 

Figure 7-19 – Traffic engineering of DAN data flows 
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Figure 7-20 is a procedural diagram of DAN functions for this scenario. 

1) The service provider transmits the QoS requirements of the NDOs to the DAN network with labels 
in the names of the NDOs, e.g., "/Phone/" or "/FDS/". 

2) The end user requests an NDO from its service provider with the names, e.g., "/Phone/NDO" or 
"/FDS/NDO".  

3) The traffic control functions of the intermediate DAN elements identify the required QoS of the 
request by the name and inform its content delivery function how to forward the requested NDO to 
the end user. 

4) The service provider forwards the requested NDO to the DAN network. 

5) The DAN network determines a route based on the QoS requirement of the requested NDO and the 
information of DAN networks, e.g., traffic and topology. The NDO is forwarded to the end user 
following the determined route. 

 

Figure 7-20 – Use case of traffic engineering DAN 

7.10.1 Benefits 

The properties of data objects are exposed to DAN elements in the form of the names or the attributes of 
the data objects, which is known as the data awareness of DAN. The properties enable DAN elements to treat 
individual data flows differently according to their requirements, e.g., delay sensitive or network conditions. 
While such an awareness feature in DAN is supported in a native manner by the architecture, conventional 
networks need a technology, e.g., deep packet inspection (DPI), to be aware of data flows.  

Moreover, conventional networks secure connection, not the data object individually. For instance, the 
hypertext transfer protocol – secure (HTTPS) widely adopted in recent years disables the awareness by 
encrypting data flows from one end to the other. Thus, even though different types of data objects, e.g., 
cacheable or non-cacheable, are transferred through the secure connection, it is not possible to differentiate 
the data objects and cache them selectively. On the other hand, DAN deals with individual data objects 
selectively for caching or processing because its security mechanism is applied for each data object rather 
than the connection. 

With this service scenario, network operators can use the network resource more efficiently by enforcing 
data flows to follow less utilized paths in the network. At the same time, network operators can also provide 
more elaborated service for end users since they can identify data flows and treat them differently based on 
the requirements. This service scenario shows a potential possibility of how DAN can be operated within the 
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framework of software-defined networking (SDN), which is characterized by a well-defined separation 
between user and control planes. 

8 Migration 

Implementation of each service scenario is subject to the migration from current networking to DAN. 
Nevertheless, the migration can be gradual. There are two deployment options. 

One deployment option is based on network virtualization technology, which includes an overlay model and 
slice model. In the overlay model, DAN elements are selectively placed inside the current network. This model 
is cost-effective due to the use of IP networks for networking remote DAN elements. As the number of DAN 
elements increases, DAN can provide more efficiency and scalability. DAN elements can be used as gateway 
nodes next to the conventional network elements and serve the desired functions for each service scenario 
like caching, aggregation and protocol translation between DAN and the existing network, etc. In the slice 
model, a network slice is created on the current network and DAN is deployed on the slice. This model has 
the merit of easy extension by horizontal or vertical cooperation with other slices. 

The other option is based on a clean-slate mechanism, where the IP layer of the current network is totally 
replaced by the name or ID layer of DAN for name-based routing. This option can utilize DAN capabilities 
most effectively. However, it is realistic to use network technology properly according to network usage and 
service requirements, rather than replacing hastily all networks by DAN. Actually, this replacement could be 
done gradually on the basis of management domain. For example, a newly introduced network may be 
constructed on pure DAN technology. DAN elements on the edge should provide gateway functions as well, 
so that DAN and existing networks can communicate with each other. 

9 Environmental considerations 

Environmental considerations in this Supplement are mainly subject to those provided by DAN: its extra 
energy consumption due to the requirement for additional resources (e.g., cache or storage) for its operation. 
Thus, the environment considerations specified in [ITU-T Y.3033] would be sufficient for this Supplement. 

10 Security considerations 

The security consideration in this Supplement are mainly subject to the security mechanism provided by DAN, 
which secures each data object based on the signature of its publisher rather than securing the connection 
between two end points. This security mechanism assumes that users can access the public key 
infrastructure. However, this assumption may not be valid in some DAN service scenarios, such as networking 
in a disaster area where users are isolated from the public key infrastructure. Therefore, an additional 
security mechanism may be required for a particular DAN service scenario. 
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Appendix I 
 

Efficient and resilient data dissemination in a disaster area 

Figure I.1 shows the packet loss as a function of the number of connections that simultaneously connect to 
an original content holder located at the top of a tree topology. Due to the in-network caching function of 
DAN, contents originally located at the top of a tree topology are gradually distributed to the in-network 
caches in the network, which enables DAN to provide an efficient as well as resilient data dissemination 
scheme for any disaster scenario. The simulation was carried out based on named data networking (NDN) [b-
Jacobson, 2009], which is an example of an implementation of DAN. 

 

Figure I.1 – Packet loss versus number of connections that simultaneously  
connect to an original content holder 
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Appendix II 
 

Design of advanced metering infrastructure 
in smart grid with DAN 

Figure II.1 shows the design of AMI with DAN. The architectural components of DAN, such as naming, routing, 
caching and forwarding (right-hand side), can correspond with the transport and network layer protocols 
[e.g., transmission control protocol/transport layer security (TCP/TLS) and IPv6] in the current protocol stack 
of AMI (left-hand side). 

 

Figure II.1 – Protocol stack of advanced metering infrastructure with DAN in [b-Yu, 2014] 

Figure II.2 shows how much bandwidth is consumed when the same size content is transferred in AMI based 
on DAN (DAN-AMI) and IP (IP-AMI) networks, respectively. In the simulation, 240 smart metres were pushing 
data objects to DAN-AMI as well as IP-AMI, and subscribers retrieved the data objects from the network. Due 
to the in-network cache and processing functions of DAN elements, requests from subscribers were directly 
served by the individual DAN elements holding the data objects and so the network bandwidth consumption 
in DAN was significantly reduced compared to IP. The simulation was carried out by using the NDN simulator 
[b-ndnSIM]. 

 

Figure II.2 – Bandwidth consumptions in DAN-AMI and IP-AMI  
(see [b-Yu, 2014] for details) 
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Appendix III 
 

Proactive video caching with DAN 

Figure III.1 shows the experimental configuration of the proactive video caching mechanism with DAN. There 
are three stations equipped with DAN elements and the content source provides video. Video contents are 
proactively cached in the DAN element in every station using the scheduler, which decides how many video 
contents should be proactively cached based on the train schedule. The experiment was carried out based 
on NDN implementation. 

 

Figure III.1 – Experimental setup for proactive caching mechanism with DAN 

Figure III.2 shows the throughput changes as the mobile user on the train moves from station A to station C. 
The red, green and blue lines show the throughput at each DAN element when the train stops at each 
corresponding station, respectively. The pink line shows the throughput observed at the user device. The 
black line shows the total of all throughputs, which are defined previously. The scheduler makes sure that 
the video content being watched is proactively cached in every station before the train arrives there. 

 

Figure III.2 – Variations of throughputs as a mobile user on a train  
moves from station A to C 
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Summary 

Recommendation ITU-T Y.3011 describes the framework of network virtualization for future networks (FNs). 
It presents its motivation and definition, and describes the concept of logically isolated network partition 
(LINP) that is provisioned by network virtualization. This Recommendation also discusses the problem spaces 
of network virtualization and investigates its design goals. Finally, this Recommendation discusses the 
applicability of network virtualization by summarizing its advantages and disadvantages. An appendix provides 
detailed use cases on various aspects of network virtualization, such as experimental network and mobility. 
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Introduction 

Future networks (FNs) are networks that will be able to provide revolutionary services, capabilities, and 
facilities that are difficult to support using existing network technologies. One of the basic objectives of FNs 
is service awareness. The number and range of services are expected to explode in the future, and FNs need 
to adapt to the surge in the number of services [ITU-T Y.3001]. That surge in the number of services makes it 
difficult to satisfy the requirements of every service on a single network architecture. However, it is 
unrealistic to realize heterogeneous network architectures using multiple physical networks because of the 
installation, operation, and maintenance costs. FNs therefore need to realize diverse services and 
heterogeneous network architectures on a common physical network.  

The future information and communication infrastructure is expected to support arbitrary kinds of social and 
economic activities. For example, while a proliferating number of network services are emerging and such 
services require high-speed, large-volume, low-latency network connectivity for voice, video, database 
communications, it is also imperative to ensure low-power consumption. A mixture of contradicting goals, 
including those described above, is to be resolved by the flexibly reconfigurable networks that accommodate 
multiple virtual networks with different capabilities. It is therefore crucial to make the networks more flexible 
and more reconfigurable so that they continuously and dynamically evolve to adapt to the changing 
requirements for future network services and applications. It is especially important to optimize the usage of 
the limited resources and maximize the number of users of the resources by quickly and dynamically adapting 
to environmental changes, for example, the emergency situations caused by natural disasters, through 
tailoring the amount and the quality of resources allocated for each virtual network and switching between 
multiple virtual networks with different capabilities. 

At the same time, to make diverse services flourish, it is preferable for networks to provide easy methods for 
experimenting and/or small-scale deployment. This has to be done without causing unexpected effects for 
others, so it is often done by building completely separate networks. If experimental networks and/or test-
beds could be built on real networks that share common physical networks and could still provide isolated 
network environment, it will give developers, providers, and users of the emerging technologies an ideal 
environment to design, develop, and evaluate new services. 

Network virtualization is a technology that realizes isolated and flexible networks in order to support a broad 
range of network architectures, services, and users that do not interfere with others. It also enables the easy 
establishment of experimental networks and accelerates research and development on future network 
technologies. Therefore, network virtualization is considered as a key technology for realizing FNs. 

This Recommendation provides the framework of network virtualization technology. 
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1 Scope 

This Recommendation defines network virtualization and provides an overview of, and motivation for, 
network virtualization. It also describes problem spaces, design goals, and applicability of network 
virtualization.  

Use cases for network virtualization are discussed in an appendix. 

2 References 

The following ITU-T Recommendations and other references contain provisions which, through reference in 
this text, constitute provisions of this Recommendation. At the time of publication, the editions indicated 
were valid. All Recommendations and other references are subject to revision; users of this Recommendation 
are therefore encouraged to investigate the possibility of applying the most recent edition of the 
Recommendations and other references listed below. A list of the currently valid ITU-T Recommendations is 
regularly published. The reference to a document within this Recommendation does not give it, as a stand-
alone document, the status of a Recommendation. 

[ITU-T Y.3001]  Recommendation ITU-T Y.3001 (2011), Future networks: Objectives and design goals. 

3 Definitions 

3.1 Term defined elsewhere 

This Recommendation uses the following term defined elsewhere: 

3.1.1 future network (FN) [ITU-T Y.3001]: A network able to provide services, capabilities, and facilities 
difficult to provide using existing network technologies. 

3.2 Terms defined in this Recommendation 

This Recommendation defines the following terms: 

3.2.1 logical resource: An independently manageable partition of a physical resource, which inherits the 
same characteristics as the physical resource and whose capability is bound to the capability of the physical 
resource. 

NOTE – "independently" means mutual exclusiveness among multiple partitions at the same level. 

3.2.2 logically isolated network partition (LINP): A network that is composed of multiple virtual resources 
which is isolated from other LINPs. 

NOTE – "logically isolated", which is the counter concept of "physically isolated", means mutual exclusiveness of the 
subjects (i.e., network partition, in this case), while the original subjects may be physically united/shared within the 
common physical constraints. 

3.2.3 virtual resource: An abstraction of physical or logical resource, which may have different 
characteristics from the physical or logical resource and whose capability may be not bound to the capability 
of the physical or logical resource. 

NOTE – "different characteristics" means simplification or extension of the resource characteristics. "different 
characteristics" allows the virtual resource to expose access or control methods different from the original physical or 
logical resource. 

3.2.4 network virtualization: A technology that enables the creation of logically isolated network 
partitions over shared physical networks so that heterogeneous collections of multiple virtual networks can 
simultaneously coexist over the shared networks. This includes the aggregation of multiple resources in a 
provider and appearing as a single resource. 

NOTE – Refer to the note of the definition of LINP for "logically isolated". 
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4 Abbreviations and acronyms 

This Recommendation uses the following abbreviations and acronyms: 

FN  Future Network 

IPsec  Internet Protocol security 

LINP  Logically Isolated Network Partition 

MNO  Mobile Network Operator 

MVNO  Mobile Virtual Network Operator 

PNM  Physical Network Manager  

VLAN  Virtual Local Area Network 

VPN  Virtual Private Network 

VRM  Virtual Resources Manager 

5 Conventions 

None. 

6 Overview 

Network virtualization is a method that allows multiple virtual networks, called logically isolated network 
partitions (LINPs), to coexist in a single physical network. In order to provide LINPs, physical resources are 
partitioned and abstracted as virtual resources and the virtual resources are interconnected to create an LINP 
[b-Chowdhury][b-GENI GDD0608][b-Nakao]. These virtual resources can be created on physical resources 
such as routers, switches and hosts. As such, virtual resources are either allocated to each LINP or else 
multiple virtual resources are aggregated into a single virtual resource. 

LINPs are isolated from each other, and when combined with programmability in virtual resources, users of 
LINPs can program the virtual resources on the virtualization layer. In other words, each LINP can provide the 
corresponding users with services similar to those provided by traditional networks without network 
virtualization. The users of LINPs are not limited to the users of services or applications, but can include 
service providers. For example, a service provider can lease an LINP and can provide emerging services or 
technologies such as the cloud computing service. The service providers can realize the emerging services as 
if they own a dedicated physical network. In order to facilitate the deployment of network virtualization, it is 
necessary to provide control and management procedures such as creating, monitoring, and measuring the 
status of LINPs. 

Figure 1 represents the conceptual architecture of network virtualization, which consists of LINPs over 
physical resources supporting network virtualization. A single physical resource can be shared among 
multiple virtual resources and each LINP consists of multiple virtual resources. Each LINP is managed by an 
individual LINP manager. In the figure, the physical resources in a physical network(s) are virtualized and may 
form a virtual resources pool. These virtual resources are managed by the virtual resources manager (VRM). 
The VRM interacts with the physical network manager (PNM) and performs control and management of 
virtual resources. Once an LINP is constructed by using the virtual resources, an LINP manager is allocated to 
the LINP. The LINP manager performs a management function. 
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Figure 1 – Conceptual architecture of network virtualization 

Figure 2 represents the concept of LINP, which consists of multiple coexisting LINPs over network resources 
supporting network virtualization. Each LINP is provided based on user requirements. The requirements are 
delivered to the VRM which coordinates the allocation of LINPs so that appropriate LINP is provided to users. 
The VRM handles the requirements based on its administration policy. Each LINP is controlled and managed 
by an LINP manager. The VRM which is controlling all virtual resources creates an LINP manager and allocates 
appropriate authorities to control each LINP. An LINP generated by using network virtualization has various 
characteristics, such as partitioning, isolation, abstraction, flexibility or elasticity, programmability, 
authentication, authorization, and accounting [b-Vermesan] [b-Nakao2]. The detailed description of the LINP 
characteristics is provided in Appendix I.  
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Figure 2 – Concept of LINP provided by network virtualization 

Network virtualization can improve the utilization of physical resources by allowing multiple virtual resources 
to coexist in a physical resource. Also, the abstraction and programmability property provides standard 
interfaces for managing and modifying the LINPs and help to support seamless modification and migration 
of the network in order to provide services whose functions are designed to be appropriate to the needs of 
applications and users. 

7 Problem spaces 

This clause investigates the problems of current networks and how network virtualization can be used to 
mitigate the problems. 

7.1 Coexistence of multiple networks  

Conventional technologies, such as virtual private network (VPN) and virtual local area network (VLAN), are 
typically used for providing isolated networks over shared physical networks. However, it is known that these 
technologies have disadvantages and limitations.  

For example, VPN relies on tunnelling mechanisms and internet protocol security (IPsec) in order to provide 
secure multiple networks over public networks. However, the current VPN technologies suffer from 
disadvantages in scalability, performance and throughput, which are caused by the complex encapsulation 
and authentication mechanisms. So, it appears that adding VPN mechanisms to existing protocols brings 
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additional complexity and high data-processing costs such as a complex tunnel negotiation process in IPsec 
[b-Burger]. Furthermore, there are considerable performance issues on mobility-related network 
equipments such as home agents and mobile nodes [b-IETF RFC 4093] [b-IETFRFC 5265]. In the case of VLAN, 
the membership of VLAN should be determined prior to deploying VLAN, which requires static and complex 
manual configuration by the network administrator. Also, VLAN suffers from scalability problems due to the 
size of address space [b-Yu].  

In addition, control of availability and performance and bandwidth guarantee for VPN and VLAN is difficult. 
If more users are operating on the networks, the bandwidth of the VPN tends to decrease and affect users 
of the entire system.  

Network virtualization can provide LINPs by interconnecting virtual resources, but the interconnections may 
be realized by various mechanisms not limited to conventional mechanisms according to user and service 
requirements. Also, network virtualization can provide secure isolation among LINPs from various aspects, 
including security, performance or management, and support diversity of application, service, network 
control, management, and architectures. 

7.2 Simplified access to resources  

Networks typically consist of multiple heterogeneous physical resources such as routers and switches, but 
the heterogeneity causes a difficulty in accessing and managing the networks. In order to manage whole 
networks, network operators have to manage network resources with multiple types of equipment that may 
have different types of access interfaces. Also, FNs will contain not only the legacy components from 
networks, but also emerging new components from the development of up-to-date technologies. Thus, the 
interoperability among heterogeneous network resources will become important for FNs. For these reasons, 
access interfaces for different vendors have to be converged and managed on a common platform.  

Network virtualization allows the abstraction of physical resources' characteristics so that other systems, 
applications, or users can access the capabilities of resources by using abstracted interfaces [b-Vermesan]. 
These interfaces can guarantee compatibility for accessing the virtual resources and provide an efficient 
control of the virtual resources.  

7.3 Flexibility in provisioning 

Flexibility refers to a capability of building a system, and expanding it as needed in order to adapt internal or 
external changes [b-Browne]. In legacy networks, it is difficult to rapidly provide networks appropriate for 
the requirements of various services because the provisioning of networks requires the actual deployment 
of physical resources. It is also difficult to adapt to the environmental changes such as sudden traffic demand 
changes and network failures by dynamically changing their configurations. Network virtualization provides 
quick reconfiguration of LINPs to enhance flexibility to environmental changes. 

In legacy networks, the scale of a network is restricted by the number of physical resources, so scaling out, 
i.e., adding additional physical resources to the network, is one of the simple methods to increase scalability. 
However, this approach cannot be done in a flexible manner because adding physical resources implies not 
only hardware cost, but also maintenance and operations costs for floor space, operations, rack occupancy, 
etc. Also, if traffic demand is over-estimated in the network-design phase, existing networks will suffer from 
under-utilization.  

Network virtualization allows the reuse of such resources, thereby achieving scalability and efficiency in the 
use of network resources. Network virtualization allows adding or aggregating additional logical resources to 
a virtual resource in order to provide increased capability at a lower cost than by adding physical resources.  

7.4 Evolvability  

If network providers want to deploy new network technologies and services or to migrate to a new network 
architecture, they need to build a separate test-bed so that the behaviour of the new technologies and 
services does not affect the current services. After evaluating the new technologies and services, network 
providers will deploy them to their networks in service. 
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However, this approach may have several disadvantages. First of all, experimental traffic of new network 
technologies and services needs to be tested in real networks and to coexist with user traffic because some 
issues, such as contention and policy enforcement, usually do not happen in the separate test-bed with small 
user traffic. Thus, the new technologies and services that have been successfully evaluated in the test-bed 
may not operate well in the real networks.  

Therefore, researchers or developers of new network technologies and services may want to perform 
experimentation in the real networks rather than the test-bed. By doing so, when new technologies and 
services are accepted by users, they can be immediately put into service and the migration from the test-bed 
to real networks in service can be avoided.  

Network virtualization can allow network provides to easily build logically separated test-beds by allocating 
securely isolated LINPs to the logically isolated test-beds for the experimental purpose.  

The other disadvantage of building a separate physical test-bed is the possibility of losing legacy support or 
backward compatibility. Users may be reluctant to adapt new technologies because the new technologies 
may not support their existing services.  

Network virtualization allows the network providers to integrate legacy support by allocating the existing 
networks to LINPs. The LINPs will ensure that the existing services and technologies can remain unchanged. 

8 Design goals 

This clause investigates the design goals of realizing network virtualization. These design goals cover various 
aspects such as capabilities, characteristics and some challenging issues. 

8.1 Isolation 

Since LINPs can be multiplexed over the physical network, such action is liable to cause instability due to 
interference with other LINPs. In order to mitigate these issues, in addition to conventional control plane and 
data plane isolation, network virtualization should provide secure isolations, such as performance and 
security, among LINPs. 

For example, it is possible that a malfunctioning LINP consumes most of the physical resources, which 
decreases the performance of other LINPs due to network resource exhaustion. 

Thus, network virtualization should provide the capability of regulating the upper limit of bandwidth usage 
by each LINP in order to maintain the overall throughput and performance.  

Since LINPs created by network virtualization are isolated and independently managed, conventional security 
considerations for non-virtualized networks should be independently applied to each LINP too. In addition to 
that, a security problem of an LINP should not be spread to other LINPs. 

8.2 Network abstraction 

Network abstraction allows hiding the underlying characteristics of network resources from the way in which 
other network resources, applications, or users interact with the network resources, and establishing 
simplified interfaces for accessing the network resources. Network abstraction also allows selective exposure 
of key network functionalities in networks by defining the abstraction level. Network abstraction will open a 
new possibility to provide higher level interfaces, which increases the accessibility. 

To support diverse network services, LINPs need to retain the capability of customizing network control and 
operations independent from those in the physical resources or other LINPs. At the same time, an LINP may 
want to avoid complex operations of physical resources that are dependent on the types of physical resources 
and equipment vendors.  

Therefore, network virtualization should abstract the information of physical network resources and support 
the simplified or the higher level interfaces for resource control, in order to disengage the LINP from the 
complexity characteristic of the physical network resources. 
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8.3 Topology awareness and quick reconfigurability 

Since network virtualization allows aggregation of virtual resources distributed in networks, it is necessary to 
discover these virtual resources. Furthermore, when constructing or reconfiguring an LINP, optimization may 
be required for effective use of the virtual resources. For example, for the users who want low end-to-end 
delay, topology awareness may help to provide low delay by using the shortest route, but still provide large 
bandwidth route for users who want large bandwidth and irrespective of delay.  

Therefore, network virtualization should support topology awareness so that the virtual resources can 
effectively interact with each other during the construction of LINPs. 

After creating LINPs based on users' requirements, the capabilities of LINPs need to be modified due to 
various reasons, for example the changes of users' requirements, the status of networks, policies of the 
virtual resources owners, and so on. Hence, each LINP needs to adjust its capability according to the changes 
of requirements and the reconfiguration should be quickly done in order to minimize service disruption.  

Therefore, the network virtualization should offer methods for easy and rapid creation of LINPs and for 
dynamic reconfiguration of them. 

8.4 Performance 

Network virtualization is typically implemented by introducing a virtualization layer or an adaptation layer 
and the virtualization layer creates and manages LINPs. The virtualization layer is a layer between physical 
hardware and software running on a physical resource. This layer enables the creation of an isolated partition 
of the physical resource. Each partition is designed to accommodate different architectures and applications. 
The virtualization layer separates the hardware from the operating system environment. Network 
virtualization comes at a cost of reduced performance due to the virtualization layer. Network virtualization 
architecture includes an isolation partition with hardware device drivers, I/O stack and applications, placed 
over the virtualization layer that supports the control of physical hardware device controllers. This additional 
virtualization layer adds overhead and degrades system performance including higher CPU utilization and 
lower bandwidth. Thus, the performance of the LINPs may not be as good as the non-virtualized network.  

Therefore, the performance degradation should be minimized.  

8.5 Programmability 

An LINP may be equipped with a programmable control plane and data plane so that users can use 
customized protocols, forwarding or routing functions in the LINP. In order to provide flexibility to the LINP, 
it is required to implement new control schemes on virtual resources. Programmability can support flexibility 
in the control plane and make it possible to easily adopt new control schemes on LINPs, and also in the data 
plane to enable various kinds of data processing. 

In the control plane aspect, programmability involves control in LINPs such as routing, switching and 
monitoring for realizing proprietary control of traffic on an individual LINP. It also addresses parsing new 
communication protocols to be utilized in FNs. In the data plane aspect, it refers to data processing inside an 
LINP such as transcoding and data-caching for realizing new capabilities for data processing inside the 
network to enable innovative network services. 

Therefore, network virtualization should support both control and data plane programmability in order to 
provide flexibility and evolvability of networks using new control schemes and new data processing 
capabilities. Also, each LINP should support the free deployment of control schemes or network architecture 
independent of other LINPs or physical networks. 

8.6 Management 

Each LINP can be a flexible aggregation of physical resources and virtual resources with appropriate network 
topology. From this perspective, a number of associations of not only physical-to-physical resources but also 
physical-to-virtual resources, and vice versa, have to be managed, which is not common in legacy network 
management. These complicated mappings cause difficulty in management, so visibility is required to 
understand all interconnections between physical and virtual resources over the physical networks. 
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Each LINP is isolated from others, so it has to be managed independently from others. At the same time, the 
management system for an LINP has to collaborate with the VRM. So, it is necessary to carefully define which 
part of management can be done by the LINP Manager, and how to align it with that of physical resources.  

By considering the rapid changes of virtualized network environments, the visibility is essential for network 
management operations such as monitoring, fault detection, topology awareness, reconfiguration, resource 
discovery/allocation/scheduling, and customized control. One of the approaches for supporting 
management is to develop an integrated management system that may be implemented within the 
virtualization layer. 

Therefore, network virtualization should provide an integrated management system that can access both the 
information of physical resources and virtual resources. 

8.7 Mobility 

Mobility in network virtualization is a movement of virtual resources, including users and services which are 
composed of e.g., computing resources, system images, and applications across LINPs. Each virtual resource 
can be moved according to users' demands and in order to retain the performance of LINPs. For example, 
users can be dynamically attached or reattached to one of the LINPs depending on the application 
characteristics. At the same time, to maintain the services' continuity for users, the services can also be 
moved together with the users without service downtime. In addition, the virtual resources can be added to 
improve network performance or removed for load balancing or energy-saving purposes. 

To do that, it is essential that the virtual resource requirements from each LINP and users should be identified 
in advance or in a real time manner, and then these virtual resources should be moved to the corresponding 
LINPs in a limited amount of time. Since each LINP has different requirements, such as high network 
performance, low network latency, and energy efficiency, these requirements should be maintained in LINPs 
during an entire cycle of creation and termination of LINPs by supporting mobility in network virtualization. 
By doing so, flexible resource allocation to any LINP, real-time LINP maintenance and disaster-resistant 
network can be achieved.  

Therefore, network virtualization should support mobility which is the ability of a movement of virtual 
resources in order to fulfil the requirements of LINPs.  

8.8 Wireless 

Wireless virtualization needs to consider some unique characteristics such as limited resource usage or signal 
interference that do not happen in wired networks. One of the biggest challenges in wireless virtualization is 
how to virtualize wireless links. Establishment of a wireless link requires the configuration of wireless channel 
parameters such as a channel of operation, appropriate setting of transmit power, or receiver sensitivity 
between a transmitter and a receiver. In order to provide two separate LINPs to users, communication 
activities from one LINP should not affect any reception behaviour on the other LINP if these two LINPs are 
to coexist on the same hardware.  

However, the characteristics of wireless links can infer requirements such as coherence and isolation. 
Coherence means that when a transmitter of one LINP is active, all of the corresponding receivers and 
potential sources of interference as defined by the LINP should be simultaneously active on their appropriate 
channels of operation. Isolation means that when a node belonging to one LINP is receiving some signal 
pertinent to the LINP, no transmitter of a different LINP within the communication range of the receiver 
should be active in the same or a partially-overlapping channel [b-Mishra].  

Therefore, network virtualization should provide scheduling methods for transmission activities across 
different LINPs [b-Smith]. 
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9 Applicability 

In clauses 7 and 8, problem spaces and design goals for realizing network virtualization are investigated. This 
clause describes the applicability of network virtualization by summarizing its advantages and disadvantages. 

As investigated in the previous clauses, it is expected that the key characteristics and the design goals of 
network virtualization will act as the catalyst to achieving the objectives and design goals of FNs. The isolation 
of multiple LINPs, abstraction of network resources, flexibility in configuring and providing LINPs, and support 
of mobility and wireless virtualization can contribute to their realization.  

However, network virtualization also has several disadvantages, such as performance degradation of LINPs, 
scalability issues for the number of possible LINPs in a shared physical network, and possibility of crashing 
whole LINPs due to the failure or security problems on LINP management systems.  

Therefore, before developing and deploying network virtualization to current networks, both the advantages 
and disadvantages should be carefully considered from the initial stage. Furthermore, some of the features 
of network virtualization should be selected according to the requirements of users and target services. 

10 Environmental considerations 

Network virtualization technology changes the resource (e.g., metal or fibre) consumption and energy 
consumption of networks by changing the overall architecture of networks.  

This technology enables operators to develop multiple LINPs on a single physical network. This reduces 
necessary physical resources for constructing networks, e.g., optical fibre or copper cable, which generally 
reduces energy consumption.  

This technology regroups a set of mechanisms allowing more than one service to operate on the same piece 
of physical resource, thus improving the hardware utilization. This opens the possibility to lower energy 
consumption because a single machine under high load generally consumes less energy than several lightly-
loaded ones. Also, network virtualization can support resource consolidation which regroups underutilized 
devices to reduce the energy consumption. 

A possible drawback is that the structure of each node, in particular the routers and switches, become more 
complicated, which may increase energy consumption.  

11 Security considerations 

Network virtualization enables on-demand provision and release of LINPs over configurable physical 
resources. Since LINPs consist of virtual resources that are made available to users, various security issues 
regarding network virtualization can be raised, especially for LINPs whose virtual resources are administered 
by an outside party that provides those LINPs to the users. Many key properties of network virtualization, 
such as flexibility, reconfigurability and network abstraction, make network virtualization one of the key 
technologies for FNs. However, those properties can cause unexpected security and privacy problems in 
traditional security models. [b-Jansen] investigates security and privacy issues related to public cloud 
computing services and some of the identified issues can also be applied to network virtualization. Therefore, 
the following security issues should be considered in order to mitigate potential security problems. Security 
and privacy issues should be considered during planning and designing network virtualization solutions. The 
issues can include security and privacy requirements of users, service providers using LINPs, and LINP 
providers. Also, it is necessary to keep monitoring the security and privacy of data and applications that are 
implemented and deployed in LINPs. 
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Appendix I 
 

Detailed description of LINP 

(This appendix does not form an integral part of this Recommendation.) 

This appendix provides detailed description of the LINP that is discussed in clause 6.  

An LINP is a network of virtual resources where the virtual resources are separated from others and its 
capabilities can be dynamically reconfigured. In other words, an LINP is a logical partition of the physical 
network and its capability is the same as, or subset of, the physical network. Also, the LINP can expand its 
capability by aggregating the multiple virtual resources. From the user's point of view, the LINP is treated as 
a network without network virtualization. A virtual resource is an abstraction of a physical or logical resource 
and its partition and has the same mechanisms as the physical or logical resource. It can also inherit all 
existing mechanisms and tools for the physical or the logical resource. In addition to the mechanisms above, 
a virtual resource has several interfaces to access and manage the virtual resource. These interfaces typically 
include data plane interfaces, control plane interfaces, and management plane interfaces [b-Vermesan]. 

An LINP generated by using network virtualization has the following characteristics: 

(1)  Partitioning 

 Each LINP consists of a set of virtual resources that are an independently manageable partition of 
physical resources. Multiple LINPs can exist on a physical network. 

(2)  Abstraction 

 A given virtual resource needs not correspond directly to its physical resource. The detailed 
information of the physical resource can be abstracted so that other systems, applications, or users 
access the capabilities of the virtual resource by using abstracted interfaces. These interfaces can 
be used to guarantee compatibility for accessing the virtual resource and provide an efficient control 
of the virtual resource. Also, it is possible to extend the interfaces in order to provide increased 
capabilities. The virtual resource can be manipulated through well-defined and extensible interfaces 
and allocated to create, modify, reclaim and release LINPs.  

(3)  Isolation 

 Virtual resources for forming an LINP are isolated from those for another so that LINPs may not 
mutually interfere with one another in terms of performance, security, and namespace and that any 
single LINP may not cause disruptions to other LINPs or physical networks. Data in one LINP do not 
leak across LINPs without authorization and applications can only communicate over configured 
network connections. Unauthorized accesses to other LINPs are prohibited. 

(4)  Flexibility (Elasticity) 

 Virtual resources for constructing an LINP are flexibly allocated, reclaimed and released on demand 
in order to maximize the accommodation of multiple LINPs on physical resources, to optimize the 
usage of the physical resources both temporally and spatially, and also to allow instantaneous and 
bursty usage as well as continuous usage of the physical resources. 

(5)  Programmability 

 Virtual resources for building an LINP can be programmed for developing, deploying and 
experimenting with new communication protocols for innovative data dissemination and for 
facilitating efficient data processing to be enabled within the LINP. 

(6)  Authentication, Authorization, and Accounting 

 Usage of virtual resources for creating an LINP must be authenticated and authorized so that it may 
achieve safe and secure operations of LINPs preventing the abuse of the virtual resources and 
malicious attacks on them. It is necessary to account for the allocated virtual resources in physical 
networks so that the integrity of virtual resources may be examined and monitored and the usage 
of the virtual resources may be optimized.   



Core network aspects 1 
 

93 

Appendix II 
 

Use cases of network virtualization 

(This appendix does not form an integral part of this Recommendation.) 

In this appendix, the systematic knowledge of the use cases of network virtualization is described in order to 
clarify the purpose of network virtualization technology. The systematic description can be used as a 
guideline for describing the use cases, so further contributions regarding use cases should follow this 
guideline.  

II.1 Case 1: Network virtualization for network service providers 

II.1.1 Use case 

– Overview 

• A network service provider often operates several different LINPs and provides different 
services on each LINP. By introducing network virtualization, the network service provider 
allows the construction and operation of a shared physical network accommodating multiple 
different services. Moreover, operators of each LINP are allowed to customize the configuration 
of their LINPs. 

– Motivation 

• The operation of multiple networks which are physically independent and isolated often causes 
redundant network management tasks or unused physical resources to cope with an 
unexpected demand increase. Resource sharing by multiple services can solve such issues. 
However, existing technologies such as IP VPN and VLAN cannot provide hard isolation, 
programmability, quick reconfigurability, and topology-awareness. In the existing technology, 
users (e.g., service providers) are not allowed to obtain the information of a physical network 
topology and directly change virtual configurations such as IP routing and a virtual topology. 
Such controllability is effective in satisfying different service requirements.  

– Usage 

• Network virtualization enables the creation of multiple LINPs over the shared physical network. 
Each LINP corresponds to a service network and is completely isolated from other LINPs. In 
addition, each LINP is reconfigurable and topology-aware. Such attributes enable service 
network operators to directly customize the configuration of their service network without the 
intervention of a physical network operator. 

II.1.2 Current status of technology 

A logical router technology has already been deployed in commercial IP routers. With this technology, 
multiple virtual routers can be created on a router. With programmable flow switching technology, the 
forwarding table of switch nodes can be controlled by the external servers. In the system level, network 
virtualization technologies are going to be deployed in commercial products. 

As for network operation, [b-Masuda] constructed a network virtualization test-bed environment that 
consists of commercial IP routers and optical cross-connects, and also developed network management tools 
for managing multiple LINPs. They demonstrated on-demand LINP creation and the dynamic reconfiguration 
of an LINP. The operation of network virtualization is currently at an early stage of research development. 
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II.2 Case 2: Experiments on the feasibility of new network architectures [b-GENI GDD0608] 

II.2.1 Use case 

– Overview 

• A test-bed network provides a part of its resources as an LINP to researchers developing new 
networking technologies. The researchers perform experiments to verify those technologies on 
the LINP. 

– Motivation 

• Verifying the feasibility of new network technologies in large-scale experimental networks or 
test-beds is vital to foster innovations in network architectures. Multiple user experiments can 
be performed concurrently on a single experimental network using network virtualization 
technologies. Existing test-bed networks do not allow users to customize network node 
function (e.g., protocols) or configurations (e.g., network topologies and forwarding tables). 
Researchers are able to fully customize the provided LINP and utilize the complete network 
environment as if the network is exclusively occupied by the user experiment. Thus, 
experiments over such a network will discover findings and observations that could not be 
obtained by emulation or simulation-based experiments. 

– Usage 

• Network virtualization allows multiple LINPs on the single test-bed network and each of the 
LINPs is fully programmable in terms of network architecture, control, and management, 
independently of other LINPs. Thus, researchers can perform experiments to demonstrate their 
new ideas efficiently and effectively by constructing their own LINP satisfying their experimental 
requirements.  

II.2.2 Current status of technology 

There are on-going network virtualization test-bed networks based on an open standard like OpenFlow [b-
McKeown] and vendor-specific technologies like a logical router [b-JUNOS]. OpenFlow allows running of 
experimental protocols in programmable flow switches, while the logical router allows running of multiple IP 
protocol instances on a router. 

II.3 Case 3: mobility in virtualized network 

II.3.1 Use case  

– Who? 

• Network service provider (NSP) who provides network access by providing direct backbone 
access to the Internet. 

– To whom? 

• NSPs and end users 

– Why? 

• In order to provide continuous service and connection to the end users, an LINP requires 
support of the dynamic movement of virtual resources, services, and capabilities among the 
LINPs 

– What? 

• A change of the attachment point from one LINP to another by the end users calls for dynamic 
movement of each service and virtual resource of the LINP. From this perspective, flexible 
virtual resource allocation to any LINP, continuous and automatic optimization for LINPs and 
seamless movement, such as predictive LINP movement before underperforming networks or 
failures between LINPs, should be supported. 
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The use cases of mobility in LINPs are as follows: 

Figure II.1 shows use cases of user and application mobility in LINPs. 
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Figure II.1 – Use cases of user and application mobility 

 Each LINP may provide different virtual resources. In this example, LINP 1 is created based on low-
powered virtual resources with very limited central processing unit (CPU) power and bandwidth. 
LINP 2 is created based on large virtual resources, which can provide large bandwidth and processing 
power. In this case, User 1 is currently connected with LINP 1 to use application APP1. When User 1 
needs to use application APP 2 which requires high computing power, the LINP manager discovers 
LINP 2 for User 1. In addition, if User 1 still needs to use APP1, APP1 can be accessed from LINP 2 or 
APP1 can be moved from LINP 1 to LINP 2 for User 1. Therefore, the LINP manager will handle not 
only the user mobility but also the mobility of application, which is used by the user in the previous 
LINP. 

 Figure II.2 shows use cases of system image and resource mobility.  
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Figure II.2 – Use cases of system image and resource mobility 
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 In this example, the system images can be moved without any interruption from LINP 1 to LINP 2 
according to the user's demand, application type, and other reasons. Furthermore, both system 
images and resources can be added to LINP 1, and removed from LINP 2 in order to achieve high 
network performance and energy saving. Therefore, the LINP manager should handle the mobility 
of system images and resources between LINPs. 

– When? 

• Network service provider requires these services now. 

II.3.2 Current status of technology 

There is a technology called live migration which allows a user to move a running virtual machine from one 
physical machine to another.  

II.4 Case 4: Wireless access network virtualization 

II.4.1 Use case 

– Who? 

• Mobile network operator (MNO) who provides the end-to-end access and mobile services 

– To whom? 

• Another MNO or a mobile virtual network operator (MVNO) who leases mobile network service 
from MNOs 

– Why? 

• Future wireless networks will consist of multiple heterogeneous access technologies and each 
access technology has its own beneficial characteristics such as data rates, network capacity, 
coverage area and protocols as well. For these reasons, future wireless networks have a new 
challenge to provide the interworking and harmonization among heterogeneous networks.  

– What? 

• Wireless network is also one of the resources in a virtualized network. Therefore, partitioning 
and aggregation, which are the applicability of network virtualization, should be reflected to 
the future wireless access networks.  

 The use cases of wireless access network virtualization are as follows:  

 Figure II.3 shows the use cases of partitioning and aggregation of wireless access network 
virtualization. 
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Figure II.3 – Use cases of partitioning and aggregation of  
wireless access network virtualization 

 The use case 1 in Figure II.3 depicts a use case of partitioning of a single wireless access network. 

 Explanation: by partitioning a wireless access network across multiple virtual networks, a single 
wireless access network can be used concurrently by multiple MVNOs for providing their own 
services and those virtualized wireless access networks are completely isolated from each other. 
Therefore, it provides an efficient use of existing physical wireless network infrastructure and 
facilitates deployment ease of new access networks for MVNOs. 

 The use case 2 in Figure II.3 depicts a use case of aggregation of different wireless networks.  

 Explanation: due to the coexistence of different wireless access networks, FNs are expected to be 
heterogeneous in nature. However, the problem is how to allocate the most suitable access network 
for the user when different access networks are available and it is closely relevant to network 
performance, cost and energy efficiency. In addition, another problem is how to reduce the 
disruption caused when users move frequently across different access networks. Since network 
virtualization allows the coexistence of different networks, the cooperation of different wireless 
access networks on demand by aggregating heterogeneous wireless access networks is possible. An 
example is that since each wireless access network provides service for a different coverage area, 
one wireless access network would cover the whole of the geographical service areas of other 
wireless access networks, or the service areas of heterogeneous wireless networks can be 
overlapped. In this case, multiple heterogeneous wireless access networks appear to the users as a 
single wireless network by aggregating different wireless access networks. Therefore, by 
aggregating wireless access networks, it can reduce stress on wireless networks which otherwise 
have to handle frequent movement of users. Furthermore, it is able to provide a consistently better 
user experience since wireless network connectivity for the users remains unaffected by user 
location or access network types. In other words, the user mobility is not handled within a virtualized 
wireless access network. 
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Figure II.4 – Composite use case of wireless access network virtualization 

 Figure II.4 shows a composite use case comprised of use cases 1 and 2 in Figure II.3.  

 Explanation: Each MVNO can lease a reasonable amount of wireless network resources from MNOs 
according to their own service requirements so that it can be realized by partitioning in network 
virtualization (Step 1 in Figure II.4). After that, a set of LINPs which is leased by the same MVNO can 
be aggregated (Step 2 in Figure II.4) into a single virtualized wireless network and thus the set of 
LINPs appears to the users as a single wireless network. This use case also has the same benefits as 
described above. 

– When? 

• Mobile network operator (MNO) requires these services now 

II.4.2 Current status of technology 

– There is a technology called wireless virtualization which describes how the radio resource sharing 
can be performed efficiently without interference between the different virtual wireless networks 
[b-Paul].  
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Summary 

Recommendation ITU-T Y.3012 specifies the requirements of network virtualization in future networks, in 
particular requirements on physical resource management, virtual resource management, logically 
isolated network partition (LINP) management, service management, authentication, authorization and 
accounting of LINP, LINP federation and service mobility. 
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1 Scope 

The scope of this Recommendation is to provide requirements of network virtualization for future networks.  

2 References 

The following ITU-T Recommendations and other references contain provisions which, through reference in 
this text, constitute provisions of this Recommendation. At the time of publication, the editions indicated 
were valid. All Recommendations and other references are subject to revision; users of this Recommendation 
are therefore encouraged to investigate the possibility of applying the most recent edition of the 
Recommendations and other references listed below. A list of the currently valid ITU-T Recommendations is 
regularly published. The reference to a document within this Recommendation does not give it, as a stand-
alone document, the status of a Recommendation. 

[ITU-T Y.3001]  Recommendation ITU-T Y.3001 (2011), Future networks: Objectives and design goals. 

[ITU-T Y.3011]  Recommendation ITU-T Y.3011 (2012), Framework of network virtualization for future 
networks. 

3 Definitions 

3.1 Terms defined elsewhere  

This Recommendation uses the following terms defined elsewhere: 

3.1.1 future network (FN) [ITU-T Y.3001]: A network able to provide services, capabilities, and facilities 
difficult to provide using existing network technologies. A future network is either: 

a) A new component network or an enhanced version of an existing one, or 

b) A heterogeneous collection of new component networks or of new and existing component 
networks that is operated as a single network. 

3.1.2 logically isolated network partition (LINP) [ITU-T Y.3011]: A network that is composed of multiple 
virtual resources which is isolated from other LINPs. 

3.1.3 network virtualization [ITU-T Y.3011]: A technology that enables the creation of logically isolated 
network partitions over shared physical networks so that heterogeneous collections of multiple virtual 
networks can simultaneously coexist over the shared networks. This includes the aggregation of multiple 
resources in a provider and appearing as a single resource. 

3.1.4  virtual resource [ITU-T Y.3011]: An abstraction of physical or logical resource, which may have 
different characteristics from the physical or logical resource and whose capability may be not bound to the 
capability of the physical or logical resource. 

3.2 Terms defined in this Recommendation 

This Recommendation defines the following term: 

3.2.1 LINP operator: A network operator that creates, programs, configures, manages and terminates 
network services on a given LINP. 

4 Abbreviations and acronyms 

This Recommendation uses the following abbreviations and acronyms: 

AAA Authentication, Authorization and Accounting 

API Application Programming Interface 

CPU Central Processing Unit 

LINP Logically Isolated Network Partition 
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VLAN Virtual Local Area Network 

5 Conventions 

The keywords "is required to" indicate a requirement which must be strictly followed and from which no 
deviation is permitted, if conformance to this Recommendation is to be claimed.  

The keywords "is recommended to" indicate a requirement which is recommended but which is not 
absolutely required. Thus, this requirement need not be present to claim conformance. 

6 Overview of network virtualization 

Network virtualization is a method that allows multiple virtual networks, called logically isolated network 
partitions (LINPs), to coexist in a single physical network [ITU-T Y.3011]. In order to provide LINPs, physical 
resources are partitioned and abstracted as virtual resources and the virtual resources are interconnected to 
create an LINP. These virtual resources can be created on physical resources such as routers, switches and 
hosts. As such, virtual resources are either allocated to each LINP or multiple virtual resources are aggregated 
into a single virtual resource. 

Physical resources are composed of transport resources, computing resources and storage resources. A 
transport resource includes a physical node, link, router and switch, all of which are components of a 
transport network. A computing resource includes a central processing unit (CPU) and memory, which are 
components of a computing system. A storage resource includes a device holding a high volume of data.  

7 Requirements  

To operate LINPs and provide network services, both physical and virtual resources need to be controlled 
and managed effectively and efficiently. Since resources are managed by using different management 
functions in the entire cycle of service deployment, requirements for these functions are given in this clause. 
Realizing authentication, authorization, and accounting (AAA) of LINP, LINP federation and service mobility 
are also important issues from the viewpoint of flexible service deployment [b-Nakao].The requirements for 
these issues are also provided. 

7.1 Physical resource management 

Physical resource management enables effective and consistent use of physical resources which may include 
heterogeneous types of equipment such as routers and servers developed by different vendors.  

The requirements for the physical resource management are as follows: 

– The physical resource management is required to provide capabilities for managing, controlling, and 
monitoring heterogeneous types of physical resources for virtual resource management. 

– The physical resource management is required to provide diagnosis mechanisms for 
troubleshooting to help identify the causes of physical resources failures. 

– The physical resource management is recommended to provide information obtained through the 
diagnosis mechanisms (e.g., expected recovery time) to virtual resource management. 

– The physical resource management is recommended to provide recovery mechanisms from physical 
network failures to improve reliability. 

– The physical resource management is recommended to detect new physical resources automatically 
as they are added to the network. 

7.2 Virtual resource management  

Virtual resource management enables LINPs to bind physical resources and virtual resources. 
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The requirements for the virtual resource management are as follows: 

– The virtual resource management is required to provide LINP identification means, such as LINP 
identifier (LINP ID), to differentiate LINPs. 

– The virtual resource management is recommended to provide capability to collaborate with the 
physical resource management so that virtual resources can be allocated to an LINP effectively and 
efficiently. 

– The virtual resource management is recommended to abstract an aggregated set of physical and 
virtual resources into a virtual resource in order to enable simplified control of virtual resources by 
LINP management.  

– The virtual resource management is recommended to provide capabilities for monitoring or control 
of virtual resources to LINP management. 

– The virtual resource management is recommended to change mapping between physical resources 
and virtual resources dynamically in the case of events like failures or performance degradations 

– The virtual resource management is recommended to change mapping between physical resources 
and virtual resources according to requests for reconfiguration of LINPs from one or more LINP 
operators. 

– The virtual resource management is recommended to allow LINP operators to configure LINPs 
quickly without imposing complexities of physical network operation including management of 
network addresses and domain names. 

– The virtual resource management is recommended to allow LINP operators to reconfigure virtual 
resources to optimize performance and/or efficiency of LINPs through a simplified control interface. 
In this reconfiguration process, service interruption should be minimized to maintain quality of 
services on the LINPs. 

– The virtual resource management is recommended to gather physical and virtual resource 
information, such as bandwidth consumption and CPU utilization. 

7.3 LINP management 

LINP management enables LINP operators to apply management policies to an LINP. 

The requirements for the LINP management are as follows:  

– The LINP management is recommended to reconfigure an LINP by reallocating virtual resources to 
the LINP so that the LINP operator can adapt the LINP profile to changes in service properties. 

– The LINP management is recommended to terminate an LINP and release all the virtual resources 
that are no longer needed. 

– The LINP management is recommended to monitor the status of a running LINP, such as traffic 
volume, energy consumption and utilization of virtual resources. 

– The LINP management is recommended to optimize an LINP so that the LINP can be controlled and 
managed efficiently to adapt to environmental changes such as traffic fluctuations and equipment 
failures. In this optimization process, service interruption should be minimized to maintain quality 
of services on the LINP. 

7.4 Service management  

Service management enables an LINP operator to support service provisioning without complex interworking 
between the LINP operator and the network provider who provisions LINPs to the LINP operator, since the 
service can be composed of a large number of software components, that is, combinations of application 
programs and virtual resources. 

The requirements for the service management are as follows: 

– The service management is required to isolate applications or application-specific programs in order 
to execute them independently on different LINPs without interfering with each other. 
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– The service management is required to provide virtual resource related information to an LINP 
operator in order to assist the LINP operator for service provisioning procedures: installation, 
booting up, updating, termination and deletion of application programs or application processes 
over an LINP. 

– The service management is recommended to provide programing capability regarding service 
provisioning procedures. 

7.5 Authentication, authorization and accounting  

To prevent malicious or unexpected access to physical and/or virtual resources, authentication, authorization 
and accounting (AAA) are essential. 

The requirement for the AAA is as follows: 

– Each management entity is recommended to provide an AAA mechanism. The mechanism is 
recommended to be executed before a physical and/or virtual and/or LINP management entity or 
LINP operator accesses another management entity. 

7.6 LINP federation 

LINP federation coordinates a single federated LINP from multiple LINPs built by individual distinct 
administrative domains. The federation should allow the LINP operator to build and to use the integrated 
LINP as a single LINP. 

When a network service is provided to users, there are often two or more administrative domains among all 
users. In this case, a federated LINP is required to combine two or more LINPs for users to communicate with 
each other, while each LINP is individually managed by a different network service provider. Therefore, LINP 
operators should be able to build LINPs over the multiple administrative domains, regardless of the physical 
and/or virtual resources and/or management policies of these administrative domains.  

The requirements for the LINP federation are as follows: 

– The LINP federation is recommended to provide negotiation capability between different 
administrative domains for exchanging capability information about physical and virtual resources. 

– The LINP federation is recommended to allow LINP operators to build LINPs over the different 
administrative domains, regardless of the physical resource types or management policies of these 
administrative domains. 

– The LINP federation is recommended to avoid inconsistent use of resources and inconsistent 
configurations in an integrated LINP built over different administrative domains. 

– An administrative domain is recommended to provide a set of standard interfaces for the other 
administrative domains in order to describe the different types of physical resources of each domain 
in a standard form.  

– The standard interfaces between the administrative domains are recommended to allow for varying 
levels of resource abstraction. 

– The standard interfaces are recommended to allow the administrative domains to coordinate the 
types of AAA procedures, such as, exchanging the LINPs operators' AAA information, delegating AAA 
procedures to the other administrative domain, etc. 

– It is recommended that the identification of physical resources in one administrative domain is not 
restricted by the identification used in other domains. 

7.7 Service mobility  

In virtual networks, a significant number of services will be created by composing diverse software 
components. Some services may be provided within a single LINP and other services may employ multiple 
LINPs. As network virtualization enables LINP operators to easily acquire the virtual resources needed to 
compose the LINPs, LINP operators may require that the software components be dynamically moved when, 
due to end-user mobility, an attachment point to which the end-user connects in a single LINP is changed. 
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An LINP operator may require that the software components be moved between multiple LINPs, depending 
on service status and end user demands.  

In an additional fundamental requirement, network virtualization should provide service continuity. This 
allows the LINP operators to provide the services to end-users without service downtime regardless of 
whether the services are running in a single LINP or are moved to another LINP. 

The requirements for the service mobility are as follows: 

– The service mobility is recommended to allow the ongoing service to continue in a transparent 
manner regardless of where it is moved. 

– The service mobility is recommended to allow an LINP operator to establish connectivity among 
multiple LINPs. 

– The service mobility is recommended to allow an LINP operator to receive reports about service 
status including virtual resource usage. 

– The service mobility is recommended to maintain the consistency of the software component's 
status during the mobility phase of the software components.  

– The service mobility is recommended to provide LINP discovering capability which allows an LINP 
operator to find an appropriate LINP that satisfies the demands of the service.  

8 Environmental considerations 

Network virtualization technology changes the resource (e.g., metal or fibre) consumption and energy 
consumption of networks by changing the overall architecture of networks. Further details can be found in 
[ITU-T Y.3011]. 

9 Security considerations 

Although network virtualization presents many benefits to both network operators and users, it also brings 
about security issues from different viewpoints than conventional ones. For example, it could be possible for 
a malicious user to monitor or control virtual resources even if these resources are not allocated to the 
malicious user. Thus, implementing malicious access identification and quarantine mechanisms, as well as 
AAA functions, is essential to the operation of LINPs. Coordinating relevant management functions so that 
they can effectively execute these mechanisms may address these issues. 
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Appendix I 
 

Resource hierarchical model 

(This appendix does not form an integral part of this Recommendation.) 

Figure I.1 represents the hierarchical model of network virtualization. The physical resource management 
creates multiple logical resources which have the same characteristics as physical resources. In addition, it 
provides the virtual resource management with logical resources. The virtual resource management 
abstracts a logical resource to create a virtual resource. It can also build a virtual resource using multiple 
virtual resources. Therefore, a virtual resource has a nested structure. LINP management can build LINPs on 
multiple virtual resources which are provided by the virtual resource management. Once an LINP is created, 
the LINP management starts to manage its own LINP.  

Y.3012(14)_FI.1
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Figure I.1 – Resource hierarchical model 
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Summary 

Recommendation ITU-T Y.3015 describes the functional architecture of network virtualization for future 
networks, covering the specification of user roles, resources and LINPs, functions and their mutual relations, 
and reference points. An implementation example is also provided. 
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1 Scope 

This Recommendation describes the functional architecture of network virtualization, which enables 
management and control of logically isolated network partitions (LINPs) over shared physical networks and 
supports programmability of services on LINPs. It covers the specification of user roles, resources and LINPs, 
functions and their mutual relations, and reference points. 

2 References 

The following ITU-T Recommendations and other references contain provisions which, through reference in 
this text, constitute provisions of this Recommendation. At the time of publication, the editions indicated 
were valid. All Recommendations and other references are subject to revision; users of this Recommendation 
are therefore encouraged to investigate the possibility of applying the most recent edition of the 
Recommendations and other references listed below. A list of the currently valid ITU-T Recommendations is 
regularly published. The reference to a document within this Recommendation does not give it, as a stand-
alone document, the status of a Recommendation. 

[ITU-T Y.3001]  Recommendation ITU-T Y.3001 (2011), Future networks: Objectives and design goals. 

[ITU-T Y.3011]  Recommendation ITU-T Y.3011 (2012), Framework of network virtualization for future 
networks. 

[ITU-T Y.3012]  Recommendation ITU-T Y.3012 (2014), Requirements of network virtualization for 
future networks. 

3 Definitions 

3.1 Terms defined elsewhere 

This Recommendation uses the following terms defined elsewhere: 

3.1.1 LINP operator [ITU-T Y.3012]: A network operator that creates, programs, configures, manages, and 
terminates network services on a given LINP. 

3.1.2 logically isolated network partition (LINP) [ITU-T Y.3011]: A network that is composed of multiple 
virtual resources which is isolated from other LINPs. 

3.1.3 network virtualization [ITU-T Y.3011]: A technology that enables the creation of logically isolated 
network partitions over shared physical networks so that heterogeneous collection of multiple virtual 
networks can simultaneously coexist over the shared networks. This includes the aggregation of multiple 
resources in a provider and appearing as a single resource. 

3.2 Terms defined in this Recommendation 

None. 

4 Abbreviations and acronyms 

This Recommendation uses the following abbreviations and acronyms: 

API Application Programming Interface 

ASIC Application-Specific Integrated Circuit 

FPGA Field-Programmable Gate Array 

GRE Generic Routing Encapsulation 

ID Identifier 

IP Internet Protocol 

LINP Logically Isolated Network Partition 
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LMI LINP Management Interface 

NFV Network Functions Virtualization 

NNI Network-to-Network Interface 

OS Operating System 

PRI Programmer-to-Redirector Interface 

QoS Quality of Service 

SDN Software-Defined Networking 

SMI Service Management Interface 

UNI User-to-Network Interface 

VLAN Virtual Local Area Network 

VM Virtual Machine 

VMI Virtual resource Management Interface 

VNF Virtualized Network Function 

XML-RPC Extensible Markup Language-Remote Procedure Call 

5 Conventions 

None. 

6 Overview of functional architecture 

This clause provides an overview of the functional architecture of network virtualization. Figure 1 shows the 
components of the architecture classified into the following four categories: user roles, resources, functions, 
and reference points. 

 

Figure 1 – User roles, resources, functions, and reference points 
in the functional architecture of network virtualization 
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A resource is either a physical or a virtual component of a virtual network that executes specific functionality 
and is represented with specific attributes. Three types of resources are introduced in the functional 
architectures: physical resource, virtual resource, and LINP. All the three types of resources are managed 
with corresponding management functions, which are usually implemented in management systems. 

NOTE 1 – In Figure 1, end-user data transmission is represented with the blue lines and management and control with 
the orange lines, as shown in the legend of symbols. Note that the blue lines are applied only to physical resources and 
functions that manage them. This way of representation makes it clear for which purpose each reference point is 
specified. For example, the user-to-network interface (UNI) reference point is specified for end-user data transmission, 
whereas the virtual resource management interface (VMI) is specified for management and control. The same 
representation is applied throughout this document. See clause 18 for more information about the reference points. 

User roles are classified into one of the following four types: end-user, network operator, LINP operator, and 
service developer. When LINP federation is performed, another type of role, LINP exchanger, may be 
involved. These user roles are distinguished logically. Different types of user roles could be played by the 
same party. 

Each user role executes certain functions for the purpose of fulfilling its own responsibilities. When functions 
of one user role need to access those of another, the accesses are done via reference points. 

NOTE 2 – [b-ITU-T Y.3502] describes the reference architecture of cloud computing using two different views, i.e. the 
user view and the functional view. In [b-ITU-T Y.3502], parties and roles appear in the user view and functions in the 
functional view. The functional architecture presented in the present Recommendation can be understood as a 
combination of the two views in the context of [b-ITU-T Y.3502]. As such, party as used in the present Recommendation 
is similar to party as used in [b-ITU-T Y.3502] and user roles in the present Recommendation can be regarded as a 
shortcut to roles in the user view in the context of [b-ITU-T Y.3502]. 

NOTE 3 – In this Recommendation, LINP operators are treated independently from network operators, while 
[ITU-T Y.3012] describes LINP operators as being network operators. This approach allows for describing individual 
functions in reference to user roles. In line with [ITU-T Y.3012], the party acting as a network operator can also act as 
an LINP operator and as a service developer. 

6.1 User roles 

6.1.1 Network operator 

Network operators are responsible for managing physical resources and their abstracted sets, or virtual 
resources. For this purpose, they implement physical resource management functions and virtual resource 
management functions, respectively, in their individual administrative domains. 

A LINP is built from virtual resources in an administrative domain of a network operator. Accordingly, 
implementing LINP management functions in an administrative domain is a responsibility of the 
corresponding network operator. LINP management functions use virtual resource management functions 
of the same administrative domain to allocate appropriate virtual resources to a specific LINP. Likewise, 
virtual resource management functions use physical resource management functions of the same 
administrative domain to allocate appropriate physical resources to a specific virtual resource. 

Gateway functions are also implemented by network operators. Gateway functions are used to control 
accesses from end-users to specific LINPs. 

6.1.2 LINP operator 

LINP operators activate or deactivate services on LINPs provided by network operators. ALINP operator can 
also have access to LINP management services provided by a network operator. For this purpose, the LINP 
operator interacts with virtual resource management functions and LINP management functions of the 
administrative domain through the virtual resource management interface (VMI) and the LINP management 
interface (LMI), respectively. 

When LINP federation is required, LINP operator functions may use two or more virtual resource 
management functions, each of which resides in different administrative domains. Examples are presented 
in Figure 2 and Figure 3. 
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LINP operator may identify suitable administrative domains and select a specific one, when two or more 
administrative domains can be used to provision a LINP. In such a case, it is the LINP operator's responsibility 
to discover and select suitable virtual resources from multiple administrative domains.  

6.1.3 Service developer 

Service developers design, develop, test and maintain services by using service developer functions. 
Developed services are deployed on a LINP, or else, on two or more LINPs when LINP federation is performed 
(as in Figure 2 and Figure 3). Examples of services include data forwarding, data routing, or other kinds of 
data processing like media transcoding.  

Service deployment functions are used to deploy the services. The functions are implemented by network 
operators (as shown in Figure 1) or by the service developer that programs the service. In the former case, 
the service management interface (SMI) is provided by network operators. A figure describing the latter case 
is presented in clause 13 (see Figure 9). 

6.1.4 End-user 

Once a service is deployed on a LINP, an end-user that has authority to access the LINP becomes ready to 
utilize it. 

User terminal functions deliver an end-user's request to gateway functions of a network operator in order to 
get authorization to access a LINP. Once being authorized, user terminal functions can send and receive end-
user data through the UNI reference point. 

6.1.5 LINP exchanger 

Two or more LINPs belonging to different administrative domains may be federated so that a service can be 
provisioned across multiple administrative domains. A LINP exchanger provides LINP federation functions to 
complete LINP federation [b-VNode Federation]. 

Figure 2 shows an example of LINP federation where a LINP exchanger federates two LINPs from two different 
administrative domains. In this example, the LINP operator providing a service on a LINP that belongs to one 
of the two administrative domains may not have direct access to the LINP management functions residing in 
the other administrative domain. Federation functions of the LINP exchanger intermediate the process in 
which the two LINPs and the constituent virtual resources are coordinated to ensure defined connectivity, 
thus eliminating the need for the LINP operator to have cross-administrative domain access to the LINP 
management functions. 
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Figure 2 – An example of LINP federation with a LINP exchanger's federation functions 

A network-to-network interface (NNI) reference point is specified on each side of the LINP exchanger. 
Federation functions are recommended to allow the use of different independent protocols at the NNI and 
VMI reference points between the LINP exchanger and each administrative domain. This is illustrated in 
Figure 2 where NNI' and VMI' notations are used to represent that the protocol used at the NNI (or VMI) 
reference point could be different from that used in the NNI' (or VMI') reference point. 

6.2 LINP federation without LINP exchangers 

LINP federation may be completed without requiring help from the LINP exchanger and its federation 
functions [b-GENI Architecture]. Figure 3 shows an example of LINP federation where two LINPs from two 
different administrative domains are federated with no LINP exchanger involved. In this example, an LINP 
operator uses two LINP management functions that individually reside in the two different administrative 
domains. The two LINPs and the constituent virtual resources are coordinated to ensure the connectivity. 
Once the LINP federation is established, a NNI reference point and a VMI reference point are specified 
between the administrative domains. 
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Figure 3 – An example of LINP federation without LINP exchangers 

Service deployment in each of the administrative domains is conducted on the federated LINPs by a same 
service developer. When service deployment functions are implemented by network operators, as in Figure 
3, the service developer functions use multiple service deployment functions that individually reside in 
different administrative domains. 

NOTE – [b-ITU-T Y.3511] presents the following three patterns as inter-cloud connections: "inter-cloud peering", "inter-
cloud federation", and "inter-cloud intermediary". These patterns are distinguished primarily by whether common 
application programming interfaces (APIs) are used or not and whether there is an intermediary cloud service provider 
or not. In this document, the term "federation" is used regardless of whether or not common NNIs and/or VMIs are 
used or LINP exchangers exist. LINP federation can involve reconciliation of different protocols at the reference points 
and/or of different administrative policies in any cases. The example shown in Figure 3 can be viewed as equivalent to 
the inter-cloud peering or the inter-cloud federation as described in [b-ITU-T Y.3511]. 

7 Resources and LINPs 

7.1 Physical resources 

As shown in Figure 4, physical resources are classified into four categories: physical link resources, transport 
resources, computing resources, and storage resources. A physical link resource may consist of a single layer, 
such as VLAN, or a combination of multiple layers, such as generic routing encapsulation (GRE) and IP. 
Examples of transport resources include routers and switches. Examples of computing resources include 
central processing units (CPUs) and memories. Examples of storage resources include devices holding high 
volume of data. 
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Figure 4 – Categories of physical resources 

A physical node resource is composed of transport resources, computing resources, and storage resources 
in an administrative domain. Data frames/packets are sent and received in a physical node resource through 
one or more physical link resources. 

7.2 Virtual resources 

Virtual resources are classified into two categories: virtual link resources and virtual node resources. Virtual 
link resources are created using physical link resources, and virtual node resources using physical node 
resources. A virtual link resource may consist of a single layer, such as VLAN, or a combination of multiple 
layers, such as GRE and IP. 

7.3 LINPs 

A LINP is created using virtual link resources and virtual node resources. Figure 5 shows an example of a LINP, 
which consists of three virtual node resources and two virtual link resources. 

 

Figure 5 – An example of an LINP 

7.4 Allocation and binding 

The relationship between a virtual resource and its constituent physical resources is called mapping. Based 
on the mapping, one or more specific physical resources are allocated to one or more virtual resources. 
Likewise, the relationship between a LINP and its constituent virtual link and node resources is called 
mapping. Based on the mapping, specific virtual resources are allocated to a LINP. Figure 6 depicts these 
relationships. 
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Figure 6 – Allocation 

In order for a LINP to become operable, virtual link resources and virtual node resources that are allocated 
to the LINP have to be interconnected logically. The interconnection is completed by binding the virtual link 
resources and the virtual node resources together, as depicted in Figure 7. 

 

Figure 7 – Binding 

8 Physical node architecture 

One of the most significant challenges in the node architecture that instantiate LINPs out of physical 
resources is a scalable design in terms of the number of LINPs to be instantiated. 

A physical node resource has a collection of physical resources, i.e., computing, storage and transport 
resources. The evolutions of technologies for creating these resources tend to have different speed. For 
example, transport technologies often make progress with a different speed compared to that of 
computation and storage. Also, computing and storage resources are often managed together in 
programming data processing functionalities. 

To construct a scalable node design, a physical node resource is highly recommended to be divided into two 
hardware components in terms of management of resources: a programmer that manages computing and 
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storage resources and a redirector that manages transport resources, as shown in Figure 8 [b-VNode 
Whitepaper]. 

 

Figure 8 – Physical node architecture 

The programmer consists of various kinds of processing components that can be isolated and virtualized to 
provide an isolate execution environment for data processing and its management. Implementation 
technologies span across a spectrum of components such as general-purpose servers, network processors, 
field-programmable gate arrays (FPGAs), and reconfigurable application-specific integrated circuits (ASICs). 
Each execution environment deploys various software functions to perform data processing. 

The redirector consists of transport resources. Virtual link resources with various quality of service (QoS) 
characteristics and capabilities, such as bandwidth and policing and shaping capabilities with buffering, are 
created. The redirector may also include programmability to realize virtual, logical links such as tunneling and 
virtual LAN. 

A programmer and a redirector are interconnected through the programmer-to-redirector interface (PRI) 
reference point which is used to exchange control messages for resource allocation and end-user data 
exchange. 

A physical node design consisting of a programmer and a redirector and the PRI reference point achieves 
both flexibility and scalability. This node architecture supports independent evolutions of the transport, 
computation and storage technologies. With this architecture, physical node resources can be upgraded with 
transport technologies independent of the evolution of computing and storage resources, and vice versa. It 
also facilitates scaling of transport resources regardless of computing and storage resources, and vice versa. 

9 Physical resource management functions 

Physical resource management functions manage, control, and monitor physical resources, in collaboration 
with virtual resource management functions. They include physical resource configuration functions, physical 
resource monitoring and fault management function, and, optionally, physical resource discovery function.  

When physical resource management functions are independently implemented for different layers on a 
physical link resource, there should be a communication channel between the functions of individual layers 
for consistent and coordinated management. 

9.1 Physical resource configuration functions 

Physical resource configuration functions are comprised of the following functions: 

− Abstraction function. The abstraction function creates virtual resources by abstracting physical 
resources. In doing so, the function may divide a single physical resource into multiple physical 
resources or merge multiple physical resources into a single physical resource. It may also create 
logical resources, which are logically grouped physical resources. For example, a physical link can be 
divided into multiple logical links, where each logical link is represented by parameters, such as a 
link identifier (ID) and end-point addresses; 
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− Allocation function. The allocation function allocates one or more physical resources to one or more 
virtual resources upon receiving a request from virtual resource configuration functions; 

− De-allocation function. The de-allocation function releases specific physical resource(s) being used 
for one or more virtual resources. De-allocation is initiated upon receiving a request from virtual 
resource configuration functions; 

− Re-allocation function. The re-allocation function replaces specific physical resource(s) being used 
for one or more virtual resources with other physical resources, thus allocating the latter physical 
resources to the same virtual resources. Re-allocation may be initiated upon receiving a request 
from virtual resource configuration functions or independently from them. 

9.2 Physical resource monitoring and fault management function 

Physical resource monitoring and fault management function monitors and collects status, performance, and 
other kinds of statistics of physical resources. The function also detects performance degradations, failures, 
and other kinds of anomalies of physical resources. When that happens, the function identifies the causes 
and takes procedures to deal with the problem. For example, the function may initiate re-allocation of 
specific physical resource(s) using physical resource configuration functions. 

9.3 Physical resource discovery function 

Physical resource discovery function detects new physical resources and reports them to virtual resource 
discovery function of virtual resource management functions. 

10 Virtual resource management functions 

Virtual resource management functions manage, control, and monitor virtual resources in collaboration with 
physical resource management functions, LINP management functions, and LINP operator functions. They 
include virtual resource configuration functions, virtual resource monitoring and fault management function, 
and, optionally, virtual resource discovery function.  

When virtual resource management functions are independently implemented for different layers on a 
virtual link resource, there should be a communication channel between the functions of individual layers 
for consistent and coordinated management. 

10.1 Virtual resource configuration functions 

Virtual resource configuration functions are comprised of the following functions: 

− Allocation function. The allocation function allocates specific virtual link resources and virtual node 
resources to an LINP upon receiving request from resource coordination function of LINP 
management functions; 

− De-allocation function. The de-allocation function releases specific virtual link resources and/or 
virtual node resources being used for a LINP. De-allocation is initiated upon receiving request from 
resource coordination function of LINP management functions.  

10.2 Virtual resource monitoring and fault management function 

Virtual resource monitoring and fault management function monitors and collects status, performance, and 
other kinds of statistics of virtual resources. The function also detects performance degradations, failures, 
and other kinds of anomalies of virtual resources. When that happens, the functions identify the causes and 
take procedures to deal with the problem. For example, the functions may initiate de-allocation of specific 
virtual resources using virtual resource configuration functions. 

10.3 Virtual resource discovery function 

Virtual resource discovery function detects new virtual resources and reports them to resource coordination 
function of LINP management functions. 
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11 LINP management functions 

LINP management functions manage, control, and monitor LINPs, in collaboration with virtual resource 
management functions, LINP operator functions, and service deployment functions. They include resource 
orchestration function, LINP configuration functions, LINP monitoring and fault detection function, and 
authorization functions. 

11.1 Resource coordination function 

Resource coordination function chooses specific virtual resources among available ones to constitute a LINP, 
and create a mapping between them. For this purpose, the function examines properties of virtual resources, 
such as bandwidth and memory size that reflects properties of constituent physical resources, and coordinate 
mappings. 

Resource coordination function may change an already created mapping, when needed or appropriate. For 
example, when a malfunctioning virtual resource is detected, or when a new virtual resource is detected, the 
mapping involving it can be changed. 

11.2 LINP configuration functions 

LINP configuration functions enable service deployment functions to deploy service on an LINP. Besides this, 
the functions configure a LINP in the following ways: 

− Binding: Binding function binds virtual link and virtual node resources to a LINP to which the virtual 
resources are allocated, upon receiving a request from LINP operation functions or from service 
deployment functions. As a result of binding, the LINP becomes ready to be activated; 

− Unbinding: Unbinding function unbinds virtual link and virtual node resources from an LINP to which 
the virtual resources are bound, upon receiving a request from LINP operation functions or from 
service deployment functions; 

− Service activation: Service activation function starts providing service on a LINP. Examples of service 
activation include running virtual machines (VMs) and enabling gateway functions. In this process, 
the functions may examine whether the LINP is functioning properly. Service activation is initiated 
upon receiving request from LINP operator functions or from service deployment functions. Service 
activation has to be preceded by binding; 

− Service deactivation: Service deactivation function stops providing service on a LINP. Examples of 
service deactivation include stopping VMs and disabling gateway functions. Service activation is 
initiated upon receiving request from LINP operator functions or from service deployment functions. 
Service deactivation has to be preceded by unbinding. 

11.3 LINP monitoring and fault detection function 

LINP monitoring and fault detection function monitors and collects status, performance, and other kinds of 
statistics of LINPs. The function also detects performance degradations, failures, and other kinds of anomalies 
of LINPs. When that happens, the function notifies the detected events to virtual resource management 
functions to deal with the problem. 

11.4 Authorization functions 

Authorization functions provide the following: 

− LINP operator authorization: LINP operation authorization function authorizes LINP operators to 
access LINPs. The function can also be used to authorize LINP exchangers; 

− Service developer authorization: Service developer authorization function authorizes service 
developers to access LINPs; 

− User terminal access administration: User terminal access administration function administers 
information for controlling accesses from end-users to LINPs. 
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12 LINP operator functions 

LINP operator functions operate services on LINPs, in collaboration with virtual resource management 
functions and LINP management functions. 

To enable or disable service on a LINP, the functions send a request of service activation or of service 
deactivation to LINP management functions, respectively. 

While operating services, LINP operator functions can also monitor the status of virtual resources by 
accessing virtual resource monitoring and fault management function. 

13 Service deployment functions 

Service deployment functions, implemented either by a network operator or by a service developer, manage, 
control, and operate services on LINPs, in collaboration with LINP management functions and service 
developer functions. When the functions are implemented by a service developer, the functions use the LMI 
reference point to access LINP management functions as shown in Figure 9. 

 

Figure 9 – Functional architecture with service deployment functions supported 
by a service developer 

Service deployment functions deploy services, which are programmed by service developer functions, on a 
LINP. They collect parameters of the LINP by communicating with LINP management functions in order to 
deploy the service on the LINP automatically. To enable or disable a service on the LINP, the functions send 
a request for service activation or for service deactivation, respectively, to LINP management functions. 

Service deployment functions can be used to provide an on-demand service to an end-user, in which case 
they discover an appropriate LINP that is highly suitable for the service. In addition, when the attachment 
point is changed by the end-user, or when the LINP on which the on-demand service is running does not have 
enough resources, the on-demand service is reallocated to another appropriate LINP by service deployment 
functions. When the service is reallocated, the set of virtual resources being used to support the service and 
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the end-user sessions associated with it should be moved together to maintain service continuity by avoiding 
any downtime. 

Service deployment functions can also be used for coordination of services. For example, they may manage 
deployment of applications that together constitute a service across multiple administrative domains of the 
same network operator. 

14 Service developer functions 

Service developer functions enable service developers to design specific services to be deployed on a LINP. 
The functions combine service components, which have been developed in advance and can be reused. 
Service elements may consist of widely used data processing functions, like data forwarding, data routing, 
and media transcoding. They can also include additional data processing functions, such as data or packet 
caching and packet flow processing. 

15 Gateway functions 

Gateway functions are used to connect end-users to LINPs. Gateway functions may also provide 
authentication and authorization functions for end-users to access LINPs. Figure 10 illustrates the gateway 
functions and their interactions with the LINP management functions. 

 

Figure 10 – Gateway functions in relation to LINP management functions 

Through the UNI reference points, end-users' data are exchanged between LINPs and end-users. The end-
users' data frames/packets through the UNI reference points should include the following information: 

− End-users' data; 

− LINP IDs or correspondent IDs to uniquely identify the source LINP and the destination LINP;  

− Credentials for access control (optional). 

Through LMIs, access policies of LINPs for individual end-users are configured. For this purpose, the following 
information should be provided at the LMI: 

− Service developers' credentials; 

− LINP access policies for end-users. 

Through LMIs, end-users' credentials for accessing LINPs are delivered. For this purpose, the following 
information should be provided at the LMI: 
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− End-users' credential. 

Gateway functions should include the following functions. 

− Access control (policy enforcement) function, which determines if an end-user's data 
frames/packets are allowed to go through a specified LINP by checking the credential in the end-
user's data frames/packets; 

− LINP select function, which extracts LINP IDs or correspondent IDs from end-users' data 
frames/packets and identify destination LINPs; 

− LINP connect function, which makes connections between end-users and LINPs with protocol 
translation if it is needed. 

Gateway functions may provide internal reference point for gateway control within an administrative 
domain. As shown in Figure 10, the internal reference point resides between gateway functions and LINP 
management functions. It is used to deliver the following information from LINP management functions to 
gateway functions: 

− Information for controlling accesses from end-users to LINPs; 

Relationship between end-users and the LINPs. 

− Another internal reference point may reside between gateway functions and physical resource 
functions. The data frames/packets through this internal reference point should include the 
following data: 

− End-users' data; 

− LINP ID or correspondent ID from which the destination LINP is uniquely specified. 

16 User terminal functions 

User terminal functions connect end-users to LINPs through gateway functions. User terminal functions may 
also implement authentication functions. Figure 11 illustrates the user terminal functions and the interaction 
with other functions. 

 

Figure 11 – User terminal functions in relation to gateway functions 

Through the UNI reference points, end-users' data are exchanged between gateway functions and user 
terminal functions. The data frames/packets should include the following information: 

− End-users' data; 

− LINP IDs or correspondent IDs to uniquely identify the source LINP and the destination LINP; 
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− Credentials for authentication to connect to gateway functions (optional). 

In order to provide the functions described above, user terminal functions should include the following 
function: 

− Gateway connect function, which adds LINP IDs or correspondent IDs to end-users' data 
frames/packets for specific applications, operating systems (OSs), or VMs in a user terminal. The 
function also extracts LINP IDs or correspondent IDs from end-users' data frames/packets and 
identifies destination applications, OSs, or VMs in the user terminal. 

If the gateway connect function adds an LINP ID to all data frames/packets from applications, OSs, or VMs in 
a user terminal, the user terminal is attributed to a single LINP. On the other hand, if gateway connect 
function adds a different LINP ID per application, OS, or VM, each application, OS, or VM is attributed to a 
different LINP.  

The information needed to associate LINP IDs or correspondent IDs with specific applications, OSs, or VMs in 
a user terminal may be provided by a service developer to end-users. 

17 Federation functions 

Federation functions are required if LINPs need to be expanded across multiple administrative domains. 
Federation functions allow multiple VMIs for management and control and multiple NNIs for forwarding end-
users' data coming from different administrative domain. 

To achieve this, federation functions have to reconcile the differences in specifications of NNIs and/or VMIs 
reference points, LINPs, and so on. Followings are the functions used for this purpose: 

− Command translation: Each administrative domain may have different commands for LINP creation 
and management. In that case, command translation function is required to translate each 
administrative domain's commands and parameters into another administrative domain's 
commands and parameters; 

− State transition mapping: Each administrative domain may have different state transition for LINPs, 
virtual node resources and virtual link resources. In that case, state translation function is required 
to maintain the difference in state during application programming interface (API) conversion;  

− Policy translation: Each administrative domain may have different policies for LINP creation and 
management. In that case, policy translation function is required to reconcile the differences;  

− LINP definition translation: Each administrative domain may have different formats to define LINP 
configurations. In that case, LINP definition translation function is required to convert an LINP 
definition of one administrative domain into that of another administrative domain; 

− Data plane conversion: Each administrative domain may have different end-users' data packet 
formats. In that case, data plane conversion function is required to convert a packet format of one 
administrative domain into that of another administrative domain; 

− Protocol/resource negotiation: Each administrative domain may have different capabilities in 
handling protocols and resources. Federation functions are recommended to include 
protocol/resource negotiation function. This function may be used when failures occur or new 
resources are detected. In that case, the function is executed before federating LINPs. 

18 Reference points 

The reference points defined in this Recommendation are given in the following clauses. 

18.1 User-to-network interface (UNI) 

A UNI reference point resides between gateway functions of a network operator and user terminal functions 
of an end-user. 
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18.2 Network-to-network interface (NNI) 

An NNI reference point resides between physical resources that individually belong to two different network 
operators. It can also reside between physical resources of a network operator and federation functions of 
an LINP exchanger when LINP federation is done using the LINP exchanger's federation functions. 

18.3 Virtual resource management interface (VMI) 

A VMI reference point resides between virtual resource management functions of a network operator and 
LINP operator functions of an LINP operator. 

18.4 LINP management interface (LMI) 

An LMI reference point resides between LINP management functions of a network operator and LINP 
operator functions of an LINP operator. It can also reside between LINP management functions of a network 
operator and service deployment functions of a service developer when service deployment functions are 
implemented by the service developer. 

18.5 Service management interface (SMI) 

An SMI reference point resides between service deployment functions of a network operator and service 
developer functions of a service developer when service deployment functions are implemented by the 
network operator. 

18.6 Programmer-to-redirector interface (PRI) 

A PRI reference point resides between a programmer and a redirector of physical node resource. 

19 Security considerations 

To make sure that all the LINPs are logically independent, virtual resources allocated to each LINP have to be 
isolated from those allocated to other LINPs. From the viewpoint of security, isolation of virtual resources is 
essential in preventing parties from having access or influence to unauthorized LINPs, whether or not they 
have a malicious intention. Thus, abstraction and allocation that physical resource management functions 
execute have to ensure the isolation of individual virtual resources. In addition, it is desirable that abnormal 
use of virtual resources can be detected by a collaborative mechanism of physical resource monitoring and 
fault management functions, virtual resource monitoring and fault management functions, and LINP 
monitoring and fault detection functions. 

Also important for security is the implementation of authentication and authorization mechanisms. Since 
various kinds of user roles are involved in an LINP, network operators have to execute authentication and 
authorization for each kind of user roles. End-users that wish to enjoy services have to be authorized before 
they become able to access the corresponding LINPs. Service developers and LINP operators also have to be 
authorized before becoming able to execute their functions through appropriate reference points. LINP 
management functions and gateway functions that network operators implement are responsible in this 
regard. 
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Appendix I 
 

Implementation example of network virtualization 

(This appendix does not form an integral part of this Recommendation.) 

This appendix provides an implementation example of physical node architecture. The example is based on 
an implementation model of 'VNode system,' which is a network system developed to realize programmable 
virtual networks [b-VNode Whitepaper]. Adopting the node architecture presented in clause 9, VNode 
system enables to incorporate software-defined networking (SDN) and Network Functions Virtualization 
(NFV) technologies in an integrated manner. 

Figure I.1 shows main part of the implementation model of the node architecture. The model includes VNode, 
a domain controller, physical and virtual links, and several interfaces corresponding to different reference 
points. A VNode is a component where physical resources and virtual resources reside. A domain controller 
is a component that controls multiple VNodes with management functions for physical resources, virtual 
resources, and LINPs. 

 

Figure I.1 – VNode system components and interfaces 

A VNode represents a physical node and consists of a redirector, a programmer, and a VNode manager. As 
described in clause 9, a redirector contains transport resources while a programmer contains computing and 
storage resources. 

A programmer utilizes various types of processing devices and/or software components. For instance, 
network processors and virtual machines (VMs) on general purpose servers can be used. They may be in a 
single physical structure or in physically separated structures. LINP operators can select and combine these 
kinds of components so as to meet requirements for programmability and performance. It should be noted 
that virtualized network functions (VNFs), which are key ingredient in NFV technologies, provide an 
instantiation example of programmability realized by a programmer. 

A redirector provides both physical and virtual links that define structures of a virtual network. For instance, 
traditional switches and routers or OpenFlow switches can be used. It plays a central part in separating 
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individual virtual links logically. The logical separations in the redirector are done based on mappings 
between virtual links to physical links at both outside and inside the VNode. It also conducts conversion of 
end-user data representations, such as data packet formats, between outside and inside the VNode. It should 
be noted that SDN technologies can fit well for the functionalities of redirectors. 

A VNode manager controls both the programmer and the redirector in a same VNode. It implements 
functions delegated by a domain controller, the primal component in managing physical resources, virtual 
resources, and LINPs that are provided by a network operator. 

For the sake of clarity, components in a VNode are classified logically as belonging to two planes, namely, 
internal control plane and internal data plane. A VNode manager executes functions of the internal control 
plane, while a programmer and a redirector execute functions for both the planes. 

Several interfaces are defined for VNode system. As described in clause 18, PRI resides between the 
programmer and the redirector in a VNode. In accordance to separation of internal logical planes, specifics 
of PRI are defined for both the internal control and the internal data planes. For instance, Extensible Markup 
Language-Remote Procedure Call (XML-RPC) is defined for the internal control plane, while physical 
specifications are defined for the internal data plane. For both the planes, mac addresses of internal 
components are designated. 

VNode system has additional interfaces. Interface for VNode manager-to-Programmer (IF-VNP) and Interface 
for VNode manager-to-Redirector (IF-VNR) are defined for the internal control plane of a VNode. IF-VNP 
resides between a VNode manager and a programmer, while IF-VNR between a VNode manager and a 
redirector. Outside VNodes, Interface for Domain Controller-to-VNode (IF-DCVN) is defined between a 
domain controller and a VNode manager of each of the VNodes. It is used for management and control, and, 
as such, is understood as containing both VMI and LMI. 

Figure I.2 depicts an example of virtual network and its implementation using VNode system. In this example, 
two LINPs are provided on top of a virtual network infrastructure. Each LINP is provided using a different 
programmer at some VNodes. This kind of implementation can happen when very different QoS are required 
for individual LINPs. 

 

Figure I.2 – An example of virtual network and its implementation using VNode system 
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Summary 

Recommendation ITU-T Y.3300 describes the framework of software-defined networking (SDN) to specify 
fundamentals of SDN. The definitions, objectives, high-level capabilities, requirements and high-level 
architecture of SDN are addressed in this Recommendation. Appendix I describes areas for further 
consideration in SDN standardization. 
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1 Scope 

This Recommendation describes the framework of software-defined networking (SDN) by providing: 

– definitions, 

– objectives, 

– high-level capabilities, 

– requirements, and 

– high-level architecture 

of the fundamentals of SDN. 

In addition, Appendix I describes areas for further consideration in SDN standardization.  

2 References 

The following ITU-T Recommendations and other references contain provisions which, through reference in 
this text, constitute provisions of this Recommendation. At the time of publication, the editions indicated 
were valid. All Recommendations and other references are subject to revision; users of this Recommendation 
are therefore encouraged to investigate the possibility of applying the most recent edition of the 
Recommendations and other references listed below. A list of the currently valid ITU-T Recommendations is 
regularly published. The reference to a document within this Recommendation does not give it, as a stand-
alone document, the status of a Recommendation. 

[ITU-T Y.3001] Recommendation ITU-T Y.3001 (2011), Future Networks: Objectives and Design Goals. 

[ITU-T Y.3011] Recommendation ITU-T Y.3011 (2012), Framework of network virtualization for Future 
Networks. 

[ITU-T M.3400] Recommendation ITU-T M.3400 (2000), TMN management functions. 

3 Definitions 

3.1 Terms defined elsewhere 

This Recommendation uses the following term defined elsewhere: 

3.1.1 network virtualization [ITU-T Y.3011]: A technology that enables the creation of logically isolated 
network partitions over shared physical networks so that heterogeneous collection of multiple virtual 
networks can simultaneously coexist over the shared networks. This includes the aggregation of multiple 
resources in a provider and appearing as a single resource. 

3.2 Terms defined in this Recommendation 

This Recommendation defines the following term: 

3.2.1 software-defined networking: A set of techniques that enables to directly program, orchestrate, 
control and manage network resources, which facilitates the design, delivery and operation of network 
services in a dynamic and scalable manner. 

4 Abbreviations and acronyms 

This Recommendation uses the following abbreviations and acronyms: 

AAA  Authentication, Authorization, and Accounting 

FCAPS  Fault, Configuration, Accounting, Performance, and Security 

OSI  Open System Interconnection 

SDN  Software-Defined Networking 
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5 Conventions 

This Recommendation uses the following conventions: 

The term "is required to" indicates a requirement which must be strictly followed, and from which no 
deviation is permitted, if conformance to this Recommendation is to be claimed. 

The term "is recommended" indicates a requirement which is recommended, but which is not absolutely 
required. Thus, this requirement need not be present to claim conformance. 

6 Introduction 

Due to the great success of communication technologies, diverse applications are realized on networks, and 
the requirements that they bring are diverging. To support these diverging requirements, it is necessary to 
make networks even more controllable and manageable. The necessity to treat different traffic in different 
manners, and to make networks more application- and service-oriented is also increasing. 

Technologies that enable more direct and lower-level (e.g., flow-level) control methods of data packet 
forwarding are emerging. These technologies can simplify the reaction of network resources (e.g., switches 
or routers) to operations, and significantly increase the controllability of networks for operators. With 
modeling and programing of network resources, networks can be controlled in an automated manner, which 
enables more agile operations of the networks. 

This change of control method can also provide a chance to redesign control functionalities by introducing 
logically centralized and programmable control of network resources through standardized interfaces and 
protocols. 

This approach allows for:  

– logically centralized network control, which decreases the number of points to control and manage; 

– supporting network virtualization as one important feature of the network architecture; 

– defining, controlling and managing network resources using software; thus, allowing network 
services to be provided in a deterministic manner in accordance with the requested behaviour; and 

– network customization, which is necessary for efficient and effective network deployment and 
operations. 

In order to realize the aforementioned features, this Recommendation provides the framework of software-
defined networking (SDN) by specifying the fundamentals of SDN with its definitions, objectives, high-level 
capabilities, requirements and high-level architecture. 

While there have been various efforts to develop SDN-related technologies and standards (see 
[ITU-T Y.3001], [ITU-T Y.3011], [b-ITU-T Y.2622], [b-ETSI NFV], [b-IETF I2RS] [b-IETF RFC 3746], [b-ONF] and 
[b-OpenDayLight]) with different approaches and different focuses, they all share the same objective of 
providing the programmability of network resources as described above, which is a core technology for the 
networks of the future. 

7 Overview 

SDN is a set of techniques that enables users to directly program, orchestrate, control and manage network 
resources, which facilitates the design, delivery and operation of network services in a dynamic and scalable 
manner. 

Figure 7-1 depicts the basic concept of SDN. 
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Figure 7-1 – Concept of SDN 

SDN relocates the control of network resources to a dedicated network element, namely SDN controller, 
which provides a means to program, orchestrate, control and manage the network resources through 
software (i.e., SDN applications). 

The distributed network resources perform the network functions such as data packet transport and 
processing, but the behaviors of network resources are directly controlled via a standardized interface (i.e., 
resource-control interface) and the relevant information and data models. See [b-IETF RFC 3444]. The SDN 
controller uses the interface and arbitrates the control of network resources in a logically centralized manner. 

The SDN controller manages and configures the distributed network resources and provides an abstracted 
view of the network resources to the SDN applications via another standardized interface (i.e., application-
control interface) and the relevant information and data models. The SDN application can customize and 
automate the operations (including management) of the abstracted network resources in a programmable 
manner via this interface. Note that the SDN controller can provide different types of interfaces to SDN 
applications (e.g., more abstracted and more object-oriented). 

8 Objectives 

The objectives of SDN are to realize: 

– Faster network business cycles 

 SDN reduces the response time of business requests to network providers, e.g., to increase 
customer satisfaction or to shorten the payback time of investment through further automation of 
network operations; 

– Acceleration of innovation 

 SDN accelerates business and/or technical innovation through more flexibility of the network 
operations, thus making trials easier; 

– Accelerated adaptation to customer demands 

 SDN facilitates the accommodation of customer's connectivity requirements by means of dynamic 
negotiation of network service characteristics and of dynamic network resource control; 

– Improved resource availability and usage efficiency 

 SDN is meant to improve network resource availability and efficiency, in particular when combined 
with network virtualization, due to the introduction of a high level of automation in the overall 
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service delivery and operation procedures, from service parameter negotiation to fulfilment and 
assurance; 

– Customization of network resources including service-aware networking 

 SDN allows network customization for the network services which have different requirements, 
through the programming of network resource operations, including the dynamic enforcement of a 
set of policies (e.g., resource planning as a function of the number of customers' orders to be 
processed over time, forwarding and routing, quality of service (QoS) and traffic engineering, 
security). 

9 High-level capabilities 

SDN provides the following high-level capabilities: 

– Programmability 

 The behaviour of network resources can be customized by SDN applications through a standardized 
programming interface for network control and management functionality. The user of the interface 
may be network providers, service providers, and customers including end-users. This enables the 
SDN applications to automate the operations of network resources according to their needs. 

– Resource abstraction 

 The property and behaviour of underlying network resources can be appropriately abstracted and 
understood, orchestrated, controlled and/or managed by those who program them, thanks to 
relevant, standard information and data models. These models provide a detailed, abstracted view 
of physical or virtualized network resources. 

Programmability contributes to the introduction of a high level of automation in the overall service delivery 
procedure, to achieve business agility, such as dynamic service creation and provisioning. A standardized 
interface providing a channel for interactions between SDN applications and SDN controllers is used to access 
network information and to program application-specific network behaviors. This programmability provides 
the ability to control or configure the network elements by a logically centralized SDN controller through 
another standardized interface. 

NOTE – The delivery of some network services assumes the combination of a variety of functionalities for optimized 
packet processing and traffic forwarding purposes. Programmability will, in this case, allow to smartly combine these 
various functionalities into an ordered set of function chains. See [b-IETF SFC]. To support programmability, resource 
abstraction is a desirable capability. Information and data models are means to provide an abstracted view of the 
underlying network resources to the SDN applications, so that the application developers can simplify their program 
logic without the need for detailed knowledge of the underlying network resources and technologies. 

10 Requirements 

SDN provides programmability of network control and abstraction of underlying network resources, among 
other SDN features. As described in clause 6, network resources as used in this context of requirements refer 
to network elements including switches and routers. 

In order to support these capabilities, the requirements for SDN are described as follows: 

– SDN is required to support programmability of network resources; 

– SDN is required to support orchestration of network resources and SDN applications; 

– SDN is required to provide an application-control interface for customizing the behaviour of network 
resources; 

– SDN is required to provide a resource-control interface for control of network resources; 

– SDN is required to provide logically centralized control of network resources; 

– SDN is required to separate SDN control from the network resources; 

– SDN is required to support the abstraction of underlying network resources, by means of standard 
information and data models; 
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– SDN is required to support the management of physical network resources; 

– SDN is recommended to support the management of virtual network resources. 

11 High-level architecture 

The high-level architecture of SDN consists of several layers as depicted in Figure 11-1. 
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Figure 11-1 – High-level architecture of SDN 

11.1 Application layer 

The application layer is where SDN applications specify network services or business applications by defining 
a service-aware behaviour of network resources in a programmatic manner. These applications interact with 
the SDN control layer via application-control interfaces, in order for the SDN control layer to automatically 
customize the behaviour and the properties of network resources. The programming of an SDN application 
makes use of the abstracted view of the network resources provided by the SDN control layer by means of 
information and data models exposed via the application-control interface. 

11.2 SDN control layer 

The SDN control layer provides a means to dynamically and deterministically control the behaviour of 
network resources (such as data transport and processing), as instructed by the application layer. The SDN 
applications specify how network resources should be controlled and allocated, by interacting with the SDN 
control layer via application-control interfaces. The control signalling from the SDN control layer to the 
network resources is then delivered via resource-control interfaces. The configuration and/or properties 
exposed to SDN applications are abstracted by means of information and data models. The level of 
abstraction varies according to the applications and the nature of the services to be delivered. 

– Application support 

 The application-support function provides application-control interface for SDN applications to 
access network information and program application-specific network behaviours. 

– Orchestration 

 The orchestration function provides the automated control and management of network resources 
and coordination of requests from the application layer for network resources based on the policy 
provided by the multi-layer management functions or the application layer. 

 The orchestration function provides control and management of network resources covering 
management of physical and virtual network topologies, network elements, and traffic for example. 
It also interacts with the multi-layer management functions to provide management of SDN 
application-related operations such as user management, service creation and provisioning. 
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– Abstraction 

 The abstraction function interacts with network resources, and provides an abstraction of the 
network resources, including network capabilities and characteristics, in order to support 
management and orchestration of physical and virtual network resources. Such abstraction relies 
upon standard information and data models and is independent of the underlying transport 
infrastructure. 

NOTE – The SDN control layer, instead of the application layer, may execute control for the resource layer for the sake 

of performance (e.g., for traffic engineering). 

11.3 Resource layer 

The resource layer is where the network elements perform the transport and the processing of data packets 
according to the decisions made by the SDN control layer, and which have been forwarded to the resource 
layer via a resource-control interface. 

– Control support 

 The control support function interacts with the SDN control layer and supports programmability via 
resource-control interfaces. 

– Data transport and processing 

 The data transport and processing function provides data forwarding and data routing 
functionalities. 

 The data forwarding functionality handles the incoming data flows to forward them along the data 
forwarding paths that have been computed and established according to the requirements defined 
by the SDN applications. The control of the data forwarding functionality is provided by the SDN 
control layer so that the data forwarding functionality in the resource layer may be minimized. 

 The data routing functionality provides network control and services in the resource layer according 
to the routing rules which can be customized by the SDN control layer for SDN applications. The data 
forwarding paths are determined by distributed routing control of the resource layer. 

 Note that the resource layer may provide either data forwarding functionality or data routing 
functionality, or both. 

 Additional functionalities including media transcoding and data compression can be added, 
removed, or reconfigured for customization of data packets as specified by SDN applications.  

 NOTE – Additional functionalities including media transcoding and data compression can be invoked for the 
delivery of a service. From an SDN perspective, the ability to solicit a variety of functions to dynamically 
structure a service and allocate resources accordingly is a promising opportunity to enforce differentiated 
traffic forwarding policies within the network, thereby contributing to the improvement of customer’s quality 
of experience. 

11.4 Multi-layer management functions 

The multi-layer management functions exist as cross-layer functions providing functionalities for managing, 
as appropriate, the functionalities of the other layers, i.e., the application layer, the SDN control layer and 
the resource layer. 

The multi-layer management functions include functionalities for supporting fault, configuration, accounting, 
performance and security (FCAPS) management as described in [ITU-T M.3400]. Examples of such 
functionalities are equipment inventory, software upgrade, fault isolation, performance optimization, energy 
efficient operations, and initial configuration of the network resources, SDN controllers, and SDN 
applications. Specifically, autonomic management, i.e., continuous adaptation to the network status, may be 
performed by the SDN control layer. 
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11.5 Interfaces 

There are two interfaces in the high-level architecture of SDN: the application-control interface and the 
resource-control interface. They provide access to the SDN controllers and network resources, allowing for 
programmable control of network resources. 

The details of each interface are as follows: 

– Resource-control interface 

 The resource-control interface is used for interactions between the SDN control layer and the 
resource layer. Information exchanged through these interactions include controlling information 
provided by the SDN control layer to the resource layer (e.g., for configuring a network resource or 
providing policies) as well as the information that pertains to the (unsolicited) notifications sent by 
the resource layer whenever the network topology changes, congestion is detected, etc. Such 
notification information also includes data that are meant to assess the conformance of what has 
been delivered against what has been negotiated (hence the notion of service fulfilment and 
assurance). This interface provides high-level accesses to the network resources regardless of their 
respective technology. 

– Application-control interface 

 The application-control interface is used for interactions between the application layer and the SDN 
control layer. The application-control interface can be used by the application layer to feed the SDN 
control layer information that will contribute to the decision-making process in terms of dynamic 
resource allocation or policy enforcement, for example. The SDN control layer can also expose the 
information and data models that reflect the resource abstraction to the application layer through 
this interface.  

12 Environmental considerations 

SDN is meant to facilitate self-adaptability, so that resource availability and usage efficiency can be improved. 
This is likely to contribute to the optimization of resource usage and therefore reduced energy consumption. 

SDN relocates the control of network resources to a logically centralized SDN controller. This may contribute 
to simplify the design of network elements, thus power consumption is expected to decrease. However, the 
function that is logically centralized may become complicated, thus its power consumption may increase. 

13 Security considerations 

The introduction of a high level of automation in the overall service delivery procedure by means of SDN 
techniques inevitably raises security challenges. In particular, access to network resources by applications 
must be granted in order to protect the networking infrastructure and its components from a denial of service 
attack that may jeopardize the overall robustness, quality and reliability of the SDN architecture, or the 
services that it delivers. 

SDN provides new possibilities to combat security breaches. The affected resources may be easily and quickly 
isolated, malicious traffic may be safely terminated, sensitive flows can be identified and separately 
transferred in a more secure manner, e.g., with dedicated equipment and security protocols. All these 
processes may be automated due to SDN for improved availability. Moreover, a logically centralized control 
of SDN enables operators and/or entities to have a broader and/or a global view of the current status of 
networks, which makes security operations easier and more efficient.  

On the other hand, SDN may aggravate the damage of security breaches, misconfiguration, privacy 
infringement and other incidents. Properties that were traditionally implemented in hardware and 
impossible to change can now be modified, misconfigured or can function improperly. Such damage can 
expand quickly as responses of various software programs and human operation may be too slow for 
appropriate reaction. It is therefore necessary to enhance monitoring capability and automated operations. 
More careful checking of e.g., policy configuration, becomes necessary. Moreover, a logically centralized 
controller can be a single point of failure, and can be a target of malicious attacks, thus special attention is 
required. 
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Appendix I 
 

Areas for further considerations in SDN standardization 

(This appendix does not form an integral part of this Recommendation.) 

In this appendix, technical areas for further considerations in SDN are described. 

I.1 Interworking 

A network in one administrative domain is usually controlled and managed by the service policy applied by 
one network provider. However, integrated network services among multiple administrative domains need 
to be composed of relevant network services in each administrative domain. It is important that SDN provides 
interworking functionality for such integrated network services among multiple administrative domains 
taking into account the following points: 

– It is important that SDN exchange available network parameters (e.g., bandwidth, latency, label or 
id information) for automating the control and/or management of the network services among 
different administrative domains. These network parameters may be screened or abstracted 
because such network parameters contain sensitive information in many cases. This functionality 
may also need to configure a part of other administrative domain networks and get statistics about 
the domain. 

The following points are not specific to SDN, but need consideration. 

– In forwarding packets across multiple administrative domains, packet formats may be different, and 
it is important to support converting the format of packets and/or adjusting the network properties 
(e.g., bandwidth and latency) before or after packets enter another network; 

– It is also important to support authentication, authorization, and accounting (AAA) features because 
interworking operations usually need computational resources from other administrative domains. 

I.2 Verification of SDN applications 

With SDN technologies, network providers, service providers, and customers can customize the network 
resources by writing an SDN application. However, incomplete or malicious SDN applications could cause a 
breakdown of underlying networks shared by heterogeneous network elements and stakeholders. Thus, it is 
desirable that SDN applications be formally specified and verified (i.e., formal method) to prevent them from 
misinterpreting their intentions on network operations and to avoid inconsistency within the network. 

Formal methods are software engineering techniques based on mathematical representation and analysis of 
software programs [b-FM Clarke]. Such formal methods can be used for analysis of specification and 
verification of software behaviour. 

Using the formal methods for SDN applications can minimize the risk of misuse or malfunction of SDN 
applications because the formal method serves to remove ambiguity, inconsistency, and possible conflicts of 
SDN applications in the networks. Furthermore, network operators can use the formal methods to check 
consistency and safety of their network configurations, virtual/physical topologies and networking resources. 
This enables confirmation of their configurations and behaviours of various networking properties. Some 
examples of these properties are: 

– no routing loops or unreachable points in the network; 

– no rule or behaviour conflicts between multiple SDN applications; 

– no conflicts on physical network resource assignments between different SDN applications;  

– no conflicts in dynamic network update where new or updated network configurations conform to 
properties of the network and do not break consistency of existing networks. 
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I.3 Adaptation to large-scale networks 

SDN should provide connectivity from a local area to a wide area, as current networks do. Because SDN 
provides logically centralized control of networks, adaptation to large-scale networks is important. A large-
scale network has two aspects: a single SDN domain composed of many network elements, and multiple SDN 
domains managed by different network providers. While SDN may support many network elements in a wide 
area, the number of network elements that a single SDN controller can accommodate is limited. In this 
regard, scalability needs to be considered. One way to provide scalability is to have SDN controllers logically 
centralized but physically distributed, to correspond to a wide area. 

In large-scale networks, reliability is a particularly important issue. As a characteristic of logically centralized 
control in SDN, an SDN controller tends to become a single point of failure. The SDN controller may be 
replicated to improve reliability. 

I.4 Design of resource abstraction 

To make programmability of SDN easier and more efficient, it is important that resource abstraction is 
appropriately designed and adopted for the best practice and performance of networks. It is important that 
resource abstraction be provided with the following points: 

– Common resource abstraction model 

 It is important that a common resource abstraction model be applied to similar network resources 
regardless of the underlying technology, since a common information model simplifies the 
programming for the resources. Widely applicable standard information and data models require 
the appropriate abstraction of various capabilities, such as packet forwarding, wireless interfaces, 
and path computation-related information (e.g., routing metrics). 

– Appropriate granularity of abstraction 

 It is not appropriate to show all network resources and their characteristics to SDN applications. On 
one hand, not all the details and characteristics of the network resources are necessary for SDN 
application programming. On the other hand, excessive abstraction prevents SDN applications from 
utilizing network resources to the maximum because it hides the details of the resources. It is 
therefore important that SDN provides an appropriate and balanced granularity of abstraction. 

– Performance tuning of network resources 

 When network resources are abstracted, an SDN application may not be able to access some 
network resource-specific parameters, and this may degrade the performance. Suitable abstraction 
or some mechanisms to tune the performance of network resources automatically are necessary. 

I.5 Virtualization of network elements 

Network elements, which can be abstracted resources, may be shared among multiple applications. But each 
SDN application does the programming of network elements according to the SDN application requirements. 
In that case, it is necessary that these networks and network elements are mutually isolated. Toward this 
end, network elements should be virtually partitioned to support each application network. 

SDN applications may require network resources, e.g., bandwidth and packet processing, whereas the 
applications' requirements cannot be satisfied with a single network element. In that case, multiple network 
elements can be virtually combined to appear as a single resource to the applications to satisfy the 
requirements without further management efforts of multiple network resources. 

For the above two cases, virtualization techniques can provide an appropriate solution because they assume 
network element partition and aggregation, as well as a single interface to such virtualized network 
resources.  
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I.6 Multiple-level of programmability 

In conventional networks, each resource in multiple open system interconnection (OSI) layers [b-ITU-T X.200] 
is managed by different management entities. This makes it difficult to orchestrate total performance and to 
recover from network failures quickly. SDN is desirable to provide control and management programming 
interfaces to network resources, e.g., for coordination and status monitoring purposes. In addition, the 
demands of SDN applications can be diverse and may be related to multiple OSI layers. 

The interfaces need to span multiple OSI layers and work in a unified manner: multiple-level of 
programmability that spans L1-L7 OSI layers is an important issue to be addressed for SDN. 

One example for such multi-level programmability is cut-through optical path computation. In this example, 
some SDN components may dynamically change the target OSI layer to allocate a path, depending on traffic 
characteristics. For example, SDN components may first allocate a path in the OSI layer 3, namely an IP route. 
After checking OSI layer 3 header and its applicability, SDN intelligence may then decide instead to allocate 
an optical path, e.g., to provide additional bandwidth. 

I.7 Programmatic extension in resource layer 

In order to improve network programmability, it is desirable to extend the functions of the resource layer on 
demand in a programmable manner [b-SDN-WS Nakao]. This ability can dynamically add or remove additional 
functions for data transport and processing (such as packet caching, header/payload compression, regular 
expression matching, data transcoding, or even handling newly developed protocols) as per SDN application 
requirements or can dynamically update the control support function, thereby avoiding hardware 
replacement. 

Thus, rapid development, deployment, and replacement of resource layer functionalities and resource-
control interfaces leads to timely and tailored service solutions aligned with requirements of applications and 
operator policies. 

I.8 Management 

The following management functionalities specific to one of the layers need to be further considered: 

– Management of the underlying physical and virtual network resources, providing support for 
programmatically extendable SDN data transport and processing functions, which is described in 
clause I.7; 

– Management of the software and hardware platform of an SDN controller which includes lifecycle 
management of dynamically upgradable functions of the SDN controller and FCAPS. 

The multi-layer management functions should interoperate with 3rd party management functions, for 
example, for billing, customer care, statistics collection or dynamic service provisioning. 

Another issue to be considered is how the multi-layer management functions are deployed. Possible 
approaches include the use of a centralized management model or a hybrid model. In the hybrid model, some 
management functions are distributed, while others are implemented in centralized management systems. 
With such an approach, network resources support management functions that may improve network 
robustness and scalability as well as shorten the management system response time. In both models, there 
is an SDN management system that performs all centralized management operations.  
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Summary 

Recommendation ITU-T Y.3301 describes the functional requirements of software-defined networking 
(SDN) including the general requirements and functional requirements of the SDN application layer, SDN 
control layer, SDN resource layer and any multilayer management functions. This Recommendation is 
based on Recommendation ITU-T Y.3300 (Framework of software-defined networking), which describes 
the fundamentals of SDN including the definitions, objectives, high-level capabilities, requirements and 
high-level architecture of SDN. 
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1 Scope 

This Recommendation describes the functional requirements of software-defined networking (SDN), which 
are defined in [ITU-T Y.3300], by providing: 

– general requirements, 

– functional requirements of the SDN application layer, 

– functional requirements of the SDN control layer, 

– functional requirements of the SDN resource layer, and 

– functional requirements of the multilayer management functions.  

NOTE – In [ITU-T Y.3300] the term "application layer" refers to "SDN application layer" and "resource layer" refers to 
"SDN resource layer". As the names "application layer" and "resource layer" are too general this Recommendation uses 
more specific names of layers such as "SDN application layer" and "SDN resource layer". 

2 References 

The following ITU-T Recommendations and other references contain provisions which, through reference in 
this text, constitute provisions of this Recommendation. At the time of publication, the editions indicated 
were valid. All Recommendations and other references are subject to revision; users of this Recommendation 
are therefore encouraged to investigate the possibility of applying the most recent edition of the 
Recommendations and other references listed below. A list of the currently valid ITU-T Recommendations is 
regularly published. The reference to a document within this Recommendation does not give it, as a stand-
alone document, the status of a Recommendation. 

[ITU-T Y.3011]  Recommendation ITU-T Y.3011 (2012), Framework of network virtualization for 
future networks. 

[ITU-T Y.3300]  Recommendation ITU-T Y.3300 (2014), Framework of software-defined 
networking. 

3 Definitions 

3.1 Terms defined elsewhere 

This Recommendation uses the following terms defined elsewhere: 

3.1.1 software-defined networking [ITU-T Y.3300]: A set of techniques that enables to directly program, 
orchestrate, control and manage network resources, which facilitates the design, delivery and operation of 
network services in a dynamic and scalable manner. 

3.1.2 network virtualization [ITU-T Y.3011]: A technology that enables the creation of logically isolated 
network partitions over shared physical networks so that heterogeneous collection of multiple virtual 
networks can simultaneously coexist over the shared networks. This includes the aggregation of multiple 
resources in a provider and appearing as a single resource. 

3.1.3 virtual resource [ITU-T Y.3011]: An abstraction of physical or logical resource, which may have 
different characteristics from the physical or logical resource and whose capability may be not bound to the 
capability of the physical or logical resource. 

3.2 Terms defined in this Recommendation 

None. 

4 Abbreviations and acronyms 

This Recommendation uses the following abbreviations and acronyms: 

BSS Business Support Systems 
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FCAPS Fault, Configuration, Accounting, Performance and Security 

IP Internet Protocol 

MAC Media Access Control 

OSS Operations Support Systems 

SDN Software-Defined Networking 

5 Conventions 

This Recommendation uses the following conventions: 

The term "is required to" indicates a requirement which must be strictly followed and from which no 
deviation is permitted, if conformance to this Recommendation is to be claimed. 

The term "is recommended" indicates a requirement which is recommended but which is not absolutely 
required. Thus, this requirement need not be present to claim conformance. 

6 Overview 

[ITU-T Y.3300], the framework of SDN, defines SDN as a set of techniques that enables network resources to 
be directly programmed, orchestrated, controlled and managed, which facilitates the design, delivery and 
operation of network services in a dynamic and scalable manner. The high-level architecture of SDN in the 
framework consists of the application layer, SDN control layer, resource layer and multilayer management 
functions. The application layer executes SDN applications and enables network resources to act as instructed 
from SDN applications in a programmatic manner via the SDN control layer. The SDN control layer provides 
a means to control the behaviours of network resources via resource-control interfaces. The resource layer 
performs the transporting and the processing of data packets based on the decisions of the SDN control layer. 
The multilayer management functions provide functionalities for managing other layers including FCAPS. 

This Recommendation defines the following functional requirements of SDN: 

– general requirements; 

– SDN application layer; 

– SDN control layer; 

– SDN resource layer; and 

– multilayer management functions. 

7 Functional requirements 

7.1 General requirements 

The general requirements are as follows: 

– It is required to provide interoperability with external OSS/BSS. 

– It is required to provide an orchestration functionality of the SDN application layer and SDN control 
layer, and multilayer management to handle the lifecycle management of software-based SDN 
functions.  

– It is required to provide scalability for supporting a large number of users and vast geographical 
areas. 

– It is required to provide a management support functionality in each layer to enable the delegation 
of multilayer management functions. 

– It is recommended to maximize the energy-efficient usage of physical resources of all layers. 
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7.2 SDN application layer 

The SDN application layer executes SDN applications and enables network resources to behave in a service-
aware, programmatic manner.  

The functional requirements for the SDN application layer are as follows: 

– It is required to create and apply the application-specific programs to the SDN resource layer by 
interacting with the SDN control layer. 

– It is required to support multiple applications at the same time. 

– It is required to notify network events from the SDN control layer to the corresponding SDN 
application. 

NOTE – Network events are information of network resources that are necessary for SDN applications to run in an 
appropriate manner, e.g., start/end of an activity, failure, performance degradation to be handled by SDN applications. 

– It is required to orchestrate multiple SDN applications within the SDN application layer. 

– It is required to categorize SDN applications and combine multiple applications into an integrated 
SDN application. 

7.3 SDN control layer 

The SDN control layer includes application support, orchestration, and abstraction functions. 

Orchestration provides the coordination of requests from the SDN application layer and automated control 
of network resources, such as the management of physical and virtual network topologies, network resources 
and traffic.  

Abstraction provides abstracted views of the property and behaviour of underlying network resources, in 
order to support the management and orchestration of physical and virtual network resources.  

The functional requirements for the SDN control layer are as follows: 

– It is required to provide orchestration, abstraction and programmability of the network resources.  

NOTE – Programmability provides the ability to control or configure the network resources by introducing a high level 
of automation. Behaviour of network resources can be programmed by SDN applications for network control and 
management functionality. 

– It is required to discover underlying network topology to see how network resources (e.g., SDN-
enabled switches) connect to each other. 

– It is required to collect and maintain network information about the capability of network resources 
and network-wide information, including the status of forwarding tables, routing policies and 
network topologies. 

– It is required to back up network information in case of failures. 

– It is required to build and update forwarding paths constituted by network resources, such as 
switches, routers and data processing entities. 

– It is required to provide an abstracted view of different network solutions (e.g., Packet Transport 
Network, Optical Transport Network) to SDN applications. 

– It is required to expose network configurations (e.g., routing policies) to the SDN application layer. 

– It is required to maintain a set of lists of data processing entities (e.g., firewall, transcoding) 
categorized by their capabilities. 

– It is recommended to create and maintain mapping information between SDN applications and 
network resources. 

7.4 SDN resource layer 

The SDN resource layer provides control support, data transport and processing functions. 

The functional requirements for the SDN resource layer are as follows: 
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– It is required to perform data transport and data processing according to requests from the SDN 
control layer. 

– It is required to support the allocation and release of necessary network resources. 

– It is required to provide information and capabilities of virtual and physical elements of network 
resources including ports, links and addresses (MAC/IP/transport) to the SDN control layer. 

– It is required to provide up-to-date information to the SDN control layer when the status of network 
resources changes. 

– It is recommended to make data transport and processing functions extensible. 

– It is recommended to enable resource virtualization of physical resources. 

– It is recommended to enable the reconfiguration of virtual resources. 

NOTE 1 – Examples of the reconfiguration of virtual resources include merging multiple virtual resources into a single 
one and splitting a virtual resource into multiple ones.  

– It is recommended to maintain the mapping information between virtualized resources and physical 
resources. 

– It is recommended that the SDN control layer utilizes the abstraction of physical and virtual 
resources by the SDN resource layer.  

NOTE 2 – Resource virtualization can be realized by either or both the SDN resource layer and SDN control layers.  

7.5 Multilayer management functions 

Multilayer management functions provide cross-layer management functionality for software upgrades, fault 
isolation, performance optimization and the initial configuration of the network resources, SDN controllers 
and SDN applications. 

The functional requirements for multilayer management functions are as follows: 

– It is required to monitor and update status information of the SDN application layer, SDN control 
layer and SDN resource layer. 

– It is required to access and collect network information including resource identifier, resource 
address, port information and network connectivity. 

– It is required to monitor status including availability, failure and overload of network resources. 

– It is required to (re/)configure SDN layers e.g., due to policy changes for management, maintenance 
and software updates, and physical resource changes. 

– It is required to detect faults and manage reactions (i.e., protection, restoration and isolation) to the 
fault across multiple layers. 

– It is required to support the exchange of information with external management entities.  

– It is required to provide functionality for metering, charging and accounting information exchanges. 

– It is recommended to provide topology and connectivity information such as IP address, network 
domain, port, interface and location and functional information, such as service description, type, 
vender and software version of data processing entities.  

8 Environmental considerations 

SDN can contribute to reducing energy consumption through the optimization of network resource usage. 
SDN, with its feature of logically-centralized control of network resources, can simplify the functionalities, as 
well as network operations, leading to a longer lifetime of equipment and reduced energy consumption. 

9 Security considerations 

For SDN security, securing the controller, verifying the communication channel between the controller and 
network resources, shaping secure data traffic, and logging all the network changes are considered.  





Core network aspects  1 
 

157 

 

 

 

 

 

 

Functional architecture of software-defined 
networking 

Recommendation ITU-T Y.3302 

(01/2017) 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

SERIES Y: GLOBAL INFORMATION INFRASTRUCTURE, INTERNET PROTOCOL 
ASPECTS, NEXT-GENERATION NETWORKS, INTERNET OF THINGS AND SMART 

CITIES 
  



1 Core network aspects   
 

158 

Summary 

Recommendation ITU-T Y.3302 provides the functional architecture of software-defined networking (SDN) 
with descriptions of functional components and reference points. The described functional architecture is 
intended to be used as an enabler for further studies on other aspects such as protocols and security as 
well as being used to customize SDN in support of appropriate use cases (e.g., cloud computing, mobile 
networks). 

This Recommendation is based on ITU-T Y.3300 and ITU-T Y.3301. Recommendation ITU-T Y.3300 
describes the framework of SDN including definitions, objectives, high-level capabilities, requirements and 
the high-level architecture of SDN; Recommendation ITU-T Y.3301 describes more detailed requirements. 

Keywords 

Abstraction, functional component, multi-layer management, orchestration, programmability, software-
defined networking. 
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1 Scope 

This Recommendation defines the functional architecture of software-defined networking (SDN) by 
describing a layered architecture, the functional components of the architecture and its reference points. 
Details of multi-layer management are provided in Annex A and the role of orchestration is addressed in 
Appendix I. The architecture is based on [ITU-T Y.3300] which defines the SDN framework and [ITU-T Y.3301] 
which describes the functional requirements of the SDN architecture which the present Recommendation 
has to fulfil. 

2 References 

The following ITU-T Recommendations and other references contain provisions which, through reference in 
this text, constitute provisions of this Recommendation. At the time of publication, the editions indicated 
were valid. All Recommendations and other references are subject to revision; users of this Recommendation 
are therefore encouraged to investigate the possibility of applying the most recent edition of the 
Recommendations and other references listed below. A list of the currently valid ITU-T Recommendations is 
regularly published. The reference to a document within this Recommendation does not give it, as a stand-
alone document, the status of a Recommendation. 

[ITU-T M.3400]  Recommendation ITU-T M.3400 (2000), TMN management functions. 

[ITU-T Y.3001]  Recommendation ITU-T Y.3001 (2011), Future networks: Objectives and design goals. 

[ITU-T Y.3300]  Recommendation ITU-T Y.3300 (2014), Framework of software-defined networking. 

[ITU-T Y.3301]  Recommendation ITU-T Y.3301 (2016), Functional requirements of software-defined 
networking. 

[ITU-T Y.3320]  Recommendation ITU-T Y.3320 (2014), Requirements for applying formal methods to 
software-defined networking. 

3 Definitions 

3.1 Terms defined elsewhere 

This Recommendation uses the following terms defined elsewhere: 

3.1.1 functional component [b-ITU-T Y.3502]: A functional building block needed to engage in an activity, 
backed by an implementation. 

3.1.2 network virtualization [b-ITU-T Y.3011]: A technology that enables the creation of logically isolated 
network partitions over shared physical networks so that heterogeneous collection of multiple virtual 
networks can simultaneously coexist over the shared networks. This includes the aggregation of multiple 
resources in a provider and appearing as a single resource. 

3.1.3 software-defined networking [ITU-T Y.3300]: A set of techniques that enables to directly program, 
orchestrate, control and manage network resources, which facilitates the design, delivery and operation of 
network services in a dynamic and scalable manner. 



Core network aspects  1 
 

161 

3.2 Terms defined in this Recommendation 

This Recommendation defines the following term: 

3.2.1 SDN orchestration: A process that oversees and directs a set of software-defined networking 
activities and interactions with the objective of carrying out certain work in an automated manner. 

NOTE – In SDN, orchestration can be used to arrange, configure and coordinate a set of operations in multi-domain, multi-
layer or end-to-end heterogeneous networking environments in order to execute a specific task. 

4 Abbreviations and acronyms 

This Recommendation uses the following abbreviations and acronyms: 

ACI Application Control Interface 

AL Application Layer 

ALM Application Layer Management 

AL-MSO Application Layer Management Support and Orchestration 

BSS Business Support System 

CL Control Layer 

CL-AS Control Layer Application Support 

CL-MSO Control Layer Management Support and Orchestration 

CL-RA Control Layer Resource Abstraction 

CLM Control Layer Management 

DevOps Development Operations 

ERM External Relationship Management 

FCAPS Fault, Configuration, Accounting, Performance and Security 

KPI Key Performance Indicator 

MMF Multi-layer Management Functions 

MMFA Multi-layer Management Functions Application layer 

MMFC Multi-layer Management Functions Control layer 

MMFO Multi-layer Management Functions OSS/BSS 

MMFR Multi-layer Management Functions Resource layer 

MMO Multi-Layer Management Orchestration 

OSS Operations Support System 

RCI Resource Control Interfaces 

RL Resource Layer 

RL-CS Resource Layer Control Support 

RL-DP Resource Layer Data Processing 

RL-DT Resource Layer Data Transport 

RL-MS Resource Layer Management Support 

RLM Resource Layer Management 

SDN Software-Defined Networking 

SDN-AL SDN Application Layer 

SDN-CL SDN Control Layer 

SDN-RL SDN Resource Layer 
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5 Conventions 

None. 

6 Introduction 

As described in [ITU-T Y.3300], key properties of SDN include: 

1) logically centralized network control which allows for controlling and managing network resources 
by software; 

2) support for network virtualization, and; 

3) network customization, for efficient and effective network deployments and operations. 

Requirements for SDN [ITU-T Y.3300] include: 

1) separation of SDN control from network resources; 

2) programmability of network resources; 

3) abstraction of network resources, by means of standard information and data models, and; 

4) support for orchestration of network resources and SDN applications. 

More detailed requirements are provided in [ITU-T Y.3301]. 

This Recommendation provides a description of the SDN functional architecture with the aim of ensuring that 
the key properties and requirements of SDN are appropriately supported. The SDN functional architecture is 
based on the layering framework derived from clause 11 of [ITU-T Y.3300] and shown in Figure 6-1. 

 

Figure 6-1 – SDN layering framework 

Considering other efforts to design an SDN architecture [b-ONF-arch 1.0], [b-ONF-arch 1.1], [b-IETF RFC 7426], the 
SDN architecture described in this Recommendation takes into account factors that are important in large-scale 
public networks: 

– Orchestration-based run-time lifecycle management of software-based SDN functions. 

 Since public networks are becoming even more complex due to the emerging technologies, services 
and companion usage behaviors as well as the integration of fixed and mobile networks, SDN 
technologies need to contribute to the orchestration of operations and the resulting lifecycle 
management of network functions. SDN orchestration in this Recommendation is used to automate 
a set of operations; 

 NOTE – The background, design principle and role of SDN orchestration is described in more details in 
Appendix I. 

– Interaction with operators’ legacy operations support system (OSS)/business support system (BSS). 

 The SDN architecture is designed to be capable to interact with the existing OSS/BSS; 
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– Scalability. 

 In order to cope with appropriate control and application layers (ALs) performance in SDN networks 
potentially involving a huge number of customers, providing various types of services and covering 
vast geographical areas, the SDN architecture provides independent control and management 
capabilities, which enables performance monitoring of available resources in all layers, and enables 
dynamic adaptation of resources, e.g., scaling up and scaling down. The SDN architecture also allows 
for implementation of functions in a distributed manner, and enables distribution of fault, 
configuration, accounting, performance and security (FCAPS) management in each of the SDN 
layers; 

– Reliability. 

 The possibility of decomposition of the SDN architecture and their functionalities enabled by this 
Recommendation, with the important role of management, contribute to the increased overall SDN 
reliability. Some reliability-related mechanisms are implementation dependent; 

– Covering multiple resource layer (RL) technologies. 

 The SDN architecture is designed to cover multiple resource layer technologies including basic data 
forwarding and more complex data processing, which makes it easier for future expansion towards 
software-defined infrastructure; 

– Efficiency of resource usage. 

 The decomposition of the control and management architectures and their functionalities 
contributes to overall efficiency of SDN resource usage. It is realized by monitoring and analytics of 
all layers' resource usage together with dynamic resource provisioning in order to reach the required 
system performance but at the same time to maintain optimal resource usage, taking into account 
energy consumption reduction. 

7 Functional architecture 

Figure 7-1 presents an overview of the SDN functional architecture organized by means of the SDN layering 
framework shown in Figure 6-1. 

 

Figure 7-1 – SDN functional architecture 

The functionalities that reside at the SDN application layer (SDN-AL), the SDN control layer (SDN-CL), the SDN 
resource layer (SDN-RL) and the multi-layer management functions (MMF) are described in subsequent 
clauses. 
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7.1 SDN application layer 

The SDN-AL enables a service-aware behaviour of the underlying network in a programmatic manner. It is 
composed of the application layer management support and orchestration (AL-MSO) functional component 
and multiple SDN application functional components (see Figure 7-2). 

The SDN-AL interacts with the SDN-CL via the application control interface (ACI) reference point, and interacts 
with the MMF via the MMF application layer (MMFA) reference point. 

 

Figure 7-2 – SDN-AL functional components 

7.1.1 SDN application functional component 

SDN application functional components interact with the SDN-CL via the ACI reference point, in order for the 
SDN-CL to automatically customize the behaviour and the properties of network resources. An SDN 
application functional component uses the abstracted view and status of the network provided by the SDN-
CL by means of information and data models exposed through the ACI reference point. Depending on the 
SDN use cases (e.g., intra- or inter-data centres, mobile networks, access networks), interfaces exposed by 
the SDN-CL at the ACI reference point can differ in nature. 

NOTE – This Recommendation also uses the term "SDN application", an application that controls and manages network 
resources (e.g., for application specific routing purposes) by using capabilities provided through the ACI reference point. 
An SDN application functional component as described in this clause consists of the necessary software required to 
implement an SDN application. 

7.1.2 AL management support and orchestration functional component 

The AL-MSO functional component orchestrates SDN applications (including applications composed of 
multiple applications) with the support of MMF. The AL-MSO functional component may involve the SDN-CL 
and/or MMF orchestration for the deployment of appropriate SDN-CL and MMF functional components 
respectively. 

The AL-MSO functional component includes the following: 

– SDN applications code repository management; 

– SDN applications' lifecycle management (creation, modification, and deletion); 

– performance monitoring of SDN applications to meet SLA requirements; 

– detection, isolation, and correction of SDN applications' faults, and; 

– security related capabilities (including for authentication and identity management purposes) of 
SDN applications provided by network operators and/or third parties. 

SDN applications code repository management provides optimal usage of the repository which stores various 
SDN application codes and ensures integrity and authenticity of SDN application codes. It also provides 
efficient search capability of the stored SDN application codes. AL-MSO security management of 3rd party 
SDN applications protects from anomalous registration and usage of 3rd party SDN applications. 

The AL-MSO functional component provides capabilities for provisioning SDN-AL resources, i.e., resources 
that are used to run SDN applications, based on the requests received from MMF. The AL-MSO functional 
component coordinates provisioning of SDN-AL resources and network resources in the SDN-RL in a cross-
layer manner and also performs atomic transactions to ensure the integrity of the requested provisioning. 
The AL-MSO functional component provides capabilities for managing the capacity and performance related 
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to each SDN application. The AL-MSO functional component obtains resource quality of service information 
in order to measure and record key performance indicators (KPIs) for the SDN applications. Computing and 
storage resources required for executing an SDN application are allocated or de-allocated based on these 
KPIs. In case virtual networks have been created, they are built with the support of the SDN-CL, and may use 
the same application layer, or attach an SDN-AL instance to each virtual network. 

7.2 SDN control layer 

The SDN-CL provides programmable means to control the behaviour of SDN-RL resources (such as data 
transport and processing), following requests received from the SDN-AL and according to MMF policies. The 
SDN-CL is operating on resources provided by the SDN-RL and exposes an abstracted view of the controlled 
network to the SDN-AL. 

The SDN-CL interacts with the SDN-RL using the resource control interfaces (RCI) reference point, and with 
MMF using the MMF control layer (MMFC) reference point. It also interacts with the SDN-AL at the ACI 
reference point, as described in clause 7.1. 

Figure 7-3 shows the SDN-CL functional components. 

 

Figure 7-3 – SDN-CL functional components 

7.2.1 CL application support functional component 

The control layer application support (CL-AS) functional component provides an ACI reference point that is 
used by the SDN-AL to access network information and to request the SDN-CL to perform application-specific 
behaviour. The information exposed by the CL-AS functional component to the SDN-AL is abstracted by 
means of information and data models. In case of network virtualization, the CL-AS functional component 
may expose a subset of network resources which can be used for exclusive control by additional, external 
SDN control and application layers. Specification of such operations is out of scope of this Recommendation. 

NOTE – The control layer resource abstraction (CL-RA) functional component of the SDN-CL hides the configuration and 
technology-specific details of potentially heterogeneous network elements whereas the CL-AS functional component 
hides details of the underlying network topology by providing a global and abstracted view of that network. 

7.2.2 Control layer management support and orchestration functional component 

The control layer (CL) management support and orchestration (CL-MSO) functional component provides 
management support and orchestration of functional components of the SDN-CL and, if delegated by the 
MMF, the management and orchestration of network resources based on the policies provided by the MMF. 

The CL-MSO functional component provides capabilities for provisioning CL services, both in terms of the 
provisioning of CL services' implementations and of their access endpoints and the workflow required to 
ensure that CL services' components are provisioned in the correct sequence. A catalogue of CL services 
provides a list of all available CL services that can be provisioned by the CL-MSO functional component. This 
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catalogue can contain/reference all relevant technical information (including relevant templates) required to 
deploy, provision and run a CL service and/or its components. 

NOTE – The term "CL service" as used in this Recommendation refers to a service provided by either the base CL services 
functional component or a profiled CL services functional component (see clause 7.2.3). These two components consist 
of the necessary software required to implement CL services, either base CL services or profiled CL services. 

The CL-MSO functional component also provides the capabilities for managing a particular CL service, it 
manages the scaling and performance related to a CL service: the CL-MSO functional component obtains 
monitoring information in order to measure and record KPIs of each CL service and the amount of resources 
allocated for a CL service based on these KPIs. 

The orchestration of the SDN-CL by the CL-MSO functional component may involve relevant policies (e.g., a 
placement rule which aims to avoid a single point of failure). 

The CL-MSO functional component also keeps track of the overall state of allocated and available resources 
in the SDN-CL. The comparison of allocated resources in the SDN-CL against CL service's performance KPIs 
can assist in the identification of current or potential bottlenecks. 

The CL-MSO functional component provides capabilities for connecting different SDN domains in order to 
make inter-domain operations where an SDN domain is a collection of SDN-RL entities under logically one 
SDN-CL entity. In such cases, it is responsible for establishing the communication path(s) required, and for 
passing appropriate identity and credentials with requests made to other SDN domains. The details of these 
operations are beyond the scope of this Recommendation. 

If delegated by MMF, some management tasks can be performed by the SDN-CL, in particular tasks that are 
tightly coupled with control operations and can be jointly optimized for resource usage, or for performance. 

7.2.3 Control layer services functional component 

The CL services functional component provides a set of programmable control and optionally management 
functions (if delegated by MMF) covering e.g., physical and virtual network topologies, network element 
configuration, and traffic forwarding management. The CL services functional component includes the 
following: 

– base CL services functional component that is obligatory in all SDN instantiations, that is, 
connectivity. It includes common functions used in all SDN deployments e.g., topology discovery, 
monitoring of resources, and on-demand path computation and monitoring; 

– profiled CL services functional component (shown in Figure 7-3 and representing use case specific 
CL services), which will be defined in separate Recommendations. In a given implementation it is 
allowed to combine many of such profile-dependent services, e.g., mobility management for mobile 
networks. 

Base CL services and different profiled CL services functional components may be instantiated depending on 
the targeted SDN functional profile. More explanation on functional profiles is given in clause 8. 

7.2.4 Control layer resource abstraction functional component 

The main purpose of the CL-RA functional component is to support unified programmability of resources in 
the SDN-RL. Information and data models of underlying network resources are means to provide an 
abstracted and unified view of these resources to the SDN-CL, so that the developers of CL services and/or 
functions can simplify their program logics without the need for a detailed knowledge of the underlying 
network resource technologies. These models provide a detailed, abstracted view of both, physical or 
virtualized network resources. The CL-RA functional component provides capabilities to create multiple 
virtual resources by using a single physical resource or can create a composite virtual resource as an 
aggregation of several virtual or physical resources. 
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The CL-RA functional component includes, but is not limited to, the following functional components: 

– resource discovery functional component. In cooperation with MMF this functional component 
provides discovery of SDN-RL resources. The MMF companion counterpart in the resource layer 
management (RLM) functional component (see Annex A.3.2) provides a functionality to handle 
and/or discover the network resources of different technologies for connectivity (also referred as 
technology-dependent resource discovery in this Recommendation), whereas the resource 
discovery functional component in the SDN-CL provides technology-agnostic mechanisms for 
resource discovery (also referred as technology-independent resource discovery in this 
Recommendation) 

– topology repository functional component. This component keeps up-to-date topology of the 
network as well as topology of all virtual networks (if created); 

– resource allocation functional component. It provides the allocation of abstracted resources for the 
creation of virtual networks by the SDN-CL. The virtual networks may use existing components of 
the SDN-CL or there is a possibility to activate virtual network related components, i.e., the CL 
services, CL-AS, and CL-MSO functional components. 

– resource monitoring functional component. This component, in cooperation with the resource layer 
control support (RL-CS) functional component, monitors failures and performance of SDN-RL 
resources. 

7.3 SDN resource layer 

The SDN-RL is where the physical or virtual network elements perform transport and/or processing of data 
packets according to SDN-CL decisions. The policy-provisioning information (including configuration 
information) that result as decisions made by the SDN-CL as well as the information about network resources 
are exchanged via the RCI reference point. The SDN-RL also interacts with MMF using the MMF resource 
layer (MMFR) reference point. 

Information exchanged through the RCI include control information provided by the SDN-CL to the SDN-RL 
(e.g., for configuring a network resource or providing policies) as well as the information that pertains to the 
(unsolicited) notifications sent by the SDN-RL whenever a network resource change is detected (if such 
information is available). 

The RCI reference point provides high-level access to network resources regardless of their respective 
technology. 

Network resources include: 

– entities, virtual or physical ones, that support data forwarding functionalities, such as network 
switches with data forwarding rules, which are configured by the SDN-CL; 

– entities, virtual or physical ones, that support route computation functionalities, such as IP routers 
with capabilities of distributed routing control, which are customized by the SDN-CL, as part of the 
dynamic enforcement of routing and traffic engineering policies, for example; 

– entities, virtual or physical ones, which support data processing functionalities, such as modules for 
media transcoding and data compression. 

Data forwarding and data routing functionalities are network resources located in the Data Transport 
functional component. 

Figure 7-4 shows the SDN-RL functional components. 
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Figure 7-4 – SDN-RL functional components 

7.3.1 Resource layer control support functional component 

The RL-CS functional component interacts with the SDN-CL via the RCI reference point. It provides data 
models, or optionally information models, of the network resources, which are abstracted in the SDN-CL. 

The RL-CS functional component may itself realize resource abstraction instead of the SDN-CL, in case 
resource abstraction is supported by the underlying resource technology. 

The RL-CS functional component is programmable. The RL-CS functional component enables to update 
and/or modify the data transport and/or the data processing functional components. For example, a new 
protocol or a new set of interface specifications may be added for the purpose of enhancing functionalities 
of the data transport and/or the data processing functional components. The programmability of the RL-CS 
functional component is supported by the MMF. 

7.3.2 Resource layer data transport functional component 

The resource layer data transport (RL-DT) functional component provides data forwarding and data routing 
functionalities. 

NOTE – Though mentioned as being an SDN-RL functionality, data routing functionality (including route computation, 
selection and establishment) can also be provided by the SDN-CL, e.g., in a scenario where data forwarding 
functionalities in the SDN-RL is performed according to the routes computed, selected and instructed by the SDN-CL. 

The data forwarding functionality handles the incoming data flows to forward them along the data 
forwarding paths that have been computed and established according to the requirements defined by the 
SDN applications. The control of the data forwarding functionality is provided by the SDN-CL. 

SDN-RL routing policies can be configured by the SDN-CL for SDN applications needs. 

Data forwarding and data routing functionalities are extensible. Examples of functional extension include 
enhancing the existing data transport capabilities and incorporating new data transport capabilities, e.g., for 
the handling a new data frame format or a new data packet format. 

7.3.3 Resource layer data processing functional component 

The resource layer data processing (RL-DP) functional component provides functionalities to examine and 
manipulate data. Data processing functionalities enable to alter format and/or payload of data 
packets/frames and to adjust sending of data packets/frames as specified by SDN applications. 

Data processing functionalities are extensible. Examples of functional extension include enhancing the 
existing data processing capabilities and incorporating new data processing capabilities, e.g., new 
transcoding algorithms. 

7.3.4 Resource layer management support functional component 

The resource layer management support (RL-MS) functional component provides resource description, i.e., 
vendor, software version, and their status (e.g., CPU load, used RAM memory or storage). It may include a 
management agent that performs some local management operations if delegated by MMF. This agent can 
be used to support technology-dependent resource discovery, for programmable, local monitoring of the 
SND-RL entity (in order to limit the amount of exchanged data between the SDN-CL and the SDN-RL or to 
focus on a specific issue) or to implement so-called autonomic behaviour [b-GANA-arch]. 
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The RL-MS functional component also provides lifecycle management of all RL software-based components, 
including the RL-CS functional component. 

7.4 Multi-layer management functions 

The MMF provides functionalities for managing the functionalities of SDN layers, i.e., SDN-AL, SDN-CL and 
SDN-RL. MMF interacts with these layers using MMFA, MMFC, and MMFR reference points. MMF 
interoperates with 3rd party management systems, for example for billing, customer care, statistics 
collection or dynamic service provisioning, therefore a reference point to the operator management systems 
also exists (e.g., the MMF OSS/BSS (MMFO) reference point in Figure 7-1). MMF is also responsible for the 
orchestration of dynamically deployed MMF services and coordinated (orchestrated) reconfiguration of SDN-
RL resources. 

MMF includes functionalities for supporting FCAPS as described in [ITU-T M.3400]. Examples of such 
functionalities are equipment inventory, fault isolation, performance optimization, and initial configuration 
of the SDN-RL, SDN-CL and SDN-AL. MMF is also responsible for the lifecycle management of software-based 
components contained in the SDN layers. By considering energy and environmental constraints, MMF 
provides energy efficient operations of virtual and physical resources used for the implementation of all 
layers. The functionality can be realized by energy-aware algorithms supported by resource status monitoring 
and analytics. 

MMF interacts with the developers' environment to support the development of the SDN software 
components by building a ready-to-deploy software package. The software package consists of both the 
service implementation software and also the configuration metadata and scripts. The test management 
produces reports of the executed tests and these can be communicated to the SDN operator. 

As shown in Figure 7-5, MMF functions include RLM, control layer management (CLM), application layer 
management (ALM), multi-layer management orchestration (MMO) and external relationship management 
(ERM) functional components. The internal lines of the MMF block do not represent reference points. They 
simply show relationships among functional components. 

MMF can delegate some management operations, specifically those which require intensive exchange of 
data with the SDN-CL to be performed directly by the SDN-CL (e.g., so-called autonomous management 
operations). Delegated operations are performed by the AL-MSO, CL-MSO and RL-MS functional 
components. 

NOTE – Details of MMF functional components are provided in Annex A. 

 

Figure 7-5 – MMF internal structure and reference points 
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7.4.1 Resource layer management functional component 

The RLM functional component is responsible for the management of physical and/or virtual resources in the 
SDN-RL. The RLM functional component provides capabilities for discovering and activation of virtual and 
physical resources to make them ready for operation. The RLM functional component includes support for 
FCAPS and SDN-RL orchestration (e.g., coordinated resource reconfiguration) that is provided by the MMO 
functional component. The MMO functional component provides the capabilities for provisioning of SDN-RL 
resources and the RLM functional component keeps track of the overall state of allocated and available 
resources in the SDN-RL. 

The RLM functional component is also responsible for managing the configuration relationship between 
virtual and physical resources (e.g., interface ID mapping between virtual and physical resources), 
performance correlation between virtual and physical resources, and faults by considering the relationship 
between virtual and physical resources, and finally isolation and control of any anomaly concerning SDN 
network resources, as well as authentication and authorization of the network resources. 

By providing the overall resource status information monitored as an input to the RLM functional component, 
energy efficient resource management capability and other management capabilities can be realized by e.g., 
turning off of unused resources. 

7.4.2 Control layer management functional component 

The CLM functional component includes management of resources used to deploy SDN-CL functions 
(hardware, software platforms, links connecting control plane with other planes) in order to ensure high 
availability and scalability of the SDN-CL, performance, fault and security management of control traffic 
generated between SDN-CL entities and SDN-RL or SDN-AL entities. It can activate SDN-CL entities or their 
components, monitor performance of SDN-CL entities in terms of reliability, utilization, detection, root cause 
analysis, and correction of faults of the SDN-CL: detection, isolation, and control of SDN-CL related traffic and 
authentication and authorization management functionality of SDN-CL entities. Policy management can 
include business, technical, security, privacy and certification policies that apply to CL services and their usage 
by SDN applications. 

The CLM functional component can also provide energy-aware CL resource management. Mechanisms used 
by the RL energy-aware resource management can be applied in the CL as well. 

7.4.3 Application layer management functional component 

The ALM functional component provides management functionality for managing SDN-AL resources covering 
FCAPS management for these SDN-AL resources. It is also involved in cross-layer orchestration driven by the 
SDN-AL. 

The ALM functional component provides SDN applications' code repository management, SDN applications' 
lifecycle management (creation, modification, and deletion of SDN applications), performance monitoring of 
SDN applications to meet the SLA requirements, detection, isolation, recovery of SDN application faults and 
security management of 3rd party SDN applications (authentication, identity management). 

7.4.4 Multi-layer management orchestration functional component 

The MMO functional component supports functionalities for the lifecycle management of SDN 
application/network services across the entire SDN operator's domain and orchestrates multi-layer resource 
management. It coordinates management operations among the SDN-AL, SDN-CL, and SDN-RL, especially the 
relationship among virtualized and physical resources across these SDN layers. 

7.4.5 External relationship management functional component 

The ERM functional component provides management functionality to interwork with external management 
entities. The ERM functional component plays a role of the representative interface of SDN management 
toward the external management entities. Its main functionality includes abstraction of SDN management 
information, request and reply of management operations with external management entities, policy 
management, data analytics, accounting and development operations (DevOps) operations. 
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8 SDN functional profiles 

SDN comes with the programmability of the SDN-CL, the SDN-AL and MMF. The already installed 
functionalities including appropriate APIs of all SDN layers and MMF that can be used to support different 
SDN use cases (e.g., mobile networks, optical transport, cloud environment, or network functions 
virtualization (NFV)) are called SDN functional profiles. These functional profiles can be merged if necessary. 
Moreover, SDN operators may add additional functions that are required for specific use cases. The definition 
of basic and use case-specific functionalities is not in the scope of this Recommendation and will be described 
in separate Recommendations. The base functional profile consists of common functions shall be included in 
all SDN use cases. 

NOTE – The base functional profile for the SDN-CL includes, but is not limited to, the following functionalities: 

– topology discovery and topology change monitoring (nodes, hosts, and links); 

– monitoring of links (link statistics) and nodes; 

– on-demand path computation, selection and monitoring (multiple paths between any source-destination 
pair); 

– shortest-path forwarding using single or multiple paths; 

– asynchronous and synchronous update of data forwarding rules (flow programming). 

Lifecycle management of each functional profile is a target of MMF. 

9 Environmental considerations 

SDN provides a flexible and robust means to control underlying network resources including the capability of 
redirecting traffic from one link to another one, and/or from one switch to another. This influences traffic 
distribution in the network, and enables network operators to switch off equipment that is not in use, or 
reduce power consumption of the equipment by changing the mode of its operations. 

Traditionally, control functionality of network resources resides in each network element. SDN relocates this 
functionality to a logically centralized SDN controller. This can simplify network elements and contribute to 
the reduction of their power consumption. The simplification can also contribute to switch network elements 
off more easily because the data forwarding function does not have to be in operation if there is no traffic. 
The simplification may also contribute to expand device lifetime. On the other hand, the functionality that is 
logically centralized may become complicated, and its power consumption may increase. This may be 
mitigated by virtualizing the function and applying energy management in cloud computing. 

10 Security considerations 

The introduction of a high level of automation in the overall service delivery procedure by means of SDN and 
orchestration techniques raises security challenges. 

SDN provides new possibilities to combat security breaches. The affected resources may be easily and quickly 
isolated, malicious traffic may be safely terminated, sensitive flows can be identified and separately 
transferred in a more secure manner, e.g., with dedicated equipment and security protocols. All these 
processes may be automated due to SDN’s improved robustness. 

Moreover, a logically centralized SDN controller enables operators and/or entities that aim to make use of 
SDN capabilities to have a broader and/or global view of the current status of networks, which makes security 
operation easier and more efficient. SDN also raises new security issues. More functionalities traditionally 
implemented in hardware become software-based, and it becomes possible to modify their behavior through 
API, policy management, or lifecycle management functionalities. Therefore, it becomes critical to guarantee 
that legitimate person/function does appropriate operation with these functionalities through secure 
authentication and authorization. 
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Appropriateness of operation may be checked by the introduction of formal method, whose requirement is 
described in [ITU-T Y.3320]. It is also important to prevent or mitigate other kinds of security breaches, e.g., 
denial of service by e.g., filtering of packets to target functionality. 

A logically centralized controller can be a single point of failure, and can be a target of malicious attacks. It is 
therefore important to pay special attention to redundancy designs. 

The possibilities and challenges will be described in more detail in forthcoming ITU-T X-series 
Recommendations. 
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Annex A 
 

Multi-layer management functional components details 

(This annex forms an integral part of this Recommendation.) 

This annex describes in more detail multi-layer management functional components identified in clause 7.4. 
Each of these functional components is decomposed into functional elements that represent a logical 
functionality provided by the functional component, independent of any implementation. 

A.1 Application layer management functional component 

Figure A.1 shows the functional elements of the ALM functional component. 

 

Figure A.1 – Functional elements of the ALM functional component 

A.1.1 Application layer support functional element 

The AL support functional element provides an MMFA reference point to the AL-MSO functional component 
(see clause 7.1.2) which is used for requesting and receiving management operations and associated 
information to/from the SDN-AL. 

A.1.2 Application layer resource discovery functional element 

The AL resource discovery functional element is responsible for discovering applications and relevant SDN-
AL resources, such as application codes under execution, or functional components used in the SDN-AL, and 
provides capabilities for discovering application and the resources in the SDN-AL. The discovered resources 
are stored in the AL resource repository functional element. 

A.1.3 Application layer resource monitoring and analytics functional element 

The AL resource monitoring and analytics functional element is responsible for collecting the status and 
events of SDN-AL resources and analyzing them for the purpose of fault, quality, and security management. 
It provides capabilities for: 

– monitoring the activities, status, anomalous events of the application and relevant SDN-AL 
resources; 
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– analyzing the monitored data and providing reports on the behaviour of the resources, which can 
take the form of alerts for abnormal behaviour which has a time-sensitive aspect (e.g., the 
occurrence of a fault, the completion of a task), or it can take the form of aggregated forms of 
historical data (e.g., resource usage data); 

– storing and retrieving monitored data and analysis reports as logging records in the AL resource 
repository functional element. 

A.1.4 Application layer resource repository functional element 

The AL resource repository functional element is responsible for storing the contents discovered by the AL 
resource discovery functional element and managing the lifecycle of these contents in the repository. It 
provides capabilities for: 

– storing and providing APIs for querying the contents discovered by the AL resource discovery 
functional element; 

– storing and providing APIs for querying the contents generated by the AL resource monitoring and 
analytics functional element; 

– ensuring lifecycle management of the contents in the repository (e.g., creation by storing, 
modification, deletion). 

A.1.5 Application layer provisioning functional element 

The AL provisioning functional element is responsible for provisioning applications and relevant SDN-AL 
resources. It provides capabilities for: 

– provisioning applications and relevant SDN-AL resources. The application and resource provisioning 
will trigger the SDN-AL orchestration operation which will further trigger the SDN-CL orchestration 
and possibly allocate requested resources in the SDN-RL; 

– mapping and translating customer's abstracted, high-level application/service provisioning profile 
into more detailed provisioning policies; 

– managing lifecycle of provisioning policy. 

A.1.6 Application layer fault management functional element 

The AL fault management functional element is responsible for fault management of the SDN-AL. It provides 
capabilities for: 

– detecting anomalous events which cause failure of the SDN-AL resources; 

– analyzing a root cause of the failure of the SDN-AL resources; 

– generating failure resolving policies and interact with control and provisioning functional 
components for the actual healing actions. 

A.1.7 Application layer quality management functional element 

The AL quality management functional element is responsible for ensuring performance of the SDN-AL 
resources. It provides capabilities for: 

– monitoring and ensuring quality of the SDN-AL application and relevant resources based on the 
given KPIs. 

A.1.8 Application layer security management functional element 

The AL security management functional element is responsible for security management of the SDN-AL. It 
provides capabilities for: 

– managing authentication and authorization capabilities of the SDN-AL; 

– detecting and avoiding anomalous attacks of the SDN-AL. 

NOTE – this functional element is optional. 
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A.1.9 Application layer accounting management functional element 

The AL accounting management functional element is responsible for accounting management of the SDN-
AL. It provides capabilities for metering and reporting SDN applications and relevant SDN-AL resource usage 
data for further accounting. Resource usage data can be metered per SDN application or per end-
user/customer. 

A.1.10 Application layer multi-layer orchestration support functional element 

The AL multi-layer orchestration support functional element provides an internal interface to the multi-layer 
orchestration support functional element in the MMO functional component for requesting and receiving 
management operations and associated information for multi-layer orchestration specific to application layer 
management. 

A.2 Control layer management functional component 

Figure A.2 shows the functional elements of the CLM functional component. 

 

Figure A.2 – Functional elements of the CLM functional component 

A.2.1 Control layer support functional element 

The CL support functional element provides an MMC reference point to the CL-MSO functional component 
(see clause 7.2.2) which is used for requesting and receiving management operations and associated 
information to/from the SDN-CL. 

A.2.2 Control layer resource discovery functional element 

The CL resource discovery functional element is responsible for discovering control resources in the SDN-CL. 
It provides capabilities for: 

– discovering control resources in the SDN-CL. The discovered resources are stored in the CL resource 
repository functional element. 

A.2.3 Control layer resource repository functional element 

The CL resource repository functional element is responsible for storing the contents discovered by the 
resource discovery and bootstrapping and managing the lifecycle of the contents in the repository. It provides 
capabilities for: 

– storing and providing APIs for querying the contents discovered by the CL resource discovery 
functional element; 



1 Core network aspects   
 

176 

– storing and providing APIs for querying the contents generated by the CL resource monitoring and 
analytics functional element; 

– ensuring lifecycle management of the contents in the repository (e.g., creation by storing, 
modification, deletion). 

A.2.4 Control layer resource monitoring and analytics functional element 

The CL resource monitoring and analytics functional element is responsible for collecting the status and 
events of SDN-CL resources and analyzing them for the purpose of performance, fault, and security 
management. It provides capabilities for: 

– monitoring the activities, status, abnormal events of the control resources in the SDN-CL; 

– analyzing the monitored data and providing reports on the behaviour of the resources, which can 
take the form of alerts for abnormal behaviour which has a time-sensitive aspect (e.g., the 
occurrence of a fault, the completion of a task), or it can take the form of aggregated forms of 
historical data (e.g., resource usage data); 

– storing and retrieving monitored data and analysis reports as logging records in the CL resource 
repository. 

A.2.5 Control layer configuration management functional element 

The CL configuration management functional element is responsible for configuration management of the 
SDN-CL and provides capabilities for: 

– provisioning control resources in the SDN-CL; 

– scaling in/out of control resources based on the demand and availability. 

A.2.6 Control layer fault management functional element 

The CL fault management functional element is responsible for fault management of the SDN-CL. It provides 
capabilities for: 

– detecting anomalous events which cause failure of the SDN-CL resources; 

– analyzing a root cause regarding the failure of the SDN-CL resources; 

– generating failure resolving policies and interact with control and provisioning functional 
components in the SDN-CL for the actual healing actions. 

A.2.7 Control layer performance management functional element 

The CL performance management functional element is responsible for ensuring performance of the SDN-CL 
resources. It provides capabilities for monitoring and ensuring performance of the SDN-CL resources based 
on the given KPIs. 

A.2.8 Control layer security management functional element 

The CL security management is an optional functional element responsible for security management of the 
SDN-CL. It provides capabilities for: 

– managing authentication and authorization capabilities of the SDN-CL; 

– detecting and avoiding anomalous attacks towards the SDN-CL; 

– storing and providing APIs for querying the contents discovered by the CL resource discovery 
functional element; 

– storing and providing APIs for querying the contents generated by the CL resource monitoring and 
analytics functional element; 

– ensuring lifecycle management of the contents in the repository (e.g., creation by storing, 
modification, deletion) 
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A.2.9 Control layer policy management functional element 

The CL policy management functional component provides capabilities to define, store and retrieve policies 
that apply to CL services. Policies can include business, technical, security, privacy and certification policies 
that apply to CL services and their usage by SDN applications. 

Some policies can be general and apply to a CL service irrespective of the SDN application concerned. Other 
policies can be specific to a particular SDN application. 

A.2.10 Control layer multi-layer orchestration support functional element 

The CL multi-layer orchestration support functional element provides an internal interface to the multi-layer 
orchestration support functional element in the MMO functional component for requesting and receiving 
management operations and associated information for multi-layer orchestration specific to control layer 
management. 

A.3 Resource layer management functional component 

Figure A.3 shows the functional elements of the RLM functional component. 

 

Figure A.3 – Functional elements of the RLM functional component 

A.3.1 Resource layer support functional element 

The RL support functional element provides a MMR reference point to the RL-MS functional component (see 
clause 7.3.4) which is used for requesting and receiving management operations and associated information 
from/to the SDN-AL. 

A.3.2 Resource layer resource discovery and bootstrapping functional element 

The RL resource discovery and bootstrapping functional element is responsible for discovering and bootstrapping 
physical and virtual resources in the SDN-RL. It provides capabilities for: 

– discovering technology specific physical and virtual resources. The discovered resources are stored 
in the RL resource repository functional element. The SDN-CL is responsible for abstract resource 
discovery which is common across any underlying heterogeneous technology specific physical and 
virtual resources; 

– bootstrapping of physical and virtual resources to make them ready for operation based on the 
bootstrapping policies. 
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A.3.3 Resource layer resource repository functional element 

The RL resource repository functional element is responsible for storing the contents discovered by the 
resource discovery and bootstrapping and managing the lifecycle of the contents in the repository. It provides 
capabilities for: 

– storing and providing APIs for querying the contents discovered by the RL resource discovery and 
bootstrapping functional element; 

– storing and providing APIs for querying the contents generated by the RL resource monitoring and 
analytics functional element: 

– ensuring lifecycle management of the contents in the repository (e.g., creation by storing, 
modification, deletion). 

A.3.4 Data/information abstraction functional element 

The data/information abstraction functional element is responsible for generating abstractions of technology 
specific physical and virtual resources in the SN-RL into technology independent common information. It 
provides capabilities for: 

– converting device dependent resource data into independent abstracted information; 

– storing abstracted information in RL resource repository functional element; 

– providing APIs to other functional components which need abstraction information. 

A.3.5 Virtual/physical correlation functional element 

The virtual/physical correlation functional element is responsible for correlating the relationship between 
virtual and physical resources in RL and provides the following capabilities for: 

– identifying correlation information among virtual and physical resources in the underlying SDN 
networks for efficient provisioning, performance monitoring and fault detection and root-cause 
analysis; 

– identifying correlation information between virtual and physical flows for accounting purpose; 

– storing correlation information in a common resource information repository and providing 
programming interfaces to other functional components which need correlation information. 

A.3.6 Resource layer resource monitoring and analytics functional element 

The RL resource monitoring and analytics functional element is responsible for collecting the status and 
events of SDN-RL resources and analyzing them for the purpose of FCAPS management. It provides 
capabilities for: 

– monitoring the activities, status, anomalous events of the virtual and physical resources in the SDN-
RL; 

– analyzing the monitored data and providing reports on the behaviour of the resources, which can 
take the form of alerts for behaviour which has a time-sensitive aspect (e.g., the occurrence of a 
fault, the completion of a task), or it can take the form of aggregated forms of historical data (e.g., 
resource usage data); 

– storing and retrieving monitored data and analysis reports as logging records in the RL resource 
repository functional element. 

A.3.7 Resource layer fault management functional element 

The RL fault management functional element is responsible for fault management of the SDN-RL. It provides 
capabilities for: 

– detecting anomalous events which cause failure of the underlying virtual and physical resources; 

– analyzing a root cause of the failure including the correlated event among virtual and physical 
resources; 
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– generating failure resolving policies and interact with control and provisioning functional 
components for the actual healing actions. 

A.3.8 Resource layer performance management functional element 

The RL performance management functional element is responsible for ensuring performance of the SDN-RL 
resources including energy-aware resource management in the SDN-RL It provides capabilities for: 

– monitoring and ensuring performance of SDN-RL physical and virtual resources based on the given 
KPIs; 

– estimating total energy consumption costs of underlying resources (both virtual and physical nodes 
and links) with the monitored resource status information; 

– calculating energy efficient optimal resource mapping based on the current estimated total energy 
consumption costs and the requested KPI. 

A.3.9 Resource layer security management functional element 

The RL security management is an optional functional element responsible for security management of the 
SDN-RL. It provides authentication and authorization capabilities of the SDN-RL and detects and avoids 
anomalous attacks of the SDN-RL. 

A.3.10 Resource layer resource accounting management functional element 

The RL accounting management functional element is responsible for accounting management of the SDN-
RL. It provides capabilities for metering and reporting resource usage data (e.g., for charging purposes). 
Resource usage data can be metered per flow or aggregated flows of virtual or physical links. Identifying 
correlation information between virtual and physical flows can be performed by the virtual/physical 
correlation functional element. 

A.3.11 Resource layer multi-layer orchestration support functional element 

The RL multi-layer orchestration support functional element provides an internal interface to the multi-layer 
orchestration support functional element in the MMO functional component for requesting and receiving 
management operations and associated information for multi-layer orchestration specific to the RLM. 

A.4 Multi-layer management orchestration functional component 

Figure A.4 shows the functional elements of the MMO functional component. 

 

Figure A.4 – Functional elements of the MMO functional component 

A.4.1 Multi-layer orchestration support functional element 

The multi-layer orchestration support functional element provides an internal interface to the multi-layer 
orchestration support functional element in the ALM, CLM, RLM functional components for requesting and 
receiving management operations and associated information for multi-layer orchestration. 

A.4.2 Resource layer management orchestration functional element 

The RLM orchestration functional element provides orchestration of SDN-RL resources provisioning and 
configuration. 
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A.4.3 Multi-layer management functions orchestration functional element 

The MMF orchestration functional element provides functionality for supporting the lifecycle management 
of SDN application/network services across the entire SDN operator's domain (e.g., multiple data centers 
interconnected by a WAN transport network). 

A.4.4 Inter-layer service orchestration functional element 

The inter-layer service orchestration functional element provides orchestration of multi-layer resource 
management. It coordinates management operations among the SDN-AL, SDN-CL, and SDN-RL, especially the 
relationships among virtualized and physical resources across the SDN layers. Some examples of 
orchestration realized by this functional element can be: 

– orchestration for a multi-layer virtual to physical resource fault correlation; 

– orchestration for scale-in and scale-out of control element (e.g., controller instances) depending on 
the traffic demand changes in the underlying resource layer, and; 

– orchestration for an application layer service provisioning request to resource layer relevant 
resources. 

A.5 External relationship management functional component 

Figure A.5 shows the internal structure of the ERM functional component. 

 

Figure A.5 – Functional elements of the ERM functional component 

The ERM functional component provides management functionality to interwork with external management 
entities. External management entities can be a legacy OSS/BSS, management and orchestration entities [b-
MANO], cloud management entities, or other management functionality which can be defined in the future. 
The ERM functional component plays a role of the representative interface of SDN management toward the 
external management entities. Its main functionality includes abstraction of SDN management information 
for the exchange and request/reply of management operations with external management entities. It can be 
used for policy management, data analytics, accounting, etc. 

The ERM functional component is also responsible for MMF to interact with an external DevOps system to 
enable efficient development of SDN functionality by providing developer environment setup processes, 
build and test management, and deployment. 

A.5.1 External management interworking support functional element 

The external management interworking support functional element provides an MMFO reference point to 
OSS/BSS for requesting and receiving management operations and associated information to/from OSS/BSS. 

A.5.2 Management information abstraction functional element 

The management information abstraction functional element provides abstraction of SDN management 
information for the exchange with external management entities for inter-domain management information 
hiding purpose. 
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A.5.3 Request/reply with external management functional element 

The request/reply with external management functional element provides functionality associated with 
request/reply management operations with external management entities. 

A.5.4 External SDN policy management functional element 

The external SDN policy management functional element provides external SDN policy exchanges involved 
between MMF and external management entities, data analytics, accounting, and interaction with an 
external DevOps system to enable efficient development of SDN functionality by providing developer 
environment setup processes, build and test management, and deployment. 

A.5.5 Multi-layer management orchestration support functional element 

The multi-layer management orchestration support functional element provides an internal interface to the 
multi-layer orchestration support functional element in the MMO functional component for the purpose of 
inter-domain orchestration between SDN MMF and OSS/BSS. 
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Appendix I 
 

Orchestration in SDN 

(This appendix does not form an integral part of this Recommendation.) 

Network operations are becoming ever more complicated and their automation is required to cope with this 
complexity and to make networks’ service agile and deployment of new services fast and simple (so-called 
'one click' approach). The key mechanism to support this functionality is orchestration. 

In general, the orchestration automates a set of operations for a specific purpose. It arranges, configures and 
coordinates everything that is necessary in: multi-domain, multi-layer, or end-to-end operations in 
heterogeneous network environments in order to execute the orchestrated task. An orchestrated task is a 
high-level task composed of many lower-level operations in a seamless manner. Orchestration provides the 
orchestrated task lifecycle management. The orchestrated task can be triggered externally (by human or 
application) or it can be triggered internally (inside a layer to which the orchestrated task belongs). The 
orchestrated task can be programmed or not. An orchestrated task may include orchestrated or non-
orchestrated operations (lower-level tasks). 

In order to achieve its goals, it uses the control and management systems in a cross-layer manner. 
An orchestration can be seen as a generic service deployment mechanism. 

The main difference between the orchestration and prior service provisioning approaches lies in the higher 
level of automation that was not achievable in the past, synchronization of operations and cross-layer and 
cross-domain capabilities. 

In the SDN architecture the orchestration deals with: 

– Orchestrated control layer tasks. 

 Such orchestration is provided by the CL-MSO functional component. CL-MSO operations are 
internal to the SDN-CL. 

– Orchestrated application layer tasks. 

 SDN-AL service deployment is orchestrated (if needed) by the MMO functional component. For this 
purpose, according to the service template, the SDN-CL and the MMF appropriate operations are 
executed in a synchronous manner. The CL-MSO functional component in this case is used as a slave 
to orchestrate SDN-CL tasks. 

– Orchestrated multi-layer management function tasks. 

 Orchestrated MMF tasks provide a set of management operations. Some of them can compose a 
high level of management services which can be triggered on demand. For the deployment of such 
orchestrated management tasks the MMO functional component is used. 

– Orchestration of provisioning and configuration or reconfiguration resources within the SDN-RL. 
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Summary 

Recommendation ITU-T Y.3321 specifies the requirements and capability framework of S-NICE (Software-
defined Network Intelligence Capability Enhancement).  

NICE (see Recommendation ITU-T Y.2301) is an enhanced next generation network (NGN) (i.e., an evolved 
version of NGN) supporting extended or additional intelligent capabilities for provisioning of services 
according to requirements of users and application providers. S-NICE is a specific implementation of NICE, 
making use of software-defined networking technologies, and its key objective is the identification of the 
NICE implementation requirements when relevant NICE features are supported by software-defined 
networking technologies. 
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Network intelligence capability enhancement, NICE, SDN, software defined networking. 
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1 Scope 

This Recommendation provides the requirements and capability framework for software-defined network 
intelligence capability enhancement (S-NICE). S-NICE is a specific implementation of NICE [ITU-T Y.2301] 
making use of software-defined networking technologies. NICE being an evolved version of NGN, S-NICE 
supports the intelligent features (five major features) of NICE and makes usage of software-defined 
networking technologies. This Recommendation specifies the requirements and capabilities of S-NICE at the 
next generation network (NGN) service and network stratum. 

2 References 

The following ITU-T Recommendations and other references contain provisions which, through reference in 
this text, constitute provisions of this Recommendation. At the time of publication, the editions indicated 
were valid. All Recommendations and other references are subject to revision; users of this Recommendation 
are therefore encouraged to investigate the possibility of applying the most recent edition of the 
Recommendations and other references listed below. A list of the currently valid ITU-T Recommendations is 
regularly published. The reference to a document within this Recommendation does not give it, as a stand-
alone document, the status of a Recommendation. 

[ITU-T Y.2301] Recommendation ITU-T Y.2301 (2013), Network intelligence capability enhancement – 
Requirements and capabilities. 

3 Definitions 

3.1 Terms defined elsewhere 

This Recommendation uses the following terms defined elsewhere: 

3.1.1 application [b-ITU-T Y.101]: A structured set of capabilities which provide value-added functionality, 
supported by one or more services. 

3.1.2 application provider [b-ITU-T Y.2012]: A general reference to a provider that offers applications to 
the customers making use of the service capabilities provided by the NGN. 

3.1.3 content [b-ITU-T H.780]: A combination of audio, still image, graphic, video, or data. 

NOTE – A variety of formats are classified as "data" (e.g., text, encoded values, multimedia description language 
introduced by [b-ITU-T H.760]). 

3.1.4 context [b-ITU-T Y.2002]: The information that can be used to characterize the environment of a 
user.  

NOTE – Context information may include where the user is, what resources (devices, access points, noise level, 
bandwidth, etc.) are near the user, at what time the user is moving, interaction history between person and objects, 
etc. According to specific applications, context information can be updated. 

3.1.5 context awareness [b-ITU-T Y.2201]: The capability to determine or influence a next action in 
telecommunication or process by referring to the status of relevant entities, which form a coherent 
environment as a context. 

3.1.6 identity [b-ITU-T Y.2720]: Information about an entity that is sufficient to identify that entity in a 
particular context. 

3.1.7 identity management (IdM) [b-ITU-T Y.2720]: Set of functions and capabilities (e.g., administration, 
management and maintenance, discovery, communication exchanges, correlation and binding, policy 
enforcement, authentication and assertions) used for: 

• assurance of identity information (e.g., identifiers, credentials, attributes); 

• assurance of the identity of an entity (e.g., users/subscribers, groups, user devices, organizations, 
network and service providers, network elements and objects, and virtual objects); and  

• enabling business and security applications. 
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3.1.8 media [b-ITU-T Y.2012]: One or more of audio, video, or data. 

3.1.9 media stream [b-ITU-T Y.2012]: A media stream can consist of audio, video, or data, or a 
combination of any of them. Media stream data conveys user or application data (i.e., a payload) but not 
control data.  

3.1.10 network intelligence capability enhancement (NICE) [ITU-T Y.2301]: An enhanced NGN supporting 
some intelligent capabilities for the provisioning of services according to requirements of users and 
application providers. These intelligent capabilities (termed as "NICE capabilities") enable operators to assign 
and dynamically adjust specific network resources based on the requirements, as well as support interfaces 
for users and applications enabling on demand resource and service provision. 

3.1.11 next generation network (NGN) [b-ITU-T Y.2001]: A packet-based network able to provide 
telecommunication services and able to make use of multiple broadband, QoS-enabled transport 
technologies and in which service-related functions are independent from underlying transport-related 
technologies. It enables unfettered access for users to networks and to competing service providers and/or 
services of their choice. It supports generalized mobility which will allow consistent and ubiquitous provision 
of services to users.  

3.1.12 service [b-ITU-T Y.2091]: A set of functions and facilities offered to a user by a provider. 

3.1.13 software-defined networking (SDN) [b-ITU-T Y.3300]: A set of techniques that enables to directly 
program, orchestrate, control and manage network resources, which facilitates the design, delivery and 
operation of network services in a dynamic and scalable manner. 

3.1.14 user [b-ITU-T Y.2201]: A user includes end user [b-ITU-T Y.2091], person, subscriber, system, 
equipment, terminal (e.g., FAX, PC), (functional) entity, process, application, provider, or corporate network. 

3.2 Terms defined in this Recommendation 

This Recommendation defines the following terms:  

3.2.1 S-NICE controller capabilities: Capabilities providing a means to control the S-NICE infrastructure 
capabilities (such as data transport and processing on per flow basis) requested by applications. 

3.2.2 S-NICE infrastructure capabilities: Capabilities which are controlled by the S-NICE controller 
capabilities to perform actions according to applications' requirements.  

3.2.3 S-NICE orchestration capabilities: Capabilities which coordinate with applications and S-NICE 
controller capabilities to provide software-defined control and management of network resources and users, 
as well as service creation and provisioning.  

3.2.4 virtualized network: In this Recommendation, a network that makes use of virtualization 
technologies. It enables the abstraction of network resources such as creation of logically isolated virtual 
networks over a single physical network, and aggregation of multiple network resources as a single network 
resource. 

3.2.5 virtualized network function: In this Recommendation, a network function whose functional 
software is decoupled from hardware, and runs on virtual machine(s). 

4 Abbreviations and acronyms  

This Recommendation uses the following abbreviations and acronyms: 

API  Application Programming Interface 

IdM  Identity Management 

IoT  Internet of Things 

NGN  Next Generation Network 

NICE  Network Intelligence Capability Enhancement 
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OAM  Operation, Administration and Maintenance 

QoS  Quality of Service 

RACF  Resource and Admission Control Functions 

S-NICE  Software-defined NICE 

SDN  Software-defined Networking 

SUP  Service User Profile 

5 Conventions 

In this Recommendation: 

The keywords "is required to" indicate a requirement which must be strictly followed and from which no 
deviation is permitted if conformance to this document is to be claimed. 

6 Requirements of software-defined NICE 

6.1 Introduction to S-NICE 

Software-defined NICE (S-NICE) is a specific implementation of NICE [ITU-T Y.2301] making use of software-
defined networking (SDN) concept and technologies. NICE is an evolved version of NGN. S-NICE supports the 
intelligent features (five major features) of NICE and is enhanced by taking advantage of SDN concept and 
technologies. Some capabilities of NICE are considered in S-NICE with different implementation approaches 
and enhancements. 

In S-NICE, the capabilities of NICE such as the service control capability, the policy control capability, and the 
traffic scheduling capability, can be redesigned and deployed based on SDN concept and technologies.  

Major features supported by SDN technologies include the decoupling of control and data planes, the logical 
centralization of network intelligence and status, and the abstraction of the underlying network 
infrastructure for the applications. S-NICE adopts the major features of SDN technologies to provide highly 
scalable and flexible control as well as programmable and automatic interaction between network and 
applications.  

In S-NICE, except for the content and context analysis capability, the transport control layer capabilities are 
centralized as controller capabilities (the so-called S-NICE controller capabilities), which maintain a global 
view of the underlying S-NICE infrastructure. As a result, the S-NICE infrastructure appears to the S-NICE 
controller capabilities as abstracted logical networks.  

In S-NICE, the transport layer capabilities are regarded as infrastructure capabilities (the so-called S-NICE 
infrastructure capabilities), which no longer need to understand and process various protocol standards as 
in traditional NGNs or NICEs but merely accept instructions from the centralized S-NICE controller 
capabilities. 

S-NICE also uses SDN related protocols to identify network traffic based on pre-defined match rules that can 
be statically or dynamically programmed by the S-NICE controller capabilities. Since SDN technologies allow 
the control elements of a network to be programmed, S-NICE provides extremely small granular control of 
the network to enable the network response to real-time changes for applications and users. 

Appendix I provides a summary of both NICE and S-NICE capabilities and shows their differences. 

6.2 Requirements of service control  

In NICE, the service control capability is required to receive and transfer the application requests concerning 
policy control and traffic scheduling to the transport layer or to receive and transfer transport related 
information to the service layer. In addition, the service control capability is also required to provide resource 
control, registration, authentication, and authorization capabilities at the service level. 
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In S-NICE, the service control capability is one of the S-NICE orchestration capabilities, and it is required to 
support "on demand" configuration in order to provide "dynamic" resource control, registration, 
authentication, and authorization capabilities at the service level, upon request of applications. For example, 
if a user asks for high quality of service (QoS) level during an ongoing service session of an application when 
the user feels unsatisfied of the delivered QoS, then the service control capability of S-NICE selects the 
appropriate S-NICE controller capabilities to adjust the network resources in order to fulfil the user's 
requirement immediately. 

6.3 Requirements of open environment 

In NICE, the open environment capability supports the invocation by developers and applications of NICE 
capabilities, such as the policy control capability and the traffic scheduling capability, via standard application 
programming interfaces (APIs). 

In S-NICE, the open environment capability is one of the S-NICE orchestration capabilities, and it is required 
to enable developers and applications to take full advantage of the S-NICE controller capabilities, such as 
virtualized network information abstraction, S-NICE controller(s) selection, and status monitoring. It is also 
required to support openness of content and context analysis information to developers and applications. 
Moreover, it is required to provide APIs to developers and applications for openness of S-NICE controller 
capabilities. 

6.4 Requirements of content and context analysis 

In NICE, the content and context analysis capability receives the awareness related information from the 
content and context detection capability and deeply analyses this information. The content and context 
analysis capability supports processing and storage of content and context information and distributes user 
traffic analysis results and network status analysis results to the requestor of content and context 
information, such as the policy control capability and the traffic scheduling capability. Moreover, the 
interaction between the NICE content and context detection capability and the NICE content and context 
analysis capability is based on management configuration. 

In S-NICE, the content and context analysis capability is required to provide user traffic analysis results and 
network status analysis results to the S-NICE controller capabilities and the S-NICE orchestration capabilities. 
The analysis results include not only user traffic, users' service preferences and network status, but also 
abstracted information of physical and logical transport networks. Based on the analysis results, the S-NICE 
controller capabilities and the S-NICE orchestration capabilities configure, manage, secure, and optimize the 
network resources.  

In S-NICE, the transfer of all the detected information from the content and context detection capability to 
the content and context analysis capability, and the transfer of detection rules from the content and context 
analysis capability to the content and context detection capability are required to support SDN related 
protocols.  

6.5 Requirements of policy control 

In NICE, the policy control capability receives analysis results regarding user, traffic, and network information 
from the content and context analysis capability while it also receives the application's bandwidth and QoS 
assignment requirements from the service control capability and the service user profile (SUP) capability. The 
policy control capability makes policy information decisions and updates, and then sends the results of these 
policy decisions and updates to the policy enforcement capability. The policy control capability also makes 
decisions regarding network resource and admission control, supports unified policy database and consistent 
policies definitions, and supports a variety of access and core networks within a general resource control 
framework.  

In NICE, the policy enforcement capability is based on pre-defined rules and receives policy control 
requirements from the policy control capability.  

In S-NICE, the policy control capability is one of the S-NICE controller capabilities. The control policies are not 
only concerning access control, bandwidth management, and QoS level, but also security, reliability, energy 
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usage, network monitoring and statistics, etc. The policy control capability is also required to support 
additional service layer APIs in order to allow on-demand resource allocation and self-service provisioning to 
application providers and users. The policy control capability is enhanced in S-NICE, so that the policy 
decisions transferred to the policy enforcement capability of S-NICE are straightforward instructions. 

In S-NICE, the policy enforcement capability no longer needs to understand and process various protocol 
standards as in traditional NGNs or NICEs, but merely accepts instructions from the policy control capability 
of S-NICE and performs actions such as packet forwarding and packet dropping. The transfer of the policy 
control decisions between the policy control capability and the policy enforcement capability is required to 
support SDN related protocols. 

6.6 Requirements of traffic scheduling 

In NICE, the traffic scheduling capability receives the application's traffic delivery requirements from the 
service control capability and analysis results from the content and context analysis capability. Then, it 
establishes traffic scheduling rules based on these results. The traffic scheduling capability of NICE includes 
route and delivery node selection or adjustment based on traffic localization, network status, etc. 

In NICE, the traffic scheduling enforcement capability is based on pre-defined rules, and receives traffic 
scheduling rules from the traffic scheduling capability. 

In S-NICE, the traffic scheduling capability is one of the S-NICE controller capabilities. It includes traffic 
engineering based on multicast routing optimization, processor and storage optimization, etc. The traffic 
scheduling capability is also required to support additional service layer APIs to allow on-demand resource 
allocation and self-service provisioning to application providers and users. The traffic scheduling capability is 
enhanced in S-NICE, so that the traffic scheduling rules transferred to the traffic scheduling enforcement 
capability of S-NICE are straightforward instructions. 

In S-NICE, the traffic scheduling enforcement capability no longer needs to understand and process various 
protocol standards as in traditional NGNs or NICEs, but merely accepts instructions from the traffic scheduling 
capability of S-NICE and performs actions such as input and output port selection and route selection. The 
transfer of the traffic scheduling rules between the traffic scheduling capability and the traffic scheduling 
enforcement capability is required to support SDN related protocols. 

6.7 Requirements of access and core transport 

In NICE, the access and core transport capabilities provide the connectivity for the components of the NICE 
provider's infrastructure. They provide support of application data delivery, as well as the delivery of control 
and management information.  

The access and core transport capabilities requirements of S-NICE are aligned with the requirements of NICE 
[ITU-T Y.2301], and have some enhancements. In S-NICE, the access and core transport capabilities are part 
of the S-NICE infrastructure capabilities, and they are required to perform the decisions made by the S-NICE 
controller capabilities. In addition, the access and core transport capabilities are required to support SDN 
related protocols. 

6.8 Requirements for support of virtualized network and virtualized network functions 

S-NICE is required to support virtualized network and virtualized network functions, which decouple network 
function software from hardware, in order to provide various capabilities including fast network function 
deployment, abstraction of transport, computing and storage resources, dynamic virtual and physical 
resource management, automatic fault detection and recovery, and on-demand system scalability.  

S-NICE is required to support the coexistence of virtualized network functions and non-virtualized network 
functions by virtualizing some network functions while still having some other non-virtualized functions in 
the same network. S-NICE is also required to support the coexistence of a virtualized network and a non-
virtualized network by deploying a new complete virtualized network which can be used for specific services 
and devices (e.g., Internet of Things (IoT) applications and devices) or for traffic exceeding the capacity of the 
non-virtualized network while still having the non-virtualized one.  
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7 The capability framework for software-defined NICE 

7.1 Overview of the capability framework 

S-NICE capabilities are aligned with, and enhance, the NICE capabilities as described in [ITU-T Y.2301]. 

Making use of SDN concept and technologies, the S-NICE capability framework differs from the NICE 
capability framework. Figure 1 provides the capability framework overview of S-NICE. 

 

Figure 1 – Capability framework overview of S-NICE 

At the service layer, the S-NICE orchestration capabilities consist of the service control capability and the 
open environment capability, and interact with the SUP capability.  

The transport layer has S-NICE controller capabilities (named "S-NICE controller", for brevity, in Figure 1), 
which consist of the policy control capability and the traffic scheduling capability of S-NICE. The transport 
layer also has S-NICE infrastructure capabilities which support the access and core transport capability with 
the requirements to support SDN related protocols. Meanwhile, the S-NICE infrastructure capabilities 
support the content and context detection capability, the policy enforcement capability, and the traffic 
scheduling enforcement capability of S-NICE.  

Although the separation of network control and transport applies in both NICE and S-NICE, S-NICE extends 
this concept further by taking advantage of SDN technologies. The interaction mechanisms and interfaces of 
S-NICE are different from those of NICE. In S-NICE, the interfaces between applications and the S-NICE 
orchestration capabilities, the interfaces between S-NICE controller capabilities and the S-NICE infrastructure 
capabilities, and the interfaces between the S-NICE orchestration capabilities and the S-NICE controller 
capabilities are required to use SDN related protocols while in NICE this usage is not required. 

7.2 The S-NICE orchestration capabilities at the service layer 

In NICE, the NICE provider interconnects with third-party applications as well as self-operated applications 
via the open environment capability and the service control capability.  
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In S-NICE, the open environment capability and the service control capability of NICE are both provided by 
the S-NICE orchestration capabilities. In addition, the S-NICE orchestration capabilities are required to 
provide interfaces to the S-NICE controller capabilities which are located in the transport control layer.  

The S-NICE orchestration capabilities are required to connect with all the S-NICE controllers and offer access 
to all the controllers' capabilities for third-party and self-operated applications.  

NOTE – The notion of S-NICE controller will be introduced in clause 7.3. 

The S-NICE orchestration capabilities also allow applications to not have to deal with each S-NICE controller 
one by one, they can be aware of and access the capabilities of all S-NICE controllers. Moreover, the 
orchestration capabilities are required to monitor the network and notify the applications when applicable. 

The orchestration capabilities are required to support, but are not limited to, the following features: 

• access to open environment for applications including content and context analysis openness, policy 
control openness, and traffic engineering openness; 

• virtualized network information provision to applications, such as provision of virtual network 
topology, route path setting and delivery node selection [ITU-T Y.2301]; 

• monitoring of S-NICE controllers' status;  

• selection of the S-NICE controller capabilities;  

• service creation and provisioning based on applications' requirements; 

• orchestration of the S-NICE controller capabilities based on applications' requirements; 

• orchestration of the S-NICE controller capabilities based on virtualized network and physical 
network status; 

• conflict management and negotiation to maintain policy consistency among different capabilities of 
a S-NICE controller, among different S-NICE controllers, and between S- NICE controller capabilities 
and S-NICE infrastructure capabilities. 

7.3 The S-NICE controller capabilities at the transport layer 

The S-NICE controller capabilities are required to provide the transport control capabilities such as the policy 
control capability and the traffic scheduling capability. Because the policy control capability and the traffic 
scheduling capability are enhanced in S-NICE so that the policy decisions and the traffic scheduling rules 
transferred to the S-NICE infrastructure capabilities are straightforward instructions, the S-NICE 
infrastructure capabilities no longer need to understand and process various protocol standards as in 
traditional NGNs or NICEs, but merely accept instructions from the centralized S-NICE controller capabilities.  

NOTE 1 – From an implementation point of view, the policy control capability and the traffic scheduling capability of S-
NICE are implemented within a single S-NICE controller, and because of the limitation of geographical reasons and 
processing capabilities, multiple S-NICE controllers may be required to control different network regions. 

The S-NICE controller capabilities are required to connect with the S-NICE orchestration capabilities and the 
S-NICE infrastructure capabilities by using SDN related protocols. The S-NICE controller capabilities are 
required to control the S-NICE infrastructure capabilities in order to meet the applications' requirements. 

The S-NICE controller capabilities are required to support, but are not limited to, the following features: 

• connection with the S-NICE orchestration capabilities and with the S-NICE infrastructure capabilities;  

• policy control and network resource management based on infrastructure information;  

NOTE 2 – The S-NICE controller capabilities can obtain information from network links and nodes to compute network 
topology information. The S-NICE controller capabilities can also obtain resource usage information and statistics from 
the network management system and the content and context analysis capability; 

• policy control based on application requirements provided by the S-NICE orchestration capabilities, 
information from network resource management, and analysis results from the content and context 
analysis capability; 
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• traffic scheduling based on information provided by network resource management, application 
requirements provided by the S-NICE orchestration capabilities, and analysis results from the 
content and context analysis capability; 

• receiving results of content and context analysis of infrastructure and applications, and performing 
policy control and traffic scheduling based on these results. The S-NICE controller capabilities are 
required to be aware of physical and virtual network topology, traffic flows and information of the 
infrastructure; 

• cooperation with the network management system to provide operation, administration and 
maintenance (OAM) and alarm information;  

NOTE 3 – The S-NICE controller capabilities can provide additional support for the provisioning of OAM and alarm 
information, however functional overlapping between S-NICE controller capabilities and the network management 
system needs to be avoided. 

• cooperation between physical network and virtualized network; 

• connection with other S-NICE controller capabilities; 

• monitoring of physical network and virtualized network. 

7.4 The S-NICE infrastructure capabilities at the transport layer 

The S-NICE infrastructure capabilities implement the actions decided by the S-NICE controller capabilities. 
The S-NICE infrastructure capabilities include the policy enforcement capability, the traffic scheduling 
enforcement capability, the content and context detection capability, and the access and core transport 
capability of S-NICE. 

The S-NICE infrastructure capabilities are required to support, but are not limited to, the following features: 

• communication with the S-NICE controller capabilities;  

• provision of the infrastructure information (e.g., network topology information, flow information, 
service routing information) to the relevant S-NICE controller capabilities based on requests;  

NOTE 1 – Different S-NICE controller capabilities may request different infrastructure information. 

• forwarding of traffic on a per flow basis; 

• forwarding of traffic while maintaining policy consistency among the S-NICE controller capabilities, 
the S-NICE infrastructure capabilities and the applications; 

• isolation and virtualization of different parts of the network;  

NOTE 2 – For example, many access transport networks can be isolated from each other and virtualized as one network. 

• reception of policy decisions from the S-NICE controller capabilities and enforcement of these policy 
decisions (e.g., by packet forwarding and processing);  

• reception of traffic scheduling rules from the S-NICE controller capabilities and enforcement of these 
traffic scheduling rules (e.g., by transport node selection and path selection).  

8 Security considerations 

The security requirements of S-NICE are aligned with the security requirements of NICE [ITU-T Y.2301] with 
the following additional requirements:  

• enhanced security of the SDN controller(s) which incorporates the transport control capabilities, 
because the logically centralized controller could be a single point of failure, or a target of malicious 
attacks;  

• secure mechanisms to authorize network configurations and operations such as routing path 
establishment or virtualized network function deployment, upon demand by services or 
applications; 
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• mechanisms to provide network isolation for both virtualized and physical network resources, in 
order to protect the network from malware attacks, even when some components of the network 
have already been affected; 

• appropriate mechanisms to monitor abnormal situations, to detect and defend from attacks and to 
recover network components and their states for virtualized network and virtualized network 
functions. 
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Appendix I 
 

Differences between NICE capabilities and S-NICE capabilities 

(This appendix does not form an integral part of this Recommendation.) 

The following table shows the differences between NICE capabilities and S-NICE capabilities. 

NOTE – The capabilities listed in Table I.1 are respectively derived from [ITU-T Y.2301] and this Recommendation.  

Table I.1 – Differences between NICE capabilities and S-NICE capabilities 

Capabilities group NICE capabilities S-NICE capabilities 

Service layer 
capabilities 

SUP The SUP capability of NICE is 
required to support: 

• SUP-FE in NGN [ITU-T Y.2012]; 

• Identity Management (IdM)  
[ITU-T Y.2720]. 

The SUP capability of S-NICE is aligned with 
that of NICE. 

Service 
control 

The service control capability of 
NICE is required to support: 

• Service Control Functions in 
NGN [ITU-T Y.2012]; 

• receiving and transferring 
information allowing the 
identification of application 
data for policy control and 
traffic scheduling; 

• receiving and transferring 
information allowing the 
identification of applications 
and users; 

• receiving and transferring 
transport layer events (e.g., 
notifications of QoS 
modifications) reported by the 
transport layer to the service 
layer. 

The service control capability of S-NICE is 
aligned with that of NICE with support of the 
following additional requirements: 

• "on demand" configuration in order to 
provide "dynamic" resource control, 
registration, authentication, and 
authorization.  

 

Open 
environment 

The open environment capability of 
NICE is required to support: 

• openness [ITU-T Y.2240]; 

• open access to a service 
creation environment 
[ITU-T Y.2240]; 

• self-operated applications' 
invocation of NICE capabilities. 

The open environment capability of S-NICE is 
aligned with that of NICE with support of the 
following additional requirements: 

• openness of content and context analysis 
information to developers and 
applications; 

• openness of virtualized network 
information abstraction; 

• openness of S-NICE controller(s) 
selection and status monitoring. 

Transport 
control 
capabilities 

Content and 
context 
analysis 

The content and context analysis 
capability of NICE is required to 
support: 

• context awareness 
requirements of NGN 
(clause 7.3 of [ITU-T Y.2201]); 

The content and context analysis capability 
of S-NICE is aligned with that of NICE with 
support of the following additional 
requirements: 

• providing user traffic analysis results and 
network status analysis results to the S-
NICE controller capabilities and the S-
NICE orchestration capabilities; 
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Table I.1 – Differences between NICE capabilities and S-NICE capabilities 

Capabilities group NICE capabilities S-NICE capabilities 

• providing user traffic analysis 
results; 

• providing information related to 
user's application data; 

• providing network status 
analysis results. 

• providing additional analysis results, 
including abstracted information of 
physical and logical transport layer 
networks; 

• support of SDN related protocols. 

 Policy control The policy control capability of 
NICE is required to support: 

• functional requirements of 
RACF [ITU-T Y.2111]; 

• intelligent assignment of 
bandwidth and QoS level 
according to: 

 – on-demand requirements 
from users via a user self-
service portal; 

 – requirements from a third-
party application provider 
or, possibly, NICE provider 
via open environment 
capabilities; 

 – the content and context 
analysis results. 

The policy control capability of S-NICE is 
aligned with that of NICE with support of the 
following additional requirements: 

• providing control policies concerning 
security, reliability, energy usage, 
network monitoring and statistics, etc.; 

• translating policy decisions into 
straightforward instructions and 
transferring these instructions to the 
policy enforcement capability of S-NICE; 

• support of SDN related protocols. 

 Traffic 
scheduling 

The traffic scheduling capability of 
NICE is required to align with the 
requirements of NGN [ITU-T 
Y.2201] with support of the 
following additional requirements 
in terms of generation of traffic 
scheduling rules: 

• traffic localization; 

• selection of the traffic delivery 
network node; 

• network status; 

• intelligent routing based on 
route selection policy; 

• network virtualization. 

The traffic scheduling capability of S-NICE is 
aligned with that of NICE with support of the 
following additional requirements: 

• traffic engineering based on multicast 
routing optimization, processor and 
storage optimization, etc.; 

• translating traffic scheduling rules into 
straightforward instructions and 
transferring these instructions to the 
traffic scheduling enforcement capability 
of S-NICE; 

• support of SDN related protocols. 

Transport 
capabilities 

Content and 
context 
detection 

The content and context detection 
capability of NICE is required to 
extract the following transport-
related information: 

• user location information; 

• user application data 
information; 

• application data statistics; 

• user terminal parameters; 

• network resource  

information; 

• access network related  

information. 

The content and context detection capability 
of S-NICE is aligned with that of NICE with 
support of the following additional 
requirements: 

• detecting abstracted information of 
physical and logical transport layer 
networks; 

• support of SDN related protocols. 
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Table I.1 – Differences between NICE capabilities and S-NICE capabilities 

Capabilities group NICE capabilities S-NICE capabilities 

Policy 
enforcement 

The policy enforcement capability 
of NICE is required to support: 

• policy enforcement 
requirements in [ITU-T Y.2111]; 

• enforcement of on-demand 
bandwidth and QoS levels in 
order to satisfy on-demand 
requirements from users and 
application providers; 

• enforcement of bandwidth and 
QoS levels based on content 
and context analysis results. 

The policy enforcement capability of S-NICE 
is aligned with that of NICE with support of 
the following additional requirements: 

• accepting instructions from the policy 
control capability of S-NICE and 
performing actions such as packet 
forwarding and packet dropping; 

• support of SDN related protocols. 

Traffic 
scheduling 
enforcement 

The traffic scheduling enforcement 
capability of NICE is required to 
support: 

• enforcement of traffic 
scheduling based on traffic 
localization schemes; 

• enforcement of traffic 
scheduling based on optimal 
selection of delivery nodes; 

• enforcement of traffic 
scheduling based on intelligent 
route selection and adjustment 
based on routing policies; 

• enforcement of traffic 
scheduling based on resource 
allocation using network 
virtualization. 

The traffic scheduling enforcement 
capability of S-NICE is aligned with that of 
NICE with support of the following additional 
requirements: 

• accepting instructions from the traffic 
scheduling capability of S-NICE and 
performing actions such as input and 
output port selection as well as route 
selection; 

• support of SDN related protocols. 

Access and 
core 
transport 
capabilities 

The access and core transport 
capabilities of NICE are required to 
align with the transport 
requirements of NGN [ITU-T 
Y.2012], with support of the 
additional following optional 
requirement: 

• cache and media stream 
delivery functions in transport 
nodes. 

The access and core transport capabilities of 
S-NICE are aligned with that of NICE with 
support of the following additional 
requirements: 

• support of SDN related protocols. 
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Summary 

Recommendation ITU-T Y.3322 specifies the architecture and implementations of software-defined 
network intelligence capability enhancement (S-NICE). S-NICE is a specific implementation of network 
intelligence capability enhancement (NICE) making use of software-defined networking (SDN) concepts 
and technologies. This Recommendation defines the functional architecture of S-NICE, describes the 
enhancement functions based on NICE, the reference points among different functions and some typical 
implementation flows. 
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1 Scope 

This Recommendation provides the functional architecture of software-defined network intelligence 
capability enhancement (S-NICE), S-NICE is a specific implementation of network intelligence capability 
enhancement (NICE) [ITU-T Y.2301] making use of software-defined networking (SDN) technologies. This 
Recommendation defines the functional architecture of NICE implementation making use of SDN 
technologies, describes the enhancement functions based on NICE, the reference points among different 
functions and some typical implementation flows. 

2 References 

The following ITU-T Recommendations and other references contain provisions which, through reference in 
this text, constitute provisions of this Recommendation. At the time of publication, the editions indicated 
were valid. All Recommendations and other references are subject to revision; users of this Recommendation 
are therefore encouraged to investigate the possibility of applying the most recent edition of the 
Recommendations and other references listed below. A list of the currently valid ITU-T Recommendations is 
regularly published. The reference to a document within this Recommendation does not give it, as a stand-
alone document, the status of a Recommendation. 

[ITU-T Y.2301] Recommendation ITU-T Y.2301 (2013), Network intelligence capability enhancement – 
Requirements and capabilities. 

[ITU-T Y.2302] Recommendation ITU-T Y.2302 (2014), Network intelligence capability enhancement – 
Functional architecture. 

[ITU-T Y.3321] Recommendation ITU-T Y.3321 (2015), Requirements and capability framework for 
NICE implementation making use of software-defined networking technologies. 

3 Definitions 

3.1 Terms defined elsewhere 

This Recommendation uses the following terms defined elsewhere: 

3.1.1 application [b-ITU-T Y.101]: A structured set of capabilities which provide value-added functionality 
supported by one or more services. 

3.1.2 content [b-ITU-T H.780]: A combination of audio, still image, graphic, video, or data. 

NOTE – A variety of formats is classified as "data" (e.g., text, encoded values, multimedia description language 
introduced by [b-ITU-T H.760]). 

3.1.3 context [b-ITU-T Y.2002]: The information that can be used to characterize the environment of a 
user. 

NOTE – Context information may include where the user is, what resources (devices, access points, noise level, 
bandwidth, etc.) are near the user, at what time the user is moving, interaction history between person and objects, 
etc. According to specific applications, context information can be updated. 

3.1.4 identity [b-ITU-T Y.2720]: Information about an entity that is sufficient to identify that entity in a 
particular context. 

3.1.5 network intelligence capability enhancement (NICE) [ITU-T Y.2301]: An enhanced NGN supporting 
some intelligent capabilities for the provisioning of services according to requirements of users and 
application providers. These intelligent capabilities (termed as "NICE capabilities") enable operators to assign 
and dynamically adjust specific network resources based on the requirements, as well as support interfaces 
for users and applications enabling on demand resource and service provision. 

3.1.6 service [b-ITU-T Y.2091]: A set of functions and facilities offered to a user by a provider. 
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3.1.7 software-defined networking (SDN) [b-ITU-T Y.3300]: A set of techniques that enables to directly 
program, orchestrate, control and manage network resources, which facilitates the design, delivery and 
operation of network services in a dynamic and scalable manner. 

3.1.8 user [b-ITU-T Y.2201]: A user includes end user [b-ITU-T Y.2091], person, subscriber, system, 
equipment, terminal (e.g., FAX, PC), (functional) entity, process, application, provider, or corporate network. 

3.1.9 virtualized network [ITU-T Y.3321]: A network that makes use of virtualization technologies. It 
enables the abstraction of network resources such as creation of logically isolated virtual networks over a 
single physical network, and aggregation of multiple network resources as a single network resource. 

3.2 Terms defined in this Recommendation 

None. 

4 Abbreviations and acronyms 

This Recommendation uses the following abbreviations and acronyms: 

API Application Programming Interface 

CPE  Customer Premises Equipment 

FE Functional Entity 

NGN Next Generation Network 

NICE Network Intelligence Capability Enhancement 

QoS Quality of Service 

SDN Software-defined Networking 

S-NICE Software-defined NICE 

5 Conventions 

The keywords ''is required to'' indicate a requirement which must be strictly followed and from which no 
deviation is permitted if conformance to this document is to be claimed. 

The keywords ''is recommended'' indicate a requirement which is recommended but which is not absolutely 
required. Thus this requirement need not be present to claim conformance. 

The keywords ''can optionally'' indicate an optional requirement which is permissible, without implying any 
sense of being recommended. This term is not intended to imply that the vendor's implementation must 
provide the option and the feature can be optionally enabled by the network operator/service provider. 
Rather, it means the vendor may optionally provide the feature and still claim conformance with the 
specification. 

In the body of this Recommendation and its annexes, the words shall, shall not, should, and may sometimes 
appear, in which case they are to be interpreted, respectively, as is required to, is prohibited from, is 
recommended, and can optionally. The appearance of such phrases or keywords in an appendix or in material 
explicitly marked as informative are to be interpreted as having no normative intent. 

6 Overview for S-NICE 

S-NICE is a specific implementation of NICE making use of software-defined networking (SDN) technologies. 
In S-NICE, the functional entities such as service control functional entity (FE), content and context analysis 
FE, policy control FE, traffic scheduling FE need to be redesigned and implemented based on the SDN 
technologies. 

S-NICE supports the major functions of SDN technologies including the decoupling of control and data planes, 
the logical centralization of network intelligence and status and the abstraction of the underlying network 
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infrastructure for the applications. By adopting SDN technologies, highly scalable and flexible control as well 
as programmable and automatic interaction between network and applications can be supported in S-NICE. 

In S-NICE, the control plane functions are centralized in the S-NICE controller, which maintains a global view 
of the data plane including network status and traffic information. As a result, the data plane appears to the 
S-NICE controller as an abstracted logical network/resource. Meanwhile, the functional entities in data plane 
only need to accept and execute the instructions from the centralized S-NICE controller. 

7 Functional architecture for S-NICE 

7.1 Overall functional architecture of S-NICE 

7.1.1 Relationship between architectures of NICE and S-NICE 

Figure 7-1 shows the relationship between NICE architecture and S-NICE architecture. 

 

Figure 7-1 – Relationship between architectures of NICE and S-NICE 

In S-NICE architecture, there are three main functions: S-NICE orchestration functions, S-NICE controller 
functions and S-NICE infrastructure functions. 

In service stratum, S-NICE orchestration functions include the open environment FE, the service control FE of 
NICE architecture, and have some enhancements by taking advantage of SDN concept and technologies to 
provide ''dynamic'' resource control, registration, authentication and authorization functions at the service 
level, upon the request of applications. 

In transport stratum, S-NICE controller functions include the policy control FE, the traffic scheduling FE of 
NICE architecture, and have some enhancements by taking advantage of SDN concept and technologies to 
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provide the capabilities (such as network topology collection and management, virtualized network 
information abstraction) and translate these policies and rules into straightforward instructions. 

S-NICE infrastructure functions include of the content and context detection FE, the policy enforcement FE, 
the traffic scheduling enforcement FE of NICE architecture, and have some enhancements by taking 
advantage of SDN concept and technologies that accept the straightforward instructions from S-NICE 
controller functions and perform these actions accordingly. 

7.1.2 Overall functional architecture of S-NICE 

Figure 7-2 shows the overall functional architecture of S-NICE. 

 

Figure 7-2 – Overall functional architecture of S-NICE 
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S-NICE connects with the service user profile FE, the content and context analysis FE, the management 
functions, the customer premises equipment (CPE) functions, the application to collect the 
network/routing/user information and receive service requests from the application. 

It includes three main functions: 

1) S-NICE orchestration functions; 

2) S-NICE controller functions; 

3) S-NICE infrastructure functions. 

Following is the detailed description for each function. 

7.2 Detailed functional architectures of S-NICE orchestration functions 

Figure 7-3 shows the detailed functional architecture of S-NICE orchestration functions. 

 

Figure 7-3 – Detailed functional architectures of S-NICE orchestration functions 

S-NICE orchestration functions consist of the following functional entities: 

– Access control FE; 

– Application development support FE; 

– Service orchestration FE; 

– Service management FE; 

– Service repository FE; 

– Network abstraction FE; 

– Network monitoring FE. 
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In general, S-NICE orchestration functions provide open environment to the third party applications and self-
operated applications and support ''on demand'' configuration in order to provide ''dynamic'' resource 
control, registration, authentication and authorization capabilities at the service level upon the request of 
applications. 

S-NICE orchestration functions connect with S-NICE controller functions, which may include multiple S-NICE 
controllers, and provide the capabilities (such as route selection, network monitoring) to the third party and 
self-operated applications. Moreover, S-NICE orchestration functions monitor the whole network status and 
notify the applications if applicable. 

S-NICE orchestration functions provide information provision to applications, such as provision of network 
topology, route path setting and delivery node selection. 

S-NICE orchestration functions also provide conflict management and negotiation mechanism to maintain 
policy consistency among different S-NICE controllers. 

7.2.1 Access control FE 

The access control FE provides the functions including application programming interface (API) translation, 
authentication and authorization, request and response relaying. 

1) API translation 

The access control FE parses the requests as received from different applications to perform different actions 
include request authentication, authorization and resource invoking. 

2) Authentication and authorization 

The access control FE interacts with other functional entities (such as the service user profile FE) to achieve 
end-user, application and service related identity information for authentication and authorization. 

The request is authenticated to identify the application identity securely and further authorized (e.g., the 
request needs to consume protected resource controlled by the resource provider which has the right of 
granting application to access the resource) according to the approval of the resource provider and service 
level agreements (SLAs). 

3) Request and response relaying 

The access control FE forwards the request and response between applications and target resource. 

7.2.2 Service management FE 

The service management FE provides service discovery, service registration and service governance 
functionalities, the service management FE also maintains a catalogue of the registered service interacting 
with the service repository FE. 

The service management FE processes the service registration request from service providers. The service 
information is stored in service catalogue. When one service needs to be registered or unregistered, the 
service management FE adds or removes subscription of the service from the local catalogue as well as 
notifies the service repository FE accordingly. 

During service registration process, the service management FE sends service interface description and 
service routing related information to the service repository FE, which stores the information for further 
application development purpose. 

The registered services are orchestrated by the service orchestration FE before providing them to the users 
and applications. 

The service management FE supports to utilize the abstracted network resource of the underlying physical 
or virtualized infrastructure to perform service creation. 
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7.2.3 Service orchestration FE 

The service orchestration FE receives requests from users and applications through the access control FE, 
and orchestrates the services to provide ''dynamic'' resource control upon the requests of users and 
applications. 

The service orchestration FE generates a composited service logic that combines existing services. The 
composited service logic describes interactions among multiple services by exchanging messages, branching 
logics, and invocation sequences. 

The service orchestration FE generates a set of requests according to the requirements of the users and 
applications, and sends these requests to the service management FE. 

For example, one user asks for a bandwidth guaranteed connection for a specific application. First, the service 
orchestration FE translates this requirement into two requests accordingly. Then the service orchestration 
FE initials a request to establish a dedicate tunnel from the user terminal to the end server and sends this 
request to the service management FE. After that, the service orchestration FE creates another request to 
configure the parameters of the established tunnel with guaranteed bandwidth and sends this request to the 
service management FE again. 

7.2.4 Application development support FE 

The application development support FE enables application developers to develop applications using 
services exposed by S-NICE. 

Application developers can access this FE to develop applications using online and/or offline design tools. 
The design tools facilitate application development and provide functions such as drag and drop, automatic 
code generation, etc. When developing an application, the application development support FE interacts 
with the service orchestration FE to achieve the development interface information of the services used in 
the application. 

Developers can also develop composite services by the application development support FE. Composite 
services are stored in the service orchestration FE to be accessible as a resource for other applications. 

The application development support FE can include the developer community as an optional functionality 
which supports a developer forum to discuss and exchange developers' ideas, and supports collection and 
exposure of customer feedback and ratings about applications, ratings about services and tools, and provides 
self-service functions. Furthermore, the developer community provides an entrance for developers of S-NICE 
(e.g., supporting functions of developer registration). In addition, developers can download some 
development documents via it to assist their development. 

7.2.5 Service repository FE 

The service repository FE provides functionalities for the storage of registered services and related interfaces 
for invoking. Application developer uses services interface to create applications. 

The service repository FE interacts with the service management FE to get the interface description 
information. The service repository FE also provides service version management mechanism to keep 
synchronization of service information registered at the service management FE. 

When a service is registered to the resource registry, the service information related to application 
development such as service interface description information is stored in the service repository. The service 
can be invoked by the service orchestration FE and the application development support FE. 

7.2.6 Network abstraction FE 

The network abstraction FE abstracts and exploits the network and traffic information from the network 
monitoring FE with pre-defined rules, e.g., based on time, location, or access network. 

Then the network abstraction FE provides the general view of network and traffic conditions and ways to 
invoke the network and traffic capabilities. The capabilities include network performance optimization, 
access network choosing, potential network issue identification, network change impaction, etc. 
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After abstraction, the capabilities can be registered to the service management FE as new services, with the 
new services, the service management FE supports to utilize the abstracted network resource of the 
underlying physical or virtualized infrastructure. 

7.2.7 Network monitoring FE 

The network monitoring FE gathers all the network related information from S-NICE controller functions and 
management functions, and provides the information to the network abstraction FE after summary. 

The network information includes network type, network topology, network available bandwidth and 
utilization rate, busy hour and area of network, network alarm information, network historical data, etc. 

The traffic information includes traffic localization scheme, traffic delivery network node selection, network 
load status (idle or overload), intelligent routing adjustment, virtualized network resource allocation. 

7.3 Detailed functional architectures of S-NICE controller functions 

Figure 7-4 shows the detailed functional architecture of S-NICE controller functions. 

 

Figure 7-4 – Detailed functional architectures of S-NICE controller functions 

S-NICE controller functions consist of the following functional entities: 

– Policy creation FE; 

– Policy management FE; 

– Topology management FE; 

– Topology collection FE; 

– Traffic scheduling and optimization FE; 

– Traffic monitoring FE; 

– Policy and rule translation FE. 
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In general, S-NICE controller functions provide the policy control function and the traffic scheduling function 
of NICE. By using SDN concept and technologies, the policy decisions and the traffic scheduling rules 
transferred to S-NICE infrastructure functions are straight forward instructions. 

S-NICE controller functions provide policy control and network resource management based on S-NICE 
infrastructure information. 

S-NICE controller functions provide policy control function based on S-NICE infrastructure information, 
application requirements of S-NICE orchestration functions and analysis result from the content and context 
analysis FE. 

S-NICE controller functions provide traffic scheduling function based on application requirements provided 
by S-NICE orchestration functions, and analysis results from the content and context analysis FE. 

S-NICE controller functions can cooperate between physical networks and virtualized networks. 

7.3.1 Policy creation FE 

The policy creation FE receives service requests from S-NICE orchestration functions and topology 
information from the topology management FE. Based on the ''dynamic'' resource control requirements from 
users and applications, the content and context analysis results from the content and context analysis FE, 
and the topology and traffic information from the topology management FE, the policy creation FE creates a 
set of policy rules, and sends these policy rules to the policy management FE. 

7.3.2 Policy management FE 

The policy management FE provides policy registration, policy storage and policy governance functionalities, 
the policy management FE also maintains a catalogue of the registered policy rules interacting with the policy 
and rule translation FE. 

The policy management FE processes the policy rules registration requests from the policy creation FE. When 
one policy rule needs to be registered or unregistered, the policy management FE adds or removes the policy 
rule from the local catalogue. Then the policy management FE sends registered policy rules in the local 
catalogue to the policy and rule translation FE for further processing. 

7.3.3 Topology management FE 

The topology management FE receives global topology information from the topology collection FE and 
provides maintenance functionality with the global topology. The topology management FE provides the 
global topology information to the traffic scheduling and optimization FE, and also obtains traffic 
optimization results (e.g., routing path selection) from the traffic scheduling and optimization FE. 

By combining the global topology information and the traffic optimization results (e.g., routing path 
selection), the topology management FE provides a global topology with detailed traffic load information to 
the policy creation FE and the S-NICE orchestration functions. 

7.3.4 Topology collection FE 

The topology collection FE collects topology information from the policy and rule translation FE, and the 
topology collection FE processes all the topology information and generates the global topology information 
based on every network node's status and each link's status. The topology collection FE sends the global 
topology information to the topology management FE for further processing. 

7.3.5 Traffic scheduling and optimization FE 

The traffic scheduling and optimization FE receives global topology information from the topology 
management FE, and the real time traffic load information from the traffic monitoring FE. The traffic 
scheduling and optimization FE also receives service requests from S-NICE orchestration functions. By using 
all the information together, the traffic scheduling and optimization FE computes the optimized routing path 
and traffic scheduling results, and provides the traffic optimization results to the topology management FE. 
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7.3.6 Traffic monitoring FE 

The traffic monitoring FE monitors the real time traffic load information by receiving information from the 
policy and rule translation FE. The traffic monitoring FE sends all traffic load information to the traffic 
scheduling and optimization FE for further processing. 

7.3.7 Policy and rule translation FE 

The policy and rule translation FE connects directly with the S-NICE infrastructure functions, and receives real 
time traffic load information and topology information from the S-NICE infrastructure functions. 

The policy and rule translation FE provides topology information to the topology collection FE, as well as real 
time traffic load information to the traffic monitoring FE. The policy and rule translation FE receives policy 
rules from the policy management FE and performs policy rules translation in order to decompose complex 
policy rules into straightforward instructions, and sends these instructions to the S-NICE infrastructure 
functions. 

7.4 Detailed functional architectures of S-NICE infrastructure functions 

Figure 7-5 shows the detailed functional architecture of S-NICE infrastructure functions. 

 

Figure 7-5 – Detailed functional architecture of S-NICE infrastructure functions 

S-NICE infrastructure functions consist of the following functional entities: 

– Data forwarding FE; 

– Network status reporting FE. 

In general, S-NICE infrastructure functions implement the actions decided by S-NICE controller functions. S-
NICE infrastructure functions provide the capabilities such as forwarding, quality of service (QoS) adjustment 
and performance monitoring. 

S-NICE infrastructure functions provide the infrastructure information (e.g., network topology information, 
flow information, service routing information) to the relevant S-NICE controller functions and the content 
and context analysis functions based on requests. 

S-NICE infrastructure functions receive policy decisions from S-NICE controller functions and enforce these 
policy decisions (e.g., forwarding and processing packet). 

S-NICE infrastructure functions receive traffic scheduling rules from S-NICE controller functions and enforce 
these traffic scheduling rules (e.g., transport node selection and path selection). 

S-NICE infrastructure functions also support isolation and virtualization of different parts of the network. 

7.4.1 Data forwarding FE 

The data forwarding FE receives instructions from the policy and rule translation FE, and executes these 
instructions by forwarding and processing data. By adopting the technology of SDN, the data forwarding FE 
of S-NICE infrastructure functions no long needs to compute the route path but merely enforces instructions 
received from the S-NICE controller functions. 
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7.4.2 Network status reporting FE 

The network status reporting FE receives requests from the S-NICE controller functions, and according to the 
requests it reports network information to the S-NICE controller functions including modifications of network 
nodes, resource utilization rate of each node, modifications of network links, physical or virtual capacity of 
each link, and the real time traffic load of each link, etc. The network status reporting FE is applicable for 
both physical networks and virtual networks. 

8 Reference points of S-NICE 

8.1 Internal reference points of S-NICE orchestration functions 

Figure 8-1 and the following content provides the descriptions of the internal reference points of S-NICE 
orchestration functions: 

 

Figure 8-1 – Internal reference points of S-NICE orchestration functions 

IAC-AD the reference point between the access control FE and the application development support FE. 

 After authentication and authorization, the developers can access the development environment 
provided by S-NICE with this reference point. 

IAD-SO the reference point between the application development support FE and the service orchestration 
FE. 

 The application developer can store their application as resource in the service orchestration FE 
through this reference point, also can achieve the resource kept in the service orchestration FE for 
their own use. 
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IAD-SR the reference point between the application development support FE and the service repository FE. 

 The application development support FE can achieve development interface information of the 
services through this reference point. 

ISO-SR the reference point between the service orchestration FE and the service repository FE. 

 The service orchestration FE can achieve development interface information of the services through 
this reference point for new service composting. 

ISM-SR the reference point between the service management FE and the service repository FE. 

 The service repository FE can achieve service description information from the service management 
FE through this reference point. 

ISM-NA the reference point between the service management FE and the network abstraction FE. 

 The service management FE supports to utilize the abstracted network resource of the underlying 
physical or virtualized infrastructure with this reference point. 

INA-NM the reference point between the network abstraction FE and the network monitoring FE. 

 The network monitoring FE gathers all the network related information and provides the 
information to the network abstraction FE after summary with this reference point. 

8.2 Internal reference points of S-NICE controller functions 

Figure 8-2 and the following content provides the descriptions of the internal reference points of S-NICE 
controller functions: 

 

Figure 8-2 – Internal reference points of S-NICE controller functions 

IPC-PM the reference point between the policy creation FE and the policy management FE. 

 The policy creation FE sends the policy rules to the policy management FE with this reference point. 
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IPM-PR the reference point between the policy management FE and the policy and rule translation FE. 

 The policy management FE sends registered policy rules in the local catalogue to the policy and rule 
translation FE for further processing with this reference point. 

IPC-TM the reference point between the policy creation FE and the topology management FE. 

 The policy creation FE receives topology information from the topology management FE with this 
reference point. 

ITM-TC the reference point between the topology management FE and the topology collection FE. 

 The topology collection FE sends the global topology information to the topology management FE 
for further processing with this reference point. 

ITC-PR the reference point between the topology collection FE and the policy and rule translation FE. 

 The topology collection FE collects topology information from the policy and rule translation FE with 
this reference point. 

ITM-TS the reference point between the topology management FE and the traffic scheduling and 
optimization FE. 

 With this reference point, the topology management FE provides the global topology information 
to the traffic scheduling and optimization FE, and obtains traffic optimization results from the traffic 
scheduling and optimization FE. 

ITS-TMO the reference point between the traffic scheduling and optimization FE and the traffic monitoring 
FE. 

 The traffic scheduling and optimization FE retrieves the real time traffic load information from the 
traffic monitoring FE with this reference point. 

ITMO-PR the reference point between the traffic monitoring FE and the policy and rule translation FE. 

 The traffic monitoring FE monitors the real time traffic load information by receiving information 
from the policy and rule translation FE with this reference point. 

8.3 Internal reference points of S-NICE infrastructure functions 

Figure 8-3 and the following content provides the descriptions of the internal reference points of S-NICE 
infrastructure functions: 

 

Figure 8-3 – Internal reference points of S-NICE infrastructure functions 

IDF-NS the reference point between the data forwarding FE and the network status reporting FE. 

 The network status reporting FE retrieves the traffic information (such as data processing 
information) from the data forwarding FE with this reference point. 
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8.4 Internal reference points among functions of S-NICE 

Figure 8-4 and the following content provides the descriptions of the internal reference points among 
functions of S-NICE: 

 

Figure 8-4 – Internal reference points of S-NICE 

IOF-CF the reference point between S-NICE orchestration functions and S-NICE controller functions. 

 With this reference point, S-NICE orchestration functions invoke the capabilities of S-NICE controller 
functions according to the request from the applications. 

ICF-IF the reference point between S-NICE controller functions and S-NICE infrastructure functions. 

 With this reference point, S-NICE controller functions retrieve the network and traffic information 
from S-NICE infrastructure functions. 

 S-NICE controller functions also send instructions to S-NICE infrastructure functions for executing 
with this reference point. 

8.5 External reference points of S-NICE 

Figure 8-5 and the following content provides the descriptions of the external reference points: 

 

Figure 8-5 – External reference points of S-NICE 
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ISUP-S the reference point between S-NICE and the service user profile FE. 

 With this reference point, S-NICE achieves user's profile information (such as mobile device 
management (MDN)/international mobile subscriber identity (IMSI)/other identity, service 
information) from the service user profile FE. 

IAP-S the reference point between S-NICE and the application. 

 With this reference point, S-NICE receives service requests from the application, such as resource 
guarantee, traffic scheduling request, etc. 

ICC-S the reference point between S-NICE and the content and context analysis FE. 

 The content and context analysis FE receives original information from the S-NICE infrastructure 
functions, and provides the analysis capability and results to S-NICE. With this reference point, S-
NICE configures the analysis policy of the content and context analysis FE, in order to collect 
application related contents on demand. 

IMF-S the reference point between S-NICE and the management functions. 

 With this reference point, S-NICE interacts with the management functions to provide network 
management related information to the management functions, such as network traffic 
information, network alarm information and network topology information. 

ICPE-S the reference point between S-NICE and the CPE functions. 

 With this reference point, S-NICE interacts with the CPE functions to collect CPE information, such 
as access network type, network available bandwidth and related application information. 

9 Security considerations 

The security requirements of S-NICE are aligned with the security requirements of NICE [ITU-T Y.2301] and 
[ITU-T Y.2302]. Furthermore, S-NICE provides: 

– Enhanced protection of the S-NICE controller functions, because the logically centralized controller 
could be a single point of failure, or a target of malicious attacks; 

– Secure mechanisms of S-NICE orchestration functions to against unauthorized network 
configurations (e.g., routing path establishment) upon demand by third party services or 
applications; 

– Network isolation of S-NICE infrastructure functions for both virtualized and physical network 
resources, in order to protect the network from malware attacks, even when some components of 
the network have already been affected; 

– Appropriate mechanisms of S-NICE infrastructure functions to monitor abnormal situations, to 
detect and defend from attacks and to recover network components and their status. 
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Appendix I 

(This appendix does not form an integral part of this Recommendation.) 

I.1 Implementation flows of on-demand provision 

 

Figure I.1 – Implementation flows of on-demand provision 

Figure I.1 shows the implementation flows of on-demand provision: 

– 1: The application sends an on-demand provision request to the S-NICE orchestration functions; 

– 2: According to the provision request, the S-NICE orchestration functions generate service requests; 

– 3: The S-NICE orchestration functions send service requests to the S-NICE controller functions; 

– 4: The S-NICE controller functions create policy rules based on the service request and the traffic 
optimization result; 

– 5: The S-NICE controller functions translate the policy rules into instruction requests and send them 
to the S-NICE infrastructure functions; 

– 6: The S-NICE infrastructure functions execute all the instructions; 

– 7-9: After all instructions have been executed, the confirmation message is sent back to the 
application. 
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I.2 Implementation flows of resource guarantee based on network awareness 

 

Figure I.2 – Implementation flows of resource guarantee based on network awareness 

Figure I.2 shows the implementation flows of resource guarantee based on network awareness: 

– 1: The S-NICE orchestration functions send resource request for special service to the S-NICE 
controller functions; 

– 2: The S-NICE infrastructure functions send real time traffic information (such as network 
congestions) to the S-NICE controller functions; 

– 3: According to the resource request, the network awareness traffic information, the S-NICE 
controller functions decide if one or several resource guarantee policy rules are matched; 

– 4: If yes, the S-NICE controller functions translate the policy rules into instruction requests and send 
them to the S-NICE infrastructure functions; 

– 5: The S-NICE infrastructure functions execute all the related instructions; 

– 6-7: After all instructions have been executed, the confirmation message is sent back to the S-NICE 
orchestration functions. 
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I.3 Implementation flows of traffic scheduling based on network awareness 
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Figure I.3 – Implementation flows of traffic scheduling based on network awareness 

Figure I.3 shows the implementation flows of traffic scheduling based on network awareness: 

– 1: The S-NICE controller functions retrieve traffic related information from the S-NICE infrastructure 
functions, including network topology, real time traffic status, etc.; 

– 2: The S-NICE controller functions monitor and analyse these traffic information according to the 
pre-defined rules, then decide if the traffic scheduling request is needed; 

– 3-4: If needed, the S-NICE controller functions retrieve service characters (e.g., 5-tuple of service 
servers) and resource information (e.g., bandwidth, latency) from the S-NICE orchestration 
functions; 

– 5: According to the traffic scheduling request, the service characters and resource information, the 
S-NICE controller functions decide if one or several traffic scheduling policy rules are matched; if 
yes, the S-NICE controller functions translate the policy rules into instruction requests and send 
them to the S-NICE infrastructure functions; 

– 6: The S-NICE infrastructure functions execute all the related instructions; 

– 7: After all instructions have been executed, the confirmation message is sent back to the S-NICE 
controller functions. 

 

 
  



1 Core network aspects   
 

222 

Bibliography 
 

[b-ITU-T H.760] Recommendation ITU-T H.760 (2009), Overview of multimedia application 
frameworks for IPTV services. 

[b-ITU-T H.780] Recommendation ITU-T H.780 (2012), Digital signage: Service requirements and 
IPTV-based architecture. 

[b-ITU-T Y.101] Recommendation ITU-T Y.101 (2000), Global Information Infrastructure terminology: 
Terms and definitions. 

[b-ITU-T Y.2002] Recommendation ITU-T Y.2002 (2009), Overview of ubiquitous networking and its 
support in NGN. 

[b-ITU-T Y.2091] Recommendation ITU-T Y.2091 (2011), Terms and definitions for next generation 
networks. 

[b-ITU-T Y.2201] Recommendation ITU-T Y.2201 (2009), Requirements and capabilities for ITU-T NGN. 

[b-ITU-T Y.2720] Recommendation ITU-T Y.2720 (2009), NGN identity management framework. 

[b-ITU-T Y.3300] Recommendation ITU-T Y.3300 (2014), Framework of software-defined networking. 

[b-ONF TR-502] Open Networking Foundation, ONF TR-502 (2014), SDN architecture. 
 https://www.opennetworking.org/images/stories/downloads/sdn-

resources/technical-reports/TR_SDN_ARCH_1.0_06062014.pdf  

[b-ONF TR-516] Open Networking Foundation, ONF TR-516 (2015), Framework for SDN, Scope and 
Requirements. 

 <https://www.opennetworking.org/images/stories/downloads/sdn-
resources/technical-reports/Framework_for_SDN_-Scope_and_Requirements.pdf> 

 
 
 
 
 

https://www.opennetworking.org/images/stories/downloads/sdn-resources/technical-reports/TR_SDN_ARCH_1.0_06062014.pdf
https://www.opennetworking.org/images/stories/downloads/sdn-resources/technical-reports/Framework_for_SDN_-Scope_and_Requirements.pdf
https://www.opennetworking.org/images/stories/downloads/sdn-resources/technical-reports/Framework_for_SDN_-Scope_and_Requirements.pdf


Core network aspects  1 
 

   223 

 

 

 

 

 

 

Requirements of soft network architecture for 
mobile 

Recommendation ITU-T Y.3323 

(09/2016) 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

SERIES Y: GLOBAL INFORMATION INFRASTRUCTURE, INTERNET PROTOCOL 
ASPECTS AND NEXT-GENERATION NETWORKS, INTERNET OF THINGS  

AND SMART CITIES 
  



1 Core network aspects   
 

224 

Summary 

Recommendation ITU-T Y.3323 defines the design principles and requirements of soft network architecture 
for mobile (SAME), i.e., flexible traffic steering, virtualization of SAME network functions, SAME network slice, 
and separation of control function and forwarding function. Its scenarios and problem statements are 
introduced in the appendices. 

SAME is a mobile packet core network, which bridges current legacy mobile network towards future networks. 
Though SAME does not aim to cover key requirements of IMT-2020 core network, these key requirements of 
SAME may be adopted in IMT-2020. 

Keywords 

Control and forwarding separation, network function virtualization, network slice, soft network architecture 
for mobile, traffic steering. 
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1 Scope 

Soft network architecture for mobile (SAME) is a mobile packet core network, which bridges current legacy 
mobile networks toward future networks. This Recommendation defines design principles of SAME, and its 
key requirements, i.e., flexible traffic steering, virtualization of SAME network functions, SAME network slice, 
and separation of control function and forwarding function. 

SAME scenarios and problem statements of current mobile packet core network are introduced in the 
appendices. 

2 References 

The following ITU-T Recommendations and other references contain provisions which, through reference in 
this text, constitute provisions of this Recommendation. At the time of publication, the editions indicated 
were valid. All Recommendations and other references are subject to revision; users of this Recommendation 
are therefore encouraged to investigate the possibility of applying the most recent edition of the 
Recommendations and other references listed below. A list of the currently valid ITU-T Recommendations is 
regularly published. The reference to a document within this Recommendation does not give it, as a stand-
alone document, the status of a Recommendation. 

[ITU-T Y.2320] Recommendation ITU-T Y.2320 (2015), Requirements for virtualization of control 
network entities in next generation network evolution. 

[ITU-T Y.3011] Recommendation ITU-T Y.3011 (2012), Framework of network virtualization for future 
networks. 

[ITU-T Y.3012] Recommendation ITU-T Y.3012 (2014), Requirements of network virtualization for 
future networks. 

[ITU-T Y.3015] Recommendation ITU-T Y.3015 (2016), Functional architecture of network 
virtualization for future networks. 

3 Definitions 

3.1 Terms defined elsewhere 

None. 

3.2 Terms defined in this Recommendation 

This Recommendation defines the following terms: 

3.2.1 traffic steering: A technology which identifies and steers traffic to go through the related service 
function entities according to operators' policy. 

NOTE 1 – A service function entity is a traffic processing node that caches, transforms, inspects, filters, or otherwise 
manipulates traffic for purposes other than packet forwarding. Examples of service function entities are URL filter and 
video optimization. 

NOTE 2 – Service function entities are independent from one another, and can be added, removed and bypassed. 

4 Abbreviations and acronyms 

This Recommendation uses the following abbreviations and acronyms: 

APN Access Point Name 

CAPEX Capital Expenditure 

GW Gateway 

HTTP Hypertext Transfer Protocol 



Core network aspects  1 
 

   227 

MNO Mobile Network Operator 

MVNO Mobile Virtual Network Operator 

NFV Network Function Virtualization 

OPEX Operating Expenses 

QoE Quality of Experience 

QoS Quality of Service 

RAN Radio Access Network 

SAME Soft network Architecture for MobilE 

UE User Equipment 

URL Uniform Resource Locator 

VCN Virtualization of Control Network entities 

VM Virtual Machine 

5 Conventions 

In this Recommendation: 

The phrase "is required to" indicates a requirement which must be strictly followed and from which no 
deviation is permitted if conformance to this Recommendation is to be claimed. 

The phrase "is recommended" indicates a requirement which is recommended but which is not absolutely 
required. Thus, this requirement need not be satisfied to claim conformance. 

6 Soft network architecture for mobile and its design principle 

Facing growing mobile data traffic and the rapid change of new applications, new user requirements, new 
service requirements and operating policies, operators need to improve the flexibility of their networks, such 
as using network resources more efficiently and enhancing their network capabilities more quickly. 

In current mobile networks, it is often difficult for operators to quickly meet market requirements, because 
functions are implemented on dedicated equipment and adding new features into the current network 
usually takes a long time to complete through test, trial and deployment. In addition, new service function 
entities have to be added statically, which is not flexible. Last but not least, control and forwarding functions 
are coupled such that they cannot be deployed flexibly and independently. 

To achieve the above goals, this Recommendation proposes soft network architecture for mobile (SAME), a 
mobile core network to be designed as an enhancement of International mobile telecommunications-
advanced (IMT-Advanced) mobile packet core network, to realize an even more flexible mobile packet core 
network that bridges the current legacy mobile network towards future networks. Although SAME does not 
aim to cover key requirements of IMT-2020 core network, the key requirements of SAME may be adopted in 
IMT-2020. 

Based on the analysis of the scenarios and problems mobile operators face today, which are described in 
Appendices I and II, SAME focuses on implementing the following design principles: 

– Efficient traffic steering: Traffic can be flexibly steered to go through necessary service function 
entities to support quick addition of new capabilities. 

– Efficient resource usage: Infrastructure can be shared among different network functions and slices. 

– Flexible deployment of network functions: Control and forwarding functions can be deployed in a 
centralized or distributed manner with minimum effect to other related functions. 

– Flexible network scaling: Network functions can be dynamically adapted to users' demands. 
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– Easy management of network: Resources and network functions can be managed with logically 
centralized, intelligent and automatic operations. 

NOTE – In this Recommendation, scaling includes scaling in/out, as described in [b-ETSI GS NFV 003]. The virtualization 
of control network entities (VCN) [ITU-T Y.2320] can be supporting technology of SAME. 

7 Requirements of SAME 

This clause focuses on the key requirements for SAME. 

R1 – Support the capability of flexible traffic steering 

SAME aims to support flexible enhancement of new capabilities by adding specific service function entities 
without affecting existing service function entities. To achieve this, SAME is expected to satisfy the 
requirements below. 

– It is required to support flexibly steering traffic passing through necessary service function entities 
according to the policies. 

– It is required to define and update the traffic steering policies based on the following information: 

• application characteristics of traffic such as application type, and application protocol; 

• access network information of traffic such as IMT-2000 access, IMT-Advanced access; 

• users' subscription information such as users' priorities; 

• service function entities' status such as the failure of service function entities. 

– It is required to support layer 3 through layer 7 (L3-L7) traffic classification. 

R2 – Support virtualization of SAME network functions 

In SAME, virtualization refers to those network entities and/or functions run on virtual computing, storage 
and networking resources, leveraging the hardware and software decoupling. On virtualization, SAME is 
expected to satisfy the requirements below. 

– It is required to provide a capability for agile and flexible deployment of network functions. 

– It is required to provide a capability for scalability of network capacity by auto scaling mechanism. 

– It is required to provide a capability for efficient resource usage. 

– It is required to provide a capability for isolation of resource usage for different tenants. 

– It is required to provide a capability for operation, maintenance management and orchestration of 
the infrastructure in an automatic and centralized manner. 

– It is required to provide a capability to allow the virtualized resource usage to the third party. 

NOTE 1 – The third party assumes network customer, e.g., a mobile virtual network operator (MVNO). The third party 
can raise the requirement to the SAME for using network resources. A tenant or multiple tenants in the SAME are 
utilized to compose the third party's service. 

NOTE 2 – Network function virtualization (NFV) [b-ETSI GS NFV 001] [b-ETSI GS NFV 002] could be a potential technology 
for SAME to realize the virtualization. 

R3 – Support SAME network slice 

SAME network slice is a set of SAME network functions and their related physical or virtual resources, forming 
a complete logical network to provide certain network characteristics. A SAME network slice is isolated from 
other slices based on common infrastructure. Resources can be computing, storage and networking resource. 
To this end, SAME is expected to satisfy the requirements below. 

– It is required to provide a capability to support the SAME network slices, including the 
creation/modification/deletion of the SAME network slices. 

– It is required to provide a capability to monitor the performance and operating status of the SAME 
network slices. 
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– It is required to provide external application programming interfaces (APIs) to create and manage 
SAME network slices. 

NOTE – Logically isolated network partition (LINP) [ITU-T Y.3011], [ITU-T Y.3012] and [ITU-T Y.3015] can be one of 
realization of SAME network slice. 

R4 – Support separation of the control function and forwarding function 

To achieve flexibility in deploying network equipment, control function and forwarding function should no 
longer be in the same equipment, whether the functions are physical or virtual. They should be able to be 
installed in different places. SAME aims to realize such feature through the requirements below. 

– It is recommended to support the capability to realize geographically centralized management of 
control function entities. 

 NOTE – For example, engineers will then not need to go to different data centres or central offices to
 perform operational work such as deploying and powering on new servers. 

– It is required to enable scaling/deployment of control functions and forwarding functions in 
independent manner. 

– It is recommended to support optimization of bandwidth utilization (e.g., traffic localization, traffic 
scheduling) by centralized control of traffic forwarding and distributed forwarding functions. 

– It is required to support optimization of user experience (e.g., latency reduction) by deploying the 
forwarding functions closer to the subscriber. 
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Appendix I 
 

Scenarios of SAME 

(This appendix does not form an integrated part of this recommendation.) 

The clause focuses on the scenarios for SAME. 

I.1 Flexible traffic steering 

The identification and classification of traffic may be based on the radio access network (RAN) information 
(e.g., RAN type, and RAN status), application characteristics (e.g., application type, application protocol), 
user's subscription data, and direction (i.e., upstream or downstream) of the flow. 

Scenario 1: traffic steering classified by application type 

Descriptions 

SAME routes the traffic based on application type. 

Preconditions 

Three service function entities are deployed by the operator, which are uniform resource locator (URL) filter, 
protocol optimization and video optimization. Policies are defined such that the flow of a hypertext transport 
protocol (HTTP) video service should go to the URL filter and video optimization, and the flow of the web 
browsing service should go to the URL filter and protocol optimization. 

Operational flows 

 

Figure I.1 – Flexible traffic steering scenario 

1) There are two groups of flows initiated by users: HTTP video; web browsing. 

2) The flows of each group are identified and separated by mobile core network. 

3) The HTTP video flow goes through URL filter and video optimization. The web browsing flow goes 
through URL filter and protocol optimization. 

Scenario 2: traffic steering classified by different tenant 

Descriptions 

The different MVNOs may have individual requirements on the data flows processing at the (S)Gi-LAN 
position. The SAME network prepares appropriate service function entities and steers traffic based on the 
identities of the MVNOs. 

NOTE 1 – The service function entities could be prepared by mobile network operator (MNO), or by the MVNOs 
themselves for specific data flows processing. 

NOTE 2 – The service function entities prepared by the MVNOs could be an integrated entity of multiple sub-functions. 
If one of the sub-functions is the same with the MNO's data flows processing function, SAME needs to guarantee not to 
trigger the data flows going through the MNO's same function again. 
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Preconditions 

There are two MVNOs in an operator's network. MVNO-A focuses more on video services and requires all of 
its video flows to go through a server for video optimization and transcoding. MVNO-B focuses more on web 
service and requires these data flows to go through the servers for HTTP acceleration. 

Operational flows 

1) The data flows are identified and labelled before routing to the packet processing area at the (S)Gi-
LAN position based on the MVNO's identification information. The MVNO's identification 
information should have higher priority than the service information when distinguishing the data 
flows. 

2) The flows from different MVNOs are routed to different service function entities, i.e., the flow of 
MVNO-A goes through the video optimization and transcoding server, and the flow of MVNO-B goes 
through the HTTP acceleration server. 

I.2 Virtualization of network functions 

Scenario 1: fast deployment 

Descriptions 

Utilizing NFV technology, fast deployment of the mobile network function uses the deployment template 
which usually contains configuration and instantiation operations and parameters to realise an automatic 
and dynamical deployment instead of complex manual operations. 

Preconditions 

The system supporting NFV is ready, and the management system can maintain and access virtual machine 
(VM) images and deployment templates. 

Operational flows 

 

Figure I.2 – Fast deployment 

1) Based on the deployment template, the management system reserves necessary resources for 
creating VMs and selects the desired VM images from the VM image database. 

2) The management system creates VMs using the selected VM images, and configures VMs e.g., IP 
address, the virtual hardware, and the affinity relationships based on the deployment template. 

3) The VMs install the software of the network entity modules, and construct the network function. 

Scenario 2: on demand resource scheduling 

Descriptions 

On-demand resource scheduling means dynamically adjusting resources based on traffic volume of network 
entity; it can be implemented by adding/deleting VMs which is named as scaling out/in, or 
increasing/decreasing the VM capacity which is named as scaling up/down. 
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Preconditions 

A virtualized network entity is composed of six running VMs. 

Operational flows 

This operational flow shows scaling out/in. 

 

Figure I.3 – Scaling out/in 

1) The resource management system detects that the traffic volume is decreasing, and it asks the 
virtualized network entity to shut down the components of the entity running on two VMs. 

2) Two VMs in network entity is shut down, and if there is no VM running on a physical server, the 
physical server can be shut down. 

3) The resource management system detects that the traffic volume is reaching the upper threshold, 
it asks the virtualized network entity to boot two VMs. 

4) Two VMs in network entity boot, and if there is no available resource on running physical servers, a 
new physical server should be booted firstly. 

I.3 SAME network slice for MVNO scenario 

Descriptions 

An MVNO utilizes part of the operator's current network, such as RAN and IP network, but wants to deploy 
some other functions independently, such as the gateway (GW), user profile function, IP multimedia 
subsystem (IMS) and application servers. The MNO provides SAME network slices to the MVNO to deploy the 
specific function elements in virtual manner. 

Preconditions 

A MVNO wants to deploy some network functions by itself except the shared infrastructure with the 
operator. The operator provides a SAME network slice that contains SAME functions, and related resources 
like computing, storage, networking, to the MVNO. The MVNO deploys its network functions on the hardware 
resource pool of the operator. The MNO is responsible for the management of the MVNO's network. 

Operational flows 

1) The MVNO asks the operator to provide the network resource with required network performance, 
such as bandwidth, session number, quality of service (QoS) level. 

2) The operator allocates a SAME network slice to the MVNO that contains SAME functions and related 
resources. The MVNO can also install individual network functions in a virtualized manner. The 
MVNO sets up the network and launches the services. 

3) The operator adjusts the SAME network slice dynamically following the requirements and the load 
of the network functions of the MVNO. 

4) The operator maintains the MVNO's network built on the hardware resource pool. 
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Figure I.4 – SAME network slice for MVNO scenario 

I.4 Separation of control function and forwarding function 

In these scenarios, the control function and forwarding function of mobile packet core gateway are 
separated. The GW control function is mainly in charge of mobility management and session management. 
The GW forwarding function is responsible for packet encapsulation/decapsulation for tunnelling, packet 
forwarding rules, forwarding performance and QoS level. The tunnel/packet routing/switch information and 
tunnel parameters are transferred from control function to forwarding function. The charging function could 
be realized on control function, forwarding function or both, which depends on the implementations. The 
separation of the GW's control function and forwarding function could improve the deployment flexibility, 
such as centralized control function and distributed forwarding function deployment, without changing the 
interfaces to other legacy functions. 

Scenario 1: flexible deployment of separated control function and forwarding function 

Descriptions 

When the GW is separated into control function and forwarding function, the control function is centralized 
and deployed with other mobile packet core control function such as mobility management function, and 
policy function. 

The centralization of control functions makes the operation and management easier; in addition, NFV 
technology can be used for the centralized control functions to achieve benefits such as resource sharing, 
scheduling and faster deployment. 

The separation of control function and forwarding function in the same equipment enables the scaling 
independent of each other. 

By separation of control function and the forwarding function, the capacity of forwarding function data 
handling can naturally be enhanced by increasing the number the forwarding equipment. 

When the control function deployed in centralized manner and the forwarding function in distributed 
manner, the distributed forwarding functions could realize traffic localization, because voice or video service 
mostly happens between users in the same region. Distributed forwarding function localizes the traffic, which 
will reduce the transport cost dramatically. Further, when the distributed forwarding function resides closer 
to the subscriber, the latency could be reduced. 

Preconditions 

The GW is separated into control function and forwarding function, and the control function and forwarding 
function can be deployed in a flexible way. 
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Operational flows 

Case 1: centralized control function and forwarding function 

 

Figure I.5 – Centralized control function and forwarding function 

When the control function and the forwarding function are both deployed in a centralized manner, the 
control function and the forwarding functions are able to dimension and scale independently, and hence, to 
achieve more optimal processing and efficient resource utilization. 

Case 2: centralized control function and distributed forwarding functions: traffic localization and latency 
reduction 

 

Figure I.6 – Traffic localization and latency reduction 

When the forwarding function is deployed closer to the subscriber, the latency could be reduced and traffic 
is also localized. 

1) User equipment (UE) accesses the network and sets up a video conference. 

2) The GW control function selects the forwarding function closest to the UE instead of the forwarding 
function in the centre of the network, in order to localize the traffic and reduce the network latency. 

3) The video conference is set up. 
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Scenario 2: traffic scheduling optimization 

Descriptions 

The GW is separated into control function and forwarding function, the control function is centralized and 
the forwarding function is distributed. 

The control function can change the GW forwarding function (GW-U) in a flexible manner according to 
network policies for on-going traffic. This improves the bandwidth utilization and users' experience. 

Preconditions 

The GW is separated into control function and forwarding function, the control function is deployed in 
centralized manner and the forwarding function in distributed manner. 

Operational flows 

 

Figure I.7 – Traffic scheduling optimization 

1) UE accesses mobile access Area 1, and UE traffic goes through GW-U1 and GW-U2. 

2) UE moves from mobile access Area 1 to Area 2. 

3) GW control function can change GW-U for UE. As shown in Figure I.7, UE traffic will go through GW-
U3 and GW-U4 and the traffic is optimized. 
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Appendix II 
 

Problem statement of current mobile packet core network 

(This appendix does not form an integrated part of this Recommendation.) 

This clause focuses on the problem statement of the mobile packet core in the current network based on the 
analysis of scenarios in Appendix I. 

II.1 Problem in traffic steering 

Faced with rapid increases of data traffic, MNOs want to and/or have to deploy many service function entities 
such as URL filter, video optimization, content compression to improve the user's quality of experience (QoE), 
to reduce the bandwidth pressure and to provide valued added services. Two kinds of service function entity 
models, i.e., the static serial model and the hairpin model, are deployed [b-3GPP TR 22.808]. 

Static serial model is one where the service function entities are statically connected with one another, and 
traffic goes through all the service function entities deployed on the chain. The access point name (APN) is 
usually used to differentiate each service chain. However, this model has some drawbacks: 

– The flows go through the service function entities that are not necessarily needed. As a result, a 
transfer delay is added. 

– All the capabilities on the chain have to be designed to be capable of handling maximum traffic 
processing capacity, even though the capabilities may only be needed for part of the traffic. 

– It is difficult to adjust the service chain if a service function entity is reused in multiple service chains, 
e.g., a large number of configuration tasks becomes necessary when a shared service function entity 
is changed. 

Hairpin model is one where all service function entities are connected to a centralized traffic routing 
controller, and the traffic goes back to the controller to decide the next hop after the previous service 
function entity processing ends. However, this model has some drawbacks: 

– All traffic always goes through the centralized controller to determine the next hop, which 
significantly increases the load on the controller. 

– The centralized processing network element becomes a single point of failure. 

II.2 Problem caused by proprietary hardware 

Network functions usually run on proprietary hardware appliances which require vendor-specific 
configuration tools. Frequently, the deployment of a new service requires yet another hardware box to be 
installed and configured. These issues add complexity to the operator's network management and service 
deployment, and increase operating expenses (OPEX). 

In addition, because proprietary hardware usually cannot be shared by different network functions, these 
specialized hardware appliances suffer from short lifecycles due to the fast innovation in technology and 
unexpected changes in customers' demands. This worsens the efficiency of capital expenditure (CAPEX) such 
as hardware investment. 

II.3 Problem statement of the mobile packet core gateway 

The mobile packet core architecture has decoupled the control function and forwarding function partially by 
splitting the mobility management function from the hybrid control and forwarding function into mobility 
management function and gateway function. But the control function and forwarding function of the 
gateways are still tightly coupled, especially for the tunnel control and forwarding [b-IEEE-Kostas]. The 
current mobile gateways face some of the following issues: 
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– The tightly coupled control function and forwarding function of mobile packet core gateway leads 
to the extension of hardware device as a whole, even when the control function and forwarding 
function have different extension requirements and capability requirement. 

– Selection mechanism of gateway is mainly based on the load information of the GW control 
function, not the real-time load of the forwarding function. A gateway may be selected even if its 
forwarding function is experiencing busty traffic overload. 

– The gateway's control function and forwarding function are located in the same equipment. 
However, due to the proliferation of smart phones and tablets, and people's interest in multi-media 
services, the mobile traffic grows exponentially. Capacity increase of forwarding function is faster 
than control function. If we keep to couple control function and forwarding function, it becomes 
difficult for the gateway to improve the data-handling capacity in a flexible manner. 

– There is a strong expectation to reduce the network latency when users search the Internet, conduct 
real-time communication, or others. Simply distributing the gateway closer to the RAN may lead to 
an increased number of gateways, and also of interfaces to other network entities like mobility 
management, resulting in a negative impact on configuration and network management. 
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Appendix III 
 

Mapping between scenarios, problems, design principles and requirements 

(This appendix does not form an integral part of this Recommendation.) 

Figure III.1 provides the mapping between scenarios, problems, design principles and requirements. Four 
high-level requirements have one-to-one mapping to four scenarios. 

 

Figure III.1 – Mapping between scenarios, problems, design principles and requirements 
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Summary 

Recommendation ITU-T Y.2027 describes the functional architecture of multi-connection taking into 
account the requirements provided in Recommendation ITU-T Y.2251 and the next generation network 
(NGN) functional architecture as provided in Recommendation ITU-T Y.2012. 

Keywords 

Access control layer, access layer, application layer, coordination, functional architecture, heterogeneous 
access, multi-connection, multi-connection architecture, NGN heterogeneous access, NGN, session control 
layer. 
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1 Scope 

As defined in [ITU-T Y.2251], multi-connection functionality provides capabilities to the user equipment and 
network to support simultaneous attachment to multiple access technologies. Furthermore, it controls and 
coordinates media sessions and components through multiple access technologies. 

The user experience depends on the access technologies provided: high throughput, low delay, high security, 
etc. Multi-connection enables users to utilize either one of the available access technologies, or to utilize 
several at the same time. It is recognized that both operators and users will benefit from the harmonization 
of multiple connections, such as efficient utilization of network bandwidth, load balancing, high reliability of 
connection and continuity of services. 

This Recommendation describes the functional architecture of multi-connection in terms of the overall 
functional requirements and the high-level overview of the multi-connection framework itself. The objective 
of this Recommendation is to develop the functional architecture, definitions and capabilities of the relative 
functional entities, and to describe the relationship between the multi-connection functional architecture 
and the NGN functional architecture [ITU-T Y.2012]. 

2 References 

The following ITU-T Recommendations and other references contain provisions which, through reference in 
this text, constitute provisions of this Recommendation. At the time of publication, the editions indicated 
were valid. All Recommendations and other references are subject to revision; users of this Recommendation 
are therefore encouraged to investigate the possibility of applying the most recent edition of the 
Recommendations and other references listed below. A list of the currently valid ITU-T Recommendations is 
regularly published. The reference to a document within this Recommendation does not give it, as a stand-
alone document, the status of a Recommendation. 

[ITU-T Y.2012]  Recommendation ITU-T Y.2012 (2010), Functional requirements and architecture of 
next generation networks. 

[ITU-T Y.2251]  Recommendation ITU-T Y.2251 (2011), Multi-connection requirements. 

3 Definitions 

3.1 Terms defined elsewhere 

This Recommendation uses the following terms defined elsewhere: 

3.1.1 functional entity [ITU-T Y.2012]: An entity that comprises an indivisible set of specific functions. 
Functional entities are logical concepts, while groupings of functional entities are used to describe practical, 
physical implementations. 

3.1.2 mediated services [ITU-T Y.2012]: Services that are based on intermediate service stratum facilities 
provided by one or more service providers. 

3.1.3 multi-connection [ITU-T Y.2251]: The functionality which provides capability to the user equipment 
(UE) and network to maintain more than one access network connection simultaneously. 

NOTE 1 – All connections are coordinated to provide service to higher layer entities.  

NOTE 2 – In a multi-connection communications at least one UE is required to be a multi-connection UE. 

3.1.4 non-mediated services [ITU-T Y.2012]: Services that are not based on intermediate service stratum 
facilities provided by any service provider.  

3.2 Terms defined in this Recommendation 

This Recommendation defines the following term: 
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3.2.1 multi-connection user equipment (MUE): A user equipment which can support two or more 
network connections simultaneously under the control of a network enhanced for multi-connection 
capability. 

4 Abbreviations and acronyms 

This Recommendation uses the following abbreviations and acronyms: 

2G Second Generation 

3G Third Generation 

AAA Authentication Authorization Accounting 

AC-FE Access Control FE 

ADSL Asymmetrical Digital Subscriber Line 

AN Access Network 

AP Access Point 

API Application Program Interface 

BSS Base Station Subsystem 

CS  Circuit Switched 

EPC Evolved Packet Core 

FE  Functional Entity 

FTP File Transfer Protocol 

HO Handover 

IF Interface 

IMS IP Multimedia Subsystem 

IP  Internet Protocol 

ISP Internet Service Provider 

LTE Long Term Evolution 

MAS-F Multi-connection Application Support Function 

MC-ARCH Multi-connection Architecture 

MC-FE Multi-connection Coordination FE 

MMF Multi-connection Media Function 

MPC-FE Multi-connection Policy Control FE 

MR-FE  Multi-connection Registration FE 

MSISDN Mobile Subscriber International ISDN / PSTN Number 

MTC-FE Multi-connection Terminal Control FE 

MUE Multi-connection UE 

MUP-FE Multi-connection User Profile FE 

NGH Next Generation Hotspot 

NGN Next Generation Network 

OSI Open System Interconnect reference model 
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P2P Peer to Peer 

PC Personal Computer 

PS  Packet Switched 

QoE  Quality of Experience 

QoS Quality of Service 

SCF Service Control Functions 

SDP Session Description Protocol 

SIP Session Initial Protocol 

SUE Single connection UE 

UE User Equipment 

UMTS Universal Mobile Telecommunications System 

VoIP Voice over IP 

VPN Virtual Private Network 

WBA Wireless Broadband Alliance 

WFA Wi-Fi Alliance 

Wi-Fi Wireless Fidelity 

WiMAX Worldwide Interoperability for Microwave Access 

WLAN Wireless Local Area Network 

5 Conventions 

None. 

6 Overview of the multi-connection architecture 

6.1 General architecture 

The multi-connection architecture (MC-ARCH) enhances the NGN to support the ability of multiple 
concurrent sessions from a single UE in a coordinated manner. In order to achieve this, NGNs and UEs require 
the addition of new functions.  

The general architecture for multi-connection includes the following major functions, as shown in Figure 6-1: 

1) Deployment of the multi-connection access technology policy and maintain information (such as 
traffic, usage duration, bandwidth, connection status, etc.) of the available connections for MUEs; 

2) Manage connections to initiation, transfer, release and update; 

3) Provide mobility related services; 

4) Provide flow-based management related services; 

5) Provide session continuity for applications/services; 

6) Provide QoS and relevant policy control; 

7) Manage multi-connection applications with proper access information statically or dynamically; 

8) Support authentication, authorization and accounting (AAA) functions for multi-connection services 
and assist AAA related events in each access technology; 

9) Support mechanisms for service composition and decomposition which allow separation of one 
session of the relevant service (e.g., audio/video service) into several flows and vice versa; 
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10) Improve application performance by utilising available access technologies. 
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Figure 6-1 – Overview of multi-connection architecture 

Figure 6-2 shows how an MUE and MC-ARCH enhanced network can align with the OSI layering. It also 
highlights that MC-ARCH introduces new functions in user equipment and network nodes supporting multi-
connection. 

Y.2027(12)_F6-2

(1)

(1)

(1)

(1)

(n)
(n)

(n)

(n)

(n)

(n)

(n)

(n)

(1)

(1)

(1)

(1)

MUE MC-ARCH

OSI L5-7

e.g., multiple SIP
registrations using

IMPU/IMPI

Technology independent
identifiers:

OSI L4

e.g., multiple 
SCTP bindings

Technology independent

identifiers:

OSI L3

e.g., multiple HoA
using DSMIPv6,

PMIPv6, GTP
tunnel, NBIFOM etc.

Technology independent
identifiers:

OSI L1-2

e.g., GSM, UMTS,
LTE, Wi-Fi,
WiMAX etc.

e.g., multiple CoAs

Technology specific
identifiers:

M
C

-T
E

R
M

IN
A

L
 C

O
N

T
R

O
L

MC-application
support FE

Connection-less Connection-oriented

MC-application
support FE

Service control FE Service control FE

UDP SCTP TCP

Access control

IP(DSMIPv6)

Access control

IPSec

PDCP/RLC
/MAC/RF

LLC/MAC/RF

Peer protocol
entities

Peer protocol
entities

Peer protocol
entities

Peer protocol
entities MC-application

support FE

Access control

Service control
FE

Access network

M
C

-R
E

G
IS

T
R

A
T

IO
N

M
C

-C
O

O
R

D
IN

A
T

IO
N

 C
O

N
T

R
O

L

M
C

-U
S

E
R

 P
R

O
F

IL
E

M
C

-P
O

L
IC

Y
 C

O
N

T
R

O
L

RTP SIP FTP

MC - Media control

 

Figure 6-2 – Functional entities supporting multi-connection architecture 
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Figure 6-2 assumes, as an example, that the MUE has two concurrent ongoing sessions: 

– The first session is a SIP based communication. In this instance, the SIP based application is enhanced 
for multi-connection since the service flow is decomposed between UMTS and Wi-Fi. In particular, 
the flow related to SIP signalling is carried over UMTS while the user plane is transported over Wi-
Fi using UDP/RTP.  

– The second session is a FTP session over Wi-Fi. In this case, the FTP application is not enhanced for 
multi-connection.  

The functional entities shown in yellow, support multi-connection, both in the UE and network nodes.  

Clause 6.2 provides a description of the functional groups shown in Figure 6-1 while clause 6.3 describes the 
functional entities used of the multi-connection architecture. 

6.2 High level function descriptions 

6.2.1 Transport function (TF) 

The transport function provides the connectivity for all components and independent functions within NGN. 
The function provides support for unicast and/or multicast transfer of media, as well as the transfer of control 
and management signalling. 

6.2.2 Multi-connection media function (MMF) 

The multi-connection media function is responsible for enforcing multiple access policies including load 
assignment and/or QoS to meet the requirement of multi-connection service experience.  

The MMF performs the following functions: 

1) Identify flows and handle the mapping between a certain multi-connection service to one or more 
connections across heterogeneous access technologies; 

2) Enforce the specific policy in each access technology according to dynamic information in such as 
the handover activity, network utilization, and access aggregation for multi-connection service; 

3) Report dynamic traffic load information to MC-FE; 

4) Maintain the mapping of resource identifiers among flow ID, access network ID, interface ID. 

6.2.3 Service control function (SCF) 

The service control function includes the resource control, registration, and authentication and authorization 
functions at the service level for both mediated and non-mediated services. It supports service initiation, 
release, authentication, authorization, routing of service messages, etc.  

The functions of SCF are: 

1) Send service control messages to appropriate MAS-F to support services and third-party 
applications; 

2) Receive and process service control messages; 

3) Provide authentication and authorization to the requested service.  

6.2.4 Multi-connection application support function (MAS-F) 

The multi-connection application support function provides control capability for services accessed by 
interacting with MUP-FE. It includes functions at the application level such as the service gateway (including 
open API), registration and AAA for applications. 

MAS-F exists between applications and SCF. By using MAS-F, applications can utilize the capability of multi-
connection (e.g., bandwidth converge, low time delay, high security, efficient utilization of network 
resources, load balancing, reliability of connection and continuity of services, etc.). 
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The functions of MAS-F are as follows: 

1) Provide multi-connection application support functionalities, such as executing service procedures 
of service composition and service decomposition based on subscriber's profile and/or on available 
network capabilities, etc.; 

2) Support legacy application (i.e., single-connection application) by hiding the existence of multi-
connection to applications; 

3) Support the interaction between multi-connection applications and legacy applications; 

4) Provide open interfaces for applications to use the capabilities and resources of multi-connection. 

6.2.5 Multi-connection control function 

The multi-connection control function coordinates the control of multi-connection communication across 
heterogeneous access technologies such as UMTS, LTE and WiFi.  

As the key function in multi-connection architecture, it contains the following FEs, as shown in Figure 6-3: 

1) Multi-connection user profile functional entity (MUP-FE); 

2) Multi-connection policy control functional entity (MPC-FE); 

3) Multi-connection coordination functional entity (MC-FE); 

4) Multi-connection registration functional entity (MR-FE). 

Multi-connection

Control Function

Multi-connection 

User Profile FE

Multi-connection

Policy Control FE

Multi-connection

Registration FE

Multi-connection 

Coordination FE

Pa

Ps

Cm

Rt  

Figure 6-3 – Multi-connection control function 

6.2.6 Multi-connection UE characteristics 

Multi-connection requires new functions in both the UE and network. To clarify the definition of a multi-
connection UE, the distinction between single connection UE (SUE) and multi-connection UE (MUE) is shown 
in Figure 6-4. 
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Figure 6-4 – Distinction between SUE and MUE 

MUE is required to coordinate multiple interfaces supported by the UE, as shown in Figure 6-5. 
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Figure 6-5 – Characteristic of MUE 
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6.3 Functional entities 

Figure 6-6 shows the functional entities of the multi-connection architecture.  
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Figure 6-6 – Functional entities in multi-connection architecture 

6.3.1 Multi-connection terminal control functional entity (MTC-FE) 

The multi-connection terminal control functional entity is an enhanced function in MUE, which supports the 
MUE in exchanging multi-connection related information with the network by reference point Rt (see clause 
6.4). It interacts with MR-FE to support multi-connection, such as multiple interface registration and 
management, the discovery and selection of reachable access networks, etc. 

The functions of the MTC- FE are as follows: 

1) Identify and maintain available access information in MUE; 

2) Remove invalid access network information of MUE; 

3) Receive and enforce access network selection recommendation/policy in MUE by the reference 
point Rt. It is recommended to provide access reference information to the MUE such as supported 
authentication type, home/roaming operator lists, location and other access specific information 
before initiating the connection; 

4) Optionally, maintain authentication and authorization information in MUE. 

6.3.2 Access control functional entity (AC-FE) 

The access control functional entity is responsible for coordinating the control and user plane tunnels 
established by MUEs. The AC-FE interacts with the MC-FE, MR-FE and MPC-FE in the initiation, addition, 
removal, composition and decomposition of connections in each access network. 

The functions of the AC-FE are as follows: 

1) Interact with the MR-FE for authorization of connection establishment; 

2) Interact with the MC-FE to report the access network resource availability; 

3) Lawful interception; 

4) IP address allocation (v4 or v6); 

5) QoS enforcement (gating and bandwidth control in accordance with a QoS policy); 
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6) Charging rules enforcement (both online and offline); 

7) DHCPv4 or v6 services; 

8) Mobility anchoring within a single access; 

9) Optionally, support deep packet inspection function. 

6.3.3 Multi-connection registration functional entity (MR-FE) 

The multi-connection registration functional entity manages the status of the access technologies available 
to the MUE. It accepts the registration requests from every MUE for all of its valid access technologies. It is 
responsible for binding each MUE with its all available access IDs (such as IP address, MSISDN, etc.). It shares 
the latest access information to MUEs and is recommended to provide information which would optimize 
the multi-connection pre-configuration in MUEs. It also exchanges multi-connection signalling with MUEs by 
reference point Rt. 

The functions of the MR-FE are as follows: 

1) Identify and maintain the binding between different access technologies from each MUE; 

2) Remove invalid access network information of MUEs; 

3) Push access network policy information to MUEs; 

4) Update the available access network information to MUEs; 

5) Provide available multi-connection information of MUEs to the MC-FE for making multi-connection 
policy decisions; 

6) Provide multi-connection authentication and authorization; 

7) Allocate and maintain MUE identifiers. 

6.3.4 Multi-connection coordination functional entity (MC-FE) 

The multi-connection coordination functional entity supports IP-based mobility management depending on 
available access technologies The MC-FE is a component of the multi-connection control function.  

The functions of MC-FE are as follows: 

1) Monitor and update the specific load and/or QoS policy for each access network and assign to MMF; 

2) Dynamically collect and maintain traffic load information across the available access technologies; 

3) Report abnormal status of the access network; 

4) Get user preference about the network selection. 

6.3.5 Multi-connection policy control functional entity (MPC-FE) 

The multi-connection policy control functional entity assigns policies for each session and guarantees the 
QoS of the session by sending the policies to the MC-FE and/or AC-FE. The MC-FE and/or AC-FE would assign 
specific policies for each access based on the policies from MPC-FE, such as control routing paths or rate of 
IP flows.  

The functions of MPC-FE are as follows: 

1) Acquire service information from the SCF; 

2) Receive and authorize the QoS resource request from the SCF; 

3) Store and maintain the rules to make policies defined by the network operator; 

4) Obtain subscription profile from the MUP-FE; 

5) Make policy decisions based on the above information and provide the decisions to the MC-FE; 

6) Support and provide policy mapping between different networks for AC-FEs. 
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6.3.6 Multi-connection user profile functional entity (MUP-FE) 

The multi-connection user profile functional entity contains and maintains all subscription related 
information of MUEs and provides information for MPC-FE to make policy decisions and for MR-FE to make 
registration management decisions. MUP-FE responds to queries for user profiles which can be stored in one 
database or separated into several databases.  

The following is a list of the type of information contained in the MUP-FE: 

1) User information; 

2) Allowed services; 

3) Allowed QoS, such as bandwidth, priority, etc.; 

4) Subscription and charging information; 

5) Authentication and authorization information; 

6) Location information; 

7) Presence (e.g., online and/or offline status); 

8) IP address information. 

6.4 Reference points 

This clause describes the reference points shown in Figure 6-6. 

Reference point ANI  

It exists between Applications and MAS-F. Applications and MAS-F exchange signalling messages for 
application support, such as SIP messages, through this point.  

Reference point As 

It exists between MAS-F and SCF. SCF and MAS-F exchange signalling messages for service control, such as 
SIP messages, through this point.  

Reference point Pa  

It exists between MAS-F and MPC-FE. MPC-FE sends the policies to MAS-F through this point. The reference 
point is provided only to the trusted MAS-F. 

Reference point Ps  

It exists between SCF and MPC-FE. It allows QoS resource request information needed for QoS resource 
authorization and reservation to be exchanged between the SCF and MPC-FE.  

Reference point Ru  

It exists between MR-FE and MUP-FE. MR-FE and MUP-FE exchange registration messages, such as user 
profile, authentication and authorization information, presence (e.g., online and/or offline status) through 
this point. 

Reference point Pu  

It exists between MPC-FE and MUP-FE. It allows MPC-FE to interact with MUP-FE to obtain MUE subscription 
information. 

Reference point Pc  

It exists between MPC-FE and MC-FE. It allows MPC-FE to interact with the MC-FE to coordinate the traffic 
over multiple access technologies. MC-FE reports the status of access network resources to MPC-FE, and MC-
FE could obtain service information from MPC-FE through this point. 
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Reference point Cr  

It exists between MC-FE and MR-FE. It allows MC-FE to interact with the MR-FE for checking on MUE available 
connections information. MC-FE would report abnormal status of access network to MR-FE to update 
available access network information and MR-FE would updates connection information of MUE to MC-FE 
through this point. 

Reference point Cm  

It exists between MC-FE and MMF. It allows MC-FE to push the policy decisions to the MMF for enforcement. 
MC-FE sends specific load and/or QoS policy to MMF through this point, MMF is recommended to update 
real-time connection information to MC-FE to reauthorize multi-connection policy.  

Reference point Ma  

It exists between MMF and AC-FE. It allows MMF to assist AC-FE to enforce specific policy decisions and to 
assign traffic among access networks.  

Reference point Rt  

It exists between MR-FE and MUE. MUE would report MUE available access information or location 
information to MR-FE by Rt. MR-FE might also record user's preference or ISP's network selection 
recommendations and push them to MUEs through this point.  

7 Multi-connection architecture in relation to the NGN architecture 

The relation between multi-connection architecture and the NGN architecture is shown in Figure 7-1. 
Multi-connection FEs are added to NGN architecture.  
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Figure 7-1 – Relationship between multi-connection architecture and NGN architecture 
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The dotted black arrows show peer-to-peer relationship between NGN and multi-connection architecture. 

The various access points in multi-connection architecture correspond to components of the transport 
functions in NGN.  

The access control functional entity and access network correspond to components of transport functions in 
NGN.  

Multi-connection media function corresponds to components of transport control functions in NGN. 

The multi-connection service function corresponds to components of service stratum in NGN. 

The multi-connection control function coordinates all of multi-connection related functions to cater for all 
the active access networks. 

8 Security considerations 

Different access networks, such as trusted access and untrusted access, impose different security policies 
controlled by different access network operators. For example, the airports tend to prepare a free Wi-Fi 
which is open to the public, while the operators provide chargeable GSM and/or UMTS and/or LTE for their 
service subscribers. Based on various security requirements for the distinct networks, there are two main 
aspects for multi-connection architecture security consideration: 

The multi-connection architecture will bring new security requirements across the functional entities 
supporting multi-connection. For example, when data is transferred across multiple access technologies in a 
coordinated manner, and these access technologies have different authentication schemes, the MC-control 
function will need to ensure that the overall security requirements for the service is supported. 
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Appendix I 
 

The evolvement of multi-connection architecture 

(This appendix does not form an integral part of this Recommendation.) 

The multi-connection architecture facilitates advanced networking with pervasive accessibility and high 
reliability, accumulative access bandwidth and economical operating expenditure (OPEX) and capital 
expenditure (CAPEX). It is assumed that there are four stages for introducing multi-connection architecture 
into current networks: 

Stage 1: UE enhanced for multi-connection 

Current multi-mode terminals support employing more than one access technology simultaneously 
(e.g., smartphones). Actually, it is common all over the world that an ordinary smartphone can support 
multiple access modes such as GPRS and Wi-Fi at the same time. Apparently, the key problem for UEs in this 
period is not to find and attach to an available access any longer, but to avoid two events: The first is that 
users have to manually choose expected networks in complicated, even unpredicted, access environments; 
the second is that services would be frequently interrupted by accidental changes of access. For these 
reasons, it is required to improve QoE in access selection and service continuity, such as keeping online 
gaming alive while answering a call, shifting traffic among GPRS/UMTS/WLAN, etc. It is possible to solve those 
problems simply by an enhanced device such as an MUE.  

In this stage, a certain function, such as a connection manager (as an implementation of MTC-FE), is 
recommended to be supported in various terminals. The improvement is that users' preference for network 
accessing methods can be recorded and automatically enforced in MUEs. The MUE is recommended to 
support the transfer multi-connection messages with any other devices.  

Stage 2: Multi-connection signalling introduced between terminals and networks  

The introduction of multi-connection signalling allows MUEs to exchange access policies and status with 
heterogeneous networks. The distinguished networks are recommended to do AAA independently, traffic 
control, QoS, charging, etc. It is too complicated to enhance MUE to support both gathering all the possible 
connection information and making the perfect decision with little knowledge of the status of each access. It 
is reasonable for the network to provide a common access policy to guide MUEs to multi-connection service. 

In this stage, functions similar to MR-FE and/or MPC-FE would be set into the network to assign pre-
configured multi-connection policy to MUEs. Users would mainly benefit from statistical optimization by the 
network without detecting access statuses. 

Stage 3: Various multi-connection solutions accepted by the public 

In stage 3, some enterprises/operators/ISPs would tend to introduce required functions for their own 
purpose to profit from load-balancing, high reliability, accumulative bandwidth, etc. For example, MC-FE and 
MMF are recommended to be deposed to offload traffic in some specific networks to encourage operators 
to fulfil individual preferences as well as to limit the investment in legacy network elements. Or it is 
recommended to use MAS-F and SCF functions to provide multi-connection based services to users. 

Stage 4: Multi-connection architecture evolvement implemented 

In the final stage, the whole multi-connection architecture would be implemented across heterogeneous 
networks. The existing networks can be reused without further modification. Users and network operators 
would gain a win-win relationship by enjoying the harmony of ambulant network resources. 

The evolvement of multi-connection architecture would achieve two targets: The first is that the services 
would intelligently select and utilize heterogeneous network resources without user intervention; the second 
is the flexibility obtained by having multiple networks exchange either a single flow or a group of traffic flows. 
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Appendix II 
 

Mapping of baseline to 3GPP EPC/IMS 

(This appendix does not form an integral part of this Recommendation.) 

Figure II.1 provides a reference architecture based on 3GPP EPC and IMS and shows how some of the MC-
ARCH FEs would map to potential technical solutions. 
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Figure II.1 – Mapping of baseline to 3GPP EPC/IMS 

The figure on the left is the multi-connection general architecture and the other one is evolved 3GPP EPC and 
IMS architecture. The functions marked with a star "*" refer to enhancement requirements in specific 
network elements, for instance, UE* would be upgraded into MUE. 
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Appendix III 
 

Mapping of baseline to next generation hotspot (NGH)/IMS 

(This appendix does not form an integral part of this Recommendation.) 

Figure III.1 provides reference architecture based on WFA/WBA Hotspot2.0 and IMS and shows how some of 
the MC-ARCH FEs would map to potential technical solutions. 
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Figure III.1 – Mapping of baseline to NGH/IMS 

The functions marked with a star "*" refer to enhancement requirements in specific network elements, for 
instance, UE* would be upgraded into MUE. 
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Appendix IV 
 

Information procedures of multi-connection 

(This appendix does not form an integral part of this Recommendation.) 

This appendix provides information procedures related to multi-connection. 

IV.1 Initiating/adding a new connection 

If an MUE is using multiple connections to receive and send flows, it is recommended that changes of the 
connections, such as adding a new connection, change the IP flow routing path. This appendix describes the 
high-level information flows triggered by the changes of multiple available connections in the MUE.  

When an MUE moves into the coverage of a new access network and successfully completes authentication, 
the MUE can use the access network to send and receive packets. Before the MUE uses the new connection, 
it is required to register the new connection to MR-FE. Figure IV.1 shows an abstract flow when a new 
connection is added. 
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Figure IV.1 – Adding a new connection 

0) An MUE accesses an access network via AC-FE (1) through the access authentication process. After 
the successful access authentication, the MUE will get an IP address for the interface connecting the 
access network; 

1) After detecting a new available access network, the MUE starts the authentication process via AC-FE 
(2) and get a new IP for it; 

2) The MUE sends a Connection Update Request message with the new IP address to MR-FE to register 
a new connection; 

3) MR-FE updates the available connections of the MUE and sends a New Connection Information 
message which contains the available connections of the MUE to MC-FE; 

4) MC-FE sends a Transport Resource Modification Request message to MPC-FE; 
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5) MPC-FE selects a set of QoS rules for the new connection based on the operator policy and the 
information of the new connection. And then MPC-FE makes out the policy for the MUE ongoing IP 
flows based on the policies and sends to MC-FE; 

6) MC-FE sends an ACK message to MPC-FE after receiving the policy rules; 

7) MC-FE sends a Response message to MR-FE; 

8) MR-FE binds between the MUE and new connections and sends a Connection Update 
Acknowledgement message to the MUE.  

IV.2 Removing a connection 

When an MUE moves out of the coverage of an access network, it is required to remove all IP flows associated 
with that access network and detaches from that access network. Figure IV.2 shows an abstract flow for 
deleting or updating a connection. 
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Figure IV.2 – Deleting or updating a connection 

1) The MUE sends a Connection Update Request message to MR-FE. The message contains the 
identifier of the connection to be deleted; 

2) MR-FE deletes the associated connection information based on the Connection Update Request 
message. And then MR-FE sends a New Connection Information message which contains the 
available connections of the MUE to MC-FE; 

3) MC-FE sends a Transport Resource Modification Request message to MPC-FE; 

4) MPC-FE controls transport resource based on the Transport Resource Modification Request, and 
then sends a QoS Policy Rules Delete/Update message to MC-FE; 

5) MC-FE receives the QoS Policy Rules Delete/Update message and then returns an ACK message to 
MPC-FE; 

6) MC-FE returns an ACK message to MR-FE; 

7) MR-FE binds between the MUE and new connections and returns a Connection Update 
Acknowledgement message to the MUE. 
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IV.3 IP flow mobility 

a) MUE initiated IP flow mobility 

When an MUE is connected simultaneously to multiple access networks, the MUE can use multiple 
connections to send and receive IP flows. Because of the changes in the access network, sometimes MUE 
needs to transfer one IP flow from one access network to another. In that case, MUE is required to modify 
the parameters of the available connections, shown as Figure IV.3. 
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Figure IV.3 – MUE initialled IP flow mobility 

0) The MUE has been connected simultaneously to multiple access networks and the MUE is using 
multiple connections to send and receive IP flows; 

1) MUE sends a Connection Update Request message to MR-FE. The message contains the identifier 
and new information of the connection that the network wants to modify; 

2) MR-FE updates the information of the connection based on the Connection Update Request 
message. Then MR-FE sends a Connection Information message to MC-FE; 

3) MC-FE sends a Transport Resource Modification Request message which contains the updated 
information of the connections to MPC-FE; 

4) MPC-FE selects new QoS policy rules for the connection based on the operator policy and the 
updated connection information. Then it returns a Transport Resource Modification Response 
message to MC-FE. 

5) MC-FE makes and assigns related rules for access network to MMF, MMF installs the rules. 

6) MMF sends the new QoS rules to AC-FE (2); 

7) AC-FE (2) updates the QoS policy rules of the connection. Then it returns an ACK message to MMF. 

b) Network initiated IP flow mobility 

Based on current status of an access network, one of the existing IP flows is moved from one access network 
to another automatically. In this case, the network is required to initiate the IP flow mobility and interact 
with related functional entities directly. Figure IV.4 shows an abstract flow of network initiated IP flow 
mobility. 
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Figure IV.4 – Network initialled IP flow mobility 

0) The MUE is connected to multiple access networks simultaneously and uses multiple connections 
to send and receive IP flows; 

1) AC-FE (1) sends a Connection Update Request message to MR-FE. The message contains the 
identifier and new information of the connection that the network wants to modify; 

2) MR-FE updates the information of the connection based on the Connection Update Request 
message. Then MR-FE sends a Connection Information message to MC-FE; 

3) MC-FE sends a Transport Resource Modification Request message which contains the updated 
information of the connections to MPC-FE; 

4) MPC-FE selects new QoS policy rules for the connection based on the operator policy and the 
updated connection information. Then it returns a Transport Resource Modification Response 
message to MC-FE. 

5) MC-FE makes and assigns related rules for access network to MMF, MMF installs the rules. 

6) MMF sends the new QoS rules to AC-FE (2); 

7) AC-FE (2) updates the QoS policy rules of the connection. Then it returns an ACK message to MMF. 
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IV.4 Service composition during call establishment 

When an MUE creates several service components through multiple network interfaces, the service 
components can be composed into one to serve application and the remote UE. The procedure in the figure 
below takes place during call establishment. This procedure supports several of the use cases described in 
[b-ITU-T Y-Sup.9]. 
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Figure IV.5 – Service composition during call establishment 

1)-4) MUE_A initiates two service components (SC-1 and SC-2) from two interfaces, i.e., MUE_A IF(1) and 
MUE_A IF(2). The initial requests are sent to the corresponding SCEs through different networks, 
and are forwarded to MAS-F respectively. 

5) MAS-F identifies that the requests belong to a same call and can be composed. Hence, it composes 
the information of SC-1 and SC-2, and initiates a new service component (SC-3) to UE_B, which can 
be a multi-connection UE or even an ordinary UE. 

6)-7) The initial request of SC-3 is routed to a SCF, which is SCF (2) in the figure but could be any 
appropriate one, and is forwarded to UE_B. UE_B can be a multi-connection UE or an ordinary UE. 

8)-9) UE_B negotiates media parameters to establish SC-3. Then, UE_B constructs a response for SC-3, 
and returns it along the transmission path. The response is then forwarded to MAS-F. 

10) MAS-F decomposes service components related information from the response, and constructs two 
responses for SC-1 and SC-2. 

11)-14) MAS-F constructs two responses for SC-1 and SC-2. The responses are routed to MUE_A along the 
original paths. 
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After the steps above, MUE_A and UE_B have established a call. It contains two service components for 
MUE_A, which are through different interfaces and different networks, and only one service component for 
UE_B. 

IV.5  Service decomposition during call establishment 

A service that supports multi-connection capability can be decomposed into several service components. The 
procedure in the figure below takes place during call establishment. This procedure supports several of the 
use cases described in [b-ITU-T Y-Sup.9]. 
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Figure IV.6 – Service decomposition during call establishment 

1)-2) UE_A, which can be an MUE or even an ordinary UE, initiates a service (SC-1) to MUE_B, which is an 
MUE. The initial request is routed to SCF(A), and SCF(A) forwards it to MAS-F. 

3) MAS-F identifies that SC-1 can be decomposed for MUE_B, since MUE_B is an MUE. So MAS-F splits 
the SDP descriptions extracted from the initial request of SC-1, and initiates two new service 
components (SC-2 and SC-3) to two interfaces of MUE_B, i.e., MUE_B IF(1) and MUE_B IF(2). 

4)-7) MAS-F sends the new initial requests the MUE_B. The requests are routed through SCF(B1) and 
SCF(B2) which correspond to the different interfaces of MUE_B. 

8)-11) The responses are routed to MAS-F via the SCFs. 

12) MAS-F composes service component related information from the two responses, and constructs a 
new response. 

13)-14) The responses are routed to UE_A through SCF(A). 

After the steps above, UE_A and MUE_B have established a call. Within it, there are two service components 
for MUE_B, which are through different interfaces and different networks, and only one service component 
for UE_A. 
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IV.6 Service decomposition with QoS policy control 

This procedure shows the service decomposition with QoS policy control when a call is established.  
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Figure IV.7 – Service decomposition 

1) SCF receives a service request from remote MUE, which triggers SCF to initiate a service request.  

2) SCF further sends a service decomposition request to MAS-F, to request MAS-F to decide if the MUE 
is under multi-connections, and if the MUE needs service decomposition.  

3) MAS-F sends connection check request to MUP-FE to obtain the available connections of the MUE. 

4) MAS-F makes decomposition decision based on the service decomposition request and the available 
connections of the MUE. 

5) MAS-F sends sub-service resource request to SCF with service resource requirements which would 
be divided to the connection one. 

6) SCF further sends the sub-service resource request to MPC-FE. 

7) MPC-FE makes policy rules based on QoS resource requirements, etc., and then sends a request to 
install the rules in MMF under connection one. 

8) MPC-FE sends sub-service resource response to SCF. 

9) SCF sends sub-service resource response to MAS-F. 

10) MAS-F sends sub-service resource request to SCF with service resource requirements which would 
be divided to the connection two. 

11) SCF further sends the sub-service resource request to MPC-FE. 

12) MPC-FE makes policy rules based on QoS resource requirements, etc., and then sends a request to 
install the rules in MMF. 
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13) MPC-FE sends sub-service resource response to SCF. 

14) SCF sends sub-service resource response to MAS-F. 

15) MAS-F sends sub-service resource response to SCF. 

IV.7 Subscriber attaches to the access network 

This clause provides high level information flow that defines the network attachment and connection 
registration process. 
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Figure IV.8 – Subscriber attaches to the access network 

1) The MUE attaches to an access network through the access authentication process. 

2) After successful access authentication, the MUE will get an IP address for the new interface. 

3) The MUE sends a Connection Update Request message with the new IP address to the MR-FE to 
register a new connection. 

4) The MR-FE updates the available connections of the MUE. If needed, the MR-FE further sends a 
Connection Update message which contains the available connections of the MUE to the MUP-FE. 

IV.8 Policy control procedure 

The multi-connection policy control procedure is illustrated in Figure IV.9. When the MUE initiates a multi-
connection service, a multi-connection control request is triggered in the SCF. 
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Figure IV.9 – Policy control procedure 
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1) The MUE requests a multi-connection service by sending a service request to the SCF. 

2) The SCF extracts or derives the resource requirements for the requested service, and sends a 
resource request to the MPC-FE for resource authorization and reservation. 

3) The MPC-FE sends a subscriber information check to the MUP-FE to check the subscription related 
information of the MUE. 

4) The MPC-FE makes the policy decisions based on the above information. 

5) The MPC-FE sends a resource request to the MC-FE to support the traffic over multiple accesses. 

6) The MC-FE sends a connection check to the MR-FE to check the current available connections of the 
MUE. 

7) The MC-FE makes the policy decisions based on the above information. 

8) The MC-FE sends the policies to MMF for installation. 

9) The MC-FE sends a resource response to the MPC-FE. 

10) The MPC-FE sends a resource response to the SCF. 

11) The SCF sends a service response to the MUE. 
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Summary 

The objective of Recommendation ITU-T Y.2028 is to describe intelligent access selection mechanisms in 
multi-connection. Scenarios, requirements, considerations and solutions on security, as well as pricing 
aspects are also covered. 

In a multi-connection environment, intelligent access selection is a mechanism for the network and/or 
mobile device to select the preferred network access based on a set of selection criteria (e.g., service type, 
bandwidth). 

Keywords 

Access selection, multi-connection, network discovery.  
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1 Scope 

As smartphone devices have proliferated, the capability of these terminals has also improved far more than 
before. Moreover, big data may improve the performance of huge-volume data collection and analysis on 
access/network profiles. Since access discovery and selection require both terminal and network parts to be 
involved, there are two distinct methods to exchange the details of access and user preferences. 

The principle to estimate a solution has two aspects: 

1) cost: Is it less expensive? 

2) experience: Is it better? 

As cost is a key attribute for users to choose access, network selection depends on information such as 
location and subscriber policy, as well as price policy of the access. For example, when a person enters a 
coffee shop, they may prefer free access. However, this kind of selection refers to user location where the 
access is deployed separately; only users can acquire the complete access list dynamically. On the other hand, 
access providers can set the price policy and confirm the authorization status of a subscribers' access to the 
service. 

The experience issue also needs to consider two parts: 

1) personal requirements, such as high speeds for gaming or high bandwidth for video;  

2) network status, such as whether there is congestion, or whether it requires complex authentication 
methods like extensible authentication protocol – subscriber identity module (EAP-SIM).  

Before starting the access selection process, there are some information asymmetries between a user and 
an unknown network. Multiple accesses provide various choices for access selection. The intelligent solution 
would meet several requirements, such as: less user intervention, less user training, less service interruption, 
less access congestion and lower cost. 

This Recommendation describes scenarios, requirements, unified registration solutions, and other aspects 
such as security and pricing for intelligent access selection in multi-connection. See also [ITU- T.Y.2251]. 

2 References 

The following ITU-T Recommendations and other references contain provisions which, through reference in 
this text, constitute provisions of this Recommendation. At the time of publication, the editions indicated 
were valid. All Recommendations and other references are subject to revision; users of this Recommendation 
are therefore encouraged to investigate the possibility of applying the most recent edition of the 
Recommendations and other references listed below. A list of the currently valid ITU-T Recommendations is 
regularly published. The reference to a document within this Recommendation does not give it, as a stand-
alone document, the status of a Recommendation. 

[ITU-T Y.2027] Recommendation ITU-T Y.2027 (2012), Functional architecture of multi-connection. 

[ITU-T Y.2251] Recommendation ITU-T Y.2251 (2011), Multi-connection requirements. 

3 Definitions 

3.1 Terms defined elsewhere 

This Recommendation uses the following terms defined elsewhere: 

3.1.1 connection [b-ITU-T X.200]: A connection is an association established for the transfer of data 
between two or more peer-(N)-entities. This association binds the peer-(N)-entities together with the (N-1)-
entities in the next lower layer. 

3.1.2 mobility [b-ITU-T Q.1706]: The ability for the user or other mobile entities to communicate and 
access services irrespective of changes of the location or technical environment. 
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3.1.3 multi-connection [ITU-T Y.2251]: The functionality which provides capability to the user equipment 
(UE) and network to maintain more than one access network connection simultaneously. 

3.2 Terms defined in this Recommendation 

This Recommendation defines the following terms: 

3.2.1 mobile device: A device capable of connecting to a mobile access network (e.g., 2G, 3G, 4G, Wi-Fi) 
including the feature phone, smart phone, tablet, laptop, camera, vehicle, etc. 

3.2.2 network discovery: In a multi-connection environment, network discovery is a mechanism for 
mobile devices to discover all available network accesses and optionally display their names on the mobile 
devices. 

3.2.3 network selection: In a multi-connection environment, network selection is a mechanism for the 
network and/or mobile device to select the preferred network access based on a set of selection criteria (e.g., 
service type, bandwidth). 

4 Abbreviations and acronyms 

This Recommendation uses the following abbreviations and acronyms: 

AAA  Authentication, Authorization, Accounting 

AN Access Network 

ANR Automatic Neighbour Relations 

AP Access Point 

EAP-SIM Extensible Authentication Protocol – Subscriber Identity Module 

LTE Long Term Evolution 

MCF Multi-Connection Functional entity 

MUE Multi-connection User Equipment 

QoE Quality of Experience 

QoS Quality of Service 

SSID Service Set Identifier 

UE User Equipment 

W-CDMA Wideband Code Division Multiple Access 

WiMAX Worldwide Interoperability for Microwave Access 

Wi-Fi Wireless Fidelity 

WLAN Wireless Local Area Network 

5 Conventions 

In this Recommendation: 

The keywords "is required to" indicate a requirement which must be strictly followed and from which no 
deviation is permitted if conformance to this document is to be claimed. 

The keywords "is prohibited from" indicate a requirement which must be strictly followed and from which 
no deviation is permitted if conformance to this document is to be claimed. 

The keywords "is recommended" indicate a requirement which is recommended but which is not absolutely 
required. Thus this requirement need not be present to claim conformance. 
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The keywords "is not recommended" indicate a requirement which is not recommended but which is not 
specifically prohibited. Thus, conformance with this specification can still be claimed even if this requirement 
is present. 

The keywords "can optionally" indicate an optional requirement which is permissible, without implying any 
sense of being recommended. This term is not intended to imply that the vendor's implementation must 
provide the option and the feature can be optionally enabled by the network operator/service provider. 
Rather, it means the vendor may optionally provide the feature and still claim conformance with the 
specification. 

6 Scenarios and requirements 

6.1 Scenarios 

6.1.1 Access discovery scenario 

When coverage of multiple access technologies is available, it is important for terminals to have the capability 
to discover and select the available and/or desired network(s). 

Use case 1: heterogeneous access discovery 

Alice arrived at a foreign airport that has ubiquitous wideband code division multiple access (W-CDMA) 
network coverage everywhere and Wi-Fi only at certain places. Whether she was using the W-CDMA service 
or not, Alice is able to discover the Wi-Fi network when she moves into the range covered by an access point 
(AP). The W-CDMA Node B to which Alice has attached might also discover the presence of the Wi-Fi AP. 

Use case 2: independent owner discovery 

Alice leaves the airport and arrives at her hotel. When she checks in, she finds there are three different 
service set identifiers (SSIDs) (i.e., names of the Wi-Fi networks): the first is provided by a local operator, the 
second is owned by the hotel and the third comes from a personal device (such as an Android AP). Alice's 
mobile device would identify the owners for each access by private/enterprise/home operator/visit operator, 
etc. The network might also recognize Alice's role, e.g., whether she is a roaming subscriber, a customer of 
the hotel or only a guest. 

Use case 3: different access status discovery 

Alice purchases a rate card and accesses Wi-Fi provided by a visited operator. She then enters a café. The 
café allows its customers to enjoy free Wi-Fi from the same operator but using a different SSID. Therefore, 
Alice's terminal is informed that there is an additional Wi-Fi access that is different from hers in price or 
current traffic load, quality of service (QoS), security, available internet/IPv4/IPv6, etc. The network is also 
able to assess whether she needs to reselect her current access. 

6.1.2 Access selection scenario 

Since multi-connection may benefit users to obtain better quality of experience (QoE) and benefit operators 
to balance traffic loads and increase network performance and reliability, mobile devices or the network may 
initiate access selection to cover certain requirements. The access selection scenario is detailed below: 

Use Case 1: Valid access selection 

Alice's handset discovered an SSID launched by a high-power AP. However, Alice was too far from the AP to 
allow her handset's reply to return to the AP. Thus, the AP was unavailable to Alice. Subsequently, her 
handset deleted the SSID of the AP from her handset's SSID list. 

Use Case 2: Dynamic access reselection 

Alice is on a moving bus. She is listening to music online via Wi-Fi. Her device is using SSID1 to access AP1. 
After a while, the bus, travelling to another place, forces Alice's device to disconnect from AP1. Two minutes 
later, the bus enters the coverage area of the same SSID1, but under AP2. Her device accesses AP2 
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automatically, without any intervention. Her music service might not maintain the session during the two-
minute break. 

Use Case 3: Traffic load dispersion access selection 

Alice is at the airport and there are two APs serving the same SSID. At this time, AP1 was carrying 80 per cent 
of the Wi-Fi traffic load, while AP2 was carrying only 20 per cent of the Wi-Fi traffic load. When Alice wants 
to access the network, she is directed to AP2 through the network traffic load balancing capability. 

Use Case 4: Battery-saving access selection 

Alice is downloading an e-mail via Wi-Fi access. Suddenly, she receives a voice call from her boss via 3G 
access. During her call, the e-mail download finishes. In order to save battery power, the Wi-Fi access is 
automatically turned off. 

6.2 Requirements 

6.2.1 Access discovery requirement 

As the mobile Internet increases in popularity, it is common to discover many different types of access 
networks available at the same place, and it is important to solve the question of how to select the most 
appropriate access for users. The following information types are required for access discovery: 

1) connection capability of user equipment (UE) (multi-connection or single); 

2) location of the UE; 

3) current active access connections and services of the UE; 

4) access network type (2G, 3G, long term evolution (LTE), Wi-Fi, worldwide interoperability for 
microwave access (WiMAX)); 

5) traffic load and active connection state of the access network; 

6) IP address type (IPv4, IPv6, dual-stack, private, public) the access network can provide; 

7) charging (pricing) type of the access network; 

8) signal strength of the access network; 

9) authentication type of the access network; 

10) QoS capability of the access network; 

11) friendly partner list (for roaming); 

12) Internet capability (personal, local, public). 

6.2.2 Intelligent access selection requirement 

Intelligent access selection is the ability to determine which access technologies, among multiple options, to 
use based on the following considerations: 

1) identify and/or update unavailable access connections and filter them out before displaying the 
access list; 

2) minimize user intervention when selecting accesses; 

3) optimize network load and bandwidth efficiency; 

4) encourage energy efficiency through power management; 

5) satisfy certain policies after comparing parameters mentioned in access discovery requirement. 



1 Core network aspects   
 

276 

7 Solutions 

7.1 Overview 

According to the requirements in clause 6.2, there are several solutions. Some solutions would help the 
network to discover its neighbours, while others would enhance the terminal's capability to do so. The access-
select policy can also be made by either the network or the terminal. 

7.2 Access discovery solution 

7.2.1 Network-based access discovery solution 

 

Figure 7-1 – Homogeneous accesses discovery 

In a homogeneous network, as shown in Figure 7-1, the UE would continually refresh its channel list, waiting 
for beacon frames from different APs. All of the frames received would be temporarily saved in order to 
extract related information or parameters about different access networks. 

 

Figure 7-2 – Heterogeneous accesses discovery 

In a heterogeneous network as shown in Figure 7-2, once the UE connects to a particular network (e.g., 3GPP) 
over its access connection, it is required to build a data link to a kind of multi-connection control functional 
entity (MCF). There are two main modes of communications between the UE and the MCF: 

– push mode: the UE shall establish a secure data connection using the information received in a 
notification short message service (SMS), which is sent from MCF; 

– pull mode: the UE sends a query to the MCF, to retrieve or update inter-system mobility policy or 
information about available access networks in its vicinity. 

As the data link is established, the UE may be required to provide related information to the MCF for policy 
retrieval, such as: 

– location information (e.g., GPS info.) 

– discovered radio access network information (e.g., cell ID). 



Core network aspects  1 
 

   277 

Based on the operator's strategy, the MCF assists the UE in discovering available access networks by providing 
the following information to the requesting UE. 

Inter-system mobility policies (ISMP): 

1) access priority: e.g., if a specific radio access technology (RAT) and/or access network identifier is 
preferable; 

2) restriction: e.g., if the inter-system mobility is restricted; 

3) validity conditions: e.g., conditions indicating when the provided access network discovery 
information is valid. 

7.2.2 Terminal-based access discovery solution 

 

Figure 7-3 – Terminal-based access discovery 

In the scenario of terminal-based access discovery, as shown in Figure 7-3, when selecting an AP, a terminal 
is required to perform an access network request, which includes supported providers, capabilities of the AP, 
etc. The AP would respond to the terminal with a list of items that specifically describe the available services, 
which include the capabilities of the networks being accessed, authentication types required by or available 
with the AP, etc. 

After receiving the related information, the terminal would compare provisioned profile information against 
the data from the AP, confirm the accessible list of roaming providers, and finally associate itself with the 
best SSID to authenticate identity. All processes are completed in an automatic way. 

7.3 Access selection solution 

7.3.1 Network-based access selection solution 

Many operators deploy Wi-Fi to offload cellular network traffic. Hence, access discovery selection is a crucial 
function to be supported. The policy for selection should make optimal use of the available access 
technologies. The solution should consider how terminals discover and select access technologies using 
policies from their home operator. As to the network aspect, it is easier to acknowledge the coverage of each 
access, to collect access status dynamically and to schedule the radio resources by time and user class. 

1) provisioning: Once the UE is connected to the network by any access, the network policy would be 
pushed to the UE by the MCF as the reply to the UE’s registration request. See Figure 7-4 below. 
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NOTE – Multi-connection user equipment (MUE) 

Figure 7-4 – Network policy provision flow 

The policy would refer to the following information: 

• access type; 

• access name preference; 

• authentication type; 

• access status; 

• relative access; 

• friendly roaming list; 

• price (optional). 

7.3.2 Terminal-based access selection solution 

Smartphones supporting multiple access methods soared in 2012, and the capability of these terminals has 
also improved far more than before. Due to different access authentication requirements, users’ calls or 
sessions may be sporadically interrupted. In practice, some access networks are provided by operators while 
others may be built by individuals or enterprises; therefore, the handover and roaming issues have gradually 
become important because the profile for each access network is set separately by its owner. Providing 
access profiles may help users’ preferences in the selection of adequate accesses to properly support their 
UEs, APPs, specific Operating System functionality and chipset performance. 

Before a terminal selects an available connection, each network would provide a necessary access profile 
with the following information: 

• operator ID; 

• access type; 

• authentication type; 

• Internet connectivity; 

• pricing 

• friendly operator list; 

• network status. 

The terminal would collect each access profile for users and then make a decision by user/terminal policy. 
The terminal policy would include the extra information below: 

• preferred access type; 

• preferred operator type; 

• preferred service type; 

• preferred network access. 
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Summary 

The objective of Recommendation ITU-T Y.2029 is to describe the multi-path transmission control in multi-
connection. This Recommendation also covers scenarios, requirements, mechanisms, information flows, 
and provides consideration to topics on security. 

Multi-path transmission control is a mechanism in the multi-connection network, which is provided based 
on requirements, such as congestion control and traffic transmission adjustment, retransmission scheme, 
service flow separation, energy efficiency and management. 

Keywords 

Multi-connection, multi-path, transmission control. 
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1 Scope 

This Recommendation describes the scenarios and requirements of multi-path transmission control in multi-
connection and provides the mechanisms of multi-path transmission control. The descriptions cover aspects 
related to capability requirements, information flows and security. 

2 References 

The following ITU-T Recommendations and other references contain provisions which, through reference in 
this text, constitute provisions of this Recommendation. At the time of publication, the editions indicated 
were valid. All Recommendations and other references are subject to revision; users of this Recommendation 
are therefore encouraged to investigate the possibility of applying the most recent edition of the 
Recommendations and other references listed below. A list of the currently valid ITU-T Recommendations is 
regularly published. The reference to a document within this Recommendation does not give it, as a stand-
alone document, the status of a Recommendation. 

[ITU-T Q.1706] Recommendation ITU-T Q.1706/Y.2801 (2006), Mobility management requirements 
for NGN. 

[ITU-T X.200]  Recommendation ITU-T X.200 (1994) | ISO/IEC 7498-1:1994, Information technology 
– Open Systems Interconnection. 

[ITU-T X.800]  Recommendation ITU-T X.800 (1991), Security architecture for Open Systems 
Interconnection for CCITT applications. 

[ITU-T Y.2001] Recommendation ITU-T Y.2001 (2004), General overview of NGN. 

[ITU-T Y.2027] Recommendation ITU-T Y.2027 (2012), Functional architecture of Multi-connection 
Requirements. 

[ITU-T Y.2091] Recommendation ITU-T Y.2091 (2011), Terms and definitions for next generation 
networks. 

[ITU-T Y.2201] Recommendation ITU-T Y.2201 (2009), Requirements and Capabilities for ITU-T NGN. 

[ITU-T Y.2233] Recommendation ITU-T Y.2233 (2008), Requirements and framework allowing 
accounting and charging capabilities in NGN. 

[ITU-T Y.2251] Recommendation ITU-T Y.2251 (2011), Multi-connection requirements. 

3 Definitions 

3.1 Terms defined elsewhere 

This Recommendation uses the following terms defined elsewhere: 

3.1.1 multi-connection [ITU-T Y.2251]: The functionality which provides capability to the user equipment 
(UE) and network to maintain more than one access network connection simultaneously. 

3.1.2 multi-connection user equipment [ITU-T Y.2027]: A user equipment which can support two or more 
network connections simultaneously under the control of a network enhanced for multi-connection 
capability. 

3.2 Terms defined in this Recommendation 

This Recommendation defines the following terms: 

3.2.1 multi-path connection: A set of one or more sub-transmission flows, over which the application in 
a multi-path transmission enhanced multi-connection user equipment can communicate with the 
corresponding application. 
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3.2.2 multi-path transmission enhanced multi-connection policy control function entity: A multi-
connection policy control function entity [ITU-T Y.2027] with enhanced capabilities of multi-path 
transmission control within the transport layer. 

3.2.3 multi-path transmission enhanced multi-connection user equipment: A multi-connection user 
equipment [ITU-T Y.2027] with enhanced capabilities of multi-path transmission control within the transport 
layer. 

3.2.4 multi-path transmission enhanced service control function: A service control function  
[ITU-T Y.2027] with enhanced capabilities of multi-path transmission control within the transport layer. 

3.2.5 path: The route taken by the multi-path transmission packets between two associated multi-path 
transmissions enhanced multi-connection user equipment. If the user equipment is not enhanced with multi-
path transmission capability, the multi-path transmission enhanced service control function can be used as 
a proxy. A path can be uniquely identified by the associated IP addresses and port number pairs. 

3.2.6 sub-transmission flow: A unidirectional logical channel established from one multi-path 
transmission enhanced multi-connection user equipment to another, which forms part of a larger multi-path 
connection. 

4 Abbreviations and acronyms 

This Recommendation uses the following abbreviations and acronyms: 

ACK Acknowledgement 

Cwnd  Congestion Window 

ICV Integrity Check Value 

MPC-FE Multi-connection Policy Control Function Entity 

MPTCP Multi-Path TCP 

MPT-enhanced MPC-FE Multi-Path Transmission enhanced Multi-connection Policy Control Function 
Entity 

MPT-enhanced MUE Multi-Path Transmission enhanced Multi-connection User Equipment 

MPT-enhanced SCF Multi-Path Transmission enhanced Service Control Function 

MUE Multi-connection User Equipment 

PLR Packet Loss Rate 

QoS Quality of Service 

RTO Retransmission Timeout 

RTT Round-Trip Time 

SCF Service Control Function 

SCTP Stream Control Transmission Protocol 

SCTP-CMT Stream Control Transmission Protocol-Concurrent Multi-path Transfer 

SSThresh Slow Start Threshold 

UE User Equipment 

WLAN Wireless Local Area Network 
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5 Conventions 

In this Recommendation: 

The keyword "is required to" indicate a requirement which must be strictly followed and from which no 
deviation is permitted if conformance to this document is to be claimed. 

The keyword "is prohibited from" indicate a requirement which must be strictly followed and from which no 
deviation is permitted if conformance to this document is to be claimed. 

The keyword "is recommended" indicate a requirement which is recommended but which is not absolutely 
required. Thus this requirement is not present to claim conformance. 

The keyword "is not recommended" indicate a requirement which is not recommended but which is not 
specifically prohibited. Thus, conformance with this specification can still be claimed even if this requirement 
is present. 

The keyword "can optionally" indicate an optional requirement which is permissible, without implying any 
sense of being recommended. This term is not intended to imply that the vendor's implementation must 
provide the option and the feature can be optionally enabled by the network operator/service provider. 
Rather, it means the vendor may optionally provide the feature and still claim conformance with the 
specification. 

6 Scenarios and requirements 

6.1 Scenarios 

The general scenarios in [b-ITU-T Y Suppl.9] are required to be taken into consideration in multi-path 
transmission control. Typical scenarios are derived based on scenario C of [b-ITU T Y Suppl.9] where a multi-
connection user equipment (MUE) can establish multiple connections to heterogeneous access networks 
controlled by different access control functions, but the same service control function for a specific service. 
According to the relationship among the multiple service flows, these scenarios can be further classified into: 

1) Scenario I 

 In scenario I, an MUE establishes multiple connections to heterogeneous access networks, for 
example, in a video conference: voice is transmitted by 2G, 3G or long term evolution (LTE) to assure 
real-time service, and video is transmitted by wireless local area network (WLAN) which has higher 
bandwidth and may be cost efficient for a large number of network flows. In the transport layer, the 
flows can be transported in multiple paths. 

 In this scenario, the multiple service data flows may have a native coupled relationship, but some 
mechanisms are required to guarantee the aggregation of the service. Cache and synchronization 
are the necessary mechanisms for service aggregation. 

2) Scenario II 

 In scenario II, an MUE is required for access to heterogeneous access networks simultaneously, such 
as 2G, 3G or WLAN. For example, to achieve greater bandwidth when downloading a multimedia 
file with a large volume of data, the MUE chooses a WLAN connection for download. When time is 
limited, to achieve a higher transmission rate, the multimedia file will be split and transferred to 
both the WLAN and 3G paths in the transport layer. 

 In this scenario, the multiple data flows are split and aggregation is simply based on the service 
separation policy and data scheduling mechanism. 

6.2 Requirements 

In [ITU-T Y.2251] IP flows are identified and bound to the proper connections. Because the connection status 
and service flows change dynamically, some connections may become overloaded and the lost data packets 
will be retransmitted frequently, thus reducing data transmission efficiency. Occasionally, data transmission 
through a single path cannot meet a user's service requirements such as real-time demand for large amounts 
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of data. In multi-path transmission control, based on the requirements in [ITU-T Y.2251], the following 
requirements are to be considered: 

1) Congestion control and traffic transmission adjustment 

 Congestion avoidance and reliability can be achieved directly at the transport layer. Changes in the 
congestion window (Cwnd) can reflect the degree of congestion on each path. As each path has its 
own features, it can avoid or relieve congestion occurrences using multi-path transmission. In multi-
path transmission, the available paths can be treated as independent paths with independent 
congestion control decisions, or all the paths can be coupled to each other to perform congestion 
control. 

 As the total session Cwnd equals the Cwnd summation of each available path, it is required to 
consider balancing the rapid increase or decrease of the total Cwnd. 

 For example, Alice is connected to WLAN and 3G access networks. The WLAN access is used for web 
browsing, and the 3G access is used for downloading high definition movies. A voice call is received 
leading to congestion on the 3G path. To enhance the user experience, the download flow can be 
adjusted to go through the WLAN path. 

2) Retransmission scheme 

 In multi-path transmission, there may be several available paths for retransmission. The continuous 
retransmission using the initial path may be inefficient. Therefore, the transmission may be 
enhanced using non-congested paths during the duration of the session. 

 If several non-congested paths are available, an appropriate path may be chosen according to the 
service. For example, a service requiring low delay is required to choose a minimum delay path, 
likewise a service requiring large throughput or low packet loss rate (PLR) is required to choose 
appropriate path(s). However, if the user is only capable of connecting with two access networks, 
retransmission can be done using the non-congested path. 

 In a dynamic scenario, if the user is connected to the WLAN and 3G access networks, and the services 
transmitted through WLAN retransmit frequently, the retransmission packets may be adjusted to 
utilize the 3G path. 

3) Service flow separation 

 Just as a file can be split into a number of small file blocks, likewise a real-time service flow may be 
divided into several sub-transmission flows to be transmitted using different paths; these sub-
transmission flows in turn may be reassembled into a complete service flow at the receiving end. 
Since the original numbered packets are separated and transmitted through multiple paths, the sub-
transmission flow sequence numbers are required to be added to each sub-transmission flow. For 
example, in a certain path, a sub-transmission flow sequence number is used for transmission 
control, and a data sequence number is used for data recovery at the receiving end. 

 The simultaneous use of multiple paths in data transmission can enhance the overall bandwidth, 
and ensure a high transmission rate, low PLR and low transmission delay for a mobile user. And the 
sub-transmission flows can be transmitted through different paths for better quality of service (QoS) 
and achieving sharing resources. 

 For example, when a user is watching a high-definition video, several sub-transmission flows 
transmitting through different paths can improve the user experience. When the user is maintaining 
multiple connections and downloading a file with a large volume of data, to improve the 
transmission rate and to balance the data downloading, the data file can be separated and 
transmitted through several paths. 
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4) Energy efficiency and management 

 In the transport layer, congestion control and traffic transmission adjustment are related to the 
issue of energy consumption. According to the network performance and traffic load information 
(such as the Cwnd) of each path, policies to reduce energy consumption are required to be 
considered as well as in multi-path transmission control. If it is unnecessary to maintain too many 
paths, sub-transmission flows can be adjusted or transferred to fewer paths for energy savings, and 
the idle connections can be released. 

 For example, if a user listens to online music through 3G access and browses the web using WLAN, 
the audio stream can be adjusted to go through WLAN, and the 3G connection can be released to 
save energy. 

7 A multi-path transmission mechanism 

7.1 Overview 

As described in [ITU-T Y.2027], an MUE can maintain more than one access network connection 
simultaneously. A multi-path transmission enhanced MUE (MPT-enhanced MUE) can distribute the service 
flows into different connections, based on the service requirements and the network conditions. The MPT-
enhanced MUE may also divide a service flow into several sub-transmission flows and transmit them in 
different paths for higher aggregated bandwidth if necessary. Different IP addresses are configured by each 
access network, thus there exists one or several transmission paths simultaneously over a terminal device. 

In order to avoid or relieve congestion in the multi-path transmission, specific congestion control 
mechanisms are required. Multi-path transmission control is required to take all paths' performance into 
account when a service flow is transmitted through several paths simultaneously in the NGN network. In 
addition, parallel transmissions through multiple paths removes the restriction of a single network not 
meeting the requirements of the high-bandwidth service. The packets of a service transmitted through 
multiple paths simultaneously may lead to out-of-order packets at the receiving end; packet scheduling is 
imperative for in-order delivery. At the same time, multi-path transmission control is required to take energy 
efficiency into consideration. 

In the NGN network, users within the paths acting as direct initiators of the paths can obtain information 
about the end-to-end transmissions of current paths. The network can obtain and control the overall 
performance of the related accesses. Multi-path transmission control can be initiated by either the user side 
or the network side. 

Connection information, access network performance parameters and policies are required to be sent to the 
related functional entity for performing multi-path transmission control. In order to complete the multi-path 
transmission control, the following enhancements are required to be supported in the multi-connection 
architecture: 

1) MUE can optionally be enhanced for the multi-path transmission support, such as comprehensive 
path assessment, path status maintenance, adjustment decision and implementation (e.g., 
retransmission path selection, transmission rate adjustment, service separation/aggregation and 
sub-transmission flow mobility); 

2) Multi-connection policy control function entity (MPC-FE) is required to support a specific multi-path 
transmission policy decision algorithm to provide adaptive decisions, such as decomposed service 
transmission adjustment and service separation decision. The MPC-FE is required to provide the 
information and adjustment policies of the end hosts to the multi-path transmission proxy (i.e., 
service control function (SCF)); 

3) SCF is required to be enhanced as a multi-path transmission proxy to transparently provide multi-
path capability to multi-path unaware hosts, such as the multi-path transmission traffic 
separation/aggregation and path status maintenance. It may interact with the MPT-enhanced MUE 
by the multi-path transmissions and interact with the MUE/user equipment (UE) by single-path 
transmissions when necessary. 
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The related functional entities are shown in Figure 7-1. 

 

Figure 7-1 – Functional entities associated with multi-path transmission 

A multi-path transmission adjustment policy may include the following information: 

– access network ID related to the specific service; 

– data transmission rate of each path for a specific service. 

7.2 Initialization of the mechanism 

7.2.1 A multi-path transmission control initiated by MPT-enhanced MUE 

For congestion control and retransmission path selection, it is required to collect the congestion signals and 
network performance parameters. The signals and parameters are required to include, at least, the following 
information: 

– congestion control parameters of each path used for comprehensive path evaluation, such as 
Cwnds, PLR, round-trip time (RTT) and slow start threshold (SSThresh); 

– access type of each access network, which reflects the bandwidth, time delay, and reliability (i.e., 
QoS) level; 

– total throughput and transmission rate of each sub-transmission flow. 

In order to avoid or relieve congestion, the MPT-enhanced MUE can adjust the traffic according to specific 
policies installed in the MPT-enhanced MUE; the various path adjustment algorithms are transparent to the 
users. 

7.2.2 A multi-path transmission control initiated by the network 

It is required to collect the access network performance parameters and connection information and to 
facilitate the adjustment policy decision by the multi-path transmission enhanced multi-connection policy 
control function entity (MPT-enhanced MPC-FE). Afterwards, the updated policy can be sent to the multi-
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path transmission proxy (i.e., multi-path transmission enhanced service control function (MPT-enhanced 
SCF)) so that overall network performance improvement can be achieved. 

The following metrics are used to evaluate the performance of access networks: 

– network throughput; 

– response time; 

– network bandwidth capacity; 

– PLR. 

In addition, for the MUEs/UEs without multi-path transmission capability, network-based methods can be 
used to support the functionality. 

7.3 Description of the mechanism 

7.3.1 Packet delivery mechanism 

In multi-path transmission, packets can be routed over multiple paths simultaneously to increase the network 
utilization by balancing the traffic load over the networks. Different numbers of packets from the same 
service may appear in different paths, and so the packet sequence number cannot be used for transmission 
control of each path. The multi-path transmission control is not only ensures in-order data delivery, but also 
guarantees the reliability of the path transmission. 

In the multi-path transmission control, the following aspects of service flow separation are required to be 
considered: 

1) In-order delivery 

 To ensure in-order delivery, a connection level receive buffer is required to be maintained at the 
receiving end, where packets of a service are placed until they are in order and can be read by the 
application. Hence, a data sequence number is necessary for traffic aggregation. For instance, 
stream control transmission protocol (SCTP) uses stream sequence number (SSN), and multi-path 
TCP (MPTCP) uses connection-level sequence for in-order delivery. 

2) Reliable delivery 

 To ensure reliable delivery, multi-path transmission control is required to detect and retransmit any 
missed data, if necessary. In order to identify the packets on a specific path that may be 
retransmitted, a sub-transmission flow sequence number is necessary for reliable delivery. For 
instance, SCTP uses transmission sequence number (TSN), and MPTCP uses sub-transmission flow-
level sequence number for reliable delivery. 

7.3.2 Path selection and management mechanism 

7.3.2.1 Path selection mechanism 

Different types of services often have different requirements for transmission performance. Path selection is 
required to take both the performance parameters of each path (e.g., bandwidth, latency, reliability, energy 
consumption) and the services' requirements into consideration. MUEs with multi-path transmission 
capability can choose one or more paths for service transmission. In multi-path transmission control, path 
selection can be divided into the following two cases: 

1) Select multi-path transmission 

 Generally, services with high bandwidth requirements can be split and routed over multiple paths 
simultaneously. A multi-path transmission can increase the network utilization by balancing the 
traffic load over the networks, which removes the restriction of a single network not satisfying the 
high bandwidth requirement. 

 For a service with high interactivity and small throughput, it would be preferable to use the lowest 
latency path to transfer traffic and retain one or more additional paths for resilience and fault 
recovery purposes. For other services, the reserved path can also be used to balance traffic load and 
traffic retransmission. 
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2) Select single-path transmission 

 If only a single specific path can meet the service requirements, it is unnecessary to split the service 
among several paths. In this case, although using multi-path to transfer the service packets can 
possibly improve throughput or accelerate the transmission speed, it may lead to operational 
complexity, high energy consumption or low resource utilization. Considering the processing 
overhead, if only a single path can meet the requirements of the service, parallel transmission is 
unnecessary. 

 A multi-path transmission can also be used for concurrent multi-service transmissions. For two 
concurrent download services, belonging to the same application or different applications, the 
traffic of each service can be transferred through different paths and do not have to be split. At the 
same time, the paths’ energy consumption cannot be ignored for longer battery life. For energy 
savings, low energy consumption path(s) would be selected with higher priority. 

7.3.2.2 Path management mechanism 

A multi-path transmission control is required to have the abilities to automatically adjust the paths according 
to the current available paths' abilities and services requirements. For example, a path(s) is required to be 
added or deleted based on the received reachability state of destination transport addresses and service 
requirements. For energy savings, paths in multi-path transmission are required to be properly suspended or 
activated. At the same time, the mechanism of path failure detection and recovery is also essential. 

In multi-path transmission, the following mechanisms are required to be considered: 

1) Path update 

 In the communication process, path state is required to be updated in real time. There are many 
factors that can lead to path addition or deletion, such as the reachability state of destination 
transport addresses, service requirements and the possibility of unused path(s) with better 
performance than the current path(s) in use. 

2) Path failure detection and recovery 

 Network failure may lead to path interruption or unavailability in a multi-path transmission. Hence, 
the mechanism of path failure detection and recovery is necessary in a multi-path transmission 
control. For instance, SCTP uses heartbeat messages to monitor the reachability of peer addresses, 
and judges whether the path has failed or not. The MPTCP sender will declare a path failed after a 
predefined upper bound on retransmissions is reached, or on the receipt of an ICMP error. If the 
predefined time installed for the failure path is exceeded, the failed path will be deleted. When a 
path has failed, the sub-transmission traffic transmitted on the failed path should be transferred to 
other paths. 

3) Path suspending and path activation 

 If fewer paths meet the requirements of the services, part of the available paths can be kept in an 
idle state. In this case, a path suspending mechanism can save energy, since it can reduce the 
number of the transmission paths used simultaneously. When the used path(s) cannot satisfy the 
requirements of the current service, a path activation mechanism to increase the available path(s) 
is required. 

7.3.3 Congestion control and traffic transmission adjustment mechanism 

7.3.3.1 Load balance mechanism with fairness consideration 

In multi-path transmission control, MPT-enhanced MUE attaches to the Internet through several interfaces 
simultaneously for higher aggregated bandwidth, while MPT-enhanced MUE and MUE/UE share the network 
resources. Multi-path transmission improves the service experience, but it is required that the service using 
only a single-path for transmission dose not compromise the performance. The multi-path transmission is 
required to be fair to the existing single-path transmission. 

To ensure fairness to a single-path transmission, multi-path transmission control is required to determine 
which sub-transmission flows share a point of congestion and which sub-transmission flows do not. Sub-
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transmission flows of a service that share a bottleneck link are required to be coupled for congestion control. 
In terms of the detection mechanism, the sender may inject probe packets as active detection techniques or 
employ application and/or transport data and acknowledgement (ACK) packets for measurement purposes 
as passive detection techniques. In addition, loss-based techniques rely on loss characteristics within and 
across sub-transmission flows as signals of congestion, and similarly, delay-based techniques use delay 
characteristics and changes within and across sub-transmission flows. The sub-transmission flows that share 
a common or separate bottleneck are required to be considered regarding which of the packets from these 
two flows are likely to be dropped or delayed in close time. 

In contrast to single-path transmission, services can be separated and transmitted simultaneously so that the 
sub-transmission flows of a service transmitted through distinct paths are required to be coordinated. With 
the aid of multi-path transmission control, some of the traffic can be shifted from more congested paths to 
less congested ones, thus compensating for lost bandwidth on some paths by moderately increasing 
transmission rates on others. The congestion control mechanism of multi-path transmission is required to 
couple the paths in order to shift traffic from more congested to less congested paths, and thus standard TCP 
congestion control mechanisms are not applicable. 

Therefore, alternate congestion control mechanisms are necessary, such as, fully coupled congestion control, 
coupled congestion control or semi-coupled congestion control, which take the sub-transmission flows of a 
service into consideration. In case of path loss, path failure detection is necessary, and the traffic on the failed 
path should be scheduled and transferred according to the available paths. 

7.3.3.2 Throughput guarantee mechanism 

In multi-path transmission, if the end-to-end delay and bottleneck bandwidth are not properly addressed, 
there may be many packets along multiple paths, which can arrive late and can lead to a large number of 
out-of-order packets at the receiver, and can eventually cause serious degradation to QoS. 

In order to solve the above-mentioned problem, a buffer is required to be used to execute packet reordering 
at the receiver. At the same time, packet delivery order on each path is required to take both bandwidth 
aggregation and end-to-end delay into account in order to obtain the optimal transmission throughput. 
Several mechanisms can be used according to the available bandwidth and end-to-end delay on each path, 
such as the earliest delivery path first (EDPF) mechanism. 

Duplicate ACKs or retransmission timeout (RTO) are two methods for triggering retransmission. The 
retransmission timer is adjusted dynamically, based on the measured RTTs. In multi-path transmission, 
packet reordering or other events that bring a sudden change of the RTT may lead to unnecessary 
retransmissions, which would cause the sender to wait a longer time for an acknowledgment. In order to 
avoid unnecessary retransmission, RTO of a path is required to be calculated appropriately; refer to [b-IETF 
RFC 5682]. 

In standard TCP, every lost packet is recovered through retransmissions at the transport layer without coding 
techniques. In multi-path transmission, reliability can be achieved by introducing redundancy in the form of 
copies of each packet sent through multiple paths. However, network coding can recover original packets 
from receiving packets even if there is partial information loss in the packets. In addition, the application of 
network coding can improve network throughput, reduce energy consumption, reduce transmission delay, 
and the encoded data is secured in transmission. In general, network coding schemes can be divided into 
linear coding and nonlinear coding. 

7.3.3.3 Efficient retransmission mechanism 

In standard TCP, a single-path algorithm is adopted with traffic retransmission for packet loss. However, to 
ensure the delivery of packets on time with acceptable quality, there are several retransmission paths 
available other than the original one in multi-path transmission environment. In some cases, retransmission 
through the original path is inefficient, especially when the original path is in a state of high load. In multi-
path transmission control, retransmission through the original path is not a strict constraint, and choosing 
the retransmission path mainly depends on the QoS requirements of the retransmission traffic. 
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If all available paths are uncongested, the retransmission traffic can be scheduled through the reserved path 
(e.g., RTX-SAME) or chose one retransmission path randomly (e.g., RTX-ASAP). 

If the path is in a state of congestion, some indicators, such as the RTO occurs, are used to trigger the 
retransmission scheme. In multi-path transmission control, the following retransmission aspects are required 
to be considered: 

– In order to ensure the timely delivery of retransmitted packets, retransmitted traffic from the 
sending end can be scheduled through a path that has Cwnd space available at that time (e.g., RTX-
ASAP), or a path that has the largest Cwnd (e.g., RTX-CWND). In order to guarantee the reliable 
delivery of retransmitted packets, the minimum packet loss or retransmission path is required to be 
selected so that the retransmission traffic can be scheduled through the paths with the lowest PLR 
(e.g., RTX-LOSSRATE) or the largest SSThresh (e.g., RTX-SSTHRESH). 

– The receiving end can choose the shortest RTT path or the path with the highest reliability for packet 
acknowledgement messages transmission. This may reduce the sending side's requirements for 
buffering, and prevent unnecessary retransmission from a different path. 

8 Capability requirements 

8.1 MPT-enhanced MUE requirements in the sending side 

In order to highlight the benefits of multi-path transmission, the following capabilities are required for the 
MPT-enhanced MUE at the sending end: 

1) identify and maintain all the paths' information, e.g., path failure detection; 

2) provide service separation for bandwidth aggregation, if necessary; 

3) properly select and timely adjust the path(s) for service transmission in a multi-path transmission 
control; 

4) analyse the path performance parameters, e.g., PLR, RTT, SSThresh and the available bandwidth; 

5) adjust the congestion control parameters of each path, e.g., Cwnd and RTO; 

6) adopt an appropriate manner to improve the network transmission efficiency, e.g., network coding 
technology or retransmission policy; 

7) address verification before adding a new path; 

8) maintain the mapping information between a service and its path(s); 

9) provide path failure detection and path recovery; 

10) provide packet delivery mechanisms for service separation. 

8.2 MPT-enhanced MUE requirements in the receiving side 

In order to highlight the benefits of the multi-path transmission, the following capabilities are required for 
the MPT-enhanced MUE in the receiving end: 

1) analyse the path performance parameters, e.g., PLR, RTT; 

2) select an appropriate path for ACK transmission; 

3) provide packet caching and reordering for the separated service and delivery to the upper layer; 

4) provide network decoding and lost packet recovery if possible; 

5) ensure data confidentiality and integrity verification; 

6) maintain the mapping information between a service and its path(s); 

7) provide packet delivery mechanisms for service aggregation. 
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8.3 MPT-enhanced MPC-FE requirements 

In a multi-path transmission control initiated by the network, MPT-enhanced MPC-FE is responsible for 
making adjustment policy decisions by obtaining and analysing access network performance parameters and 
the capability of the corresponding end. The policy decision will be pushed to MPT-enhanced SCF to make 
the related MPT decisions periodically. The MPT-enhanced functions of the MPC-FE are as follows: 

1) obtain the information of each access network's performance parameters (e.g., network 
throughput, response time, network bandwidth capacity and PLR) and determine the capability of 
the corresponding end (MPT-enhanced MUE, or not); 

2) analyse the entire network status based on the information obtained above; 

3) make MPT policy decisions based on the overall network performance; 

4) push the overall network performance parameters to the related MPT-enhanced SCF periodically. 

8.4 MPT-enhanced SCF requirements 

In a multi-path transmission initiated by the network, the multi-path transmission proxy functions extended 
in SCF can transparently provide multi-path transmission capabilities to multi-path unaware hosts. 
Depending on the multi-path transmission capabilities of the sending end and the receiving end, MPT-
enhanced SCF can act as a sender proxy or a receiver proxy to: 

1) intercept the service request message for proxy initialization; 

2) interact with the MPT-enhanced MPC for proxy decision; 

3) act as a sender proxy to provide multi-path transmission capability in place of the sender; 

4) act as a receiver proxy to provide multi-path transmission capability in place of the receiver; 

5) accept the overall network performance parameters from the MPT-enhanced MPC periodically as a 
multi-path transmission proxy. 

9 Information flow 

9.1 Path selection mechanism 

In a multi-path transmission, services with high bandwidth requirements can be routed over multiple paths 
simultaneously to increase the network utilization by balancing the traffic load over the networks, which 
removes the restriction of a single network not satisfying high bandwidth services. However, if only a single 
path can satisfy the service requirements, it is unnecessary to split the service into several paths, and the 
most appropriate path should be selected. 

The path or paths selection is required to take the service requirements, the paths' performance and the 
paths' energy consumption into consideration, and the most appropriate path is required to be selected as 
described in [b-IETF RFC 6897] or [b-IETF RFC 4960]. In order to select the most appropriate path or paths, 
the status of each available path is required to be assessed and analysed. 

To ensure the reliable, in-order delivery of a separated service, a connection level receive buffer is required 
to be maintained at the receiving end. A sequence of numbers to indicate connection level is necessary for 
traffic aggregation, and a sequence of numbers for sub-transmission flow is necessary for reliable delivery in 
order to identify the retransmission traffic of a specific path. 

Path selection can be executed by the MPT-enhanced MUE or the network proxy entity (i.e., MPT-enhanced 
SCF which supports multi-path transmission proxy functions). The high-level information flow is described 
separately as follows. 

9.1.1 Path selection mechanism initiated by MPT-enhanced MUE 

Suppose that MUE_A is an MPT-enhanced MUE with two interfaces and is accessing the 3G (IF (1)) and WLAN 
(IF (2)) access networks simultaneously. Consider the example scenario where MPT-enhanced MUE_A 
initializes an FTP service request to establish the control connection with an FTP server through the 3G 
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interface. In this scenario, the FTP server is MPT-enhanced MUE_B. After the establishment of control 
connection, MPT-enhanced MUE_A decides to establish two data transmission paths using the 3G path and 
the WLAN path. 

The detailed information flow of this example scenario is shown in Figure 9-1. 

 

Figure 9-1 – Path selection procedure initiated by MPT-enhanced MUE 

0) MPT-enhanced MUE_A maintains the connection status of each available access network for the 
incoming services; 

1) MPT-enhanced MUE_A launches an FTP service request to MPT-enhanced MUE_B to establish an 
MPT connection. This service request will be intercepted by MPT-enhanced SCF of the 
corresponding node; 

2) MPT-enhanced SCF initiates an MPT request to MPT-enhanced MPC-FE to query whether the 
corresponding node and corresponding networks’ performance allow multi-path transmission; 

3) after receiving the MPT request from MPT-enhanced SCF, MPT-enhanced MPC-FE obtains the 
profile information of the FTP server from MUP-FE and judges whether the FTP server is MPT 
enhanced; 

4-5) MPT-enhanced MPC-FE makes MPT policy decisions, and returns an MPT responds message to the 
MPT-enhanced SCF indicating that the FTP server is an MPT-enhanced MUE and the corresponding 
networks’ performance is able to support MPT; 

6) as the FTP server can support the multi-path transmission, the MPT-enhanced SCF will not act as a 
multi-path transmission proxy for the FTP server; 

7) MPT-enhanced SCF forwards the service initial request to the IF(1) of MPT-enhanced MUE_B; 

8) MPT-enhanced MUE_B accepts the FTP service request and sends a service initial response message 
to the IF(1) of MPT-enhanced MUE_A; 

9) after the establishment of control connection, MPT-enhanced MUE_A establishes two data 
transmission paths with MPT-enhanced MUE_B using the IF(1) and IF(2), respectively. 

After the above steps, the download traffic would be separated to transmit through two paths according to 
the paths' performance, and the traffic transmitted through different paths will be aggregated and delivered 
to the upper layer at the receiving end. 
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9.1.2 Path selection mechanism initiated by the network proxy entity 

Suppose that UE_A is unaware of multi-path transmission and accesses only the WLAN access network, in 
contrast to clause 9.1.1, and the FTP server (MUE_B) is an MPT-enhanced MUE. When UE_A initiates an FTP 
service to MPT-enhanced MUE_B, the MPT proxy of UE_A decides whether to initiate the MPT connection 
for UE_A based on the MPT support situation of corresponding node and network performance. 

The detailed information flow of this example scenario is shown in Figure 9-2. 

 

Figure 9-2 – Path selection procedure in network-based scenario 

1-2) UE_A launches an FTP service request to an FTP server (MPT-enhanced MUE_B). MPT-enhanced SCF 
intercepts the service request and sends an MPT request to MPT-enhanced MPC-FE to decide 
whether to act as a proxy for UE_A; 

3) after receiving the MPT request, MPT-enhanced MPC-FE obtains the profile information of the FTP 
server from MUP-FE and judges whether the FTP server, MUE_B, is MPT-enhanced. In this scenario, 
MUE_B is MPT-enhanced; 

4-5) MPT-enhanced MPC-FE makes MPT policy decisions based on the overall network performance and 
the service requirements., It then forwards the policy to the MPT-enhanced SCF. During the process 
of data packets transmissions, MPT-enhanced MPC-FE pushes the parameters for network 
performance to the MPT-enhanced SCF periodically; 

6) the MPT-enhanced SCF makes the MPT proxy decision to decide to act as an MPT proxy for the 
sending end; 

7) MPT-enhanced SCF establishes two transmission paths with MPT-enhanced MUE_B instead of 
UE_A; 

8) when the process of multi-path establishment has finished, MPT-enhanced SCF sends a service 
initial respond message to inform UE_A to communicate with MPT-enhanced MUE_B. 

For UE_A, the multi-path transmission between MPT-enhanced SCF and MPT-enhanced MUE_B is 
transparent, but UE_A can enjoy the benefit of multi-path transmission control. 
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9.2 Traffic adjustment mechanism 

In a multi-path transmission, the MPT-enhanced MUE and MUE/UE share the network resources. In contrast 
to single-path transmission, services with large bandwidth requirements can be separated for parallel 
transmission. It must be considered that the separated service is transmitted through distinct paths and 
should be coordinated based on a path scheduler algorithm, which may refer to [b-IETF RFC 6356] or [b-IETF 
RFC 4960]. 

In addition, there are several retransmission paths available rather than (just) the original one, i.e., single-
path is less efficient, especially when the original path is under high load. According to the performance of 
each path available, retransmission traffic can be enhanced to transmit through a different path depending 
on the QoS requirements of the retransmission traffic. In order to avoid unnecessary retransmission, RTO of 
a path should be carefully calculated as described in [b-IETF RFC 5682]. 

Moreover, packet scheduling takes both bandwidth aggregation and end-to-end delay into account to obtain 
the optimal transmission throughput, and network coding can recover original packets from receiving packets 
even if partial information is lost in the packets. The application of packet scheduling and network coding can 
also improve the network throughput, reduce energy consumption and reduce transmission delay. 

Traffic adjustment can be initiated by the MPT-enhanced MUE or the network (MPT-enhanced SCF as a multi-
path transmission). The high level information flow is described separately as follows. 

9.2.1 Traffic adjustment mechanism initiated by MPT-enhanced MUE 

Suppose that MUE_A and MUE_B are both MPT-enhanced MUEs with two interfaces simultaneously 
accessing WLAN (IF (1)) and 3G (IF (2)) access networks. Consider the example scenario where MUE_A 
initiates a large file transfer service to MUE_B. To achieve a larger bandwidth for time savings, MUE_A splits 
the file transfer to go through both the WLAN path and the 3G path simultaneously. 

After a period of time, the 3G path becomes congested due to the increased traffic load. MUE_A would then 
shift some of the traffic from the 3G path to the WLAN path, which is less congested based on the paths' 
performance parameters such as Cwnd and RTT. The traffic adjustment of each path is required to take path 
conditions into consideration in a fully coupled, coupled or semi-coupled way. At the same time, the packets 
transmitted by each path are required to be adjusted according to the available bandwidth and end-to-end 
delay of each path for in-order delivery. Thereafter, when detecting that data packets in WLAN path 
retransmit frequently, MUE_A could decide to adjust part of the retransmitted traffic to go through the 3G 
path for better retransmission efficiency. 

The detailed information flow of this example scenario is shown in Figure 9-3. 

 



1 Core network aspects   
 

298 

 

Figure 9-3 – Traffic adjustment procedure initiated by MPT-enhanced MUE 

0-1) data packets of a large file are transferred from MPT-enhanced MUE_A to MPT-enhanced MUE_B 
through the WLAN path and the 3G path simultaneously for a larger aggregated bandwidth; 

2) MUE_A collects and analyses path performance parameters of the WLAN path and the 3G path, and 
finds that the 3G path access becomes more congested; 

3) MUE_A decides to shift some of the traffic from the 3G path to the WLAN path according the 
comprehensive path assessment; 

4-5) after the above procedures, the WLAN path balances some traffic of the 3G path for resource 
optimization and timely delivery; 

6) MUE_A detects the packet loss or damage event such as retransmission acknowledgment or the 
RTO occurs of the WLAN path; 

7) MUE_A decides to adjust the retransmitted traffic to the 3G path for better retransmission efficiency 
based on a specific retransmission policy; 

8-9) after the above procedures, MUE_A turns on the retransmission scheme. The service flow still 
transmits through the WLAN path, but part of the retransmitted traffic is adjusted to the 3G path. 
Data packets from the WLAN path and the 3G path are aggregated at the receiving end for upper 
layer delivery. 
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9.2.2 Traffic adjustment mechanism initiated by the network 

Suppose that UE_A is an ordinary UE accessing only the WLAN access network, and MUE_B is an MPT-
enhanced MUE with two interfaces simultaneously accessing to the WLAN (IF (1)) and 3G (IF (2)) access 
networks. Consider the example scenario where UE_A initiates a large file transfer service to MPT-enhanced 
MUE_B. To achieve a larger bandwidth for time savings, the MPT-enhanced SCF splits the file transfer to go 
through the WLAN path and the 3G path simultaneously to MPT-enhanced MUE_B on behalf of UE A. 

During the transmission, MPT-enhanced SCF communicates with UE_A by single path but communicates with 
MPT-enhanced MUE_B by multi-path, simultaneously, as a multi-path transmission proxy for UE_A. If 
necessary, the MPT-enhanced MPC-FE may push the access networks' performance parameters to the MPT-
enhanced SCF as the traffic adjustment reference periodically. 

The detailed information flow of this example scenario is shown in Figure 9-4. 

 

Figure 9-4 – Traffic adjustment procedure initiated by the network 

0-1) data packets of a large file are transferred from UE_A to MPT-enhanced MUE_B through the WLAN 
path and the 3G path simultaneously for a larger aggregated bandwidth; 

2) MPC-FE collects and analyses the access networks' performance parameters, and periodically 
pushes them to the MPT-enhanced SCF as the traffic adjustment reference when necessary; 

3) MPT-enhanced SCF collects and analyses path performance parameters of the WLAN path and the 
3G path on behalf of UE_A, and finds that the 3G path becomes more congested than earlier; 

4-5) considering both path conditions and performances of each access network, the MPT-enhanced SCF 
adjusts the traffic transmission ratio of each, and the WLAN path balances some traffic of the 3G 
path. 
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10 Security considerations 

10.1 Security requirement 

10.1.1 General requirement 

The security goal for MPT is to provide a service with greater security than regular single-path transmission. 
This is achieved through a combination of existing security mechanisms (potentially modified to align with 
the MPT) and of protection against identified new multipath threats. From the threat analysis and security 
goal of the MPT, three key security requirements can be identified. The MPT is required to do the following: 

– provide a mechanism to confirm that the entities in an MPT control are the same as the original 
connection setup; 

– provide verification that the peer can receive traffic at a new address being added; 

– provide replay protection, i.e., ensure that a request to add/remove a sub-transmission flow is 
'fresh'. 

10.1.2 Authentication security 

Authentication is the process that verifies the validity of some data attributes or entities and it is a basic 
security service that is required to be implemented whether in single-path transmission control or in multi-
path transmission control. These services are provided for the authentication of a communication peer entity 
and a source of data as described below. 

1) Peer entity authentication 

 Peer entity authentication is used for validating the identities of one or more communication session 
entities of the same transport layer connection. It can be implemented at the initiation or the 
duration of a transport layer connection. Peer entity authentication can avoid, to a degree, the 
masquerade or unauthorized replay of a previous transport layer connection. A one-way/mutual 
peer entity authentication scheme with or without liveness checks can provide different protection 
levels. Peer entity authentication service is provided by an appropriate combination of 
cryptographically-derived or protected authentication exchanges, protected password exchanges 
and signature mechanisms. 

2) Data origin authentication 

 Data origin authentication provides the corroboration of the source of a data unit. The service can 
enable the data recipient of MPT to verify whether the incoming messages originated from a 
legitimate or specific MPT sender, so as to prevent a malicious attack that poses as a legitimate MPT 
sender and sends falsified massages. It can be also used for non-repudiation purposes, preventing 
the MPT sender from denying that it has performed a particular action related to data. But it cannot 
prevent duplication or modification of data units. This data origin authentication service can be 
provided by encryption protection or signature mechanism. 

3) Access control 

 Access control provides protection against unauthorized usage of resources that are accessible via 
the multi-path transmission model. This protection service may be applied to various or all types of 
access to a resource (e.g., the use of a communications resource; the reading, the writing, or the 
deletion of an information resource; the execution of a processing resource). 

 The access control service can be provided through the appropriate use of specific access control 
mechanisms, such as one based on access control information where the access rights of peer MPT-
enhanced MUE are maintained, or one where security labels bound to a resource may be used to 
grant or deny access. In order to determine and enforce the access rights of an MPT user entity, 
these mechanisms may use the authenticated identity or capabilities of the entity, or information 
about the entity (such as membership in a known set of entities). If the MPT user entity attempts to 
use an unauthorized resource or use an authorized resource with an improper type of access, the 
access control function rejects the attempts and may additionally report the incident for the 
purposes of generating an alarm and/or recording it as part of a security audit trail. 
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10.1.3 Data security 

In traditional single-path transmission control, data security mainly includes data confidentiality and data 
integrity. To provide a service with higher security than regular single-path transmission, data security is 
required to be considered in multi-path transmission control. Data security is used to protect data from 
malicious attacks, such as: intercept, unauthorized disclosure, duplication, modification. The data security is 
described in detail in this clause. 

1) Data confidentiality 

 Data confidentiality protects data from unauthorized disclosure. Some private data are of great 
importance in a multi-path transmission model, such as addresses of an MPT-enhanced MUE or 
other attribute information of one or more transport paths. Once they are disclosed, it results in 
security threats such as identity imitation of attackers or data falsification and modification. 
Therefore, data confidentiality mechanisms are necessary. Encryption is an important method to 
provide data confidentiality. It ensures that only the session entity with the correct key can read the 
data. Encryption algorithms such as DES and RSA can be deployed optionally. Enforcing file 
permissions and the use of access control lists to restrict access to sensitive data also contribute to 
data confidentiality. 

2) Data integrity 

 Data integrity aims to maintain the consistency, accuracy, and trustworthiness of data over their 
entire life cycle. It ensures that data have not been altered or destroyed in an unauthorized or 
undetected manner. Since data are sensitive to modification, it is necessary to ensure data integrity. 
For example, modification or destruction of the signalling data used for path control may lead to 
unpredictable communication consequences. 

 Data integrity can be provided by integrity check value (ICV) processing. ICV processing may be used 
to detect unauthorized modification of MPT user data and security control information while the 
data is in transit between communicating transport entities. Hashing algorithms such as MD5 and 
SHA1 can also be used for checking data integrity. 

10.2 Attack defence 

10.2.1 Flooding attacks 

Flooding attacks, also known as bombing attacks, mean that with the help of a third party, an MPT-enhanced 
MUE transmits large amounts of data to the target. Flooding attacks send a large amount of data which 
exceeds the service ability of the victim, consumes the limited resources of available to the victim, such as 
network bandwidth, CPU processing power, memory and network connections, and which result in the denial 
of service of the victim. 

Before launching an attack, the attacker initiates a session to a source, S, and establishes the first path from 
S. The attacker then starts downloading a great amount of traffic from source S. Next, the attacker 
impersonates the victim and sends a signalling packet conveying the address of the victim to establish 
another path belonging to the existing transport layer connection with S. Now, two paths have been 
established between the attacker and the victim. In this case, one path is actually between S and the attacker, 
and the other path is between S and the victim. However, source S believes that the two paths are both 
between itself and the attacker. 

After completing the above, the attacker can send some mendacious information to notify S to transmit 
traffic to the victim through the path between the attacker and the victim. 

If the attacker can successfully make the attack, source S falsely transmits a large amount of traffic to the 
victim. The amount of traffic is often beyond the resources available to the victim and results in the victim 
suffering a serious attack. In this process, source S always thinks that it is sending data to the attacker. 

For the victim, some countermeasures can be taken to avoid this type of attack. When receiving packets from 
an unknown path, the victim can issue reset (RST) packets to the peer MPT node, which is the source of these 
packets. RST packets can interrupt the multi-path transmission connection. Thus, after source S receives the 
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RST packets, it terminates the data transmission to the victim, or at least it can reduce the number of data 
transmissions. Therefore, to a certain degree, this method can prevent the flooding attacks. 

In addition, to deal with this type of attack, reachability should be checked before the MPT sender sends data 
through a new path of an existing multi-path transmission connection. In this solution, before transmitting 
packets, the source S sends a request message to ask if the victim is willing to accept packets from the path 
identified by source S’s own IP address and the victim's IP address. Since there is no such path belonging to 
the victim, the victim would reject the request from source S. Source S then would not to send packets to the 
victim. These and other methods can prevent the flooding attacks described in this clause. 

10.2.2 Hijacking attacks 

Hijacking attacks occur when an attacker takes over a path belonging to the multi-path transmission 
connection between a victim and its peer node, and then intercepts the packets from the victim. 

Before a hijack attack begins, a multi-path transmission connection is established between the victim and 
the peer. After the attacker learns the 4-tuple that identifies the transport layer connection between the 
victim and its peer, the attacker poses as the peer but uses its own IP address to establish another path with 
the victim. After completing this step, the attacker is naturally participating in the communication between 
the victim and the peer. When the victim transmits data packets through the two paths, perhaps not all, but 
at least part of the packets from the victim are sent to the attacker. 

In the communication process, the victim of the hijacked path believes that it is sending data packets to its 
peer; it is in fact communicating with the attacker and the peer simultaneously. At the same time, the peer 
does not receive all of the packets sent by the victim, which may lead to some negative effects. For example, 
this may result in a denial of service (DoS) attack since the partial data sent to the peer will stop waiting for 
the missing data sent to the attacker. The following are some available approaches for preventing hijacking 
attacks to a degree. 

1) Cookie-based solution 

 During the establishment of the first path between the victim and its peer, a cookie can be agreed 
on by each party. This cookie is added in every control packet used to establish other paths in the 
future. In order to initiate hijacking attacks, the attackers must obtain the cookie. Thus the cookie-
based approach prevents off-path attackers from launching hijacking attacks; it cannot prohibit on-
path attackers. 

2) Shared secret exchanged in plain text 

 This protection process is similar to that of the cookie-based approach, but is more secure. The 
difference is the exchange of a key in plaintext during the establishment of the first path. 
Subsequent establishment requests of other paths again validate the new path by using a keyed 
hashed message authentication code (HMAC) signature using the shared key. Since the shared key 
only transmits during the establishment of the first path, attackers that sniff (record) packets after 
the first path has already been established would not successfully launch an attack. However, for 
attackers sniffing or modifying the messages exchanged during the establishment of the first path, 
this solution can hardly provide effective protection. 

3) Strong crypto anchor exchange 

 To achieve more effective protection, in this approach, the communication endpoints would 
exchange some strong crypto anchor, other than a key in plaintext, while establishing the first path. 
A public key or a hash-chain anchor can be the strong crypto anchor. After the communication 
endpoints agree on the anchor, they can exchange packets which are encrypted by the shared crypto 
anchor through the first path. Actually, if the attacker wants to launch a hijacking attack, it would 
be necessary to change the crypto anchor exchanged in the path establishment phase. But, if the 
endpoints communicate directly, the modify operations can be detectable. 
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Summary 

Recommendation ITU-T Y.2040 describes the flow-based service continuity mechanism in a multi-
connection environment. This Recommendation also covers scenarios, requirements, solutions, 
information flows and security. In the multi-connection environment, flow-based service continuity is the 
mechanism that allows the moving of IP flows from one access to another (target) access, thus minimising 
service disruption in the case of access loss, or when the access is no longer usable. Flow-based service 
continuity (FSC) includes two modes, the multi-connection user equipment (MUE) initiated flow-based 
service continuity mode and the network-initiated flow-based service continuity mode. 

Keywords 

Flow-based, multi-connection, service continuity.  

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 
  



Core network aspects  1 
 

   307 

Table of Contents 

  

1 Scope 

2 References 

3 Definitions 

3.1 Terms defined elsewhere 

3.2 Terms defined in this Recommendation 

4 Abbreviations and acronyms 

5 Conventions 

6 Scenarios and requirements 

6.1 Scenarios 

6.2 Requirements 

7 Flow-based service continuity mechanisms 

7.1 Overview 

7.2 Description of the mechanisms 

7.3 Capability requirements 

7.4 Procedures 

Bibliography 

 

 



1 Core network aspects   
 

308 

1 Scope 

This Recommendation describes the flow-based service continuity mechanism in a multi-connection 
environment. This Recommendation also describes scenarios, requirements, information flow mechanisms 
and security of flow-based service continuity in a multi-connection environment. For information on other 
aspects outside of the scope of this Recommendation, such as security and charging for flow-based service 
continuity in a multi-connection environment, see [ITU-T Y.2251]. 

2 References 

The following ITU-T Recommendations and other references contain provisions which, through reference in 
this text, constitute provisions of this Recommendation. At the time of publication, the editions indicated 
were valid. All Recommendations and other references are subject to revision; users of this Recommendation 
are therefore encouraged to investigate the possibility of applying the most recent edition of the 
Recommendations and other references listed below. A list of the currently valid ITU-T Recommendations is 
regularly published. The reference to a document within this Recommendation does not give it, as a stand-
alone document, the status of a Recommendation. 

[ITU-T Y.2027]  Recommendation ITU-T Y.2027 (2012), Functional architecture of multi-connection. 

[ITU-T Y.2028]  Recommendation ITU-T Y.2028 (2015), Intelligent access selection in 
multi-connection.  

[ITU-T Y.2029]  Recommendation ITU-T Y.2029 (2015), A multi-path transmission control in 
multi-connection. 

[ITU-T Y.2251]  Recommendation ITU-T Y.2251 (2011), Multi-connection requirements. 

3 Definitions 

3.1 Terms defined elsewhere 

This Recommendation uses the following terms defined elsewhere: 

3.1.1 connection [b-ITU-T X.200]: A connection is an association established for the transfer of data 
between two or more peer-(N)-entities. This association binds the peer-(N)-entities together with the (N-1)-
entities in the next lower layer. 

3.1.2 multi-connection [b-ITU-T Y.2252]: The collection of several connections between two or more 
peer-(N)-entities simultaneously. At least one of the connections is associated with a physical layer 
connectivity different from the rest of the connections. All connections are coordinated with each other to 
provide service to higher layer entities. 

3.1.3 multi-connection user equipment (MUE) [ITU-T Y.2027]: A user equipment which can support two 
or more network connections simultaneously under the control of a network enhanced for multi-connection 
capability. 

3.1.4 service continuity [b-ITU-T Q.1706]: The ability for a moving object to maintain ongoing service 
including over current states, such as user's network environment and session for a service. 

3.1.5 service transfer [ITU-T Y.2251]: Act of moving, one or more services or service components 
belonging to a single multi-connection UE, from one access network associated with one interface of the 
multi-connection UE to another access network(s) associated with other interface(s) of the multi-connection 
UE. 

3.1.6 IP flow [b-RFC 3917]: A flow is defined as a set of IP packets passing an observation point in the 
network during a certain time interval. All packets belonging to a particular flow have a set of common 
properties. Each property is defined as the result of applying a function to the values of: 
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1) One or more packet header field (e.g., destination IP address), transport header field 
(e.g., destination port number), or application header field (e.g., RTP header fields [b-RFC 3550]); 

2) One or more characteristics of the packet itself (e.g., number of MPLS labels, etc.);  

3) One or more of fields derived from packet treatment (e.g., next hop IP address, the output interface, 
etc.). 

3.2 Terms defined in this Recommendation 

None. 

4 Abbreviations and acronyms 

This Recommendation uses the following abbreviations and acronyms: 

2G Second Generation  

3G Third Generation 

3GPP 3rd Generation Partnership Project 

AC-FE Access Control FE 

FE Functional Entity 

FSC Flow-based Service Continuity 

IAS Intelligent Access Selection 

IP Internet Protocol 

MC-FE Multi-connection Coordination FE 

MAS-F Multi-connection Application Support Function 

MMF Multi-connection Media Function 

MPC-FE Multi-connection Policy Control FE 

MR-FE Multi-connection Registration FE 

MTC-FE Multi-connection Terminal Control FE 

MUE Multi-connection User Equipment 

MUP-FE Multi-connection User Profile FE 

QOS Quality of Service 

SC Service Continuity 

SCF Service Control Function 

WLAN Wireless Local Area Network 

5 Conventions 

In this Recommendation: 

The keywords "is required to" indicate a requirement which must be strictly followed and from which no 
deviation is permitted if conformance to this document is to be claimed. 

The keywords "is prohibited from" indicate a requirement which must be strictly followed and from which 
no deviation is permitted if conformance to this document is to be claimed. 

The keywords "is recommended" indicate a requirement which is recommended but which is not absolutely 
required. Thus this requirement need not be present to claim conformance. 
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The keywords "is not recommended" indicate a requirement which is not recommended but which is not 
specifically prohibited. Thus, conformance with this specification can still be claimed even if this requirement 
is present. 

The keywords "can optionally" indicate an optional requirement which is permissible, without implying any 
sense of being recommended. This term is not intended to imply that the vendor's implementation must 
provide the option and the feature can be optionally enabled by the network operator/service provider. 
Rather, it means the vendor may optionally provide the feature and still claim conformance with the 
specification. 

6 Scenarios and requirements 

6.1 Scenarios  

In the multi-connection environment, the multi-connection user equipment (MUE) has more than one active 
connection simultaneously, it can send and receive different IP flows of the same application through 
different accesses. In the case where one of the accesses is lost or is no longer usable, a mechanism is 
provided to move the IP flows to another (target) access in order to minimise service disruption. When an 
access is recovered, a mechanism is provided to move the IP flow over to the recovered access. Precedence 
is given to those accesses associated with policies. The covered scenarios include an MUE-initiated flow-
based service continuity (FSC) scenario and a network-initiated FSC scenario. 

6.1.1 MUE-initiated FSC scenario 

In the MUE-initiated FSC mode only the MUE controls the traffic routing for the associated multi-connections 
and applying policies for FSC rules. 

The MUE can request to move selected IP flows from an old access to a new access by sending one or more 
routing rules to the network. The routing rules specify the selected IP flows and the new access. The MUE 
determines the routing rules and provides them to the network. The network may either accept or reject the 
routing rules requested by the MUE, but it does not provide routing rules by itself. 

6.1.2 Network-initiated FSC scenario 

In the network-initiated FSC mode, the network controls the traffic routing within the multi-connections. The 
network determines the routing rules and provides them to the MUE. The MUE may either accept or reject 
the network's request for routing rules (e.g., based on the suitability of the access link conditions), but the 
MUE does not provide routing rules by itself. 

6.2 Requirements 

6.2.1 General requirements 

In the multi-connection environment, the MUE may transfer one or multiple IP sub-flows seamlessly when 
the MUE moves out of coverage and the connection is lost, or when there is network congestion. This clause 
identifies requirements in order to provide service continuity to the user and the application during service 
transfer: 

1) Data forwarding mechanism: A data forwarding mechanism is required to keep data integrity. 

2) Mobility control mechanism: A mobility control mechanism is required to minimize the time during 
the flow transfer and maintain flow service continuity. 

3) Flow sequence numbers: sub-flow sequence numbers need to be added to each sub-flow. A flow 
sequence number is used for transmission control and data recovery at the receiving end. 

4) The multi-connection policy control functional entity (MPC-FE) should support specific policy 
decision algorithms to provide adaptive decision making, such as decomposed service transmission 
adjustment and service separation decisions. 
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6.2.1 FSC capability discovery/negotiation requirement 

A mechanism is defined for the MUE and the network to discover whether the network and the MUE 
respectively support FSC and to decide whether FSC is applied for multi-connection. The MUE and the access 
control functional entity (AC-FE) shall always be aware of which access Internet protocol (IP) flows are used 
in multi-connection. 

During initial multi-connection establishment over the first connection, the MUE triggers a FSC request. The 
intermediate network nodes indicate to the AC-FE whether they support FSC for the corresponding request. 
If an MPC-FE is deployed, the AC-FE communicates to the MPC-FE indicating whether or not the MUE and 
the network support FSC. The MPC-FE then takes the decision of whether or not FSC may apply to the multi-
connection and communicates this decision to the AC-FE. 

If the network supports FSC and is willing to accept FSC for the multi-connection, the AC-FE confirms the FSC 
support in an "FSC accepted" indication sent back to the MUE in the multi-connection establishment accept 
message. 

6.2.2 Routing rules 

It is recommended that a routing rule contains the following parameters: 

– Routing filter 

– Routing access information 

– Routing rule priority 

– Routing rule identifier 

A routing filter consists of IP header parameter values and/or ranges used to identify one or more IP flows. 

The routing access information identifies the access type where the IP flow shall be routed. 

For the purpose of matching user traffic against routing rules, filters are applied in the order designated by 
the routing rule priority. 

The routing rule identifier uniquely identifies a routing rule for one connection. The routing rule identifier is 
allocated by the entity creating the routing rule; i.e., by the MUE in MUE-initiated FSC mode and by the AC-
FE in network-initiated FSC mode. 

6.2.3 Delivery of routing rules 

Routing rules are exchanged between the MUE and the AC-FE via control plane signalling. 

For the MUE-initiated FSC procedure, the routing rules are provided by the MUE to the network. The MUE 
does not apply new routing rules until the AC-FE has acknowledged them. 

For the network-initiated FSC procedure, the MPC-FE makes the decision on when and which flows should 
be moved to which connections. The MPC-FE learns about the multiple accesses supporting a 
multi-connection via event triggers from the AC-FE. 

7 Flow-based service continuity mechanisms 

7.1 Overview 

Both, the MUE-initiated FSC mode and the network-initiated mode are supported. The FSC mode applicable 
to multi-connection is determined during connection establishment. Routing rule installation is possible at 
any time during the lifetime of the multi-connection sessions. The routing rules can even be installed if there 
is no IP flow currently matching the routing filter in the routing rule. 

The AC-FE performs IP flow routing for downlink traffic. The MUE performs IP flow routing for uplink traffic. 

During the multi-connection sessions and when the policies determine that the IP flows should be moved 
and the target access is available for the MUE, it is possible to move individual IP flows from one access 
network to another. 
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When an MPC-FE is deployed and supports FSC, the MPC-FE provides the AC-FE with access information as 
part of the policy control rules. The access information is used to control the accesses over which the 
matching traffic is sent. 

When an MPC-FE is not deployed or it is inactive for a multi-connection session, the AC-FE may apply static 
FSC related policies. The AC-FE static policy and control functionality is not based on subscription or user 
quota information. 

For FSC, the MUE and the AC-FE exchange routing rules. Routing rules describe the mapping between a set 
of IP flows (identified by a routing filter) and a routing access type (e.g., 3GPP or WLAN types) over which to 
route the IP flows. Routing rules are exchanged over the control plane. 

The AC-FE translates access information received in policy control rules into routing rules to be used between 
the MUE and the AC-FE. In cases where the MUE-initiated FSC is applied (and the policy control entity is 
deployed for the multi-connection) the AC-FE provides, upon subscription of the MPC-FE, the MPC-FE with 
notifications of the MUE requests for IP flow mapping to an access type. The MPC-FE analyses the received 
information (requested IP flow mapping to an access type), makes a policy decision and provides policy 
control rules to the AC-FE with corresponding access type values. 

The FSC-enhanced related functional entities are shown in Figure 7-1. 

 

Figure 7-1 – Multi-connection flow-based service continuity related functional entities 

7.2 Description of the mechanisms 

7.2.1 Description of the FSC mechanisms 

Following the above-mentioned requirements, two multi-connection FSC modes are supported, the MUE-
initiated FSC mode and the network-initiated mode. The following clauses specify the functional 
characteristics of each mode and how they are selected. 

7.2.2 MUE-initiated FSC mode 

In the MUE-initiated FSC mode, the MUE controls the traffic routing among the multi-connections by applying 
its intelligent access selection (IAS) for FSC rules and/or the user-configured routing rules. When the IAS for 
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FSC rules is used, the MUE can also control traffic routing outside the multi-connection access control 
functional entity. 

The MUE can request to move selected IP flows from one access to another access by sending routing rules 
to the network. These routing rules specify the selected IP flows and the new (target) access. 

The network cannot request FSC. The network may reject FSC requests from MUE due to subscription (or 
quota) limitations. When the network rejects an IP flow mobility request, the network shall provide to the 
MUE a specific cause value indicating why the request was rejected. This cause value may be used by the 
MUE to determine when and if this FSC operation can be requested again. 

7.2.3 Network-initiated FSC mode 

In the network-initiated FSC mode, the network controls the traffic routing within the multi-connection 
access control function entity. 

The network can request to move selected IP flows from one multi-connection access to another multi-
connection access by sending routing rules to the MUE. The routing rules specify the selected IP flows and 
the new (target) connection. 

The MUE may reject (e.g., due to the local operating environment information) a FSC request from the 
network. When the MUE rejects a FSC request from the network, the MUE shall provide a cause value 
indicating the reason of the rejection. The cause value may be used by the network to determine when/if 
this FSC operation can be requested again. 

The MUE cannot request IP flow mobility. However, the MUE can indicate to the network when an access for 
multi-connection purposes can or cannot be used for traffic routing. For instance, in the case where the MUE 
wants to request a mapping of IP flows to a specific access type, the MUE provides the requested mapping 
to the network. However, this is not considered a routing rule provision, since the network is considered as 
the decision point for routing rules in the network-initiated FSC mode. The network then provides new or 
updated routing rules to the MUE, based on the request received from the MUE, unless the request is 
contrary to what is allowed by the subscription. 

7.2.4 Mode selection 

Multi-connection FSC can operate in one of the following modes: 

– MUE-initiated mode; 

– Network-initiated mode. 

The multi-connection FSC mode is selected with the following procedure: 

– When an FSC-capable MUE supports multi-connection IAS and it has a routing policy rule valid in the 
operators' network, then: 

• If the routing policy rule includes at least one "routing policy for FSC" rule (irrespective of its 
validity), the MUE requests MUE-initiated mode and the network selects MUE-initiated mode; 

• Otherwise, the MUE requests network-initiated mode and the network selects network-
initiated mode. 

– When an FSC-capable MUE does not support multi-connection IAS or supports multi-connection IAS 
but it does not have a routing policy rule valid in the network, then: 

• The MUE requests network-initiated mode and the network selects network-initiated mode. 

7.3 Capability requirements 

7.3.1 FSC-enhanced MUE requirements 

To support FSC, the following capabilities of the FSC-enhanced MUE are required: 

– Indicate support and request FSC for MUE multi-connection; 

– Request FSC mode to the network; 
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– Send default accesses for FSC to the network (in MUE-initiated FSC mode); 

– Receive decisions from the network on whether FSC applies to a connection, on the FSC mode and 
on the default access; 

– Provide handover indication and FSC indication if an access is added for a multi-connection; 

– Exchange routing rules with the network; 

– Route IP flow(s) by using routing access information; 

– Notify to the network that a connection becomes "usable" or "Not usable" (in network-initiated FSC 
mode). 

7.3.2 FSC-enhanced AC-FE requirements 

To support FSC, the following capabilities of the FSC-enhanced AC-FE are required: 

– Negotiate the capability to support FSC and the FSC mode if the MUE is connected to the network. 
This negotiation includes receiving the MUE request for FSC, as well as receiving the corresponding 
support indications from other entities in the network; 

– Receive MUE request on a default connection for FSC (in MUE-initiated FSC mode); 

– Route IP flow(s) by using the routing access information; 

– Exchange routing rules between network and MUE over control plane (protocols); 

– Receive UE notification that a connection has become "usable" or "Not usable" (in network-initiated 
FSC mode). 

7.3.3 FSC-enhanced MPC-FE requirements 

To support FSC, the following capabilities of the FSC-enhanced MPC-FE are required: 

– The MPC-FE controls whether FSC may apply to a multi-connection; 

– The MPC-FE may request to be notified by the AC-FE when a connection is added or removed for 
the multi-connection; 

– The MPC-FE may request to be notified by the AC-FE when a connection becomes not "Usable" or 
"Usable" again; 

– The MPC-FE can send policy control rules including access type routing information per policy 
control rule to the AC-FE; 

– The MPC-FE may subscribe to notifications from AC-FE about the routing rules received from the 
MUE. If the routing rules received from the MUE comply with the user subscription, the MPC-FE 
installs or modifies policy control rules based on these notifications, only in MUE-initiated FSC mode; 

– The MPC-FE determines the desired access type routing information for a policy control rule and 
accordingly installs or modifies policy control rules to the AC-FE. The MPC-FE request may be 
rejected by the MUE due to local access conditions. In such cases, the MPC-FE is notified that the 
policy control rule cannot be fulfilled, only for network-initiated FSC mode. 

7.4 Procedures 

7.4.1 MUE initiated FSC 

Multi-connection FSC operates in the MUE-initiated mode in the following manner. When a MUE is 
connected simultaneously to multiple access networks, the MUE can use multiple connections to send and 
receive IP flows. Because of the changes in the access network, sometimes the MUE needs to move one IP 
flow from one access to another. In that case, the MUE moves one or more IP flow(s) by providing a routing 
rule to the network, thus updating the routing rules. MUE initiated FSC is shown in Figure 7-2. 
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Figure 7-2 – MUE initiated FSC 

0. The MUE is connected simultaneously to multiple access networks and it is using multiple 
connections to send and receive IP flows. 

1. The MUE sends a connection update request message to the multi-connection registration 
functional entity (MR-FE). The message contains the routing rules requested by the MUE. 

2. The MR-FE updates the information of the connection by using the connection update request 
message. Afterwards the MR-FE sends a connection information message to the multi-connection 
coordination functional entity (MC-FE). 

3. The MC-FE sends a transport resource modification request message to the MPC-FE. This message 
contains the updated routing rules for the MPC-FE. 

4. The MPC-FE rejects or accepts the routing rules according to subscription data and modifies the 
corresponding policy rules. 

5. The MC-FE makes and assigns related rules for access network for the multi-connection media 
function (MMF). In this way, the MMF installs the suitable rules. 

6. The MMF sends the new routing rules to the AC-FE(2). 

7. The AC-FE(2) updates the routing rules of the connection. Afterwards, it returns an ACK message to 
the MMF. 

8. The AC-FE(2) performs the transport resource activation procedure or modification procedure 
indicating which routing rule has been accepted. 

9. Resource release or modification procedures are finally executed, so the associated resources to the 
flows can be removed. 

7.4.2 Network initiated FSC 

The multi-connection FSC operates in network-initiated mode in the following manner. Based on the current 
status of an access network, one of the existing IP flows is moved from one access network to another 



1 Core network aspects   
 

316 

automatically. Thus, the network is required to initiate the FSC and move one or more IP flows by providing 
a routing rule to the MUE updating the routing rules. Network initiated FSC is shown in Figure 7-3. 

 

Figure 7-3 – Network initiated FSC 

0. The MUE is connected to multiple access networks simultaneously and uses multiple connections 
to send and receive IP flows. 

1. The MPC-FE determines based on policy information and current MUE state that connection 
modification should be initiated to move specific flows. The MPC-FE provides policy control rules 
with access type information. 

2. The MC-FE makes and assigns related rules for the access network to the MMF. The MMF installs 
the rules. 

3. The MMF sends the new routing rules to AC-FE(2). 

4. The AC-FE(2) determines if the new routing rules or the modified routing rules need to be sent to 
the MUE, based on the received policy control rules. The AC-FE sends the created or modified 
routing rules to the MUE. 

5. The MUE may accept or reject the routing rules. If the MUE rejects the routing rules, the MUE 
provides a cause value indicating why the request was rejected. This cause value may be used by 
the network to determine if the FSC operation can be requested again.  

6. The MUE applies the accepted routing rules and acknowledges the applied rules in the ACK message 
sent to the AC-FE(2). 

7. The AC-FE(2) indicates to the MMF whether or not the routing rule can be enforced. 

8. Resource release or modification procedures are executed for the resources associated with the 
removed flows. 
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Summary 

In order to support multi-connection capability, new functions are required in the user equipment (UE) 
and network, such as connection management and coordination, QoS policy control, and access network 
selection. Recommendation ITU-T Y.2251 describes the requirements to support multi-connection. 
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1 Scope 

Multi-connection is the functionality which provides capability to the user equipment (UE) and network to 
maintain more than one access network connection simultaneously. Furthermore, multi-connection controls 
and coordinates the media sessions and components across such access network connections. 

Different types of access network connections provide users with different user experiences, such as high 
throughput, low delay, and high security. Multi-connection enables users to utilize any or all of the available 
access network connections in support of new service scenarios. It is recognized that operators and users will 
benefit from harmonization of multiple connections, such as efficient utilization of network resources, load 
balancing, reliability of connection and continuity of services. 

This Recommendation describes the requirements of multi-connection and provides a high-level overview of 
the functionality to be addressed. The descriptions cover aspects related to service requirements, capabilities 
requirements, functional requirements, and other technology requirements. 

2 References 

The following ITU-T Recommendations and other references contain provisions which, through reference in 
this text, constitute provisions of this Recommendation. At the time of publication, the editions indicated 
were valid. All Recommendations and other references are subject to revision; users of this Recommendation 
are therefore encouraged to investigate the possibility of applying the most recent edition of the 
Recommendations and other references listed below. A list of the currently valid ITU-T Recommendations is 
regularly published. The reference to a document within this Recommendation does not give it, as a stand-
alone document, the status of a Recommendation. 

[ITU-T Q.1706] Recommendation ITU-T Q.1706/Y.2801 (2006), Mobility management 
requirements for NGN. 

[ITU-T Q.2981] Recommendation ITU-T Q.2981 (1999), Broadband integrated services digital 
network (B-ISDN) and broadband private integrated services network (B-PISN) – 
Call control protocol. 

[ITU-T T.140]  Recommendation ITU-T T.140 (1998), Protocol for multimedia application text 
conversation. 

[ITU-T X.200]  Recommendation ITU-T X.200 (1994) | ISO/IEC 7498-1:1994, Information 
technology – Open Systems Interconnection – Basic Reference Model: The basic 
model. 

[ITU-T Y.1221] Recommendation ITU-T Y.1221 (2010), Traffic control and congestion control in 
IP-based networks. 

[ITU-T Y.2011] Recommendation ITU-T Y.2011 (2004), General principles and general reference 
model for Next Generation Networks. 

[ITU-T Y.2012] Recommendation ITU-T Y.2012 (2010), Functional requirements and 
architecture of next generation networks. 

[ITU-T Y.2051] Recommendation ITU-T Y.2051 (2008), General overview of IPv6-based NGN.  

[ITU-T Y.2052] Recommendation ITU-T Y.2052 (2008), Framework of multi-homing in IPv6-
based NGN. 

[ITU-T Y.2091] Recommendation ITU-T Y.2091 (2007), Terms and definitions for Next 
Generation Networks. 

[ITU-T Y.2233] Recommendation ITU-T Y.2233 (2010), Requirements and framework allowing 

accounting and charging capabilities in NGN. 

[ITU-T Y.2261] Recommendation ITU-T Y.2261 (2006), PSTN/ISDN evolution to NGN. 



Core network aspects  1 
 

   323 

3 Definitions 

3.1 Terms defined elsewhere 

This Recommendation uses the following terms defined elsewhere: 

3.1.1 application [ITU-T Y.2261]: A structured set of capabilities, which provide value-added functionality 
supported by one or more services, which may be supported by an API interface. 

3.1.2 call [ITU-T Q.2981]: An association between two or more users using a telecommunication service 
to communicate through one or more networks. 

3.1.3 connection [ITU-T X.200]: A connection is an association established for the transfer of data 
between two or more peer-(N)-entities. This association binds the peer-(N)-entities together with the (N–1)-
entities in the next lower layer.  

3.1.4 handover [ITU-T Q.1706]: The ability to provide services with some impact on their service level 
agreements to a moving object during and after movement. 

3.1.5 IP flow [ITU-T Y.1221]: An IP flow at a given interface is defined as the occurrence at that interface 
of the set of IP packets which match a given classification. An IP flow may consist of packets from a single 
application session, or it may be an aggregation comprising the combined traffic from a number of application 
sessions. When a classification may be subdivided into different sub-classifications (separate or overlapping), 
different IP subflows may be recognized in the corresponding IP flow. 

3.1.6 service continuity [ITU-T Q.1706]: The ability for a moving object to maintain ongoing service over 
including current states, such as user's network environment and session for a service. 

3.1.7 session [ITU-T T.140]: A logical connection between two or more user terminals for the purpose of 
exchanging information in text format on a real-time basis.  

3.2 Terms defined in this Recommendation 

This Recommendation defines the following terms: 

3.2.1  multi-connection: The functionality which provides capability to the user equipment (UE) and 
network to maintain more than one access network connection simultaneously. 

NOTE 1 – All connections are coordinated to provide service to higher layer entities.  

NOTE 2 – In a multi-connection communications at least one UE is required to be a multi-connection UE.  

3.2.2 service component: Part of a service which cannot be further decomposed. 

3.2.3 service decomposition: Act of decomposing a service into several service components.  

NOTE – The original service logic can be restructured transparently to the end user and application.  

3.2.4 service transfer: Act of moving, one or more services or service components belonging to a single 
multi-connection UE, from one access network associated with one interface of the multi-connection UE to 
another access network(s) associated with other interface(s) of the multi-connection UE. 

4 Abbreviations and acronyms 

This Recommendation uses the following abbreviations and acronyms: 

2G Second Generation wireless telephone technology  

3G Third Generation wireless telephone technology 

3GPP 3rd Generation Partnership Project 

AP Access Point 

API Application Programming Interface 

BSS Base Station Subsystem 
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CPU Central Processing Unit 

CS Circuit Switched 

DHCP Dynamic Host Configuration Protocol 

DNS Domain Name System 

FTP File Transfer Protocol 

GPRS General Packet Radio Service 

GSM Global System for Mobile communications  

IP Internet Protocol 

LTE 3GPP Long Term Evolution 

MCS Modulation and Coding Scheme 

MPLS MultiProtocol Label Switching 

NGN Next Generation Network 

PC Personal Computer 

PPP Pont-to-Point Protocol 

PS Packet Switched 

QoS Quality of Service 

RED Random Early Detection 

RSS Received Signal Strength 

RTP Real-time Transport Protocol 

SP Strict Priority 

UE User Equipment 

UMTS Universal Mobile Telecommunications System 

VoD Video on Demand 

VoIP Voice over IP 

VPN Virtual Private Network 

WFQ Weighted Fair Queue 

WiMax Worldwide Interoperability for Microwave Access 

WLAN Wireless Local Area Network 

WRR Weighted Round Robin 

5 Conventions 

In this Recommendation: 

The keywords "is required to" indicate a requirement which must be strictly followed and from which no 
deviation is permitted if conformance with this Recommendation is to be claimed. 

The keywords "is prohibited from" indicate a requirement which must be strictly followed and from which 
no deviation is permitted if conformance with this Recommendation is to be claimed. 

The keywords "is recommended" indicate a requirement which is recommended but which is not absolutely 
required. Thus this requirement need not be present to claim conformance. 
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The keywords "is not recommended" indicate a requirement which is not recommended but which is not 
specifically prohibited. Thus, conformance with this Recommendation can still be claimed even if this 
requirement is present. 

The keywords "can optionally" indicate an optional requirement which is permissible, without implying any 
sense of being recommended. This term is not intended to imply that the vendor's implementation must 
provide the option and the feature can be optionally enabled by the network operator/service provider. 
Rather, it means the vendor may optionally provide the feature and still claim conformance with this 
Recommendation. 

6 Multi-connection requirements 

The multi-connection capability facilitates realization of the use cases described in [b-ITU-T Y-Sup.9], such as 
balancing network load, higher throughput via connection aggregation or service transfer across connections. 
Take video conferencing as an example, the voice may be carried by a 2G or 3G network to assure real-time 
service via a circuit switch network, while the video component may be transmitted via the wireless local 
area network (WLAN). 

Figure 6-1 shows the generic multi-connection scenarios defined in multi-connection scenario supplement 

[b-ITU-T Y-Sup.9], see also in Appendix Ⅱ. Requirements covering scenarios B, C, D and E of [b-ITU-T Y-Sup.9] 
are described in this Recommendation. Scenario A is shown in the figure for completeness. 
 

 

Figure 6-1 – Generic multi-connection scenarios 

1) Scenario A 

In this scenario, one user equipment (UE) accesses simultaneously one access point (AP) (e.g. BSS, NodeB, 
eNodeB) via multiple frequency bands. By accessing one AP via multiple frequencies, higher peak data rate 
can be provided to the UE. This is useful to provide higher data rate service and optimized user experience. 
This is similar in concept to softer handover or carrier aggregation. 

2) Scenario B 

In this scenario, the UE can access multiple access points simultaneously using the same access technology. 
This scenario provides performance improvement to the user, especially to the user in the cell edge, where 
the interference can be eliminated based on the coordination of different APs. This is similar in concept to 
soft handover. 

3) Scenario C 

In this scenario, the UE connects to heterogeneous access networks which are controlled by different access 
control functions, but the same service control function. The access control management and the QoS 
policies are enforced in each access control function and established by the service control point. In this 
scenario, data flows can be transmitted over different access network connections in a coordinated manner.  
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For example, in the video conference, the voice is transmitted by 2G, 3G, or LTE to assure real-time service, 
and the video is transmitted by WLAN; both of these two access networks use the same core network. Data 
flows can also be transmitted over the combined bit rate of the multiple access network connections to 
increase throughput. 

For example, the user is downloading a multi-media file with a large volume of data. To improve the 
downloading rate and to balance the data downloading, the user accesses additional access network 
connections to increase the bit rate. 

4) Scenario D 

In this scenario, a UE connects to multiple heterogeneous access networks controlled by separate access 
control and service control functions. The UE and network combine the different flows at the application 
layer.  

For example, Sophie has dialled into an application providing unified communications to her company over 
an LTE network. She indicates to the application the need to share a media presentation. The application 
coordinates Sophie's UE to simultaneously use WLAN for the file sharing component. 

5) Scenario E 

In this scenario, a UE connects to multiple heterogeneous access networks through multiple access points, 
which are controlled by separate access control and service control functions for different applications. In 
this scenario, a specific application is bound to use a specific network connection. A UE can be treated as a 
set of single-interface UEs which support different access technologies and utilize various applications 
respectively, but service transfer between different connections should be considered in this scenario.  

For example, if the UE connects to the company intranet through a virtual private network (VPN) connection 
over WLAN, and the user wants to monitor the stock market as well, which is not allowed on the intranet, it 
is necessary to use the 2G connection to access the stock application at the same time.  

The following subclauses identify the requirements for multi-connection capability. These requirements 
address UE requirements as well as network requirements. 

6.1 Connection management 

The connection management capability is used by a multi-connection UE and a multi-connection capable 
network to establish, release, and modify connections. The capability is required to manage all connections 
in their entirety to provide unified control to support the multi-connection use cases described in [b-ITU-T Y-
Sup.9], e.g. load balance.  

NOTE – Connection management is different from the traditional resource management supported in single-connection 
networks. 

6.2 Multi-connection registration 

In the multi-connection environment, a UE with multi-connection capability is required to register to the 
multi-connection capable network. The following is also required: 

1) A multi-connection UE is required to de-register all active connections of a given service when 
terminating this service. 

2) Access network information (i.e., attributes) is required to be provided to the core network during 
the registration procedure. 

3) A multi-connection identifier unique in the UE scope is required to identify each connection 
belonging to the same UE. 

6.3 Multi-connection coordination 

Different types of mobile communication schemes have different characteristics and coverage. In the 
migration phase to the 3G and LTE, network deployment is not always fully consistent with existing network 
coverage. Existing 2G (GSM) networks provide stable coverage in comparison to 3G and LTE. Therefore, it can 
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be desirable to utilize the circuit switched domain in 2G for the voice application, while data applications 
utilize the packet switched domain (WLAN, 3G, WiMAX or LTE), the so-called multi-connection coordination. 
This strategy will help offload data intensive applications from 2G. As a result, the following is required: 

1) The network is required to support voice applications in the circuit switched (CS) domain and data 
applications in the packet switched (PS) domain. This separation of CS and PS traffic types shall be 
able to operate concurrently. 

2) The network and UE are required to support the CS and PS applications running simultaneously over 
different access technologies. 

6.4 Service transfer 

In the multi-connection environment, the UE may have more than one active connection simultaneously to 
different access network connections. 

In case of network congestion or loss of radio signal in the access network connections, the network is 
required to dynamically control the user access and resource allocation to obtain the optimal distribution of 
applications and/or IP flows. This is achieved according to multi-connection policies generated by both the 
user and network.  

Service transfer is one mechanism required to achieve this capability thus further providing service continuity 
to the user and application during the service transfer. Summarizing these requirements: 

1) Service continuity is required during service transfer, in order to minimize the time taken during 
radio handover or new bearer establishment. 

2) A resource pre-allocation mechanism is required to reduce the time of the service transfer. 

3) A data forwarding mechanism is also required to keep data integrity. 

NOTE – The service transfer depends on the scenario, operators, users, the properties of the application and service. 

6.5 Service decomposition and composition 

Service decomposition is required to support a number of scenarios provided in [b-ITU-T Y-Sup.9]. A service 
supported by the multi-connection capability can be split into several service components in order to be 
transmitted through different access network connections. 

Likewise, service composition is required to support a number of scenarios provided in [b-ITU-T Y-Sup.9]. 
Thus, the service components in a call split through different access network connections can be composed 
into one service in a unified way to be transmitted in one or a lesser number of access network connection(s). 

The following encompasses additional requirements applicable to service composition and decomposition, 
it is required to: 

1) Maintain the previous state in the service after composing or decomposing the service. 

2) Synchronize the service components belonging to one application while in the process of composing 
or decomposing a service; e.g., the packet rates of the different service components requiring 
synchronization. 

3) Assign a unique identifier to each service component in order to identify the decomposed and 
composed service. 

4) Add or remove a new service component into/from an active call. 

6.6 Multi-connection related policies 

Policy is needed to determine how to use multiple access network connections. There can be several kinds 
of policies deployed in the multi-connection capability. Each layer may have its own policy for choosing the 
related connections. Therefore, it is necessary to have a coordination mechanism to ensure that all policies 
can work together in a coherent manner. The following policies are required to be supported in a multi-
connection environment: 
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1) QoS policy – This policy is used to match the service and its access network connections with 
equivalent quality. It is also used as a factor to be considered in the access network selection. 

2) Access network selection policy for data sending and receiving – This policy is based on application, 
service, user preference, operator policy, security consideration, access network status and 
availability. 

3) Service transfer policy – Transferring a service between multiple accesses is required to be validated 
by the operator's policies. These policies include: 

• Access related policy: For example, a given service may be transferred between specific access 
technologies, but such transfer of a service may be forbidden or restricted on some other access 
technologies; 

• Service component related policy: For example, only some service components are eligible to 
service transfer such as service components (e.g., voice or video) having high QoS requirements, 
while other service components may not be eligible to service transfer. 

• Subscriber related policy: Service transfer may be applicable only to certain types of subscribers, 
not for all subscribers. 

The use of the above policies varies depending on the specific scenarios of multi-connection. Appendix III 
provides an analysis of how these policies can be used in the scenarios described in [b-ITU-T Y-Sup.9]. 

6.7 QoS requirements in multi-connection 

In a multi-connection capable network, the UE and the network are required to be aware of the interactions 
created by the number of simultaneous accesses provided to the application and therefore each associated 
QoS. The combination or resulting QoS is required to portray the combined QoS involved in each specific 
service component.  

Specifically, some QoS multi-connection requirements for the multi-connection scenario described in [b-ITU-
T Y-Sup.9] are: 

1) In Scenarios A, B, and C, service control is required to provide to the application a resulting QoS that 
is at least as good as the QoS of any individual access technology under its control. 

2) In Scenarios A, and B, access control is required to deliver access technology QoS to the service 
control that is at least as good as QoS of any individual access link under its control. 

In Scenario A, the access point is required to deliver QoS to the access control that is at least as good as the 
QoS of any individual access link under its control. 

6.8 QoS mapping among different access networks 

Different access technologies have different link-layer QoS mechanisms. The multi-connection 
communication requires mechanisms to minimize service degradation among multi-connections. According 
to the QoS policies specified for each access technology (i.e., [b-IEEE 802.16], [b-IEEE 802.11], GPRS, UMTS, 
and LTE), QoS classes are required to be allocated both for the service components and for their respective 
accesses. The bandwidth is required to be constrained by the mapping policy of the QoS management. An 
example of such mapping is provided in Appendix I. 

6.9 Access network selection 

Access network selection includes discovery and selection [b-IETF RFC 5113]. In a multi-connection 
environment, discovery of an access network can use existing access network discovery mechanisms 
developed in IETF, IEEE or 3GPP. However, choosing the best access networks needs more capabilities. Due 
to the characteristics of multi-connections, not only a single access network but also multiple access networks 
can be chosen. Choosing the best ones needs more complicated but efficient capabilities to support various 
QoS and policy mechanisms.  
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Access network selection of multi-connection is required to provide consistent QoS, overall network stability 
(load balance) and user satisfaction (select access technology based on end-user's preference). In selecting 
the discovered access networks, the following considerations are required: 

1) The QoS requirements of the flows, e.g., bandwidth, delay or loss rate. 

2) The capabilities and availability of the UE, e.g., memory, battery, CPU or available interface. 

3) The capabilities and availability of access resources, e.g., access technology type, bandwidth, loss 
rate, delay, jitter, power consumptions or received signal strength (RSS). 

4) The load-status of the access network, e.g., number of users. 

5) User's preferences, e.g., cost, interface preference. 

6) Operator's policies described in clause 6.6. 

6.10 Access network monitoring 

In order to efficiently provide access network selection or changing of a currently active access network, the 
status information of the currently active access network needs to be monitored, such as physical layer 
parameters including available bandwidth, modulation and coding scheme (MCS) level, radio strength status. 
The access network information is required to be forwarded to the appropriate functions, periodically or on 
demand. 

6.11 Identifying and binding of IP flows 

Support of multiple connections in the IP network faces problems, such as identifying IP flows and binding 
them to different access network connections. To solve these problems, the following is required: 

1) Classifying of IP flows – All packets belonging to a particular flow are required to have a set of 
properties. These properties are defined as follows: 

• One or more packet header field (e.g., destination IP address), transport header field (e.g., 
destination port number), or application header field (e.g., RTP header fields). 

• One or more characteristics of the packet (e.g., number of MPLS labels). 

• One or more fields derived from packet treatment (e.g., next hop IP address or the output 
interface). 

A packet is defined to belong to a flow if it completely satisfies all the defined properties of the flow. 

2) Identifying of IP flows – In the multi-connections environment, the UE and network need to 
distinguish IP flows. It is required to classify all kinds of current identifiers of the UE, service data 
and user, such as IP address, and then choose a proper one or design a new one to identify the IP 
flows in a multi-connection environment.  

3) Binding of IP flows – The connections are used to carry certain IP flows, so IP flows marked by their 
identifiers are required to be bound to proper connections. 

6.12 Charging and accounting in multi-connection 

The charging and accounting are required to support the operator's need to collect and process information, 
such that users can be charged for the services provided in the multi-connection environment. Based on the 
NGN charging requirements [ITU-T Y.2233], in the multi-connection environment, it is also required to 
provide aggregated charging; i.e., the utilization of each connection is considered, and the sum of all 
connections' utilization determines the ultimate charging data for the user. The detailed requirements are 
summarized below: 

1) Offline charging or online charging is required to be supported in multi-connection. They support 
the collection of data for later processing (offline charging), as well as near-real-time interactions 
with applications, such as for pre-paid services (online charging). 
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2) In the multi-connection environment, each connection may have its own charging information, and 
charging information needs to be aggregated to determine total charging information. Aggregation 
of charging information is required in multi-connection. 

6.13 UE function in multi-connection 

In a multi-connection environment, the following are to be supported by the multi-connection UE. 

1) A multi-connection UE is required to maintain multiple simultaneous access network connections.  

2) A multi-connection UE is required to map IP flows to different access network connections. 

3) A multi-connection UE can optionally receive configuration parameters from each of its access 
networks through various mechanisms such as DHCP and PPP. Some of the available parameters are 
specific to a specific interface, such as the IP address. Others are specific to the network node, such 
as the routing information (e.g., gateway), DNS servers' or IP addresses. Configuration 
harmonization in terms of DHCP, PPP, and DNS among others is required to avoid configuration 
conflicts. 

4) Adjustment of packet rates is required to be provided for the different IP flows belonging to the 
same application between different connections when services are decomposed. 

5) A multi-connection UE is required to support IPv4 only, IPv6 only, or dual-stacks.  

6.14 IPv4/6 consideration 

According to IPv6-based NGN defined in [ITU-T Y.2051], IPv6 impacts to NGN cover not only the UE side but 
also the network side. In the multi-connection environment, it is required to support IPv4 and IPv6 dual stack 
and simultaneous usage thereof. 

6.15 Energy efficiency and energy/power management in multi-connection 

It is recommended to pursue energy efficiency in the multi-connection network, both in the network 
infrastructure and in the UE. 

In order to reduce the battery consumption of the multi-connection UEs, the energy/power management 
mechanisms (e.g., in idle mode, sleeping mode, and active mode) are required to be supported on each 
interface supported by the multi-connection UE. 

6.16 Backward compatibility 

The multi-connection capability is required to be backward compatible. When deployed in legacy networks, 
it is required to interoperate with ordinary network equipment and user equipment (i.e., single-connection 
technology). 

6.17 Security requirement 

Security requirements such as access control, authentication, non-repudiation, data confidentiality, 
communication security, data integrity, availability, and privacy are required across all connections. 

1) Protection against unauthorized use of multi-connection capability; 

2) Mechanisms for data confidentiality among multiple accesses when necessary. The data contains 
the user's profile in each connection, e.g., preferences, profiles, presence, availability and location 
information; 

3) Mechanisms for data integrity in the case that the data of an application is delivered through several 
connections; 

4) Mechanisms of non-repudiation for preventing one of the connection in a communication from 
falsely denying having participated in multi-connection communication; 

5) Protection to minimize faked connection registration, and the hostile attack by one of the 
connections; 
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6) Mechanisms of protecting the data transferred in one connection from the attack of another 
connection when each connection has different security level; 

7) Protection against unauthorized updates to operator's and user's multi-connection policies on the 
UE; 

8) Secure storage, handling and enforcement of operator's and user's multi-connection policies on the 
UE; 

9) A security coordination function is required to coordinate each and all involved accesses according 
to multi-connection operator's predefined security policies and that of the user. 

7 Security considerations 

Security requirements are provided in clause 6.17. 
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Appendix I 
 

QoS mapping among different access networks 

(This appendix does not form an integral part of this Recommendation.) 

In order to minimize service degradation among multi-connections, the QoS classes need to be mapped with 
the same or similar classes. According to the QoS policies specified in each standard (i.e., [b-IEEE 802.16], [b-
IEEE 802.11], GPRS, UMTS, and LTE), traffic is required to be allocated both for the service flows and the 
queues. The bandwidth is required to be constrained by the mapping policy of QoS management. Table I.1 
shows the example of QoS mapping. 

After the mapping, scheduling policy is required to be performed, such as strict priority (SP), weighted round 
robin (WRR) or weighted fair queue (WFQ). Congestion control policy is also required to be performed, such 
as tail-drop, random early detection (RED). Buffer size is also required to be taken into consideration. 

Table I.1 – Example of QoS Mapping among different access networks 

Priority 
[b-IEEE 
802.16] 

b-IEEE 
802.11] 

GSM/GPRS UMTS/LTE Services 

0 BE AC_BK Delay class 4 Background (QCI = 9) E-mail 

1 BE AC_BK Delay class 1-3 Interactive (QCI = 8) Web 

2 nrtPS AC_BE Delay class 1-3 Interactive (QCI = 7) FTP 
(low quality) 

3 nrtPS AC_BE Delay class 1-3 Interactive (QCI = 5, 6) FTP 
(high quality) 

4 rtPS AC_VI Delay class 1 Streaming (QCI = 4) VoD 

5 ertPS AC_VI Delay class 1 Streaming (QCI = 4) Real-time 
streaming 

6 UGS AC_VO Delay class 1 Conversational (QCI = 2, 3) VoIP 
(low quality) 

7 UGS AC_VO Delay class 1 Conversational (QCI = 1) VoIP 
(high quality) 
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Appendix II 
 

Generic scenarios of multi-connection 

(This appendix does not form an integral part of this Recommendation.) 

Multi-connection scenarios are shown but not limited to the ones depicted in Figure 6-1. The general 
principles of all multi-connection scenarios are summarized as follows: 

1) All multi-connection scenarios are based on UEs having multiple physical interfaces, which mean 
scenarios with single physical interface are not in the scope of multi-connection. 

2) The following cases are not considered as multi-connection scenarios: 

• Dual mode cell phones which must disable one radio module in order to use the second.  

• Handover.  

3) In multi-connection scenarios, the multiple network entities belonging to different connections may 
interwork. 

4) The layers in the multi-connection scenarios are the logic layers, but not the physical layers. 

 

Figure II.1 – Generic multi-connection scenarios 

1) Scenario A 

In this scenario, one UE accesses one access point (e.g., BSS, NodeB or eNodeB) via multiple frequency bands 
simultaneously. By accessing one AP via multiple frequencies, higher peak data rate can be provided to the 
UE. This is useful to provide higher data rate service and optimized user experience, and also trunking 
efficiency can be increased, which helps to improve resource utilization. 

2) Scenario B 

In this scenario, the UE can access multiple access points simultaneously using the same access technology. 
This scenario provides performance improvements to the user, especially to the user in the cell edge, where 
the interference can be eliminated based on the coordination of different APs. Availability and use of this 
scenario depends on broad deployment of multiple antenna technology. 

3) Scenario C 

In this scenario, the UE connects to heterogeneous access networks which are controlled by different access 
control functions but the same service control function. The access control management and the QoS policies 
are enforced in each access control function and established by the service control point. In this scenario, 
data flows can be transmitted over different access networks to obtain different QoS assurance.  
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For example, in the video conference, the voice is transmitted by 2G, 3G or LTE to assure real-time service, 
and the video is transmitted by WLAN, which has higher bandwidth and may be cost efficient for a large 
number of network flows; both of these two access networks use the same core network. Data flows can also 
be conveyed by different access networks to increase bandwidth. 

For example, the user is downloading a multimedia file with a large volume of data. To improve the 
downloading rate and to balance the data downloading, the user accesses additional access networks to 
increase the bit rate. 

4) Scenario D 

Scenario D shows a UE connecting to multiple heterogeneous access networks controlled by separate access 
control and service control functions. The UE can combine the different network capabilities to serve a 
unified application.  

For example, the UE has both 2G and WLAN connections; when the video telephone application is launched, 
the voice will use the 2G connection to ensure a stable and real-time voice service, and the WLAN connection 
will be used to get larger bandwidth for video. However, the UE may connect to a 2G base station and a 
WLAN AP simultaneously, and the video telephone application running in the UE may thus have multiple 
sessions controlled by different networks. 

5) Scenario E 

In this scenario, a UE connects to multiple heterogeneous access networks through multiple access points, 
which are controlled by separate access control and service control functions for different applications. In 
this scenario, a specific application is bound to use a specific network connection. A UE can be treated as a 
set of single-interface UEs which support different access technologies and utilize various applications 
respectively, but service transfer between different connections should be considered in this scenario.  

For example, if the UE connects to the company intranet through a VPN connection over WLAN, and the user 
wants to monitor the stock market as well, which is not allowed on the intranet, it is necessary to use the 2G 
connection to access the stock application at the same time. 
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Appendix III 
 

Policy required for different scenarios 

(This appendix does not form an integral part of this Recommendation.) 

When analysing the five scenarios introduced in [b-ITU-T Y-Sup.9]; i.e., scenarios A, B, C, D, and E, it is 
recognized that they entail different policy functionality according to the involved radio access technologies, 
access control, service control, and applications' requirements. 

Different policy requirements are applicable on a scenario-wise approach as outlined below: 

1) Networks supporting Scenario B 

Networks supporting scenario B are required to include an access policy capability. The access policy 
capability is required to support policies for meeting QoS requested by the access technology through 
aggregation of the multiple available access points. 

2) Networks supporting Scenario C 

Networks supporting scenario C are required to include a QoS policy capability. The QoS policy capability is 
required to support policies for meeting application QoS by appropriately using the QoS offered by the 
various available access technologies. 

3) Networks supporting Scenario D 

Networks supporting scenario D are required to include an application policy interface. The application policy 
interface is required to provide an interface to the application's multi-connection policy function. 

4) Policy requirements common to all scenarios 

Some policy requirements are considered common to all five scenarios, some of these are: 

• The multi-connection network is required to be able to communicate policies to the UE directly or 
via the multi-connection service control function. 

• Multi-connection network is required to include a policy coordination function for the coordination 
of the multiple policy entities present in the network. 
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Summary 

Recommendation ITU-T Y.2252 describes the identification of resources given by different types of 
simultaneous connections at the user equipment (UE) side. The resource identifiers are required to be 
configured in order to achieve utilization and harmonization through interaction between the multi-
connection UE and the multi-connection network. 
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1 Scope 

In the multi-connection environment, a user equipment (UE) can have various capabilities through the 
available resources (e.g., access network information, network prefixes, IP addresses, etc.) by maintaining 
simultaneous connections. To achieve these advantages at a multi-connection UE (MUE), these resources are 
required to be identified and handled at the UE side. This Recommendation relies on the multi-connection 
architecture [ITU-T Y.2027] to describe the relationship between resource identifiers at the MUE and the 
multi-connection functional architecture. 

This Recommendation describes the identification of the available resources given by different types of 
simultaneous connections at the UE side. Resource identifiers are required to be configured in order to 
achieve efficient utilization and harmonization through interaction between the MUE and the multi-
connection functional entities within the network. This Recommendation provides a way to relate these 
resources with the multi-connection framework in NGN.  

2 References 

The following ITU-T Recommendations and other references contain provisions which, through reference in 
this text, constitute provisions of this Recommendation. At the time of publication, the editions indicated 
were valid. All Recommendations and other references are subject to revision; users of this Recommendation 
are therefore encouraged to investigate the possibility of applying the most recent edition of the 
Recommendations and other references listed below. A list of the currently valid ITU-T Recommendations is 
regularly published. The reference to a document within this Recommendation does not give it, as a stand-
alone document, the status of a Recommendation. 

[ITU-T Q.1742.1] Recommendation ITU-T Q.1742.1 (2002), IMT-2000 references to ANSI-41 evolved core 
network with cdma2000 access network. 

[ITU-T X.200] Recommendation ITU-T X.200 (1994), Information technology – Open Systems 
Interconnection – Basic Reference Model: The basic model. 

[ITU-T Y.1221] Recommendation ITU-T Y.1221 (2010), Traffic control and congestion control in IP-based 
networks. 

[ITU-T Y.2012] Recommendation ITU-T Y.2012 (2010), Functional requirements and architecture of next 
generation networks. 

[ITU-T Y.2027] Recommendation ITU-T Y.2027 (2012), Functional architecture of multi-connection. 

[ITU-T Y.2091] Recommendation ITU-T Y.2091 (2011), Terms and definitions for next generation 
networks. 

[ITU-T Y.2201] Recommendation ITU-T Y.2201 (2009), Requirements and capabilities for ITU-T NGN. 

[ITU-T Y.2251] Recommendation ITU-T Y.2251 (2011), Multi-connection Requirements. 

3 Definitions 

3.1 Terms defined elsewhere 

This Recommendation uses the following terms defined elsewhere: 

3.1.1 connection [ITU-T X.200]: A connection is an association established for the transfer of data 
between two or more peer-(N)-entities. This association binds the peer-(N)-entities together with the (N–1)-
entities in the next lower layer.  

3.1.2 IP flow [ITU-T Y.2251]: An IP flow at a given interface is defined as the occurrence at that interface 
of the set of IP packets, which match a given classification. An IP flow may consist of packets from a single 
application session, or it may be an aggregation comprising the combined traffic from a number of application 
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sessions. When a classification may be subdivided into different sub-classifications (separate or overlapping), 
different IP sub flows may be recognized in the corresponding IP flow. 

NOTE 1 – In this Recommendation, a session is identified by a session identifier (SEID).  

NOTE 2 – In this Recommendation, an IP flow is identified by an Internet protocol flow identifier (FLID). When a 
classification may be subdivided into different sub-classifications, these separate sub-classifications are identified by 
different FLIDs. 

3.1.3 multi-connection user equipment (MUE) [ITU-T Y.2027]: A user equipment which can support two 
or more network connections simultaneously under the control of a network enhanced for multi-connection 
capability. 

3.2 Terms defined in this Recommendation 

This Recommendation defines the following terms: 

3.2.1 lower abstraction point (LAP): A conceptual place that exists in the lower part between two 
adjacent layers where various relations are established between layers. 

3.2.2 multi-connection: The collection of several connections between two or more peer-(N)-entities 
simultaneously. At least one of the connections is associated with a physical layer connectivity different from 
the rest of the connections. All connections are coordinated with each other to provide service to higher 
layer entities.  

NOTE – In [ITU-T Y.2251], multi-connection is defined as the functionality which provides capability to the user 
equipment and network to maintain more than one access network connection simultaneously. 

3.2.3 upper abstraction point (UAP): A conceptual place that exists in the upper part between two 
adjacent layers where various relations are established between layers. 

4 Abbreviations and acronyms 

This Recommendation uses the following abbreviations and acronyms: 

3G  Third Generation 

AC-FE  Access Control FE 

ANID  Access Network Identifier 

APN  Access Point Name 

FE  Functional Entity  

FLID  Internet protocol Flow Identifier 

ID  Identifier 

IFID  Interface Identifier 

IMPI  IP Multimedia Private Identity 

IMPU  IP Multimedia Public identity 

IP  Internet Protocol 

ISM  Industrial, Scientific and Medical 

LAN  Local Area Network 

LAP  Lower Abstraction Point 

MAC  Media Access Control 

MAS-F  Multi-connection Application Support Function 

MC  Multi-Connection 
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MC-FE  Multi-connection Coordination Functional Entity 

MMF  Multi-connection Media Function 

MPC-FE  Multi-connection Policy Control Functional Entity 

MR-FE  Multi-connection Registration Functional Entity 

MTC-FE  Multi-connection Terminal Control Functional Entity 

MUE  Multi-connection User Equipment 

MUP-FE  Multi-connection User Profile Functional Entity 

NGN  Next Generation Network 

PHY  Physical layer 

RAT  Radio Access Technologies 

SCF  Service Control Functions 

SEID  Session Identifier 

SVID  Service Identifier 

TCP  Transmission Control Protocol 

UAP  Upper Abstraction Point 

UE  User Equipment 

URL  Uniform Resource Locator 

Wi-Fi  Wireless Fidelity 

WLAN  Wireless Local Area Network 

WPAN  Wireless Personal Area Network 

WWAN Wireless Wide Area Network 

WWW  World Wide Web 

5 Conventions 

None. 

6 Identification of resources and attributes for multi-connection 

An MUE has multiple network interfaces to each of its attached access networks such as wired Ethernet LANs, 
802.11 LANs, 3G cellular networks, etc. In order to use these multiple interfaces, the MUE needs first to 
receive from the network side information on the available resources, such as access network information, 
network prefixes, IP addresses, etc., and is required to identify these resources and attributes. These 
resources could be received from the multi-connection architecture on the NGN network side as well as from 
its own system. 

This clause addresses resources and attributes used in the multi-connection environment at the UE side. Also, 
resource identifiers are again defined, from the MUE perspective, in order to manage these resources so as 
to achieve certain capabilities at the MUE, such as efficient utilization of the network and reliability of the 
connection. 

6.1 Identification of resources 

Figure 6-1 shows the association of the multi-connection architecture functional entities relative to the 
general TCP/IP stack. 
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Figure 6-1 – Association of the multi-connection architecture functional entities 
relative to the general TCP/IP stack 

The MUE is required to identify the information on the available resources received from the 
multi-connection functional entities in order to utilize this information corresponding to multi-connection.  

The following clauses describe the available resources and their attributes from the MUE perspective. 

6.1.1 Resources related to multi-connection 

This clause describes the available multi-connection resources with reference to the TCP/IP stack as follows: 

a) PHY/MAC layer: It is directly related to multi-connection since the primary feature of multi-
connection is to federate all means of access technologies. The available resources are defined as 
follows: 

i) Access network: There are many available access networks in the multi-connection 
environment. Even though the same access technology is used, different access networks which 
belong to the same or to different service providers may be used.  

ii) Access technology: Given the multiplicity of access networks, there are also many available 
access technologies. For multi-connection, it is necessary to specify which access technology is 
used such as WLAN, WWAN, WPAN, and 3GPP.  

iii) Network interface: A specific access technology can be mapped to one network interface. To 
connect multiple heterogeneous access networks, it is necessary to use multiple heterogeneous 
network interfaces.  

iv) Radio access technologies (RAT): If a wireless access network is used, there are many radio 
spectrums. For a given WLAN access technology, there are many radio frequencies such as 2.4 
GHz, 5 GHz and above 5 GHz.  

v) Wireless channel: There could be many available channels for a given RAT. For example, in 
WLAN, there are 11 or 13 available channels. 

b) Network layer: IP address and prefix information (in the IPv6 case) are typical resources for multi-
connection. But not only the IP address but also flow label and other extension headers (in IPv6 
case) can be the resources for multi-connection. 
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c) Transport layer: Port number is a typical resource for multi-connection. In addition, stream (session) 
can also be a resource for multi-connection. 

d) Application layer: Uniform resource locator (URL), domain name, session, access point name (APN), 
IP multimedia private identity (IMPI), and IP multimedia public identity (IMPU) are the identity 
resources for multi-connection.  

6.1.2 Resource attributes related to multi-connection 

This clause describes the resource attributes. These resource attributes are required to describe features and 
usage.  

a) PHY/MAC layer: The resources for multi-connection in the PHY/MAC layer are identified as access 
network, access technology, network interface, radio access technologies (RAT) and wireless 
channel. The attributes of each resource are defined as follows: 

i) Access network: The access network is related to the access technology and RAT. One specific 
access network may be operated by one access technology or several access technologies. In 
addition, a service provider may manage several access networks. Usually, if an access network 
is referred to as a network that connects access technologies to the core network [ITU-T 
Q.1742.1], the characteristics of the access network can be determined by the service provider, 
including the access technologies for each access network.  

ii) Access technology: The access technology is related to the access network and the service 
provider. To provide multi-connection, service providers can use one same or different access 
technologies. 

iii) Network interface: The network interface is directly related to access the technology. A specific 
access technology may restrict the characteristics of a network interface. For a multi-connection 
node, multiple network interfaces are directly used simultaneously. For a network interface of 
the multi-connection, there can be a physical network interface and a logical/virtual network 
interface. A network interface is a logical interface to the upper layer (e.g., network layer) and 
is related to the establishment of a network layer connection.  

iv) Radio access technologies (RAT) and wireless channels: These multi-connection resources are 
related only to wireless access technology. The wireless specific attribute of these resources is 
used radio frequency or used bandwidth. For example, WLAN (Wi-Fi) uses an ISM band (2.4 GHz 
and 5 GHz) and 20 MHz/40 MHz bandwidth per wireless channel. To create a multi-connection, 
the used wireless access technology and channel information should be considered.  

b) Network layer: The resources for multi-connection in the network layer are identified as IPv4 
address, IPv6 address, prefix, flow label and extension header. The attributes of each resource are 
defined as follows. 

i) IPv4 address: The IP address is a basic resource in the network layer needed to route to the next 
hop and to identify the point of attachment of the host. IPv4 addresses are composed of 32 bits 
and their availability can be limited. The usage of IPv4 addresses can be categorized as local-
scope usage or global-scope usage.  

ii) IPv6 address, prefix and flow label: In contrast to IPv4 addresses, IPv6 addresses are composed 
of 128 bits and their availability is relatively sufficient. The usage of IPv6 address is categorized 
as local-scope usage or global-scope usage. Regarding the prefix, the 64-bit length prefix 
identifies the network domain to be used to configure the IPv6 address. The prefix is managed 
hierarchically by each router. Regarding the flow label, each connection is distinguished by IPv6 
address as well as flow label for specific applications. The flow label is a 20-bit field in the IPv6 
header and is used to label the sequences of packets.  

c) Transport layer: The resources for multi-connection in the transport layer are identified as port 
number and stream (session) number. The attributes of each resource are defined as follows: 

i) Port number: The port number is not directly related to multi-connection because the port 
number is used to distinguish data packet through proper applications. But, if multi-connection 
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is used to identify data streams towards applications, the port number is a resource for multi-
connection. Usually, the port number is categorized as a well-known port number (for example, 
port number 21 is used only for FTP and port number 23 is used for telnet) or an unspecified 
port number. 

ii) Stream (session) number: As for port numbers, if a stream (session) number is used to identify 
data streams towards applications, the stream (session) number is a resource of multi-
connection. Stream (session) number is not related to TCP/UDP transport protocol, but is 
related to stream control transmission protocol (SCTP) transport protocol.  

d) Application layer: The resources for multi-connection in the application layer are identified as 
uniform resource locator (URL), domain name, session, access point name (APN), IP multimedia 
private identity (IMPI) and IP multimedia public identity (IMPU). The attributes of each resource are 
defined as follows: 

i) The resource for multi-connection in the application layer is closely related to the specific 
applications and access technology. URL is related to WWW service. Domain name is related to 
DNS service. APN, IMPI, IMPU are related to the specific access technology and system.  

6.2 Resource identifiers 

This clause identifies the resources to support the multi-connection functions and capabilities specified in 
[ITU-T Y.2027] and [ITU-T Y.2251] in a high-level approach.  

The resource identifiers (IDs) are defined by reusing existing resource IDs or can be newly defined.  

a) Service ID (SVID): According to service decomposition [ITU-T Y.2251], a service can be decomposed 
into several service components. To achieve service decomposition and composition, the 
identification of each service component is recommended to support one or more applications. In 
that case, a new SVID is required. For example, the service ID may be defined by using a public 
service ID as in 3GPP. 

b) Session ID (SEID): The definition of session describes a temporary telecommunication relationship 
among a group of objects in the service stratum [ITU-T Y.2091]. Regarding the multi-connection 
aspect, session can be used for session combination capability. An application can be supported by 
one or more sessions, so session IDs should be identified. For example, the session ID may be defined 
by using a combination of IP addresses and ports like a session defined in IETF. 

c) IP flow ID (FLID): The current IP flows can be identified by a flow ID in IP packets to support a service. 
However, it is required that these flows be distinguished by service components in order to support 
the service decomposition and composition. Therefore, IP flow ID should be identified to support 
the service components. In addition, these IP flow IDs should be linked to specific network 
interfaces. 

d) Access network ID (ANID): To provide the UE with a multi-connection environment, different types 
of access networks should be connected simultaneously to the UE. The UE should be able to identify 
the different access networks before using them, and to choose the appropriate one, depending on 
policy, QoS, etc. for multi-connection. 

e) Interface ID (IFID): Regarding the UE aspect with respect to multi-connection, a UE should have 
several heterogeneous logical/virtual and physical interfaces. Therefore the UE should identify the 
interface IDs. To achieve utilization of multi-connection, the UE has to choose the corresponding 
interfaces. 

7 Configuration of resource identifiers 

The subscriber and the operator are required to handle the resource IDs to achieve efficient utilization of the 
resource in the multi-connection environment. From the UE point of view, the subscriber is recommended 
to configure the resource IDs to provide benefits from multi-connection through multi-connection capability 
[ITU-T Y.2251].  
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The configuration makes alignment between the resource IDs at the MUE and the network. Additionally, a 
new interface between the MUE and the network is required to be defined as well as the functional 
description of the configuration.  

7.1 Relations between resource identifiers within each layer 

This clause describes the relations between the resource IDs by using a layering point of view in order to 
provide information for configuration as well as to describe its mapping. The abstraction points may be 
represented by mapping of the resource IDs as described in Figure 7-1. Basically there are several possible 
relations between the upper abstraction point (UAP) and the lower abstraction point (LAP), such as one-to-
one, N-to-one, and N-to-N mapping to represent different configurations among the resource IDs at the MUE. 
Therefore, all of the resource IDs at the MUE are required to be mapped for configuration by various mapping 
types such that one UAP can be split into multiple LAPs and multiple UAPs can be merged to one LAP. 

...
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Figure 7-1 – Conceptual configuration of multi-connection IDs in the MUE 

7.1.1 MAC and PHY layer 

In the MAC and PHY layer, each upper abstract point (UAP) is represented by the interface ID (IFID) like MAC 
address, and each lower abstraction point (LAP) is represented by the access network ID (ANID) given from 
the multi-connection network. Multiple IFIDs may attach just one access network so that multiple IFIDs are 
mapped to one ANID as shown in case A of Figure 7-2. Some LAPs may be a set of multiple access networks 
so that there is a mapping between multiple ANIDs and multiple IFIDs as shown in case B of Figure 7-2. As 
shown in case C in Figure 7-2, multiple IFIDs may be represented by one logical/virtual IFID in order to be 
easily configured so that multiple ANIDs representing the LAP may be mapped to one logical/virtual IFID.  
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Figure 7-2 – Configuration of interface IDs and access network IDs 

7.1.2 Network layer 

In the network layer, each UAP is generally represented by IP flow ID (FLID), which can be substituted by one 
or more IP addresses. In case A shown in Figure 7-3, an FLID may generally be mapped to an IFID as one-to-
one mapping. As shown in cases B and C in Figure 7-3, multiple FLIDs may be configured with one IFID, or an 
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FLID may be configured with multiple IFIDs. These cases represent N-to-one mapping and one-to-N mapping, 
respectively. As shown in case D of Figure 7-3, some LAPs may be represented by a logical/virtual interface 
as logical/virtual IFID so that the relation between FLID and IFID can be configured by one-to-one mapping 
even though there are several IFIDs. 
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Figure 7-3 – Configuration of IP flow IDs and interface IDs 

7.1.3 Transport and application layer 

In the transport layer, the session ID (SEID) is defined for UAP and it is required to be locally unique at the 
MUE. That is, each UAP is required to be only associated with an application in the MUE. Each application 
represented by the service ID (SVID) is typically served through the abstraction point with the SEID. Regarding 
the application layer, service IDs (SVIDs) representing the UAP may be configured to distinguish decomposed 
services from composed services. Here, the SVID is required to be also locally unique at the MUE and is used 
to identify the composed service.  

NOTE – Not all of MUE's resource IDs need to be globally unique. Generally, SVID, SEID, and IFID are locally unique at 
the MUE. However, IFID may be globally unique like MAC address. In addition, both FLID and ANID may be globally 
unique according to the applied protocols or services.  
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Figure 7-4 – Configuration of service IDs and session IDs 

7.2 Relationship between resource identifiers and multi-connection functional entities 

This clause describes the relationship between the resource identifiers (IDs) at the MUE and the multi-
connection functional entities (FEs). 

The multi-connection architecture defined in [ITU-T Y.2027] includes architectural functions to provide multi-
connection related signalling and enhancements of the existing functionality in NGN. These functions are 
performed to maintain information of the concurrent multiple connections for a given MUE and to support 
multi-connection capability in the MUE and the network [ITU-T Y.2251]. Therefore, the multi-connection 
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architecture defines new FEs characterized by these multi-connection functions. Especially, in the MUE, the 
multi-connection terminal control functional entity (MTC-FE) is added to support the interaction between 
the MUE and the network.  

Additionally, the multi-connection control function (MCF) contains the multi-connection user profile 
functional entity (MUP-FE), the multi-connection policy control functional entity (MPC-FE), the multi-
connection coordination functional entity (MC-FE), the multi-connection registration functional entity (MR-
FE) and the multi-connection media function (MMF).  

Therefore, the resource IDs defined at the MUE are recommended to be related to these multi-connection 
functions as well as FEs. Figure 7-5 depicts the relationship between the multi-connection resource IDs at the 
MUE and the multi-connection FEs at the network side. 
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Figure 7-5 – Relationship between resource IDs and multi-connection FEs 

An MUE can exchange its multi-connection information for configuration with the network through the MTC-
FE via reference point Rt. Especially, the MR-FE is responsible for managing the status of the current active 
MUEs, so the available resources in the MUE, such as IFID and ANID, are recommended to be maintained in 
the MR-FE. Moreover, these IDs are recommended to be registered in the MUP-FE to interact between the 
MUE policy for selecting interfaces from subscriber's view point and the network policy from network 
operator's view point. 

The extended access control functional entity is responsible for connecting the MUE to the core network so 
that the FE manages the current location information at the MUE, such as IFID and ANID. 

The multi-connection media function (MMF) is responsible for applying multiple access policies, so that 
information for configuration at the MUE is maintained. Therefore, the FLID, which is an element of the 
transport stratum resources, is managed and other information such as IFID, ANID and the subscriber's policy 
can be obtained from the MR-FE and the MUP-FE. Additionally, the FLID is also recommended to be 
maintained in the MC-FE. 
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The extended service control function (SCF) maintains multi-connection in the session layer and is responsible 
for the session continuity when the service is transferred among different connections so that the SEID is 
recommended to be maintained in the SCF to handle the session layer multi-connection management.  

Finally, the extended multi-connection application support function (MAS-F) is responsible to support 
between applications and the SCF, and the SVID is recommended to be maintained in the MAS-F. 

8 Resource identifiers in multi-connection network 

8.1 Introduction of resource IDs according to multi-connection scenarios 

This clause describes examples of the usage of resource IDs according to multi-connection scenarios 
described in [b-ITU-T Y-Sup.9]. 

1) Scenario A 

An MUE accesses an access network simultaneously via multiple frequency bands. Because a single access 
network is served, and one ANID is used to identify it, multiple IFIDs for logical/virtual interfaces are also 
used to distinguish multiple frequency bands. 

2) Scenario B 

An MUE can access multiple access networks simultaneously using the same access technology. One ANID 
for an access technology is used because a single access control function is supported in this scenario. 
Multiple IFIDs for the physical interfaces are also used to distinguish many access networks. 

3) Scenario C 

An MUE connects to heterogeneous access networks, which are controlled by different access control 
functions. Therefore, multiple ANIDs and IFIDs are used to distinguish different access networks and access 
control functions. One SEID is used in the service control function. 

4) Scenario D 

An MUE connecting to multiple heterogeneous access networks is controlled by separate access control and 
service control functions using multiple ANIDs, IFIDs and SEIDs. One SVID is used in the application. 

5) Scenario E 

An MUE connects to multiple heterogeneous access networks through multiple access points, which are 
controlled by separate access control and service control functions for different applications. Here, multiple 
ANIDs, IFIDs, SEIDs and SVIDs are used at the same time. 

8.2 Introduction of resource IDs according to multi-connection use cases 

This clause describes the usage of resource IDs in multi-connection use cases described in [ITU-T Y.2027]. 

8.2.1 Initiating the services of application 

If an MUE is using multiple connections to support an application with several service components, one or 
more SVIDs represent the application or service components. Here, a connection, served by a SEID and a 
FLID, is mapped and maintained to support each service component. This clause describes initiation and 
addition of multiple connections by using resource IDs.  

a) An MUE attaches an access network with an IFID and an ANID. After access authorization, the MUE 
will get an IP address and then allocate it to the interface connecting to the access network. 

b) An MUE selects a SVID to identify the application with several service components. After getting 
information of a peer MUE, the MUE connects to the peer MUE. A connection is distinguished by 
using SEID and FLID. 

c) An MUE gets a new IP address and assigns IFID and ANID to identify access networks and interfaces 
after completion of the authorization procedure of new access network authority. And then, the 
MUE binds the FLID to its access related resource IDs such as IFIDs and ANIDs, and their information 
is delivered to the MR-FE. 
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d) The MR-FE also informs the connection information to the MC-FE. And the MC-FE interacts with the 
MPC-FE to use the QoS policy rules. After receiving an acknowledgement for the connection, the 
MUE may complete mappings between resource IDs to serve each service component of an 
application through multi-connection. 

8.2.2 Deleting the connection and keep services of application 

When an MUE moves out of the coverage of an access network, it is required to change and/or delete a 
connection associated with the access network. This clause describes the deletion of multiple connections in 
the MUE.  

a) An MUE recognizes the detachment from an access network, and checks the existing resource IDs 
and their mappings to keep the services. 

b) If there is another connected access network, the MUE requests the Connection Update message to 
the MR-FE via the connected access network. The MR-FE updates a mapping between a FLID and 
ANIDs, and deletes a disconnected ANID. The connection information is delivered to the MC-FE. 

c) The MC-FE also updates connection information. In order to keep service continuity, an existing 
mapping between SEID and FLID is not changed. The MC-FE also informs the status of connections 
to the MPC-FE. The MPC-FE replies the information of QoS policy to the MC-FE. 

d) After receiving the acknowledgement for the connection, the MUE completes deleting one 
connection to keep service continuity.  

8.2.3 IP flow mobility 

When an MUE needs to transfer one IP flow from one access network to another, the MUE has to change 
mapping information between FLID and ANID in the MUE as well as in the multi-connection network. This 
clause describes the IP flow mobility. 

a) When an MUE is connected simultaneously to multiple access networks, the MUE receives access 
network information and maintains these resources by representing resource IDs such as ANIDs and 
IFIDs. Additionally, to send and receive IP flows through multiple connections, a FLID can be mapped 
to ANIDs and its mapping will be maintained and registered in both the MR-FE and the MC-FE. 

b) The MUE sends a Connection Update Request message to the MR-FE to change from one connection 
to another connection. The message contains the existing mapping information with a FLID and new 
connection information such as an ANID. Next, the MR-FE updates the existing mapping information 
between the FLID and new ANID based on the Connection Update Request message. Then the MR-
FE sends a Connection Information message to the MC-FE including updated mapping information. 

c) The MC-FE sends a Transport Resource Modification Request message which contains updated 
information of the connections to the MPC-FE. Then the MPC-FE selects new QoS policy rules for 
the connection based on the operator policy and the updated connection information. Finally, the 
MPC-FE returns a Transport Resource Modification Response message to the MC-FE. 

d) The MC-FE makes and assigns related rules for the access network to the MMF, the MMF installs 
the rules, sends new QoS rules to new AC-FE and updates the QoS policy rules of the connection. 
After completing these procedures, finally the MUE also updates and maintains the mapping 
without change of mapping between SVID, SEID and FLID. 

9 Security considerations 

The MUE is recommended to securely manage the resource IDs inside the MUE as well as in the multi-
connection network as follows: 

a) Globally scoped resource IDs such as FLID and ANID are recommended to be encrypted in order to 
facilitate secure transmission between the MUE and the multi-connection network. 

b) User multi-connection policy enforcement as subscriber's view point can optionally be registered 
securely as a top priority policy regardless of network operator policies. 
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Summary 

The objective of this Recommendation is to describe the requirements for the network transport 
capabilities and the service layer to support streaming services over multi-connection. It also defines the 
characteristics of the streaming service over multi-connection. 
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1 Scope 

This Recommendation describes the requirements, architecture, information flows and other aspects such 
as security and charging for streaming services over multi-connection. 

2 References 

The following ITU-T Recommendations and other references contain provisions which, through reference in 
this text, constitute provisions of this Recommendation. At the time of publication, the editions indicated 
were valid. All Recommendations and other references are subject to revision; users of this Recommendation 
are therefore encouraged to investigate the possibility of applying the most recent edition of the 
Recommendations and other references listed below. A list of the currently valid ITU-T Recommendations is 
regularly published. The reference to a document within this Recommendation does not give it, as a stand-
alone document, the status of a Recommendation. 

[ITU-T G.722]  Recommendation ITU-T G.722 (2012), 7 kHz audio-coding within 64 kbit/s. 

[ITU-T H.264]  Recommendation ITU-T H.264 (2014), Advanced video coding for generic audiovisual 
services. 

[ITU-T X.200]   Recommendation ITU-T X.200 (1994) | ISO/IEC 7498-1:1994, Information technology – 
Open Systems Interconnection – Basic Reference Model: The basic model. 

[ITU-T X.800]   Recommendation ITU-T X.800 (1991), Security architecture for Open System 
Interconnection for CCITT applications. 

[ITU-T Y.1901]  Recommendation ITU-T Y.1901 (2009), Requirements for the support of IPTV services. 

[ITU-T Y.2233]  Recommendation ITU-T Y.2233 (2010), Requirements and framework allowing 
accounting and charging capabilities in NGN. 

[ITU-T Y.2251]  Recommendation ITU-T Y.2251 (2011), Multi-connection requirements. 

3 Definitions 

3.1 Terms defined elsewhere 

This Recommendation uses the following terms defined elsewhere: 

3.1.1 access control [ITU-T X.800]: The prevention of unauthorized use of a resource, including the 
prevention of use of a resource in an unauthorized manner. 

3.1.2 authorization [ITU-T X.800]: The grant of rights, which includes the granting of access based on 
access rights. 

3.1.3 availability [ITU-T X.800]: The property of being accessible and useable upon demand by an 
authorized entity. 

3.1.4 confidentiality [ITU-T X.800]: The property that information is not made available or disclosed to 
unauthorized individuals, entities, or processes. 

3.1.5 connection [ITU-T X.200], clause 5.3.3.2.1: A connection is an association established for the transfer 
of data between two or more peer-(N)-entities. This association binds the peer-(N)-entities together with the 
(N-1)-entities in the next lower layer. 

3.1.6 content protection [ITU-T Y.1901]: Ensuring that an end-user can only use the content they have 
already acquired in accordance with the rights that they have been granted by the rights holder. 

3.1.7 data integrity [ITU-T X.800]: The property that data has not been altered or destroyed in an 
unauthorized manner. 

3.1.8 data origin authentication [ITU-T X.800]: The corroboration that the source of data received is as 
claimed. 
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3.1.9 denial of service [ITU-T X.800]: The prevention of authorized access to resources or the delaying of 
time-critical operations. 

3.1.10 Internet Protocol Television (IPTV) [ITU-T Y.1901]: Multimedia services such as 
television/video/audio/text/graphics/data delivered over IP-based networks managed to support the 
required level of QoS/QoE, security, interactivity and reliability. 

3.1.11 mobility [b-ITU-T Q.1706]: The ability for the user or other mobile entities to communicate and 
access services irrespective of changes of the location or technical environment. 

3.1.12 multi-connection [ITU-T Y.2251]: The functionality which provides capability to the user equipment 
(UE) and network to maintain more than one access network connection simultaneously. 

NOTE 1 – All connections are coordinated to provide service to higher layer entities. 

NOTE 2 – In a multi-connection communications at least one UE is required to be a multi-connection UE. 

3.1.13 next generation network (NGN) [b-ITU-T Y.2001]: A packet-based network able to provide 
telecommunication services and able to make use of multiple broadband, QoS-enabled transport 
technologies and in which service-related functions are independent from underlying transport related 
technologies. It enables unfettered access for users to networks and to competing service providers and/or 
services of their choice. It supports generalized mobility which will allow consistent and ubiquitous provision 
of services to users. 

3.1.14 offline charging [ITU-T Y.2233]: Charging mechanism where charging information does not affect, 
in real-time, the service rendered. 

3.1.15 online charging [ITU-T Y.2233]: Charging mechanism where charging information can affect, in real-
time, the service rendered and therefore a direct interaction of the charging mechanism with 
resource/session/service control is required. 

3.1.16 service protection [ITU-T Y.1901]: Ensuring that an end-user can only acquire a service, and, by 
extension, the content contained therein, that he or she is entitled to receive. 

3.1.17 terminal device [ITU-T Y.1901]: An end-user device which typically presents and/or processes the 
content, such as a personal computer, a computer peripheral, a mobile device, a TV set, a monitor, a VoIP 
terminal or an audiovisual media player. 

3.1.18 terminal device protection [ITU-T Y.1901]: Ensuring that a terminal device employed by an end-user 
in the reception of a service can reliably and securely use content while enforcing the rights of use granted 
for that content, and while physically and electronically protecting the integrity of the terminal device, and 
the confidentiality of the content and critical security parameters not otherwise protected by encryption or 
watermarking. 

3.1.19 threat [ITU-T X.800]: A potential violation of security. 

3.2 Terms defined in this Recommendation 

This Recommendation defines the following term: 

3.2.1 MC-Streaming (streaming service over multi-connection): Streaming service over multi-connection 
provides multimedia features such as video/audio/text/graphics/data in real time supported by the required 
level of QoS/QoE, security, interactivity and reliability. 

4 Abbreviations and acronyms 

This Recommendation uses the following abbreviations and acronyms: 

AC-FE  Application Control Functional Entity 

ACK  Acknowledgement 

AN  Access Network 

ANI  Application Network Interface 
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AP  Access Point 

BS  Base Station 

CDN  Content Delivery Network 

CDR  Charging Data Record 

CS  Circuit Switched 

DDoS  Distributed Denial Of Service 

DES  Data Encryption Standard 

DNS  Domain Name System 

DoS  Denial of Service 

DRM  Digital Rights Management 

IDS  Intrusion Detection System 

IP  Internet Protocol 

IPSec  Internet Protocol Security 

IPTV  Internet Protocol Television 

MAS-F  Multi-connection Application Support Function 

MC-FE  Multi-connection Coordination Functional Entity 

MMF  Multi-connection Media Function 

MPC-FE  Multi-connection Policy Control Functional Entity 

MR-FE  Multi-connection Registration Functional Entity 

MSAC-FE MC-Streaming Application Control Functional Entity 

MSCC-FE MC-Streaming Content Control Functional Entity 

MSCD-FE MC-Streaming Content Delivery Functional Entity 

MSUP-FE MC-Streaming Application-User Profile Functional Entity 

MUE  Multi-connection User Equipment 

MUP-FE  Multi-connection User Profile Functional Entity 

NGN  Next Generation Network 

OAM&P  Operations, Administration, Maintenance and Provisioning 

OCS  Online Charging System 

P2P  Peer-to-Peer 

PDA  Personal Digital Assistant 

PIN  Personal Identification Number 

PS  Packet Switched 

QoE  Quality of Experience 

QoS  Quality of Service 

RSA  RSA algorithm by Ron Rivest, Adi Shamir and Leonard Adleman 

SCF  Service Control Function 

SIP  Session Initiation Protocol 
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SSL  Security Socket Layer 

SSO  Single Sign On 

TV  Television 

UE  User Equipment 

VoD  Video on Demand 

WLAN  Wireless LAN 

5 Conventions 

In this Recommendation: 

The keywords "is required to" indicate a requirement which must be strictly followed and from which no 
deviation is permitted if conformance to this Recommendation is to be claimed. 

The keywords "is prohibited from" indicate a requirement which must be strictly followed and from which 
no deviation is permitted if conformance to this Recommendation is to be claimed. 

The keywords "is recommended" indicate a requirement which is recommended but which is not absolutely 
required. Thus this requirement need not be present to claim conformance. 

The keywords "is not recommended" indicate a requirement which is not recommended but which is not 
specifically prohibited. Thus, conformance with this specification can still be claimed even if this requirement 
is presented. 

The keywords "can optionally" indicate an optional requirement which is permissible, without implying any 
sense of being recommended. This term is not intended to imply that the vendor's implementation must 
provide the option and the feature can be optionally enabled by the network operator/service provider. 
Rather, it means the vendor may optionally provide the feature and still claim conformance with the 
specification. 

6 Service definition and general requirements 

6.1 Service definition 

MC-Streaming (streaming service over multi-connection) is a streaming service which is supported by the 
multi-connection architecture to provide multimedia service features such as 
video/audio/text/graphics/data in real time and provides the required level of QoS/QoE, security, 
interactivity and reliability to its users. 

The terms MUE and UE are used in this Recommendation to distinguish full support of MC-Streaming by the 
multi-connection architecture and the MC-Streaming functional elements, or only required support of MC-
Streaming by any UE accessing the multi-connection network streaming services. 

Different from traditional streaming services over single connection environments, MC-Streaming provides 
more features and better experience in a multi-connection environment, e.g., smoother stream playback 
with broader bandwidth, stream composition from different sources, stream decomposition to multiple 
devices, service continuity by transferring data flows among multiple network accesses, etc. 

6.2 General requirements 

The general requirements of MC-Streaming can be classified into four categories: multimedia content, 
interaction, QoS/QoE and utilization of MC-Streaming. 

6.2.1 Multimedia content requirement 

1) MC-Streaming has all the features of current streaming services. Various kinds of multimedia 
content (i.e., video/audio/text/graphics/data) can be rendered at the same time and in real time. 
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2) MC-Streaming is recommended to support different media types (e.g., audio and video) as well as 
formats (e.g., [ITU-T G.722]) to be delivered from a single source to one or multiple destinations/UE. 

3) MC-Streaming is recommended to support the delivery of multimedia content throughout different 
connections simultaneously, especially when multi-connection capability is supported by underlying 
network elements and accesses. 

4) MC-Streaming can optionally support multiple kinds of coding resolutions and aspects ratios 
(e.g., ITU-T H.264 video compression). 

5) MC-Streaming can optionally support live and/or video on-demand (VoD) content offering. 

6) MC-Streaming can optionally support content or programme selection. 

7) MC-Streaming can optionally support integration with other telecommunication services 
(e.g., instant message, presence, telephony, etc.). 

8) Multimedia content can optionally be transmitted to a single destination (e.g., VoD), or to multiple 
destinations simultaneously (e.g., broadcasting service). 

6.2.2 Interaction requirement 

1) User interaction is recommended to be supported. Service provider and subscriber of MC-Streaming 
can share interesting information within or between them, including programme information, 
image, data, text, audio, etc. 

2) MC-Streaming can optionally support interactive capabilities such as educational applications, 
entertainment applications (e.g., games), communication services (e.g., mail, chat and messaging), 
and information services (e.g., stock and weather services). 

3) MC-Streaming can optionally support user generated content to be uploaded and shared to other 
subscribers. 

4) MC-Streaming can optionally support download of user generated content. 

5) MC-Streaming can optionally support mechanisms for users to send user preferences to the server 
during a streaming session, so that the service providers may offer personalized content markers to 
the users. 

6) MC-Streaming can optionally enable a subscriber to share content marker(s) with other subscribers 
in accordance to legal aspects and operator policies.  

7) MC-Streaming can optionally support content pushing by the service provider to the UE, which can 
be requested or not requested by subscriber. 

8) MC-Streaming can optionally support content filtering mechanisms so that a subscriber can filter 
unwanted content. 

6.3 QoS/QoE requirements 

The requirements of quality of service (QoS) and quality of experience (QoE) are listed below:  

1) MC-Streaming is recommended to support a subscriber's required level of QoS/QoE, security and 
reliability. 

2) MC-Streaming is recommended to support service continuity (i.e., seamless connection handover). 

3) MC-Streaming is recommended to support service control to provide a quality at least as good as 
the quality of any individual access technology under its control. 

4) MC-Streaming is recommended to allow the delivery of MC-Streaming services with a subscriber's 
defined quality of experience (QoE). 

5) MC-Streaming can optionally support mechanisms to monitor audio and video quality. 

6) MC-Streaming can optionally support consistent QoS. 

7) MC-Streaming can optionally support mechanisms for QoE/QoS parameters adjustment due to the 
changes of content characteristics in a connection. 
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6.4 Use case of MC-Streaming 

MC-Streaming can be utilized in scenarios, such as: 

1) Traditional Internet protocol television (IPTV). Subscribers can receive multimedia information using 
different kinds of connections. This scenario includes linear TV, on demand services (i.e., video on 
demand and content on demand). Subscribers can playback the content after its initial transmission. 
Subscribers can also pause, rewind or forward stored content. 

2) Pushing interaction information. MC-Streaming providers can push some content towards the 
subscribers (e.g., most popular programme guides, advertisements, subscribers' on-demand 
programmes, etc.). Subscribers can also share information of interest, e.g., programme, image, data 
and audio.  

7 Network and MUE requirements 

7.1 Network transport capability requirements 

1) MC-Streaming is recommended to support and use connection related information 
(e.g., bandwidth, subscriber's preferences, QoS, etc.) to select one or more appropriate connections 
to deliver multimedia content. 

2) MC-Streaming can optionally support maintaining simultaneous CS and PS applications over 
different access technologies. 

7.1.1 Admission control 

1) MC-Streaming is required to support authentication and authorization of subscribers to the utilized 
access network(s). 

2) MC-Streaming can optionally support access network selection, e.g., according to QoS 
requirements, network status, UE status, subscriber's preferences or operator's policies. In this 
latter case, the selection mechanism is recommended to provide consistent QoS for subscribers' 
experience. 

7.1.2 Transport control 

1) MC-Streaming is recommended to support delivery of multimedia content over different access 
networks simultaneously, e.g., 2G/3G/WLAN, especially when multi-connection capability is 
supported by underlying network elements. 

2) MC-Streaming is recommended to provide efficient usage of multiple access networks.  

3) MC-Streaming is recommended to coordinate the transmission of multimedia content over multiple 
networks. 

7.1.3 Mobility support 

1) MC-Streaming can optionally support service continuity in case multiple access networks are 
connected to the UE. 

2) MC-Streaming can optionally provide the same service experience when the subscriber roams into 
another operator's network. 

3) MC-Streaming can optionally support switching from one subscriber's UE to another. 

7.1.4 Security support 

1) MC-Streaming is required to support authentication and authorization of the subscriber and her/his 
UE. 

2) MC-Streaming is required to prevent unauthorized usage. 

3) MC-Streaming is required to deliver content only to appropriate subscribers. 

4) MC-Streaming can optionally identify and block illegal or unwanted traffic by itself, or rely on other 
network elements' support. 
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5) MC-Streaming can optionally prevent unauthorized network topology discovery by itself, or rely on 
other network elements' support. 

7.2 MUE requirements 

The MC-Streaming MUE: 

1) Is required to support multiple network connections simultaneously, and it is recommended to 
support more than one kind of access network. 

2) Is recommended to support more than one kind of video and audio formats. 

3) Is required to support subscriber authentication and identification management. 

4) Is recommended to support synchronization and composition of media flows received from 
different network connections. 

5) Can optionally support user interaction, including programme selection, play, pause, fast forward, 
rewind, recording, replay, etc. 

6) Can optionally support user generated content to be uploaded and shared to other subscribers. 

7) Can optionally support acquiring and collecting equipment capability by the network to provide 
better service provisioning. 

8) MC-Streaming is recommended to support various types of user equipment, e.g., mobile phone, 
PDA, personal computer, pad, etc. 

8 Architecture 

8.1 General architecture 

The architecture of MC-Streaming impacts all layers of the multi-connection architecture. Some new 
functional entities are introduced into the application layer. Figure 8-1 provides an overview of the MC-
Streaming functional architecture. 

The general architecture of MC-Streaming provides the following major functionality, it: 

a) Receives MC-Streaming related requests from the MUE and provides user interaction capabilities. 

b) Provides authentication and authorization for MC-Streaming. 

c) Obtains original content from the content provider. 

d) Pre-processes original content to make it appropriate to be transferred over access networks. 

e) Delivers content to the MUE using network resources from multiple networks. 
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Figure 8-1 – MC-Streaming architecture 

8.2 High level description of functions 

8.2.1 Management functions 

The management functions are a set of functions providing operation, administration, maintenance, and 
provisioning (OAM&P) for the MC-Streaming service. Network operators can deploy this set of functions in a 
centralized or in a distributed environment. The detailed discussion is outside the scope of this 
Recommendation, and is not discussed herein. 

8.2.2 Content provider functions 

This set of functions is offered by authorized entities owning content copyright. Content provider functions 
provide the content and associated metadata (e.g., content-protection-rights sources, content sources, and 
metadata sources for the streaming service) for content control. Since this part is offered by third parties, it 
is also outside the scope of this Recommendation. 

8.3 Functional entities 

Functional entities in MC-Streaming impact all the functional entities in the multi-connection architecture. 
But, additionally, four new entities are introduced in the application layer: 

1. MSAC-FE 

2. MSUP-FE 

3. MSCC-FE 

4. MSCD-FE 
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Figure 8-2 shows the functional entities in the MC-Streaming architecture. 

 

Figure 8-2 – Functional entities in MC-Streaming architecture 

8.3.1 MC-Streaming application control functional entity (MSAC-FE) 
MSAC-FE allows multi-connection devices, i.e., the MUE, to choose and/or purchase content on demand. 
When it receives a request from a MC-Streaming device, MSAC-FE fulfils authentication and authorization by 
interacting with MSUP-FE, or with related information obtained from MSUP-FE. MSAC-FE provides 
application control logic based on the application-user profile, content metadata and other relevant 
information. MSAC-FE is also responsible for interaction control, such as programme selection, and 
forwarding and rewinding. Interaction between users (i.e., "users share programmes among friends") is one 
of the MSAC-FE's responsibilities. 

If needed, MSAC-FE can optionally request or inspect the content preparation procedure, which is fulfilled 
by MSCC-FE, since MSAC-FE is able to interact with the MUE and can obtain some MUE or user related 
information. 

8.3.2 MC-Streaming application-user profile functional entity (MSUP-FE) 

MSUP-FE stores relevant information about streaming application and service subscribers. Information in 
MSUP-FE can optionally include: 

a) Global settings (e.g., language preference). 

b) Capabilities of MC-Streaming terminal devices. 

c) Authentication and authorization information of MC-Streaming terminal devices and subscribers. 

d) MC-Streaming service settings, e.g., linear TV settings, on demand service settings, etc. 
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e) User preferences and subscription information, such as user specific settings, programmes being 
ordered, etc. 

f) Security and privacy settings, e.g., required security level of a subscriber, parent control information, 
etc. 

8.3.3 MC-Streaming content control functional entity (MSCC-FE) 

MSCC-FE provides content management and control functions. It is responsible for content preparation and 
content protection. MSCC-FE can optionally provide content distribution functions. 

a) Content preparation  

MSCC-FE is responsible for preparing and aggregating the contents as received from the content provider 
functions. MSCC-FE may edit the content or insert some watermark for content tracing before dispatching it 
to other functional entities. 

b) Content protection 

MSCC-FE is responsible for protecting the service and contents from illegal access. This is performed by 
verifying the subscriber's or service authorization, according to the subscriber's profile, subscription 
information and authorization token. Encryption methods and access control mechanisms (e.g., role based 
access control) can be employed to fulfil this functionality. 

c) Content distribution 

MSCC-FE can optionally provide content distribution function in some cases, especially if the multi-
connection architecture is not supported by the underlying network. Content delivery mechanisms and 
technologies (e.g., CDN, multicasting, broadcasting, and P2P overlay network) can be employed; this is 
decided according to the existing underlying network, operation requirements, etc. 

8.3.4 MC-Streaming content delivery functional entity (MSCD-FE) 

MSCD-FE is responsible for delivering streaming content from MSCC-FE to the subscriber. In this 
Recommendation, the multi-connection architecture is the preferred model to provide content delivery. 
However if the multi-connection architecture is not supported, existing distribution mechanisms such as 
multicast, P2P and CDN can also be employed. 

In other words, the content is recommended to be delivered through different connections simultaneously. 
Based on the underlying distribution mechanisms, MSCD-FE may cooperate with related entities to fulfil 
content delivery. For example, MSCD-FE may cooperate with MAS-F in the multi-connection environment. In 
addition, MSCD-FE is recommended to coordinate the transmission of content over different connections, 
according to connection related information, e.g., bandwidth, QoS, user preferences, etc. When the multi-
connection architecture is not supported, MSCD-FE may cooperate with the underlying P2P network to 
distribute content from/to multiple peer nodes. 

MSCD-FE is responsible to cache and store content and associated information. 

MSCD-FE is recommended to interact with MAS-F to deliver content in coordination with the multi-
connection architecture. Thus, emphasizing, the multi-connection architecture is the preferred technology 
to support MC-Streaming. 

MSCD-FE can optionally support insertion, watermarking, transcoding and encryption pertaining to the 
content. 

Finally, MSCD-FE can optionally generate charging information. 

8.4 Reference points 

8.4.1 Reference point Ua 

The Ua reference point exists between the MC-Streaming application control FE (MSAC-FE) and the MC-
Streaming application-user profile functional entity (MSUP-FE). 



1 Core network aspects   
 

366 

Through this reference point, MC-Streaming application control FE (MSAC-FE) retrieves application and user 
profiles. These profiles include authorization information (e.g., whether the subscriber is permitted to view 
the specific programme), service settings, user preferences, etc.  

8.4.2 Reference point Uc 

The Uc reference point exists between the MC-Streaming application-user profile functional entity (MSUP-
FE) and MC-Streaming content control functional entity (MSCC-FE). 

Through this reference point, MC-Streaming content control functional entity (MSCC-FE) obtains security-
related information and content authorization information from the MC-Streaming application-user profile 
functional entity (MSUP-FE) such as the subscriber's right to access a specific content. Uc is designed for 
content authorization control (i.e., content security control). 

8.4.3 Reference point Ac 

The Ac reference point exists between the MC-Streaming application control functional entity (MSAC-FE) and 
MC-Streaming content control functional entity (MSCC-FE). 

Through this reference point, the MC-Streaming application control functional entity (MSAC-FE) can 
optionally obtain service metadata and content protection information stored in MC-Streaming content 
control functional entity (MSCC-FE). 

The MC-Streaming application control functional entity (MSAC-FE) is recommended to use this reference 
point to send service control and user interaction information to MC-Streaming content control functional 
entity (MSCC-FE), such as play, fast forwarding, rewinding, pause, stop, etc. If needed, the MSAC-FE can 
optionally send content control related requests to the MSCC-FE through this reference point, e.g., transcode 
or edit a piece of media content. 

8.4.4 Reference point Am 

The Am reference point exists between the MUE and MC-Streaming application control functional entity 
(MSAC-FE). 

Through this reference point, the MUE sends the MC-Streaming related control request and subscriber's 
interaction requests to the MC-Streaming application control functional entity (MSAC-FE), such as a request 
for a specific programme. 

8.4.5 Reference point Cc 

The Cc reference point exists between the MC-Streaming content control functional entity (MSCC-FE) and 
MC-Streaming content delivery functional entity (MSCD-FE). 

This reference point is used to send content from the MC-Streaming content control functional entity (MSCC-
FE) to the MC-Streaming content delivery functional entity (MSCD-FE), such as specific programme content 
which can be delivered utilizing the underlying network. 

Through this reference point, the MC-Streaming content control functional entity (MSCC-FE) also sends the 
MC-Streaming content delivery functional entity (MSCD-FE) the delivery control requests, e.g., starting or 
stopping the delivery procedure as per a subscriber's request. 

9 Information flows 

9.1 Authorization and streaming establishment 

Before accessing a streaming service, a MUE must be verified as having permission to access the service and 
relevant resources, according to the subscriber's application profile. Afterwards, the streaming connections 
can be established. This information flow generally occurs when a user accesses the service. It is shown as 
Figure 9-1. 
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Figure 9-1 – Authorization and streaming establishment 

1) MUE sends a streaming access request message to MSAC-FE, to require a specific streaming content. 

2) MSAC-FE obtains streaming application and MUE information from MSUP-FE, to verify whether the 
MUE has the permission to access this service. 

3) If the MUE has the permission, MSAC-FE sends a content request message to MSCC-FE to obtain 
related content. 

4) MSCC-FE obtains streaming application and MUE related information from MSUP-FE, to verify 
whether the MUE has the permission to access the content. If it has, the MUE is authorized to access 
the content. 

5) MSCC-FE prepares requested streaming content. The content may be previously obtained from 
content providers, or be transmitted in real time, e.g., in a monitoring scenario. 

6) MSCC-FE sends a content delivery request message to MSCD-FE to indicate that streaming content 
is available for delivery. 

7) MSCD-FE sends a connection establishment request to MAS-F, to request to establish connections 
to transport streaming content to MUE. 

8) MAS-F sends policy establishment request messages to an underlying SCF, even to multiple SCFs, to 
request to establish a transmission policy. 

9) SCF forwards this policy establishment request message to MPC-FE. 

10) MPC-FE selects a set of QoS rules for a new connection based on the operator policy and the 
information of the new connection.  

11) MPC-FE makes policy rules for the streaming based on the policies, and sends policy rules to MC-FE. 

12) MC-FE sends an ACK message to MPC-FE after receiving the policy rules. Hence, the connection 
between the MUE and MSCD-FE is established. 
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13) The streaming connection(s) has been established between the MUE and MSCD-FE, and then the 
streaming can be transported from MSCD-FE to MUE. 

9.2 Streaming decomposition 

This flow shows streaming decomposition after streaming connections have been established, according to 
the subscriber's request, service requirements, network status, etc. The purpose of streaming decomposition 
is to transfer streaming flows with multiple connections to achieve the best service quality, e.g., smooth 
replay and no interruption. The information flow is shown in Figure 9-2. 

 

Figure 9-2 – Streaming decomposition 

1) MSCC-FE sends a streaming delivery request message to MSCD-FE, to request to transfer the 
prepared streaming content. 

2) MSCD-FE forwards this streaming delivery request message to MAS-F. 

3) MAS-F obtains related information (such as available connections of the MUE, the requirements of 
the streaming transmission or the user's requirements, etc.) from MUP-FE and MSUP-FE to decide 
which one or several connections can be used to deliver the decomposed streaming flows.  

4) MAS-F makes a decomposition decision according to the information already obtained. 

5) After the streaming flow is split into two components, i.e., streaming component 1 (SC-1) and 
streaming component 2 (SC-2), MAS-F sends a delivery request message with streaming 
requirements to initiate a connection for SC-1. 

6) SCF forwards the request message to MPC-FE, to request to establish a related transmission policy 
for SC-1. 

7) MPC-FE makes policy rules based on QoS requirements, then sends a request to MMF to install the 
QoS rules for SC-1. 
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8) MPC-FE returns a delivery response message to SCF after the rules have been installed. 

9) SCF forwards the delivery response message to MAS-F. 

10) MAS-F sends a delivery request message to SCF with streaming requirements to initiate a connection 
for SC-2. 

11) SCF forwards the request message to MPC-FE, to request to establish a related transmission policy 
for SC-2. 

12) MPC-FE makes policy rules based on QoS requirements, then sends a request to MMF to install the 
rules for SC-2. 

13) MPC-FE returns a delivery response message to SCF after the rules have been installed. 

14) SCF forwards the delivery response message to MAS-F. 

15) MAS-F returns a streaming delivery response message to MSCD-FE after the streaming components 
are established. 

16) MSCD-FE forwards the streaming delivery response message to MSCC-FE. 

9.3 Streaming composition 

When multiple UE create several streaming components through multiple network interfaces, the streaming 
components can be composed into one to serve the application and the remote MUE. For example, multiple 
streaming flows from different cameras can be composed into one, which is then transferred to the end MUE 
in a monitoring service. The information flow is shown in Figure 9-3. This procedure happens during 
streaming flow establishment.  
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Figure 9-3 – Streaming composition 

1) UE-A sends an initiation request message to SCF-A to create a streaming component (SC-1). 

2) UE-B sends an initiation request message to SCF-B to create another streaming component (SC-2). 

3) SCF-A forwards the initiation request message of SC-1 to MAS-F. 

4) SCF-B forwards the initiation request message of SC-2 to MAS-F. 

5) MAS-F obtains related information (such as the UE that the messages come from, the applications 
that the messages belong to, etc.) from MUP-FE and MSUP-FE, to decide whether the streaming 
components (SC-1 and SC-2) can be composed together. 

6) MAS-F makes the composition decision according to the information already obtained. 

7) MAS-F composes SC-1 and SC-2 as SC-3. 

8) MAS-F sends a streaming composition notification request message to MSCD-FE, to request to 
compose the streaming components (i.e., SC-1 and SC-2). 

9) MSCD-FE returns a streaming composition notification response message to MAS-F. 

10) MAS-F returns an initiation response message for SC-1 to SCF-A. 

11) MAS-F returns an initiation response message for SC-2 to SCF-B. 

12) SCF-A forwards the initiation response message of SC-1 to UE-A. 

13) SCF-B forwards the initiation response message of SC-2 to UE-B. 

14) The streaming components (SC-1 and SC-2) are transported from UE-A and UE-B respectively, to 
MSCD-FE through different networks. 
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15) MSCD-FE sends an initiation request message for SC-3 to MUE-C. 

16) MUE-C returns an initiation response message for SC-3 to MSCD-FE. 

17) The streaming component of SC-3 is delivered from MSCD-FE to MUE-C through multiple networks. 

9.4 Streaming transfer 

After establishment, a streaming flow can be transferred from one connection to another among multiple 
connections, according to the subscriber's demand or network status, while the streaming service itself is not 
affected. 

9.4.1 MUE initiated streaming transfer 

After simultaneously connecting to multiple access networks, according to a subscriber's demand 
(for example, if the bit rate of the connection for the streaming transmission is too slow), a MUE can request 
the transfer of one or more streaming flows from one access network to another. In this case, the MUE is 
able to request a modification of the existing connection parameters. The information flow of a MUE initiated 
transfer is shown in Figure 9-4. 

 

Figure 9-4 – MUE initiated streaming transfer 

1) MUE sends a streaming transfer request message to the originating SCF, i.e., SCF(1), to request to 
transfer a streaming flow from one access network to another. 

2) SCF(1) forwards this request message to MAS-F. 

3) MAS-F obtains MUE and streaming flow related information from MUP-FE and MSUP-FE. 

4) MAS-F makes the decision which connection can be used to transport the streaming flow to be 
transferred, according to the information already obtained. 

5) MAS-F sends a resource modification request, which contains the updated information of the 
connection, to the destination SCF, i.e., SCF(2). 

6) SCF(2) forwards this request message to MPC-FE. 

7) MPC-FE makes policy rules based on QoS requirements, then sends a request to MMF to install the 
QoS rules. 
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8) MPC-FE returns a resource modification response message to SCF(2). 

9) SCF(2) forwards this response message to MAS-F. 

10) MAS-F returns a streaming transfer response message to SCF(1). 

11) SCF(1) forwards this streaming transfer response message to MUE. Hence, the streaming flow has 
been transferred from SCF(1) to SCF(2). 

9.4.2 Network initiated streaming transfer 

Based on the status of an access network (for example, congestion in the network or connection released), 
the network is recommended to transfer some streaming flows to another access network. The information 
flow for network initiated transfer is shown as Figure 9-5. 

 

Figure 9-5 – Network initiated streaming transfer 

0) An MUE has connected to multiple access networks simultaneously, and establishes several 
connections to receive streaming. 

1) AC-FE(1), which represents the originating access network of this transfer procedure, sends a 
connection update request message to MR-FE. The message contains the identifier and the 
information of the connection to be modified. 

2) MR-FE updates the information of the connection based on the request message. Then MR-FE sends 
a connection information message to MC-FE. 

3) MC-FE sends a resource modification request message to MPC-FE, to request to revise related 
transmission policy. 

4) MPC-FE forwards this modification request to MAS-F. 
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5) MAS-F obtains MUE and streaming flow related information from MUP-FE and MSUP-FE. 

6) MAS-F makes the decision which connection can be used to transport the streaming flow to be 
transferred, according to the information already obtained. 

7) MAS-F sends a streaming transfer request, which contains the updated information of the 
connections, to the destination SCF, i.e., SCF(2). 

8) SCF(2) forwards this request message to MPC-FE. 

9) MPC-FE constructs new QoS rules for the destination connection based on the operator's policies 
and originating connection information, then returns a streaming transfer response to SCF(2). 

10) SCF(2) forwards this response message to MAS-F. 

11) MAS-F returns a transport resource modification response message to MPC-FE. 

12) MPC-FE forwards this response message to MC-FE. 

13) MC-FE makes QoS rules according the response message, and installs the rules on MMF. 

14) MMF forwards the QoS rules to AC-FE(2). 

15) AC-FE(2) updates the QoS policy rules of the connection. After, it returns an ACK message to MMF. 
Hence, the streaming flow on AC-FE(1) has been transferred to AC-FE(2). 

10 Security considerations 

10.1 Subscriber security 

Subscriber security of MC-Streaming contains all the relevant problems in a legacy network environment, 
including privacy protection and access control. In a legacy network environment, a subscriber's privacy 
mainly deals with a specific service, for example, channel number before and after the channel change, time 
of change, time of play and so on. For privacy protection, a great effort has been made to prevent subscribers' 
personal information from being abused. 

In the multi-connection environment, in addition to the above information, a subscriber's privacy includes 
authentication information for multiple access networks, network selection related information and other 
important privacy information. Once the information is leaked or tampered with, the security risk increases 
with multiple accesses instantiations. 

For MC-Streaming, subscriber security mainly focuses on a subscriber's privacy protection and access control 
of the service. 

10.1.1 Privacy protection 

When providing MC-Streaming service, privacy protection is necessary and should seriously be considered, 
in order to prevent information from being leaked or abused. Subscribers' privacy information includes: 
service usage, network selection information, authentication information, etc. 

For MC-Streaming, subscribers' private information may be leaked out in at least three forms, i.e., from the 
service provider(s), network operator and terminal device. According to the different disclosure forms, 
different protection mechanisms should be deployed. 

From the service providers' perspective, many sensitive data are stored at their side. Illegal intrusion and 
unauthorized access may steal the data, bringing threats to the subscribers. Hence, subscribers' personal 
data is recommended to be classified and managed accordingly. Important data should be controlled 
securely, e.g., it can be stored after encryption. Access to personal data should also be controlled. 

From the network's perspective, personal data can be leaked during transmission. So, encryption algorithms 
and mechanisms such as DES, RSA, SSL, and others are recommended to be deployed. Communication 
channels are recommended to be encrypted before data transmission.  

From the terminal device's perspective, certain personal data are stored in the terminal device itself, which 
can be read out if the device is lost. Therefore, it is recommended to deploy a mechanism to completely 
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delete user data on demand by the subscriber himself or the service provider. Sensitive data are required to 
be encrypted and secured. Hence, a third party cannot easily read out the data even when the device can be 
accessed. The terminal device should also provide the capability of avoiding malicious software and virus 
attacks. 

10.1.2 Access control 

Normal subscribers should be able to set up an access control mechanism (such as using a password) to limit 
the access to his/her preferred content or services. 

For protection of children, some kinds of mechanisms for parent control are recommended to be deployed 
in order to restrict the streaming contents from being accessed. Specifically, the service provider can set 
ratings for content to limit access by children, and also can make an authorization in the terminal device for 
children viewing a particular channel or content, for example, by using a PIN challenge. 

10.2 Service security 

Service security in MC-Streaming also suffers from all the related problems in legacy networks. For example, 
authentication, authorization and access control are required to be supported. Before a service is 
provisioned, terminal device and subscriber are typically required to be authenticated in a secure way. After 
that, the subscriber is authorized for the access of specific service and content. Service access control also 
includes encryption mechanisms for service signalling and content flow, to mutually prevent unwanted or 
unauthorized access for both service provider and subscriber. 

Specific to the multi-connection environment some specific security problems are discussed below. 

10.2.1 Attacks 

The diverse nature of the access networks involved in MC-Streaming requires a number of security 
procedures to prevent malicious attacks. These attacks may include: 

• Denial of service (DoS), in which the attacks consists of flooding with service requests, creating 
network and server(s) congestion. 

• Intrusion, which can destroy the network infrastructure and lead to threats to the MC-Streaming 
services. 

• Trojans, which can steal the subscribers' private information or privacy stored in terminal devices, 
such as subscriber information, service usage and network related information.  

The result of these attacks may violate subscribers' privacy, illegally modify policy information and ultimately 
cause abnormal behaviour of the MC-Streaming service. 

10.2.2 Authentication 

Subscribers are commonly required to fulfil authentication and authorization before they are able to access 
a service. Overpassing these steps lead to malicious threats targeting the service, such as denial of service 
(DoS), intrusion and malicious programs like Trojans, which can steal the information of subscribers. 
However, authentication and authorization is somehow complicated in MC-Streaming, since different 
mechanisms may be deployed in different access networks simultaneously. 

From the service's perspective, multiple and repeated authentication procedures for every access network 
make authentication information potentially prone to be leaked. From the subscribers' perspective, they 
potentially should login repeatedly when accessing the service through several access networks. This is really 
inconvenient for subscribers, and may not provide a good user experience. From the perspective of 
management, large amounts of account information also makes the management complicated. 

It is further recommended that authentication and authorization be bound to a verification of the integrity 
of MC-Streaming ensuring that the service, private subscription information, and policies are not 
compromised through malicious attacks. See also [ITU-T Y.2251], clause 7. 



Core network aspects  1 
 

   375 

After the discussion above on various complex issues to be taken care of by the combination of the 
MC-Streaming service overlying upon the multi-connection architecture, MC-Streaming is recommended to 
adopt mechanisms to avoid redundant authentication operations.  

Single Sign On (SSO), for instance, or a unified registration mechanism can optionally be deployed to simplify 
the authentication procedure across multiple networks. This authentication results in one access network 
that can also optionally be utilized to complete the authentication of other access networks. 

10.2.3 Digital right management 

For MC-Streaming, there also exist security threats such as unauthorized usage, illegal copy and so on. 

In the multi-connection environment, the transmission paths of streaming content are more complicated 
than that of a legacy network environment. Operations such as streaming content distribution, transmission, 
acquisition, storage and redistribution between content sources, and terminal devices are susceptible to 
network attacks, causing security threats such as content intercepted, tempered, unauthorized usage, 
unauthorized copying or unauthorized redistribution. 

Unlike the general data service, a streaming flow is composed of media content, such as audio streaming, 
video streaming, image streaming, etc. In order to prevent unauthorized use and illegal copy, it is 
recommended that multi-connection streaming supports Digital Right Management (DRM) to protect the 
copyright of streaming content. Using DRM, only authorized subscribers have permission to access the 
streaming content. Otherwise, an illegal copy of it cannot be replayed, even when it is been obtained. DRM 
solutions include digital watermarking, copyright protection, content tracking, digital signature, data 
encryption and others. 

10.3 Network security 

Network access authentication is a prerequisite to protect network security. In multi-connection, 
authentication and authorization are also recommended to be supported to ensure security. 

Therefore, the content of MC-Streaming is also recommended to be protected during its transmission 
throughout the networks, as well as when it is acquired, consumed, stored and retransmitted by end 
subscribers. The protection mechanisms include encryption, watermarking, tracing, identification and other 
mechanisms. Otherwise, illegal network monitoring may break data confidentiality. 

Detection and prevention mechanisms are recommended to be deployed against network attacks such as 
denial of service (DoS) and network intrusion, since these threats target specific network elements (e.g., 
routers and switches) and resources (e.g., bandwidth). 

Different access networks may provide different security levels, which may cause vulnerabilities to MC-
Streaming. For example, the payment for data when ordering a video is not suitable to be transmitted 
through WLAN, which is easily monitored and not safe enough. Among the solutions for this case include for 
instance selecting a network with a higher security level and encrypting data before transmission. In addition, 
it is also important to provide protection from attacks; e.g., DoS attacks from less secure intruding networks. 

10.3.1 Access control 

Access control means to protect against unauthorized usage of network resources. It ensures that only 
authorized personnel or devices are allowed to access network elements, store information, and modify 
information flows, services and applications. 

For MC-Streaming, subscribers are able to access the service through multiple access networks. Different 
access networks have different security mechanisms and provide different security levels. It is required that 
MC-Streaming prevents unauthorized users from accessing networks and services through networks with 
lower security levels. Otherwise, security issues may arise, such as information disclosure and other related 
security problems to this service and to its underlying networks. Therefore, MC-Streaming is recommended 
to provide unified access control mechanisms to protect user requests from different access networks. 
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10.3.2 Authentication 

Authentication protects the identities of communicating entities (e.g., person, device, service or application), 
and provides assurance that an entity is not attempting a masquerade or unauthorized access by replaying a 
previous legal communication. Unauthorized access to the access networks or to the streaming service 
breaks the authentication measurements previously taken. For example, unauthorized users may intercept 
subscribers' registration information from the communication link to then gain access to the access 
network(s).  

In multiple access networks, each of them is required to fulfil the authentication of the terminals and their 
users. The process is complicated and impacts the user experience, but decreases the risk of disclosure to 
the subscribers' authentication information. Therefore, SSO or a unified registration mechanism can 
optionally be introduced to simplify the authentication process, as well as to improve the subscribers' 
experience and their security.  

10.3.3 Non-repudiation 

Non-repudiation prevents an individual or an entity from denying that she or he has performed a particular 
action. For example, subscribers subscribe to a service, but afterwards denied that they subscribed to the 
service. 

In multiple access networks, subscribers' request information can be transmitted through different access 
networks. Since different reliability exists in different networks, subscribers' request information may be lost 
during its transmission and/or retransmission. Therefore, it is recommended that MC-Streaming record 
users' operations and ensure that key requested operations (e.g., service subscription, programmes to 
purchase, etc.) be neither lost, nor denied by the subscribers themselves. 

10.3.4 Data security 

Data security includes data confidentiality, data integrity and privacy, etc. 

Data confidentiality means to protect data from unauthorized disclosure. It ensures that the data content 
cannot be understood by unauthorized entities. Unauthorized access to sensitive data will break the 
confidentiality. 

Data integrity ensures the correctness or accuracy of data, and protects against unauthorized modification, 
deletion, creation and duplication, etc. The unauthorized tampering with sensitive data will break the 
integrity. 

Privacy security provides the protection of information such as a user's geographic location, IP addresses, the 
contents that a user has visited, and the DNS names of devices in a service provider network. 

In multiple access networks, the authentication information from multiple access networks is sensitive and 
confidential. Once they are stolen and then pretended, some security threats may occur. For example, a 
subscriber may be charged maliciously. Therefore, MC-Streaming is recommended to employ some kinds of 
mechanisms to ensure data confidentiality. DES, RSA and other encryption algorithms can optionally be 
deployed. 

In multiple access networks, streaming data transmitted in networks can be classified for signalling data and 
media content. For media content, it has little effect on user experience even if some parts of the content 
are lost. But for signalling data, it is necessary to ensure data integrity. Otherwise, the MC-Streaming service 
cannot work normally. Therefore, it is proposed that the integrity of signalling data be verified. Hashing 
algorithms such as MD5 and SHA1 are widely used for integrity checks, and are recommended to be 
employed here. 

In MC-Streaming, users' streaming service information includes program registration and login information, 
program information, program settings and content, etc. Once the information is stolen and then forged or 
modified, it will result in some security threats such as malicious charging and login. Therefore, MC-Streaming 
is recommended to protect the privacy of the information. Encryption, watermarking, tracing and marking, 
and other mechanisms can be deployed here. 
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10.3.5 Communication security 

Communication security ensures that information can only be accessed by authorized end-points, and the 
information is not diverted or intercepted during transmission between these end-points.  

In MC-Streaming, different networks have different security levels. Networks with a lower security level are 
more vulnerable to attacks, such as DoS attacks and Distributed DoS (DDoS) attacks. Therefore, some types 
of security systems such as security gateway and firewall are recommended to be deployed to ensure the 
security boundary of the underlying network. Network scanning can also optionally be used here. 

In addition, MC-Streaming needs to ensure availability. Availability means the service is resilient to hardware 
or software failure, and intrusion attacks. Hence, the service is recommended to be designed and deployed 
in a distributed architecture. Some kinds of redundant technologies, such as cluster and backup for both 
hardware and software, are popularly used. An intrusion detection system (IDS) is also an effective 
technology for protection from network attacks. 

10.4 Terminal device security 

In multiple access networks, the terminal device security problem becomes more complicated. Attacks may 
come from different access networks; the attackers may access non-encrypted streaming content by 
changing terminal devices, or encrypted streaming content by analysing data flows. It may increase the risks 
of MUE compared with a single network environment. Terminal devices may be infected with virus, Trojan 
horses, worms and other malicious programs. These harmful programs may cause information disclosure, 
charging information tampered. They may also make the streaming service work abnormally. In addition, 
unauthorized subscribers can try to break device security by downloading and running hacker software if 
they can access the device. These may also make terminal devices unsafe, especially for smartphones. 

According to the threats above, some mechanisms are proposed to deal with terminal device protection. For 
example, pluggable and renewable security processors and components can optionally be deployed to 
improve the ability of resisting network attacks. Secure and tamper-resistant secret data storage, control 
signal encryption and decryption are recommended to be used to prevent information disclosure and data 
tampering, etc. Authorization is recommended to be required to ensure that only legal software can be 
downloaded, run and stored on terminal devices. 

11 Charging 

MC-Streaming contains a variety of service types, such as video broadcasting, video on demand, video 
conference and monitoring, etc. Each different service type has different characteristics, and their charging 
policies are also different. Charging for MC-Streaming needs to be able to generate usage records, and 
provide flexible and customized price strategy, so as to fulfil different charging requirements. A charging 
system is recommended to support a variety of charging resources, including timing, total flow, upstream 
traffic, downside flow, frequency, etc. 

In the multi-connection environment, resources in different networks can be allocated and used by a single 
user at the same time. Multiple links can also be charged at the same time. Therefore, it is recommended 
not to charge multiple times for a single usage of the service, even when multiple usage records are 
generated in different networks. 

The charging mechanisms can be divided into different categories. According to the time when to charge, 
they can be divided into online charging and offline charging. According to the content to be charged, they 
can be divided into duration charging, content charging, monthly rental charging and combined charging, etc. 
MC-Streaming is recommended to support more than one charging mechanism to support different service 
types. 

app:ds:monitoring
app:ds:frequency
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11.1 Charging mechanisms 

11.1.1 Online charging 

For MC-Streaming, online charging is a charging mechanism where charging is done in real time taking into 
consideration multiple accesses. Therefore a direct interaction is required between resource/session/service 
control entities and the charging system. For the MC-Streaming service, several entities can be used to fulfil 
online charging in different scenarios. 

In the architecture of MC-Streaming, MSCC-FE provides a content management and control function, as well 
as optional content distribution function. It is responsible for content preparation and content protection. 
All streaming content would pass through it before distributing to subscribers. Therefore, the services to be 
charged by usage time, e.g., linear TV and video conference can optionally be fulfilled by MSCC-FE. 

MSCD-FE is responsible for caching and storing content and associated information, as well as delivering 
received content from MSCC-FE to subscribers. Therefore, content and streaming related charging can 
optionally be fulfilled by MSCD-FE. 

MSAC-FE is responsible for user interaction control such as programme selection, forwarding and rewinding. 
It allows multi-connection devices to choose or purchase streaming content on demand. Interaction between 
users is also a responsibility of MSAC-FE. Therefore, content related charging can optionally be fulfilled by 
MSAC-FE. 

In the multi-connection environment, each network has its own charging strategies and policies. Charging 
information can be generated by many functional entities. Hence, it is required to avoid redundant charging 
when accumulating different usage records collected from different networks or from different systems in 
one network. 

11.1.2 Offline charging 

Offline charging is a charging mechanism where charging is done periodically (e.g., daily or monthly), instead 
of in real time. All usage information is provided to a billing system such as a charging data record (CDR), 
which contains detailed usage information. And charging will be completed by the billing system according 
to the charging strategy. The billing system does not need to interact with a service directly during the process 
of the service, which would reduce service performance. For MC-Streaming, offline charging has an intrinsic 
risk since a subscriber might generate high expenses in short periods of time. 

For the MC-Streaming service, charging information can be generated not only by MC-Streaming, but also by 
the underlying networks. Different functional entities in MC-Streaming can be used to generate charging 
records, according to a service's charging policy. For example, MSCC-FE or MSCD-FE can be optionally used 
to charge for flow or transmission related policy, and the service itself can be optionally used to charge for 
content related policy. 

11.2 Charging policies 

11.2.1 Duration based charging 

In duration charging, a user is to pay for usage duration of a service. The quality of content has little effect 
on cost. The capacity of the underlying network has a greater influence on the quality of service. This means 
even if the network is overloaded, users still have the same cost but for a lower service experience. Therefore, 
it is reasonable to deploy this strategy in the networks which have a stable QoS. 

For MC-Streaming, both the service itself and underlying networks can optionally generate charging records. 
However, it is more reasonable for MC-Streaming to fulfil duration charging, since it has overall information 
about the service usage. If not, it may be complex and possibly make a mistake when charging across multiple 
access networks. 

11.2.2 Flow based charging  

Flow charging is based on the flow of traffic that a user sends or receives, independent of the service being 
used. Because different links have different rates and may generate different charging records, it is 
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recommended to take the quality of each link into account, such as bandwidth capacity, unit bit cost, bit error 
rate, etc.  

In MC-Streaming, MSCC-FE and MSCD-FE can optionally generate flow charging records, since all streaming 
content would go through them. Charging information can also be generated by underlying network 
elements. But some charging conflicts may appear, or some charging information might be omitted, which 
may lead to a charging error. Hence, it is recommended that the service, instead of the underlying network 
elements, is responsible for flow charging.  

11.2.3 Content based charging 

For content charging, it is fulfilled based on streaming content to be accessed. Each piece of content has a 
price. When ordered, a subscriber will be charged accordingly. This policy is more suitable to VoD (video on 
demand) related service types, since subscribers focus more on the content itself than on the bandwidth or 
duration to be used during content transmission. This strategy is simple and easy to be implemented. It can 
optionally be fulfilled by MC-Streaming itself, more specifically, by the MC-Streaming application control 
functional entity (MSAC-FE) or MC-Streaming content control functional entity (MSCC-FE). 

11.2.4 Monthly rental based charging 

Monthly rental charging is a policy wherein a subscriber pays for a certain amount of fees each month for 
subscribing to the streaming service, no matter how long he or she uses and how much amount of content 
that he or she accesses. The monthly price is usually a little higher than other charging policies, because of 
no restriction of service usage. For MC-Streaming, a tremendous amount of network resources may be 
occupied for content transmission. It is important to design a good policy to balance network costs and 
operators' benefits, if this kind of charging policy is to be deployed. 

11.2.5 Hybrid charging 

A single charging policy may not be able to adapt to different deployment of streaming service, since there 
are different scenarios and application types for the service. Different charging policies can optionally be 
selected. A variety of policies can optionally be provided to support flexible charging and meet different 
subscribers' requirements. 
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Appendix I 
 

Scenarios of streaming services over multi-connection 

(This appendix does not form an integral part of this Recommendation.) 

I.1 Video services 

Video services mainly include live video and video on-demand (VoD). Live video relies on the Internet and 
streaming technology. It integrates images, text, voice and other elements. VoD, as the name suggests, is a 
video on demand service responding to viewers' requests of programmes. This service can transport the 
video content to users as clicked or selected.  

In the environment of multi-connection, the advantages of multi-connection such as increasing service 
continuity can be used to enhance the video service. For example, benefiting from multi-connection 
technology, the video service will not be interrupted even if one or more of the connections are lost. Instead, 
other available connections can be used to maintain the continuity of the service. Figure I.1 is an example for 
VoD continuity. 

 

Figure I.1 – VoD service continuity 

Alice has both a 3G connection and WLAN connection in her home. She uses a VoD service which establishes 
two connections through 3G and WLAN simultaneously, since a broad bandwidth is required for video 
delivering. After a while, she leaves home and moves out of the area of WLAN. WLAN connection is then lost. 
The service senses the change and automatically starts delivering video streaming over the 3G connection 
without pausing or stopping the service. Alice is informed of the change by the service or by the network. 

I.2 Video conference services 

Video conference services mainly include video conference, video chatting, tele-education and so on. Video 
conference is a kind of communication method. It is held among different users with terminals in different 
places, by communicating with voice, video and images in real time. The participators can feel the 
communication just as face-to-face conversation. In fact, it can be used to replace onsite meeting. 

In the environment of multi-connection, the advantages of multi-connection, such as multimedia division 
and load sharing between networks, can be used to enhance this kind of service. For example, benefiting 
from multi-connection technology, video conference services can be divided into audio flow sand video flows, 
and then be delivered through different transmission paths in different networks. Figure I.2 is an example of 
video conference service. 
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Figure I.2 – Video conference service 

Alice has to attend a video conference with business partners via her mobile phone when she is walking to 
the office. On the way to her office, some WLAN hotspots are available. So Alice decides to initiate the video 
flow through a WLAN link in order to benefit from higher bandwidth and cheaper cost, whereas she sends 
and receives the audio flow through the 2G/3G link in order to guarantee the audio flow to be uninterrupted. 

I.3 Real-time monitor services 

Real-time monitor services mainly include real-time monitor, multi-viewer service and so on. A real-time 
monitor service collects multimedia streaming from multiple terminals, and distributes to one or more UE 
after process by the service. Users can view the multimedia information in one screen from different angles 
or locations. 

In the environment of multi-connection, the advantages of multi-connection, such as flexibility in network 
selection, transparency of multi-connection, service continuity, increased access options, can be used to 
enhance this kind of service. For example, benefiting from multi-connection technology, multiple terminals 
are able to send multimedia flows through different connections. After integration by the service, these 
multimedia flows are distributed to one or more UE. Both transmission efficiency and user experience can 
be improved in this way. Figure I.3 is an example of real-time monitor service. 

 

Figure I.3 – Real-time monitor service 

Alice is watching a linear broadcast of a baseball game. There are multiple cameras in the stadium, which 
provide different views of the game. All views are delivered to Alice's terminal through multiple networks. 
Then Alice is able to choose and watch the preferred view.  

With multi-connection technology, multi-view service is able to deliver video streaming from different video 
sources simultaneously. An end-user can choose the views that he or she would like to watch. It will greatly 
improve user experience in this way. 
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Summary 

Recommendation ITU-T Y.2254 describes requirements for network transport and service layer capabilities 
to support enhanced multimedia telephony (eMMTel) services over the multi-connection functional 
architecture. 

The capabilities of multi-connection to support the eMMTel services encompass, at least, the following 
functions, such as service control function, security and charging function, policy and transport function, 
as well as the corresponding information flows. 
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1 Scope 

This Recommendation describes the capabilities of multi-connection to support the enhanced multimedia 
telephony service (eMMTel). 

The scope of this Recommendation includes scenarios, service features, requirements, functional 
architecture, information flows and other aspects such as security and charging for eMMTel services over 
the multi-connection functional architecture. 

It is noted that eMMTel service in this Recommendation applies the IMS-based NGN environment. 

2 References 

The following ITU-T Recommendations and other references contain provisions which, through reference in 
this text, constitute provisions of this Recommendation. At the time of publication, the editions indicated 
were valid. All Recommendations and other references are subject to revision; users of this Recommendation 
are therefore encouraged to investigate the possibility of applying the most recent edition of the 
Recommendations and other references listed below. A list of the currently valid ITU-T Recommendations is 
regularly published. The reference to a document within this Recommendation does not give it, as a stand-
alone document, the status of a Recommendation. 

[ITU-T Q.1706]  Recommendation ITU-T Q.1706/Y.2801 (2006), Mobility management requirements 
for NGN. 

[ITU-T X.200]   Recommendation ITU-T X.200 (1994) | ISO/IEC 7498-1:1994, Information technology – 
Open Systems Interconnection – Basic Reference Model: The basic model. 

[ITU-T X.800]   Recommendation ITU-T X.800 (1991), Security architecture for Open Systems 
Interconnection for CCITT applications. 

[ITU-T Y.2001]  Recommendation ITU-T Y.2001 (2004), General overview of NGN. 

[ITU-T Y.2027]   Recommendation ITU-T Y.2027 (2012), Functional architecture of multi-connection. 

[ITU-T Y.2233]  Recommendation ITU-T Y.2233 (2008), Requirements and framework allowing 
accounting and charging capabilities in NGN. 

[ITU-T Y.2251]   Recommendation ITU-T Y.2251 (2011), Multi-connection requirements. 

3 Definitions 

3.1 Terms defined elsewhere 

This Recommendation uses the following terms defined elsewhere: 

3.1.1 connection [ITU-T X.200]: A connection is an association established for the transfer of data 
between two or more peer-(N)-entities. This association binds the peer-(N)-entities together with the (N-1)-
entities in the next lower layer. 

3.1.2 confidentiality [ITU-T X.800]: The property that information is not made available or disclosed to 
unauthorized individuals, entities, or processes. 

3.1.3 data integrity [ITU-T X.800]: The property that data has not been altered or destroyed in an 
unauthorized manner. 

3.1.4 denial of service [ITU-T X.800]: The prevention of authorized access to resources or the delaying of 
time-critical operations. 

3.1.5 mobility [ITU-T Q.1706]: The ability for the user or other mobile entities to communicate and access 
services irrespective of changes of the location or technical environment. 

3.1.6 multi-connection [ITU-T Y.2251]: The functionality which provides capability to the user equipment 
(UE) and network to maintain more than one access network connection simultaneously. 
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NOTE 1 – All connections are coordinated to provide service to higher layer entities. 

NOTE 2 – In a multi-connection communications at least one UE is required to be a multi-connection UE. 

3.1.7 next generation network (NGN) [ITU-T Y.2001]: A packet-based network able to provide 
telecommunication services and able to make use of multiple broadband, QoS-enabled transport 
technologies and in which service-related functions are independent from underlying transport related 
technologies. It enables unfettered access for users to networks and to competing service providers and/or 
services of their choice. It supports generalized mobility which will allow consistent and ubiquitous provision 
of services to users. 

3.1.8 offline charging [ITU-T Y.2233]: Charging mechanism where charging information does not affect, 
in real-time, the service rendered. 

3.1.9 online charging [ITU-T Y.2233]: Charging mechanism where charging information can affect, in real-
time, the service rendered and therefore a direct interaction of the charging mechanism with 
resource/session/service control is required. 

3.1.10 threat [ITU-T X.800]: A potential violation of security. 

3.2 Terms defined in this Recommendation 

This Recommendation defines the following term: 

3.2.1 MC-eMMTel (eMMTel service over multi-connection): A service over multi-connection which 
provides real-time bidirectional conversational transfer of multiple media types (e.g., audio, video, data) 
between two or more terminals simultaneously.  

4 Abbreviations and acronyms 

This Recommendation uses the following abbreviations and acronyms: 

3G  3rd Generation 

AAA  Authentication, Authorization, Accounting 

CDR  Charging Data Record 

CS  Circuit Switched  

eMMTel  Enhanced Multimedia Telephony Services 

ID  Identification 

IM  Instant Messenger 

IM-FE  Instant Message Functional Entity 

IMS  IP Multimedia Subsystem 

IP  Internet Protocol 

MAS-F  Multi-connection Application Support Function 

MCF  Multi-connection Control Function 

MC-FE  Multi-connection Coordination Functional Entity 

MMF  Multi-connection Media Function 

MMS  Multimedia Messaging Service 

MMTel  Multimedia Telephony Services 

MPC-FE  Multi-connection Policy Control Functional Entity 

MR-FE  Multi-connection Registration Functional Entity 

MSISDN  Mobile Subscriber International ISDN/PSTN number 
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MSRP  Message Session Relay Protocol 

MT-FE  Multimedia Telephony Functional Entity 

MUE  Multi-connection User Equipment 

MUP-FE  Multi-connection User Profile Functional Entity 

NAB-FE  Network Address Book Functional Entity 

OCS  Online Charging System 

PR-FE  Presence and Group Management Functional Entity 

PS  Packet Switched 

QoS  Quality of Service 

RTP  Real-time Transport Protocol 

SCF  Service Control Function 

SDP  Session Description Protocol 

SIP  Session Initiation Protocol 

SMS  Short Messaging Service 

SRTP  Secure Real-time Transport Protocol 

TF  Transport Function 

UE  User Equipment 

UNI  User-to-Network Interface 

VoIP  Voice over Internet Protocol 

5 Conventions 

In this Recommendation: 

The keywords "is required to" indicate a requirement which must be strictly followed and from which no 
deviation is permitted if conformance to this document is to be claimed. 

The keywords "is prohibited from" indicate a requirement which must be strictly followed and from which 
no deviation is permitted if conformance to this document is to be claimed. 

The keywords "is recommended" indicate a requirement which is recommended but which is not absolutely 
required. Thus this requirement need not be present to claim conformance. 

The keywords "is not recommended" indicate a requirement which is not recommended but which is not 
specifically prohibited. Thus, conformance with this specification can still be claimed even if this requirement 
is present. 

The keywords "can optionally" indicate an optional requirement which is permissible, without implying any 
sense of being recommended. This term is not intended to imply that the vendor's implementation must 
provide the option and the feature can be optionally enabled by the network operator/service provider. 
Rather, it means the vendor may optionally provide the feature and still claim conformance with the 
specification. 
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6 Description of service features 

6.1 Service definition 

MMTel is a global standard based service on NGN/IMS, offering converged, fixed and mobile real-time 
multimedia communication using the media capabilities such as voice, real-time video, text, file transfer and 
sharing of pictures, audio and video clips. 

eMMTel is a set of mash-up services; it allows the combination of several services. eMMTel provides a new 
user experience over a multi-connection network; e.g., enriched call, enhanced file transfer, enhanced 
content sharing and enhanced messaging.  

6.2 Enriched call 

Enriched call can be split into two media load paths: one is the path carrying the video traffic load and the 
other is the path carrying the voice traffic load. They can be provided by the enhanced multimedia 
communication services, and are carried by the operator's existing network (CS or PS) through the PS 
network and CS network, respectively. The signalling path based on multi-connection architecture provides 
technical implementations for the connection of the multimedia bearer path establishment, modification, 
release, etc. 

6.3 Enhanced file transfer 

The enhanced file transfer function allows the user to exchange different types of files during an ongoing or 
not ongoing session. 

When the user receives the offered files, he or she is required to accept or reject them. The acceptance 
procedure shall include an indication about the receiving file size and type. The user shall have the ability to 
save the transferred files. 

a) Enhanced file transfer related to the call: 

 During the ongoing call, this service provides the user with a file transfer service simultaneously. The 
call media and file transfer media are transmitted through different networks/accesses (e.g., the call 
media transfer through the 2G and file transfer media through 3G or WLAN). The CS call release 
terminates the file transfer session, but the file transfer session release does not affect the 2G-
network call. 

b) Enhanced file transfer unrelated to the call: 

 This function provides the user with a file transfer service independent of the call on multiple 
connections, e.g., via WLAN and 3G. 

6.4 Enhanced content sharing 

Enhanced content sharing is a service that provides the user with the ability to share different types of 
content, e.g., photo, video, music, etc. 

Enhanced content sharing includes two scenarios: content sharing during a voice call and content sharing 
without a voice call. 



Core network aspects  1 
 

   391 

a) Content sharing during a voice call: 

 In this scenario, the content sharing service is related to the call. It is automatically terminated upon 
call completion. The service is only provided to two parties, i.e., multiparty sharing is not supported. 
Both video and image sharing are unidirectional. 

b) Content sharing without a voice call: 

 In this scenario, the content sharing service is independent of the call, therefore it is possible to use 
the content sharing service without a voice call. If the receiving user has multiple devices, the 
content sharing requests are sent to all those devices. 

 In addition, the user can decide to accept the shared content on a different device rather than the 
one he or she is using for the voice call, for instance, another device may have better display 
capabilities. 

6.5 Enhanced messaging 

Enhanced messaging provides the user with the ability to exchange text or multimedia messages. 

Enhanced messaging includes two scenarios: call related enhanced messaging and call independent 
enhanced messaging. 

Call related enhanced messaging services are supported by the multi-connection architecture; e.g., two 
parties send a multi-media message and the phone call is transmitted through the CS network, while 
the messages are transmitted through the PS network. 

Enhanced messaging also supports standalone message function, one-to-one chat function and group chat 
function. 

a) Standalone message: 

 The standalone message function may be considered as an evolution of SMS/MMS messaging 
services, because it provides better features; e.g., no restriction of message size, more content 
types, and display reports for text messages. It includes both text and multi-media messaging 
services and provides interworking capability with SMS/MMS. 

b) One-to-one chat: 

 The one-to-one chat function enables users to exchange messages between two users instantly. It 
provides a more real-time experience. It includes delivery and display notifications, and allows 
reaching users while they are offline. 

c) Group chat: 

 The group chat function enables users to exchange messages between several users instantly. It can 
be converted from one-to-one chat by adding new users. 

7 Architecture of eMMTel over multi-connection 

The diagram below presents the architecture of the eMMTel service over the multi-connection architecture; 
see [ITU-T Y.2027]. 
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Figure 7-1 – Architecture of eMMTel over multi-connection 

7.1 High level functions description 

7.1.1 eMMTel service function  

The eMMTel service function is used to provide the user with enhanced MMTel service. It is a collection of 
multiple service features, including enriched call, enhanced file transfer, enhanced content sharing, 
enhanced messaging, etc. 

7.1.2 Management function to support eMMTel service 

The management function provides the capabilities to manage the eMMTel service and the multi-connection 
network. It provides the eMMTel service with the expected level of quality, security and reliability. 

7.2 Functional entities defined in the eMMTel service function 

7.2.1 Network address book functional entity (NAB-FE) 

NAB-FE is responsible for providing network storage to users' address books, and also the synchronization 
function to users' terminals. It also provides a backup of the address book data on the user's terminal at the 
network side. It allows users to download the backup data in case the phone is lost, replaced or the data is 
migrated. 

7.2.2 Presence and group management functional entity (PR-FE) 

The PR-FE receives and stores users' presence information, and also manages the presence information. It 
provides the user with the ability to subscribe to other users' presence information. 
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7.2.3 Instant message functional entity (IM-FE) 

The IM-FE is responsible for handling the file transfer, content sharing, one-to-one chat and group chat 
services. It supports functions of IM service access permission, content filtering and billing information 
generation. 

7.2.4 Multimedia telephony functional entity (MT-FE) 

The MT-FE supports multimedia conversational communication between two or more end-points. It includes 
conversational voice and video services. 

8 Specific capabilities of multi-connection to support eMMTel 

Specific capabilities of the multi-connection functional entities are required to support eMMTel services; 
these are explained in the following clauses. 

8.1 Requirement for MAS-F 

The following requirements are required for the MAS-F to support eMMTel: 

1) Access to the network, registration, AAA functionality, etc. 

2) Utilize different multi-connection functionality; e.g., bandwidth convergence, low time delay, high 
security, efficient utilization of network resources, load balancing, reliability of connection and 
continuity of services. 

3) Provide service composition and service decomposition based on the subscriber's profile and/or on 
available network capabilities. 

4) Interact with the legacy MMTel applications. 

5) Provide open interfaces for eMMTel applications to use the capabilities and access resources of 
multi-connection. 

8.2 Requirement for SCF 

The following requirements are required for the SCF to support eMMTel: 

1) Receive and process eMMTel service control messages. 

2) Monitor access against unauthorized use of eMMTel service. 

3) Provide eMMTel service information to the MPC-FE. 

4) Send and authorize the QoS resource request to the MPC-FE. 

5) Communicate policies for the UE to the multi-connection network. 

8.3 Requirement for MCF 

8.3.1 MC-FE 

The following requirements are required for the MC-FE to support eMMTel: 

1) Collect and maintain access network information, such as physical layer parameters, including 
available bandwidth, radio strength status, etc. 

2) Coordinate the multiple policy entities present in the network. 

3) Make and update the specific load and/or QoS policy for each access network. 

4) Optionally, further provide the security coordination function information to coordinate each and 
all involved accesses. 

5) Optionally, report abnormal status of the access network to the MR-FE. 

8.3.2 MPC-FE 

The following requirements are required for the MPC-FE to support eMMTel: 
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1) Provide a QoS policy to meet the equivalent quality requirement of eMMTel service. 

2) Provide an access network selection policy for data sending and receiving. 

3) Provide a service transfer policy to transfer eMMTel service between multiple accesses. 

4) Provide minimization of service degradation among multi-connections when QoS mapping among 
different access networks is needed. 

5) Provide secure storage, handling and enforcement of an operator's and user's multi-connection 
policies to the UE. 

6) Acquire eMMTel service information from the SCF. 

7) Receive and authorize the QoS resource request from the SCF. 

8) Provide acquisition of subscription profile from the MUP-FE. 

9) Make policy decisions and send their results to the MC-FE/AC-FE. 

8.3.3 MR-FE 

The following requirements are required for the MR-FE to support eMMTel: 

1) Establish, release and modify all connections. 

2) Manage all connections, and provide unified control to support the multi-connection use cases, e.g., 
load balance. 

3) Bind each MUE with all available access IDs (such as IP address, MSISDN, etc.). 

4) Share/push/update the latest access information to the MUE. 

5) Reduce faked connection registrations. 

6) Allocate and maintain MUE identifiers. 

8.3.4 MUP-FE 

The following requirements are required for the MUP-FE to support eMMTel: 

1) Maintain all MUE related subscription information (e.g., allowed services, allowed QoS, subscription 
and charging information, authentication and authorization information, location information, 
presence information, etc.). 

2) Provide information for the MPC-FE to make policy decisions. 

3) Provide information for the MR-FE to perform registration management. 

4) Provide a response to query user profiles. 

5) Provide data confidentiality, which contains users' profile information for each connection, e.g., 
preferences, profiles, presence, availability and location information. 

8.4 Requirement for MMF 

The following requirements are required for the MMF to support eMMTel: 

1) Provide multi-connection coordination, e.g., for voice applications in the CS network and data 
applications in the PS network. The separation of CS and PS traffic types shall be able to operate 
concurrently. 

2) Provide service continuity during eMMTel service transfers. 

3) Provide the application with a combined QoS, at least as good as the QoS of any individual access 
technology. 

4) Provide QoS mapping among different access networks. 

5) Classify IP flows, and thereafter their identification and bind them to the proper connections. 

6) Collect dynamic traffic load information and report it to the MC-FE. 

7) Maintain the mapping of resource identifiers, including flow ID, access network ID, interface ID and 
others. 
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8.5 Requirement for transport function (TF) 

The following requirements are required for the TF to support eMMTel: 

1) Authenticate and authorize subscribers' access to the network. 

2) Report available access network resources to the MC-FE during initiation, addition, removal, 
composition and decomposition of connections in each access network. 

3) Collect and process the multi-connection charging and accounting information. 

4) Protect against unauthorized use of the multi-connection capability. 

5) Provide data integrity and data confidentiality in case the data of an application is delivered through 
several connections. 

6) Provide protection of transferred data in one connection from the attack of another connection. 

7) Monitor the status information of currently active access networks and forward that information to 
the MC-FE. 

8) Support access network selection. 

9) Support delivery of different service components over different access networks simultaneously. 

10) Support service continuity in case multiple access networks are connected to UE. 

11) Support switching from one subscriber's UE to another. 

8.6 Requirement for MUE 

The following requirements are required for the MUE to support eMMTel: 

1) The service discovery mechanism. This requirement is vital to eMMTel. The service discovery 
enables a user to be aware of the subset of eMMTel services which are available to access. 

2) Configuration of eMMTel service. eMMTel services can only be initiated once the MUE is configured. 

3) Establishment, release and modification of all connections in the multi-connection network. 

4) Management of all connections, and provision of unified control to support the multi-connection 
use cases, e.g., load balance. 

5) Identification of each connection belonging to itself. 

6) Provision of access network information. 

7) Mapping of IP flows to the different access network connections. 

8) Classification of IP flows, their identification and their binding to the proper connections. 

9) Adjustment of packet rates for the different IP flows belonging to the same application among 
different connections, especially when services are decomposed. 

10) Service continuity during service transfer. 

9 Information flow 

9.1 Enriched call 

9.1.1 Enriched call composition 

When a MUE creates several enriched call composition service components through multiple network 
interfaces, the service components can be composed into one to serve application and the remote UE. MUE1 
and UE2 would establish the video call. During the call session, there are two service components for MUE1, 
which are through different networks and interfaces. There is only one service component for UE2. The 
detailed information flow is shown as Figure 9-1. 
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Figure 9-1 – Enriched call composition 

1) MUE1_IF(1) sends a SIP SC1 invite (service compose message, SDP audio session) to SCF1(1) to 
create SC1 component. 

2) MUE1_IF(2) sends a SIP SC2 invite (SDP video session) to SCF1(2) to create the SC2 component. 

3) SCF1(1) forwards the SIP SC1 invite message of SC-1 to MAS-F. 

4) SCF1(2) forwards the SIP SC2 invite message of SC-2 to MAS-F. 

5) MAS-F obtains related information (such as the equipment that the messages come from, the 
applications that the messages belong to, etc.) from MUP-FE, and decides whether the components 
(SC-1 and SC-2) can be composed. 

6) MAS-F identifies that the requests belong to the same call and can be composed. MAS-F combines 
SC-1 and SC-2 as SC-3. 

7)-9) The SIP invite of SC-3 is routed to an SCF1(2), which is SCF1(2) in the figure, but which may also be 
another proper one. Then the SIP invite is forwarded to UE2. UE2 can be a multi-connection UE or 
an ordinary UE. 

10) UE2 accepts the call, but indicates that it would not want to send video back. 
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11)-13) UE2 responds with a SIP OK message to SCF1(2). SCF1(2) forwards the message to MAS-F.  

14) MAS-F decomposes SC3 related information, and constructs two responses for SC-1 and SC-2. 

15) MAS-F returns a SIP OK message for SC-2 to SCF1(2). 

16) MAS-F returns a SIP OK message for SC-1 to SCF1(1). 

17) SCF1(2) forwards the SIP OK message of SC-2 to UE1_IF(2). 

18) SCF1(1) forwards the SIP OK message of SC-2 to UE1_IF(1). 

19)-21) MUE1 returns an ACK message. 

9.1.2 Enriched call decomposition 

The enriched call service that supports multi-connection capability can be decomposed into several service 
components, which are through different interfaces, different networks and different UE. It means a 
multimedia flow can be decomposed into independent flows, which can be delivered through different data 
paths to different UE. The information flow is shown as Figure 9-2. 
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Figure 9-2 – Enriched call decomposition 

1) User A MUE1 sends a SIP SC1 invite (SDP audio/video session) to SCF1 to create the SC1 component. 

2) SCF1 forwards the SIP SC1 invite message of SC-1 to MAS-F. 

3)-4) MAS-F obtains related information (such as the equipment that the messages come from, the 
applications that the messages belong to, etc.) from MUP-FE; MAS-F identifies that SC-1 can be 
decomposed for User B, then decomposes SC1 as SC2 and SC3. 
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5) MAS-F initiates SC2 and SC3 request to SCF1. 

6)-7) SCF1 forwards the SIP SC2 invite message to SCF2(1), and forwards the SIP SC3 invite message to 
SCF2(2). 

8) SCF2(1) forwards the SIP SC2 invite message to MUE2_IF(1). 

9)-11) SCF2(2) knows that User B has multiple UE, and it forks the invite message to User B MUE2_IF(2) 
and User B UE3. 

12) MUE2_IF(1) responds with a SIP OK message to SCF2(1). 

13)-17) User B selects UE3 to receive the SC3 flow, then UE3 responds with a SIP OK message to SCF2(2). 
When SCF2(2) receives the SIP OK message, it sends a cancel the invite message to MUE2_IF(2); the 
MUE2_IF(2) responds with a SIP OK message and an invite terminated message to SCF2(2). 

18)-21) SCF2(1) and SCF2(2) route the SIP OK message to MAS-F through SCF1. 

22) MAS-F composes service component related information from the two responses, and constructs a 
new response. 

23)-29) The responses are routed to MUE1 through SCF1; SCF responds with an ACK message; the ACK 
message is routed to User B MUE2_IF(1) and PC. 

9.2 Enhanced content sharing 

9.2.1 Content sharing during a voice call 

The content sharing services during a voice call are linked to the call. In the multi-connection environment, 
the CS voice call is set up in the CS network (the PS network also can be used for the voice call); the sharing 
service functions are independent of the voice call. The content (image, video, text, etc.) sharing is 
transmitted by utilizing another connection. This information flow is shown as Figure 9-3. 

 

Figure 9-3 – Content sharing during a voice call 

0) The CS voice call is set up in the CS network; the capabilities of both ends are known. 

1)-4) MUE1 initiates the SIP invite process. 

5)-8) MUE2 successfully responds with the SIP OK message. 

9)-12) When the SIP OK message is received, the MUE1 transmits the ACK confirmation to MUE2. 
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13)-14)  MUE1 shares video via RTP or share image via MSRP with MUE2; the sharing is unidirectional. 

15)-18)  When the transfer is completed, MUE1 sends the SIP bye message to MUE2. 

19)-22)  MUE2 responds with a SIP OK message to MUE1. 

9.2.2 Content sharing without a voice call 

During the sharing without a voice call, when a MUE is connected simultaneously to multiple access networks 
and using the content sharing service, the MUE can use one connection to send and receive IP flows. Because 
of the changes in the access network, sometimes the MUE needs to transfer the IP flow from one access 
network to another, while the service itself is not affected. The information flow is shown as Figure 9-4. 

 

Figure 9-4 – Content sharing flow transfer without a voice call 

0) MUE1 is connected simultaneously to multiple access networks and the MUE can use multiple 
connections to send and receive IP flows. 

1)-3) MUE1_IF(1) initiates the SIP invite process. 

4)-6) MUE2 successively responds with a SIP OK message. 

7)-9) After the SIP OK message is received, the MUE1 transmits the ACK confirmation to the MUE2. By 
this time, the SIP invite process is completed. 

10)-11) MUE1_IF(1) shares video via RTP or shares image via MSRP with MUE2; the sharing is unidirectional. 

12) MUE1_IF(1)'s connection is lost. 
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13) MUE1_IF(2) sends a connection update request message to MR-FE. 

14) MR-FE updates the information of the connection based on the connection update request message, 
and sends a connection information message to MC-FE. 

15) MC-FE sends a transport resource modification request message, which contains the updated 
information of the connections to MPC-FE. 

16) MPC-FE returns a resource modification response message to MC-FE. 

17) MC-FE makes policy rules based on QoS requirements, and then sends a request to MMF to install 
the QoS rules. 

18) MMF sends the new QoS rules to AC-FE. 

19) AC-FE updates the QoS policy rules of the connection. Then it returns an ACK message to MMF. 

20)-21)  Then the video share data and image share data are transported from the MUE1_IF(2) to the MUE2. 

22)-24)  After the transfer is completed, MUE1 sends the SIP bye message to MUE2. 

25)-27)  MUE2 responds with a SIP OK message to MUE1. 

9.3 Enhanced file transfer 

9.3.1 Enhanced file transfer related to the call 

The enhanced file transfer services during a voice call are linked to the call. In the multi-connection 
environment, the CS voice call is set up in the CS network (the PS network also can be used for the voice call), 
the file transfer service functions are independent of the voice call. The file transfer uses another connection 
to transport the data. The information flow is shown as Figure 9-5. 

 

Figure 9-5 – Enhanced file transfer related to the call 

0) The CS voice call is set up in the CS network and the capabilities of both ends are known. 

1)-4) MUE1 initiates the SIP invite process. 

5)-8) MUE2 successfully responds with the SIP OK message. 

9)-12) When the SIP OK message is received, the MUE1 transmits the ACK confirmation to the MUE2. 

13) MUE1 transfers the file via MSRP to MUE2; the transmission is unidirectional. 

14)-17)  When the transmission is completed, MUE1 sends the SIP bye message to MUE2. 
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18)-21)  MUE2 responds with a SIP OK message to MUE1. 

9.3.2 Enhanced file transfer unrelated to the call 

In the multi-connection environment, multiple media flows of file transfers can be transmitted by different 
interfaces of the multi-connection UE. And the receiver can utilize only one service component to receive the 
data. During the procedure, all of the various transmissions can be combined and controlled together. As a 
result, it would be much easier to get an uplink aggregate bandwidth. The information flow is shown as 
Figure 9-6. 

 

Figure 9-6 – Enhanced file transfer unrelated to the call 

0) MUE1 connects to multiple access networks, and simultaneously initiates file transfer to MUE2. 

1)-4) MUE1_ IF(1) and MUE1_ IF(2) initiate file transfer service components (SC1 and SC2 SIP invite 
requests). These sip invite requests are sent to corresponding SCFs through different networks, and 
are respectively forwarded to MAS-F. 

5) MAS-F identifies that these requests belong to the same application and can be composed. It 
composes the information of SC1 and SC2, and generates a new service component (SC-3) for MUE2. 

6) The SC3 SIP invite initial request is routed to SCF2. 

7) The SC3 SIP invite initial request is forwarded to MUE2. 

8)-9) MUE2 constructs a SIP invite response for SC3, and returns it along the transmission path. The 
response is then forwarded to MAS-F. 
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10) MAS-F decomposes service components related information from the response, and constructs two 
responses for SC1 and SC2. 

11)-14) The two responses are routed to MUE1 along the original paths. 

After the steps above, there will be two service components for MUE1, which use different interfaces and 
different networks, and only one service component for MUE2. 

9.4 Enhanced messaging 

Call-related enhanced messaging requires that a message can be exchanged in a session. In the 
multi-connection environment, the phone call is transmitted through the CS network and the messages are 
transmitted through the PS network. The information flow is shown as Figure 9-7. 

 

Figure 9-7 – Call-related enhanced messaging 

0) The CS voice call is set up in the CS network and the capabilities of both ends are known. 

1)-4) MUE1 initiates the SIP invite process. 

5)-8) MUE2 successfully responds with the SIP OK message. 

9)-12) When the SIP OK message is received, the MUE1 transmits the ACK confirmation to the MUE2. 

13) MUE1 transfers the chat message via MSRP to MUE2; the transmission is bidirectional. 

14)-17)  When the transmission is completed, MUE1 sends the SIP bye message to MUE2. 

18)-21)  MUE2 responds with a SIP OK message to MUE1. 

10 Charging consideration 

In the multi-connection environment, resources of different networks can be allocated and used by a single 
user at the same time. Multiple connections should also be charged at the same time. It is required to charge 
only once for the usage of the service, even when multiple usage records are generated in different networks. 

The eMMTel includes a variety of service types, such as social presence service, instant message service, file 
transfer, content sharing, network address book and so on. Different service types have different 
characteristics. And their charging elements are also different from each other. Charging for eMMTel needs 
to be able to generate usage records, and provide a flexible and customized billing strategy, so as to satisfy 
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different requirements of various kinds of services. A charging system is recommended to support various 
charging resources, including service types, service launched time, service end time, session duration, calling party 
ID, called party ID, session media type, subscriber type (such as a monthly or pay-as-you-go subscriber), etc. 

The charging mechanisms of eMMTel can be divided into different categories. According to charging modes, 
it includes online charging and offline charging. According to charging policies, it includes flow charging, 
monthly rental charging, using frequency charging, etc. eMMTel is recommended to simultaneously support 
more than one charging mechanism for different services. 

The eMMTel service user can be charged according to the different service combinations and their 
characteristics.. IM chat, file transfer and content sharing services can also be charged based on application 
server-generated charging data record (CDR) according to the flow and usage frequency. The specific 
charging requirements can be defined according to the strategy of the operator. 

11 Security and privacy considerations 

11.1 Access security for the user-to-network interface (UNI) 

Network access authorization and authentication are prerequisites to protect network security. In multi-
connection, multi-connection network providers are required to restrict access to authorized subscribers, 
and prevent unauthorized access, such as by intruders masquerading as authorized users. It is required to 
support capabilities for authenticating subscribers, equipment, network elements and other providers. 

The access security should provide capabilities to ensure that users are prevented from gaining information 
or resources that they are not authorized to access. The UNI access control provides the means of ensuring 
that users access resources only in an authorized manner. Resources concerned may be the subscribed 
services and network address book provided by eMMTEL. 

11.2 Security for the service  

Service security of eMMTel includes all the related problems in a legacy network. Authentication, 
authorization and access control are required to be supported. Before a service is provided, both terminal 
device and subscriber should be authenticated in a secure manner. And the subscriber should be authorized 
while accessing specific services and contents. Service access control should include encryption and 
decryption functions for service signalling and content flow, which can mutually prevent unwanted or 
unauthorized access for service provider and subscriber. 

In order to improve the quality of service and for convenience, the behaviour of all the users should be 
authorized and controlled. Besides keeping service availability to a maximum, the application domain should 
ensure the eMMTel application server is safe, thus avoiding packet attack, intrusion and virus exposure from 
the Internet. The service and user information should be protected from attack stealing, session hijacking 
attack and unconscious leaking. 

Several access security and authentication methods of control signalling should be specified for accessing the 
application domain and eMMTel service. The applicability and choice of method is highly dependent on the 
eMMTel client and access type (e.g., trusted or untrusted) including what is supported or required by the 
network. 

In the eMMTel environment, eMMTel devices can access the network by multiple (both mobile and 
broadband/fixed networks) interfaces, so the separated access signalling security method and corresponding 
authentication are required. 

Access media security is very important in the eMMTel environment. Secure RTP (SRTP) may be used to 
provide message authentication, integrity protection and encryption for both RTP and RTCP streams involved 
in real-time video and voice sessions. It is recommended that communication confidentiality over any 
operational untrusted access network be managed in a secure manner. MSRP is used in the services that 
include the exchange of images, files and instant messages. MSRP is the same as RTP in establishing sessions 
through SDP exchanges in SIP signalling. And it heavily relies on the security provided in signalling. So the 
signalling security protection is also suitable for it. 
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11.3 Communication security 

Communication security relates to the provision of mechanisms to ensure that information is not unlawfully 
diverted or intercepted. 

In multiple access networks, it is recommended to employ modern technical mechanisms to ensure the 
security of the underlying network. In eMMTel, effective methods should be taken to ensure information 
security, for example, a firewall is recommended to be deployed, etc. 

11.4 Data confidentiality 

Data confidentiality relates to maintaining subscriber traffic confidentiality, control messages, as well as to 
the management of traffic by cryptographic or other means. 

In multiple access networks environments, the authentication information transmitted by the multiple 
accesses is sensitive and confidential. If this information is stolen and tampered with, security threats may 
occur. In eMMTel, the access signalling and access media are recommended to take some measures to ensure 
data confidentiality in the multi-connection network environment. 

11.5 Data integrity 

Data integrity relates to maintaining subscriber traffic integrity, control messages, as well as to the 
management of traffic by cryptographic or other means. 

In eMMTel, when the subscriber traffic or control messages are lost, the eMMTel service cannot work 
normally; data integrity checking technology is proposed to ensure data integrity. Integrity algorithms should 
be used. 
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Appendix I  
 

Scenarios for enhanced multimedia telephony services 

(This appendix does not form an integral part of this Recommendation.) 

I.1 Reliability and service continuity 

The scenario in Figure I.1 shows that in multi-connection, if one of the connections is lost, then the eMMTel 
service can use another connection to maintain the service without any interruption. 

Alice initiates video share with Bob via the WLAN network connection. When the WLAN network connection 
is lost, the network senses the change and starts delivering data over the 2G/3G network using the PS domain 
without restarting the service session. 

 

Figure I.1 – Scenario of reliability and service continuity 

I.2 Bandwidth aggregation 

The scenario in Figure I.2 shows that the eMMTel terminal can use multiple connections simultaneously to 
receive the voice and file flows from another eMMTel terminal to get an aggregated bandwidth. 

Alice initiates a CS voice call with Bob, and then she initiates a file transfer with Bob via the PS network. 
However, the speed of the file transfer is low, so she sets up the WLAN access to achieve a wider aggregated 
bandwidth in order to improve the situation. 
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Figure I.2 – Scenario of bandwidth aggregation 

I.3 Multiple UE receiving multimedia 

The scenario in Figure I.3 shows that the user can use multiple UE to receive independent eMMTel services. 

Media flow can be decomposed through multiple connections. In other words, a multimedia flow can be 
decomposed into independent components, which can then be delivered through different paths to different UE. 

Alice has a CS video call with Bob via her multi-connection mobile phone when she is walking to the office. 
The voice flow is transmitted through the 2G network for better quality, while the video flow is transmitted 
through the 3G network to achieve larger bandwidth. After Alice arrives, she wants to use her laptop to 
receive the incoming video flow due to the laptop's larger screen and to keep the voice flow on the mobile 
phone. Thus, Alice switches the incoming video media from the mobile phone to the laptop. 

 

Figure I.3 – Scenario of multiple UE receiving multimedia 
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I.4 UE initiated network selection 

This scenario shows that an eMMTel UE can automatically select the best connections available based on 
configured policy, and activate them accordingly. 

Alice initiates a voice call with Bob and the UE can choose the CS connection automatically as the CS 
connection has a higher QoS assurance. When Alice initiates content sharing or file transfer with Bob, the UE 
will automatically choose the PS connection or WLAN connection based on the configured policy. 

 

Figure I.4 – Scenario of UE initiated network selection 

I.5 Network initiated network selection 

This scenario shows that an eMMTel UE supports the best available connection selected by the network. 

When a voice call is established between Alice and Bob, and Alice initiates content sharing or file transfer 
with Bob, the network can provide Bob with high bandwidth and lower charges in the connection, based on 
the configured policy. 

 

Figure I.5 – Scenario of network initiated network selection 

I.6 Service transfer 

This use case shows that the service can be moved among multiple connections according to policy. 

Alice launches a voice call through a WLAN connection, and shares video through the 3G connection at the 
same time. Then she starts a file transfer through the WLAN connection. She feels the WLAN connection 
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becomes congested due to the large number of ongoing file transfers, therefore she chooses to move the 
voice call to the 3G connection; this transfer shall be transparent to her voice call.  

 

Figure I.6 – Scenario of service transfer 
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Summary 

ITU-T Recommendation Q.1762/Y.2802 defines the requirements for fixed-mobile convergence (FMC). For 
this purpose, this Recommendation describes the considerations for FMC, including the fundamental 
characteristics, service requirements, network capabilities, approach, scenarios and the relevant network 
environments. 
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1 Scope and purpose 

This Recommendation is intended to be used as the general requirements document leading to the 
development of recommendations and implementation guidelines for the realization of fixed-mobile 
convergence (FMC). This is to ensure that all elements required for interoperability and the associated 
network capabilities to support applications globally across an FMC environment are adequately addressed 
by ITU-T standardization activities.  

The scope of this Recommendation is to provide FMC principles, high-level service requirements and 
capabilities. More specifically, this Recommendation identifies the fundamental characteristics, 
requirements and capabilities that FMC supports.  

As next generation networks (as described in [ITU-T Y.2011]) evolve, they will increasingly support the general 
FMC requirements and capabilities defined in this Recommendation. NGN specific FMC requirements will be 
captured in releasing specific NGN requirements Recommendations. 

2 References 

The following ITU-T Recommendations and other references contain provisions which, through reference in 
this text, constitute provisions of this Recommendation. At the time of publication, the editions indicated 
were valid. All Recommendations and other references are subject to revision; users of this Recommendation 
are therefore encouraged to investigate the possibility of applying the most recent edition of the 
Recommendations and other references listed below. A list of the currently valid ITU-T Recommendations is 
regularly published. The reference to a document within this Recommendation does not give it, as a stand-
alone document, the status of a Recommendation. 

[ITU-T Q.1741] ITU-T Recommendation Q.1741-series: 

– Q.1741.1 (2002), IMT-2000 references to release 1999 of GSM evolved UMTS core 
network with UTRAN access network. 

– Q.1741.2 (2002), IMT-2000 references to release 4 of GSM evolved UMTS core 
network with UTRAN access network. 

– Q.1741.3 (2003), IMT-2000 references to release 5 of GSM evolved UMTS core 
network. 

– Q.1741.4 (2005), IMT-2000 references to release 6 of GSM evolved UMTS core 
network. 

[ITU-T Q.1742] ITU-T Recommendation Q.1742-series: 

– Q.1742.1 (2002), IMT-2000 references to ANSI-41 evolved core network with 
cdma2000 access network. 

– Q.1742.2 (2003), IMT-2000 references (approved as of 11 July 2002) to ANSI-41 
evolved core network with cdma2000 access network. 

– Q.1742.3 (2004), IMT-2000 references (approved as of 30 June 2003) to ANSI-41 
evolved core network with cdma2000 access network. 

– Q.1742.4 (2005), IMT-2000 references (approved as of 30 June 2004) to ANSI-41 
evolved core network with cdma2000 access network. 

– Q.1742.5 (2006), IMT-2000 references (approved as of 31 December 2005) to 
ANSI-41 evolved core network with cdma2000 access network. 

– Q.1742.6 (2007), IMT-2000 references (approved as of 31 December 2006) to 
ANSI-41 evolved core network with cdma2000 access network. 

[ITU-T Q.1761] ITU-T Recommendation Q.1761 (2004), Principles and requirements for convergence 
of fixed and existing IMT-2000 systems. 
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[ITU-T Y.2001] ITU-T Recommendation Y.2001 (2004), General overview of NGN. 

[ITU-T Y.2011] ITU-T Recommendation Y.2011 (2004), General principles and general reference 
model for Next Generation Networks. 

[ITU-T Y.2021] ITU-T Recommendation Y.2021 (2006), IMS for Next Generation Networks. 

[ITU-T Y.2031]  ITU-T Recommendation Y.2031 (2006), PSTN/ISDN emulation architecture. 

[ITU-T Y.2091] ITU-T Recommendation Y.2091 (2007), Terms and definitions for Next Generation 
Networks. 

3 Definitions 

3.1 Terms defined elsewhere 

This Recommendation uses the following term defined elsewhere: 

3.1.1 identifier [ITU-T Y.2091]: An identifier is a series of digits, characters and symbols or any other form 
of data used to identify subscriber(s), user(s), network element(s), function(s), network entity(ies) providing 
services/applications, or other entities (e.g., physical or logical objects). Identifiers can be used for 
registration or authorization. They can be either public to all networks, shared between a limited number of 
networks or private to a specific network (private IDs are normally not disclosed to third parties). 

3.2 Terms defined in this Recommendation 

This Recommendation defines the following terms: 

3.2.1 fixed mobile convergence: In a given network configuration, the capabilities that provide services 
and application to the end user defined in [ITU-T Y.2091] regardless of the fixed or mobile access technologies 
being used and independent of the user's location. In the NGN environment [ITU-T Y.2011], it means to 
provide NGN services to end users regardless of the fixed or mobile access technologies being used. 

3.2.2 fixed network: A network that provides wire-based (e.g., copper, fibre) or wireless access to its 
services. The fixed network may support nomadism, but does not support mobility. 

3.2.3 mobile network: A network that provides wireless access to its services and supports mobility. 

4 Abbreviations and acronyms 

This Recommendation uses the following abbreviations and acronyms: 

2G  Second Generation 

API  Application Programming Interface 

AS  Application Server 

ATM  Asynchronous Transfer Mode 

CAMEL  Customized Applications for Mobile network Enhanced Logic 

CAP  CAMEL Application Part  

CATV  Community Antenna Television (commonly referred to as Cable TV) 

CDMA  Code Division Multiple Access 

CDR  Call Detail Record 

CS  Circuit Switched 

DAB   Digital Audio Broadcast  

DSL  Digital Subscriber Line 

DVB  Digital Video Broadcasting 
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DVB-H  Digital Video Broadcasting Hand-held 

FMC  Fixed-Mobile Convergence 

FTTH  Fibre to the Home 

GAN  Generic Access Network  

GPRS  General Packet Radio Service 

GSM  Global System for Mobile communications 

GW  Gateway  

HRPD  High Rate Packet Data  

IM  Instant Message 

IMS  IP Multimedia Subsystem 

IMT-2000 International Mobile Telecommunications – 2000 

INAP  Intelligent Network Application Protocol  

IP  Internet Protocol 

IPTV  IP-based TV 

ISDN  Integrated Services Digital Network 

ISIM  IMS Subscriber Identity Module  

LAN  Local Area Network 

LMSD  Legacy Mobile Station Domain 

LTE  Long Term Evolution 

MMD  Multimedia Domain 

MMS  Multimedia Message Service 

NGN  Next Generation Network 

OSA  Open Service Architecture 

PBX  Private Branch Exchange 

PDA  Personal Digital Assistant (typically a small hand-held computer) 

PES  PSTN Emulation Subsystem  

PHS  Personal Handyphone System  

PLC  Power Line Communication 

PLMN  Public Land Mobile Network 

POTS  Plain Old Telephone Service  

PSDN   Packet Switched Data Network 

PSTN  Public Switched Telephone Network 

QoS  Quality of Service 

SAE  System Architecture Evolution 

SCP  Service Control Point 

SIP  Session Initiation Protocol 

SMS  Short Message Service 
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SSP  Service Switching Point 

UMA  Unlicensed Mobile Access  

UMTS  Universal Mobile Telecommunication System 

UTRAN  UMTS Terrestrial Radio Access Network 

VCC  Voice Call Continuity 

VoIP  Voice over IP  

VPMN  Virtual Private Mobile Network 

VPN  Virtual Private Network 

WAN  Wide Area Network 

W-CDMA Wideband CDMA  

WiMAX  World Interoperability for Microwave Access  

WLAN  Wireless LAN 

xDSL   Any of the various types of DSL 

5 Conventions 

5.1 Usage of the term "IMS" 

The term "IMS" without any prefix as used in this Recommendation refers to the IMS concept in [ITU-T 
Y.2021] and as updated in the most recent versions of [ITU-T Q.1741] and [ITU-T Q.1742]. 

6 Objectives of FMC 

6.1 General objectives of FMC 

The following points provide the general objectives for FMC: 

• Seamless service operation from the end user perspective across heterogeneous fixed networks 
(i.e., PSTN, ISDN, PSDN, WAN/LAN/CATV, etc.) and mobile networks (i.e., GSM, CDMA2000, WiMAX, 
etc.), subject to any limitations imposed by the characteristics of the particular access technology 
being used. 

• Seamless service provisioning from the service provider's perspective across heterogeneous fixed 
and mobile networks, subject to any limitations imposed by the characteristics of the particular 
access technology being used. 

• Generalized Mobility defined in [ITU-T Y.2001] is supported in FMC (i.e., terminal device mobility, 
user mobility and session mobility). For a given scenario, different levels of mobility may be needed. 

• Ubiquity of service availability where the end users can enjoy virtually any application, from any 
location, on any terminal device subject to any limitations imposed by the characteristics of the 
particular access technologies and terminal devices being used, given that the service has been 
subscribed. 

• Support of multiple user identifier and authentication/authorization mechanisms. 

6.2 Objectives from different perspectives 

The following subclauses provide more specific objectives for FMC: 
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6.2.1 End users' perspective 

• Converged services that function consistently independent of the access technology or terminal 
device being used with associated, reduced complexity of telecommunications operation and 
subscription. 

• Convenient access to and usage of a wide range of services of multiple service providers through 
technology that enables easy configuration, allowing an end user to obtain only one bill if so desired 
by this end user, even when multiple service providers are involved. 

• Seamless service experiences, whenever desired and wherever the end user may be, limited only by 
the capabilities of the access technology and the terminal device being used, and with the 
expectation that the end user will have access to multiple terminal devices with different ranges of 
capabilities. 

6.2.2 Service providers' perspective 

• Ability to offer a wide range of services. 

• Simplified network deployment and operation through the ability to offer access and terminal 
device independent services, as opposed to having to provide multiple access-specific and terminal 
device-specific instances of the same service. 

• Ability to reuse the fixed-line assets from traditional fixed service providers and mixed service 
providers in an FMC context. 

• Ability to provide better coverage and QoS to end users compared to traditional mobile service 
providers in an FMC context. 

7 Fundamental characteristics of FMC 

The following points describe the fundamental characteristics of FMC: 

• Consistency of user experience is provided through a generic service delivery environment, which 
satisfies the needs of the fixed network and of the mobile network. The user is able to obtain services 
in a consistent manner as allowed by the connectivity and terminal device capabilities. Services are 
offered in accordance with FMC capabilities. For example, an ongoing call could be downgraded for 
some reasons, such as change of access technology or terminal device capability. A video 
communication may be downgraded to a voice communication when the user migrates to mobile-
only coverage where the access technology is not able to support it. 

• Subscriptions and service provisioning are access-technology agnostic but the service stratum may 
be aware of both the access and terminal device capabilities involved in a communication instance. 
Services are supported in all existing and emerging fixed and mobile access technologies where 
possible and subject to user preferences. Service registration, triggering and execution adapt to 
network and terminal device capabilities. The user's availability, reachability, and the terminal 
device's capabilities are perceptible to network functions, and as needed to services and 
applications, including those provided by a third party; assuming that  

 FMC respects  

– the user's privacy and privacy-sensitive data (e.g., address book, preferences, presence settings, 
billing/payment settings and other security settings) contained in the user's profile, 

– the user's personal preferences (e.g., availability, reachability), and 

– the terminal's device capabilities; 

 and adequately protects this information 

– against loss of privacy and loss of confidentiality, 

– against unauthorized access, and 

– against unauthorized manipulation; 

 during storage and/or during communication within and beyond a service provider's domain. 
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• FMC's service and application processing may depend on terminal device capabilities. Compatible 
terminal device capabilities may be selected by end-to-end interaction between terminal devices, 
or between the terminal device and the FMC service stratum according to the service and 
application needs. 

• Support of generalized mobility, which includes service mobility, user, terminal device and network 
mobility. Reduced or partial mobility may be supported in some specific networks. 

• A generic user profile for services which contains the criteria for session establishment and 
connectivity and is applicable both in fixed and in mobile networks, and which is specific to an 
individual user's subscription, containing, e.g., the user's address book, preferences, presence 
options, billing and payment options, service subscriptions and authentication parameters. 

8 FMC service requirements 

The following service requirements are defined. 

8.1 Access service support 

FMC is required to provide access-independent service for users.  

FMC is required to offer the user the choice to select a suitable access transport to obtain service. 

NOTE 1 – Typical access transports include xDSL, WLAN, LAN, optical fibre and ATM, etc. 

If the user has given specific permission to FMC to make a choice on his/her behalf, FMC may select from 
available access transports without further user intervention. 

NOTE 2 – This service allows users to choose an access mode, or makes a suitable choice on behalf of the user providing 
seamless access and a better service experience for users.  

8.2 Enhanced VPN 

Enhanced VPN service is an access-independent virtual private service network supporting multiple terminal 
types. 

Enhanced VPN makes it possible to provide a consistent virtual private network service by using a variety of 
public network resources, i.e., consistent VPN service across fixed networks, mobile networks and converged 
networks, and a variety of terminal devices. 

It is required to support the capability to allow users connecting to different public networks (i.e., PSTN, 
PLMN, etc.). For this, it is required to support private network capabilities, such as use of a private numbering 
plan. 

8.3 Unified messaging  

Unified messaging means users can receive several types of messages, such as short message service, 
multimedia message service, instant messaging, e-mail, etc.  

FMC is required to let an end user choose the message type to be received. The end user may express 
message types to be received based on favourites, online state or terminal device type. FMC is required to 
support all types of messages from the sender and to transcode messages as far as possible into a format 
which the recipient is able to receive.  

An example scenario is where a user could receive instant messages on his mobile phone as short message 
service (SMS) messages when he is otherwise offline. 

9 FMC capability requirements 

The following general requirements for FMC capabilities are defined. 

NOTE – Specific FMC charging, security, public service, reliability and interworking requirements are not given. Such 
FMC requirements are deferred for further study.  
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9.1 Access independence 

Services and features offered via FMC are required to be access-independent so that services are offered to 
users regardless of how they gain access. 

9.2 Uniform authentication and uniform authorization mechanism 

Due to the nature of FMC (see Appendix I for an analysis of FMC scenarios), FMC is required to provide a 
uniform authentication and a uniform authorization mechanism at the FMC service stratum applicable to any 
given configuration. 

NOTE 1 – Uniform security mechanism (authentication or authorization) is meant to encompass a single, common, 
generic security mechanism and is understood in the sense to bridge both for wireless- and for wire-based access 
networks at the FMC service stratum. Thus, the notion of uniform applies only to the security mechanism as such but 
does not impose any requirements to use uniform security keys/credentials, such as used by a single-sign on mechanism 
for example. 

NOTE 2 – As FMC may contain access-specific or access-dependent parts, a uniform authentication and uniform 
authorization mechanism may not be available at the FMC transport stratum. For different users, the data relating to 
authentication and authorization may vary, and the parameters in the related messages may also differ, but the 
procedure for handling these is uniform. 

It is left for future study to identify FMC security requirements for uniform authentication and authorization 
mechanisms (i.e., authentication and authorization combined). 

9.3 Charging and management 

FMC is required to provide charging and management mechanisms. 

NOTE – This requirement supports collecting resource usage information and managing data relating to subscriber 
resource usage. 

9.4 Service access environment 

FMC is required to provide the capabilities to access a wide range of application servers or service platforms. 
The underlying network may be circuit-based or packet-based. 

9.5 Quality of service 

FMC is required to provide QoS mechanisms. 

NOTE – This requirement enables service level agreements supporting user and service requirements, such as dynamic 
negotiation of QoS parameters between the service and transport layers, including both the access and the core 
networks. 

9.6 Interworking 

FMC is required to support interworking with existing networks, e.g., the legacy PSTN. 

Interworking does not impose any new requirements upon existing, non-FMC-capable networks other than 
to provide interfaces to interworking functions according to standardized mechanisms that are already 
supported by existing networks. 

9.7 Reliability requirements 

FMC is required to support reliable communications, including appropriate overload control and failure 
recovery mechanisms. The support of specific overload control and failure recovery mechanisms to manage 
and mitigate the consequences of such events to achieve the required level of reliability is not needed if the 
transport network and the processing systems are considered to yield sufficient reliability and are able to 
adequately mitigate overload situations. 

9.8 Security requirements 

FMC is required to provide security mechanisms to meet service requirements. 
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9.9 Public services issues  

FMC is required to provide all the means to support public interest services required by regulations or laws 
of relevant national or regional administrations and international treaties. This includes requirements for:  

• lawful interception; 

• malicious communication identification; 

• unsolicited bulk telecommunications; 

• emergency telecommunications; 

• location information related to emergency telecommunication; 

• user identity presentation and privacy; 

• network or service provider selection; 

• users with disabilities; 

• number portability; and 

• service unbundling. 

9.10 Network selection 

FMC is required to support that a provider is able to define the preferred access network for service delivery 
in case the user has both fixed and mobile coverage. A user may indicate via the terminal device the preferred 
access network for access to services. 

The provider defines the policy regarding when handover between access networks is required to occur. 

For example, an ongoing communication over a mobile access network may be switched to a wire-based 
access technology for connection when it is determined that the terminal has moved to a location where it 
is able to access the service via fixed coverage. 

9.11 Location identification 

FMC is required to support the ability to identify a user's location, and offers the location information to 
location-related services when the end user has given permission, and this is subject to public service 
requirements. 

The resolution of location information is dependent on the capabilities of the access technology.  

FMC is required to harmonize the different location identification mechanisms from existing networks. 

9.12 Personalized configuration 

FMC is required to support the ability to provide personalized services according to a user's requirement. 

NOTE – This capability may be implemented through a network-based profile which can be customized by the user 
within defined limits and such that all services work well according to the indications in the profile. 

9.13 Personal data network storage 

FMC is required to store personal data on behalf of (or with permission by) the end user. It is required that 
the end user is able to access and manipulate those personal data through one of the user's various terminal 
devices. 

For example, FMC can store a contact address book on behalf of (or with permission by) the end user. The 
end user can utilize this address book from different terminal devices thereby avoiding multiple independent 
and unsynchronized address books for the different terminal devices the end user may have.  
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9.14 Accounting support capabilities 

FMC is required to support the ability to collect CDR information from different network elements, which are 
used by the charging/billing system to gather together relevant usage data to initiate a unified bill to the 
specific user for multiple kinds of services with different terminal devices.  

NOTE – CDR information collection among one or several providers can only take place if the end user has given implicit 
or explicit permission. 

In the case that the end user may be reachable by one identifier on different terminal devices, FMC is required 
to support to associate all relevant CDR information with the particular identifier.  

9.15 Message processing  

FMC is required to support the storage, transcoding, conversion and relay of different types of messages 
(SMS, MMS, IM, email, etc.). 

For example, it may be appropriate to transcode and to convert a video contained within an IM into an MMS 
message with associated compression and recoding of the content. These functions are implemented by 
application servers or by application gateways with control elements recognizing the need to do the 
transformation in relation to the type of message being sent and the capabilities of the terminal device to 
which it is being sent. 

NOTE – Transport-level interworking through encapsulation may be appropriate in certain scenarios. 

9.16 Presence information 

FMC is required to be able to store user presence information which can be accessed by appropriate 
applications. 

9.17 Mechanism for applications to access user data 

With permission given by the end user, FMC is required to provide mechanisms to enable applications to 
access relevant user data independent of where the end user data is stored. 

9.18 User identifier management 

An end user may have several different kinds of terminal devices, such as a legacy fixed terminal, a mobile 
phone, a PDA, a portable computer with extended capabilities, or a desktop fixed computer operating as a 
terminal with substantial multimedia capabilities. 

FMC has the ability to provide a unique user identifier at the transport stratum which allows differentiation 
among user terminal devices. Additional identifiers may be used at the service stratum to identify the user 
for end-user services.  

NOTE – The Administration or service providers choose the identification scheme and the corresponding identifier(s). 
Such identifiers can exhibit the property of being public or of being private. In some FMC environments, a user may 
have different identifiers depending on the access network technology. 

It is required to support user identification by: 

a) a single and unique identifier related to the user's subscription; or 

b) a number of such user identifiers mapped to a unique user identifier. 

FMC may apply a different end users' identifier when end user accesses different technologies, therefore 
Administrations or service providers may require common user identifier management to provide 
registration and authorization for the user regardless of the access mechanisms or terminals being used. 
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10 Network environment 

10.1 General network environments 

FMC needs to cover the possibilities for convergence across existing different network infrastructures and 
access mechanisms.  

The following are among the envisaged network infrastructures: 

• Fixed network, such as PSTN/ISDN, cable TV network, softswitch-based/IMS-based PES, IPTV service 
network, H.323 VoIP network and IMS-based NGN. 

• Mobile network, multiple IMT-2000 family members consisting of the various releases of GSM 
evolved UMTS core network with UTRAN access network [ITU-T Q.1741], the various releases of 
ANSI-41 evolved core network with cdma2000 access network [ITU-T Q.1742], mobile WiMAX, etc.  

The following are among the envisaged access mechanisms: 

• The access network parts of IMT-2000: GSM/UTRAN and ANSI-41/cdma2000. 

• WLAN in hot spots or as mesh networks. 

• WiMAX broadband wireless access. 

• xDSL, Cable, PLC, FTTH fixed access.  

• Legacy PSTN systems used for narrow-band IP services access. 

• The access network parts of digital audio broadcast (DAB) and digital video broadcasting 
(DVB)/digital video broadcasting handheld (DVB-H). 

NOTE – The various systems listed above encompass very different network infrastructures, different bandwidth 
capabilities, as well as very different access technologies. It is therefore not anticipated that a single multimode terminal 
device will be able to handle every possible access. Rather, it is anticipated that users will access their services via a 
range of terminal devices, some of them capable of multimode operation. Consequently, mobility across this 
heterogeneous environment requires service adaptation for terminal device mobility as well as for personal mobility. 

10.2 FMC network scenarios 

The following subclauses describe several scenarios for fixed-mobile convergence and indicate requirements 
associated with these scenarios. 

10.2.1 IMS-based FMC  

This convergence of fixed and mobile networks enables users to move between fixed and mobile access 
networks and still have access to the same set of IMS-based services. The fixed and mobile access networks 
might both be part of the user's home network, but it is a requirement that the case where one or both are 
visited networks is also supported. 

IMS-based FMC includes the scenario that during mobility, only one access is on an IMS-based network. 
Service continuity needs to be supported between the fixed and the mobile access technologies if the session 
control layer corresponding to one of the access technologies is IMS-based (i.e., handover of voice calls 
between the mobile circuit domain and the fixed network controlled by IMS). 

Service provisioning is required to be independent of the access technologies.  

User experience may be limited by the access network capabilities when using different access technologies, 
such as lower quality video communication when low bandwidth access is used, etc. 

ISIM functionalities are required for user identification mechanisms, but it is also necessary to support legacy 
terminal devices without ISIM functionality for service access, especially when one side is not IMS-based 
network. 

Broadcasting/Multicasting capabilities are needed but may be limited by the network capabilities. 

Access-agnostic uniform mechanisms are required; the end user could access the services from broadband 
fixed-access (e.g., xDSL, cable) and mobile access (e.g., WiMAX). 
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Voice call continuity (VCC) is required in this scenario to provide ongoing call continuity between the cellular 
CS domain and the IMS domain. When users with dual-mode terminal devices move between the two 
domains, handover may happen from a cellular CS domain to an IMS domain or the reverse and no break is 
perceived by users during the handover. 

Enhanced VPN support is required in this scenario. 

IMS-based FMC could in principle also support service continuity for video calls between the IMS and a 
cellular CS domain. This capability is for further study. 

IMS-based FMC may provide services to mobile as well as PSTN/ISDN terminal devices through IMS-based 
PSTN/ISDN emulation. This FMC scenario is detailed in [ITU-T Y.2031]. Specific requirements for this scenario 
are for further study. 

10.2.2 FMC between circuit-switched mobile and PSTN networks 

This convergence of fixed and mobile networks enables users to roam into the legacy PSTN network outside 
a GSM/UTRAN or ANSI-41/cdma2000 network. The requirement to support that users roam into a PBX 
network is for future study. 

Limited mobility is supported, e.g., nomadism, but service continuity (handover) is not required to be 
supported for this scenario. 

NOTE – Technologies for access to the PSTN could be GSM/UTRAN or ANSI-41/cdma2000 radio technologies and local 
radio technologies such as Bluetooth or Wi-Fi. 

Voice communication services in this scenario are required to be supported using a single personal number 
or user identifier. Video communication services could also be supported in this scenario. 

GSM/UTRAN or ANSI-41/cdma2000 supplementary services are required to be supported when the user 
makes and receives calls under PSTN access unless limited by PSTN network capabilities. 

Enhanced VPN support is required in this scenario. 

10.2.3 FMC in access network by UMA/GAN 

This convergence of fixed and mobile networks to enable the provision of service continuity for a multi-mode 
WLAN/2G terminal device when it changes its point of attachment is known as unlicensed mobile access 
(UMA). Demand for such capabilities is driven by competition on price and user convenience and the desire 
to extend service coverage in buildings with poor mobile radio reception. 

UMA is also known as generic access network (GAN) [b-ETSI TS 143 318].  

This scenario does not provide an evolution path to an all-IP NGN, since it keeps voice calls in the CS domain. 
This scenario is for further study. 
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Appendix I 
 

FMC approach and scenarios 

(This appendix does not form an integral part of this Recommendation) 

NGN gives the framework to provide FMC service capabilities irrespective of the different access 
technologies. Service providers may also provide FMC services based on existing networks they operate by 
changing or upgrading selected components of their network. Different approaches are required to obtain 
the ability to provide the desired FMC service experience to users. 

End users are able to use FMC services from both the fixed access network and from the mobile access 
network. 

An example FMC solution is a single multi-mode terminal device, which supports both fixed and mobile access 
can provide the user a better service experience, than when using different terminal devices to achieve the 
same service result. However, multi-mode terminals may not be able to fully support all necessary access 
networks. 

Several scenarios for network implementation to achieve FMC services are given in the following clauses. 

The transport network is not explicitly shown in these figures. FMC may also support seamless mobility in 
transport network between heterogeneous access networks, so the service continuity between these access 
transport networks can be achieved. From the service aspect, a multi-mode terminal attached to different 
access transport networks may access unified and consistent services and applications. From the network 
aspect, mobility-enabled transport network may support any type of IP-based access transport network 
regardless of its mobility features. Transport network convergence is for further study. 

I.1 Convergence in the control layer 

In this scenario, a unified control layer network is provided to support both fixed and mobile access. This 
convergence occurs in the control layer as shown in Figure I.1. In this architecture, both the fixed access 
network and the mobile access network are controlled by this unified control layer network enabling the 
same applications/service support functions to be adopted for the network. 

 

Figure I.1 – Scenario: Convergence in service control functions 

NOTE – IMS-based solution described in [ITU-T Y.2021] uses the access-independent IMS network to support different 
accesses to provide FMC services. The UMA solution [b-ETSI TS 143 318] uses the unified GSM/UMTS network to provide 
FMC services. 



Core network aspects  1 
 

   427 

I.2 Convergence in application layer 

In this scenario, the different service control network is used to provide the service when the user accesses 
FMC using fixed access network or mobile access network. Convergence does not occur in the service control 
layer (call control or session control functions), but occurs in the service support functions in the application 
layer as illustrated in Figure I.2.  

 

Figure I.2 – Scenario: Convergences in application/service support functions 

NOTE – The example in Figure I.2 is a scenario where convergence occurs in the application/service support functions.  

Convergence may also occur only in the applications in the application layer as shown in Figure I.3.  

 

Figure I.3 – Scenario: Convergence in applications 

I.3 Convergence in the management layer  

In this scenario, the control layer and the application layer of the fixed and mobile networks are unchanged, 
but some changes occur in the charging and billing functions to provide bundled billing of at least some 
services. This may also be referred to as FMC and is illustrated in Figure I.4. 
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Figure I.4 – Scenario: Convergence in charging and billing functions 
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Summary 

In a fixed-mobile convergence (FMC) network environment, convergence between legacy PSTN and ISDN 
and mobile networks is a typical example of a pre-IMS FMC network environment. ITU-T Recommendation 
Q.1763/Y.2803 defines the service features, service architecture, and capability requirements of the 
convergence service between legacy PSTN and ISDN and mobile networks. An example of the 
implementation of the converged service is provided. 
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1 Scope 

This Recommendation describes the service features, service architecture and capability requirements for 
using the legacy PSTN or ISDN as a fixed access network for mobile network users (PAM service) and provides 
an example of the implementation of the PAM service.  

Mechanisms to support the basic voice and video telephony services are described. 

The mobile networks discussed in this Recommendation refer specifically to GSM/UTRAN [ITU-T Q.1741] 
networks and ANSI-41/cdma2000 [ITU-T Q.1742] networks.  

2 References 

The following ITU-T Recommendations and other references contain provisions which, through reference in 
this text, constitute provisions of this Recommendation. At the time of publication, the editions indicated 
were valid. All Recommendations and other references are subject to revision; users of this Recommendation 
are therefore encouraged to investigate the possibility of applying the most recent edition of the 
Recommendations and other references listed below. A list of the currently valid ITU-T Recommendations is 
regularly published. The reference to a document within this Recommendation does not give it, as a stand-
alone document, the status of a Recommendation. 

[ITU-T Q.1224] ITU-T Recommendation Q.1224 (1997), Distributed functional plane for intelligent 
network Capability Set 2. 

[ITU-T Q.1701] ITU-T Recommendation Q.1701 (1999), Framework for IMT-2000 networks. 

[ITU-T Q.1702] ITU-T Recommendation Q.1702 (2002), Long-term vision of network aspects for 
systems beyond IMT-2000. 

[ITU-T Q.1711] ITU-T Recommendation Q.1711 (1999), Network functional model for IMT-2000. 

[ITU-T Q.1741] ITU-T Recommendations Q.1741-series: 

 – Q.1741.1 (2002), IMT-2000 references to release 1999 of GSM evolved UMTS core 
network with UTRAN access network. 

 – Q.1741.2 (2002), IMT-2000 references to release 4 of GSM evolved UMTS core 
network with UTRAN access network. 

 – Q.1741.3 (2003), IMT-2000 references to release 5 of GSM evolved UMTS core 
network. 

 – Q.1741.4 (2005), IMT-2000 references to release 6 of GSM evolved UMTS core 
network. 

[ITU-T Q.1742] ITU-T Recommendations Q.1742-series: 

 – Q.1742.1 (2002), IMT-2000 references to ANSI-41 evolved core network with 
cdma2000 access network. 

 – Q.1742.2 (2003), IMT-2000 references (approved as of 11 July 2002) to ANSI-41 
evolved core network with cdma2000 access network. 

 – Q.1742.3 (2004), IMT-2000 references (approved as of 30 June 2003) to ANSI-41 
evolved core network with cdma2000 access network. 

 – Q.1742.4 (2005), IMT-2000 references (approved as of 30 June 2004) to ANSI-41 
evolved core network with cdma2000 access network. 

 – Q.1742.5 (2006), IMT-2000 references (approved as of 31 December 2005) to ANSI-
41 evolved core network with cdma2000 access network. 

 – Q.1742.6 (2007), IMT-2000 references (approved as of 31 December 2006) to ANSI-
41 evolved core network with cdma2000 access network. 

[ITU-T Q.1761] ITU-T Recommendation Q.1761 (2004), Principles and requirements for convergence 
of fixed and existing IMT-2000 systems.  
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[ITU-T Q.1762] ITU-T Recommendation Q.1762/Y.2802 (2007), Fixed-mobile convergence general 
requirements.  

3 Definitions 

3.1 Terms defined elsewhere 

This Recommendation uses the following terms defined elsewhere: 

3.1.1 fixed-mobile convergence [ITU-T Q.1762]: In a given network configuration, the capabilities that 
provide service and application to the end-user regardless of the fixed or mobile access technologies being 
used and independent of user's location. In the NGN environment, it means to provide NGN services to end-
users regardless of the fixed or mobile access technologies being used.  

3.1.2 nomadism [ITU-T Q.1761]: Ability of the user to change his network access point after moving; when 
changing the network access point, the user's service session is completely stopped and then started again, 
i.e., there is no handover possible. It is assumed that the normal usage pattern is that users shut down their 
service session before moving to another access point or changing terminal. This is the mobility alluded to in 
the case of fixed-mobile convergence. 

3.2 Terms defined in this Recommendation 

There are no terms defined in this Recommendation. 

4 Abbreviations and acronyms 

This Recommendation uses the following abbreviations and acronyms: 

2G Second Generation 

3G Third Generation 

AP Access Point 

AuC Authentication Centre 

CAMEL Customized Applications for Mobile network Enhanced Logic  

CAP CAMEL Application Protocol 

CCF Call Control Function 

CDMA Code Division Multiple Access 

CLI Calling Line Identity 

CLIP Calling Line Identification Presentation 

CLIR Calling Line Identification Restriction 

CS Circuit Switched 

CSI CAMEL Subscription Information 

DTMF Dual Tone Multiple Frequency 

FE Functional Entity 

FMC Fixed-Mobile Convergence 

FSK Frequency Shift Keying 

GMSC Gateway Mobile Switching Centre 

GSM Global System for Mobile communications 

HLR Home Location Register 
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HSS Home Subscriber Server 

IMSI International Mobile Station Identity 

IMT-2000 International Mobile Telecommunications – 2000 

IN Intelligent Network  

IP Intelligent Peripheral 

ISDN Integrated Services Digital Network 

ISUP ISDN User Part 

LE Local Exchange 

MAP Mobile Application Protocol 

MD5 Message-Digest algorithm 5 

MS Mobile Station 

MSC Mobile Switching Centre 

MSISDN Mobile Station International ISDN Number 

MSN Multiple Subscriber Number 

N-CSI Network CAMEL Subscription Information 

PAM PSTN Access for Mobile users  

POTS Plain Old Telephone Service 

PSTN Public Switched Telephone Network 

RAN Radio Access Network 

RNS Radio Network Subsystem 

SAC Service Access Code 

SCF Service Control Function 

SCP Service Control Point 

SHA-1 Secure Hash Algorithm 1 

SHA-256 Secure Hash Algorithm 256 

SLA Service Level Agreement 

SRF Specialized Resource Function 

SSF Service Switching Function 

SSP Service Switching Point 

T-CSI Terminating CAMEL Subscription Information 

UMTS Universal Mobile Telecommunication System  

UPT Universal Personal Telecommunication 

UTRAN Universal Terrestrial Radio Access Network 

VLR Visitor Location Register 

WIN Wireless Intelligent Network 
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5 Conventions 

In this Recommendation, references to "mobile network" should be read as applying equally to GSM/UTRAN 
[ITU-T Q.1741] networks and ANSI-41/cdma2000 [ITU-T Q.1742] networks. 

In addition: 

• "he" should be read as gender neutral, that is referring to "he" or "she" as appropriate; and 

• "his" should similarly be read as gender neutral. 

6 Service features 

The PAM service provides a mobile user with access to voice and video telephony services utilizing the 
PSTN/ISDN via an available access point (AP) with an appropriate dual mode mobile terminal. Whether the 
AP is connected to the legacy network via a PSTN analogue or an ISDN access interface does not affect the 
service from the PAM user's point of view.  

The dual mode dual radio mobile terminal provides the user the accesses to the legacy PSTN/ISDN and mobile 
networks using a single terminal. 

6.1 Service numbering  

The PAM service supports two types of numbering: 

• The user is identified by a discrete PAM service number (referred to as a "fixed PAM service number" 
which may be in the form of, e.g., an UPT number). The fixed PAM service number is used separately 
from the user's mobile number (MSISDN). The fixed PAM service number is used to make and 
receive calls when the user is being provided service by means of a PSTN/ISDN access, while the 
mobile number (MSISDN) is used when the user is being provided service by means of a mobile 
network access. 

• The user is identified by his MSISDN, which is also his PAM service number, independent of whether 
he is being provided service by a PSTN access or a mobile network access. 

6.2 Service subscription 

The user needs to subscribe to the PAM service in advance. 

• When the fixed PAM service number is used, the subscription information is as follows: 

– a fixed PAM service number assigned by the provider; 

– a user identity assigned by the provider which links to the PAM service number of the user; 

– the user's associated MSISDN for re-routing the terminating call to the mobile network in case 
the call is not possible to be completed through the PSTN/ISDN; 

– the service access code (SAC) of PAM service which corresponds to the PAM service controlling 
point of the home network. 

• When a MSISDN is used as the PAM service number, the subscription information is as follows: 

– the user's IMSI; 

– a user identity assigned by the provider which links to the IMSI of the user terminal; 

– the service access code (SAC) of PAM service which corresponds to the PAM service controlling 
point of the home network; 

– the PAM service subscription to be registered in the user's service profile (in the HLR/AuC 
(HSS)).  

6.3 Registration and authentication for legacy fixed network access 

The mobile user needs to register at a fixed network access point before making and receiving calls. 
Authentication is mandatory when a mobile user requests legacy PSTN/ISDN access.  
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Once the user is authenticated and registered, he is provided voice and video communication using the 
PSTN/ISDN via the fixed network access point at which he is registered consistent with the limitations related 
to the capabilities of the access point and the terminal device being used. 

The mobile user deregisters when he leaves the access point. 

6.4 Call handling 

The service supports two different treatments for incoming and outgoing calls according to the service 
number used. 

6.4.1 User assigned a discrete PAM service number 

When using a fixed PAM service number separately assigned from the MSISDN, the handling of the call is as 
follows: 

• Originating call 

 If the user is currently registered at an AP, the originating call will be handled through the PSTN/ISDN 
when the fixed network access is available. The fixed PAM service number is presented as the calling 
party number to the called party, and the call is treated according to the service subscription 
associated with the fixed PAM service number. The call is charged against the fixed PAM service 
number. If the fixed network access is not available (i.e., the AP that the user is registered at 
encounters an all fixed access circuits busy situation), the call will be handled through the mobile 
network, if available, as a normal mobile originating call. The MSISDN is displayed as the calling party 
number and the call is treated according to the service subscription associated with the MSISDN in 
the mobile network. The call is charged against the MSISDN. 

 If the user is currently not registered for fixed network access, the originating call will be handled 
through the mobile network, if available, as a normal mobile originating call. The MSISDN is 
displayed as the calling party number and the call is treated according to the service subscription 
associated with the MSISDN in the mobile network. The call is charged against the MSISDN. 

 The user is provided with visibility of the selection of the radio access (PAM AP or mobile network) 
used for the originating call. 

• Terminating call 

 When a call is placed to a fixed PAM service number, there will first be a check for whether the PAM 
user is registered at an AP. If so, the call will be delivered via the PSTN/ISDN to the AP at which the 
PAM user is currently registered, and the call is treated according to the service subscription 
associated with the fixed PAM service number. If call completion through the PSTN/ISDN fails (e.g., 
all the access circuits to the AP are busy), the call will be forwarded to the mobile network using the 
MSISDN and the call is treated according to the service subscription associated with the MSISDN.  

 If the user is currently not registered at an AP, a call to a fixed PAM service number will be forwarded 
to the mobile network using the MSISDN as the forwarded-to number and the call is treated 
according to the service subscription associated with the MSISDN.  

 Charging to the originating party will not be affected when a call is forwarded from the PSTN to the 
MSISDN of the terminating party.  

 A call to the MSISDN associated with the PAM user is delivered to the mobile network as a normal 
mobile terminating call.  

6.4.2 MSISDN as the PAM service number 

When using the MSISDN as the PAM service number, the handling of the call is as follows: 

• Originating call 

 If the user is currently registered at an AP, an originating call will be handled through the PSTN/ISDN 
when the fixed network access is available. If the fixed network access is not available (i.e., the AP 
the user is registered with is busy), the call will be handled through the mobile network, if available, 
as a normal mobile originating call. Whether the call is handled through the legacy PSTN/ISDN, or 
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through the mobile network, the MSISDN is presented as the calling party number to the called 
party, and the call is treated according to the service subscription associated with the MSISDN. The 
call is charged against the MSISDN.  

 If the user is currently not registered at an AP, the originating call will be handled through the mobile 
network, if available, as a normal mobile originating call. The MSISDN is displayed as the calling party 
number and the call is treated according to the service subscription associated with the MSISDN in 
the mobile network. The call is charged against the MSISDN. 

 The user is provided with visibility of the selection of the radio access (PAM AP or mobile network) 
used for the originating call. 

• Terminating call 

 When a call is placed to the MSISDN of a subscriber who subscribes to the PAM service, there will 
first be a check for whether the MSISDN is registered at an AP. If so, the call will be delivered via the 
PSTN/ISDN to the AP at which the MSISDN subscriber is currently registered. If call completion via 
the AP fails (e.g., the access lines to the AP are busy), the call will be forwarded through the mobile 
network using the MSISDN. Whether the call is handled through the legacy PSTN/ISDN or through 
the mobile network, the call is treated according to the service subscription associated with the 
MSISDN. Charging to the originating party will not be affected when a call is forwarded from the 
PSTN/ISDN to the MSISDN on the mobile network of the terminating party.  

 If the user is currently not registered at an AP, a call to a MSISDN will be delivered through the 
mobile network directly and the call is treated according to the service subscription associated with 
the MSISDN. 

6.5 Extent of mobility provided by PAM service 

Only nomadism is supported. 

When the user is in an active call, the call is interrupted in the following cases: 

• the user moves to a different AP; or 

• the user changes from an AP to using mobile network access or vice versa. 

7 Architecture 

7.1 Architecture alternatives 

The PAM service is realized by PAM-SCF, PAM access point (AP) function, and PAM terminal function for air 
interface selection and registration. The PAM-SCF is an intelligent network SCF containing PAM service logic 
and data, and provides PAM mobility management. The AP functionality manages the air interface 
connection between itself and the PAM functions in the terminal, and the control relationship between itself 
and the PAM-SCF. The PAM terminal function interacts with the AP function to manage the air interface 
selection process.  

Two architectures corresponding to the use of a discrete PAM service number or the use of a MSISDN as the 
PAM service number are described in the following subclauses. 

7.1.1 Architecture with a discrete PAM service number assigned 

Figure 1 illustrates the functional model of the PAM service when a fixed PAM service number is used. For 
simplicity, mobile station functions not specific to the PAM service are omitted. 
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Figure 1 – The functional model of the PAM service using a  
discrete PAM service number 

The functional model in Figure 1 follows the intelligent network functional model described in [ITU-T Q.1224]. 
The PAM-SCF is an SCF which supports PAM service logic and data. 

The functional model shown in Figure 1 can be applied in case of different operators for the legacy PSTN/ISDN 
and the mobile network and requires no special SLA between the fixed and mobile operators. 

7.1.2 Architecture using MSISDN as the PAM service number 

Figure 2 illustrates the functional model of the PAM service using a MSISDN as the PAM service number. The 
PAM-SCF interfaces with HLR/AuC (HSS) in the mobile network. For simplicity, mobile station functions not 
specific to the PAM service are omitted.  

 

Figure 2 – The functional model of the PAM service using a MSISDN 
as the PAM service number 

Figure 2 applies equally to the CAMEL functional entities defined for a GSM/UTRAN network in [ITU-T Q.1741] 
and to the equivalent WIN functional entities for an ANSI-41/cdma2000 network in [ITU-T Q.1742]. 
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The PAM-SCF is an SCF which supports PAM service logic and data. 

The functional model shown in Figure 2 can be applied in the case of the same operator for both the legacy 
PSTN/ISDN and the mobile network as well as in the case of different operators cooperating by appropriate 
interconnection and SLAs. 

7.2 Functional entities 

7.2.1  Mobile station PAM function 

The mobile station PAM function provides dual mode radio access. It allows the user to access the public 
mobile network via a 3G/2G air interface and to access the fixed network via an alternative air interface to 
the AP.  

The MS PAM function automatically initiates a registration request to the AP function when it detects an 
appropriate AP to which it can connect. The MS PAM function initiates a deregistration request to the AP 
function when the user manually deregisters through the menu in the terminal.  

For a call origination, when both radio accesses (to the AP and to the mobile network) are available, the MS 
PAM function selects the radio access to the AP, in case the call set-up through the AP radio access fails, the 
MS PAM function sends the call request over the mobile network radio access.  

The MS PAM function provides the user with indications of: 

• whether the fixed network is available via the AP connection (reflecting the registration or 
deregistration status); 

• the selected radio access for the originating call in the ringing and conversation phase. 

For authentication of a mobile user through fixed network access via an AP, the MS PAM function provides 
the same network security mechanism as used in the mobile network, i.e., the same as used in another 
(mobile radio access) mode of the terminal. The MS PAM function supports the GSM/UTRAN or ANSI-
41/cdma2000 network access security mechanism to perform terminal/network authentication by 
interaction with the PAM-SCF via the AP function and the SRF.  

The PAM service access code (SAC) and the user identity are to be pre-set in the terminal. 

7.2.2 Access point function 

The access point (AP) appears to the legacy PSTN/ISDN as a user equipment of that network. The AP appears 
to the MS as if it were a mobile switching centre (MSC). 

The AP function supports the basic functions of a POTS terminal or an ISDN terminal appropriate to the 
interface to the legacy network, including support of calling line identification presentation. In addition, it 
supports the sending and receiving of in-band DTMF/FSK signal. 

The AP function provides conversion between the wireless protocol and the analog or digital line signalling 
used on the PSTN/ISDN access.  

The AP function provides media transcoding between the type of codec used in the terminal and the type of 
codec used on the PSTN/ISDN access.  

In addition, the AP function supports the following functions: 

• Registration and deregistration 

 When an AP function receives a registration request from a MS PAM function, the AP function 
supports the following ways of identifying the terminal requesting attachment: 

– The AP function allocates a terminal identifier dynamically for that terminal in case a PSTN 
analogue line is used. 

– The AP function allocates a subscriber number for that terminal dynamically from a set of pre-
assigned multiple subscriber numbers when ISDN interface is used (the MSN service needs to 
be active for the ISDN line and multiple subscriber numbers are assigned to the same ISDN line). 
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 The AP function sends a registration request by initiating a call request to the fixed network. In the 
registration procedure, the AP function acts as a "proxy" for the MS PAM function and provides, 
together with the SRF, the means to transfer information related to authentication between the MS 
PAM function and the PAM-SCF. 

 When an AP function receives a deregistration request from a MS PAM function or when it detects 
that a terminal is no longer accessible via the AP (e.g., has moved out of range, has been turned off, 
etc.), the AP function frees the terminal identifier or subscriber number allocated to the terminal 
and sends a deregistration request by initiating a call request to the fixed network.  

• Originating call handling 

 When an AP function receives a call request from a MS PAM function via the air interface, it checks 
the PSTN/ISDN access line status. If a line is free, the AP function initiates a call request to the 
PSTN/ISDN containing the terminal identifier or the subscriber number corresponding to the 
terminal. If there is no line available, the AP function sends a rejection to the MS PAM function to 
allow the MS PAM function to automatically select and establish the call through the mobile network 
radio access if available. 

• Terminating call handling 

 When an AP function receives a terminating call request from the PSTN/ISDN for a mobile terminal, 
the AP function recognizes the terminal to be connected by using the terminal identifier (in case a 
PSTN line is used) or the subscriber number (in case an ISDN line is used) and completes the call to 
the terminal with the CLI to be presented via the air interface to the MS PAM function. 

7.2.3 CCF/SSF 

The CCF establishes, manipulates and releases calls/connections. The CCF provides trigger mechanisms to 
access IN functionality (e.g., passes events to the SSF). 

The SSF extends the logic of the CCF to include recognition of service control triggers and to interact with the 
PAM-SCF. The SSF manages signalling between the CCF and the SCF and it modifies call/connection 
processing functions (in the CCF) as required to process requests for IN provided service usage under the 
control of the PAM-SCF. The CCF/SSF interacts with the SRF for bearer channel establishment between the 
SRF and the AP function under the control of PAM-SCF. 

The PAM service trigger is handled in SSF as follows: 

• When a PAM user requests registration/deregistration/originating call at an AP, the AP initiates a 
call which invokes an IN trigger based on a prescribed number plan (the SAC of the PAM service) at 
the SSF so that interaction with a PAM-SCF is initiated.  

• A terminating call to a PAM user served with a fixed PAM service number invokes an IN trigger at 
the SSF based on a prescribed number plan which comprises part of the digits of the fixed PAM 
service number. 

• For a terminating call to a PAM user served with a MSISDN, the PAM-SSF invokes an IN trigger based 
on the terminating service subscription downloaded in CCF (MSC/VLR) from the HLR/AuC (HSS).  

The CCF/SSF sets up the bearer connection between the AP function and the SRF function under the control 
of the PAM-SCF to exchange the registration/deregistration/originating call parameters between the AP 
function and the SRF in-band.  

In originating and terminating call, the SSF executes the instruction from the PAM-SCF for the call processing 
with updated parameters including the CLI as follows: 

• In originating call, the SSF updates the CLI to represent the registered PAM user using fixed PAM 
service number or MSISDN as opposed to the CLI of the AP upon the instruction from the PAM-SCF. 

• In terminating call, in case a PSTN analogue access line is used, the SSF updates the CLI to indicate 
the PAM user to be connected via updating the original CLI with additional terminal identifier 
information upon the instruction from the PAM-SCF. 
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7.2.4 PAM-SCF 

The PAM-SCF provides the following functions:  

• Authentication function to perform authentication when a mobile user requests fixed network 
access via an AP. An SRF may be needed to collect identification and authentication parameters. For 
both numbering types, the PAM-SCF provides the same network security mechanism as used in the 
mobile network corresponding to another (mobile radio access) mode of the terminal.  

– When a fixed PAM service number is used, the PAM-SCF generates the authentication data on-
demand as done in HLR/AuC (HSS). 

– When a MSISDN is used as the PAM service number, the PAM-SCF requests the authentication 
data from the HLR/AuC (HSS).  

• Mobility management to handle the user moving between different APs or moving into or out of 
range of an AP. This is managed via registration and deregistration procedure. When the PAM-SCF 
receives the registration or deregistration requests from an AP function, the PAM-SCF updates the 
service information as follows: 

– In case a fixed PAM service number is used, the PAM-SCF updates the PAM user's registration 
status and the information relevant to the user's fixed network access point in the database. 

– In case a MSISDN is used as the PAM service number, the PAM-SCF updates the PAM user's 
registration status and the information relevant to the user's fixed network access point in the 
database and updates the mobile user's PAM service subscription status in HLR/AuC (HSS) when 
the HLR/AuC (HSS) supports this function. 

• Call control function: 

– When the PAM-SCF processes an originating call request, it modifies the CLI to the fixed PAM 
service number (when a separate PAM service number is used) or the MSISDN (when MSISDN 
is used as PAM service number) of the PAM user. 

– When the PAM-SCF processes a terminating call for a PAM user, in case the user is currently 
registered at an AP, the PAM-SCF instructs the SSF to complete the call via PSTN/ISDN. In case 
a PSTN line is used, the PAM-SCF instructs the SSF to route the call to the specific AP at which 
the user is registered with the updated CLI carrying the terminal identifier. In case ISDN line is 
used, the PAM-SCF instructs the SSF to route the call to the specific subscriber number 
corresponding to the terminal. If the call cannot be completed to the AP function, the PAM-SCF 
provides instructions to forward the call to the MSISDN of the PAM user. In the latter case, 
when MSISDN is used as the PAM service number, the call must be appropriately labelled to 
prevent circular routing. Otherwise, if the mobile user is not connected to any AP, the call is 
directly routed to the terminal via the mobile network. 

• Service treatment function: the PAM-SCF provides the services according to the service profile 
associated with the service number. The service profile associated with the fixed PAM service 
number is statically stored in the PAM-SCF. The service profile associated with the MSISDN is 
downloaded from the HLR/AuC (HSS) after registration and deleted after deregistration. 

7.2.5 SRF 

The SRF functional entity provides the AP function in-band DTMF/FSK interaction via the SSF/CCF for the 
purpose of obtaining user identification and authentication parameters. The SRF accepts instructions from 
the PAM-SCF concerning the user interaction to be conducted and the parameters to be collected and 
returned to the PAM-SCF. The SRF is connected to and is disconnected from the AP function by the SSF/CCF 
as directed by the PAM-SCF.  

An example of an implementation of the PAM service using the MSISDN as the PAM service number is 
provided in clause 9. 
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7.3 Information flows overview 

This clause provides an overview of PAM service information flows. Detailed information flows are provided 
in clause 9.3. 

7.3.1 Overview of information flows when using the discrete PAM service number 

7.3.1.1 Registration 

When an AP function receives a registration request from a MS PAM function containing the SAC and the 
user identity, the AP function assigns a dynamic terminal identifier (in case an analogue line is used) or a 
subscriber number (in case an ISDN line is used) to that terminal and initiates a call carrying the SAC, the 
request type (registration) and the terminal identifier or the subscriber number to the CCF/SSF. 

The CCF/SSF uses the CLI (subscriber number) received from the user (the AP function) if it is valid; otherwise, 
the CCF/SSF inserts the network provided CLI of the fixed access line to which the AP is connected, the 
CCF/SSF triggers and queries the PAM-SCF for instructions.  

The PAM-SCF instructs the SRF to establish a bearer connection between itself and the AP function by the 
CCF/SSF.  

During the registration, the following information is exchanged between the AP function and the SRF in-band 
under the control of the PAM-SCF: 

• The PAM-SCF instructs the SRF to request to collect the user identification information from the AP 
function. 

• The AP function sends the user identity to the SRF which relays the information to the PAM-SCF. 

• The PAM-SCF generates the authentication data and instructs the SRF to interact with the AP 
function which uses the data provided by the MS PAM function to perform the authentication. 

• After finishing the registration processing, the PAM-SCF instructs the SRF to send the registration 
result to the AP function in-band. The AP function sends the registration response to the MS PAM 
function. 

7.3.1.2 Deregistration 

When an AP function receives a deregistration request from a MS PAM function or when an AP function 
detects that a terminal is no longer accessible via the AP function, the AP function sends the deregistration 
request by initiating a call request to CCF/SSF containing the SAC, the request type (deregistration) and the 
terminal identifier (in case an analogue line is used) or the subscriber number (in case an ISDN line is used).  

The CCF/SSF uses the CLI (subscriber number) received from the user (the AP function) if it is valid; otherwise, 
the CCF/SSF inserts the network provided CLI of the fixed access line to which the AP is connected, and the 
CCF/SSF triggers and queries the PAM-SCF for instructions.  

The PAM-SCF processes the deregistration request and responses with the deregistration result to the AP 
function via the SRF in-band. The AP function sends the deregistration response to the terminal if the terminal 
is still accessible. 

7.3.1.3 Originating call 

Upon receiving an originating call request from a MS PAM function, the AP function sends an outgoing call 
request to the CCF/SSF with the information containing the SAC, the request type (originating call) and the 
terminal identifier (in case an analogue line is used) or the subscriber number (in case an ISDN line is used).  

The CCF/SSF uses the CLI (subscriber number) received from the user (the AP function) if it is valid; otherwise, 
the CCF/SSF inserts the network provided CLI of the fixed access line to which the AP is connected, and the 
CCF/SSF triggers and queries the PAM-SCF for instructions.  

The PAM-SCF instructs the SRF to collect the dialled number from the AP function and the AP function returns 
the dialled number received from the MS PAM function to the SRF which relays the dialled number to the 
PAM-SCF. 
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The PAM-SCF processes the originating call request accordingly and controls the modification of the CLI to 
the fixed PAM service number.  

7.3.1.4 Terminating call 

A terminating call to a fixed PAM service number is routed to the "home switch" supporting the assigned 
PAM service number which treats the call as an IN call and queries the PAM-SCF for instructions.  

• If the user is currently registered at an AP, the PAM-SCF responds with routing instructions in the 
form of a specific AP to which to route the call for completion together with the updated CLI carrying 
the terminal identifier in case an analogue line is used, or in the form of a subscriber number 
corresponding to the terminal to which to route the call for completion in case an ISDN line is used. 
In case the call cannot be completed to the AP, the PAM-SCF provides the instructions to forward 
the call to the MSISDN associated with the subscriber. 

• Otherwise, if the mobile user is not connected to any AP, the PAM-SCF forwards the call directly to 
the mobile network using the MSISDN associated with the subscriber. 

7.3.2 Overview of information flows when using MSISDN as the PAM service number 

7.3.2.1 Registration 

When an AP function receives a registration request from a MS PAM function containing the SAC and the 
user identity, the AP function assigns a dynamic terminal identifier (in case an analogue line is used) or a 
subscriber number (in case an ISDN line is used) to that terminal and initiates a call carrying the SAC, the 
request type (registration) and the terminal identifier or the subscriber number to the CCF/SSF. 

The CCF/SSF uses the CLI (subscriber number) received from the user (the AP function) if it is valid; otherwise, 
the CCF/SSF inserts the network provided CLI of the fixed access line to which the AP is connected, and the 
CCF/SSF triggers and queries the PAM-SCF for instructions.  

The PAM-SCF instructs the SRF to establish a bearer connection between itself and the AP function by the 
CCF/SSF.  

During the registration, the following information is exchanged between the AP function and the SRF in-band 
under the control of the PAM-SCF: 

• The PAM-SCF instructs the SRF to collect the user identification information from the AP function. 

• The AP function sends the user identity to the SRF which relays the information to the PAM-SCF. 

• The PAM-SCF retrieves the authentication data of the terminal from HLR/AuC (HSS) and instructs 
the SRF to interact with the AP function which uses the data provided by the MS PAM function to 
perform the authentication. 

After authentication is successful, the PAM-SCF updates the mobile user's terminating subscription status in 
HLR/AuC (HSS) if the HLR/AuC (HSS) supports this function. 

After finishing the registration processing, the PAM-SCF instructs the SRF to send the registration result to 
the AP function in-band which relays the registration response to the MS PAM function. 

7.3.2.2 Deregistration 

When an AP function receives a deregistration request from a MS PAM function or when an AP function 
detects that a terminal is no longer accessible via the AP, then the AP function sends the deregistration 
request by initiating a call request to CCF/SSF containing the SAC of the PAM service, the request type 
(deregistration) and the terminal identifier (in case an analogue line is used) or the subscriber number (in 
case an ISDN line is used).  

The CCF/SSF uses the CLI (subscriber number) received from the user (the AP function) if it is valid; otherwise, 
the CCF/SSF inserts the network provided CLI of the fixed access line to which the AP is connected and triggers 
and queries the PAM-SCF for instructions.  
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The PAM-SCF processes the deregistration request and updates the mobile user's terminating subscription 
status in HLR/AuC (HSS) when the HLR/AuC (HSS) supports this function. 

After finishing the deregistration processing, the PAM-SCF responds with the deregistration result to the AP 
function via the SRF in-band. The AP function sends the deregistration response to the terminal if the terminal 
is still accessible. 

7.3.2.3 Originating call 

Upon receiving an originating call request from a MS PAM function, the AP function sends an outgoing call 
request to the CCF/SSF with the information containing the SAC of the PAM service, the request type 
(originating call) and the terminal identifier (in case an analogue line is used) or the subscriber number (in 
case an ISDN line is used).  

The CCF/SSF uses the CLI (subscriber number) received from the user (the AP function) if it is valid; otherwise, 
the CCF/SSF inserts the network provided CLI of the fixed access line to which the AP is connected, the 
CCF/SSF triggers and queries the PAM-SCF for instructions.  

The PAM-SCF instructs the SRF to collect the dialled number from the AP function and the AP function returns 
the dialled number received from the MS PAM function to the SRF which relays the dialled number to the 
PAM-SCF. 

The PAM-SCF processes the originating call request accordingly and controls the modification of the CLI to 
the MSISDN.  

7.3.2.4 Terminating call 

A terminating call to a MSISDN is routed to the "home switch" supporting the assigned PAM service number 
which treats the call as an IN call and queries the PAM-SCF for instructions. 

• If the user is currently registered at an AP, the PAM-SCF responds with routing instructions in the 
form of a specific AP to which to route the call for completion together with the updated CLI carrying 
the terminal identifier in case an analogue line is used, or in the form of a subscriber number 
corresponding to the terminal to which to route the call for completion in case an ISDN line is used. 
In case the call cannot be completed to the AP, the PAM-SCF provides the instructions to forward 
the call to the MSISDN associated with the subscriber. In the latter case, the call must be 
appropriately labelled to prevent circular routing. 

• Otherwise, if the mobile user is not connected to any AP, the call is directly routed to the terminal 
via the mobile network. 

7.4 Allocation of functional entities to physical nodes 

For each functional model given in Figures 1 and 2, two scenarios are defined as follows: 

• The functional entities of IN are allocated to different physical nodes such as SSP, PAM-SCP and IP. 

• The functional entities of IN are allocated to one platform referred to as PAM service platform. 

In each case, the functional architecture and information flows are the same. 

7.4.1 User assigned a discrete PAM service number 

Figure 3 illustrates the scenario of allocating the functional entities to different physical nodes when a fixed 
PAM service number is used. 
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Figure 3 – Scenario for assigning FEs to different physical nodes 
when using a discrete PAM service number 

In this scenario, the relationship of the functional entities and the physical nodes is as follows: 

• the AP function maps to the AP; 

• the mobile station PAM function maps to the mobile station (for simplicity, other MS functions are 
not shown); 

• the CCF maps to the LE; 

• the SSF maps to the SSP; 

• the PAM-SCF maps to the PAM-SCP; 

• the SRF functional entity maps to the IP. 

Figure 4 illustrates the scenario of allocating all the PAM-service functional entities to the same physical node 
when a fixed PAM service number is used. Note that the CCF and SSF have been mapped to different nodes. 
This separation of the CCF and SSF is described in further detail in later clauses.  
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Figure 4 – Scenario for assigning functional entities to the same physical node 
when using a discrete PAM service number 

In this scenario, the PAM service functional entities are mapped to one physical node referred to as the PAM 
service platform which supports the SSF, SRF and PAM-SCF functionalities. 

7.4.2 MSISDN as the PAM service number 

Figure 5 illustrates the scenario of allocating functional entities to different physical nodes when a MSISDN 
is used as the PAM service number. For simplicity, HLR, etc., functions not specific to the PAM service are not 
expanded. 
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Figure 5 – Scenario for assigning FEs to different physical nodes when  
using MSISDN as the PAM service number 

In Figure 5, the relationship of the functional entities and the physical nodes is as follows: 

• the AP function maps to the AP; 
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• the mobile station PAM function maps to the Mobile Station (for simplicity, other MS functions are 
not shown); 

• CCF/SSF maps to the (G)MSC/VLR/SSP;  

• the PAM-SCF functional entity maps to the PAM-SCP; 

• the SRF functional entity maps to the IP. 

Figure 6 illustrates the scenario of allocating all the PAM service functional entities to the same physical node 
when a MSISDN is used as the PAM service number. Note that the CCF and SSF have been mapped to different 
nodes. This separation of the CCF and SSF is described in further detail in later clauses.  

 

Figure 6 – Scenario for assigning FEs to the same physical node when  
using MSISDN as the PAM service number 

In Figure 6, the PAM service functional entities are mapped to one physical node referred to as the PAM 
service platform which supports the SSF, SRF and PAM-SCF functionalities. 

8 Capability requirements 

When a mobile user requests to have legacy PSTN/ISDN access (i.e., the PAM service), the support of user 
registration and deregistration, authentication and call handling through the PSTN/ISDN access is required. 

8.1 User authentication through PSTN/ISDN access  

When a mobile user requests access to the PSTN/ISDN, mutual authentication between the MS PAM function 
and the AP function is required.  

During registration request processing, authentication needs to be performed. To accomplish user 
authentication through a fixed line access, a bearer channel between the AP function via which the MS PAM 
function is requesting service and the SRF needs to be set up to enable the PAM-SCF to exchange necessary 
identification and authentication information in-band with the AP function.  

The support of the same terminal authentication mechanism as used in the mobile network is required: the 
AP has to be able to receive the same authentication information from the mobile terminal that the mobile 
network RAN would receive as part of the registration procedure, and the AP must be able to relay this to 
the PAM-SCF so that the latter may interact with the HLR/AuC (HSS) to complete the registration. 
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The normal authentication procedure is illustrated as follows:  

• When an AP function receives a registration request from a MS PAM function containing the SAC 
and the user identification information (a user identity), the AP function sends the registration 
request by initiating a call request to the fixed network. 

• The call arrives in CCF/SSF which triggers and queries the PAM-SCF. 

• The PAM-SCF instructs the SRF to establish a bearer channel between itself and the AP function.  

• The PAM-SCF instructs the SRF to collect the user identification information from the AP function. 

• The AP function sends the user identification information in-band to the SRF which relays the 
received information to the PAM-SCF.  

• The PAM-SCF acquires the authentication data as follows:  

– When a fixed PAM service number is used, the PAM-SCF generates the authentication data as 
it is done in HLR/AuC (HSS). 

– When a MSISDN is used, the PAM-SCF requests the authentication data from the HLR/AuC (HSS) 
using the IMSI which is translated by the PAM-SCF using the user identity received from the AP 
function. 

• The PAM-SCF instructs the SRF to send the authentication data to the AP function which relays the 
information to the MS PAM function. 

• In case the terminal and network mutual authentication is required, the MS PAM function 
authenticates the network. If it is successful, the MS PAM function produces a response result which 
is sent back to the AP function. 

• The AP function sends the response result to the SRF which relays the information to the PAM-SCF.  

• The PAM-SCF compares the received result with the expected result. If they match, the PAM-SCF 
continues the registration procedure. Otherwise, the authentication is not successful and the PAM-
SCF instructs the SRF to send a negative response to the AP function to end the registration. The AP 
relays the response to the MS PAM function and ends the registration procedure.  

The secure transfer of the user identification information is required on the radio interface between the MS 
PAM function and the AP function as well as on the interface between the AP function and the fixed network.  

The encryption of the user identification information sent over the radio access needs to be supported by 
the wireless technology used in the MS PAM function and the AP function.  

The encryption (e.g., using SHA-1 or SHA-256 or MD5 as specified in [b-IETF RFC 3174], [b-NIST SHA-256] and 
[b-IETF RFC 1321]) of the user identification information over the fixed network needs to be supported by 
the AP function and the PAM SCF. 

8.2 User identification and routing 

When a mobile user is connecting to an AP with PSTN access line, the mobile user needs to be correctly 
identified for routing the call and presentation of the user's PAM service number. The following information 
is needed: 

• The AP address: It is the CLI of the PSTN line to which the AP is connected. 

• The terminal identifier: It is the number dynamically allocated by the AP to identify the terminals 
attached to it. 

The correlation of the user (either with a fixed PAM service number or a MSISDN) with the AP address and 
the terminal identifier needs to be set-up during registration. 

• When a fixed PAM service number is used:  

 The corresponding relationship among the user identity, the fixed PAM service number and the 
associated MSISDN is statically created when the user subscribes to the PAM service, while the AP 
address and terminal identifier need to be dynamically updated when the user registers or 
deregisters with an AP.  
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• When a MSISDN is used as the PAM service number:  

 The corresponding relationship between the user identity and the IMSI is statically created when 
the user subscribes to the PAM service, while the user's MSISDN, the AP address and the terminal 
identifier need to be dynamically updated when the user registers and deregisters. The user's 
MSISDN needs to be retrieved from the HLR/AuC (HSS) using IMSI which is translated by the PAM-
SCF using the user identity. 

Once the correlation of the mobile user with the AP address and the terminal identifier is made:  

• originating calls of the mobile user through the AP function need to carry the AP address and 
terminal identifier and the PAM service number associated with the AP address and the terminal 
identifier is presented as CLI; 

• terminating calls to the PAM service number need to be offered only to the mobile stations 
associated with the AP address and the terminal identifier. 

When a mobile user is connecting to an AP with ISDN line, an individual subscriber number is assigned to the 
mobile station and the PAM-SCF needs to set-up mobile station-subscriber number association. Once the 
mobile station-subscriber number association is made: 

• all calls originated by the terminal through the AP function need to carry the subscriber number of 
the terminal and the PAM service number associated with subscriber number is presented as CLI; 

• terminating calls to the PAM service number shall be offered only to the mobile stations associated 
with the subscriber number.  

8.3 User profile treatment  

When a MSISDN is used as the PAM service number, the PAM-SCF needs to have the latest service profile of 
the mobile user in order to provide the set of services associated to the user when utilizing fixed access. This 
can be implemented in two ways at the discretion of the PAM-SCP implementer: 

• the PAM-SCF requests the service profile from the HLR/AuC (HSS) whenever the data is needed; or 

• the platform acts like VLR: It stores the user profile during user registration and keeps the data 
HLR/AuC (HSS) as long as the user does not change the AP he is registered at. 

8.4 Emergency call handling  

When an AP function detects that an emergency short number has been sent, the call will be treated as an 
emergency call from the fixed access line to which the AP is connected, irrespective of successful registration 
or authentication. 

8.5 Video call handling 

The CS video telephony service needs to be supported and requires the AP function to support the ISDN 
interface. Hence, this service is not available when the AP is connected to a PSTN access line. 

The video phone call of the mobile user through the ISDN access is over a 64 kbit/s/56 kbit/s transparent 
data bearer.  

A video call between a mobile user utilizing an ISDN access point and other terminals supporting the same 
codec is handled in the same manner as a normal voice call and is transparent to the PAM-SCF and the AP. 
Codec negotiation may be required and is performed in-band between the terminals.  

A video phone call between a mobile user and other types of terminals supporting different codecs is possible 
when such kind of interworking is supported in either the underlying fixed or the underlying mobile network; 
otherwise, the video phone call may be downgraded to a voice call or the user may abandon the call. 
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9 Implementation of PAM service using IN approach 

This clause provides an example of the implementation of the PAM service in convergence of PSTN and UMTS 
or ANSI-41/cdma2000 network. The implementation of the PAM service uses the intelligent network 
approach. The PAM service is realized by introducing the PAM-SCP with service logic and data to support the 
PAM service and with the support of the HLR/AuC (HSS). The advantage of this implementation is that there 
is no impact on the underlying fixed network and mobile core network. Some adaptations to the components 
at the application layer are required as described in clause 9.2. 

In the following figures, a suitable short range air interface such as [b-Bluetooth] or [b-IEEE 802.11g] is used 
between the AP and the mobile station. 

9.1 Network configuration 

Figure 7a illustrates the network configuration of the PAM service with PSTN access to a GSM/UTRAN 
network using MSISDN as the PAM service number. 

 

Figure 7a – The network configuration of the PAM service using MSISDN 
as the PAM service number for a GSM/UTRAN mobile network 

Figure 7b illustrates the network configuration of the PAM service with PSTN access to an ANSI41/cdma2000 
network using MSISDN as the PAM service number. 

 

Figure 7b – The network configuration of the PAM service using MSISDN 
as the PAM service number for an ANSI-41/cdma2000 mobile network 
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The (MSC/VLR)/SSP supports the (MSC/VLR)/SSF functionalities. 

An originating call through the PSTN access uses N-CSI or WIN triggers in the GMSC/VLR/SSP.  

A terminating call of the PAM service uses T-CSI or WIN triggers in the MSC/VLR/SSP. (The terminating IN 
subscription is registered when the user subscribes to the PAM service, the initial terminating IN subscription 
status is set to inactive if the mobile network supports the dynamic update of the IN subscription status; 
otherwise, the initial IN subscription status is set to active.) 

The IP supports standard SRF functionalities. The IP provides for sending and receiving of in-band DTMF/FSK 
signals or announcements. Specifically, in-band FSK signalling is used during the registration (authentication), 
deregistration and originating call procedures for the exchange of necessary information between the AP 
which acts as a proxy for the terminal and the IP for relay to the PAM-SCP, and for the sending of the 
registration/deregistration responses to the AP which relays the response to the terminal. 

The PAM-SCP supports normal SCF functions per [ITU-T Q.1224]. In addition, the PAM-SCP supports: 

• The authentication function: The PAM-SCP acts as a VLR to perform terminal authentication. 

• Registration and deregistration: The PAM-SCP acts as a VLR to update the location information for 
the user when the user registers and deregisters.  

 During registration, the PAM-SCP updates the terminating IN subscription status to active in the 
HLR/AuC (HSS) (when the HLR/AuC (HSS) supports the dynamic modification of the subscription 
status). After registration, the call to the MSISDN will be triggered as an IN call and be handled by 
the PAM-SCP.  

 During deregistration, the PAM-SCP updates the terminating IN subscription status to inactive in the 
HLR/AuC (HSS) (when the HLR/AuC (HSS) supports the dynamic modification of the subscription 
status). After deregistration, the call to the MSISDN will be handled as a normal mobile terminating 
call.  

• Originating call handling: The PAM-SCP gets the MSISDN of the user via the AP address and the 
terminal identifier received. The PAM-SCP handles the call connection to the called party and sets 
the calling party number as the user's MSISDN. The CLIR supplementary service is handled by the 
PAM-SCP according to the subscription of the mobile user. 

• Terminating call handling: The PAM-SCP supports flexible call routing as described in the service 
features. When the mobile user is currently registered at an AP, the PAM-SCP gets the AP address 
and the terminal identifier via the MSISDN. The PAM-SCP reformats the calling line identity (CLI) 
received by adding the terminal identifier in predefined format and sends the newly formatted CLI 
in call set-up request to the AP. The PSTN will deliver the CLI to the AP during call establishment, 
during the first long silent interval of the ringing phase (the PSTN access line to which the AP is 
connected needs to have the CLIP active). The AP resolves the received CLI and establishes the call 
to the mobile user identified by the terminal identifier and sends the original calling party number 
to the mobile user in the call.  

 Special treatment of the original calling party number is required when the calling party has CLIR 
and/or the called party (mobile user) does not have CLIP and/or the original calling party number is 
empty. In such cases, the PAM-SCP needs to set the original calling party number to a special number 
then adds the terminal identifier to it. When the AP receives the special calling party number 
carrying the terminal identifier, the AP only picks out the terminal identifier and will not send the 
calling party number to the mobile user.  

• Supplementary service supporting: In originating and terminating calls, part of the mobile user's 
supplementary services may be handled by the PAM-SCP.  

 The PAM-SCP downloads the mobile subscriber's supplementary service data during registration. 

 The CLIP/CLIR supplementary services of the mobile user are treated by the PAM-SCP as indicated 
in the preceding paragraphs. The other supplementary services provided by the PAM-SCP are limited 
by the capability of the access signalling system available to the AP and the capability of the call 
control signalling used in the PSTN/mobile network (like ISUP). 
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9.2 Signalling requirements  

9.2.1 Requirement on the interface between PAM-SCP and IP 

The PAM-SCP controls the in-band FSK interaction between the IP and the AP in the scenario of user 
registration and deregistration through the PSTN access. 

The signalling between the PAM-SCP and the IP needs to support that the PAM-SCP could instruct the IP to 
conduct the sending and receiving of FSK signals.  

9.2.2 Requirement on the interface between PAM-SCP and HLR/AuC (HSS)  

The interface between the PAM-SCP and the HLR/AuC (HSS) needs to support the following functions:  

• The PAM-SCP retrieves the authentication data from the HLR/AuC (HSS). 

• The PAM-SCP retrieves the MSISDN and the user's service profile from the HLR/AuC (HSS). 

• The PAM-SCP modifies the mobile user's IN service subscription status in the HLR/AuC (HSS) 
(optional). 

9.2.3 Requirement on the interface between PAM-SCP and SSP  

The signalling between the PAM-SCP and the SSP needs to allow the PAM-SCP to instruct the SSP to overwrite 
the calling party number in call set-up request. 

The modification of the calling party number by PAM-SCP is used in the following cases: 

• In originating call, the PAM-SCP needs to set the PAM service number as CLI to be presented to the 
called party. 

• In terminating call, the PAM-SCP needs to add the terminal identifier in the CLI which will be 
delivered to the AP during call establishment. 

9.3 Call flows 

This clause provides the call flows for the PAM service. 
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9.3.1 User registration call flow 
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Figure 8 – User registration call flow 
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1. When the AP receives a user registration request, the AP automatically initiates a call to the PSTN 
network. The called number includes the service access code (SAC), request type (indicating the 
registration request) and the terminal identifier of the terminal. In this example, the user identity is 
sent afterwards during in-band FSK interaction to avoid the limitation of the length of the called 
number supported in the fixed network. 

2. The PSTN switch routes the call set-up request to the (MSC/VLR)/SSP according to the SAC. 

3. The (MSC/VLR)/SSP triggers and sends a query to the PAM-SCP. The node (MSC/VLR)/SSP is currently 
exercising IN SSP functionality only. MSC/VLR functions are not used in this scenario. 

4. The PAM-SCP instructs the (MSC/VLR)/SSP to establish a connection with the IP to prepare the 
special resource for FSK interaction. 

5. The (MSC/VLR)/SSP sets up the connection with IP via ISUP signalling. 

6. The IP acknowledges the (MSC/VLR)/SSP with a connection established response. 

7. The call set-up response is forwarded to the PSTN switch, and the bearer connection is established 
between the AP and the IP. 

8. The IP informs the PAM-SCP of its availability and capability. 

9. The PAM-SCP instructs the IP to send an "Info request (user identification)" (in FSK) to the AP. 

10. The "Info request (user identity)" message is sent from the IP to the AP (in FSK). 

11. The AP replies with the "user identity information" (in FSK). 

12. The IP sends the received user identity to the PAM-SCP. 

13. The PAM-SCP sends an authentication data request to the HLR/AuC (HSS) referenced by the IMSI 
corresponding to the user identity. 

14. The PAM-SCP receives and stores the authentication vector, including a random number, an 
expected response, a cipher key, an integrity key and an authentication token.  

15. The PAM-SCP instructs the IP to send the authentication data (random number, authentication 
token) to the AP. 

16. The authentication data is sent to the AP in FSK, the AP converts the message to wireless signalling 
and sends it to the terminal. 

17. The terminal verifies the authentication token and computes the result and sends the response with 
RES. 

18. The IP sends the received authentication result to the PAM-SCP. 

19. The PAM-SCP compares the received RES with the stored expected result. If equal, the 
authentication is successful and the PAM-SCP requests the user profile from the HLR/AuC (HSS). 

20. The HLR/AuC (HSS) provides the user profile to the PAM-SCP. 

21. The PAM-SCP stores the user's associated service data including MSISDN, the PSTN address of the 
AP and the terminal identifier in the database and sends a request to the HLR/AuC (HSS) to activate 
the PAM service status in T-CSI. 

 NOTE – Subscription to the PAM service needs to be performed in advance, and the initial status of the PAM 
service is inactive. 

22. The HLR/AuC (HSS) responds with a successful result for service activation. 

23. The PAM-SCP instructs the IP to send the AP the successful treatment of the user registration in FSK. 

24. The response is sent to the AP via FSK, the AP forwards the response to the terminal. 

25. The IP sends the result to the PAM-SCP. 

26a. The PAM-SCP indicates to the (MSC/VLR)/SSP to release the bearer connection with the IP. 

27a. The MSC/VLR/SSP sends release to the IP. 

28a. The IP responds with release complete confirmation. 



Core network aspects  1 
 

   457 

26b. After the AP receives the registration response, the AP ends the registration process by releasing 
the call. 

27b. A release call message is sent to the (MSC/VLR)/SSP. 

28b. The (MSC/VLR)/SSP ends with the release complete confirmation. 

29. The (MSC/VLR)/SSP reports the event to the PAM-SCP. 

30. The PAM-SCP finishes the dialogue with the (MSC/VLR)/SSP. 

9.3.2 User deregistration call flow  
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Figure 9 – User deregistration call flow 

1. When the terminal leaves the wireless coverage area of the AP, the AP sends a deregistration 
request to the network by means of a call set-up request containing the SAC, request type (indicating 
deregistration) and the terminal identifier of the terminal. 

2. The PSTN switch routes the call set-up request to the (MSC/VLR)/SSP according to the SAC. 

3. The (MSC/VLR)/SSP triggers and sends a query to the PAM-SCP. The node (MSC/VLR)/SSP is currently 
exercising IN SSP functionality only. MSC/VLR functions are not used in this scenario. 

4. The PAM-SCP sends a request to the HLR/AuC (HSS) to deactivate the user's PAM service. 

5. The HLR/AuC (HSS) responds with the result of the deactivation and the PAM-SCP deletes the service 
data. 

6. The PAM-SCP instructs the (MSC/VLR)/SSP to set-up a bearer connection to the IP to prepare the 
special resource for FSK interaction. 

7. The (MSC/VLR)/SSP sets up a connection with the IP via ISUP signalling. 

8. The IP acknowledges the (MSC/VLR)/SSP with a connection established response. 

9. The connection set-up response is forwarded to the PSTN switch and the connection is set up 
between the AP and the IP. 

10. The IP sends its availability and capability to the PAM-SCP. 

11. The PAM-SCP instructs the IP to send a "Deregistration response" (in FSK) to the AP. 
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12. The "Deregistration response" message is sent from the IP to the AP, and the AP sends the 
deregistration response to the terminal in the wireless protocol if the terminal is still accessible. 

13. After finishing the sending of information in-band to the AP, the IP sends to the PAM-SCP the result. 

14a. The PAM-SCP indicates to the (MSC/VLR)/SSP to release the bearer connection with the IP. 

15a. The (MSC/VLR)/SSP sends the release to the IP. 

16a. The IP responds with release complete confirmation. 

14b. When the AP receives the registration response, the AP ends the registration by releasing the call. 

15b. The release call message is sent to the (MSC/VLR)/SSP. 

16b. The (MSC/VLR)/SSP ends with the release complete confirmation. 

17. The (MSC/VLR)/SSP reports the release event to the PAM-SCP. 

18. The PAM-SCP finishes the dialogue with the (MSC/VLR)/SSP. 

9.3.3 Originating call flow 
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Figure 10 – Originating call flow 

1. When the terminal initiates a call, the AP automatically inserts the SAC, request type (originating 
call request) and the terminal identifier in the called number and sends the call set-up request to 
the network. In this example, the dialled called address is sent afterwards during in-band FSK 
interaction to avoid the limitation of the length of the called number supported in the fixed network. 

2. The PSTN switch routes the call set-up request to the (MSC/VLR)/SSP according to the SAC. 

3. The (MSC/VLR)/SSP triggers and initiates a query to the PAM-SCP. The node (MSC/VLR)/SSP is 
currently exercising IN SSP functionality only. MSC/VLR functions are not used in this scenario. 

4. The PAM-SCP instructs the (MSC/VLR)/SSP to prepare the special resource for FSK interaction. 

5. The (MSC/VLR)/SSP sets up a connection with the IP via ISUP signalling. 

6. The IP acknowledges the (MSC/VLR)/SSP with a connection established response. 

7. The call set-up response is forwarded to the PSTN switch, and the bearer connection is established 
between the AP and the IP. 
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8. The IP sends its availability and capability to the PAM-SCP. 

9. The PAM-SCP instructs the IP to send "Info request (called address)" (in FSK) to the AP. 

10. The "Info request (called address)" message is sent from the IP to the AP. 

11. The AP replies with the "called address" (in FSK). 

12. The IP sends the received called address to the PAM-SCP. 

13. The PAM-SCP indicates to the (MSC/VLR)/SSP to release the bearer connection with the IP. 

14. The (MSC/VLR)/SSP sends the release to the IP. 

15. The IP responds with a release complete confirmation. 

16. The PAM-SCP processes the origination according to the user's service subscription (the user profile 
was stored on PAM-SCP during the registration phase) and sets up the connection with the called 
party. 

17. The (MSC/VLR)/SSP sends the call set-up request to the called party, with the subsequent call 
handling being the same as normal IN service handling. 

9.3.4 Terminating call flow when PAM service is active 
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Figure 11 – Terminating call flow 

1. The (MSC/VLR)/SSP receives the incoming call request (in case the calling party is a PSTN user). 

2. The GMSC/SSP queries the HLR/AuC (HSS) for the called user's service and routing info. 

3. Because the PAM service is active, the HLR/AuC (HSS) returns the user's PAM service attribute 
instead of a routing number per normal procedures. 

4. The GMSC/SSP triggers on the T-CSI and sends a query to the PAM-SCP. 

5. The PAM-SCP obtains the AP address and terminal identifier corresponding to the MSISDN in the 
service database. The PAM-SCP instructs the GMSC/SSP to set-up the connection accordingly. In the 
connection message, the called number is the AP address and the original calling party number plus 
the terminal identifier of the terminal is sent to the SSP. 

 NOTE – The format of the calling party number to carry the terminal identifier may be defined by the operator. 
For example, the SAC + terminal identifier + original calling party number.  

6. The GMSC/SSP sets up the call to the PSTN switch. 

7. If the AP is idle, the AP receives the alerting signal, and the calling party number is sent to the AP 
during alerting. The AP subtracts the terminal identifier and sets up the call with the mobile terminal. 

8. When the terminal answers, the event is sent from the PSTN switch to the GMSC/SSP. 

9. The GMSC/SSP reports the answer event to the PAM-SCP, with the subsequent call handling being 
the same as normal IN service handling. 
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Summary 

Recommendation ITU-T Y.2018 specifies the architecture and functional requirements for the 
management of logical location information, as defined in Recommendation ITU-T Q.1707 and control of 
mobility in the NGN transport stratum. It addresses all types of device mobility as defined in 
Recommendation ITU-T Q.1706. It draws heavily from Recommendations ITU-T Q.1707, ITU-T Q.1709, and 
ITU-T Q.1708, but maps their content into the framework provided by Recommendation ITU-T Y.2012. 
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1 Scope 

This Recommendation describes an architecture of mobility management and control functions (MMCFs) for 
the NGN transport stratum. This architecture includes the definitions of the functional entities of MMCF and 
the scenarios for interactions with the other NGN functional components: NACF, RACF, SCF and the access 
and core transport functional blocks within the forwarding plane. This Recommendation considers the types 
of mobility management described in [ITU-T Q.1706]. This version of the Recommendation is limited to 
mobility of a single device, as opposed to the movement of sessions from one device to another (session 
mobility). It is further limited, as indicated by the Recommendation title, to support of IP-based mobility in 
the transport stratum. In this it differs from [ITU-T Q.1707] in that the latter also considers support of mobility 
in the service stratum. This Recommendation provides mechanisms to achieve seamless mobility if network 
conditions permit, but does not provide any mechanism to deal with service adaptation if the post-handover 
quality of service is degraded from the quality of service before handover. 

This Recommendation uses the term "location information". That information is currently limited to logical 
location information as defined by clause 6.3.2 of [ITU-T Q.1707]. The management of physical (geographic) 
location information is for further study. 

This Recommendation assumes that mobility is a service, explicitly specified by parameters in the user service 
profile. This Recommendation makes no assumption as to whether the mobility service parameters are 
located in the transport user profile or the service user profile, but assumes that they are accessible to the 
functional entities that need to use them. 

This Recommendation is not dependent on specific access technologies, and supports handover across 
different technologies. 

2 References 

The following ITU-T Recommendations and other references contain provisions which, through reference in 
this text, constitute provisions of this Recommendation. At the time of publication, the editions indicated 
were valid. All Recommendations and other references are subject to revision; users of this Recommendation 
are therefore encouraged to investigate the possibility of applying the most recent edition of the 
Recommendations and other references listed below. A list of the currently valid ITU-T Recommendations is 
regularly published. The reference to a document within this Recommendation does not give it, as a stand-
alone document, the status of a Recommendation. 

[ITU-T Q.1706]  Recommendation ITU-T Q.1706 /Y.2801 (2006), Mobility management requirements 
for NGN. 

[ITU-T Q.1707]  Recommendation ITU-T Q.1707/Y.2804 (2008), Generic framework of mobility 
management for next generation networks. 

[ITU-T Q.1708]  Recommendation ITU-T Q.1708/Y.2805 (2008), Framework of location management 
for NGN. 

[ITU-T Q.1709]  Recommendation ITU-T Q.1709/Y.2806 (2008), Framework of handover control for 
NGN. 

[ITU-T Y.2012]  Recommendation ITU-T Y.2012 (2006), Functional requirements and architecture of 
the NGN release 1. 

[ITU-T Y.2014]  Recommendation ITU-T Y.2014 (2008), Network attachment control functions in next 
generation networks. 

[ITU-T Y.2111]  Recommendation ITU-T Y.2111 (2008), Resource and admission control functions in 
next generation networks. 

[IETF RFC 4282]  IETF RFC 4282 (2005), The Network Access Identifier. 
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3 Definitions 

3.1 Terms defined elsewhere 

This Recommendation uses the following terms defined elsewhere: 

3.1.1 handover [ITU-T Q.1706]. 

3.1.2 seamless handover [ITU-T Q.1706]. 

3.1.3 service continuity [ITU-T Q.1706]. 

3.2 Terms defined in this Recommendation 

NOTE – For convenience, this Recommendation uses the terms "mobility" and "mobile UE" to imply service continuity 
at a minimum, with the intent to achieve seamless handover. This is explicitly contrasted with nomadicity, although the 
latter is included in the broader definition of [ITU-T Q.1706]. 

This Recommendation defines the following terms: 

3.2.1 access service authorizer: A network operator that authenticates a UE and establishes the UE's 
authorization to receive Internet service. 

3.2.2 access service provider: The operator of the access network to which the UE is attached. 

3.2.3 adaptive QoS resource management: The network capability which may afford dynamic QoS 
assurance to mobile UE according to network capability, user preference and service administration policies 
during handover. With this capability, the network may dynamically change the QoS resources granted to 
the individual flows of a session upward or downward within the range set by the application. 

3.2.4 anchor point: A location in the forwarding plane above which movement of the terminal equipment 
within a certain topological scope is masked by the provision of mobility service at layer 3. "Above" means 
"on the side away from the user equipment (UE)". There may be more than one anchor point on the path 
between the UE and a correspondent entity. 

3.2.5 anchoring network: The network within which an anchor point resides. 

3.2.6 candidate access point (or network): An access point or network being evaluated as a possible new 
point of attachment (new serving access network) after handover. 

3.2.7 handover latency: A delay in delivery of user data during handover due to the use of buffering as 
part of the handover procedure. 

3.2.8 handover quality: The degree of impairment experienced by the user during the period of handover. 
This can range from cut-off (loss of service continuity) to a degree of impairment unnoticeable by most users. 
The latter condition is taken as the working definition of seamless handover. 

3.2.9 host-based mobility: A mode of operation whereby the mobile UE takes an active role in the 
provision of mobility service at layer 3, in particular by contacting the mobile service provider directly to 
invoke this service after gaining network access. 

3.2.10 integrated scenario: A scenario in which the same AAA infrastructure is used to authorize both 
transport and mobility service, so that a common set of user credentials is used to gain access to both 
services. 

3.2.11 mobility service authorizer: A network operator that authenticates a UE and establishes the UE's 
authorization to receive mobility service. It is assumed in the network-based case that this authorization 
covers the affected components both in the anchoring network and in the access network. 

3.2.12 mobility service provider: A network operator that provides mobility service. In the case of network-
based mobility, this term refers specifically to the operator of the anchoring network, taking note that the 
access service provider is actually the operator of the equipment providing the tunnel lower end. 

3.2.13 network-based mobility: A mode of operation whereby the mobile UE does not take an active role 
in the provision of mobility service at layer 3.  
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3.2.14 post-handover quality of service: The quality of service experienced after any transient conditions 
due to handover have passed. 

3.2.15 proactive QoS reservation: Reservation of QoS resources in advance of handover. 

3.2.16 serving access point (or network): The access point (or network) providing service to the UE before 
handover. 

3.2.17 split scenario: A scenario in which mobility service is authorized by a separate AAA infrastructure 
from that which authorizes transport service. Thus, in general two sets of user credentials are required to 
complete the authorization process. This Recommendation assumes that the credentials for mobility service 
are obtained from the UE during the network attachment process, but leaves the details to other 
Recommendations. 

3.2.18 target access point (or network): An access point or network which has been selected as the 
intended new point of attachment (new serving access network) after handover. 

3.2.19 tunnel: An IP-in-IP tunnel as provided by the various varieties of mobile IP. 

3.2.20 tunnel lower end: The end of the tunnel closest to the UE. 

3.2.21 tunnel upper end: The end of the tunnel furthest from the UE, coinciding with the anchor point. 

4 Abbreviations and acronyms 

This Recommendation uses the following abbreviations and acronyms: 

4.1 Functions 

HCF  Handover Control Functions 

HDF  Handover Decision Function 

L2HCF  Layer 2 Handover Control Function 

L3HCF  Layer 3 Handover Control Function 

L3HEF  Layer 3 Handover Execution Function 

4.2 Functional entities 

ABG-FE  Access Border Gateway Functional Entity 

AM-FE  Access Manager Functional Entity 

AN-FE  Access Node Functional Entity 

AR-FE  Access Relay Functional Entity 

EN-FE  Edge Node Functional Entity 

HDC-FE  Handover Decision and Control Functional Entity 

HGWC-FE Home Gateway Configuration Functional Entity 

IBG-FE  Interconnection Border Gateway Functional Entity 

L2HE-FE  Layer 2 Handover Execution Functional Entity 

MLM-FE  Mobile Location Management Functional Entity 

NAC-FE  Network Access Configuration Functional Entity 

NID-FE  Network Information Distribution Functional Entity 

NIR-FE  Network Information Repository Functional Entity 

PD-FE  Policy Decision Functional Entity 
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PE-FE  Policy Enforcement Functional Entity 

TAA-FE  Transport Authentication and Authorization Functional Entity 

TLM-FE  Transport Location Management Functional Entity 

TRC-FE  Transport Resource Control Functional Entity 

TRE-FE  Transport Resource Enforcement Functional Entity 

TUP-FE  Transport User Profile Functional Entity 

4.3 Functional blocks 

A-MMCF MMCFs as they relate to the network providing access to the UE and to the lower tunnel end-point 

C-MMCF MMCFs as they relate to the mobile subscriber's home network and to the upper tunnel end-point 

MMCF  Mobility Management Control Functions 

NACF  Network Attachment Control Functions 

RACF  Resource Admission and Control Functions 

SCF  Service Control Function 

TF  Transport Functions 

NOTE – The TF are sub-components of the access transport and core transport blocks respectively. No functional entities 
are specified within the TF themselves. 

4.4 Other 

AAA Authentication, Authorization, and Accounting. 

HMIPv6 Hierarchical Mobile IP for IP version 6. See [b-IETF RFC 4140]. 

MIPv4 Mobile IP for IP version 4. See [b-IETF RFC 3344]. 

MIPv6 Mobile IP for IP version 6. See [b-IETF RFC 3775]. 

MLM-FE(C) An instance of the MLM-FE performing the Central mobile location management role. 

MLM-FE(P) An instance of the MLM-FE performing the Proxy mobile location management role. 

PMIPv6 Proxy mobile IP. See [b-IETF RFC 5213]. 

UE User equipment 

5 Conventions 

May: In this Recommendation, "may" is a normative term indicating an optional condition or behaviour. 

Can: In this Recommendation, "can" is an informative term indicating a condition or behaviour that will 
potentially be encountered within the environment to which this Recommendation applies. 

6 Architecture model and concepts 

6.1 General concepts 

Figure 1 shows the incremental high-level functional architecture required for mobility management and 
control in the NGN transport stratum. Details of the general NGN architecture have been omitted to bring 
out the relevant points. 
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Figure 1 – Position of mobility management and control 
in the NGN transport stratum architecture 

The mobility management and control function (MMCF) shown in Figure 1 is divided into two major 
functions: mobile location management and handover control.  

The handover control functions (HCF) are used to provide session continuity for ongoing sessions of the 
moving UE. To provide good handover quality, the handover control operations must minimize data loss and 
handover latency during the handover of the UE. 

Appendix I describes at a high level the application of the MMCF to a number of handover scenarios. 

6.2 IP mobility management selection principles 

The mobility mechanisms supported within an NGN operator's network and that of its roaming partner 
depend upon operator choice. 

6.2.1 Static configuration of mobility mechanism 

A statically configured mobility mechanism may be specific to the access type and/or roaming agreement. 
The information about the mechanism to be used in such a scenario is expected to be provisioned into the 
UE and the network. Mobility service with session continuity may not be possible if there is a mismatch 
between what the UE expects and what the network supports. For example, if a network only supports a 
host-based mobility protocol and the UE does not support it, mobility is not supported for the UE. 

6.2.2 Dynamic configuration of mobility mechanism 

If the network is able to support multiple IP mobility management mechanisms, the appropriate mechanism 
must be selected upon initial attachment and when handover occurs. Two cases are identified: 

a) UE and network support a common mobility management mechanism: 

 In this case, one or more mobility management mechanisms may be supported by both UE and 
network. The choice of which one to use is determined by the operator's policy. This may be done 
as follows: 

• If the UE indicates support of network-based mobility only and the network supports network-
based mobility, then a network-based mobility protocol is used for providing connectivity, and 
persistent IP address preservation is provided. 
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• If the UE indicates support of both network-based and host-based mobility, the operator's 
policy decides which one will be used. 

 One possible way to indicate IP mobility mechanisms to be supported in the UE and network is 
through the AAA process, but the detailed mechanism for indicating the mobility mechanism is out 
of scope of this Recommendation. 

b) UE and network do not support a common mobility mechanism, or UE support is not indicated: 

 In this case, there are two choices for the network, depending on the operator's policy: reject 
network access for the UE or enforce network-based mobility. 

6.3 High level functions 

6.3.1 Network attachment control functions (NACF) 

6.3.1.1 Network access authentication 

When a UE establishes a connection to an NGN access network, the user authentication and authorization 
procedure will be performed for the network access. In order to identify each UE, a user identifier associated 
with the UE will be offered in signalling. Various types of user identifier may be used as defined in [ITU-T 
Q.1707], and support of the network access identifier (NAI) based on [IETF RFC 4282] is required if 3GPP 
Evolved Packet Core compliance is needed. Authentication defines the process that is used for access control, 
i.e., to permit or deny a UE to attach to and use the resources of an NGN. Two authentication types are 
defined: implicit authentication and explicit authentication (see [ITU-T Y.2014]). In explicit authentication, 
the authentication signalling is executed between the UE and TAA-FE in NACF. Examples of authentication 
signalling and its procedures are described in [b-IETF RFC 3748] and [b-3GPP TS 33.234]. 

6.3.1.2 Mobility service authentication and authorization 

Mobility service is separate from transport service, and is controlled by additional parameters in the user 
profile. In general, the user has separate identifiers for transport service and mobility service. 

Mobility service authentication may be integrated into or separated from network access authentication. In 
the integrated scenario, mobility service and network access are authenticated by the same operator. The 
transport user identifier will be the same as the mobility service subscriber identifier. 

In case of the split scenario, authentication for the mobility service and network access authentication are 
performed separately. In this scenario, after network access authentication is finished, mobility service 
authentication will be performed by the mobile service authorizer. 

6.3.1.3 IP address allocation 

IP address may be configured in two different approaches. In order to support mobility in the NGN, two kinds 
of IP addresses need to be allocated, a persistent IP address and, in the host-based case, a temporary IP 
address. The persistent IP address is allocated in the anchoring network while the temporary IP address is 
allocated when a UE attaches to an access network which has a different subnet prefix from the persistent 
IP address allocated to the UE. The persistent IP address is persistently maintained for a UE regardless of its 
movement within a given scope, which may be global or local to a given network, whereas the temporary IP 
address may be changed whenever the UE attaches to a new subnet. 

The persistent IP address is a persistent logical location identifier and the temporary IP address is a temporary 
logical location identifier in terms of the definition in clause 6.3.2 of [ITU-T Q.1707]. 

Details of the address allocation process are provided in the sub-clauses of clause 7.2. 

The NAC-FE in NACF may be responsible for retrieving both IP addresses in NGN. NAC-FE assignment of the 
persistent address is required only if none is present amongst the mobility service parameters retrieved by 
the TAA-FE. The NAC-FE may bind the information between the mobility service subscriber ID and both IP 
addresses and send the binding information to the MLM-FE(P) via the TLM-FE to trigger handover. 

In network-based mobility, a UE always needs to be allocated and configured with a persistent IP address, 
but a temporary IP address is not required. 
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6.3.2  Resource and admission control functions (RACF) 

RACF is responsible for resource and admission control in NGN. When a UE attaches to an access network or 
moves to another access network, an admission decision is required for the access network. If the decision 
is to admit, appropriate network resources must be reserved. Network resources should be dynamically 
configured according to the new access network that a mobile UE attaches to. The handover decision and 
control functional entity (HDC-FE) requests RACF to re-provision the resource and QoS for the flows of the 
moved UE. For that purpose, the HDC-FE is required to submit binding information for the flows of the moved 
UE to the PD-FE in RACF. If the original session information is not visible at the resource and QoS enforcement 
points of RACF, RACF is required to have the capability to provision resources and QoS for the aggregated 
flows. 

NOTE – Some access technologies manage QoS locally rather than through RACF for movements within a limited scope. 

The mobility architecture in this Recommendation supports: 

• proactive QoS resource reservation;  

• adaptive QoS resource management. 

6.3.3  Mobility management and control functions (MMCF) 

The MMCF are responsible for mobility management and control in NGN. As defined in [ITU-T Q.1707], MMCF 
is composed of two sub-functions, LMF and HCF for location management function and handover control 
function, respectively. The LMF and HCF as defined in [ITU-T Q.1707] are composed of several functional 
entities which are described in clause 6.4.  

6.3.4 Mobility transport functions 

In order to support mobility in the NGN network, mobility-specific transport functions are needed in the 
forwarding plane of the transport stratum. These functions are defined in order to provide handover 
enforcement in the transport nodes.  

In this Recommendation, we define one functional entity to provide handover execution at layer 2, and a 
function embedded within the EN-FE, ABG-FE and IBG-FE to provide handover execution at layer 3. The 
definition of those mobility node functions makes it easier to explain forwarding plane procedures in mobility 
functional scenarios. 

6.4 Functional entities 

The functional entities required for support of mobility in the control plane of the transport stratum are: 

• mobile location management functional entity (MLM-FE); 

• handover decision and control functional entity (HDC-FE); 

• network information distribution functional entity (NID-FE); 

• network information repository functional entity (NIR-FE). 

The following functional entity has been defined within the forwarding plane of the transport stratum for 
support of mobility: 

• Layer 2 handover execution functional entity (L2HE-FE). 

In addition to the functions contained within the above-listed functional entities, the following function has 
been identified for support of mobility: 

• Layer 3 handover execution function (L3HEF), which is embedded within the EN-FE, ABG-FE, and 
IBG-FE in the forwarding plane and communicates with the HDC-FE. 

These functional entities and functions are described in the following clauses. 

6.4.1 Mobile location management functional entity (MLM-FE) 

The mobile location management functional entity (MLM-FE) has the following responsibilities: 

• in the case of network-based mobility, initiating location registration on behalf of the UE; 
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• processing location registration messages sent from or on behalf of the UE; 

• 
assigned to the UE; 

• management of the binding between the persistent address assigned to the UE and its temporary 
address, in the case of host-based mobility, or the address of the lower tunnel end point, in the case 
of network-based mobility; 

• optionally, holding two location bindings for the mobile UE by marking the binding for the serving 
network as active state and marking the binding for target network as standby state; 

• supporting separation of control and data plane by allowing the MLM-FE address and data 
forwarding end point address (i.e., tunnelling end point address) to be different;  

• indication of a new mobility location binding and distribution of binding information to the HDC-FE. 

The MLM-FE has two roles, as proxy (MLM-FE(P)) and as the central instance (MLM-FE(C)). The MLM-FE(P) 
and MLM-FE(C) roles may be co-located in specific deployments providing only host-based mobility. The 
MLM-FE(C) provides a central point of contact for correspondent nodes (e.g., the SCF). The MLM-FE(P) and 
MLM-FE(C) together provide hierarchical location management. The MLM-FE(P) holds and updates the 
binding between mobile user ID, persistent address, and temporary/lower tunnel end point address. The 
MLM-FE(C) holds the binding between mobile user ID, persistent address, and address of the MLM-FE(P). The 
MLM-FE(P) may identify the corresponding MLM-FE(C) by extracting the home domain from the mobile user 
ID.  

The MLM-FE(P) consists of the following functions: 

• in the host-based case, it provides the first point of contact for location registration for mobile users. 
As such, it appears as a proxy for the MLM-FE(C) from the point of view of the UE, while appearing 
as a proxy for the UE from the point of view of the MLM-FE(C). The mobile UE obtains the address 
of the MLM-FE(P) in the attachment procedure; 

• in the network-based mobility case, the MLM-FE(P) acts as a proxy for the UE from the point of view 
of the network side; 

• the MLM-FE(P) supports IP-based paging to locate the mobile UE;  

• in the host-based case, the MLM-FE(P) may interwork between different mobility signalling 
protocols (e.g., due to a difference in IP versions supported) at the UE and at the MLM-FE(C); 

• signalling for location registration in the host-based case is secured through the security association 
between the UE and the MLM-FE(P). The security association is dynamically created based on the 
keying materials generated in the attachment procedure; 

• the MLM-FE(P) is responsible for requesting the HDC-FE to perform handover control as a 
consequence of mobile location registration or update; 

• the MLM-FE(P) may be the proxy of the UE for initiating route optimization, especially in the case of 
interworking between signalling protocols; 

• if there is a second anchor point between the UE and the anchor point to which the MLM-FE(C) 
corresponds, the MLM-FE(P) carries the additional address binding;  

• the MLM-FE(P) may be used to transform addresses within the signalling because of intervening 
NATs; 

• the MLM-FE(P) may be used to provide address anonymity to the UE. 

6.4.2 Handover decision and control functional entity (HDC-FE) 

The handover decision and control functional entity (HDC-FE) has three sub-functions: handover decision 
(HDF), layer 2 handover control (L2HCF), and layer 3 handover control (L3HCF). Their relationship is shown in 
Figure 2. 
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Figure 2 – Relations of HDC-FE sub-functions 

6.4.2.1 Handover decision function (HDF) 

The handover decision function (HDF) has the following responsibilities: 

• receiving a list of candidate access links for handover from the UE and invoking RACF to verify session 
QoS availability for each candidate access link for handover. In the case where the UE makes the 
handover decision, the HDF provides the acceptable subset of links to the UE; 

• requesting RACF to re-provision the resource and QoS for the sessions of the moved UE by 
submitting binding information to the PD-FE in RACF with the following options: 

– requesting to release resource and QoS configuration for the previous data path while 
configuring resource and QoS for the new data path; 

– requesting to leave the previous data path as it is while configuring resource and QoS for the 
new data path, which makes make-before-break handover possible; 

• requesting RACF to release resource and QoS for the data path which is verified not to be used 
anymore; 

• triggering handover upon request from the UE, in the case of network-triggered handover; 

• invoking handover action at the L2HCF in the case of intra-subnetwork handover, and at the L3HCF 
in the case of handover between subnetworks. 

6.4.2.2 Layer 2 handover control function (L2HCF) 

The layer 2 handover control function (L2HCF) communicates with the layer 2 handover execution functional 
entity (L2HE-FE) to perform the following: 

• relay link layer reports to the handover decision function; 

• upon request from the HDF, invoke handover action at the appropriate instance of the L2HE-FE. 

For movement within the same subnetwork, handover is at layer 2. In this case, the L2HCF may communicate 
with L2HE-FE instances to create media paths between them during the handover process. 
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6.4.2.3 Layer 3 handover control function (L3HCF) 

The layer 3 handover control function (L3HCF) communicates with the Layer 3 handover execution function 
(L3HEF) to perform the following: 

• upon request from the HDF, invoke and coordinate handover action at the appropriate instances of 
the L3HEF. 

6.4.3 Network information distribution functional entity (NID-FE) 

The network information distribution functional entity (NID-FE) communicates with the entity making the 
handover decision during the network discovery phase described in clause 7.1. The handover decision may 
be made either by the UE or by the HDC-FE. The NID-FE has the following responsibilities: 

• distributing handover policy, which is a set of operator-defined rules and preferences that affect the 
handover decisions taken by the UE or HDC-FE. 

 For example, a handover policy can indicate that vertical handover from E-UTRAN access to WLAN 
access is not allowed. It can also indicate e.g., that WiMAX access is preferable to WLAN access; 

• distributing other information provided by the NIR-FE. 

6.4.3.1 Network information repository functional entity (NIR-FE) 

The network information repository functional entity (NIR-FE) provides static information on neighbouring 
networks to the NID-FE to assist the access network discovery and selection decision. The information 
provided by the NIR-FE may include: 

• information on neighbouring access networks in the vicinity of the UE. These access networks are 
possible target networks for the potential handover from the current UE location. The information 
may include access network identifier, access type, operator who runs the network, security and 
network QoS capabilities, etc.; 

• information on attachment points (base stations, NodeB, access points, etc.) such as attachment 
point identifiers, L1/L2 address, bit rates supported, and network address configuration policy; 

• operator policies such as charging mode and rates (cost for the usage of the network), roaming 
agreements, mobility mechanism selection policies, etc. 

The means by which the NIR-FE acquires its information is out of the scope of this Recommendation. 

6.4.4 Additional functions required in the forwarding plane 

6.4.4.1 Layer 2 handover execution functional entity (L2HE-FE) 

The layer 2 handover execution functional entity (L2HE-FE) resides in the access transport functional block. 
It acts on commands from the HDC-FE to: 

• take access-technology-specific action as required to preserve flow continuity during handover; 

• complete handover execution in the direction toward the UE when it has determined that the UE 
has executed handover. 

In support of media independent handover (see [b-IEEE 802.21]), it also reports link layer events to the HDC-
FE. 

6.4.4.2 Layer 3 handover execution function (L3HEF) 

The layer 3 handover execution function (L3HEF) resides in the access transport and core transport functional 
blocks. It acts on commands from the HDC-FE to: 

• execute tunnel set-up, modification, or take-down during handover; 

• buffer user packets as required to preserve flow continuity during handover; 
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• following handover, encapsulate user packets received from the UE (at the tunnel lower end in the 
case of network-based mobility) or from correspondent nodes (at the tunnel upper end) and 
forward them through the tunnel; similarly, decapsulate packets received from the tunnel and 
forward them to the UE (at the tunnel lower end in the case of network-based mobility) or to the 
correspondent node (at the tunnel upper end). 

6.5 Reference points 

Figure 3 shows the functions and functional entities described above along with the functional blocks and 
entities already defined in [ITU-T Y.2012]. The links between the functions indicate required information 
flows, identified by reference points M1 through M13. M1 through M8 and M13 are between MMCF entities 
and other entities. M9 through M12 are flows between entities of the MMCF. The set of links shown in 
Figure 3 is the superset of the links shown for individual scenarios in clause 7. 
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Figure 3 – Reference points and information flows involved 
in mobility management and control 

6.5.1 Reference point M1 between TLM-FE and MLM-FE(P) 

This information flow is used to distribute several types of information from the TLM-FE to the MLM-FE(P). 
The TLM-FE is assumed to be able to contact the NAC-FE via an internal reference point to obtain the 
persistent and temporary IP addresses (see clause 8.1.2 of [ITU-T Y.2014]). 

6.5.1.1 Indication of host-based mobility 

In the host-based mobility case, the information transferred includes the keying material derived from the 
UE authentication procedure (see clause 7.3.2), in support of the security association required between the 
MLM-FE(P) and the UE. The information passed from the TLM-FE to the MLM-FE(P) may also include: 

• mobility service user ID; 

• persistent IP address of the user; 

• binding between mobile user ID and persistent IP address. 
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The TAA-FE obtains these mobility service parameters from an AAA entity in the mobile subscriber's home 
network. The means by which the TAA-FE determines that mobility service is to be provided and that mobility 
service parameters are required is out of scope of this Recommendation. 

The contents of the "indication of host-based mobility" primitive are shown in Table 1. 

Table 1 – Indication of host-based mobility (TLM-FE → MLM-FE(P)) 

Information element Explanation 

Transport subscriber identifier 
(optional) (Note) 

The user/UE identifier authenticated for attachment. 

Mobility service subscriber identifier The user/UE identifier authenticated for mobility services. This will be 
the same as the transport subscriber identifier in the integrated scenario. 

Persistent IP address information 
(optional) (Note) 

A set of IP address information used for locating the mobile UE. 

  – Unique IP address The persistent IP address allocated to the attached mobile UE. 

  – Address realm The addressing domain in which the IP address is significant. 

Keying material The material used for the security association between the UE and MLM-
FE(P). 

RACF contact point (optional) The FQDN or IP address of the RACF entity where the resource requests 
are required to be sent (i.e., PD-FE address). 

Anchor point address (optional) The upper tunnel end point address, from the point of view of the UE. 

NOTE – Either the UE identifier or the persistent IP address must be present. 

6.5.1.2 Indication of network-based mobility 

The information transferred in the case of network-based mobility includes the identifier or persistent 
address, the address of the MLM-FE(C) instance for this connection, and may include the lower tunnel end 
point address and other parameters relating to mobility service. The "indication of network-based mobility" 
primitive is shown in Table 2. 

When the TLM-FE indicates network-based mobility service to the MLM-FE(P), this indication will trigger the 
mobile location registration procedure, and indirectly trigger handover. 

Table 2 – Indication of network-based mobility (TLM-FE → MLM-FE(P)) 

Information element Explanation 

Transport subscriber identifier 
(optional) (Note 1) 

The user/UE identifier authenticated for attachment. 

Mobility service subscriber identifier The user/UE identifier authenticated for mobility services. This will be 
the same as the transport subscriber identifier in the integrated scenario. 

Persistent IP address information 
(optional) (Note 1) 

A set of IP address information used for locating the mobile UE. 

  – Unique IP address The persistent IP address allocated to the attached mobile UE. 

  – Address realm The addressing domain in which the IP address is significant. 

Address of MLM-FE(C) The address of the instance of the MLM-FE containing the mobile 
address binding information. 

Tunnel end-point address (optional) 
(Note 2) 

The tunnelling end point address for the network node which works as 
UE's proxy (lower tunnel end point). 
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Information element Explanation 

RACF contact point (optional) The FQDN or IP address of the RACF entity where resource requests shall 
be sent (i.e., PD-FE address). 

Anchor point address (optional) The upper tunnel end point address, from the point of view of the UE. 

NOTE 1 – Either the UE identifier or the persistent IP address must be present. 

NOTE 2 – If the tunnel end-point address is statically provisioned or the MLM-FE can obtain it with its own 
mechanisms, this information is not required. 

6.5.2 Reference point M2 between TLM-FE and HDC-FE 

This information flow provides the keying material derived from the UE authentication procedure (see 
clause 7.3.2), in support of the security association required between the HDC-FE and the UE. This security 
association is required for the ongoing network selection and decision process subsequent to attachment.  

Reference point M2 supports the "network selection key transfer indication" primitive, as shown in Table 3. 

Table 3 – Network selection key transfer indication (TLM-FE → HDC-FE) 

Information element Explanation 

Mobility service subscriber identifier The user/UE identifier authenticated for mobility services. This will be 
the same as the transport subscriber identifier in the integrated scenario. 

Keying material The material used for security association between the UE and HDC-FE. 

6.5.3 Reference point M3 between UE and MLM-FE(P) 

This information flow is used by the UE to register and update its mobility location information in the case of 
host-based mobility management. Reference point M3 supports the following primitives: 

• mobility location binding update, shown in Table 4; 

• mobility location binding acknowledgement, shown in Table 5. 

It is a requirement that mobility signalling between the UE and the MLM-FE(P) shall be protected by a security 
association. For more details see clause 8. 

Table 4 – Mobility location binding update (UE → MLM-FE(P)) 

Information element Explanation 

Mobility service subscriber identifier 
(Note) 

The user/UE identifier authenticated for mobility services. This will be the 
same as the transport subscriber identifier in the integrated scenario. 

Persistent IP address information A set of IP address information used for locating the mobile UE. 

  – Unique IP address The persistent IP address allocated to the attached mobile UE. 

  – Address realm The addressing domain in which the IP address is significant. 

Temporary IP address information A set of IP address information used for locating the access network to 
which the UE is attached. 

  – Unique IP address The temporary IP address allocated to the attached mobile UE. 

  – Address realm The addressing domain in which the IP address is significant. 

NOTE – Subscriber identifier is required if either persistent or temporary address is private. 
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Table 5 – Mobility location binding acknowledgement (MLM-FE(P) → UE) 

Information element Explanation 

Mobility service subscriber identifier 
(Note 1) 

The user/UE identifier authenticated for mobility services. This will be 
the same as the transport subscriber identifier in the integrated scenario. 

Persistent IP address information A set of IP address information used for locating the mobile UE 

  – Unique IP address The persistent IP address allocated to the attached mobile UE. 

  – Address realm The addressing domain in which the IP address is significant. 

Anchor point address 
(conditionally mandatory) (Note 2) 

The address of the upper data tunnelling end point, from the point of 
view of the UE. 

Binding request result  Indication of the success or failure of the binding update. 

NOTE 1 – UE identifier is required if persistent address is private. 

NOTE 2 – Anchor point address is required for initial tunnel installation. 

6.5.4 Reference point M4 between UE and HDC-FE 

This information flow is used to carry handover event or command messages between the HDC-FE and the 
UE.  

6.5.4.1 Initiation of handover sequence 

The handover sequence begins when the UE detects that it will need to perform handover in the near future. 
It alerts the HDC-FE and provides a list of alternative access points that it has detected, using the "handover 
candidate indication" primitive (Table 6). The HDC-FE responds with the "handover candidate response" 
(Table 7). 

Table 6 – Handover candidate indication (UE → HDC-FE) 

Information element Explanation 

Mobility service subscriber identifier The user/UE identifier authenticated for mobility services. This will be 
the same as the transport subscriber identifier in the integrated scenario. 

Access point list A list of attachment point identifiers suggesting new access networks to 
which handover initiation will be considered. The list is sorted from most 
preferred first to least preferred last. 

Preferred handover decision maker 
(optional) 

Indicates whether the UE prefers the network to select the target access 
point or prefers to do the selection itself. 

Preferred triggering entity (optional) Indicates whether the UE prefers the network to trigger handover or 
whether the UE prefers to do so itself. 
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Table 7 – Handover candidate response (HDC-FE → UE) 

Information element Explanation 

Handover decision maker Indicates whether the choice of target link will be made by the network or 
by the UE. 

Triggering entity Indicates whether triggering will be done by the network or the UE. 

Preferred access point list (Note) A list of attachment points suggesting new access networks to which 
handover initiation will be considered. This may be different from the 
networks that were suggested in the candidate query. The list is sorted 
from most preferred first to least preferred last. 

Address of NID-FE (Note) Address of the entity from which the UE may obtain static network 
information for the networks under consideration. 

NOTE – These parameters are included only if the handover decision maker will be the UE. 

6.5.4.2 Handover decision 

If the network has indicated that the network will make the handover decision, the UE waits until the network 
sends a "network handover decision request" (Table 8); the UE responds by sending a "network handover 
decision response" (Table 9). Conversely, if the UE is the decision maker, the network waits until the UE sends 
a "UE handover decision request" (Table 10); the network responds with a "UE handover decision response" 
(Table 11). 

Table 8 – Network handover decision request (HDC-FE → UE) 

Information element Explanation 

Target access point Identifies the target access point selected by the network. 

Target network information Information about the target network to assist the mobile node to 
perform a handover. 

Handover execution delay (Optional) 
(Note) 

The amount of time (in ms) to elapse before an action needs to be taken. 
A value of 0 indicates that the action is taken immediately. Time elapsed 
is calculated from the instant the command arrives until the time when 
the execution of the action is carried out. 

NOTE – May be present if the UE has previously been identified as the triggering entity. 

Table 9 – Network handover decision response (UE → HDC-FE) 

Information element Explanation 

Mobility service subscriber identifier The user/UE identifier authenticated for mobility services. This will be 
the same as the transport subscriber identifier in the integrated scenario. 

Status One of: handover not possible, ready to trigger, awaiting trigger. 

Handover execution delay (Optional) 
(Note) 

The amount of time (in ms) to elapse before an action needs to be taken. 
A value of 0 indicates that the action is taken immediately. Time elapsed 
is calculated from the instant this response arrives until the time when 
the execution of the action is carried out. 

NOTE – May be present if the network has previously been identified as the triggering entity and status is "awaiting trigger". 
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Table 10 – UE handover decision request (UE → HDC-FE) 

Information element Explanation 

Mobility service subscriber identifier The user/UE identifier authenticated for mobility services. This will be 
the same as the transport subscriber identifier in the integrated scenario. 

Target access point Identifies the target access point selected by the network. 

Target network information Information about the target network to assist the mobile node to 
perform a handover. 

Handover execution delay (Optional) 
(Note) 

The amount of time (in ms) to elapse before an action needs to be taken. 
A value of 0 indicates that the action is taken immediately. Time elapsed 
is calculated from the instant the command arrives until the time when 
the execution of the action is carried out. 

NOTE – May be present if the network has previously been identified as the triggering entity. 

Table 11 – UE handover decision response (HDC-FE → UE) 

Information element Explanation 

Status One of: handover not possible, ready to trigger, awaiting trigger. 

Handover execution delay (Optional) 
(Note) 

The amount of time (in ms) to elapse before an action needs to be taken. 
A value of 0 indicates that the action is taken immediately. Time elapsed 
is calculated from the instant this response arrives until the time when 
the execution of the action is carried out. 

NOTE – May be present if the UE has previously been identified as the triggering entity and status is "awaiting 
trigger". 

6.5.5 Reference point M5 between UE and NID-FE 

This information flow is used to carry information needed to make the handover decision from the NID-FE to 
the UE when the UE is the entity that makes the handover decision. Reference point M5 supports two 
primitives: 

• access network information query (Table 12); 

• access network information query response (Table 13). 

Note that these are the same primitives supported across reference point M11 (HDC-FE  NID-FE, Tables 23 
and 24). 

Table 12 – Access network information query (UE → NID-FE) 

Information element Explanation 

Serving access point identifier(s) The identifiers of the access point(s) to which the UE is currently 
connected. 

  – access point identifier Identifier of the specific access point within the serving access network. 

  – network identifier Identifier of the serving access network. 
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Table 13 – Access network information query response (NID-FE → UE) 

Information element Explanation 

Static neighbouring network info Static neighbouring network information (e.g., local policies, cost) for 
networks neighbouring the serving network(s) specified in the original 
query. 

6.5.6 Reference point M6 between HDC-FE and L2HE-FE 

This information flow is used by the HDC-FE to achieve handover at layer 2 in the forwarding plane. The 
details of this information flow are technology specific and out of scope of this Recommendation. 

6.5.7 Reference point M7 between HDC-FE and L3HEF 

This information flow is used by the HDC-FE to achieve handover at layer 3 in the forwarding plane. The 
details of this information flow are implementation specific and out of scope of this Recommendation. As a 
generality, the information sent to the L3HEF will include information by which the tunnel can be identified, 
the address of the other tunnel end point, and either the address given to this tunnel end point or information 
from which it can be generated. 

6.5.8 Reference point M8 between HDC-FE and PD-FE 

Reference point M8 supports the operations described in clause 6.3.2. 

6.5.8.1 Verification of resource availability 

The HDC-FE queries RACF to verify that resources are available to serve the user prior to handover. For this 
purpose, reference point M8 supports two primitives: 

• available resource query (Table 14); 

• available resource query response (Table 15). 

The "available resource query" primitive is used by the HDC-FE to check with RACF in candidate networks to 
verify available resources on the candidate access links. 

Table 14 – Available resource query (HDC-FE → PD-FE) 

Information element Explanation 

Transport subscriber identifier The user/UE identifier authenticated for attachment. 

Candidate attachment point list A list of attachment points, suggesting the new access networks to which 
handover initiation will be considered. The access networks towards the 
top of the list are preferred over those towards the bottom of the list. 

Table 15 – Available resource query response (PD-FE → HDC-FE) 

Information element Explanation 

Transport subscriber identifier The user/UE identifier authenticated for attachment. 

Status Specifies whether requested resources are available or not for each 
candidate link. 

6.5.8.2 Resource re-provisioning 

This information flow is used by the HDC-FE to reserve session QoS resources by providing address binding 
information to PD-FE, and to deallocate QoS on the old path once handover is complete. Reference point M8 
supports two primitives for the purpose: 

• resource re-provisioning request (Table 16); 

• resource re-provisioning response (Table 17). 
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Table 16 – Resource re-provisioning request (HDC-FE → PD-FE) 

Information element Explanation 

Persistent IP address information A set of IP address information used for locating the mobile UE. 

  – Unique IP address The persistent IP address allocated to the attached mobile UE. 

  – Address realm The addressing domain in which the IP address is significant. 

Transport user identifier (conditionally 
mandatory) (Note) 

The user/UE identifier authenticated for attachment. 

Temporary IP address information A set of IP address information used for locating the access network to 
which the UE is attached. In the host-based mobility case this is the 
temporary address. In the network-based mobility case it is the address 
of the lower tunnel end point. 

  – Unique IP address The temporary IP address allocated to the attached mobile UE. 

  – Address realm The addressing domain in which the IP address is significant. 

Operation type Indication of resource reservation operation type: 
resource reservation or resource release. 

Gateway Address (optional) The address of ABG-FE/IBG-FE containing the anchor point. 

NOTE – Transport user identifier is required if either persistent or temporary address is private. 

Table 17 – Resource re-provisioning response (PD-FE → HDC-FE) 

Information element Explanation 

Transport user identifier The user/UE identifier authenticated for attachment. 

Persistent IP address information  A set of IP address information used for locating the mobile UE. 

  – Unique IP address The persistent IP address allocated to the attached mobile UE. 

  – Address realm The addressing domain in which the IP address is significant. 

Status The status of operation. 

It is assumed that RACF retains the binding between persistent address and the QoS resources allocated to 
sessions associated with the UE. 

6.5.9 Reference point M9 between MLM-FE(P) and MLM-FE(C) 

6.5.9.1 Mobility location binding registration/update request  

This information flow is used to register and update mobility location information in both the host-based and 
network-based mobility cases. In the network-based mobility case, the MLM-FE(P) will send the location 
registration/update request to the MLM-FE(C). In the host-based mobility case, the UE will send the location 
registration/update request to the MLM-FE(P), which will pass it on to the MLM-FE(C). 

The mobility service subscriber ID and information providing the location binding between the persistent 
location identifier and the location of the MLM-FE(P) are included in the messages for both host-based and 
network-based mobility. 

Reference point M9 supports two primitives for this operation: 

• mobility location binding registration/update request (Table 18); 

• mobility location binding registration/update response (Table 19). 
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Table 18 – Mobility location binding registration/update request 
(MLM-FE(P) → MLM-FE(C)) 

Information element Explanation 

Mobility service subscriber identifier 
(conditionally mandatory) (Note) 

The user/UE identifier authenticated for mobility services. This will be 
the same as the transport subscriber identifier in the integrated scenario. 

Persistent IP address information A set of IP address information used for locating the mobile UE. 

  – Unique IP address The persistent IP address allocated to the attached mobile UE. 

  – Address realm The addressing domain in which the IP address is significant. 

Address of MLM-FE(P) The address of the MLM-FE instance which sends the location 
registration. 

NOTE – Mobility service subscriber identifier is required if persistent address is private. 

Table 19 – Mobility location binding registration/update response  
(MLM-FE(C) → MLM-FE(P)) 

Information element Explanation 

Mobility service subscriber identifier  
The identifier of the subscriber for which the mobility service is to be 
provided. 

Binding request result  Indication of the success or failure of the binding request. 

6.5.9.2 Mobility location query 

In the routing optimization case (see clause 7.3.5), the MLM-FE(C) may query and obtain the mobile UE's 
current binding location information through this reference point in order to pass it to the MLM-FE(C) 
associated with a correspondent UE. 

If a related entity (e.g., a correspondent node) requests the MLM-FE(C) to provide an indication regarding 
UE's reachability, the MLM-FE(C) may send a request to the MLM-FE(P) through this reference point to get 
that information. The MLM-FE(P) will send the location binding information to the related entity (e.g., 
correspondent node) via the MLM-FE(C). 

Reference point M9 supports two primitives for this purpose: 

• mobility location query (Table 20); 

• mobility location query response (Table 21). 

Table 20 – Mobility location query (MLM-FE(C) → MLM-FE(P)) 

Information element Explanation 

Mobility service subscriber identifier 
(Note) 

The identifier of the subscriber for which the mobility service is to be 
provided. 

Persistent IP address information 
(Note) 

A set of IP address information used for locating the mobile UE. 

  – Unique IP address The persistent IP address allocated to the attached mobile UE. 

  – Address realm The addressing domain in which the IP address is significant. 

NOTE – Either the mobility service subscriber identifier or the persistent address is required. 
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Table 21 – Mobility location query response (MLM-FE(P) → MLM-FE(C)) 

Information element Explanation 

Mobility service subscriber identifier The identifier of the subscriber for which the mobility service is to be 
provided. 

Persistent IP address information A set of IP address information used for locating the mobile UE. 

  – Unique IP address The persistent IP address allocated to the attached mobile UE. 

  – Address realm The addressing domain in which the IP address is significant. 

Temporary IP address information A set of IP address information used for locating the access network to 
which the UE is attached. 

  – Unique IP address The temporary IP address allocated to the attached mobile UE. 

  – Address realm The addressing domain in which the IP address is significant. 

6.5.10 Reference point M10 between MLM-FE(P) and HDC-FE 

This information flow is used to carry handover indications from the MLM-FE(P) to the HDC-FE and responses 
from the HDC-FE to the MLM-FE(P) when handover execution is complete in the host-based mobility case. 

Reference point M10 supports the "handover indication" primitive (Table 22) for this purpose. 

Table 22 – Handover indication (MLM-FE → HDC-FE) 

Information element Explanation 

Transport subscriber identifier 
(optional) (Note 1) 

The user/UE identifier authenticated for attachment. 

Mobility service subscriber identifier The user/UE identifier authenticated for mobility services. This will be the 
same as the transport subscriber identifier in the integrated scenario. 

Persistent IP address information A set of IP address information used for locating the mobile UE. 

  – Unique IP address The persistent IP address allocated to the attached mobile UE. 

  – Address realm The addressing domain in which the IP address is significant. 

Temporary IP address information 
(conditionally mandatory) (Note 2) 

A set of IP address information used for locating the UE within the 
network to which the UE is attached. 

  – Unique IP address The temporary IP address allocated to the attached mobile UE. 

  – Address realm The addressing domain in which the IP address is significant. 

RACF contact point (optional) (Note 3) The FQDN or IP address of the RACF entity where resource requests shall 
be sent (i.e., PD-FE address). 

Upper tunnel end point (optional) 
(Notes 3 and 4) 

Address of the upper tunnel end point. 

Mobility service parameters Details are for further study. 

NOTE 1 – UE identifier is required if either persistent or temporary address is private. 

NOTE 2 – Required always for host-based case, and required in network-based case only when L3HEF in EN-FE is unable to 
allocate that address. 

NOTE 3 – Provided only if supplied by the TLM-FE (see Tables 1 and 2). 

NOTE 4 – Not required if available by local means. 

6.5.11 Reference point M11 between HDC-FE and NID-FE 

This information flow is used by the HDC-FE to query neighbouring network information from the NID-FE in 
the case where the HDC-FE makes the handover decision. 

Reference point M11 supports two primitives: 
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• access network information query (Table 23); 

• access network information query response (Table 24). 

It is assumed that the NID-FE is configured with the topological information that allows it to determine which 
networks are neighbours to (and have the same access technology as) a given serving network. 

Table 23 – Access network information query (HDC-FE → NID-FE) 

Information element Explanation 

Serving access point identifier(s) The identifiers of the access point(s) to which the UE is currently 
connected. 

  – access point identifier Identifier of the specific access point within the serving access network. 

  – network identifier Identifier of the serving access network. 

Table 24 – Access network information query response (NID-FE → HDC-FE) 

Information element Explanation 

Static neighbouring network info Static neighbouring network information (e.g., local policies, cost) for 
networks neighbouring the serving network(s) specified in the original 
query. 

6.5.12 Reference point M12 between NID-FE and NIR-FE 

The information flow through reference point M12 allows the NID-FE to retrieve the neighbouring network 
information that it then provides to the UE or HDC-FE. Reference point M12 supports two primitives: 

• access network information query (Table 25); 

• access network information query response (Table 26). 

Table 25 – Access network information query (NID-FE → NIR-FE) 

Information element Explanation 

List of neighbouring networks The list of identifiers of networks for which NID-FE wants access network 
information. 

Table 26 – Access network information query response (NIR-FE → NID-FE) 

Information element Explanation 

Static neighbouring network info Static neighbouring network information (e.g., local policies, cost) for 
each network identified in the query. 

6.5.13 Reference point M13 TLM-FE and NID-FE 

This information flow provides the keying material derived from the UE authentication procedure (see 
clause 7.3.2), in support of the security association required between the NID-FE and the UE. This security 
association is required for the ongoing network selection and decision process subsequent to attachment.  

Reference point M13 supports the "network selection key transfer indication" primitive, as shown in 
Table 27. 
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Table 27 – Network selection key transfer indication (TLM-FE → NID-FE) 

Information element Explanation 

Mobility service subscriber identifier The user/UE identifier authenticated for mobility services. This will be 
the same as the transport subscriber identifier in the integrated scenario. 

Keying material The material used for security association between the UE and NID-FE. 

7 Procedures 

This clause describes the information flows required to achieve initial attachment, network discovery and 
handover for a mobile UE. In each stage, the procedures vary depending on UE capabilities and network 
arrangements, and the scenarios in this Recommendation, therefore, can be referred to only as examples. 

7.1 Overview of mobility procedures 

Figure 4 shows the key procedures involved in the whole mobility process and their general sequence. It 
should be noted that depending on different deployment requirements, the handover preparation can vary 
slightly. 
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Figure 4 – Overview of the handover process 

1)  Initial attachment  

When a UE is powered on it will perform the initial attachment process defined in [ITU-T Y.2014]. For mobile 
UE, mobility authentication will be performed along with network access authentication. Also mobility 
location registration and binding will be done at the end of the phase. 

After the initial attachment procedure, IP connectivity exists between the UE and the network.  

2) Network discovery 

Network discovery is performed by the mobile UE. Once a mobile UE is powered on, it may periodically scan 
for potential attachment points. The handover threshold can be triggered by multiple reasons such as link 
deterioration, etc. When this happens, the UE sends its current list of candidate attachment points to the 
HDC-FE to initiate the handover decision process. This process results in the selection of the target access 
point. 
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3) Authentication 

The UE needs to perform authentication for the target access network chosen in the network discovery 
procedure. In order to reduce authentication latency, pre-authentication and/or optimized re-authentication 
methods may be performed while the UE is still attached to the serving access point. As a result of 
authentication, keying material is passed to the UE and the entities to which the UE signals (HDC-FE, MLM-
FE(P) in the host-based mobility case, and the NID-FE in the case where the UE makes the handover decision). 

4) Configuration 

Once (pre-)authentication is successfully performed, the UE and the target network will be configured with 
parameters such as UE address(es), MLM-FE(P) address, etc. In addition, NACF will push the transport profile 
of the target network to RACF for QoS resource allocation. 

5) Location update and new data path establishment 

After the new IP addresses are configured, the UE is ready for mobility location update and new data path 
creation for the target network. If successful, the user traffic towards mobile UE may be forwarded to the 
serving network and the target network simultaneously. The MLM-FE may hold two location bindings for the 
mobile UE; the binding for the serving network is marked as active while the binding for target network is 
marked as in standby state. To support separation of control and data plane, the MLM-FE address and the 
data forwarding end point address (i.e., tunnelling end point address) may be different. 

6) Proactive resource reservation 

Proactive resource reservation is also an important step in handover preparation. Proactive resource 
reservation can assure QoS in the target network thus helping to assure seamless handover.  

Proactive resource reservation may be initiated by MMCF after the mobility location update or triggered 
through the transport function. 

7) Handover execution 

In handover execution, the packet delivery path is switched to the new data path only and the old data path 
is released accompanied with the deletion of the old location binding. 

7.2 Network attachment, IP configuration, and mobility location management 

The procedures for network attachment of a mobile UE differ from those for a fixed or merely nomadic 
terminal because: 

• the part of the user profile that specifies the mobility service to be granted to the UE must be made 
available to the access network; and 

• the functions related to mobility service must be engaged. 

In the integrated scenario, the user identifier presented for transport authentication and authorization is 
sufficient to accomplish these two requirements. In the split scenario, because there are two authorizing 
entities, some extra steps are required. The first is to obtain the user identifier for the purpose of authorizing 
mobility service. From this, the access network may initiate authentication and authorization at the 
authorizing entity for mobility service, which will be an AAA entity in the mobile subscriber's home network. 
This will, in general, lead to an authentication exchange between the UE and that entity, relayed by the 
TAA-FE. 

7.2.1 Procedures for attachment in the case of host-based mobility 

As noted in clause 6.4.1, the MLM-FE(P) is the first point of contact for mobility location management 
signalling. In this scenario, mobility location registration messages pass from the host through the MLM-
FE(P), and are then relayed to the MLM-FE(C). If a hierarchical mobility mechanism is adopted and the UE 
moves within the scope of a single MLM-FE(P), the MLM-FE(P) will update its own mobility location bindings 
but does not need to notify the MLM-FE(C). Figure 5 shows the message flow, which is divided into four 
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phases: (pre-)authentication and (pre-)authorization, IP address configuration, mobility location 
management, and transport location management. 
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Figure 5 – Information flows for attachment in the case of host-based mobility 

Phase 1: (Pre-)authentication and (pre-)authorization 

The procedure is as described in clause II.1, numeral 1) of [ITU-T Y.2014], with the following modifications: 

1.1 In its attachment request, the UE indicates that it requires mobility services, and may indicate 
whether it supports host-based and/or network-based mobility. In the split scenario, it provides its 
mobility service credentials either at this stage or at a later stage (not shown) in an additional 
dialogue with the TAA-FE (proxy) before step 1.7.  

1.2 The AM-FE forwards the additional mobility-related information provided by the UE to the TAA-FE 
along with the information defined in [ITU-T Y.2014]. 

1.3-1.4 No change from [ITU-T Y.2014]. 

1.5 In the integrated scenario, the TUP-FE returns mobility service parameters as well as the user 
transport profile.  

 After successful authentication, the entities in the home network may allocate a persistent IP 
address for the mobile node (e.g., using a DHCP server) based on the mobile user location 
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information, and store it with other mobility service parameters for the UE. This allocation is 
required only if no persistent address has already been allocated to the UE.  

1.6 The user transport profile and mobility service parameters (in the integrated scenario) are sent from 
the TAA-FE (server) in the home network to the TAA-FE (proxy) in the target network. The mobility 
service parameters include the persistent address, and the address of the MLM-FE(C). 

 After successful authentication, the TAA-FE (proxy) also has the keying material needed to establish 
a security association between the UE and the MLM-FE(P). Further details on generation of keying 
material at this stage are provided in clause 7.3.2. 

1.7-1.8 These steps are necessary only in the split scenario. The TAA-FE (proxy) forwards the user's mobility 
service credentials to an AAA server in the user's home network for mobility services. The AAA server 
authenticates the user for mobility services and returns the mobility service parameters. As part of 
this process, the AAA server ensures that a persistent address is allocated if this is necessary. 

1.9 No change from [ITU-T Y.2014]. 

1.10 The profile information passed to the TLM-FE includes the mobility service parameters. 

1.11 The TLM-FE configures the NAC-FE with the mobile subscriber's persistent address and an indication 
that host-based mobility will be used. It also passes the address of the instance of the MLM-FE(P) 
that the UE will use, and keying material for the security associations with the MLM-FE(P), HDC-FE, 
and, if required, the NID-FE. 

NOTE – This is an entirely new information flow that must be added to [ITU-T Y.2014]. 

Phase 2: IP configuration 

The procedure is as described in clause II.1, numeral 2) of [ITU-T Y.2014], with the following modifications: 

2.1-2.2 No change from [ITU-T Y.2014]. 

2.3 No change from [ITU-T Y.2014]. However, because it was pre-configured for mobility services, the 
NAC-FE defers its response to the UE (which Figure II.1 of [ITU-T Y.2014] shows as happening at the 
same time as step 2.3) until it receives a response from the TLM-FE. This prevents a race between 
completion of the next few steps by the TLM-FE and the sending of the mobility location binding 
update message by the UE. 

2.4-2.5 No change from [ITU-T Y.2014]. 

2.6 The TLM-FE pushes the user identity and keying materials to the MLM-FE(P), indicating host-based 
mobility. 

2.7-2.8 The TLM-FE pushes keying material for communication with the UE during network discovery and 
selection to the HDC-FE and NID-FE. 

2.9 The TLM-FE responds to the NAC-FE only after completing steps 2.6-2.8. 

2.10 The NAC-FE responds to the UE only after receiving acknowledgement from the TLM-FE (step 2.9). 
As well as its new temporary IP address, the UE is configured with its persistent IP address, the new 
MLM-FE(P) address, and keying material for the security associations with the MLM-FE(P), HDC-FE, 
and, if required, the NID-FE. It is also given an indication that host-based mobility is to be used. 

Phase 3: Mobility location management 

3.1 The UE initiates mobility location registration at the MLM-FE(P). The UE is able to send its message 
protected by the security association set up implicitly by the distribution of the keying material to it 
and the MLM-FE(P), without the need for additional messaging for this purpose,  

3.2  The MLM-FE(P) records or updates its mobility bindings based on the received information. The 
MLM-FE(P) sends an indication to the HDC-FE that a mobile location update has occurred. This 
initiates the layer 3 path establishment procedure described in clause 7.3.3 and shown in Figure 9.  

3.3 The MLM-FE(P) modifies the binding request from the UE before relaying it to the MLM-FE(C). Steps 
3.3-3.4 are unnecessary if the MLM-FE(P) is associated with a previously-established intermediate 
anchor point.  
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3.4 The MLM-FE(C) records or updates its own binding information and responds to the MLM-FE(P). 

3.5 The MLM-FE(P) responds to the UE. 

Phase 4: Transport location management 

As described in clause II.1, numeral 4) of [ITU-T Y.2014]. 

7.2.2 Procedures for attachment in the case of network-based mobility 

Figure 6 shows the information flows in the case of network-based mobility. The same four phases apply as 
for the host-based case. However, because there is no potential race between a binding update from the UE 
and the configuration of the MLM-FE(P), the need for coordination between the NAC-FE and TLM-FE in the 
IP configuration stage is eliminated. The preconfiguration of the mobility management functions is therefore 
shown as part of the mobility location management phase in Figure 6. 

Y.2018(09)_F06

UE AM-FE TAA-FE
proxy

NAC-FE TLM-FE TAA-FE
server

TUP-FE RACF

1.1
1.2

1.3
1.4

1.5
1.6

1.7

1. (Pre) authentication
and (pre) authorization

1.9 1.10

1.11

2.1
2.2

2.3 2.4

Split scenario only

2. IP configuration

2.5

3.1 Indication of network-based mobility (Table 2)

3.2 Network selection key transfer indication (Table 3)

3.3 Network selection key transfer indication (Table 27)

1.8

SCF MLM-FE
proxy

HDC-FE
NID-FE

MLM-FE
central

Mobile
AAA

3. Mobility location
management

4. Transport location
management

4.1

4.2

3.4 Handover indication (Table 22)

3.5 Mobility location binding registration
/update request (Table 18) (if reqd)

3.6 Mobility location binding registration
/update response (Table 19)

2.6

2.7

 

Figure 6 – Information flows for attachment, case of network-based mobility 

Phase 1: Authentication and authorization 

The procedure is as described in clause II.1, numeral 1) of [ITU-T Y.2014], with the following modifications: 

1.1-1.10 As in the previous clause. 
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1.11 The TLM-FE configures the NAC-FE as in step 1.11 of the previous clause, except that network-
based mobility is indicated. In addition, the address of the MLM-FE(P) and keying material 
associated with the MLM-FE(P) are unnecessary and are not passed.  

Phase 2: IP configuration 

The procedure is as described in clause II.1, numeral 2) of [ITU-T Y.2014], with the following modifications: 

2.1-2.2 No change from [ITU-T Y.2014]. 

2.3 The UE is configured with its persistent IP address as its new local address. It is also configured with 
keying material for the security associations with the HDC-FE and, if required, the NID-FE. If it 
indicated support for host-based mobility, it may also be given an indication that network-based 
mobility is to be used. 

2.4 Depending on local arrangements, the NAC-FE may pass the persistent address or the address of the 
lower tunnel end point back to the TLM-FE with the profile information. 

Phase 3: Mobility location management 

3.1 After the (Pre)authentication and (pre)authorization procedure, the TLM-FE pushes an indication to 
the MLM-FE(P) that network-based mobility is to be provided. 

3.2-3.3 The TLM-FE pushes keying material for communication with the UE during network discovery and 
selection to the HDC-FE and NID-FE. 

3.4 The MLM-FE(P) notifies the HDC-FE to begin handover. The HDC-FE oversees creation of a new 
tunnel as described in clause 7.3.3 and returns the address of the tunnel end point at the lower end. 

3.5 The MLM-FE(P) initiates the mobility location management procedure at the MLM-FE(C). 

3.6 The MLM-FE(C) records the binding information, notifies the old MLM-FE(P) to delete its mobile 
location bindings and responds to the new MLM-FE(P).  

Phase 4: Transport location management 

As described in clause II.1, numeral 4) of [ITU-T Y.2014]. 

7.3 Handover 

7.3.1 Network discovery and decision 

Before the UE can achieve handover to a new access point or network, the network discovery and decision 
procedure must be performed. The information needed to make the handover decision includes: 

• radio signal strength, from the UE; 

• link events, from the L2HE-FE (in the case where the HDC-FE makes the decision); 

• static neighbouring network information (e.g., local policies, cost), from the NID-FE; 

• resource availability in candidate networks, from RACF; 

• applicable UE-specific policy, from the user mobility service profile. 

Network discovery is performed by the UE, when it detects alternative access points to which it may move. 
The handover decision is the process of choosing an access point to which to move. Network discovery and 
the handover decision must consider three cases:  

• the network makes the handover decision with input from the UE; 

• the UE makes the handover decision with the assistance of information from the network; 

• the UE makes the handover decision without assistance from the network. 

In the latter two cases the UE can request user input or can be constrained by user intervention. 
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When the UE is acting together with the network, the handover decision process begins when the UE reports 
a list of alternative access points to the HDC-FE. The UE may indicate its preference at this time regarding 
which entity makes the handover decision and which entity actually triggers the handover. Based on the 
information the UE has provided, the HDC-FE requests RACF to check network resource availability on the 
potential path through each candidate network and receives the resource check result from RACF. The HDC-
FE then responds to the UE, indicating its choice of deciding entity and triggering entity. If it has chosen the 
UE to make the decision, it returns a candidate access point list which is based on the UE's input but reflects 
the results of the resource check and perhaps of local policy. If it has chosen to make the decision itself, its 
response includes no candidates. 

The next step depends on which entity the HDC-FE has nominated to make the handover decision. If it is the 
HDC-FE, then the HDC-FE retrieves static network information for the candidate access points from the NID-
FE. Based on that information, it makes a final decision on the identity of the target access point. It prepares 
for handover to that target access point as described in the next two clauses. It then informs the UE of its 
decision. The UE responds when it is ready for the handover. Alternatively, the UE may respond that 
handover to the selected access point is not possible (e.g., because it is no longer 'visible' to the UE). In this 
latter case, the whole network discovery and decision process must begin again. 

If the UE is the one to make the decision, it is the one to retrieve static network information about the target 
networks from the NID-FE. It makes its selection, then informs the HDC-FE. The HDC-FE prepares the new 
access point as described in the next two clauses, then responds to the UE. 

The actual triggering of handover execution is done by the entity nominated by the HDC-FE. The complete 
discovery and decision process is illustrated in Figure 7. 
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Figure 7 – Illustration of network discovery and decision procedure – 
Network-triggered handover 

7.3.2 Pre-authentication and pre-authorization 

NOTE – The procedures of this clause require changes to [ITU-T Y.2014]. 

As the result of the network discovery and decision process, one target network is selected for the upcoming 
handover. Before the handover, pre-authentication and pre-authorization in the new target network will be 
performed while still connecting to the serving network. Figure 8 shows three cases. 
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Figure 8 – Information flow for pre-authentication 

The first time UE attaches to the network, it will perform the full authentication process. In order to improve 
handover performance with lower authentication latency, fast authentication and/or re-authentication is 
needed for subsequent attachments. That means that when a mobile user hands over from the serving AM-
FE to the target AM-FE, the TAA-FE will receive the user authentication request from the target AM-FE and 
derive an authentication key for it. The user is authenticated based on the authentication key. If TAA-FE 
identifies that the serving AM-FE and target AM-FE belong to different security domains (i.e., controlled by 
different local TAA-FE), the TAA-FE will request a domain-specific root key (DSRK) from the AAA server for 
the new security domain, providing appropriate parameters such as domain name and sequence number in 
the request, depending on the authentication algorithm. The AAA server uses the handover root key 
generated in the original full authentication and the received domain-related parameters to generate a DSRK 
for the local domain. This is shown in the first and third cases of Figure 8. Note that in the case of split mode 
it may be necessary to carry out this process twice, once for the keying material related to network access 
authentication and a second time for keying material related to mobility service authentication. 

If the UE moves within a local security domain, e.g., the UE just moves to a different access link, the TAA-FE 
in the local domain may re-authenticate the UE in a single round trip. In this case the target AM-FE shares 
the handover root key with the serving AM-FE and only the session key needs to be re-negotiated. The TAA-
FE may use this root key to authenticate the user. This is shown in the second case of Figure 8. 

The pre-authentication process may include generation of keying material for protection of user plane traffic 
between the UE and the EN-FE, if such protection is required by the user profile. 
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7.3.3 New path establishment and resource reservation 

This clause applies only to handover at layer 3. 

New path creation and resource reservation along that path are triggered by a bind indication from the MLM-
FE(P) to the HDC-FE. This indication must contain the information required for both path creation and for 
retrieval by RACF of the session QoS descriptor for the old path. 

With this information, the HDC-FE sends a request to RACF to allocate QoS resources on the new path 
matching the session QoS allocated to the old path. When this operation is complete, the HDC-FE locates the 
appropriate instance(s) of the L3HEF and issues a request to them to establish a tunnel between the new 
endpoints. When the tunnel is complete, the L3HEF instance at the anchor point begins to monitor for data 
flows from the UE through the new tunnel, and decapsulates and forwards them as well as packets received 
from the old tunnel. In the case of network-based mobility it is possible that a temporary tunnel is established 
between the old and new tunnel lower end points, in support of seamless handover. 

Figure 9 illustrates this procedure. 
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Figure 9 – Procedure for establishing a new layer 3 path 

7.3.4 Handover execution 

This clause applies only to handover at layer 3. 

Handover execution may be initiated in three ways: 

a) if the UE has the required capabilities or the tunnel lower end lies in the network (network-based 
mobility), handover execution is carried out under the explicit control of the HDC-FE; or 

b) the L2HE-FE instance monitoring the old access link detects and reports a 'link down' event; or 

c) the MLM-FE(P) on the old path receives an unbind indication from the UE and notifies the HDC-FE. 

In case a), the HDC-FE receives direct confirmation from the tunnel lower end that it has executed handover. 
In case b) or c), UE readiness is inferred from its actions. 
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7.3.4.1 Explicit control of handover execution at the UE 

In this case, when the HDC-FE has finished preparation of the new path as described in clause 7.3.3, it issues 
requests to the tunnel upper and lower ends to commit to the new path. Details of the protocol required to 
do this without losing packets are out of scope. Once the HDC-FE is informed that commitment is complete, 
the HDC-FE issues requests to the tunnel upper and lower ends to delete the old tunnel. It sends a request 
to RACF to deallocate the QoS resources assigned to the old path, from the old access point to the anchor 
point. 

7.3.4.2 Link down indication or unbind indication 

If the HDC-FE receives a 'link down' indication from the L2HE-FE instance associated with the old link, or an 
unbind indication from the MLM-FE, the procedure is similar to the procedure just described, with the 
exception that if the tunnel lower end was the UE, it does not have to be directed to commit to the new path 
or to delete the old tunnel. The details of the protocol required to avoid packet loss in this case are out of 
the scope of this Recommendation. They may differ from what is required in the case described by 
clause 7.3.4.1. 

7.3.5 Routing optimization considerations for network-based handover  

When a correspondent UE communicates with the mobile UE, normally packets from the correspondent UE 
will be intercepted by the transport function associated with the MLM-FE(C) (i.e., the L3HEF at the anchor 
point), then encapsulated and tunneled to the current location of UE. For data path optimization, the MLM-
FE(P) to which a correspondent UE is associated may, based on administrative policies, cooperate with the 
MLM-FE(P) to which the mobile UE is associated to establish a direct tunnel between their respective 
networks. At that point the L3HEF at each end will encapsulate packets based on the location binding 
information exchanged between the two MLM-FE(P)s and forward them directly to its peer L3HEF through 
the tunnel between them. The peer L3HEF delivers the decapsulated packets to the correspondent or mobile 
UE respectively. 

The L3HEF is required to be aware of active communication between the mobile UE and correspondent UE. 
The process is triggered when it detects a flow that matches policy indicating that routing optimization may 
be attempted. It then indicates route optimization to its associated MLM-FE(P) via the HDC-FE. The MLM-
FE(P) sends a location management message to the MLM-FE(C) which contains a routing optimization (RO) 
indication.  

Upon receiving an RO request message from the MLM-FE(P), the MLM-FE(C) will perform routing 
optimization operation not only with the MLM-FE(P) associated with the mobile UE, but also with the MLM-
FE(P) associated with the correspondent UE. The MLM-FE(C) may look up its location binding list and 
determine whether the two MLM-FE(P) instances have both registered to it. In the case where both MLM-
FE(P) instances are registered to the same MLM-FE(C) instance, the latter will pass the location of each MLM-
FE(P) to the other.  

If the two MLM-FE(P) instances register to different MLM-FE(C) instances, the MLM-FE(C) associated with 
the mobile UE and MLM-FE(C) associated with the correspondent UE will coordinate with each other to 
provide the location of each MLM-FE(P) instance to the other. If the MLM-FE(C) associated with the mobile 
UE fails to retrieve the location of the MLM-FE(C) associated with the correspondent UE, it will notify the 
MLM-FE(P) associated with the mobile UE that route optimization is not available. 

After routing optimization operations are completed between the two MLM-FE(P)s, the location binding 
cache in each MLM-FE(P) is updated and the optimized tunnel is installed. The details for the common MLM-
FE(C) case are shown in Figure 10. 

NOTE 1 – The messages required for routing optimization are shown in Figure 10, but their detailed definition is for 
further study. 

NOTE 2 – The HDC-FE is shown as a centralized function for convenience, and MLM-FE(P) A is arbitrarily chosen as the 
initiating entity to start tunnel set-up. It is more realistic to assume that both MLM-FE(P) instances will notify HDC-FE 
and tunnel set-up and take-down will proceed in a more distributed fashion. 
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Figure 10 – Routing optimization assuming network-based mobility at each end 

8 Security considerations 

The path between the UE and the network can pass over a variety of technologies, many of which are open 
to attack. While the MMCF is considered to be in the trusted zone, the UE and the path from the UE to the 
MMCF are considered untrusted. The following considerations govern the design of the architecture as it 
relates to communications between the UE and the MMCF: 

8.1 Security threats 

T1 UE can be unauthorized to initiate the mobility signalling with MLM-FE. 

T2 Mobility signalling can be tampered by intruders. 

T3 MLM-FE can be impersonated to provide false information to UE. 

T4 UE location can be eavesdropped by intruders. 

T5 Traffic redirection attack can happen. 

T6 Attacker can insert itself on-path by man-in-the-middle attack. 

T7 DDoS attack can consume a large quantity of network resources. 
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T8 UE can be unauthorized to get information from HDC-FE or NID-FE. 

T9 HDC-FE or NID-FE can be impersonated to push false information to UE. 

T10 The signalling between UE and HDC-FE or NID-FE can be modified or eavesdropped. 

T11 The user plane data can be eavesdropped or modified.  

8.2 Security requirements 

R1 UE and NID-FE are required to be mutually authenticated. 

R2 Signalling between UE and MLM-FE is required to be integrity and confidentiality protected. 

R3 Signalling between UE and MLM-FE is required to be protected against replay attacks. 

R4 The location privacy of UE is required to be provided. 

R5 UE and HDC-FE are required to be mutually authenticated. 

R6 Signalling between UE and HDC-FE is required to be integrity and confidentiality protected. 

R7 Signalling between UE and HDC-FE is required to be protected against replay attacks. 

R8 Low-latency authentication and signalling protection is required to be provided. 

R9 Security context transfer is required to be optimized. 

R10 The mobility security solution is required to be media independent. 

R11 Mechanisms are required to be available to protect user plane traffic between the UE and the EN-
FE when the user profile so indicates. 
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Appendix I 
 

Architecture reference model 

(This appendix does not form an integral part of this Recommendation) 

The architecture reference models are explained considering both the non-roaming case and the roaming 
case. The aggregated reference points, m1 through to m4 are used to explain the relationship among UE, A-
MMCF and C-MMCF in home and visited networks. m1 is the interface between A-MMCF and C-MMCF, m2 
is the interface between UE and A-MMCF, m3 is the interface between UE and C-MMCF, and m4 is the 
interface between the two C-MMCF in home and visited networks. The MMCF is composed of several 
functional entities and the detailed reference points between those functional entities and the other 
functional entities in NGN are defined in clause 6.5. 

I.1 Non-roaming architecture and scenarios 

The non-roaming architecture in NGN can have two different architectures according to the type of mobility 
management protocols supported, host-based or network-based mobility management protocols.  

Figure I.1 shows a non-roaming architecture when a network-based mobility management protocol is 
considered while using an interface between A-MMCF and C-MMCF. 
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Figure I.1 – Non-roaming architecture for network-based mobility using m1 

Figure I.2 shows a non-roaming architecture when a host-based mobility management protocol is considered 
while having a direct relationship between UE and C-MMCF without involving A-MMCF. 



Core network aspects  1 
 

   499 

Y.2018(09)_FI.2

A-MMCF

A-RACFNACF

C-MMCF

UE Access transport functions

m3

Core transport functions

C-RACF

Service control functions

 

Figure I.2 – Non-roaming architecture for host-based mobility using m3 

Figure I.3 shows a non-roaming architecture when host-based mobility management protocol is considered 
while having the interfaces between UE and A-MMCF and between A-MMCF and C-MMCF. 
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Figure I.3 – Non-roaming architecture for host-based mobility using m1 and m2 

I.2 Roaming architecture and scenarios 

The roaming architecture in NGN can also have two different architectures according to the type of mobility 
management protocols supported, host-based or network-based mobility management protocols.  
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Figure I.4 shows a roaming architecture when a network-based mobility management protocol is considered 
while using the direct interface between the A-MMCF in the visited network and the C-MMCF in the home 
network. 
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Figure I.4 – Roaming architecture for network-based mobility using m1 

Figure I.5 shows a roaming architecture when a network-based mobility management protocol is considered 
while using the interfaces between the A-MMCF and the C-MMCF in the visited network and between the 
C-MMCF in the visited network and the C-MMCF in the home network. 
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Figure I.5 – Roaming architecture for network-based mobility using m1 and m4 
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Figure I.6 shows a roaming architecture when a host-based mobility management protocol is considered 
while using a direct interface between UE and the C-MMCF in the home network. 
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Figure I.6 – Roaming architecture for host-based mobility using m3 

Figure I.7 shows a roaming architecture when a host-based mobility management protocol is considered 
while using the interfaces between UE and the A-MMCF in the visited network and between the A-MMCF in 
the visited network and the C-MMCF in the home network. 
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Figure I.7 – Roaming architecture for host-based mobility using m1 and m2 

Figure I.8 shows a roaming architecture when a host-based mobility management protocol is considered 
while using the interfaces between UE and the C-MMCF in the visited network and between the C-MMCF in 
the visited network and the C-MMCF in the home network. 
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Figure I.8 – Roaming architecture for host-based mobility using m3 and m4 

Figure I.9 shows a roaming architecture when a host-based mobility management protocol is considered 
while using the interfaces between UE and the A-MMCF in the visited network, between the A-MMCF and 
the C-MMCF in the visited network, and between the C-MMCF in the visited network and the C-MMCF in the 
home network. 
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Figure I.9 – Roaming architecture for host-based mobility using m1, m2 and m4 
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Appendix II 
 

Mapping between functions defined in this Recommendation 
and IETF entities 

(This appendix does not form an integral part of this Recommendation) 
 

II.1 The IETF mobility architectures 

The IETF has been working on mobility at the IP level for several years, beginning with MIPv4 
([b-IETF RFC 3344]), working through MIPv6 ([b-IETF RFC 3775]), and a variety of optimizations and 
extensions including proxy mobile IP (PMIP) ([b-IETF RFC 5213]) and hierarchical mobile IP (HMIP) ([b-
IETF RFC 4140]). Each of the variants just mentioned introduces its own architectural elements. The only 
network element common to all of these architectures, which are individually described below, is the home 
agent. However, this appendix demonstrates that the IETF architectural components can be shown to share 
certain sets of functions in common. These functions are the same as the ones identified in clause 6.4. 

Note that each of these architectures includes the mobile node and the correspondent node as well as the 
network elements it identifies. For our purpose, the mobile node can be identified with the UE, and the 
correspondent node, most conveniently, with the SCF. 

II.1.1 MIPv4 

Mobile IP v4 (MIPv4) requires the UE to support functions specific to mobility. It identifies two network 
entities: the foreign agent (FA) and the home agent (HA). The FA can be collocated with the UE, creating a 
scenario similar to MIPv6. The IETF architecture for MIPv4 is shown in Figure II.1. 
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Figure II.1 – MIPv4 architecture according to the IETF 

Mobile IP requires every registration to be handled between the home agent (HA) and the foreign agent (FA), 
as shown by the dashed line in Figure II.1. During the initial registration, some operations happen (such as 
allocating HoA, HA address, derive MSAs) that enable the home agent and foreign agent to perform 
subsequent mobile IP registrations. After the initial registration, the AAAH and AAAL in Figure II.1 will not be 
needed, and subsequent mobile IP registrations will only follow the lower control path between the foreign 
agent and the home agent. 

Table II.1 lists the functions that must be supported by the FA and the HA, and matches these functions to 
those defined in clause 6.4. 
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Table II.1 – Mapping of MIPv4 network entities with MMCF functions 

Entity Functional description Function 

FA 

Initiates location update signalling MLM-FE 

Indicates tunnel set-up HDC-FE 

Provides a tunnel end point L3HEF 

HA 

Binds the local mobility information MLM-FE 

Indicates tunnel set-up HDC-FE 

Provides a tunnel end point L3HEF 

II.1.2 MIPv6 

Mobile IP v6 (MIPv6) requires the UE to support functions specific to mobility. It identifies one network entity: 
the home agent (HA). 

Table II.2 lists the functions that must be supported by the HA, and matches these functions to those defined 
in clause 6.4. 

Table II.2 – Mapping of MIPv6 network entities with MMCF functions 

Entity Functional description Function 

HA 

Binds the local mobility information MLM-FE 

Indicates tunnel set-up HDC-FE 

Provides a tunnel end point L3HEF 

II.1.3 Proxy MIP 

Proxy mobile IP (PMIPv6) does not require the UE to support functions specific to mobility. It identifies two 
network entities: the mobility access gateway (MAG) and the local mobility anchor (LMA). 

Figure II.2 shows the message flow defined by PMIPv6 for initial attachment. Figure II.3 shows the PMIPv6 
signalling for handover. 
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Figure II.2 – Signalling flows for PMIPv6 initial attachment 
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Figure II.3 – PMIPv6 signalling flows for handover 

Table II.3 lists the functions that must be supported by the MAG and the LMA, and matches these functions 
to those defined in clause 6.4. 

Table II.3 – Mapping of Proxy MIP network entities 
with MMCF functions 

Entity Functional description Function 

MAG 

Initiates location update signalling MLM-FE 

Indicates tunnel set-up HDC-FE 

Provides a tunnel end point L3HEF 

LMA 

Binds the local mobility information MLM-FE 

Indicates tunnel set-up HDC-FE 

Provides a tunnel end point L3HEF 

II.1.4 Hierarchical MIP 

Hierarchical MIP [b-IETF RFC 4140] identifies two network entities: the home agent (HA) and the mobility 
anchor point (MAP). 

Table II.4 – Mapping of hierarchical MIP network entities 
with MMCF functions 

Entity Functional description Function 

MAP 

Initiates location update signalling MLM-FE 

Indicates tunnel set-up HDC-FE 

Provides a tunnel end point L3HEF 

HA 

Binds the local mobility information MLM-FE 

Indicates tunnel set-up HDC-FE 

Provides a tunnel end point L3HEF 
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Appendix III 
 

Mapping between this Recommendation and 3GPP functions 

(This appendix does not form an integral part of this Recommendation) 

III.1 Introduction 

This appendix demonstrates the consistency of the architecture presented in the body of this 
Recommendation with the architecture being specified for the 3GPP evolved packet system (EPS). 

III.2 References 

The 3GPP entities and the functions they perform are taken from [b-3GPP 23.401], [b-3GPP 23.402] and [b-
3GPP 36.300]. 

III.3 Architectural scenarios 

This clause presents representative architectural arrangements to aid in the understanding of the mapping 
presented in clause III.4. 

III.3.1 Non-roaming architecture for 3GPP accesses within EPS using PMIP-based S5 

The relevant 3GPP architectural reference diagram for this scenario is shown in Figure III.1. It is assumed in 
the mapping that follows that the dashed oval encloses the access network as understood within the ITU-T 
NGN architecture.  
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Figure III.1 – Non-roaming architecture for 3GPP accesses 
within EPS using PMIP-based S5 

III.3.2 Roaming architecture for 3GPP accesses within EPS using PMIP-based S8 

The relevant 3GPP architectural reference diagram for this scenario is shown in Figure III.2. 
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Figure III.2 – Roaming architecture for 3GPP accesses 
within EPS using PMIP-based S8 

The mapping of functional components in this case is the same as in the non-roaming case, with the exception 
that the visited network policy and charging rules function (vPCRF) must now be considered. Aside from its 
relay function, the vPCRF is really a source of policy for connection to the backbone network lying between 
the visited public land mobile network (VPLMN) and home public land mobile network (HPLMN). 
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III.3.3 Roaming architecture for EPS using S5, S2c – Local breakout 

Figure III.3 shows the architecture for this case. Host-based mobility service is provided, with UE signalling 
via the S2c interface. 
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Figure III.3 – Roaming architecture for EPS using S5, S2c – Local breakout 
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III.4 Mapping from 3GPP entities to ITU-T Y.2018 entities 

Table III.1 lists key entities in the 3GPP EPS architecture, their functions, and the ITU-T Y.2018 entities 
responsible for those functions. 

Table III.1 – Mapping from 3GPP to ITU-T Y.2018 entities 

3GPP entity Functions performed 
ITU-T Y.2018 entity 

responsible 

eNodeB 

Functions for radio resource management: radio bearer control, radio 
admission control, connection mobility control, dynamic allocation of 
resources to UEs in both uplink and downlink (scheduling) 

AN-FE 

IP header compression and encryption of user data stream AN-FE 

Selection of an MME at UE attachment when no routing to an MME can 
be determined from the information provided by the UE 

AR-FE 

Routing of user plane data towards serving gateway AN-FE 

Scheduling and transmission of paging messages (originated from the 
MME) 

AN-FE 

Scheduling and transmission of broadcast information (originated from 
the MME or O&M) 

AN-FE 

Measurement and measurement reporting configuration for mobility 
and scheduling 

AN-FE 

Scheduling and transmission of ETWS messages (originated from the 
MME) 

AN-FE 

Mobility 
management entity 
(MME) 

NAS signalling NACF 

NAS signalling security NACF 

AS security control NACF 

Inter CN node signalling for mobility between 3GPP access networks NACF 

Idle mode UE reachability (including control and execution of paging 
retransmission) 

TBD* 

Tracking area list management (for UE in idle and active mode) TBD (Note 1) 

PDN GW and serving GW selection TBD (Note 2) 

MME selection for handovers with MME change NACF 

SGSN selection for handovers to 2G or 3G 3GPP access networks NACF 

Roaming NACF (TAA-FE) 

Authentication NACF (TAA-FE) 

Bearer management functions including dedicated bearer 
establishment 

HDC-FE 

Support for ETWS message transmission NACF 

Serving gateway 

The local mobility anchor point for inter-eNB handover L2HE-FE 

Mobility anchoring for inter-3GPP mobility L2HE-FE 

E-UTRAN idle mode downlink packet buffering and initiation of network 
triggered service request procedure 

L2HE-FE 

Lawful interception EN-FE 

Packet routing and forwarding EN-FE 

Transport level packet marking in the uplink and the downlink EN-FE 

Accounting on user and QCI granularity for inter-operator charging EN-FE 

UL and DL charging per UE, PDN, and QCI EN-FE 
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Table III.1 – Mapping from 3GPP to ITU-T Y.2018 entities 

3GPP entity Functions performed 
ITU-T Y.2018 entity 

responsible 

Originator of PMIP signalling. Proxy point for PMIP signalling (chained 
PMIP) 

MLM-FE(P) 

Lower IP tunnel end point L3HEF 

Packet data 
network (PDN) 
gateway 

Per-user based packet filtering (by e.g., deep packet inspection) ABG-FE 

Lawful interception ABG-FE 

UE IP address allocation NACF 

DHCPv4 (server and client) and DHCPv6 (client and server) functions NACF 

UL and DL service level charging, gating and rate enforcement ABG-FE 

DL rate enforcement based on AMBR ABG-FE 

Transport level packet marking in the downlink ABG-FE 

Terminator of PMIP signalling MLM-FE(C) 

Upper tunnel end point L3HEF 

Terminator of DSMIPv6 signalling from the UE MLM-FE(P) 
collocated with 
MLM-FE(C) 

* TBD: to be defined. 

NOTE 1 – TLM-FE is a candidate. 

NOTE 2 – TUP-FE is a candidate. 
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Summary 

Recommendation ITU-T Y.2813 describes a mobility management framework that facilitates various 
seamless multimedia services using multiple devices. 

This Recommendation identifies the design considerations, requirements, functional architecture and 
information flows for supporting various applications involving users with multiple devices. 

Keywords 

Mobility management, multiple devices, seamless service, switchover, NGN. 
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1 Scope 

The objective of this Recommendation is to develop a mobility management (MM) framework for 
applications involving users with multiple devices. To enable seamless services between those users, it is 
required to provide the functions of location management and handover control for a set of devices sharing 
a communication session. This Recommendation specifies design considerations, service scenarios, 
requirements, functional architecture and information flows for mobility support in applications with 
multiple devices.  

2 References 

The following ITU-T Recommendations and other references contain provisions which, through reference in 
this text, constitute provisions of this Recommendation. At the time of publication, the editions indicated 
were valid. All Recommendations and other references are subject to revision; users of this Recommendation 
are therefore encouraged to investigate the possibility of applying the most recent edition of the 
Recommendations and other references listed below. A list of the currently valid ITU-T Recommendations is 
regularly published. The reference to a document within this Recommendation does not give it, as a stand-
alone document, the status of a Recommendation. 

[ITU-T Q.1706] Recommendation ITU-T Q.1706/Y.2801 (2006), Mobility management 
requirements for NGN. 

[ITU-T Q.1707] Recommendation ITU-T Q.1707/Y.2804 (2008), Generic framework of mobility 
management for next generation networks. 

[ITU-T Q.1708] Recommendation ITU-T Q.1708/Y.2805 (2008), Framework of location 
management for NGN. 

[ITU-T Q.1709] Recommendation ITU-T Q.1709/Y.2806 (2008), Framework of handover 
control for NGN. 

[ITU-T Y.2018] Recommendation ITU-T Y.2018 (2009), Mobility management and control 
framework and architecture within the NGN transport stratum. 

3 Definitions 

3.1 Terms defined elsewhere 

This Recommendation uses the following terms defined elsewhere: 

3.1.1 mobility [ITU-T Q.1706]: The ability for the user or other mobile entities to communicate and access 
services irrespective of changes of the location or technical environment. 

3.1.2 mobility management [ITU-T Q.1706]: The set of functions used to provide mobility. These functions 
include authentication, authorization, location updating, paging, download of user information and more.  

3.1.3 network-based mobility management [ITU-T Q.1707]: A mobility management scheme in which the 
MM signalling is performed (or controlled) by the network entities, on behalf of the UE. 

3.2 Terms defined in this Recommendation 

This Recommendation defines the following terms: 

3.2.1 handover: (Definition based on [ITU-T Q.1706]) The ability to provide services with some impact on 
their service level agreements to a moving object during and after movement. 

3.2.2 multiple devices: A set of individual user devices operated by and connected through the user. 
Bundling multiple devices belonging to the user together as a virtual set has the functionality as if there is 
only one device rather than multiple devices. One example of the usage using multiple devices is multi-screen 
environment. A user can have multiple devices such as TV, PC, mobile phone, digital album, etc. Each device 
belonging to the user can compose one logical set with the users. A user sometimes can have more than two 
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sets of devices depending on the situation. However, in this Recommendation, one device set per user is 
considered. 

3.2.3 switchover: The manual switch (or change) from one device to another device that belongs to the 
same user, to meet the needs of that user. It is assumed that, in a handover scenario, the user can move and 
roam between access networks using one single device within the mobility management framework. 
However, in this Recommendation it is assumed that the user can select and change devices, from among 
multiple devices, in a switchover scenario.  

3.2.4 applications with multiple devices: When more than two user devices are used for a single 
application scenario such as one source multi use, etc. Three types of applications using multiple devices are 
taken in consideration in this Recommendation: One-to-multiple devices, multiple devices-to-one device and 
multiple devices-to-multiple devices applications. 

− One-to-multiple devices application: It refers to application between a single entity (or sender) and 
a bundle of entities (or multiple receivers). Application with one source multi use is one example 
which consists of one content source on the sender side, and multiple devices on the receiver side.  

− Multiple devices-to-one application: It refers to an application between a bundle of entities 
(or multiple senders) and a single entity (or receiver). 

− Multiple devices-to-multiple devices application: It refers to an application between two bundles of 
entities comprising device sets. Both sender and receiver are made up of a bundle of devices that 
communicate with each other.  

3.2.5 activated device: A user device that is selected by the user and is currently in use for on-going 
application.  

3.2.6 deactivated device: A user device that is neither selected nor used by the user for application. 
Deactivated device can become an activated device based on user's selection. 

3.2.7 seamless service: A service that is implemented in such way that it will ensure that users will not 
experience any service disruptions while changing the point of attachment or while changing devices.  

4 Abbreviations and acronyms 

This Recommendation uses the following abbreviations and acronyms: 

AAA Authentication, Authorization and Accounting 

A-MMCF Access MMCF 

C-MMCF Central MMCF 

HCF Handover Control Function 

IMSI International Mobile Subscriber Identifier 

LMF Location Management Function 

MM Mobility Management 

MMCF Mobility Management Control Function 

NACF Network Attachment Control Function 

NAI Network Access Identifier 

NGN Next Generation Network 

OSMU One- source Multi- use 

RACF Resource Admission and Control Function 

SCF Service Control Function 

UE User Equipment 
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URI Uniform Resource Identifier 

URL Uniform Resource Locator 

Wi-Fi Wireless Fidelity 

5 Overview of Mobility Management (MM) for applications with multiple devices 

The number of new services provided for smart devices is rapidly increasing. Connecting to the Internet with 
a smart phone while enjoying multimedia services on a smart TV has become common nowadays as we enter 
a "one person multi-devices era". One of the most widely used communication services using multiple 
devices is the multi-screen service. It provides multimedia contents for various devices such as TV, PC, tablet 
PC and mobile phone without interruption while switching between these devices. For example, a user can 
watch video with TV at home, with a smart phone in an outdoor area and with a PC in the office.  

Cloud computing technology which distributes and stores contents using a local server system for sharing 
between devices is one of the approaches to realize multi-screen service. However it is only applicable to one 
source with multiple receivers and is generally implemented at session layer and application layer for sharing 
contents. Thus the management of application sessions and corresponding information to manage multiple 
devices can cause scalability problem as the number of devices increase.  

There are similarities between applications involving users with multiple devices and mobility service in many 
ways. For instance, both services handle the identification of devices, managing the location of devices and 
controlling data transmission to devices in cases of device switchover and device movement. Therefore a 
mobility management framework including location management and handover control may be used for 
applications with sets of multiple devices. General mobility management framework is specified in [ITU-T 
Q.1707]. Frameworks for location management and handover control are described in [ITU-T Q.1708] and 
[ITU-T Q.1709], respectively. In this Recommendation, the framework for applications involving users with 
multiple devices will be addressed based on the existing mobility management architecture in next 
generation network (NGN). Figure 5-1 illustrates how mobility management framework can be harmonized 
with application involving users with multiple devices. 

 

Figure 5-1 – Mobility management for application using multiple devices 

For the realization of applications using multiple devices, service model can be classified depending on the 
types of sender and receiver as described in Table 5-1. 
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One-source multi-use (OSMU) service is an example of case I and OSMU service system consists of one fixed 
content source (or user with single device) on the sender's side and multiple devices on the receiver's side. 
It provides service continuity with multiple devices belonging to a user without any restriction in case of 
device switchover.  

Possible scenarios of case I according to the changes of location, device and network are illustrated in Figure 
5-2 and described as follows: 

− Scenario ①: This is a scenario where the device is switched and the access network changes, while 
user's location remains unchanged. An example is when the user moves from a laptop connected to 
Wi-Fi to a mobile phone connected to WiMAX at home. 

− Scenario ②: This is a scenario of switching device and changing user's location while access network 
is unchanged. An example is changing a laptop connected to WiMAX to a mobile phone connected 
to same WiMAX in an outdoor area. 

− Scenario ③: This is a scenario of switching device, changing user's location and access network. An 
example is changing a mobile phone connected to WiMAX to laptop connected to Wi-Fi in office. 

− Scenario ④: This is a scenario of switching device, while user's location and access network are 
unchanged. 

Table 5-1 – Possible service models using multiple devices 

Another example is switchover of devices on the sender's side, as identified in case II. In this case, a content 
provider with multiple sources provides contents to a user with a single device at the receiver side. Possible 
scenarios according to changes in location, device and network are illustrated in Figure 5-3 and described as 
follows:  

 Sender 

Content provider User 

Single device Multiple devices 

Receiver User 
Single device – – Case II 

Multiple devices Case I Case I Case III 
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Figure 5-2 – Scenario model of application with one-to-multiple devices (Case I) 

 

Figure 5-3 – Scenario model of application with multiple device-to-one (Case II) 

− Scenario ①: This is a scenario of switching device of the sender and changing access network to 
another while the user's location is unchanged. An example is changing a laptop connected to Wi-Fi 
to a mobile phone connected to WiMAX at home. 

− Scenario ②: This is a scenario of switching device and changing sender's location while access 
network is unchanged. An example is changing a laptop connected to WiMAX to a mobile phone 
connected to same WiMAX in an outdoor area. 

− Scenario ③: This is a scenario of switching device, changing sender's location and access network. 
An example is changing a mobile phone connected to WiMAX to laptop connected to Wi-Fi in office. 
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− Scenario ④: This is a scenario of switching device, while sender's location and access network are 
unchanged.  

It is also applicable to support multiple devices on both the sender's and the receiver's sides as case III. In this 
service model, two users can communicate without any restriction while changing their devices continuously. 
Possible scenario model of case III can be combined with case I on the sender's aspect and case II on the 
receiver's aspect.  

This Recommendation describes a framework for mobility management with multiple devices that can be 
commonly applied to aforementioned service models.  

6 Requirements of MM for applications with multiple devices 

This clause identifies the functional requirements for MM capabilities to support communications involving 
users with multiple devices in NGN. 

6.1 Cooperation between MM functions and capabilities to handle multiple devices 

Some capabilities can additionally be required to support applications with multiple devices such as one-
-to-multiple devices, multiple devices-to-one and multiple devices-to-multiple devices by cooperating with 
the existing MM functions.  

6.2 Support of network-based control scheme 

This Recommendation designs a network-based control scheme for multiple devices where device switchover 
is handled without the involvement of the devices. This network-based scheme should support the legacy 
device while requiring no additional functions to control mobility management on the device.  

6.3 Alignment with [ITU-T Y.2018] and [ITU-T Q.1707] 

This Recommendation builds on general mobility management and control framework described 
in [ITU-T Y.2018] and network-based mobility management functionalities described in [ITU-T Q.1707]. 

6.4 Identification of user and multiple devices  

It is required to manage identification capabilities in a network for handling multiple devices, logical set of 
devices belonging to a user, and their relationship.  

6.5 Support of the device switchover  

In the general MM framework, each device tends to move across various access networks in NGN. Similarly, 
this Recommendation can include location management and handover control functionalities in the MM 
scheme to consider switchover among multiple devices for seamless service. For this purpose, the latest 
information of the location of a device should be registered and updated while the device continues to 
switchover around the network. 

6.6 Support for authentication and authorization of user and devices 

The MM schemes are recommended to support the authentication, authorization and accounting (AAA) 
functionality to handle device switchover. For this purpose, the MM schemes can optionally interwork with 
legacy AAA servers and/or user, device profile databases. These servers and databases may be used for the 
authentication and authorization of the devices in case of switchover. 

7 Functional architecture for applications with multiple devices  

This clause describes a high level architecture and the related functional entities for MM architecture over 
multiple device environments supporting device switchover. This architecture is aligned with the existing MM 
framework defined in [ITU-T Q.1707] and built on the NGN functional architecture [b-ITU-T Y.2012] with 
addition of a new set of capabilities to harmonize mobility management functions. To provide applications 
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with one-to-multiple devices, multiple devices-to-one and multiple devices-to-multiple devices, several 
capabilities in both the service stratum and the transport stratum would be required to extend (and/or to 
define new capabilities) as illustrated in Figure 7-1. 

7.1 Transport stratum 

7.1.1 Transport functions 

The transport functions provide the connectivity for all components and physically separated functions 
within the NGN. These functions provide support for the transfer of media information as well as control 
information. These functions also perform the delivery of services to user and cooperate with the mobility 
management control function (MMCF) for maintaining service continuity during the device switchover. It also 
can support fast switchover to cater to seamless non real-time and real-time service's requirements. 

 

Figure 7-1 – High level architecture for application with multiple devices 
based on [b-ITU-T Y.2012] 

7.1.2 Transport control functions 

The transport stratum provides connectivity to NGN users under the control of transport control functions 
including network attachment control function (NACF), resource admission and control function (RACF) and 
MMCF. More detailed information on NACF and RACF in NGN can be founded in [b-ITU-T Y.2014], [b-ITU-T 
Y.2111] respectively.  

According to [b-ITU-T Y.2012], NGN transport control functions are able to support different types of NGN 
services in a common way. Application with multiple devices is expected to be supported by those functions 
as well.  

7.1.2.1 Network attachment control function (NACF) 

The NACF provides the registration function to allow registration of NGN users at the access level and 
provides the initialization of end-user functions so that the users can access NGN services including 
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applications with multiple devices. More detailed information on NACF in NGN can be found in  
[b-ITU-T Y.2014].  

7.1.2.2 Resource admission and control function (RACF) 

The RACF manages NGN resources to support resource reservation for traffic flows. The function provides 
admission control and gate control for traffic flows based on criteria such as user profiles, SLA, operator 
specific policy, etc. More detailed information on RACF in NGN can be found in [b-ITU-T Y.2111].  

7.1.2.3 Mobility management control function (MMCF) 

The MMCF provides mobility management and control functions to support mobility in NGNs as described in 
[ITU-T Q.1707]. The MMCF includes location management function (LMF) and handover control function 
(HCF) for location management and handover control, respectively. These two functions include several 
functional entities as described in [ITU-T Q.1707].  

In addition, the MMCF may include capability for controlling the relationship between users and their devices 
in network based mobility scheme. This capability keeps the binding information per users and cooperates 
with other functional entities in the MMCF to support switchover. It also keeps and manages the following 
data which is not supported in handover scenarios in MM framework: 

− The current location of devices belonging to user; 

− The binding information between user and devices belonging to user; 

− The current status of devices (such as activated or deactivated). 

The MMCF interacts with the RACF to support multiple devices requiring NGN transport control. 

7.2 Service stratum 

The service stratum is required to provide functions for supporting multiple devices at service level.  

7.2.1 Application support functions and service support functions 

The application support functions and service support functions include functions such as the gateway, 
registration, authentication and authorization functions at the application level. These functions may also 
support the transcoding, conversion and relay of different types of multimedia depending on device profile. 
However, these functions are out of scope in this Recommendation.  

7.2.2 Service control functions 

The delivery of applications with multiple devices is provided by utilizing the application support functions 
and service support functions as well as related service control function in the NGN service stratum.  

To support and handle multiple devices, some capabilities in service control function can be defined as 
follows:  

− management of membership including authentication and authorization for a user and devices 
belonging to users; 

− request of resource and admission control to RACF for application with multiple devices; 

− management of device status according to the user's selection. 

8 MM procedure for applications with multiple devices 

This clause describes high level mobility management procedure for three types of applications with multiple 
devices. For support application with multiple devices, two kinds of identification is necessary. One is used 
for the identification of the user, and the other is to identify devices belonging to the user. Various types of 
identification schemes (such as uniform resource identifier (URI), uniform resource locator (URL), 
international mobile subscriber identifier (IMSI), network access identifier (NAI), etc.) can be used to realize 
applications with multiple devices. For the description of MM procedure in this clause, it is assumed that well 
known IP address is used to identify both a user and the user's devices.  
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8.1 Procedure for registration 

Figure 8-1 describes an initial registration procedure of user and user devices in the aspect of mobility 
management. Each device can perform the registration procedure independently. 

 

Figure 8-1 – Procedure for registration of user and devices 

The interaction shown in Figure 8-1 is as follows: 

1) After the user equipment (UE) UE#1 has completed the network attachment, the access MMCF (A-
MMCF) performs the location registration to the central MMCF (C-MMCF). In this step, user ID 
(U_addr) and device ID (UE#1_addr, UE#2_addr, etc.) are registered in A-MMCF and C-MMCF in 
transport control function. 

2) UE#1 also registers to SCF for application service, and SCF updates information including user and 
device. 

8.2 Procedure for applications with one-to-multiple devices 

Figure 8-2 describes the mobility management procedure for one-to-multiple devices with one content 
source on the sender side, and multiple devices on the receiver side.  
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Figure 8-2 – Procedure for application with one-to-multiple devices 

The interaction shown in Figure 8-2 is as follows: 

1) UE#1 requests service (or content) to SCF and SCF updates activation status. 

2) On receiving the service request, SCF sends an update message to C-MMCF to inform that UE#1 has 
been activated by the user. 

3) On receiving service request, the content source sends content with the source field set to the 
address of content source, and the destination set to the user's address (U_addr). 

4) On receiving packet from content source, transport function relays content with the change of 
destination information. The destination is changed from user's address (U_addr) to activated 
device address (UE#1_addr). 

5) User changes device from UE#1 to UE#2 and UE#1 requests service (or content) to SCF and SCF 
updates activation status. Now active device of user is UE#2.  

6) On receiving service request, SCF sends update message to C-MMCF to inform that UE #2 has just 
been just activated by the user. 

7) C-MMCF updates UE#2's location information and send information to transport function. 

8) On receiving packet, transport function relays packet with the change of destination information 
sent to the address of activated device of user (UE#2_addr).  

8.3 Procedure for applications with multiple devices-to-one  

Figure 8-3 describes mobility management procedure in multiple devices-to-one application with multiple 
devices on the sender's side and single receiver. 
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Figure 8-3 – Procedure for application with multiple devices-to-one 

The interaction shown in Figure 8-3 are as follows: 

1) UE#1 of user 1 request service initiation as a sender to CSF and CSF updates activation status. 

2) On receiving service initiation request, CSF sends update message to C-MMCF to inform that UE#1 
of user 1 has just been activated by user. 

3) UE#1 of user 2 requests service to CSF and CSF updates activation status. 

4) On receiving service request, CSF sends updated message to C-MMCF to inform that UE#1 of user 2 
has just been activated by user. 

5) CSF requests service to UE#1 of user 1. 

6) On receiving service request, UE#1 of user 1 sends content with the source set to user address 
U1_addr and the destination set to user address U2_addr. 

7) On receiving packet from UE#1 of user 1, transport function relays content with the change of 
destination information. The destination is changed from user's address (U2_addr) to activated 
device address (U2_UE#1_addr). 

8) User 1 changes device from UE#1 to UE#2 and UE #2 requests service initiation to CSF and CSF 
updates activation status. Now active device of user 1 is UE#2.  

9) On receiving service initiation request, CSF sends updated message to C-MMCF to inform that UE 
#2 of user 2 has just been activated by user. 

10) C-MMCF updates UE #2's location information and send information to transport function. 
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8.4 Procedure for applications with multiple devices-to-multiple devices 

For the procedure for multiple devices-to-multiple devices application, it can be applicable based on Figure 
8-2 on the receiver's aspect and Figure 8-3 on the sender's side.  

9 Security considerations 

This Recommendation requires no specific considerations and aligns with the security requirements in 
[b-ITU-T Y.2701]. 
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Appendix I 
 

Use case of application based on MIP 

(This appendix does not form an internal part of this Recommendation.) 

For the realization of application services with multiple devices, this appendix provides an additional use case 
of application with one-to-multiple devices using well known mobility protocols.  

I.1 Use case overview 

In this case, the sender, content provider in Figure I.1, provides contents like video streaming to user having 
multiple devices with the following procedures.  

 

Figure I.1 – Example of application with one-to-multiple devices 

1) The user has four devices including a PC and a smart phone at the office, and a TV and a tablet PC 
at home, all of which have network connectivity. 

2) User first starts to enjoy streaming service like VoD, live TV at his office using device #1 (PC). 

3) When user leaves office, he changes his device to device #2 (tablet PC) and moves to home. 

4) When user arrives at home, he turns on his device #3 (TV) and continues to watch streaming service.  

5) User changes his device to device #4 (smart phone) when he goes out. 

I.2 Deployment scenario of application with multiple devices using MIP 

Also, applications can be deployed using existing mobility management protocols. Figure I.2 shows a 
deployment scenario using Mobile Internet Protocol (MIP). It consists of content provider as correspondence 
node, user with multiple devices, mobility binding information management module, IP-in-IP tunnelling 
module as transport control function and transport function respectively.  

The use of home address (HoA) and care of address (CoA) specified in MIP enable mobile devices to be 
assigned IP addresses respectively and upload/update IP binding information (between user IP and active 
device) with ease. The content provider (the source) in this example can be regarded as correspondent node 
(CN), which is defined in MIPv4. As seen in figure, MIP home agent (HA) is able to play roles in IP binding 
information management and conversion, which means, the necessary functions in recommended mobility 
management framework can be completely implemented with MIP. To be more specific, two core functions 
IP address binding and IP conversion are implemented by registration request/reply functions between HoA 
and CoA, and by IP-in-IP tunnelling method respectively. 
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Figure I.2 – Deployment of applications using MIPv4 (in case of one-to-multiple devices) 

The Figure shows the overall picture of the content transmission between content provider and user having 
multiple devices. Each device is required to have its own IP address (T1_1, T1_2, …, T1_N) along with IP of 
user (S1) that represents all the devices owned by the IP user. The user IP has to be assigned prior to or at 
the first connection.  

The first step of the recommended mobility management is to update binding information between user 
IP(S1) and IP of the device that the user is currently using (active device) by requesting Mobility Binding 
Information Management module. The binding information should be updated whenever the user switches 
over from the current device being used to one of the other devices.  

Once the update of IP binding is completed, the contents are ready to be transmitted. In the figure, for 
example, the content provider provides contents for the device group of user. Without reference to the IP of 
active device, the content provider only needs to know the user IP (S1) for the transmission as long as Mobility 
Binding Information Management module has the binding map between S1 and T1_2, [S1:T1_2]. In virtue of 
the recommendation, the content provider does not need to know every device of user A, and thereby the 
transmission does not need to go through the customary way which contains processes of 
terminating/modifying/recreating session or data socket when switching over the device. While transmitting 
contents over IP network, IP-in-IP encapsulates the packets, and converts destination IP from user IP to 
device IP, source IP from CN to HA. In this case, the destination IP S1 is converted to T1_2, and therefore the 
active device can receive the contents. The tunnelling module refers to Mobility Binding information to 
convert the IP addresses 

Figure I.3 presents an information flow demonstrating how mobility management based on MIPv4 works. In 
addition to simple delivery, the figure covers a switch over scenario (from device#2 to device#3). 
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Figure I.3 – Mobility management procedure based on MIP 

1) After detecting active device, the device group (S1) is requested to register its HoA and CoA (S1, 
T1_2 respectively). 

2) Mobility Binding Information Management module creates the mobility binding list according to the 
request. 

3) When CN transmits packets, IP-in-IP Tunnelling module refers to Mobility binding information, and 
then the packets are encapsulated.  

4) Packets are delivered to the device via IP-in-IP tunnel, and decapsulated. 

5) If the user switch over active devices, process of 2) ~ 4) are to be repeated. 
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Summary 

Recommendation ITU-T Y.2060 provides an overview of the Internet of things (IoT). It clarifies the concept 
and scope of the IoT, identifies the fundamental characteristics and high-level requirements of the IoT and 
describes the IoT reference model. The ecosystem and business models are also provided in an informative 
appendix. 
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1 Scope 

This Recommendation provides an overview of the Internet of things (IoT) with the main objective of 
highlighting this important area for future standardization. 

More specifically, this Recommendation covers the following: 

– IoT-related terms and definitions 

– concept and scope of the IoT 

– characteristics of the IoT 

– high-level requirements of the IoT 

– IoT reference models. 

IoT ecosystem and business models-related information is provided in Appendix I. 

2 References 

None. 

3 Definitions 

3.1 Terms defined elsewhere 

This Recommendation uses the following term defined elsewhere: 

3.1.1 next generation network (NGN) [b-ITU-T Y.2001]: A packet-based network which is able to provide 
telecommunication services and able to make use of multiple broadband, QoS-enabled transport 
technologies and in which service-related functions are independent from underlying transport-related 
technologies. It enables unfettered access for users to networks and to competing service providers and/or 
services of their choice. It supports generalized mobility which will allow consistent and ubiquitous provision 
of services to users. 

3.2 Terms defined in this Recommendation 

This Recommendation defines the following terms: 

3.2.1 device: With regard to the Internet of things, this is a piece of equipment with the mandatory 
capabilities of communication and the optional capabilities of sensing, actuation, data capture, data storage 
and data processing. 

3.2.2 Internet of things (IoT): A global infrastructure for the information society, enabling advanced 
services by interconnecting (physical and virtual) things based on existing and evolving interoperable 
information and communication technologies. 

NOTE 1 – Through the exploitation of identification, data capture, processing and communication capabilities, the IoT 
makes full use of things to offer services to all kinds of applications, whilst ensuring that security and privacy 
requirements are fulfilled. 

NOTE 2 – From a broader perspective, the IoT can be perceived as a vision with technological and societal implications. 

3.2.3 thing: With regard to the Internet of things, this is an object of the physical world (physical things) 
or the information world (virtual things), which is capable of being identified and integrated into 
communication networks. 

4 Abbreviations and acronyms 

This Recommendation uses the following abbreviations and acronyms: 

2G  Second Generation 

3G  Third Generation 
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AAA  Authentication, Authorization and Accounting 

CAN  Controller Area Network 

DSL  Digital Subscriber Line 

FCAPS  Fault, Configuration, Accounting, Performance, Security 

ICT  Information and Communication Technology 

IoT  Internet of Things 

ITS  Intelligent Transport Systems 

LTE  Long Term Evolution 

NGN  Next Generation Network 

PSTN  Public Switched Telephone Network 

TCP/IP  Transmission Control Protocol/Internet Protocol 

5 Conventions 

None. 

6 Introduction of the IoT 

6.1 Concept of the IoT 

The Internet of things (IoT) can be perceived as a far-reaching vision with technological and societal 
implications. 

From the perspective of technical standardization, the IoT can be viewed as a global infrastructure for the 
information society, enabling advanced services by interconnecting (physical and virtual) things based on 
existing and evolving interoperable information and communication technologies (ICT). 

Through the exploitation of identification, data capture, processing and communication capabilities, the IoT 
makes full use of "things" to offer services to all kinds of applications, whilst ensuring that security and privacy 
requirements are fulfilled. 

NOTE – The IoT is expected to greatly integrate leading technologies, such as technologies related to advanced machine-
to-machine communication, autonomic networking, data mining and decision-making, security and privacy protection 
and cloud computing, with technologies for advanced sensing and actuation. 

As shown in Figure 1, the IoT adds the dimension "Any THING communication" to the information and 
communication technologies (ICTs) which already provide "any TIME" and "any PLACE" communication. 
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Any TIME communication

- on the move
- night
- daytime

- outdoor
- indoor (away from the computer)
- at the computer

Any PLACE communication

- between computers
- human to human, not using a computer
- human to thing, using generic equipment
- thing to thing

Any THING communication

 

Figure 1 – The new dimension introduced in the Internet of things [b-ITU Report] 

Regarding the IoT, things are objects of the physical world (physical things) or of the information world 
(virtual world) which are capable of being identified and integrated into communication networks. Things 
have associated information, which can be static and dynamic. 

Physical things exist in the physical world and are capable of being sensed, actuated and connected. Examples 
of physical things include the surrounding environment, industrial robots, goods and electrical equipment. 

Virtual things exist in the information world and are capable of being stored, processed and accessed. 
Examples of virtual things include multimedia content and application software. 

6.2 Technical overview of the IoT 

Figure 2 shows the technical overview of the IoT.  

communication 

networks
gateway

physical thing

communication

Physical world Information world

virtual thing

mapping

device
a

b

c

a communication via gateway

b communication without gateway

c direct communication
 

Figure 2 – Technical overview of the IoT 

A physical thing may be represented in the information world via one or more virtual things (mapping), but 
a virtual thing can also exist without any associated physical thing. 
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A device is a piece of equipment with the mandatory capabilities of communication and optional capabilities 
of sensing, actuation, data capture, data storage and data processing. The devices collect various kinds of 
information and provide it to the information and communication networks for further processing. Some 
devices also execute operations based on information received from the information and communication 
networks. 

Devices communicate with other devices: they communicate through the communication network via a 
gateway (case a), through the communication network without a gateway (case b) or directly, that is without 
using the communication network (case c). Also, combinations of cases a and c, and cases b and c are 
possible; for example, devices can communicate with other devices using direct communication through a 
local network (i.e., a network providing local connectivity between devices and between devices and a 
gateway, such as an ad-hoc network) (case c) and then communication through the communication network 
via a local network gateway (case a). 

NOTE 1 – Although Figure 2 shows only interactions taking place in the physical world (communications between 
devices), interactions also take place in the information world (exchanges between virtual things) and between the 
physical world and the information world (exchanges between physical things and virtual things). 

The IoT applications include various kinds of applications, e.g., "intelligent transportation systems", "smart 
grid", "e-health" or "smart home". The applications can be based on proprietary application platforms, but 
can also be built upon common service/application support platform(s) providing generic enabling 
capabilities, such as authentication, device management, charging and accounting. 

The communication networks transfer data captured by devices to applications and other devices, as well as 
instructions from applications to devices. The communication networks provide capabilities for reliable and 
efficient data transfer. The IoT network infrastructure may be realized via existing networks, such as 
conventional TCP/IP-based networks, and/or evolving networks, such as next generation networks (NGN) [b-
ITU-T Y.2001]. 

Figure 3 shows the different types of devices and the relationship between devices and physical things. 

Y.2060(12)_F03

Data capturing
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Data carrying
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Data
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Sensing/actuating
device

General device

Communication networks

Physical

thing
Physical thing

Physical

thing
 

Figure 3 – Types of devices and their relationship with physical things 

NOTE 2 – A "general device" is also a (set of) physical thing(s). 

The minimum requirement of the devices in the IoT is their support of communication capabilities. Devices 
are categorized into data-carrying devices, data-capturing devices, sensing and actuating devices and general 
devices as described as follows: 

– Data-carrying device: A data-carrying device is attached to a physical thing to indirectly connect the 
physical thing with the communication networks. 

– Data-capturing device: A data-capturing device refers to a reader/writer device with the capability 
to interact with physical things. The interaction can happen indirectly via data-carrying devices, or 
directly via data carriers attached to the physical things. In the first case, the data-capturing device 
reads information on a data-carrying device and can optionally also write information given by the 
communication networks on the data-carrying device. 
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NOTE 3 – Technologies used for interaction between data-capturing devices and data-carrying devices or data 
carriers include radio frequency, infrared, optical and galvanic driving. 

– Sensing and actuating device: A sensing and actuating device may detect or measure information 
related to the surrounding environment and convert it into digital electronic signals. It may also 
convert digital electronic signals from the information networks into operations. Generally, sensing 
and actuating devices form local networks communicate with each other using wired or wireless 
communication technologies and use gateways to connect to the communication networks. 

– General device: A general device has embedded processing and communication capabilities and 
may communicate with the communication networks via wired or wireless technologies. General 
devices include equipment and appliances for different IoT application domains, such as industrial 
machines, home electrical appliances and smart phones. 

7 Fundamental characteristics and high-level requirements of the IoT 

7.1 Fundamental characteristics 

The fundamental characteristics of the IoT are as follows: 

– Interconnectivity: With regard to the IoT, anything can be interconnected with the global 
information and communication infrastructure. 

– Things-related services: The IoT is capable of providing thing-related services within the constraints 
of things, such as privacy protection and semantic consistency between physical things and their 
associated virtual things. In order to provide thing-related services within the constraints of things, 
both the technologies in physical world and information world will change. 

– Heterogeneity: The devices in the IoT are heterogeneous as based on different hardware platforms 
and networks. They can interact with other devices or service platforms through different networks. 

– Dynamic changes: The state of devices change dynamically, e.g., sleeping and waking up, connected 
and/or disconnected as well as the context of devices including location and speed. Moreover, the 
number of devices can change dynamically. 

– Enormous scale: The number of devices that need to be managed and that communicate with each 
other will be at least an order of magnitude larger than the devices connected to the current 
Internet. The ratio of communication triggered by devices as compared to communication triggered 
by humans will noticeably shift towards device-triggered communication. Even more critical will be 
the management of the data generated and their interpretation for application purposes. This 
relates to semantics of data, as well as efficient data handling. 

7.2 High-level requirements 

The following provide high-level requirements which are relevant for the IoT: 

– Identification-based connectivity: The IoT needs to support that the connectivity between a thing 
and the IoT is established based on the thing's identifier. Also, this includes that possibly 
heterogeneous identifiers of the different things are processed in a unified way. 

– Interoperability: Interoperability needs to be ensured among heterogeneous and distributed 
systems for provision and consumption of a variety of information and services. 

– Autonomic networking: Autonomic networking (including self-management, self-configuring, self-
healing, self-optimizing and self-protecting techniques and/or mechanisms) needs to be supported 
in the networking control functions of the IoT, in order to adapt to different application domains, 
different communication environments and large numbers and types of devices. 

– Autonomic services provisioning: The services need to be able to be provided by capturing, 
communicating and processing automatically the data of things based on the rules configured by 
operators or customized by subscribers. Autonomic services may depend on the techniques of 
automatic data fusion and data mining. 
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– Location-based capabilities: Location-based capabilities need to be supported in the IoT. Something-
related communications and services will depend on the location information of things and/or users. 
It is needed to sense and track the location information automatically. Location-based 
communications and services may be constrained by laws and regulations, and should comply with 
security requirements. 

– Security: In the IoT, every 'thing' is connected which results in significant security threats, such as 
threats towards confidentiality, authenticity and integrity of both data and services. A critical 
example of security requirements is the need to integrate different security policies and techniques 
related to the variety of devices and user networks in the IoT. 

– Privacy protection: Privacy protection needs to be supported in the IoT. Many things have their 
owners and users. Sensed data of things may contain private information concerning their owners 
or users. The IoT needs to support privacy protection during data transmission, aggregation, storage, 
mining and processing. Privacy protection should not set a barrier to data source authentication. 

– High quality and highly secure human body related services: High quality and highly secure human 
body related services needs to be supported in the IoT. Different countries have different laws and 
regulations on these services. 

 NOTE – Human body related services refer to the services provided by capturing, communicating and 
processing the data related to human static features and dynamic behaviour with or without human 
intervention. 

– Plug and play: Plug and play capability needs to be supported in the IoT in order to enable on-the-
fly generation, composition or the acquiring of semantic-based configurations for seamless 
integration and cooperation of interconnected things with applications, and responsiveness to 
application requirements. 

– Manageability: Manageability needs to be supported in the IoT in order to ensure normal network 
operations. IoT applications usually work automatically without the participation of people, but their 
whole operation process should be manageable by the relevant parties. 

8 IoT reference model 

Figure 4 shows the IoT reference model. It is composed of four layers as well as management capabilities and 
security capabilities which are associated with the four layers. 

The four layers are as follows: 

– application layer 

– service support and application support layer 

– network layer 

– device layer. 
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Figure 4 – IoT reference model 

8.1 Application layer 

The application layer contains IoT applications. 

8.2 Service support and application support layer 

The service support and application support layer consists of the following two capability groupings: 

– Generic support capabilities: The generic support capabilities are common capabilities which can be 
used by different IoT applications, such as data processing or data storage. These capabilities may 
be also invoked by specific support capabilities, e.g., to build other specific support capabilities. 

– Specific support capabilities: The specific support capabilities are particular capabilities which cater 
for the requirements of diversified applications. In fact, they may consist of various detailed 
capability groupings, in order to provide different support functions to different IoT applications. 

8.3 Network layer 

This consists of the following two types of capabilities: 

– Networking capabilities: provide relevant control functions of network connectivity, such as access 
and transport resource control functions, mobility management or authentication, authorization 
and accounting (AAA). 

– Transport capabilities: focus on providing connectivity for the transport of IoT service and 
application specific data information, as well as the transport of IoT-related control and 
management information. 

8.4 Device layer 

Device layer capabilities can be logically categorized into two kinds of capabilities: 

– Device capabilities: 

 The device capabilities include but are not limited to: 

 Direct interaction with the communication network: Devices are able to gather and upload 
information directly (i.e., without using gateway capabilities) to the communication network and 
can directly receive information (e.g., commands) from the communication network. 

 Indirect interaction with the communication network: Devices are able to gather and upload 
information to the communication network indirectly, i.e., through gateway capabilities. On the 
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other side, devices can indirectly receive information (e.g., commands) from the communication 
network. 

 Ad-hoc networking: Devices may be able to construct networks in an ad-hoc manner in some 
scenarios which need increased scalability and quick deployment. 

 Sleeping and waking-up: Device capabilities may support "sleeping" and "waking-up" mechanisms 
to save energy. 

NOTE – The support in a single device of both capabilities of direct interaction with the communication network and 
indirect interaction with the communication network is not mandatory. 

– Gateway capabilities: 

 The gateway capabilities include but are not limited to: 

 Multiple interfaces support: At the device layer, the gateway capabilities support devices connected 
through different kinds of wired or wireless technologies, such as a controller area network (CAN) 
bus, ZigBee, Bluetooth or Wi-Fi. At the network layer, the gateway capabilities may communicate 
through various technologies, such as the public switched telephone network (PSTN), second 
generation or third generation (2G or 3G) networks, long-term evolution networks (LTE), Ethernet 
or digital subscriber lines (DSL). 

 Protocol conversion: There are two situations where gateway capabilities are needed. One situation 
is when communications at the device layer use different device layer protocols, e.g., ZigBee 
technology protocols and Bluetooth technology protocols, the other one is when communications 
involving both the device layer and network layer use different protocols e.g., a ZigBee technology 
protocol at the device layer and a 3G technology protocol at the network layer. 

8.5 Management capabilities 

In a similar way to traditional communication networks, IoT management capabilities cover the traditional 
fault, configuration, accounting, performance and security (FCAPS) classes, i.e., fault management, 
configuration management, accounting management, performance management and security management.  

The IoT management capabilities can be categorized into generic management capabilities and specific 
management capabilities.  

Essential generic management capabilities in the IoT include:  

– device management, such as remote device activation and de-activation, diagnostics, firmware 
and/or software updating, device working status management;  

– local network topology management; 

– traffic and congestion management, such as the detection of network overflow conditions and the 
implementation of resource reservation for time-critical and/or life-critical data flows. 

Specific management capabilities are closely coupled with application-specific requirements, e.g., smart grid 
power transmission line monitoring requirements. 

8.6 Security capabilities 

There are two kinds of security capabilities: generic security capabilities and specific security capabilities. 
Generic security capabilities are independent of applications. They include: 

– at the application layer: authorization, authentication, application data confidentiality and integrity 
protection, privacy protection, security audit and anti-virus; 

– at the network layer: authorization, authentication, use data and signalling data confidentiality, and 
signalling integrity protection; 

– at the device layer: authentication, authorization, device integrity validation, access control, data 
confidentiality and integrity protection. 

Specific security capabilities are closely coupled with application-specific requirements, e.g., mobile 
payment, security requirements. 
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Appendix I 
 

IoT ecosystem and business models 

(This appendix does not form an integral part of this Recommendation.) 

I.1 Business roles 

The IoT ecosystem is composed of a variety of business players. Each business player plays at least one 
business role, but more roles are possible. The identified IoT business roles are shown in Figure I.1. 

Platform provider Application provider

Application customer

Network provider

Device provider
 

Figure I.1 – IoT ecosystem 

NOTE – The identified business roles and their relationships as described in the IoT ecosystem do not represent all 
possible relevant roles and relationships which can be found across IoT business deployments. 

I.1.1 Device provider 

The device provider is responsible for devices providing raw data and/or content to the network provider 
and application provider according to the service logic. 

I.1.2 Network provider 

The network provider plays a central role in the IoT ecosystem. In particular, the network provider performs 
the following main functions: 

– access and integration of resources provided by other providers;  

– support and control of the IoT capabilities infrastructure;  

– offering of IoT capabilities, including network capabilities and resource exposure to other providers. 

I.1.3 Platform provider 

The platform provider provides integration capabilities and open interfaces. Different platforms can provide 
different capabilities to application providers. Platform capabilities include typical integration capabilities, as 
well as data storage, data processing or device management. Support for different types of IoT applications 
is also possible. 

I.1.4 Application provider 

The application provider utilizes capabilities or resources provided by the network provider, device provider 
and platform provider, in order to provide IoT applications to application customers. 

I.1.5 Application customer 

The application customer is the user of IoT application(s) provided by the application provider. 

NOTE – An application customer may represent multiple applications users. 
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I.2 Business models 

The IoT ecosystem players may have a variety of relationships in real deployments. 

The motivations for this variety of relationships are based on different possible business models. This 
appendix examines only some IoT business models from the perspective of telecom service and network 
operators. From this perspective, five business models are described below. 

I.2.1 Model 1 

In model 1, player A operates the device, network, platform and applications and serves the application 
customer directly, as shown in Figure I.2. 

In general, telecom operators and some vertically integrated businesses (such as smart grid and intelligent 
transport systems (ITS) businesses) act as player A in model 1. 

 

Figure I.2 – Model 1 

I.2.2 Model 2 

In model 2, player A operates the device, network, and platform, and player B operates the application and 
serves the application customers, as shown in Figure I.3. 

In general, telecom operators act as player A, other service providers as player B in model 2. 

 

Figure I.3 – Model 2 

I.2.3 Model 3 

In model 3, player A operates the network and platform, player B operates the device and applications and 
serves the application customers, as shown in Figure I.4. 

In general, telecom operators act as player A and other service providers act as player B. 
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Figure I.4 – Model 3 

I.2.4 Model 4 

In model 4, player A only operates the network and player B operates the device and platform, providing 
applications to the application customers, as shown in Figure I.5. 

In general, telecom operators act as player A, other service providers and vertically integrated businesses act 
as player B in model 4. 

NOTE – A variation of this model does not include a platform provider and associated platform functionalities (player B 
only provides applications). 

 

Figure I.5 – Model 4 

I.2.5 Model 5 

In model 5, player A only operates the network, player B operates the platform, and player C operates devices 
and provides applications to the application customers, as shown in Figure I.6. 

In general, telecom operators act as player A, other service providers act as player B, and vertically integrated 
businesses act as player C in model 5. 

NOTE – A variation of this model does not include a platform provider and associated platform functionalities (player B 
only provides applications). 

 

Figure I.6 – Model 5 
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Summary 

Recommendation ITU-T Y.2238 considers the actualized convergence service for agriculture, namely Smart 
Farming, as a solution to cope with various problems caused by severe conditions or the gap of viewpoints 
between people engaged in farming and IT engineers. In particular, this Recommendation defines service 
capabilities for Smart Farming, provides a reference model for Smart Farming, and identifies network 
capabilities required to produce an infrastructure which supports Smart Farming. 

Keywords 

Convergence service for agriculture, Smart Farming. 
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Introduction 

An actualized convergence service for agriculture is expected to bring more efficiency and quality 
improvement in production, distribution and consumption of agricultural products with the aid of IT 
information processing and autonomous control technologies. 

However, there exist many difficulties to establish services and systems to actualize the convergence service 
in the agricultural field to cope with various problems such as time-varying weather changes, growth 
condition of farm products, and continual diseases or technical problems such as battery life and sensor 
malfunctions due to severe conditions. In addition, the gap of viewpoints between people engaged in farming 
and IT engineers may make it difficult to accomplish this mission. 

Therefore, it is appropriate to consider an actualized convergence service for agriculture, namely Smart 
Farming, as a solution to cope with anticipated problems. In addition, the aspect of network capabilities to 
support this convergence service, where various types of networks, such as NGN, Future Networks and legacy 
networks, could be applied should be considered. This Recommendation develops a reference model, defines 
service capabilities and identifies network capabilities required to support such services. 
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1 Scope 

This Recommendation provides an overview of Smart Farming based on networks. 

The scope of this Recommendation includes: 

– Smart Farming reference model. 

– Service capabilities required by Smart Farming. 

– Network capabilities required by Smart Farming. 

2 References 

The following ITU-T Recommendations and other references contain provisions which, through reference in 
this text, constitute provisions of this Recommendation. At the time of publication, the editions indicated 
were valid. All Recommendations and other references are subject to revision; users of this Recommendation 
are therefore encouraged to investigate the possibility of applying the most recent edition of the 
Recommendations and other references listed below. A list of the currently valid ITU-T Recommendations is 
regularly published. The reference to a document within this Recommendation does not give it, as a stand-
alone document, the status of a Recommendation. 

[ITU-T Y.2002]  Recommendation ITU-T Y.2002 (2009), Overview of ubiquitous networking and its 
support in NGN. 

[ITU-T Y.2060]  Recommendation ITU-T Y.2060 (2012), Overview of the Internet of things. 

[ITU-T Y.2701]  Recommendation ITU-T Y.2701 (2007), Security requirements for NGN release 1. 

[ITU-T Y.3041]  Recommendation ITU-T Y.3041 (2013), Smart ubiquitous networks – Overview. 

3 Definitions 

3.1 Terms defined elsewhere 

This Recommendation uses the following terms defined elsewhere: 

3.1.1 context [ITU-T Y.2002]: The information that can be used to characterize the environment of a user. 

NOTE – Context information may include where the user is, what resources (devices, access points, noise level, 
bandwidth, etc.) are near the user, at what time the user is moving, interaction history between person and objects, 
etc. According to specific applications, context information can be updated. 

3.1.2 object [ITU-T Y.2002]: An intrinsic representation of an entity that is described at an appropriate 
level of abstraction in terms of its attributes and functions. 

NOTE 1 – An object is characterized by its behaviour. An object is distinct from any other object. An object interacts with 
its environment including other objects at its interaction points. An object is informally said to perform functions and 
offer services (an object which makes a function available is said to offer a service). For modelling purposes, these 
functions and services are specified in terms of the behaviour of the object and of its interfaces. An object can perform 
more than one function. A function can be performed by the cooperation of several objects. 

NOTE 2 – Objects include terminal devices (e.g., used by a person to access the network such as mobile phones, personal 
computers, etc.), remote monitoring devices (e.g., cameras, sensors), information devices (e.g., content delivery server), 
products, contents, and resources. 

3.1.3 ubiquitous networking [ITU-T Y.2002]: The ability for persons and/or devices to access services and 
communicate while minimizing technical restrictions regarding where, when and how these services are 
accessed, in the context of the service(s) subscribed to. 

NOTE – Although technical restrictions to access services and communicate may be minimized, other constraints such 
as regulatory, national, provider and environmental constraints may impose further restrictions. 
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3.2 Terms defined in this Recommendation 

This Recommendation defines the following terms: 

3.2.1 agricultural consumer: The service role that ultimately purchases the final agricultural products 
from distributors or agricultural producers. 

3.2.2 agricultural distributor: The service role that distributes agricultural products supplied from 
agricultural producers through the distribution channel. 

3.2.3 agricultural producer: The service role that actually produces agricultural products to be supplied 
to distributors or consumers. 

3.2.4 Smart Farming based on networks: A service that uses networks to actualize a convergence service 
in the agricultural field to attain more efficiency and quality improvement and to cope with various problems. 

NOTE – Problems may include such items as time-varying weather changes, growth condition of farm products, plant 
diseases, and technical problems, such as battery life and sensor malfunctions due to severe conditions. The service 
may overcome such problems with the aid of IT information processing and autonomous control technologies. 

3.2.5 Smart Farming service provider: The service role that provides the requested Smart Farming 
services, such as providing a portal or consulting based on data gathered from agricultural fields, to 
requesting users. 

4 Abbreviations and acronyms 

This Recommendation uses the following abbreviations and acronyms: 

AAA  Authentication, Authorization and Accounting  

API  Application Programming Interface 

CCTV  Closed-Circuit Television 

DC  Distribution Centre 

GC  Gathering Centre 

IoT  Internet of Things 

IPv6  Internet Protocol, version 6 

ISDN  Integrated Services Digital Network 

IT  Information Technology 

NGN  Next Generation Network 

PSTN  Public Switched Telephone Network 

QoS  Quality of Service 

RFID  Radio Frequency Identification 

5 Conventions 

None. 

6 Introduction of Smart Farming based on networks 

6.1 Concept 

Smart Farming is a service that uses networks to actualize a convergence service in the agricultural field to 
cope with various problems, e.g., time-varying weather changes, growth condition of farm products, and 
continual diseases or technical problems, such as battery life, sensor malfunctions due to severe conditions, 
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with the aid of information processing and autonomous control technologies of the information technology 
(IT) area. 

Smart Farming, based on networks, needs to be considered on the basis of interactions between the entities 
that are tightly related to the agricultural field, i.e., agricultural producers, service providers, logistics agents, 
market distributors, customers and the telecommunications network that interconnects these, as shown in 
Figure 1. 

 

Figure 1 – Conceptual diagram of Smart Farming based on networks 

6.2 General overview 

Smart Farming can run autonomously without human intervention with the cyclic procedures of Appendix I 
considering environments as shown in Appendix II when advanced technologies such as sensors, computers 
or control systems are used. However, Smart Farming must also be capable of coping with unexpected 
events, such as product theft and reduction in revenues due to excess production. Hence, there is a need for 
capabilities to address these issues. Services, such as the following, which use networks, could be developed 
to address such problems in the future environment: 

– Farm products protection: a service that prevents the theft of agricultural products in farmlands, 
greenhouses or warehouses by humans and animals through surveillance, such as closed-circuit 
television (CCTV), infrared sensors or other sensors that are connected via networks to agricultural 
producers. 

– Farm products traceability: a service that provides traceability information about farm products in 
the market to customers, including identity information about agricultural producers, food safety 
certification, etc. 

– Remote farm management: a service that enables agricultural producers to monitor and control 
farm conditions on remote sites through devices such as smartphones or other terminals connected 
to networks. 

– Farm production regulation: a service that provides information to aid agricultural producers in 
deciding which farm products to sow, when to sow, when to harvest, and applicable farm production 
regulations. 
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7 Reference model of Smart Farming based on networks 

7.1 Reference architecture 

To apply Smart Farming based on networks shown in Figure 1, a reference architecture showing the service 
roles, consumers, distributors, agricultural producers and service providers, is presented in Figure 2. 

Service roles shown in Figure 2 (consumers, agricultural producers, distributors, service providers and 
network providers) play major roles in Smart Farming based on networks as follows: 

– Consumer: the service role that ultimately purchases the final agricultural product from distributors, 
agricultural producers or direct sellers and also provides a farm product traceability service to the 
service provider. 

– Agricultural producer: the service role that actually produces agricultural products to be supplied to 
distributors or consumers that is provided with Smart Farming services, such as a farm product 
protection service or remote farm management service. 

– Distributor: the service role that distributes agricultural products supplied from agricultural 
producers through the distribution network and provides a farm production regulation service, 
which is required to identify and maintain the break-even point. 

– Service provider: the service role that provides the requested Smart Farming services to requesting 
users such as consumers, agricultural producers and distributors. 

– Network provider: the service role that provides the infrastructure that conveys information related 
to Smart Farming based on networks and interconnects the other service roles. 

These service roles play their part according to the stage at which they are positioned, i.e., pre-production 
stage, production stage or post-production stage. In the pre-production and production stages, the 
agricultural producer can be advised on what to produce, when to produce, what to seed and other matters 
by the service provider via plan/production consulting. Distributors and consumers can also be advised by 
the service provider about market demands, food traceability and prices. The network provider can provide 
the telecommunication network to support information transfer between the various service roles. 

 

Figure 2 – Reference model of Smart Farming based on networks 
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7.2 Service roles 

There can be various types of service roles, each with differing capabilities. Categorization of each of the 
identified service roles facilitates identification of appropriate service capabilities in this Recommendation. 
For this purpose, the service roles in the Smart Farming service are categorized in Table 1. 

Table 1 – Service roles 

Domain Actor Role 

Agricultural 
producer 

Outdoors producer Agricultural producer who grows crops outdoors. 

Greenhouse producer Agricultural producer who grows crops in greenhouses. 

Plant factory operator 
Agricultural producer who operates a plant factory and grows 
crops in it. 

Distributor 

Direct seller Seller who grows and sells crops. 

Wholesale/retail distributor 
Business operator who gathers, selects, packages and/or 
processes agricultural products to sell wholesale/retail. 

On-line seller 
Business operator who runs an on-line market site and trades 
and sells agricultural products to those who access the on-line 
site. 

Service provider 

Service business operator 
Business operator who makes a profit by providing a portal to 
consumers through the network. 

Content business operator 

Information provider, e.g., agriculture consultant, who makes 
a profit by providing plant growth aid information based on 
data, gathered from sensors and videos in greenhouses or 
plant factories.  

Network provider Network business operator 
Business operator who makes a profit by providing networks 
to other service roles for agricultural products information 
delivery. 

Consumer 

General consumer Consumer who buys agricultural products for personal use. 

Business consumer 
Consumer who buys agricultural products for business 
purposes, such as restaurants and hotels.  

Group consumer 
Consumer who buys agricultural products for inter-group 
members' purposes. 

The service roles could interact for the purpose of conducting business. Actors may assume more than one 
role and through the use of services may attain profits. It is also possible to access dedicated services through 
these interactions. 

8 Service capabilities required to support Smart Farming 

There are a number of tasks that must be accomplished during the various implementation stages associated 
with Smart Farming in Figure 2. In the pre-production stage, the agricultural producer performs planning 
based on the service provider's plan/production consulting using connections provided by the network 
provider. In the production stage, the agricultural producer performs seeding, breeding and harvesting based 
on the service provider's production consulting through the connections provided by the network provider. 
The agricultural information repository is required to support these consulting tasks of the service provider. 
In the post-production stage, the distributor performs packaging/storage and shipping based on the service 
provider's market consulting and demand forecasting through the connections provided by the network 
provider. The consumer also performs shopping with food traceability and price inquiry based on consulting 
through the connections provided by the network provider. 

These tasks could be defined in the context of service capabilities. The detailed service capability information 
is provided in Appendix III. It is recognized that, while Appendix III may not provide an all-inclusive list of the 
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many tasks that must be undertaken during the various stages of implementing Smart Farming, it does allow 
for sufficient information to be obtained to develop a set of required network capabilities that are identified 
in clause 9. 

9 Network capabilities 

The high-level network capabilities for the support of Smart Farming are as follows: 

– Connecting to anything capabilities: Theses capabilities refer to the support of the different 
ubiquitous networking communication types (person-to-person communication, person-to-object 
communication and object-to-object communication) and include the support of tag-based devices 
(e.g., radio frequency identification, RFID) and sensor devices. Identification, naming and addressing 
capabilities are essential for supporting "connecting to anything". 

– Open web-based service environment capabilities: Emerging ubiquitous services/applications will 
be provided based upon an open web-based service environment, as well as on legacy 
telecommunication and broadcasting services. In particular, application programming interfaces 
(APIs) and web with dynamics and interactivities will be supported. Such a web-based service 
environment will allow not only the creation of retail community-type services, but also the building 
of an open service platform environment which third-party application developers can access to 
launch their own applications. Using interactive, collaborative and customizable features, the web 
can provide rich user experiences and new business opportunities for the provision of ubiquitous 
networking services and applications. 

– Context-awareness and seamlessness capabilities: Context-aware means the ability to detect 
changes in the status of objects. Intelligence systems associated with this capability can help to 
provide the best service, which meets the situation using user and environmental status recognition. 
Seamlessness is a key capability for "5 Any" (anytime, anywhere, any-service, any-network and any-
object). 

– Multi-networking capabilities: A transport stratum needs multi-networking capabilities in order to 
simultaneously support unicast/multicast, multi-homing and multi-path. Because of high traffic 
volume and the number of receivers, ubiquitous networking requires multicast transport capability 
for resource efficiency. Multi-homing enables the device to be always best connected using multiple 
network interfaces including different fixed/mobile access technologies. These capabilities can 
improve network reliability and guarantee continuous connectivity with desirable quality of service 
(QoS) through redundancy and fault tolerance. 

– End-to-end connectivity over interconnected networks: For Smart Farming, it is critical to develop a 
solution to provide end-to-end connectivity to all objects over interconnected heterogeneous 
networks such as next generation networks (NGNs), other IP-based networks, broadcasting 
networks, mobile/wireless networks and public switched telephone network/integrated services 
digital networks (PSTN/ISDNs). Internet Protocol, version 6 (IPv6), with its large address space, can 
be considered a good candidate for providing globally unique addresses to objects [ITU-T Y.3041]. 

– Networking capabilities: Provide relevant control functions of network connectivity, such as the 
Internet of Things (IoT) and transport resource control functions, mobility management or 
authentication, authorization and accounting (AAA) [b-ITU-T Y Suppl. 3]. 

– The device capabilities include, but are not limited to: Direct interaction with the communication 
network: Devices are able to gather and upload information directly (i.e., without using gateway 
capabilities) to the communication network and can directly receive information (e.g., commands) 
from the communication network [ITU-T Y.2060]. 

10 Security considerations 

This Recommendation is recognized as an enhancement of IP-based networks. Thus, it is assumed that 
security considerations in general are based on the security of IP-based networks and thus it is required to 
follow the security considerations identified by clauses 7 and 8 of [ITU-T Y.2701]. 
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Appendix I 
 

The cyclic procedures of a convergence service for agriculture 

(This appendix does not form an integral part of this Recommendation.) 

An actualized convergence service for agriculture is expected to bring more efficiency and quality 
improvement in the cyclic procedures for production, distribution and consumption of agricultural products 
with the aid of information processing and autonomous control technologies of the IT area as shown in 
Figure I.1. 

 

Figure I.1 – The cyclic procedures of a convergence service for agriculture 
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Appendix II 
 

Environments and deployments of a convergence service for agriculture 

(This appendix does not form an integral part of this Recommendation.) 

Considering the deployments of a convergence service for outdoor farming, there could exist two types of 
environment, i.e., real-time facilities environments and crop growth environments. The former is related to 
administration networks mainly consisting of indoor actuators connected with telecommunication networks, 
while the latter is related to monitoring networks mainly consisting of sensors connected with 
telecommunication networks. Figure II.1 shows the aspect of environments and deployments of the 
convergence service for outdoor farming. 

 

Figure II.1 – Environments and deployments of a convergence service for outdoor farming 

Considering the deployments of a convergence service for greenhouse/plant factory farming, there could 
exist two types of environment, i.e., real-time facilities environments and crop growth environments. The 
former is related to administration networks mainly consisting of indoor actuators connected with 
telecommunication networks, while the latter is related to monitoring networks mainly consisting of sensors 
connected with telecommunication networks. Figure II.2 shows the aspect of environments and deployments 
of the convergence service for greenhouse/plant factory farming. 
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Figure II.2 – Environments and deployments of a convergence service for greenhouse 
/plant factory farming 

 



1 Applications  
 

562 

Appendix III 
 

Service capabilities 

(This appendix does not form an integral part of this Recommendation.) 

In this appendix, attention focuses on tasks that must be accomplished during the various implementation 
stages associated with Smart Farming. It is recognized that this is not an all-inclusive list of the many tasks 
which must be undertaken during the various stages of implementing Smart Farming. 

III.1 Service capabilities for the pre-production stage 

In the pre-production stage, the following service capabilities are required to facilitate a convergence service 
for agriculture: 

– Making a business plan: A business plan should consider sales/production planning, generate profit 
and loss calculations of the overall business production enterprise, address marketing and 
management issues, and understand business interactions with personal communication 
communities; 

– Operational review: While an operational review is required to ensure stable revenues, it is also 
required to provide a global review on licenses, permits, regulations, patents, trademarks, risk 
management, environmental issues, production quality, timeline, etc.; 

– Role of IT in Smart Farming: The role of IT in Smart Farming should be determined, e.g., how to apply 
IT for such items as sensing and monitoring systems, network infrastructure, controlling systems, 
information data bases and farming management servers to support Smart Farming; 

– Business review: For the stable management of the Smart Farming business, it is appropriate to 
consider: the size, type and quality of facilities and facility equipment; real estate; farming 
equipment; ownership structure; etc. 

– Financial estimate: For maintaining the Smart Farming business and attaining more profits, it is very 
important to estimate projected cash flow, income statement and balance sheet. It is also necessary 
to estimate a projected statement of expenses and profitability; 

– Decision making: This is the process used to make decisions on produce and product selection and 
amounts, development of a rationalized price policy and marketing policy at all levels of marketing, 
etc.; 

– Marketing plan: Before the production phase, it would be appropriate to consider market trends, 
customer service, marketing contracts, strategic partners, pricing, promotion, distribution, target 
markets, competitive advantage, etc. in a marketing plan to produce a better decision; 

– Understanding customers: For better understanding, it is required to identify customer class for 
primary products and anticipating customer's changing characteristics. 

III.2 Service capabilities for the production stage 

Service capabilities for the production stage need to be described for Smart Farming to attain effective crop 
production. For this purpose, optimal environmental control methods that take into consideration energy 
use and automation efficiency are required for more effective crop production. The optimal growth condition 
is different as it depends on crop species, types and varieties of plants that are grown in greenhouses and 
plant factories. 

The control system at the production stage could define the major components in applying IT technologies 
in Smart Farming and specify the requirements and the architecture for technological issues. The system 
could collect information for the growth management of crops and control the facilities promoting optimal 
growth environments in greenhouses. Such a system covers the growth environment management, the 
growth environment controls, etc. This is specified to make an artificial cultural environment for crops with 
culture fluid, carbon dioxide concentration, temperature, humidity, wind and light. Smart farming enables 

http://endic.naver.com/enkrEntry.nhn?entryId=be4f14131efa400b83a1084d0353d012&query=%EC%9E%AC%EB%B0%B0%ED%99%98%EA%B2%BD


Applications 1 
 

   563 

generation of such a system, which provides an automatic and continuous production of agricultural produce 
regardless of the place and the season, and control over the greenhouse and plant factory (indoor) or outdoor 
fields by management of sensor networks. 

It is also required to have defined interfaces for Sensor Nodes and Control Gateways as the control system 
for such operations between the Sensor Nodes. A Smart Farming. Control Gateway needs to interact with 
inside and outside sensors. The technical requirements for sensor nodes and gateways must allow for 
operation in appropriate environments, e.g., it must cope with external weather conditions, internal air 
quality and various soil environments. The following should be defined and characterized: 

– Operating environment: Sensors and sensor node configuration, communications, environments 
and operation management; 

– Message passing model: Message passing models between a Smart Farming control gateway and 
sensor nodes should be developed; 

– Message format: General frame structure and configuration of each field; 

– Message flow: Initialization for sensor nodes, sensor data monitoring (passive, active and event-
based), the sensor node status and reporting of information obtained. 

It is also necessary to define the relationship among environmental variables, e.g., temperature, relative 
humidity, controlling actuators and application technologies for Smart Farming. It should contribute to 
stability and high efficiency of plant production in plant factories and greenhouses by providing indicators 
for environmental control. The convergence service for greenhouse and plant factory farming can be divided 
into several phases as follows: 

– Monitoring changes of facility environments in real-time; 

– Offering the most suitable information on the quality of crops by analysing synthetically the 
observation of crop status, growth conditions and environmental information; 

– Organic controlling facility environments according to the growth level of crops and any changes of 
environments. 

Considering these phases, Smart Farming can be provided to users based on environments related to real-
time facilities and crop growth monitoring.  

Required features in greenhouses and plant factories, which consist of devices related to energy, harvesting 
devices, light sources, environmental controls for a greenhouse and a plant factory interior, and a wide area 
of interfaces for the related control information are as follows: 

– Interface among sensors, controllers and energy components; 

– Information and communication interfaces among plant factories and greenhouses; 

– Component monitoring specification for sensing in plant factories and greenhouses; 

– Control and monitoring specification for actuators in plant factories and greenhouses; 

– Energy monitoring and control specification in plant factories and greenhouses; 

– Service structure and service specification standards in plant factories and greenhouses. 

III.3 Service capabilities for the post-production stage 

Service at the post-production stage is required for product distribution flow from producers to consumers. 
In the product flow, farmers, vendors/agents, wholesalers, rural retailers and suppliers, and logistics are 
involved. At all levels, information flow and produce management is essential to maintain the product's 
quality throughout the product distribution flow as shown in Figure III.1. The flow of input products from 
producers to consumers should be described in detail and the constraints in each sub-process should be 
identified to develop appropriate solutions for the post-production stage. 
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Figure III.1 – Product flow between producers and consumers 

It is important to note that lack of packaging facilities may be one of the constraints in the product flow 
control of small-scale farmers during the transition from subsistence to commercial farming. Significant post-
harvest losses occur when especially vulnerable crops and fruits are subjected to mechanical damage. 
Therefore, management of packaging and distribution should be taken into consideration in the development 
of product flow control systems during the post-production stage. 

III.3.1 Product distribution flow at the post-production stage 

Integrated post-production networks can be developed by forming clusters of producers and determining 
the optimum gathering centres (GCs) linking goods producers, distributors, and consumers/retailers enabling 
coordinated distribution of local goods products and facilitating the integration of food distribution in the 
local products supply systems into large scale product distribution channels as shown in Figure III.1. Detailed 
gathering and distribution routes can be analysed using product flow control functions. It can be noted that 
coordinating and integrating the product flow control activities of local product delivery systems may reduce 
the number of routes, transport distances and transport times. Such post-production network integration 
can produce positive improvements towards potential markets, product flow efficiency, environmental 
issues and traceability of product quality and product origins. 

 

Figure III.2 – Product distribution flow at the post-production stage 

The dotted line in Figure III.2 indicates the case of direct delivery from producer to customers. Coordination 
and network integration in the local product supply chain increases distribution efficiency, potential markets 
and access to information while reducing environmental impact. Forming the best gathering and distribution 
centres (DCs) for locally produced product can be very important. Such location decisions can be supported 
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technically, since the location decisions may have dynamic results over time. Therefore, in the process of 
developing improved product flow control in the local product supply chain, it can prove essential to try 
detailed location analysis to map and cluster producers, to determine the optimum location of gathering and 
distribution centres, to analyse routes to optimize them for product gathering and distribution, and to 
simulate route distance and delivery time. 

III.3.2 Product flow control at the post-production stage 

Generally, product flow control at the post-production stage consists of the components shown in Figure 
III.3, to work collaboratively to meet the consumers' demand. The utilization of product flow control at the 
post-production stage can provide a meeting point among availability, facilitate factors which can be realized 
through products. In setting up product flow control, all factors involved in the supply chain process of a 
farming business can be used as a reference. In other words, a product flow control system can translate a 
simple object to a very complex system in the operational decisions. Policies on product flow control system 
utilization at the post-production stage are expected to provide benefits in the farming management 
commodity supply chain, from production, storage and distribution, to the wholesaler and finally consumer 
level. 

In principle, the structure of a product flow control system can accommodate two important decisions from 
both the producer's and the consumer's point of view. From the producer's side, it is important to consider 
how products can be made available and well distributed, and from the consumer's side, how, where and 
when they can obtain a good quality product. 

 

Figure III.3 – Conceptual product flow control for post-production stage 

Conceptual product flows in Figure III.3 describe interaction at the post-production stage and how it works. 
Efficient management of the product flow is required for production planning, physical gathering of primary 
products from fields, processing and storage at various levels, handling, packaging and distribution of final 
products. In the product distribution flow, various types of customers such as farmers, vendor/agents, 
wholesalers, rural retailers and suppliers and transporters are involved.  

The activities required for product flow control function can consist of four parts: producers' activity for 
production quality, markets' activity for sales and marketing, customers' activity for purchasing and product 
flow control for coordination. The physical infrastructure can consist of a series of IT network infrastructures 
to connect each location, i.e., producers, wholesalers, retailers, markets and consumers. Communication 
networks connect central offices with geographically separated branch offices of customers or markets. From 
the perspective of effective product flow control, an integrated approach for farming is required for the 
effective control of product hazards that is a shared responsibility of producers, packers, processors, 
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distributors, retailers, food service operators and consumers. Therefore, tracking products from seed sowing 
to harvesting and shipment is becoming an area of focus. 

In the product distribution flow, there is potential for control related to improvements in terms of reducing 
transport routes, distances and times; reducing emissions from vehicles; improving the packaging of food 
products; and improving transport services for deliveries from wholesalers/retailers to consumers. 
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Summary 

Supplement 55 to ITU-T G-series Recommendations provides general information on radio-over-fibre (RoF) 
technologies and their applications in optical access networks. 
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1 Scope 

The purpose of this Supplement is to introduce the general radio-over-fibre (RoF) technology types and 
their applications in optical access networks. In general, RoF technologies can be classified into two 
categories, which are analogue RoF and digital RoF. It is noted that the RoF concept shown in this 
Supplement can be commonly used for both analogue RoF and digital RoF. The description of RoF network 
models is also considered for analogue RoF and digital RoF. 

2 References 

[ITU-T G.982] Recommendation ITU-T G.982 (1996), Optical access networks to support services up 
to the ISDN primary rate or equivalent bit rates. 

[ITU-T G.989.1] Recommendation ITU-T G.989.1 (2013), 40-Gigabit-capable passive optical networks 
(NG-PON2): General requirements. 

[ITU-R M.1035] Recommendation ITU-R M.1035 (1994), Framework for the radio interface(s) and 
radio sub-systems functionality for international mobile telecommunications-2000 
(IMT-2000). 

[ITU-R M.1224-1] Recommendation ITU-R M.1224-1 (2012), Vocabulary of terms for International 
Mobile Telecommunications (IMT). 

3 Definitions 

3.1 Terms defined elsewhere 

This Supplement uses the following term defined elsewhere: 

3.1.1 diplex working [ITU-T G.982]: Bidirectional communication using a different wavelength for each 
direction of transmission over a single fibre. 

3.1.2 micro cell [ITU-R M.1224-1]: Outdoor cell with a large cell radius, typically several 10s of 
kilometres (radius of 35 km). 

NOTE – Further details are given in ITU-R M.1035. 

3.1.3 macro cell [ITU-R M.1224-1]: Cell with low antenna sites, predominantly in urban areas, with a 
typical cell radius of up to 1 km. 

NOTE – Further details are given in ITU-R M.1035. 

3.1.4 small cell [b-SCF030.03.03]: An umbrella term for low-powered radio access nodes that operate in 
licensed spectrum and unlicensed carrier-grade Wi-Fi, with a range of 10 m up to several hundred meters. 
These contrast with a typical mobile macrocell that might have a range of up to several tens of kilometers. 
The term covers femtocells, picocells, microcells and metrocells.  

NOTE – A unanimous definition of a small cell deployment is hard to agree within the industry. As an example, 
according to [b-3GPP TS 25.104], cell types are classified based on the "minimum coupling loss" between cell site and 
user device, thus originating four classes of cells. Other available definitions consider the radius of the cell, the 
number of connected users, the deployment options and so on. See [b-NGMN small cell]. 

3.1.5 pico cell [ITU-R M.1224-1]: Small cell with a typical cell radius of less than 50 m that is 
predominantly situated indoors. 

NOTE – Further details are given in ITU-R M.1035. 

3.2 Terms defined in this Supplement 

This Supplement defines the following term: 

3.2.1 radio over fibre (RoF): Fibre-optic transmission of waveform for radiocommunication services. 
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4 Abbreviations and acronyms 

This Supplement uses the following abbreviations and acronyms: 

AC Asymmetric Clipping 

ACC Automatic Current Control 

A/D Analog to Digital 

ADC A/D Converter 

APD Avalanche PhotoDdode 

ASE Amplified Spontaneous Emission 

AWG Arbitrary Waveform Generator 

BB Baseband Block 

BB M/dMP Baseband Modulation and demodulation Processor 

BBU Baseband Unit 

BEP/FEP Back-End Processor and Front-End Processor 

BER Bit Error Ratio 

BPF Bandpass Filter 

BS Base Station 

BtB Back-to-Back 

CA Carrier Aggregation 

CDMA Code Division Multiple Access 

C-RAN Centralized Radio Access Network 

CWDM Coarse Wavelength Division Multiplexing 

D/A Digital to Analog 

DAC D/A Converter 

DC Direct Current 

DCO Down-Converter-Offset OFDM 

DEMUX Demultiplexer 

DFB-LD Distributed Feedback Laser Diode 

DML Directly Modulated Laser 

DMT Discrete Multi-Tone 

D-RoF Digitized Radio over Fibre 

DSP Digital Signal Processing 

DWDM Dense Wavelength Division Multiplexing 

E-BTB Electrical Back-To-Back 

EDFA Erbium-Doped Fibre Amplifier 

E/O Electrical to Optical 

E-UTRA Evolved Universal Terrestrial Radio Access 

EVM Error Vector Magnitude 
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FA Frequency Assignment 

FCP Frequency Conversion Processor 

FDC Frequency-Down-Converter 

FUC Frequency-Up-Converter 

FDM Frequency Division Multiplexing 

GSM Global System for Mobile communications 

IF Intermediate Frequency 

IM/DD Intensity Modulation with Direct Detection 

I/Q In-phase and Quadrature-phase 

iRoF-BB Radio over Fibre Baseband interface 

iRoF-IF Radio over Fibre Intermediate Frequency band interface 

iRoF-RF Radio over Fibre Radio Frequency band interface 

LD Laser Diode 

LNA Low Noise Amplifier 

LTE Long Term Evolution 

LTE-A Long Term Evolution Advanced 

M/dMP Modulation and demodulation Processor 

MFH Mobile Front-Haul 

MIMO Multi-Input Multi-Output 

M-QAM Mary Quadrature Amplitude Modulation 

MUX Multiplexer 

MWP Microwave Photonics 

OAN Optical Access Network 

OBPF Optical Bandpass Filter 

ODN Optical Distribution Network 

O/E Optical to Electrical 

OFDM Orthogonal Frequency Division Multiplexing 

OLT Optical Line Terminal 

OMI Optical Modulation Index 

ONU Optical Network Unit 

OOK On-Off Keying 

PA Post-Amplifier; RF-band Power Amplifier 

PD Photodetector 

PON Passive Optical Network 

QAM Quadrature Amplitude Modulation 

QPSK Quadrature Phase Shift Keying 

QSC Quadratic Soft Clipping 
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RAN Radio Access Network 

RF Radio Frequency 

RoF Radio over Fibre 

RRH Remote Radio Head 

RRU Remote Radio Unit 

R/S Reference point at the interface of the ONU and the ODN 

Rx Receiver 

SA Signal Analyser 

SC Soft Clipping 

SCM Subcarrier Multiplexing 

SG Signal Generator 

SMF Single-Mode Fibre 

SNI Service Network Interface 

SNR Signal-to-Noise Ratio 

S/R Reference point at the interface of the OLT and the ODN 

SSMF Standard Single-Mode Fibre 

TDM Time Division Multiplexing 

Tx Transmitter 

TWDM Time Wavelength Division Multiplexing 

UNI User Network Interface 

VEA Variable Electrical Attenuator 

VOA Variable Optical Attenuator 

VSA Vector Signal Analyser 

VSG  Vector Signal Generator 

W-CDMA Wideband Code Division Multiple Access 

WDM  Wavelength Division Multiplexing 

Wi-Fi  Wireless Fidelity 

WiMAX  Worldwide Interoperability for Microwave Access 

WM  Wavelength Multiplexer 

5 General concept 

The current deployment of radiocommunication services shows a tendency towards higher bit rates with 
higher radio carrier frequencies, compared to those in the legacy radiocommunication services, in order to 
satisfy customer demands for broadband access. To realize such radiocommunication services, a cell size 
covered by one radio access point must be smaller from the physical viewpoint, leading to drastic increases 
in the number of antennas serving as radio access points. In addition, there exist many areas inaccessible to 
radio waves ("radio shadow" areas), such as underground spaces (subterranean structures), tunnels, areas 
behind buildings, upper stories of skyscrapers, dips below ground level in metropolitan areas and within 
mountainous regions. To support small cell radio communications and radio shadow countermeasures, 
many RoF technologies have been actively studied and deployed in the research and development of 
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microwave photonics (MWP). The current implementations of RoF technologies are described in 
[b-APT/ASTAP/REPT-03] and [b-APT/ASTAP/REPT-11]. 

Figure 5-1 shows the basic concept of an RoF system. In this Supplement, RoF is defined as the fibre-optic 
transmission of a waveform for radiocommunication services without any intentional essential change to 
that waveform during fibre-optic transmission. The waveform includes the essential physical information 
for radiocommunication services, such as the format of the radio wave and payload. Note that the carrier 
frequency of the radio signal will not affect processing at the baseband, and is thus considered nonessential 
here. Therefore, the RoF signal should be regarded as an analogue signal carrying the same radio signal 
when viewed from the optical domain, although the radio-frequency (RF) carrier frequency of the RoF 
signal may be different from that of the original radio signal. As shown in Figure 5-1, the RoF system 
consists of components for electrical-to-optical (E/O) and optical-to-electrical (O/E) conversions and of an 
optical fibre for transmission. RoF has two major features as follows. 

– Preservation of the waveform: the waveform of the radio signal is essentially preserved during the 
fibre-optic transmission under ideal or close-to-ideal conditions. 

– Tolerance to electromagnetic interference: RoF signals in the fibre are not affected by frequency 
interference from the proximate radiocommunication signals. 

From the technical point of view, a distribution technology for legacy RF video is considered to be a type of 
RoF technology, but one which possesses only a downlink function. Since the RoF system should be 
generally treated as an analogue transmission system, the overall signal-to-noise power ratio and the 
overall dynamic range should be increased to maximize the potential of the two RoF features listed above 
by properly managing the noise figure and nonlinearity of the system. 

An alternative method of transmission is digital fibre-optic transmission. Digitized radio over fibre (D-RoF) is 
a kind of digital RoF as explained in clause 6.2. The D-RoF technology is an alternative attractive candidate 
for transmitting the waveform, especially in cases where both distortion and poor sensitivity hamper 
analogue transmission under conditions of higher noise figure and nonlinearity. Here, we have to pay 
attention to the fact that its realization strongly depends on the performance of the digital signal 
processing (DSP) function, which is influenced by performance of analogue-to-digital converters (ADCs) and 
digital-to-analogue converters (DACs). It is also difficult to remove quantization noise due to digitization, 
which itself causes distortion in the radio waveform. Furthermore, each time domain sample is digitized to 
many quantized bits for binary transmission in D-RoF, so the bandwidth efficiency of D-RoF can be much 
lower than that of analogue RoF. Digital interfaces for mobile base stations, such as the Common Public 
Radio Interface [b-CPRI] and Open Base Station Architecture Initiative [b-OBSAI], make good use of the 
concept of D-RoF technology. 

G Suppl.55(15)_F5-1
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Figure 5-1 – Basic concept of a RoF system 



Transport aspects  2 
 

579 

6 System architectures 

Based on the RoF concept, various system architectures are considered. When a system consisting of one 
base station (BS) and many remote antenna sites, which is a typical model of RoF systems, is considered, it 
falls into one of two categories that differ in the types of signal transmitted over the fibre-optic link. One is 
a system for transmitting subcarrier signal(s), and the other is a system for transmitting equivalent low-pass 
signal(s). In addition, system architectures for relay transmission are important for radio shadow 
countermeasure applications. Their system architectures and their features are explained here in detail. 
Here, it is noted that the system architectures shown in this clause are typical examples and that other 
system architectures are conceivable. 

6.1 Analogue RoF system 

6.1.1 Subcarrier signal(s) transmission 

Figure 6-1 illustrates general and fundamental architectures for transmitting subcarrier signal(s), such as 
RF-band subcarrier, intermediate-frequency-band (IF-band) subcarrier, and reference frequency signals. In 
Figure 6-1, it is assumed that equipment on the left side of the fibre-optic link is located in the local office 
and equipment on the right side is located at the remote antenna. 
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Figure 6-1 – Configuration examples for transmitting subcarrier signal(s): 
a) RF-band; b) only IF-band signal; and c) IF-band signal and reference frequency 

In an RF-band RoF transmission scheme such as that shown in Figure 6-1-a, the system consists of an  
RF-band modulator, an RF-band demodulator, a pair of optical transceivers, a fibre-optic link, and two 
RF-band filters. The RF-band filters may be used if the need arises in order to obey the Radio Regulation. 
For the downlink, the RF-band carrier is modulated by downlink payload data using the RF-band modulator 
at the local office end. The generated downlink RF-band subcarrier signal modulates an optical carrier using 
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an E/O converter in the optical transceiver. The generated downlink analogue RoF signal is transmitted over 
the fibre-optic link. At the remote antenna end, the received downlink RoF signal is optically detected using 
an O/E converter in the optical transceiver. The detected electrical signal, which is the same as the 
modulating RF-band subcarrier signal, becomes the desired downlink RF signal. For the uplink, a received 
uplink RF signal modulates an optical carrier using another E/O converter in the optical transceiver. The 
generated uplink analogue RoF signal is transmitted over the fibre-optic link. At the local office end, the 
received uplink RoF signal is optically detected using another O/E converter in the optical transceiver. The 
detected electrical signal, which is the same as the uplink RF-band subcarrier signal, is demodulated with 
the RF-band demodulator to recover the uplink payload data. 

In an IF-band RoF transmission scheme such as that shown in Figure 6-1-b, the system consists of an IF-
band modulator, an IF-band demodulator, a pair of optical transceivers, a fibre-optic link, an IF-to-RF up-
converter, an RF-to-IF down-converter, and a reference frequency generator. Because the IF is typically 
much lower that the RF, the IF-band RoF transmission scheme offers a much improved optical bandwidth 
efficiency compared to the RF-band RoF transmission scheme. For the downlink, an IF-band carrier is 
modulated by downlink payload data using the IF-band modulator at the local office end. The generated 
downlink IF-band subcarrier signal modulates an optical carrier using an E/O converter in the optical 
transceiver. The generated downlink analogue RoF signal is transmitted over the fibre-optic link. At the 
remote antenna end, the received downlink RoF signal is optically detected using an O/E converter in the 
optical transceiver. The detected electrical signal, which is the same as the modulating IF-band subcarrier 
signal, is frequency up-converted using the IF-to-RF up-converter and a reference frequency to the desired 
downlink RF signal. The characteristics of the reference frequency should be designed to be satisfied with 
the frequency stability of the downlink RF signal. For the uplink, a received uplink RF signal is frequency 
down-converted using the RF-to-IF down-converter to an IF-band subcarrier signal. The generated uplink  
IF-band subcarrier signal modulates an optical carrier using another E/O converter in the optical 
transceiver. The generated uplink analogue RoF signal is transmitted over the fibre-optic link. At the local 
office end, the received uplink RoF signal is optically detected using another O/E converter in the optical 
transceiver. The detected electrical signal, which is the same as the uplink IF-band subcarrier signal, is 
demodulated using the IF-band demodulator to recover the uplink payload data. In an IF-band RoF and 
reference frequency transmission scheme, such as that shown in Figure 6-1-c, the system configuration is 
the same as that of the IF-band RoF transmission scheme shown in Figure 6-1-b, except that the reference 
frequency is provided from the local office end and is delivered to the remote antenna site. 

Since the main parts of the radio transceiver, such as electrical modulator and demodulator, can be located 
at the local office end, the configuration of each equipment at the remote end becomes simpler. In some 
cases (for example, those involving no change in the frequency band of interest), this architecture can 
easily offer an upgrade to the latest radiocommunication service without any change of configuration at 
the antenna site. Since the main part of the radio transceiver is located at the operator's site, it is also easy 
to repair or renew the unit. This also offers a step towards a future optical access network (OAN), which 
can realize higher-speed transmission and provide multi-granular bandwidth resources, such as an OAN 
based on orthogonal frequency division multiplexing (OFDM). In the configurations shown in Figures 6-1-a 
and 6-1-c, no reference frequency generator is required at the remote end, resulting in a simpler 
configuration of remote equipment. In the configurations shown in Figure 6-1-b and -c, the reference 
frequency value can be also decreased if a sub-harmonic mixing technique is used in the IF-to-RF and  
RF-to-IF converters. 

6.1.2 Equivalent low-pass (equivalent baseband) signal(s) transmission 

Figure 6-2 illustrates general and fundamental architectures for transmitting orthogonal equivalent low-
pass (equivalent baseband) signals, such as (non-binary) in-phase and quadrature-phase (I/Q) baseband 
signals. In Figure 6-2, it is assumed that equipment on the left side of the fibre-optic link is located in the 
local office and equipment on the right side is located at the remote antenna.  



Transport aspects  2 
 

581 

G Suppl.55(15)_F6-2

Optical transceiver

Optical transceiver

Optical transceiver

Optical transceiver

Downlink
payload data

(digital baseband)

Downlink

payload data

(digital baseband)

Uplink

payload data

(digital baseband)

Uplink

payload data

(digital baseband)

IF-band

demodulator

I/Q
demodulator

I/Q

modulator

I/Q
modulator

Downlink

I/Q baseband
signals

Downlink

I/Q baseband

signals

Uplink

I/Q baseband
signals

Uplink

I/Q baseband

signals O/E

converter

E/O

converter

O/E
converter

E/O

converter

E/O
converter

M
U

X
/D

E
M

U
X

M
U

X
/D

E
M

U
X

M
U

X
/D

E
M

U
X

M
U

X
/D

E
M

U
X

O/E

converter

O/E

converter

O/E
converter

E/O

converter

E/O
converter

Uplink

I/Q baseband
signals

Uplink

I/Q baseband

signals

Downlink

I/Q baseband
signals

Downlink

I/Q baseband

signalsAnalog RoF

Analog RoF

Fibre-optic

link

Fibre-optic

link

Analog optical

interfaces

Analog optical
interfaces

I/Q-to-RF
converter

I/Q-to-RF

converter

RF-to-I/Q
converter

RF-to-I/Q

converter

Downlink

RF signal

Downlink

RF signal

Uplink

RF signal

Uplink

RF signal

Reference frequency

for up/down conversion

b)

a)

Reference frequency

(analog electrical

signal)

Reference

frequency

 

Figure 6-2 – Configuration examples for transmitting equivalent low-pass signal(s): 
a) only I/Q baseband signals; and b) I/Q baseband signals and reference frequency 

In an I/Q baseband signals transmission scheme such as that shown in Figure 6-2-a, the system consists of 
an I/Q modulator, an I/Q demodulator, a pair of optical transceivers, a fibre-optic link, an I/Q-to-RF  
up-converter, an RF-to-I/Q down-converter, and a reference frequency generator. For the downlink, the I/Q 
modulator generates I/Q baseband signals from the downlink payload data at the local office end. The 
generated downlink I/Q baseband signals modulate an optical carrier using an E/O converter in the optical 
transceiver. The generated downlink multi-level or analogue baseband signals, which are a form of 
analogue RoF signal, are transmitted over the fibre-optic link. At the remote antenna end, the received 
downlink optical signals are optically detected using an O/E converter in the optical transceiver. The 
detected electrical signals, which are the same as the modulating I/Q baseband signal, are frequency up-
converted with the I/Q-to-RF up-converter and a reference frequency to the desired downlink RF signal. 
The characteristics of the reference frequency should be designed to be satisfied with the frequency 
stability of the downlink RF signal. The generated uplink I/Q baseband signals modulate an optical carrier 
using another E/O converter in the optical transceiver. The generated uplink multi-level or analogue 
baseband signals are transmitted over the fibre-optic link. At the local office end, the received uplink 
optical signals are optically detected using another O/E converter in the optical transceiver. The detected 
electrical signals, which are also a type of analogue RoF signal, and are the same as the uplink I/Q baseband 
signals, are demodulated with the I/Q demodulator to recover the uplink payload data. 

In an I/Q baseband signals and reference frequency transmission scheme, such as that shown in Figure 6-2-
b, the system configuration is the same as that of the I/Q baseband RoF signal transmission scheme shown 
in Figure 6-2-a, except that the reference frequency is provided from the local office end and is delivered to 
the antenna site. 

In addition to the merits mentioned in clause 6.1, the required optical transmission bandwidth for 
transporting radio format information is minimized. In the configurations shown in Figure 6-2-b, no 
reference frequency generator is required at the remote end, resulting in a simpler configuration of remote 
equipment. The reference frequency value can be also decreased if sub-harmonic mixing technique is used 
in the IQ-to-RF and RF-to-I/Q converters. 
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6.2 Digital RoF system 

6.2.1 Digital radio signal(s) transmission 

Figure 6-3 illustrates general and fundamental architectures for transmitting digital radio signals. RF-band 
pulse(s), such as impulse radio signal(s), is a typical example of the digital radio signal(s). In Figure 6.3, it is 
assumed that equipment on the left side of the fibre-optic link is located in the local office and equipment 
on the right side is located at the remote antenna. 
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Figure 6-3 – Configuration examples for transmitting digital signal(s): RF-band pulse 

In a RF-band pulse transmission scheme, such as that shown in Figure 6-3, the system consists of an 
RF-band pulse generator, a RF-band pulse detector, a pair of optical transceivers, a fibre-optic link, and two 
RF-band filters. The RF-band filters may be used if the need arises in order to obey the Radio Regulation. 
For the downlink, an RF-band pulse is generated with downlink payload data using the RF-band pulse 
generator at the local office end. The generated downlink RF-band pulse modulates an optical carrier using 
an E/O converter in the optical transceiver. The generated downlink digital RoF signal is transmitted over 
the fibre-optic link. It is noted that, although an optical interface of the fibre-optic link is treated as digital, 
the nature of the interface may be close to analogue. This is because the intensity of optical signal may 
have analogue value, such as monocycle pulse, doublet pulse and so on. At the remote end, the received 
downlink RoF signal is optically detected using an O/E converter in the optical transceiver. The detected 
electrical signal, which is the same as the modulating RF-band pulse, becomes the desired downlink RF 
signal. For the uplink, a received uplink RF signal, which corresponds to an uplink RF-band pulse, modulates 
an optical carrier using another E/O converter in the optical transceiver. The generated uplink digital RoF 
signal is transmitted over the fibre-optic link. At the local office end, the received uplink RoF signal is 
optically detected using another O/E converter in the optical transceiver. The detected electrical signal, 
which is the same as the uplink RF-band pulse, is demodulated with the RF-band pulse detector to recover 
the uplink payload data. 

6.2.2 Digitized radio signal(s) transmission 

Figure 6-4 illustrates general and fundamental architectures for transmitting digitized radio signals, such as 
digitized RF-band subcarrier, digitized IF-band subcarrier, and digitized I/Q baseband signals. In Figure 6-4, 
it is assumed that equipment on the left side of the fibre-optic link is located in the local office and 
equipment on the right side is located at the remote antenna. 
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Figure 6-4 – Configuration examples for transmitting digitized signal(s): 
a) digitized RF-band signal(s); b) digitized IF-band signal(s);  

and c) digitized I/Q baseband signal(s) 

In a digitized RF-band RoF transmission scheme such as that shown in Figure 6-4-a, the system consists of a 
digital RF-band modulator, a digital RF-band demodulator, a pair of optical transceivers, a fibre-optic link, a 
DAC, an ADC, and two RF-band filters. The RF-band filters may be used if the need arises in order to obey 
the Radio Regulation. For the downlink, a digitized RF-band subcarrier is digitally generated with downlink 
payload data using the digital RF-band modulator at the local office end. The generated downlink digitized 
RF-band subcarrier signal modulates an optical carrier using an E/O converter in the optical transceiver. The 
generated downlink RF-band D-RoF signal is transmitted over the fibre-optic link. At the remote end, the 
received downlink D-RoF signal is optically detected using an O/E converter in the optical transceiver. The 
detected electrical signal, which is the same as the modulating digitized RF-band subcarrier signal, is digital 
to analogue (D/A) converted to generate the desired downlink RF signal. For the uplink, a received uplink 
RF signal is A/D converted, and then the uplink digitized RF-band subcarrier signal modulates an optical 
carrier using another E/O converter in the optical transceiver. The generated uplink RF-band D-RoF signal is 
transmitted over the fibre-optic link. At the local office end, the received uplink D-RoF signal is optically 
detected using another O/E converter in the optical transceiver. The detected electrical signal, which is the 
same as the uplink digitized RF-band subcarrier signal, is digitally demodulated with the digital RF-band 
demodulator to recover the uplink payload data. 

In a digitized IF-band RoF transmission scheme, such as that shown in Figure 6-4-b, the system consists of a 
digital IF-band modulator, a digital IF-band demodulator, a pair of optical transceivers, a fibre-optic link, a 
DAC, an ADC, an IF-to-RF up-converter, an RF-to-IF down-converter, and a reference frequency generator. 
For the downlink, a digitized IF-band subcarrier is digitally generated with downlink payload data using the 
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digital IF-band modulator at the local office end. The generated downlink IF-band D-RoF signal is 
transmitted over the fibre-optic link. At the remote end, the received downlink D-RoF signal is optically 
detected using an O/E converter in the optical transceiver. The detected electrical signal, which is the same 
as the modulating digitized IF-band subcarrier signal, is D/A converted to generate the desired downlink IF 
signal. Then, the downlink IF-band signal is frequency up-converted using the IF-to-RF up-converter and a 
reference frequency to the desired downlink RF signal. The characteristics of the reference frequency 
should be designed to be satisfied with the frequency stability of the downlink RF signal. For the uplink, a 
received uplink RF signal is frequency down-converted using the RF-to-IF down-converter to an IF-band 
subcarrier signal. The generated uplink IF-band subcarrier signal is A/D converted and then the generated 
digitized IF-band subcarrier signal modulates an optical carrier using another E/O converter in the optical 
transceiver. The generated uplink IF-band D-RoF signal is transmitted over the fibre-optic link. At the local 
office end, the received uplink D-RoF signal is optically detected using another O/E converter in the optical 
transceiver. The detected electrical signal, which is the same as the uplink digitized IF-band subcarrier 
signal, is digitally demodulated using the digital IF-band demodulator to recover the uplink payload data. 

In a digitized I/Q baseband signals transmission scheme such as that shown in Figure 6-4-c, the system 
basically consists of a digital I/Q modulator, a digital I/Q demodulator, a pair of optical transceivers, a fibre-
optic link, a DAC, an ADC, an I/Q-to-RF up-converter, an RF-to-I/Q down-converter, and a reference 
frequency generator. For the downlink, the digital I/Q modulator generates digitized I/Q baseband signals 
from the downlink payload data at the local office end. The generated downlink digitized I/Q baseband 
signals modulate an optical carrier using an E/O converter in the optical transceiver. The generated 
downlink baseband D-RoF signals are transmitted over the fibre-optic link. At the remote end, the received 
downlink D-RoF signals are optically detected using an O/E converter in the optical transceiver. The 
detected electrical signals, which are the same as the modulating digitized I/Q baseband signal, are D/A 
converted to generate the desired downlink I/Q baseband signals. Then, the downlink I/Q baseband signals 
are frequency up-converted with the I/Q-to-RF up-converter and a reference frequency to the desired 
downlink RF signal. The characteristics of the reference frequency should be designed to be satisfied with 
the frequency stability of the downlink RF signal. For the uplink, a received uplink RF signal is frequency 
down-converted using the RF-to-I/Q down-converter to an I/Q baseband signals. The generated uplink I/Q 
baseband signals are A/D converted and then the generated digitized I/Q baseband signals modulate an 
optical carrier using another E/O converter in the optical transceiver. The generated uplink D-RoF signals 
are transmitted over the fibre-optic link. At the local office end, the received uplink optical signals are 
optically detected using another O/E converter in the optical transceiver. The detected electrical signals, 
which are the same as the uplink digitized I/Q baseband signals, are digitally demodulated with the digital 
I/Q demodulator to recover the uplink payload data. 

From the above, these digitized radio signal(s) (D-RoF) transmissions require DACs and ADCs. 

6.3 Relay transmission (repeater) 

Figures 6-5 and 6-6 illustrate general and fundamental architectures for relay transmission (repeater) for 
analogue and digital RoF systems, respectively. Both subcarrier and equivalent low-pass signal transmission 
are possible as the relaying signal over a fibre-optic link. In Figures 6-5 and 6-6, it is assumed that 
equipments at both ends of the system are equivalent and play the same role for both directions of 
transmission of the RF signals. 
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Figure 6-5 – Configuration examples for analogue relay transmission: 
a) RF-band signal(s); b) IF-band signal(s); and c) I/Q baseband signals 

 

Figure 6-6 – Configuration examples for digital relay transmission: 
a) digitized RF-band signal(s); b) digitized IF-band signal(s);  

and c) digitized I/Q baseband signals 
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In an RF-band RoF relay transmission scheme such as that shown in Figures 6-5-a and 6-6-a, the system 
consists of two pairs of RF-band filters, a pair of optical transceivers, and a fibre-optic link. For digital RoF, 
moreover, an ADC and DAC pair is required. On the transmitter side, a received RF signal modulates an 
optical carrier using an E/O converter in the optical transceiver. The generated analogue RoF signal is 
transmitted over the fibre-optic link. On the receiver side, the received uplink RoF signal is optically 
detected using an O/E converter in the optical transceiver. The detected electrical signal, which is the same 
as the modulating RF-band subcarrier signal, becomes the desired RF signal. In this way, RF signals in both 
directions are repeated through the fibre-optic link. 

In an IF-band RoF relay transmission scheme such as that shown in Figures 6-5-b and 6-6-b, the system 
consists of two pairs of RF-to-IF and IF-to-RF converters, two reference frequency generators, a pair of 
optical transceivers, and a fibre-optic link. For digital RoF, moreover, an ADC and DAC pair is required. On 
the transmitter side, a received RF signal is frequency down-converted using the RF-to-IF down-converter 
to an IF-band subcarrier signal. The generated IF-band subcarrier signal modulates an optical carrier using 
an E/O converter in the optical transceiver. The generated analogue RoF signal is transmitted over the 
fibre-optic link. On the receiver side, the received RoF signal is optically detected using an O/E converter in 
the optical transceiver. The detected electrical signal, which is the same as the modulating IF-band 
subcarrier signal, is frequency up-converted using the IF-to-RF up-converter and a reference frequency to 
the desired RF signal. The characteristics of the reference frequency should be designed to be satisfied with 
the frequency stability of the downlink RF signal. In this way, both directions of RF signal transmission are 
repeated through the fibre-optic link. 

In an I/Q baseband signals relay transmission scheme such as that shown in Figures 6-5-c and 6-6-c, the 
system consists of two pairs of RF-to-I/Q and I/Q-to-RF converters, two reference frequency generators, a 
pair of optical transceivers, and a fibre-optic link. For digital RoF, moreover, an ADC and DAC pair is 
required. On the transmitter side, a received RF signal is frequency down-converted using the RF-to-I/Q 
down-converter to I/Q baseband signals. The generated I/Q baseband signals modulate an optical carrier 
using an E/O converter in the optical transceiver. The generated multi-level or analogue baseband signals, 
which are a form of analogue RoF signal, are transmitted over the fibre-optic link. On the receiver side, the 
received optical signals are optically detected using an O/E converter in the optical transceiver. The 
detected electrical signals, which are the same as the modulating I/Q baseband signals, are frequency  
up-converted using the I/Q-to-RF up-converter and a reference frequency to the desired RF signal. The 
characteristics of the reference frequency should be designed to be satisfied with the frequency stability of 
the downlink RF signal. In this way, both directions of RF signal transmission are repeated through the fibre-
optic link. 

It is obvious that the RF-band RoF relay transmission scheme can achieve the simplest system architecture, 
compared with system architectures for the other schemes. With the IF-band RoF relay transmission 
scheme, the requirement on the frequency response of E/O and O/E converters can be reduced, and the 
optical bandwidth efficiency of the analogue RoF system can be improved. Moreover, the I/Q baseband 
signals relay transmission scheme has the advantage that the optical transmission bandwidth required for 
repeating a radio waveform is minimized, while this relay transmission will increase the optical complexity 
because optical I/Q modulation and optical coherent detection will be required. These schemes should be 
adequately selected according to system requirements and installation conditions. 
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7 Fundamental technologies 

7.1 Electrical-to-optical conversion 

7.1.1 Direct modulation 

Direct modulation is an optical modulation scheme of obtaining a desired optical signal (RoF signal) by 
applying a modulating electrical signal to the driving signal of light source, as shown in Figure 7-1.  
Figures 7-1-a and 7-1-b represent the direct modulation schemes for subcarrier signal(s) transmission, and 
for equivalent low-pass (baseband) signal(s) or digital signal(s) transmission, respectively. If needed, a bias 
current or voltage may be added to the modulating electrical signal for a linear operation. In Figure 7-1, fele 
and fopt are the central frequencies of modulating electrical signal and optical carrier, respectively. In most 
cases, the power of optical carrier is modulated in proportion to the waveform of modulating electrical 
signal. In some cases, the frequency of optical carrier can be modulated. In general, direct modulation is 
the simplest, most cost-effective way to obtain the modulated optical signal because the required optical 
device is just a laser source. However, some intrinsic characteristics of the light source, such as nonlinear 
input-output relationship, limited driver bandwidth, relaxation oscillation, chirping, pattern effect and so 
on, may often cause the distortion of modulated optical signal. To prevent this, a light source capable of 
producing the desired system performance should be used. 
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Figure 7-1 – Schematic block diagram of direct modulation: a) for subcarrier signal(s) transmission; and  
b) for equivalent low-pass (baseband) signal(s) or digital signal(s) transmission 
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7.1.2 External modulation 

External modulation creates the desired optical signal (RoF signal) using an external modulator coupled 
with a CW light source, as shown in Figure 7-2. Figure 7-2-a and -b represent the external modulation 
schemes for subcarrier signal(s) transmission and for equivalent low-pass (baseband) signal(s) or digital 
signal(s) transmission, respectively. Once again, a bias current or voltage may be added to the modulating 
electrical signal for a linear operation if needed. The power, phase, frequency or state-of-polarization of 
optical carrier can be modulated in proportion to the waveform of modulating electrical signal. Although 
this scheme requires an external modulator in addition to the light source, the modulated optical signal will 
be of higher quality, because the intrinsic imperfections of the light source are avoided. 

... ...

+

+

G Suppl.55(15)_F7-2

0

0

0

0

E/O converter

E/O converter

Bias

Bias

fopt

fopt

Modulated optical signal (RoF signal)

Modulated optical signal (RoF signal)

t

Modulating electrical signal

Modulating electrical signal

t

Light source

Light source

f fopt ele–2

fopt

f fopt ele–fele f fopt ele+ f fopt ele+2
f

f

f

f

fel e

a)

b)

External modulator

External modulator

 

Figure 7-2 – Schematic block diagram of external modulation: a) for subcarrier signal(s) transmission; and 
b) for equivalent low-pass (baseband) signal(s) or digital signal(s) transmission 

7.2 Optical-to-electrical conversion 

7.2.1 Optical incoherent detection 

Optical incoherent detection is a power detection scheme. The square-law function of photodetector is 
used for detecting the envelope of received optical signal (RoF signal), which corresponds to the power of 
optical signal. Therefore, if the optical signal power is modulated in proportion to the modulating signal, 
then incoherent detection can recover the original signal, as shown in Figure 7-3. Figure 7-3-a and -b 
represent the optical incoherent detection schemes for subcarrier signal(s) transmission and for digital 
signal(s) transmission, respectively. In most cases, a bias voltage should be added to the output port of 
photodetector for a linear operation. An electrical filter is used to extract only a desired electrical signal. 
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Figure 7-3 – Schematic block diagram of optical incoherent detection: a) for subcarrier signal(s) 
transmission; and b) for digital signal(s) transmission 

7.2.2 Optical coherent detection 

Optical coherent detection is a detection scheme that allows the measurement of the electric field of the 
signal. In this case, the square-law mixing function of photodetector is used to beat two or more optical 
components, where one of optical components is a reference signal. The reference signal may be 
modulated or not.  

As an example, Figure 7-4 is a schematic block diagram of optical coherent detection. In Figure 7-4-a, which 
is an example of optical self-heterodyne detection, a received optical signal (RoF signal) put into an optical 
filter to extract, for example, the modulated optical component at fopt + fele and the reference optical 
component at fopt. It is noted that the optical filter in the O/E converter may be able to be omitted if only 
the modulated optical component and the reference optical component are received at the O/E converter. 
The extracted optical components are photodetected to recover the original electrical signal with the 
photodetector. In most cases, a bias voltage should be added to the output port of photodetector for a 
linear operation. An electrical filter is used to extract only a desired electrical signal. Figure 7-4-b is an 
example of optical homodyne detection with an independent local light source, which is used for detecting 
an equivalent low-pass (equivalent bandpass) signal shown in Figures 6-2 and 6-5-c. 
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Figure 7-4 – Schematic block diagram of optical coherent detection:  
a) for subcarrier signal(s) transmission; and b) for equivalent  

low-pass (equivalent baseband) signal(s) transmission 

7.3 High-spectral-efficient transmission 

7.3.1 Subcarrier multiplexing transmission 

7.3.1.1 Analogue aggregation 

Subcarrier multiplexing (SCM) is an electrical multiplexing scheme of obtaining a desired driving signal for 
optical modulation by combining several electrical bandpass signals with different central frequencies. 
Therefore, it is a kind of frequency division multiplexing (FDM) in the electrical domain. Figure 7-5 is a 
schematic block diagram of SCM transmission, where fen (n = 1, 2, …, N) and fopt are the central 
frequencies of modulating electrical bandpass signals and optical carrier, respectively. At first, the electrical 
bandpass signals with different central frequencies are combined with an electrical frequency multiplexer 
(MUX) to generate an SCM signal. The SCM signal modulates an optical carrier with an E/O converter to 
generate an SCM RoF signal. The received SCM RoF signal is photodetected with an O/E converter to 
regenerate the original SCM signal. The recovered SCM signal is put into an electrical frequency 
demultiplexer (DEMUX) to be divided into N original modulating electrical signals. 
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Figure 7-5 – Schematic block diagram of SCM transmission 

7.3.1.2 Digital aggregation 

The principle of aggregated analogue RoF is to aggregate wireless channels to/from multiple remote radio 
heads (RRHs) so that they can be transported together in a single optical wavelength channel in a mobile 
front-haul (MFH) system. By sharing the same optical hardware among multiple wireless channels, the cost 
of the needed optical access components may be much reduced. 

Figure 7-6 is a schematic diagram of an aggregated analogue RoF based MFH system. Multiple RRHs may 
share the same optical fibre link to reduce overall cost. No baseband processing may be needed at the 
remote radio unit (RRU), making the implementation energy-efficient. Also, the optical signal transmitted 
over the optical fibre link may contain all the aggregated wireless channels with their bandwidths 
unchanged (untouched). This means that this approach may be optical bandwidth efficient. The optical 
bandwidth efficiency of this approach may be seen from the fact that the transmitted optical signal may be 
viewed essentially as an analogue optical signal rather than as a binary on-off keying (OOK) optical signal 
typically used with the Common Public Radio Interface [b-CPRI] or D-RoF. 

Figure 7-7 is an illustration of the principle of channel aggregation through shifting the centre frequencies 
of the input wireless channels and combining of frequency-shifted channels. The channel aggregation may 
be implemented with relatively simple DSP. The reverse process can be applied to realize channel  
de-aggregation. 

Wireless channels typically have well-defined channel bandwidths and channel sampling rates, as shown in 
Table 7-1 for the evolved universal terrestrial radio access (E-UTRA). In the long-term evolution advanced 
(LTE-A) standard, carrier aggregation (CA) is specified such that the effective bandwidth of a wireless 
channel may be increased beyond 20 MHz, e.g., to 100 MHz. The proposed channel aggregation method 
may be overlaid on CA, but it does not touch (or change) each carrier-aggregated wireless channel in terms 
of its bandwidth and baseband payload data. 
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Figure 7-6 – Schematic diagram of an aggregated analogue RoF based MFH system. C-RAN: centralized 
radio access network; BBU: baseband unit; DSP: digital signal processing; DAC: D/A converter; ADC:  

A/D converter; PA: RF-band power amplifier; PD: photodetector; RRU: remote radio unit; FUC: 
frequency-up-converter; FDC: frequency-down-converter 
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Figure 7-7 – Illustration of the channel aggregation principle 

Table 7-1 – Typical channel bandwidth and sampling rates for E-UTRA 

Channel bandwidth (MHz) 1.4 3 5 10 15 20 

FFT size 128 256 512 1 024 1 536 2 048 

Sampling rate (MHz) 1.92 3.84 7.68 15.36 23.04 30.72 

The analogue RoF technology can be extended to allow the use of modest DSP for channel aggregation and 
de-aggregation. This would achieve high bandwidth efficiency and flexibility. In addition, the analogue RoF 
technology can be backward-compatible with CPRI-based D-RoF, e.g., by separately transmitting the I/Q 
data and the CPRI control words. 
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7.3.2 Wavelength division multiplexing transmission 

Wavelength division multiplexing (WDM) is an optical multiplexing scheme of obtaining a desired optical 
signal by combining several modulated optical signals with different central frequencies. Therefore, it is a 
kind of FDM in the optical domain. Figure 7-8-a is a schematic block diagram of WDM transmission for 
subcarrier signal(s) transmission, where fele and fon (n = 1, 2, …, N) are the central frequencies of 
modulating electrical signal and optical carriers, respectively. Here, fele may be different for different 
modulating electrical signal. Figure 7-8-b is a schematic block diagram of WDM transmission for equivalent 
low-pass (equivalent baseband) signal(s) or digital signal(s) transmission. At first, for both cases, an 
electrical signal modulates an optical carrier with an individual E/O converter to generate a modulated 
optical signal (RoF signal). The generated RoF signals with different central frequency are combined with a 
wavelength MUX to generate a WDM RoF signal. The received WDM RoF signal is put into a wavelength 
DEMUX to be divided into N original RoF signals. Each RoF signal is photodetected with an individual O/E 
converter to regenerate the original electrical signal. 
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Figure 7-8 – Schematic block diagram of WDM transmission: a) for subcarrier signal(s) transmission; and 
b) for equivalent low-pass (equivalent baseband) signal(s) or digital signal(s) transmission 
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7.3.3 Multi-level modulation 

There are many multi-level modulation schemes, for example, quadrature phase shift keying (QPSK), M-ary 
quadrature amplitude modulation (M-QAM), discrete multi-tone (DMT), OFDM and so on. They serve to 
increase the transmission capacity of a single channel provided that the signal-to-noise ratio (SNR) is high 
enough. For an RoF signal, it is considered that multi-level modulation can be generally performed in both 
the electrical domain and the optical domain. 

In the electrical scheme, multi-level modulation is carried out when a modulating electrical signal is 
generated. Figure 7-9 shows an example of multi-level modulation performed in the electrical domain. As 
shown in Figure 7-9, at first, serial binary data is converted to parallel data for multi-level modulation with a 
binary-to-multi-level converter. The converted data modulates an electrical carrier at fele with an electrical 
I/Q modulator to generate a modulating electrical signal. The modulating electrical signal is put into an E/O 
converter, shown in Figures 7-1 and 7-2, to generate a desired RoF signal as shown in Figure 7-9-a and -b, 
respectively. 
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Figure 7-9 – Schematic block diagram of multi-level modulation performed in the electrical domain: a) 
with direct modulation; and b) with external modulation 

In the optical scheme, multi-level modulation is carried out with an optical I/Q modulator. Figure 7-10 
shows an example of multi-level modulation performed in the optical domain. As shown in Figure 7-10, at 
first, two-tone or multi-tone light is generated with a reference frequency of fele/2. A DEMUX extracts two 
optical frequency components at fopt-fele/2 and fopt+fele/2, where fopt is the central frequency of optical 
carrier. On the other hand, serial binary data is converted to In-phase (I) data and quadrature-phase (Q) 
data for multi-level modulation with a binary-to-multi-level converter. The converted data modulates one 
optical frequency component at fopt+fele/2 with an optical I/Q modulator. The modulated optical 
component at fopt+fele/2 is combined with the other optical unmodulated component at fopt-fele/2 via a 
MUX to generate a desired RoF signal. 
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Figure 7-10 – Schematic block diagram of multi-level modulation  
performed in the optical domain 

7.4 Digital-signal-processing-assisted (DSP-assisted) analogue RoF techniques 

Figure 7-11-a and -b show typical configurations of an analogue RoF system and a D-RoF system, 
respectively. They are based on system architectures shown in clause 6. DACs and ADCs are used for the 
conversion between an analogue signal and a digitized signal. Frequency converters are used if necessary. 
An RF-band back-end processor and front-end processor (BEP/FEP) is assumed to be mainly an air-interface 
function, such as a radio antenna, which may include general functions for compensating any signal 
distortions, such as amplifications, bandpass filtering, equalizations, signal monitoring and so on. As 
mentioned in clause 5, the D-RoF system is an alternative candidate for transmitting the waveform, 
especially in cases where both distortion and poor sensitivity hamper analogue transmission under 
conditions of higher noise figure and nonlinearity. However, in general, the D-RoF system requires much 
wider optical bandwidth than that of the analogue RoF system, which sometimes gives inefficient use of the 
optical link. 
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Figure 7-11 – Typical configurations: a) of an analogue RoF system; and b) of a D-RoF system 

To overcome these problems, a DSP can be used in the analogue RoF system to compensate for signal 
distortion during the transmission, the so-called DSP-assisted analogue RoF technique. Typical examples of 
system configurations with the DSP-assisted analogue RoF technique are shown in Figure 7-12. Note that 
their combination and the other configurations are also possible as the DSP-assisted analogue RoF system. 
In Figure 7-12-a, the distortion compensation-like post-compensation method is performed at the edge of 
the link. For the downlink, a signal processor and a demodulator in a wireless terminal compensate for the 
signal distortions in both the optical and radio links. For the uplink, a signal processor and a demodulator 
on the network side compensate for them. In Figure 7-12-b, the distortion compensation, such as the  
pre-distortion method, can also be performed at the edge of the link. For the downlink, a signal processor 
on the network side pre-compensates for the signal distortions in both the optical and radio links. For the 
uplink, a signal processor on a wireless terminal side also compensates for them. In Figure 7-12-c, multiple 
distortion compensations are also performed at the edge of the link, which is a combination of distortion 
compensations shown in Figures 7-12-a and 7-12-b. For the downlink, a signal processor on the network 
side pre-compensates for the signal distortions in the optical links. In addition, a signal processor in a 
wireless terminal compensates for the signal distortion in the radio links. For the uplink, another signal 
processor in a wireless terminal pre-compensates for the signal distortion in the radio links and a signal 
processor on the network side also compensates for the signal distortions in the optical links. In these three 
cases, the equipment on the antenna side is the simplest. In Figure 7-12-d, the distortion compensation is 
performed in the middle of link. For the downlink, a signal processor on the antenna side compensates for 
the signal distortion in the optical link. For the uplink, another signal processor on the antenna side 
compensates for the signal distortion in the radio link. In this case, the equipment in the wireless terminal is 
basically in the same configuration as that in the typical RoF systems shown in Figure 7-11. Therefore, it is 
possible to continuously use the wireless terminal even if the equipment on the antenna side is changed. 
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Figure 7-12 – Example configurations of DSP-assisted analogue RoF systems: a) with DSP at the edge of 
the link for post-compensation; b) with DSP at the edge of the link for  

pre-compensation; c) with DSP at the edge of the link for both post-compensation  
and pre-compensation; and d) with DSP in the middle of link 

8 Network models 

In radio access networks (RANs), macro cells are generally deployed to provide seamless coverage for 
outdoor and partial indoor environments, micro cells are deployed for street, hotspot and deep indoor 
coverage with a distributed antenna system, and small cells are used for dead spot or hotspot and local 
deployment. 
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The total number of RoF signals is considered in order to categorize RANs into types, taking fibre assets and 
fibre topologies of optical distribution network (ODN) into account. First, the existing definitions of three 
RAN scenarios as a function of cell structure and coverage are as follows. 

A macro cell (see definition in clause 3.1.3) is compliant with the Third Generation Partnership Project 
(3GPP) standard, a few 10s of watts RF output power level, several radio technologies and several cells 
sectors to achieve a large coverage. 

A micro cell (see definition in clause 3.1.2) is compliant with the 3GPP standard, a few 10s of watts RF 
output power level, several radio technologies and typically one cell sector to achieve a specific coverage 
area. 

A pico cell (see definition in clause 3.1.5) can be one flavor configuration of small cell.  

For our RoF topic, the small cell (3.1.4) is compliant with the 3GPP standard, low-power RF transmission 
(with varying output power ranging from 0.5 W to a few watts), one or several radio technologies and one 
cell sector to achieve a specific coverage area. 

These three radio configuration descriptions allow it to be understood that several RF combinations could 
be implemented for each scenario. In order to achieve a classification for RoF applications, the parameters 
required for counting the number of RoF signals are clarified. There are four parameters. 

The number of radio technologies (NRT): This corresponds to the kind of radio (especially mobile) 
communication standards and their generations, such as the global system for mobile communications 
(GSM), wideband code division multiple access (W-CDMA), code division multiple access-2000  
(CDMA-2000), long term evolution (LTE), LTE-A, worldwide interoperability for microwave access (WiMAX) 
and WiMAX2. 

The number of RF bands allocated in one radio technology (NRFB, where RFB denotes radio frequency 
block): W-CDMA (FDD) and LTE have many RF bands, which are defined in [b-3GPP TS 25.101] and 
[b-3GPP TS 36.101], such as band 1 (2 100 MHz band), band 2 (1 900 MHz band), band 5 (850 MHz band) 
and band 8 (900 MHz band). 

The number of radio sectors (NRS): This is applicable only for cells with sector antennas. 

The number of multi-input multi-output (MIMO) signals (NMIMO): In LTE and LTE-A systems, the MIMO 
technology must be supported. In the specific case of digital RoF, the present implementation supports the 
processing of all the MIMO signals in a single RoF signal (NMIMO = 1). 

These two descriptive ways of RANs are used to understand the applicability of proposed ODNs, network 
interface and transmission mechanisms for RoF signals. 

In clauses 8.1 to 8.5, unless stated otherwise, the expression "RoF signal" concerns analogue and digital 
RoF. 
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8.1 Reference points 

Figure 8-1 shows a set of reference points that are defined in this Supplement. 
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Figure 8-1 – Reference configuration for a RoF over ODN 

The ODN offers one or more optical paths between one or more optical line terminals (OLTs) and one or 
more optical network units (ONUs). Each optical path is defined between reference points S and R in a 
specific wavelength window. 

This system consists of OLT, ONU and fibre cable, which has an ODN configuration with passive optical 
devices (e.g., optical power splitter, optical wavelength MUX/DEMUX). 

The RoF signal transmission in downstream and upstream directions can take place on an ODN with same 
fibre and components (duplex/diplex working) or on separate fibres and components (simplex working). 
We have to consider ODN architecture including the following. 

One local (e.g., central office) hosting several baseband stations to one antenna site hosting several remote 
antennas with optional protection scheme. 

One local (e.g., central office) hosting several baseband stations to several antenna sites hosting several 
remote antennas with optional protection scheme. 

Multiple access techniques should be considered to achieve a limited number of fibres in the ODN and 
optical interfaces. The multiplexing technologies are as follows. 

Time division multiple access should be used for digital (preferred) and analogue (potential) RoF signals. 

For digital RoF, we have to consider two levels of time multiplexing, as follows. 

The first concerns the capability to time multiplex several digital RoF signals in the electrical domain and 
transmit the result as one wavelength channel. In other words, the time multiplexing here means the 
capability to aggregate different links with smaller data rate into one link with much higher data rate. Then, 
the high data rate link could be mapped to one wavelength channel pair. One example of this capability is 
the aggregation of four 2.5 Gbps CPRI links into one 10 Gbps CPRI link. 

The second concerns the capability to address several ONUs (several RF BEP/FEPs) connected to the same 
ODN and a single OLT port connected to several baseband modulation and demodulation (BB M/dMP) 
processors. Time division multiple access is used to achieve a transmission technique involving the 
multiplexing of many digital RoF inside time slots onto the same time payload. 
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For analogue RoF, optical pulses modulated by different radio signals with different timing are multiplexed 
in the optical domain, where the amplitude of optical pulse is an analogue value proportional to the 
sampled value of radio signal. 

Wavelength division multiple access should be used for analogue and digital RoF. Each RoF interface is 
colourized. 

Subcarrier multiple access should be used for analogue (preferred) and digital (potential) RoF. This 
multiplexing technique concerns the RF domain and not the optical domain. For analogue RoF, this 
multiplexing method allows optoelectronic emitter and receiver to be shared between several RF signals. 
For digital RoF, each subcarrier can transport partially or totally a digitized RoF signal with the help of 
specific processing. 

8.2 Service 

Such an RoF over ODN system could provide the complete range of all currently known and new mobile 
services being discussed for RAN including an existing or green field optical network segment. These 
services include the analogue and digital RoF signals. Some common features are listed below: 

As the services evolve and newer services are introduced, the number of interfaces, bit rate for D-RoF and 
bandwidth for analogue RoF and management requirements will increase. This requires the RoF to be 
flexible and easily upgradable. 

The overlay of several RoF generations of independent RAN is required. 

The ability to re-use existing ODN plant for a RoF service is an option and must be done by either operating 
in usable spectrum not occupied by legacy passive optical networks (PONs) in a particular deployment or 
re-using the legacy PON interfaces. 

8.3 Optical distribution network 

The ODN consists of passive optical elements based on single mode optical fibre. This ODN has to support 
the following. 

Maximum fibre distance between the reference point at the interface of the OLT and the ODN (S/R) and the 
reference point at the interface of the ONU and the ODN (R/S):  

• 50 km for digital RoF signals due to the maximum 500 µs round trip time between BB M/dMP to 
RF BEP/FEP to BB M/dMP. A more stringent fibre distance requirement could be needed in 
function of mobile equipment performances and latency of digital RoF interface. 

• 60 km for analogue RoF signals based on the maximum supporting distance defined in 
[ITU-T G.989.1]. 

Transmission in downstream and upstream directions can take place on the same fibre core and 
components (duplex/diplex working) or on separate fibre core and components (simplex working). The 
ODN offers one or more optical paths between one or more OLTs and one or more ONUs. Each optical path 
is defined between reference points in a specific wavelength window. 

Optical passive devices to achieve optical wavelength multiplexing/de-multiplexing or optical power 
splitting/combining purposes are considered.  

The two directions for optical transmission in the ODN are identified as follows. 

Downstream direction for signals travelling from the OLT(s) to the ONU(s). 

Upstream direction for signals travelling from the ONU(s) to the OLT(s). 
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8.4 Possible RoF over ODN configurations and characteristics 

There can be several types of configurations as a function of the use of optical wavelength or power passive 
devices. 

The wavelength based ODN is described in Figures 8-2-a and 8-2-b and comprises an optical head end, 
connecting to the ODN through one- or two-fibre links. The optical head end houses a set of optical 
transmitters and receivers based on dense wavelength division multiplexing (DWDM) or coarse wavelength 
division multiplexing (CWDM). The DWDM and CWDM characteristics have also to be considered for the 
passive wavelength multiplexer (WM). Two fibre ODN could be considered for CWDM and DWDM in 
absence of wavelength diplex definition. One fibre and DWDM colourless transceiver is considered as the 
target solution for the ONU and OLT.  

Figures 8-2-a and 8-2-b present two examples of configuration authorizing a link between a base band pool 
and one or several antenna sites with high number of RoF signals (NRT × NRFB × NRS ×NMIMO) based only 
on the use of wavelength division multiplexing. These ODN scenarios could be typical use cases for macro 
and micro cell applications. 

Figures 8-2-c and 8-2-d present two examples of configuration with optical power splitter and wavelength 
MUX and DEMUX based ODN. The optical splitter allows time division multiplexing (TDM) and time 
wavelength division multiplexing (TWDM) techniques to be used for RoF application. The WM also allows 
WDM technics to be used for RoF applications in coexistence with TDM and TWDM interfaces. One-fibre 
ODN is only considered in these scenarios based on diplex technology. We could consider that the use of 
the existing ODN splitter reduces the number of potential number of RoF ONUs available (cf. ODN end 
faces, wavelength spectrum allocation) and so one or several antenna sites with a limited number of RoF 
signals in comparison with the two previous scenarios could be used. These ODN scenarios could be typical 
use cases for micro and small cell applications. 

Concerning Figure 8-2-c for Digital RoF, TDM or TWDM PON interface should require adaption of the PON 
interfaces (e.g., fixed bandwidth allocation algorithm) to allow a transmission of a continuous traffic with 
controlled latency and jitter. 
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Figure 8-2 – Possible RoF over ODN configurations for a RoF based PON. WM:  
wavelength multiplexer/demultiplexer 

8.5 Possible RoF over ODN survivability and characteristics 

RoF over ODN should provide 1:1 or 1 + 1 backup mechanism in case of ODN failure. 

In the digital RoF case, the baseband interface could be equipped with two digital radio over fibre baseband 
interface (iRoF-BB) ports. Each iRoF-BB port could be used to achieve protection on a separate ODN.  

When protection is needed between ONU and OLT, a type B single and dual parenting configuration is 
proposed. 

Although in this Supplement the compatibility of RoF with any existing optical access system is not 
discussed, the issue should be addressed in future work. 
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9 System design for supporting a radio access system over an optical access network 

9.1 Measurement test model for mobile front-hauling over an optical distribution network 

Figure 9-1 shows a general test model for physical-level quality measurement of RF signal in MFH with the 
RoF technology, which is based on the RF-band subcarrier signals transmission shown in Figure 6-1-a. As 
shown in Figure 9-1-a, the measurement set-up basically consists of two radio signal generators (SGs), two 
radio signal analysers (SAs), two E/O converters, two O/E converters, two MUXs/DEMUXs, a standard 
single-mode optical fibre (SMF), and a variable optical attenuator (VOA). Here, thin and thick lines 
represent electrical and optical wirings, respectively. In this model, it is assumed that the OAN under test 
corresponds to a link between service network interface (SNI) and user network interface (UNI). The output 
of radio SG is input into the OAN under test and the output of the OAN under test is input into the radio SA. 
Their signals, which should be radio signals, are delivered via the SNI or the UNI. For the purpose of 
transmitting a RoF signal, a set of one E/O converter, one O/E converter, and one MUX/DEMUX at the 
network side corresponds to an OLT, and another set of one E/O converter, one O/E converter, and one 
MUX/DEMUX at the user side corresponds to an ONU. An ODN consists of the SMF and the VOA, where the 
VOA emulates a splitting loss of splitters and the other excess losses between the OLT and the ONU, except 
for the SMF transmission loss. Figure 9-1-b and -c show the general configurations of E/O converter for 
direct modulation and O/E converter for incoherent detection, respectively. In each converter, an electrical 
amplifier, an electrical bandpass filter (BPF), an optical amplifier, and an optical BPF are optional 
components, which may be selectively used to meet the physical requirement at the point of SNI and UNI. 
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Figure 9-1 – General test model for RoF transmission over ODN: a) block diagram of measurement set-up; 
b) general configuration of E/O converter for direct modulation; and c) general configuration of O/E 

converter for incoherent detection 
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9.2 Example of system performance evaluation 

In this clause, the following conditions are assumed as an example model. 

Wireless service: Cellular mobile communication 

BS class (see [b-3GPP TS 36.104]): Local Area BS 

RF signal: LTE or LTE-A 

Length of SMF in ODN: 20 or 40 km 

9.2.1 Single downlink signal transmission 

Figure 9-2 shows the typical experimental set-up for measuring the transmission quality of a typical LTE 
signal. It consists of an LTE vector signal generator (LTE VSG), an RoF transmitter (RoF Tx), three standard 
SMFs, a VOA, an erbium-doped fibre amplifier (EDFA), an optical bandpass filter (OBPF), an RoF receiver 
(RoF Rx), and an LTE signal analyser (LTE SA). The LTE VSG generated a typical LTE signal with the radio 
carrier frequency of 2.68 GHz, the bandwidth of 20 MHz, and the power of 0 dBm, in which the LTE band #7 
was assumed (see [b-3GPP TS 36.101]). In this measurement, QPSK, 16 quadrature amplitude modulation 
(QAM), and 64-QAM were tested as a modulation format of the OFDM subcarrier. To generate a desired 
RoF signal, the generated LTE signal was input into the RoF Tx, which corresponded to an OLT. The 
generated RoF signal with a centre wavelength of 1 549.5 nm and a power of about 6 dBm was transmitted 
over 25 km, 5 km, and 15 km cascaded SMFs (total: 40 km) and the VOA to an ONU. The VOA emulates a 
passive optical power splitter. In the ONU, the received RoF signal was amplified with the EDFA followed by 
the OBPF. The EDFA was driven with an auto-current control and the OBPF with a 3 dB bandwidth of 1 nm 
was used to eliminate undesired amplified spontaneous emission (ASE) noise from the EDFA. The optically 
amplified RoF signal was detected with the RoF Rx to regenerate the LTE signal. Finally, the error vector 
magnitude (EVM) and the electrical spectrum of regenerated LTE signal were measured with the LTE SA. 
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Figure 9-2 – Typical experimental set-up (upper) and optical power level diagram (lower) 

The measured optical power level diagrams for 0, 10, 20, and 30 dB attenuation of the VOA are shown in 
Figure 9-2. As shown in Figure 9-2, the total insertion loss of SMFs was about 10 dB. In addition, the 
insertion loss of VOA itself was about 2 dB. It was observed that the gain of EDFA was dependent on the 
power of the received RoF signal input into the EDFA. For 0 dB attenuation, the gain of EDFA was saturated 
due to the large input power. For 30 dB attenuation, on the other hand, the ASE noise from EDFA was 
dominant due to the small input power. As a result for the latter, the effect of OBPF was well observed for 
30 dB attenuation. 
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Figure 9-3 shows the measured symbol constellation and electrical spectra of regenerated LTE signals for 
the transmission before transmission and after transmission with a total optical path loss of 32 dB. From 
the electrical spectra, the SNR decreased due to the optical loss, compared with that for the optical 
transmission signal. However, it can be seen that all symbol constellations were clearly apparent for all 
modulation formats, even when the total optical path loss was 20 dB. 
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Figure 9-3 – Measured symbol constellations and electrical spectra 

The measured EVM as a function of an additional loss after a 40 km-long SMF transmission is shown in 
Figure 9-4. According to "LTE; E-UTRA; BS radio transmission and reception" [b-3GPP TS 36.104], required 
EVMs of LTE transmitted signal at the BS for the modulation formats of QPSK, 16-QAM, and 64-QAM are 
≤17.5, ≤12.5 and ≤8.0% r.m.s., respectively. From the measured EVMs and the requirements, it can be seen 
that 30 dB optical path loss, corresponding to 64 split, are acceptable, which has a margin of 7 dB for 64-
QAM. For the modulation format of 64-QAM, the EVM at the optical path loss of 42 dB was degraded so 
much due to small power, which caused loss of synchronization. In the low additional loss region, the 
degradation of EVM was also observed. This is because nonlinearity of an electrical amplifier in the RoF Rx 
causes signal distortion of the received RoF signal. However, it is expected that these problems should be 
easily overcome by means of a power control of the received RoF signal, which is in general a common 
technique of optical transmission. From the above, it can be concluded that analogue RoF transmission 
over a typical ODN is feasible. 

 

Figure 9-4 – Measured EVMs vs. optical path loss 
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9.2.2 Single uplink signal transmission 

Figure 9-5 shows the typical experimental set-up for measuring the transmission quality of a typical LTE 
signal. It consists of an LTE VSG, a variable electrical attenuator (VEA), an RoF Tx, three SMFs, a VOA, an 
EDFA, an OBPF, an RoF Rx, and an LTE SA. The LTE VSG generated a typical uplink LTE signal with the radio 
carrier frequency of 2.535 GHz, the bandwidth of 1.4 to 20 MHz, and the power of −10 dBm, in which the 
LTE band #7 was assumed (see [b-3GPP TS 36.101]). To emulate a free-space propagation loss, the 
generated LTE signal was manually attenuated by 50 to 90 dB with the VEA. To generate a desired RoF 
signal, the LTE signal was input into the RoF Tx, which corresponded to an ONU. In the RoF Tx, the LTE 
signal was electrically amplified by 52 dB with a low noise amplifier (LNA) and then was converted with a 
laser diode (LD) to an optical signal. The generated RoF signal with a centre wavelength of 1 551.7 nm and a 
power of about 10 dBm was transmitted over 25 km, 5 km, and 15 km cascaded SMFs (total: 40 km) and 
the VOA to an OLT. The VOA emulates an additional optical path loss. In the OLT, the received RoF signal 
was amplified with the EDFA followed by the OBPF. The gain of EDFA was fixed to 20 dB and the OBPF with 
the 3 dB bandwidth of 1 nm was used to eliminate undesired ASE noise from the EDFA. The optically 
amplified RoF signal was detected with the RoF Rx to regenerate the LTE signal, where the RoF Rx consisted 
of a photodetector (PD) and a post-amplifier (PA) with the variable gain of 25 to 40 dB. Finally, the EVM and 
the electrical spectrum of regenerated LTE signal were measured with the LTE SA. 

PD PA
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Figure 9-5 – Typical experimental set-up 

Figure 9-6 shows the measured EVM as a function of optical path loss to evaluate the available dynamic 
range of optical path loss. The measurement was done when the input RF power to the RoF Tx was 
−65 dBm. For an optical path loss ranging from 10 to 40 dB, the observed EVMs appear to be constant at 
approximately 3% for both a 20 MHz-bandwidth 64-QAM signal (which provides the maximum bit rate) and 
a 1.4 MHz-bandwidth QPSK signal (which provides the minimum bit rate). They were within the required 
EVM for a 64-QAM of 8% and QPSK of 17.5%, respectively (see [b-3GPP TS 36.104]). From this 
measurement, the available dynamic range of optical path loss was larger than 16 dB at least. These results 
show that the uplink transmission of an LTE signal over a fibre-optic link can be applicable to all the ODN 
classes specified in the ITU-T G.98x series under the condition of relatively high modulation index. 
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Figure 9-6 – Measured EVMs vs. optical path loss 

Figure 9-7 shows the measured EVM as a function of input RF power to evaluate the minimum input RF 
power. In the case of electrical back-to-back (E-BtB), in which the LNA in the RoF Tx was directly connected 
to the LTE vector signal analyser (VSA), it is estimated that the EVM of 17.5% was obtained when the input 
RF power was about −100 dBm. Also in the case of RoF BtB, in which the RoF Tx was directly connected to 
the RoF Rx without any optical amplifier, almost the same result was observed. Thus, no significant 
degradation of the signal quality due to the introduction of the RoF Tx and Rx was observed. In the case of 
36 dB optical path loss, it is estimated that the EVMs of 17.5% for 1.4 and 20 MHz-bandwidth QPSKs were 
obtained at the input RF powers of less than −92 and −85 dBm, respectively. From this result, it can be seen 
that the RoF transmission of uplink LTE signal over an ODN specified in the ITU-T G.98x series is feasible 
under the condition of input RF power of more than −92 dBm. Hence, it is considered that the power 
penalties are generally caused by the increase of total noise figure. However, the noise figure and the 
operational power range of the whole system can be optimized. 

 

Figure 9-7 – Measured EVMs vs. input RF power 

9.2.3 Multiple downlink signals transmission 

9.2.3.1 IF-band SCM RoF system with an analogue aggregation technique in ONU 

Figure 9-8 shows the typical experimental set-up for measuring the transmission performances of typical 
multiple LTE signals based on IF-band SCM RoF transmission scheme. This is a kind of IF-band SCM RoF 
system with an analogue aggregation technique in ONU. It consists of an arbitrary waveform generator 
(AWG) to generate multiple LTE signals, an RoF Tx, standard SMF of 20 km, a VOA, an EDFA, an ASE 
rejection filter, an RoF Rx, a BPF, a frequency-up-converter (FUC), high power amplifier (HPA), antenna and 
an LTE VSA. The AWG generated typical multiple LTE signals at the intermediate carrier frequency from 160 
to 820 MHz with 60 MHz spacing. The bandwidth of each IF-band carrier was 20 MHz. The total summed RF 
power for all IF carriers was about 0 dBm to obtain a proper optical modulation index (OMI) for better 
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transmission performance. In this measurement, a 64-QAM was employed as a modulation format of the 
OFDM subcarrier. To generate a desired RoF signal, the generated LTE signals were input into the RoF Tx, 
which corresponded to an OLT. 

The generated RoF signal with a centre wavelength of 1 550 nm and an optical power of about 5 dBm was 
transmitted over the 20 km SMF and the VOA to an ONU. The VOA emulated a passive optical power 
splitter. The transmitted RoF signal was detected with the RoF Rx to regenerate the LTE signal. The 
transmitted RoF signal was detected with the RoF Rx to regenerate the LTE signal. This regenerated signal 
was frequency-up-converted from intermediate frequencies to radio frequencies after passing through the 
bandpass filter. Frequency-up-converted signal was re-amplified with HPA and inputted to the antenna. 
Finally, the EVM and the electrical spectrum of the regenerated LTE signal were measured with the LTE 
VSA. The measured optical power level diagrams for 10, 15, 20 and 25 dB attenuation of the VOA are also 
shown in Figure 9-8. As shown in Figure 9-8, the total insertion loss of SMF was about 5 dB. In this 
measurement, the optical amplifier in front of the RoF Rx was not employed in order to take cost-
effectiveness of the ONU into account. 

 

Figure 9-8 – Typical experimental set-up (upper) and optical power level diagram (lower) 

In Figure 9-9, measured RF spectra before E/O conversion and after O/E conversion are shown. 12 IF 
carriers with the 20 MHz bandwidth LTE signal format were successfully obtained with the help of an AWG. 
Before the 20 km SMF transmission, all generated IF carriers with the LTE signal format had the same 
power level. However, after the 20 km SMF transmission, there were slight frequency-dependent power 
variations, which were caused by the uneven frequency response of the RoF Tx. 
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Figure 9-9 – Measured RF spectra before E/O conversion (upper)  
and after O/E conversion (lower) 

The measured EVM as a function of an additional optical link loss after the 20 km SMF transmission is 
shown in Figure 9-10. We measured the EVMs at the lowest IF carrier frequency of 270 MHz (EVM at RoF-
Rx) and the RF carrier (2 660 MHz) frequency (EVM at antenna) to investigate the transmission 
performance degradations caused by the frequency-up-conversion process. From the measured EVMs and 
the requirements at the BS (see [b-3GPP TS 36.104]), it can be seen that the optical loss budget can thus be 
as high as 31 dB, meeting the N1 and N2 loss budget requirements for passive optical networks. From the 
above, it can be concluded that IF-band SCM RoF transmission scheme is also feasible. 
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Figure 9-10 – Measured EVM as a function of an additional optical link  
loss after 20 km-long SMF transmission 
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9.2.3.2 IF-band SCM RoF system with a digital aggregation technique 

Figure 9-11 shows an aggregated analogue RoF system with the 36 LTE channels, consisting of six 

bandwidth groups each having six channels for 2  2 MIMO and three sectors, aggregated in a single optical 
wavelength. This is a kind of IF-band SCM RoF system with a digital aggregation technique. 
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Figure 9-11 – Aggregated analogue RoF system with the 36 LTE channels,  
aggregated in a single optical wavelength 

Figure 9-12-a shows the typical experimental set-up and Figure 9-12-b shows the 64-QAM signal 
constellations recovered after 20 km transmission over a standard single-mode fibre (SSMF) with −10 dBm 
received optical power for the six bandwidth groups, corresponding to the LTE bandwidths of 1.4, 3, 5, 10, 
15 and 20 MHz. Evidently, the recovered signal constellations show high SNR. 

(b) Measured constellations of the 36 E-UTRA channels arranged according to the channel bandwidth
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Figure 9-12 – Typical experimental set-up and measurement results.  
IM/DD: intensity modulation with direct detection 

Figure 9-13 shows the measured EVMs of all the 36 LTE channels after transmission through the aggregated 
analogue RoF system. To achieve an EVM of less than 8% EVM, as required for 64-QAM (see [b-3GPP TS 
36.104]), the received optical power needs to be larger than −24 dBm, which corresponds to a link loss 
budget of 26 dB assuming a typical optical signal power of 2 dBm. This link loss budget can be readily 
achieved in WDM PONs, indicating the validity of the proposed bandwidth-efficient MFH approach based 
on aggregated analogue RoF. With the assumption of 8 dBm signal power at the transmitter, the link loss 
budget can be increased to 32 dB. We expect that with additional performance improvement techniques, 
the link loss budget may be further increased. 
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Figure 9-13 – Measured EVMs of all the 36 LTE channels after transmission through the aggregated 
analogue RoF-based MFH system 

Intensity-modulation with direct-detection (IM/DD) is a cost-effective scheme for optical transmission. In 
conventional IM/DD-based RoF systems, the receiver sensitivity or optical path loss budget is severely 
limited by the large direct current (DC) offset used. It is desirable to improve the optical path loss budgets 
of RoF systems, particularly multi-channel RoF systems that contain multiple signals in a single wavelength 
via FDM or SCM, so that efficient MFH schemes can be readily supported by conventional passive optical 
networks. We propose the combined use of quadratic soft clipping (QSC) and odd-channel-only mapping in 
multi-channel RoF to effectively reduce the DC offset without causing signal distortion, therefore increasing 
optical path loss budget. 

The QSC function is expressed as: 

  YQSC = (X + XM)2/(2XM) 

where YQSC is the time-domain output signal, X + XM is the time-domain input signal that is bounded 

between 0 and 2XM or X  [−XM, XM], and XM is the DC offset. This QSC function does not have a 
discontinuity in its slope, and by its very construction it only has the second order distortion term. A graph 
of some of these functions and the relative benefit of using the asymmetric clipping (AC) and soft-clipping 
(SC) schemes is shown in Figure 9-14, as a function of the DC offset (XM). The AC scheme has constant gain 
and average level, as it does not have an offset. Both the DC and SC schemes have a nearly constant gain. 
The DC scheme's average level increases linearly with offset, while the SC scheme increases at a slower 
rate. As a result, the SC scheme has a benefit of around 2.5 dB at a practical offset of 3, and converges to a 
benefit of 3 dB in the limit of large offset. The AC scheme has a much larger and ever growing benefit, but 
at the practical offsets (or practical bias conditions) its benefit is about 5 dB. 
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Figure 9-14 – Linear gains, power averages, and power-efficiency gains (benefits) of various OFDM 
formats. DCO: down-converter-offset OFDM; AC: asymmetrically clipped OFDM;  

SC: soft-clipped OFDM proposed here 

Returning to the channel plan for multi-channel RoF, only the odd channels will be used, and centred at 
frequencies (2n − 1)f0 where n is a positive integer; however, their bandwidth will be constrained to only 
2/3 of the full amount, which is typical for wireless channels. That is, the channel at f0 will have a band that 
runs from (2/3)f0 to (4/3)f0. The channel at 3f0 has a band that runs from (8/3)f0 to (10/3)f0. Such an 
arrangement will yield gaps between adjacent channels of (4/3)f0. This will be the spectral width of the 
second order distortion term. Indeed, all the second order distortions fall exactly in these gaps, leaving the 
spectrum around the channels to be clear of impairment.  

We first perform numerical simulations to verify the analytical results presented above. Figure 9-15-a 
shows the simulated spectrum of the same aggregated LTE signals under the proposed QSC condition. 
Evidently, inter-signal mixing only causes distortions in the spectral gaps between signals, avoiding 
performance degradation to actual signals. Figure 9-15-b shows the recovered constellation of the 24th LTE 
signal. A low EVM of 0.5% is obtained, confirming that the proposed soft clipping (SC) is viable for multi-
channel RoF. 

 

a) 
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b) 

Figure 9-15 – a) Simulated optical spectrum of 24, 20 MHz LTE signals (and their images  
due to Hermitian symmetry) that are aggregated using the odd-channel-only  

mapping under the proposed QSC condition; and b) Recovered  
constellation of the highest-frequency (24th) signal 

We then perform experiments to further verify the analytical results. Figure 9-16 shows the typical 
experimental set-up. At the transmitter, we use offline DSP to generate 24, 20 MHz LTE OFDM signals. The 
modulation format is OFDM with 64-QAM subcarrier modulation, which is the highest level modulation 
specified in LTE. The time-domain signal waveform is stored in an AWG and outputted by a 5 GSa/s DAC. 
This analogue signal is then amplified before driving a 1 550 nm directly modulated laser (DML) with a 
modulation bandwidth of about 2 GHz. Odd-channel-only mapping is used. The centre frequencies of the 
signals after aggregation are (2n − 1) × 30.72 MHz, where n = 1, 2, 3, … , 24, as shown in the measured 
spectrum in Figure 9-17-a. We compare two bias conditions, the conventional DCO bias condition and the 
proposed QSC bias condition. The optical signal is launched into a 20 km SSMF. After fibre transmission, a 
VOA is used to vary the optical power (PRX) received by an avalanche photodiode (APD). The detected 
signal is digitized by a 10 GSa/s ADC in a real-time sampling scope. The digitized samples are stored in the 
scope, and later processed by offline DSP for down-sampling, channel de-aggregation, OFDM 
demodulation, and evaluation of signal EVM and bit error ratio (BER). 
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Figure 9-16 – Typical experimental set-up for evaluating the performance of the  
proposed soft-clipping technique 
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Figure 9-17 shows the experimentally measured spectrum of the aggregated signals after 20 km SSMF 
transmission with PRX = –22 dBm (Figure 9-17-a), and the measured EVM as a function of receiver power 
(Figure 9-17-b), all under the conventional DCO bias condition. The spectral power in Figure 9-17-a is 
normalized to the power at the centre frequency. For EVM to be less than 5 %, the received power needs to 
be higher than about –19 dBm. Figure 9-18 shows the experimentally measured spectrum of the 
aggregated signals after 20 km SSMF transmission with PRX = –22 dBm (Figure 9-17-a), and the measured 
EVM as a function of receiver power (Figure 9-17-b), all under the proposed QSC bias condition. For EVM to 
be less than 5%, the received power needs to be higher than about –22 dBm. This means that the QSC 
method offers a power budget improvement of about 3 dB as compared to the conventional DCO method. 
It is in good agreement with the analytical results presented above. At the required EVM threshold for  
64-QAM of 8% (see [b-3GPP TS 36.104]), the received optical power only needs to be larger than −26 dBm. 
Given the fact that optical signal power generated by the DML-based transmitter can be as high as 8 dBm, 
the optical path loss budget can thus be as high as 34 dB, meeting the N1, N2, and E1 loss budget 
requirements for PONs. We expect that with additional performance improvement techniques, such as 
optical pre-amplification, the link loss budget can be further increased. 

 

a) 

 

b) 

Figure 9-17 – a) Experimentally measured spectrum of the aggregated signals after 20 km SSMF 
transmission with a received power of –22 dBm and b) Measured EVM vs. received power,  

all under the DCO condition 

 

a) 
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b) 

Figure 9-18 – a) Experimentally measured spectrum of the aggregated signals after 20 km SSMF 
transmission with a received power of –22 dBm; and b) Measured  

EVM vs. receiver power, all under the proposed QSC condition 

In LTE-A, MIMO and CA are often used. Assuming a representative macro-cell configuration with  
8 × 8 MIMO, CA having two 20 MHz mobile signals, and three directional sectors, there are totally 48, 
20 MHz LTE signals. We conducted experiments to investigate the front-haul performance when these 48, 
20 MHz LTE signals are aggregated onto one single wavelength channel. To achieve high cost-effectiveness, 
we used IM/DD with a DML. At the transmitter, we used offline DSP to generate 48, 20 MHz LTE OFDM 
signals. The modulation format was OFDM with 64-QAM subcarrier modulation, which is the highest level 
modulation specified in LTE-A. The time-domain signal waveform was stored in an AWG and outputted by a 
5 GSa/s DAC. This analogue signal was then amplified before driving a 1 550 nm DML with a modulation 
bandwidth of no more than 2 GHz. The output power from the DML was about 8 dBm. 

To achieve high-capacity MFH with low-bandwidth optics, we used seamless channel mapping. The centre 
frequencies of the signals after aggregation were n × 30.72 MHz, where n = 1, 2, 3, ..., 48. To mitigate the 
bandwidth-limitation induced power roll-off at high frequencies, a simple digital frequency-domain pre-

emphasis was applied at the channel aggregation stage such that P(n) = [(n − 1)/47] × 4 dB, where P(n) is 
the power change of the nth signal in decibels. For high-capacity MFH applications, the distance between 
the antennas and the baseband processing units (BBUs) can be just a few kilometres. We used a 5 km SSMF 
to emulate the front-haul link. After fibre transmission, a VOA was used to vary the optical power (PRX) 
received by an APD. The detected signal was digitized by a 10 GSa/s ADC in a real-time sampling scope. The 
digitized samples were stored in the scope, and later processed by offline DSP for down-sampling, channel 
de-aggregation, OFDM demodulation, and evaluation of signal EVM and BER. 

Figure 9-19 shows the spectrum of the 48, 20 MHz LTE signals measured after the signals are transmitted 
over the 5 km SSMF at a received optical power of −6 dBm. Clearly, with the use of the digital frequency-
domain pre-emphasis, the power spectrum of the received LTE signals is reasonably uniform. 
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Figure 9-19 – Experimentally measured spectrum of 48, 20 MHz LTE signals (and their images due to 
Hermitian symmetry) that are aggregated using seamless channel  

mapping and transmitted over 5 km SSMF. The centre wavelength of the  
channel is around 1 550 nm. The received signal power is set to −6 dBm 

Figure 9-20 shows the EVMs of all the 48 LTE signals measured under three conditions: a) optical BtB (L = 0 
km) at PRX = –6 dBm; b) after 5 km SSMF transmission (L = 5 km) at  
PRX = −6 dBm; and c) after 5 km SSMF transmission (L = 5 km) at PRX = −14 dBm. The first observation is 
that all the 48 signals have similar EVM values, indicating reasonable performance uniformity in the 
frequency domain for the multi-channel RoF system. The second observation is that the signal 
performances obtained after 5 km SSMF transmission are very similar to those obtained at L = 0 km. This 
indicates negligible fibre dispersion-induced penalty in this scenario. Finally, the signal EVMs after 5 km 
SSMF transmission with PRX = −14 dBm are about 4%, well below the typical 8% EVM threshold specified 
for 64-QAM (see [b-3GPP TS 36.104]). 

 

Figure 9-20 – The EVMs of all the 48 LTE signals measured under three conditions: a) optical back-to-back 
(L = 0 km) at PRX = −6 dBm; b) after 5 km SSMF transmission  

(L = 5 km) at PRX = −6 dBm; and c) after 5 km SSMF transmission 
(L = 5 km) at PRX = −14 dBm 

Figure 9-21-a shows the mean EVM of all the signals as a function of the optical path loss and the received 
optical power. Figure 9-21-b shows a typical recovered 64-QAM constellation of one of the 48 LTE signals 
after 5 km SSMF transmission with PRX = −6 dBm. Evidently, there is no noticeable dispersion-induced 
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penalty in this 5 km MFH system. At the required EVM threshold for 64-QAM of 8% (see [b-3GPP TS 
36.104]), the received optical power needs to be larger than −21 dBm. Given the fact that optical signal 
power generated by the DML-based transmitter is 8 dBm, the optical path loss budget is thus 29 dB, 
meeting the N1 and N2 loss budget requirements for PONs. We expect that with additional performance 
improvement techniques, such as optical pre-amplification, the link loss budget can be further increased. 

 

a) 

 

b) 

Figure 9-21 – a) The mean EVM of the aggregated LTE signals as a function of optical path loss and 
received optical power for L = 0 km and L = 5 km; and b) a typical recovered 64-QAM constellation of one 

of the 48 LTE signals after 5 km SSMF transmission  
with PRX = −6 dBm 

9.2.4 Multiple uplink signals transmission 

Figure 9-22 shows the typical experimental set-up to investigate the transmission performances of typical 
LTE uplink signals in a normal MIMO antenna configuration. It consists of an LTE VSG, electrical splitter, 
MIMO antennas, LNAs, frequency-down-converters, BPFs, RF combiner, a VEA, a RoF transmitter, SMF, a 
VOA, a RoF receiver, and an LTE VSA. EDFA and OBPF are employed in front of RoF receiver as a pre-
amplifier to improve the total link power budget. The LTE VSG generated two adjacent uplink LTE channels 
with the radio carrier frequency of 2.540 and 2.560 GHz to support multi-frequency assignment (FA). The 2 
LTE uplink signals generated were employed as incoming signals for the MIMO antennas (Ant-1 and Ant-2). 
The bandwidth of each uplink signal was 20 MHz, in which the LTE band #7 was assumed (see [b-3GPP TS 
36.101]). To emulate a free-space propagation loss, the generated uplink LTE signals were manually 
attenuated by 50 to 90 dB with the VEA. To configure a desired IF-band RoF transmission scheme, the LTE 
uplink signals from each antenna were frequency-down converted and bandpass filtered to be suitable for 
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a predefined IF frequencies plan. These uplink signals centred at IF frequencies were combined with RF 
combiner and then input into the RoF transmitter after being amplified or attenuated to obtain proper OMI 
for obtaining better transmission performances. As shown in the inset of Figure 9-22, the number of uplink 
signals was four due to supporting two MIMO antennas and two FAs at the same time. In the RoF 
transmitter, the uplink LTE signals were optically converted with a directly modulated distributed feedback 
laser diode (DFB-LD). The generated IF band RoF signal with a centre wavelength of 1548.5 nm and a power 
of +2.5 dBm was transmitted over SMFs (up to 40 km) and the VOA to an OLT. The VOA emulates an 
additional optical path loss. In the OLT, the received RoF signal was amplified with the EDFA followed by the 
OBPF. The driving current of pump LD was fixed to 70 mA to operate the EDFA under the automatic current 
control (ACC) mode. The OBPF has a 3 dB bandwidth of 0.5 nm and was utilized to eliminate undesired ASE 
noise from the EDFA. The optically amplified RoF signal was detected by the RoF receiver to regenerate the 
LTE signals, where the RoF receiver consisted of a PD and a PA with a variable gain of up to 18 dB. Finally, 
the EVMs and the electrical spectra of regenerated LTE signals were measured by the LTE VSA. 
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Figure 9-22 – Typical experimental set-up 

Figure 9-23 shows the measured EVM as a function of optical path loss to evaluate the available dynamic 
range of uplink transmission system. EVMs of the uplink signal centered at 270 MHz after receiving LTE 
signals at OLT were measured. The measurement was done when the input RF power to the RoF 
transmitter was set to −65 dBm. For an optical path loss ranging from 5 to 15 dB, the observed EVMs 
appear to be below 3% for a 20 MHz-bandwidth of 64-QAM signal (which provides the maximum bit rate) 
without using EDFA in front of the RoF receiver. Similarly, for an optical path loss varying from 5 to 30 dB, 
the observed EVMs appear to be below 4% when using EDFA in front of the RoF receiver. They were well 
below the required EVM thresholds for 64-QAM of 8%, 16-QAM of 12.5% and QPSK of 17.5% (see [b-3GPP 
TS 36.104]). From this measurement, the available dynamic range to satisfy the required EVM of 8% was 
approximately 20 and 36 dB without using EDFA and with EDFA, respectively. It can be seen that the optical 
path loss budget can thus be as high as 36 dB, meeting the N1, N2, E1 and E2 loss budget requirements for 
passive optical networks. 
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Figure 9-23 – Measured EVM as a function of optical path loss to evaluate  
the available dynamic range of optical path loss 

Figure 9-24 shows the measured EVM as a function of input RF power to evaluate the minimum input RF 
power. In the cases of E-BTB and E-BTB with LNA, in which the LNA inside the RoF transmitter was directly 
connected to the LTE VSA, it is estimated that the EVM thresholds of 8 and 12.5% were obtained when the 
input RF powers were about −76 and −82 dBm, respectively. Also in the case of optical BTB, in which the 
RoF transmitter was directly connected to the RoF receiver without any optical amplifier (the received 
optical power was fixed at −10 dBm for the RoF receiver), similar results were observed. As increasing the 
input RF power level from −62 to −57 dBm, a slight EVM degradation caused by LD clipping was observed. 
Thus, no significant degradation of the signal quality due to the introduction of the RoF transmitter and 
receiver was observed in the input RF power range from −85 to −62 dBm. In the case of 36 dB optical path 
loss, it is estimated that the EVMs of less than 8% for 20 MHz-bandwidth 64-QAM mapped signals were 
obtained at the input RF powers of more than −67 dBm. Similarly, it is also estimated that the EVMs of less 
than 12.5% for 20 MHz-bandwidth 16-QAM mapped signals were obtained at the input RF powers of more 
than −72 dBm. From these results, it is necessary to manage the input RF power level in order to achieve 
sufficient uplink transmission performance and to reduce overall system degradations. 

 

Figure 9-24 – Measured EVM as a function of input RF power to evaluate  
the minimum input RF power  
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2.2  Common Public Radio Interface (CPRI) 
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Summary 

The nature of common public radio interface (CPRI) signals is such that they require special consideration 
when carried as a client signal over the ITU-T G.709 optical transport network (OTN). One consideration is 
the stringent frequency accuracy requirements for CPRI. Another consideration is that the native line 
coding of the CPRI signals can be transcoded into a more bandwidth efficient coding, which allows the 
carriage of additional CPRI client signals in some important applications. Supplement 56 to ITU-T G-series 
Recommendations describes alternatives for mapping and multiplexing CPRI client signals into the OTN. 
This Supplement relates to Recommendations ITU-T G.872, ITU-T G.709/Y.1331, ITU-T G.798 and 
ITU-T G.959.1. 
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1 Scope 

This Supplement describes alternatives for mapping and multiplexing common public radio interface (CPRI) 
client signals into the optical transport network (OTN). Other viable means of carrying CPRI over OTN are 
known to exist and this Supplement is intended to give examples only. It is not intended to provide an 
exhaustive list of alternatives. The alternatives in this Supplement are for various applications and 
requirements. Some are based on new methods and others are to explain how to use standardized tools for 
carrying CPRI over OTN. The mappings in this Supplement include direct mappings for native CPRI client 
signals and mappings that apply transcoding in order to gain bandwidth efficiency. This Supplement relates 
to [ITU-T G.872], [ITU-T G.709], [ITU-T G.798] and [ITU-T G.959.1].  

2 References 

[ITU-T G.709] Recommendation ITU-T G.709/Y.1331 (2012), Interfaces for the optical transport 
network. 

[ITU-T G.798] Recommendation ITU-T G.798 (2012), Characteristics of optical transport network 
hierarchy equipment functional blocks. 

[ITU-T G.806] Recommendation ITU-T G.806 (2012), Characteristics of transport equipment – 
Description methodology and generic functionality. 

[ITU-T G.872] Recommendation ITU-T G.872 (2012), Architecture of optical transport networks. 

[ITU-T G.959.1] Recommendation ITU-T G.959.1 (2016), Optical transport network physical layer 
interfaces. 

ITU-T G.7041] Recommendation ITU-T G.7041/Y.1303 (2016), Generic framing procedure. 

[CPRI] CPRI Specification V7.0 (2015), Common public radio interface (CPRI), interface 
specification. <http://www.cpri.info/downloads/CPRI_v_7_0_2015-10-09.pdf> 

3 Definitions 

None. 

4 Abbreviations and acronyms 

This Supplement uses the following abbreviations and acronyms: 

AIS Alarm Indication Signal 

AMP Asynchronous Mapping Procedure 

BaFN Basic Frame Number 

BFP Basic Frame Pointer 

CBR Constant Bit Rate 

CID Channel ID 

CPRI Common Public Radio Interface 

CSF Client Signal Fail 

FEC Forward Error Correction 

GFP-T Transparent Generic Framing Procedure 

GMP Generic Mapping Procedure 

HO High Order 

LO Low Order 

http://www.cpri.info/downloads/CPRI_v_7_0_2015-10-09.pdf
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NE Network Element 

ODU Optical channel Data Unit 

ODUk Optical channel Data Unit-k  

ODU2r overclocked Optical channel Data Unit-2 

OMFI OPU2r Multiframe Identifier 

OPU Optical channel Payload Unit 

OPUk Optical channel Payload Unit-k  

OTN Optical Transport Network 

PCS Physical Coding Sublayer 

PSI Payload Structure Identifier 

PT Payload Type 

RE Remote Equipment 

RRH Remote Radio Head 

UIpp Unit Intervals peak-to-peak 

UPI User Payload Identifier 

5 Conventions 

Transmission order: The order of transmission of information in all the figures in this Supplement is first 
from left to right and then from top to bottom. Within each byte, the most significant bit is transmitted 
first. The most significant bit (bit 1) is illustrated at the left in all the figures. 

6 Introduction 

This Supplement first describes methods for mapping CPRI client signals into the OTN that make use of 
existing ITU-T Recommendations. CPRI signals are treated as a normal constant bit rate (CBR) client for the 
ITU-T G.709 OTN, but stringent frequency and clock tolerance requirements are specified for CPRI clients. 
Second, this Supplement describes a method that uses a combination of transcoding and multiplexing 
(interleaving) of multiple CPRI clients into an overclocked optical channel data unit-2 (ODU2), called the 
ODU2r, in order to optimize transport bandwidth efficiency in some important CPRI applications. 

Note that OTN transport of CPRI is intended for use within an administrative domain. Users of this 
Supplement should not assume that the required performance for the CPRI client is met. It is the 
responsibility of the network operator to determine if the required performance can be met. For example, 
the OTN network should also be designed in order to meet the applicable symmetry requirements. 
Considerations for maintaining adequate frequency accuracy for CPRI clients are addressed in the 
respective clauses. 

The definition of CPRI replacement signals during fault conditions is for further study for all mappings. 

7 Mappings based on normative methods 

This clause describes methods for mapping CPRI client signals into ITU-T G.709 payloads using techniques 
that are currently defined for use with other client signal mappings in [ITU-T G.709]. The descriptions also 
describe special considerations that may be needed. 

NOTE – It is the responsibility of the network operator to determine if the required performance can be met. The 
noise generated by the OTN would have to be handled by the CPRI system in order to meet the application 
requirements. This is considered as a complex task according to the current OTN specification. 
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7.1 Single CPRI signal mapping into ODUk (k = 0, 1, flex(CBR)) 

CPRI CBR signals ([CPRI] options 1 to 10) may be transported over an optical channel data unit-k (ODUk) 
connection. These CBR signals are mapped into a low order (LO) optical channel payload unit-k (OPUk) via 
the generic mapping procedure (GMP) as specified in clause 17.7 of [ITU-T G.709] for [CPRI] options 1 to 3 
and via the bit-synchronous mapping procedure as specified in clause 17.9 of [ITU-T G.709] for [CPRI] 
options 4 to 10. 

Two [CPRI] signals (options 1 and 2) are transported via OPU0, one [CPRI] signal (option 3) is transported 
via OPU1 and the remaining [CPRI] signals (options 4 to 10) are transported via OPUflex. The GMP Cm and 
Cn (n = 1) values associated with the [CPRI] options 1 to 3 signals are presented in Tables 7-1a, 7-1b, 7-2a 
and 7-2b. 

The use of the "experimental mapping" payload type (code 0x01) is suggested. 

Further details are provided below: 

Simulation analyses were done for the transport of [CPRI] option 2, option 3 and option 4 clients over OTN 
for the following four cases: 

a) Option 2 client signal → ODU0 → ODU2 → OTU2 → ODU2 → ODU0 → option 2 client signal 

b) Option 3 client signal → ODU1 → ODU2 → OTU2 → ODU2 → ODU1 → option 3 client signal 

c) Option 3 client signal → ODU1 → OTU1 → ODU1 → option 3 

d) Option 4 client signal → ODU2 → OTU2 → ODU2 → option 4 

As described by this Supplement, the mappings of the [CPRI] option 2 client to ODU0 and the [CPRI] option 
3 client to ODU1 are via GMP. The [CPRI] option 4 client is mapped to ODUflex, and the ODUflex is mapped 
to ODU2 via GMP. Finally, in a) the ODU0 is mapped to ODU2 via GMP and in b) the ODU1 is mapped to 
ODU2 via asynchronous mapping procedure (AMP). Cases a) and b) have a single mapping of the CPRI client 
to OTN and one level of OTN multiplexing. Cases c) and d) have a single mapping to OTN and no OTN 
multiplexing. 

Simulations were run for no use of additional phase information for the CPRI client to LO ODU mapper (i.e., 
Cn with n = 8) and 1 UI of additional phase information for the CPRI client to LO ODU mapper (i.e., Cn with 
n = 1). The desynchronizer bandwidth for the high order (HO) ODU to LO ODU demappers was 300 Hz. 

The simulation results indicated that, for CPRI client desynchronizer bandwidth in the range 100 to 300 Hz 
(current OTN client desynchronizers are 300 Hz or, in a few cases, 100 Hz or 200 Hz) RMS frequency offset 
ranges from approximately 113 ppb to 190 ppb for transport of [CPRI] option 2 for case a) and 156 ppb to 
317 ppb for transport of [CPRI] option 3 for case b). In addition, for the same range of desynchronizer 
bandwidths, RMS frequency offset ranges from approximately 29 ppb to 116 ppb for [CPRI] option 3 for 
case c) and 32 ppb to 130 ppb for [CPRI] option 4 for case d). 

The simulation results also indicated that, for CPRI client desynchronizer bandwidth in the range 100 to  
300 Hz, peak-to-peak jitter ranges from approximately 6.9 to 14.2 unit intervals peak-to-peak (UIpp) for 
transport of [CPRI] option 2 for case a) and 6.7 to 14.1 UIpp for transport of [CPRI] option 3 for case b). In 
addition, for the same range of desynchronizer bandwidths, peak-to-peak jitter ranges from approximately 
0.8 to 7.2 UIpp for [CPRI] option 3 for case c) and 0.76 to 7.2 UIpp for [CPRI] option 4 for case d). 

In order to allow compatibility with OTN transport, CPRI remote equipment (RE) would need to be designed 
to tolerate and filter properly at least the noise added by the OTN transport, which is not currently 
budgeted by CPRI. Additional sources of noise may also exist. The OTN network should also be designed in 
order to meet the applicable CPRI stringent symmetry requirements; this is something that has not been 
studied. Interworking between OTN and the CPRI RE, in terms of jitter and wander, is still unknown and has 
to be considered. 

The CPRI replacement signal is for further study. 



Transport aspects  2 
 

629 

Table 7-1a – Cm (m = 8) for su1.238G clients into OPU0 

[CPRI] client signal 
Nominal  
bit rate 
(kbit/s) 

Bit rate 
tolerance 

(ppm) 

Floor 
C8,min 

Minimum 
c8 

Nominal 
c8 

Maximum 
c8 

Ceiling 
C8,max 

Option 1 614 400 100 7552  7552.674  7 553.580 7554.487  7555  

Option 2 1 228 800 100 15105 15105.348  15107.160 15108.973  15109  

Table 7-1b – Cn (n = 8 or 1) for su1.238G clients into OPU0 

[CPRI] client 
signal 

Nominal 
bit rate 
(kbit/s) 

Bit rate 
tolerance 

(ppm) 

Floor 
C8,min 

Minimum 
c8 

Nominal 
c8 

Maximum 
c8 

Ceiling 
C8,max 

– – – – – – – – 

        

   Floor 
C1,min 

Minimum 
C1 

Nominal 
C1 

Maximum 
C1 

Ceiling 
C1,max 

Option 1 614 400 100 60421  60421.391  60 428.642 60435.894  60436  

Option 2 1 228 800 100 120 854 120 854.867 120 857.284 120 859.701 120 860 

Table 7-2a – Cm (m = 16) for supra-1.238 to su2.488G clients into OPU1 

[CPRI] client signal 
Nominal 
bit rate 
(kbit/s) 

Bit rate 
tolerance 

(ppm) 

Floor 
C16,min 

Minimum 
c16 

Nominal 
c16 

Maximum 
c16 

Ceiling 
C16,max 

Option 3 2 457 600 100 7 521 7521.073  7521.975 7522.878  7523 

Table 7-2b – Cn (n = 8 or 1) for supra-1.238 to su2.488G clients into OPU1 

[CPRI] 
client 
signal 

Nominal 
bit rate 
(kbit/s) 

Bit rate 
tolerance 

(ppm) 

Floor 
C8,min 

Minimum 
c8 

Nominal 
c8 

Maximum 
c8 

Ceiling 
C8,max 

– – – – – – – – 

        

   Floor 
C1,min 

Minimum 
c1 

Nominal 
c1 

Maximum 
c1 

Ceiling 
C1,max 

Option 3 2 457 600 100 241685 241685.563 241714.568 241743.574 241744 

Table 7-3 shows supra-2.488G CBR clients. 
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Table 7-3 – supra-2.488G CBR clients 

[CPRI] client signal 
Nominal bit rate 

(kbit/s) 
Bit-rate tolerance 

(ppm) 

Option 4 3 072 000 0.002 

Option 5 4 915 200 0.002 

Option 6 6 144 000 0.002 

Option 7 9 830 400 0.002 

Option 8 10 137 600 0.002 

Option 9 12 165 120 0.002 

Option 10 24 330 240 0.002 

Table 7-4 shows the replacement signal for CPRI clients. 

Table 7-4 – Replacement signal for CPRI clients 

[CPRI] client signal Replacement signal Bit-rate tolerance (ppm) 

Option 1 Link fault 100 

Option 2 Link fault 100 

Option 3 Link fault 100 

Option 4 Link fault 100 

Option 5 Link fault 100 

Option 6 Link fault 100 

Option 7 Link fault 100 

Option 8 TBD 100 

Option 9 TBD 100 

Option 10 TBD 100 

Table 7-5 shows the number of tributary slots required for ODUj into HO OPUk and OPUCn. 

Table 7-5 – Number of tributary slots required for ODUj into HO OPUk and OPUCn 

 
# 2.5G tributary 

slots 
# 1.25G tributary slots # 5G tributary slots 

LO ODU 
– [CPRI] 

OPU2 OPU3 OPU1 OPU2 OPU3 OPU4 OPUCn 

ODUflex(CBR) 

– ODUflex(option 4) 

– ODUflex(option 5) 

– ODUflex(option 6) 

– ODUflex(option 7)  

– ODUflex(option 8)  

– ODUflex(option 9) 

– ODUflex(option 10) 

 

– 

– 

– 

– 

– 

– 

– 

 

– 

– 

– 

– 

– 

– 

– 

 

– 

– 

– 

– 

– 

– 

– 

 

3 

4 

5 

8 

– 

– 

– 

 

3 

4 

5 

8 

9 

10 

20 

 

3 

4 

5 

8 

8 

10 

19 

 

1 

1 

2 

2 

2 

3 

5 

Table 7-6 shows Cm and Cn (n = 8) for ODUj into ODTU2.M. 
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Table 7-6 – Cm and Cn (n = 8) for ODUj into ODTU2.M 

ODUj signal 

– [CPRI] 
M m = 8M 

Floor 
Cm,min 

Minimum 
Cm 

Nominal 
Cm 

Maximum 
Cm 

Ceiling 
Cm,max 

ODUflex(CBR) ODUflex(CBR) dependent 

– ODUflex(option 4) 3 24 12 534 12 534.900 12 536.404 12 537.909 12 538 

– ODUflex(option 5) 4 32 15 041 15 041.880 15 043.685 15 045.490 15 046 

– ODUflex(option 6) 

– ODUflex(option 7) 

5 

8 

40 

64 

15 041 

15 041 

15 041.880 

15 041.880 

15 043.685 

15 043.685 

15 045.490 

15 045.490 

15 046 

15 046 

   Floor 
C8,min 

Minimum 
C8 

Nominal  
C8 

Maximum 
C8 

Ceiling 
C8,max 

ODUflex(CBR) ODUflex(CBR) dependent 

– ODUflex(option 4) 3 24 37 604 37 604.700 37 609.213 37 613.726 38 614 

– ODUflex(option 5) 4 32 60 167 60 167.519 60 174.740 60 181.961 60 182 

– ODUflex(option 6) 

– ODUflex(option 7) 

5 

8 

40 

64 

75 209 

120 335 

75 209.399 

120 335.039 

75 218.425 

120 349.48 

75 227.452 

120 363.923 

75 228 

120 364 

Table 7-7 shows Cm and Cn (n = 8) for ODUj into ODTU3.M. 

Table 7-7 – Cm and Cn (n = 8) for ODUj into ODTU3.M 

ODUj signal – [CPRI] M m = 8M 
Floor 

Cm,min 
Minimum 

Cm 
Nominal 

Cm 
Maximum 

Cm 
Ceiling 

Cm,max 

ODUflex(CBR) ODUflex(CBR) dependent 

– ODUflex(option 4) 3 24 12 482 12 482.010 12 483.508 12 485.006 12 486 

– ODUflex(option 5) 4 32 14 978 14 978.412 14 980.210 14 982.007 14 983 

– ODUflex(option 6) 5 40 14 978 14 978.412 14 980.210 14 982.007 14 983 

– ODUflex(option 7) 8 64 14 978 14 978.412 14 980.210 14 982.007 14 983 

– ODUflex(option 8) 9 72 13 730 13 730.211 13 731.859 13 733.507 13 764 

– ODUflex(option 9) 10 80 14 828 14 828.628 14 830.407 14 832.187 14 833 

– ODUflex(option 10) 20 160 14828 14828.628 14830.407 14832.187 14833 

        

   Floor 
C8,min 

Minimum 
C8 

Nominal 
C8 

Maximum 
C8 

Ceiling 
C8,max 

ODUflex(CBR) ODUflex(CBR) dependent 

– ODUflex(option 4) 3 24 37 446 37 446.030 37 450.524 37 455.018 37 456 

– ODUflex(option 5) 4 32 59 913 59 913.648 59 920.838 59 928.029 59 929 

– ODUflex(option 6) 5 40 74 892 74 892.060 74 901.048 74 910.036 74 911 

– ODUflex(option 7) 8 64 119 827 119 827.296 119 841.677 119 856.058 119 857 

– ODUflex(option 8) 9 72 123 571 123 571.899 123 586.729 123 601.560 123 602 

– ODUflex(option 9) 10 80 148 286 148 286.279 148 304.075 148 321.872 148 322 

– ODUflex(option 10) 20 160 296572 296572.557 296608.149 296643.743 296644 

Table 7-8 shows Cm and Cn (n = 8) for ODUj into ODTU4.M. 
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Table 7-8 – Cm and Cn (n = 8) for ODUj into ODTU4.M 

ODUj signal – [CPRI] M m = 8M 
Floor 

Cm,min 
Minimum 

Cm 
Nominal  

Cm 
Maximum  

Cm 
Ceiling 

Cm,max 

ODUflex(CBR) ODUflex(CBR) dependent 

– ODUflex(option 4) 3 24 12 006 12 006.001 12 007.442 12 008.883 12 009 

– ODUflex(option 5) 4 32 14 407 14 407.201 14 408.930 14 410.659 14 411 

– ODUflex(option 6) 5 40 14 407 14 407.201 14 408.930 14 410.659 14 411 

– ODUflex(option 7) 8 64 14 407 14 407.201 14 408.930 14 410.659 14 411 

– ODUflex(option 8) 8 64 14 857 14 857.426 14 859.209 14 860.993 14 861 

– ODUflex(option 9) 10 80 14 263 14 263.129 14 264.841 14 266.553 14 267 

– ODUflex(option 10) 19 152 15013 15013.820 15015.622 15017.424 15018 

        

   Floor 
C8,min 

Minimum 
C8 

Nominal  
C8 

Maximum 
C8 

Ceiling 
C8,max 

ODUflex(CBR) ODUflex(CBR) dependent 

– ODUflex(option 4) 3 24 36 018 36 018.003 36 022.326 36 026.649 36 027 

– ODUflex(option 5) 4 32 57 628 57 628.805 57 635.722 57 642.638 57 643 

– ODUflex(option 6) 5 40 72 036 72 036.007 72 044.652 72 053.297 72 054 

– ODUflex(option 7) 8 64 115 257 115 257.611 115 271.443 115 285.276 115 286 

– ODUflex(option 8) 8 64 118 859 118 859.411 118 873.676 118 887.941 118 888 

– ODUflex(option 9) 10 80 142 631 142 631.293 142 648.411 142 665.529 142 666 

– ODUflex(option 10) 19 152 285262 285262.587 285296.822 285331.058 285332 

Table 7-9 shows Cm and Cn (n=8) for ODUj into ODTUCn.M. 

Table 7-9 – Cm and Cn (n=8) for ODUj into ODTUCn.M 

ODUj signal M m=128M 
Floor 

Cm,min 
Minimum 

cm 
Nominal  

cm 
Maximum  

cm 
Ceiling 

Cm,max 

ODUflex(CBR) ODUflex(CBR) dependent 

– ODUflex(CPRI 4) 1 128 560 560.302 560.369 560.437 561 

– ODUflex(CPRI 5) 1 128 896 896.483 896.591 896.699 897 

– ODUflex(CPRI 6) 2 256 560 560.302 560.369 560.437 561 

– ODUflex(CPRI 7) 2 256 896 896.483 896.591 896.699 897 

– ODUflex(CPRI 8) 2 256 924 924.498 924.609 924.720 925 

– ODUflex(CPRI 9) 

– ODUflex(CPRI 10) 

3 

5 

384 

640 

739 

887 

739.599 

887.519 

739.688 

887.625 

739.776 

887.732 

740 

888 

        

   Floor 
C8,min 

Minimum 
c8 

Nominal  
c8 

Maximum 
c8 

Ceiling 
C8,max 
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ODUj signal M m=128M 
Floor 

Cm,min 
Minimum 

cm 
Nominal  

cm 
Maximum  

cm 
Ceiling 

Cm,max 

ODUflex(CBR) ODUflex(CBR) dependent 

– ODUflex(CPRI 4) 1 128 8964 8964.833 8965.909 8966.985 8967 

– ODUflex(CPRI 5) 1 128 14343 14343.734 14345.455 14347.176 14348 

– ODUflex(CPRI 6) 2 256 17929 17929.667 17931.819 17933.971 17934 

– ODUflex(CPRI 7) 2 256 28687 28687.467 28690.910 28694.353 28695 

– ODUflex(CPRI 8) 2 256 29583 29583.950 29587.501 29591.051 29592 

– ODUflex(CPRI 9) 

– ODUflex(CPRI 10) 

3 

5 

384 

640 

35500 

71001 

35500.740 

71001.481 

35505.001 

71010.002 

35509.262 

71018.523 

35510 

71019 

7.2 Multiple CPRI client signal mapping using GFP-T 

Transparent generic framing procedure (GFP-T), as defined in clause 8 of [ITU-T G.7041], can be used to 
carry CPRI clients. The GFP multiplexing facility described in clause 6.1.2.1.3.2 of [ITU-T G.7041] provides a 
means to carry multiple CPRI clients of the same rate within an OPUk or an OPUflex(GFP) carrier. These two 
facilities can be combined to yield a method to map multiple CPRI clients (Options 1 to 6) into an ODU2 
carrier stream as per clause 17.4 of [ITU-T G.709]. The CPRI clients being mapped are synchronous to each 
other. The ODU2/OTU2 clock is made to be synchronous to the CPRI clients. The selection of which CPRI 
client provides a reference clock to the OTU2 clock is outside the scope of this document. Figure 7-1 shows 
the mapping of ynchronous CPRI clients into a synchronous OTU2. 

 

Figure 7-1 – Mapping of synchronous CPRI clients into a synchronous OTU2 

The relationship between the OTU2 bit rate and the CPRI client bit rate is given by: 

  CPRI_BitRate = k * OTU2_BitRate * (79/1377) 

The value of the scaler 'k' for CPRI options 1 to 6 are shown in Table 7-10. 

Table 7-10 – Scaler 'k' of CRPI options 1 to 6  

CPRI client k 

Option 1 (614.4 Mbps) 1 

Option 2 (1228.8 Mbps) 2 

Option 3 (2457.6 Mbps) 4 

Option 4 (3072.0 Mbps) 5 

Option 5 (4915.2 Mbps) 8 

Option 6 (6144.0 Mbps) 10 
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The mapping of the CPRI signal into GFP-T is performed as specified in [ITU-T G.7041] with the following 
parameters: 

– each GFP-T frame contains data from a single CPRI signal  

– when more than one CPRI clients are multiplexed, each CPRI signal is identified by a unique 
Channel ID (CID) in the GFP extension header for a linear frame, see clause 6.1.2.1.3.2 of 
[ITU-T G.7041] 

– the GFP frame pFCS is not used. 

Since this is a new client for GFP, it requires a new user payload identifier (UPI) code point from Table 6-3 of 
[ITU-T G.7041]. Using 0xEC is suggested. 

During a signal fail condition of the incoming CPRI client signal (e.g., in the case of a loss of input signal), 
either: 

– this failed incoming CPRI signal may be replaced by a stream of 10B blocks each carrying a link 
fault indication as specified in clause 17.7.1.1 of [ITU-T G.709], which stream is then applied at the 
GFP-T mapper, or 

– the GFP-T signal may be replaced by a stream of GFP client signal fail (CSF) and GFP-idle frames as 
specified in [ITU-T G.7041]. 

During either a signal fail condition of the incoming ODU2 signal (e.g., in the case of an ODU-AIS, ODU-LCK, 
ODU-OCI condition), or incoming CSF frames as specified in [ITU-T G.7041], the GFP-T de-mapper process 
generates a stream of 10B blocks. Each 10B block carries a link fault indication as a replacement signal for 
the lost CPRI signal. The link fault character stream is then processed by the GFP-T mapper process in the 
same manner as if it were the received 8B/10B data stream, mapping it into GFP-T superblocks for 
transmission.   

It is recommended that the single error correction options specified in [ITU-T G.7041] be used for both the 
extension header and the GFP-T superblocks.   

As an example, with S=3 superblocks per GFP-T frame, the maximum number of CPRI clients that can be 
mapped into an OPU2 is shown in Table 7-11: 

Table 7-11 – The number of CPRI clients that can be mapped into an OPU2 using GFP-T 

CPRI rate (Mbps) Max CPRI clients in an OPU2 

614.4 (option 1) 18 

1228.8 (option 2) 9 

2457.6 (option 3) 4 

3072.0 (option 4) 3 

4915.2 (option 5) 2 

6144.0 (option 6) 1 

8 Multiple CPRI option 3, 4 or 5 signal mapping into ODU2r 

Six [CPRI] option 3 signals, three [CPRI] option 4 signals or three [CPRI] option 5 signals into an OPUk  
(k = 2r), which has a somewhat higher rate than ODU2, can be multiplexed and mapped using the following 
method. Transporting these signals over more than a single OTU2r link is for further study. 

8.1 OPU2r overhead description 

The OPU2r overhead includes the payload structure identifier (PSI) including the payload type (PT), the 
OPU2r multiframe identifier (OMFI) and client mapping specific overhead. The OPU2r PSI, PT and OMFI 
overhead locations are shown in Figure 8-1. 
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Figure 8-1 – OPU2r overhead 

8.1.1 OPU2r overhead definition 

8.1.1.1 OPU2r payload structure identifier (PSI) 

A one-byte PT signal is defined in the PSI[0] byte of the payload structure identifier to indicate the 
composition of the OPU2r signal. The code points are defined in Table 8-1. The remaining 255 PSI bytes are 
reserved. 

Table 8-1 – Payload type code points for OPU2r 

MSB 
1234 

LSB 
5678 

Hex code Interpretation [CPRI] 

1000 0000 80 Option 3 multiplexing structure 

1000 0001 81 Option 4 multiplexing structure 

1000 0010 82 Option 5 multiplexing structure 

NOTE – These three code values are from the reserved codes for proprietary use. Refer to Annex A of [ITU-T G.806] for more 
information on the use of these codes. 

8.1.1.2 OPU2r mapping specific overhead 

An OPU2r multiframe identifier (OMFI) byte is defined in row 4, column 16 of the OPU2r overhead, see 
Figure 8-2. The value of bits 7 to 8 of the OMFI byte will be incremented each OPU2r frame to provide a  
3-frame multiframe for the multiplexing of CPRI signals into the OPU2r. 

NOTE – It is an option to align the OMFI = 0 position with MFAS = 0 position every 768 (the least common multiple of 3 
and 256) frame periods. 
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Figure 8-2 – OPU2r multiframe identifier (OMFI) overhead 

8.1.1.3 BFP and BaFN overhead 

The OPU2r overhead bytes in rows 1-3, column 16 are used to carry the CPRI basic frame pointer (BFP) of 
the first CPRI basic frame of each channel in the OPU2r payload. The BFP is the offset between the OPU2r 
payload start and the start of the CPRI basic frame for each signal. 

The OPU2r overhead bytes in rows 1-3, column 15 are used to indicate the CPRI basic frame number (BaFN) 
of the first CPRI basic frame of each channel in the OPU2r payload. 

The BFP and BaFN are shown in Figures 8-3 and 8-4. 

For each CPRI signal, the corresponding BFP is set to the number of bytes mapped into the OPU2r frame for 
which OMFI = 0x00, prior to a CPRI basic frame start byte [CPRI]. The BFP range is shown in Table 8-2. 

Table 8-2 – BFP range 

[CPRI] signal type BFP range 

Option 3 0x00 to 0x3F 

Option 4 0x00 to 0x7F 

Option 5 0x00 to 0x7F 

NOTE – The BFP range for option 4 is computed after augmenting as described in clause Y.2.2 of [CPRI]. 

For each CPRI signal, the corresponding BaFN is set to the CPRI basic frame number, within the CPRI 
hyperframe (0x00 to 0xFF) [CPRI], of the first CPRI basic frame that starts in the OPU2r frame for which 
OMFI = 0x00. 

NOTE – If the BaFN for a CPRI channel in OMFI cycle t was BaFN(t), then the BaFN in cycle t+1 is: BaFN(t+1) = 
Mod256[BaFN(t)+119]. 

8.2 OPU2r payload mappings 

8.2.1 Mapping of six [CPRI] option 3 signals into OPU2r 

Six [CPRI] option 3 signals are byte interleaved. In the OPU2r frame carrying OMFI = 0x00, the first OPU2r 
payload byte corresponds to a byte of the first CPRI signal, the second OPU2r payload byte corresponds to 
a byte of the second CPRI signal, and so on (see Figure 8-3). 

The BFPi and BaFNi associated with CPRI signals 1 to 3 are located in row 15 and 16 of the OPU2r frame 
carrying OMFI = 0x00. The BFPi and BaFNi associated with CPRI signals 4 to 6 are located in row 15 and 16 
of the OPU2r frame carrying OMFI = 0x01(see Figure 8-3). 
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Figure 8-3 – Mapping of six [CPRI] option 3 signals into the OPU2r payload 

8.2.2 Mapping of three [CPRI] option 4 signals into OPU2r 

The [CPRI] option 4 signals are augmented by adding padding bytes to match the signal rate of [CPRI] 
option 5. Padding is implemented by inserting three pad bytes after every five data bytes. The value 
inserted in the padding bytes shall be 0x00. Padding bytes are ignored and discarded by the receiver. 

Three [CPRI] option 4 signals are byte interleaved. In the OPU2r frame carrying OMFI = 0x00, the first 
OPU2r payload byte corresponds to a byte of the first CPRI signal, the second OPU2r payload byte 
corresponds to a byte of the second CPRI signal and so on (see Figure 8-4). 

The BFPi and BaFNi associated with CPRI signals 1 to 3 are located in row 15 and 16 of the OPU2r frame 
carrying OMFI = 0x00 (see Figure 8-4). 

8.2.3 Mapping of three [CPRI] option 5 signals into OPU2r 

Three [CPRI] option 5 signals are byte interleaved. In the OPU2r frame carrying OMFI = 0x00, the first 
OPU2r payload byte corresponds to a byte of the first CPRI signal, the second OPU2r payload byte 
corresponds to a byte of the second CPRI signal and so on (see Figure 8-4). 

The BFPi and BaFNi associated with CPRI signals 1 to 3 are located in row 15 and 16 of the OPU2r frame 
carrying OMFI = 0x00 (see Figure 8-4). 

 

Figure 8-4 – Mapping of three [CPRI] option 4 (after padding) or 5 signals  
into the OPU2r payload 

4

5
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8.3 PCS receiver 

The CPRI signal physical coding sublayer (PCS) is terminated and the 8-bit codes are recovered as specified 
by IEEE 802.3. 

The K28.5 control character that indicates the beginning of the CPRI hyperframe is replaced by 0x00. The 
contents of this byte are ignored on reconstruction of the CPRI signal. 

8.3.1 NE at RRH site remote management channel 

The network element (NE) at the remote radio head (RRH) site can be managed through the GCC0, GCC1 
and/or GCC2 overhead. Protocols for these management channels are outside of the scope of this 
Supplement. 

8.3.1.1 CPRI channel AIS signal 

The CPRI channel alarm indication signal (AIS) is specified as all "1"s in the entire CPRI channel, including its 
BFP and BaFN overheads. 

Under CPRI signal fail conditions as defined in [CPRI], the CPRI channel is filled with CPRI channel AIS. 

8.3.1.2 Replacement signal 

Under ODU2r signal fail conditions, or if the OMFI, BFP or BaFN are inconsistent, the egress CPRI signal 
should be replaced by the link fault signal. 

8.4 OTU2r structure 

The OTU2r frame structure is an OTUk (k = 2r) frame structure, which may or may not include the forward 
error correction (FEC) area. 

8.5 Bit rates and tolerances 

The bit rates and tolerances are defined in Table 8-3. 

Table 8-3 – OTU2r/ODU2r/OPU2r rates and tolerances 

Signal type Nominal bit rate Tolerance 

OTU2r 255/238  128  24  3 840 kbit/s ±100 ppm 

OTU2r no FEC 239/238  128  24  3 840 kbit/s ±100 ppm 

ODU2r 239/238  128  24  3 840 kbit/s ±100 ppm 

OPU2r 128  24  3 840 kbit/s ±100 ppm 

NOTE 1 – The nominal OTU2r rate is approximately 12 639 085.714 kbit/s. 

NOTE 2 – The nominal OTU2r without FEC and ODU2r rates are approximately 11 846 045.042 kbit/s. 

NOTE 3 – The nominal OPU2r rate is 11 796 480 kbit/s. 

NOTE 4 – Due to the BMP mapping, the OTU2r/ODU2r inherits the clock accuracy of the CPRI client signals at the ODU2r source. 

The OTU2r/ODU2r/OPU2r frame period is approximately 10.330 µs. 
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2.3  G.Fast – Fast access to subscriber terminals 
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Summary 

Recommendation ITU-T G.9700 specifies power spectral density (PSD) mask requirements for fast access to 
subscriber terminals (G.fast), a set of tools to support reduction of the transmit PSD mask, profile control 
parameters that determine spectral content, including the allowable maximum aggregate transmit power 
into a specified termination impedance, and a methodology for transmit PSD verification. It complements 
the physical layer (PHY) specification in Recommendation ITU-T G.9701. 

Amendment 1 provided support for a new 106 MHz profile with +8 dBm maximum aggregate transmit 
power. 

Amendment 2 aligns the text of clause 6.5 on notching of specific frequency bands with ITU-T G.9701 
(2014) and its latest amendments, completes the specification of 212 MHz profiles, adds Annex X 
''Adaptation to the coax medium'' in support of Annex X ''Operation without multi-line coordination 
intended for a crosstalk free environment'' that has been specified in amendment 3 to ITU-T G.9701, and 
updates the table of International amateur radio frequencies in Appendix I. 
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Editorial note: This is a complete-text publication. Modifications introduced by this amendment are shown 
in revision marks relative to Recommendation ITU-T G.9700 (2014) plus its Amd. 1 (2016). 

1 Scope 

This Recommendation complements the physical layer (PHY) specification in [ITU-T G.9701]. 

It specifies: 

− power spectral density (PSD) limit mask requirements; 

− a set of tools to support reduction of the transmit PSD mask; 

− profile control parameters that determine spectral content, including the allowable maximum 
aggregate transmit power into a specified termination impedance; and 

− a methodology for transmit PSD verification. 

This ensures that the technology can address: 

− regional requirements; 

− operator deployment requirements, for example, compatibility with other digital subscriber line 
(DSL) technologies; 

− applicable electromagnetic compatibility (EMC) regulations or standards; and 

− local EMC issues. 

2 References 

The following ITU-T Recommendations and other references contain provisions which, through reference in 
this text, constitute provisions of this Recommendation. At the time of publication, the editions indicated 
were valid. All Recommendations and other references are subject to revision; users of this 
Recommendation are therefore encouraged to investigate the possibility of applying the most recent 
edition of the Recommendations and other references listed below. A list of the currently valid ITU-T 
Recommendations is regularly published. The reference to a document within this Recommendation does 
not give it, as a stand-alone document, the status of a Recommendation. 

[ITU-T G.993.2] Recommendation ITU-T G.993.2 (2011), Very high speed digital subscriber line 
transceivers 2 (VDSL2). 

[ITU-T G.9701] Recommendation ITU-T G.9701 (2014), Fast access to subscriber terminals (G.fast) – 
Physical layer specification. 

3 Definitions  

This Recommendation defines the following terms: 

3.1 ceiling(x): The smallest integer which is not less than x. 

3.2 floor(x): The largest integer which is not greater than x. 

3.3 fSC: A parameter representing the frequency of subcarrier spacing. 

3.4 subcarrier: A fundamental element of a discrete multitone (DMT) modulator. The modulator 
partitions the channel bandwidth into a set of parallel subchannels. The centre frequency of each 
subchannel is a subcarrier onto which bits may be modulated for transmission over a channel. 
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4 Abbreviations and acronyms 

This Recommendation uses the following abbreviations and acronyms: 

DAB  Digital Audio Broadcasting 

DMT  Discrete Multitone 

DP  Distribution Point 

DSL  Digital Subscriber Line 

EMC  Electromagnetic Compatibility 

FAST (G.fast) Fast Access to Subscriber Terminals 

FM  Frequency Modulation 

FTU  FAST Transceiver Unit 

FTU-O  FTU at the Optical network unit 

FTU-R  FTU at the Remote site (i.e., subscriber end of the loop) 

LESM  Low-frequency Edge Stop-band Mask  

LPM  Limit PSD Mask 

MBW  Measurement Bandwidth 

MIB  Management Information Base 

NM  Notching Mask 

PSD  Power Spectral Density 

PSM  PSD Shaping Mask 

QoS  Quality of Service 

SM  Subcarrier Mask 

TDD  Time-Division Duplexing 

TxPSDM  Transmit PSD Mask 

5 Conventions 

None. 

6 Transmit PSD mask 

6.1 Overview 

The transmit PSD mask (TxPSDM) is constructed from the combination of the following masks: 

− limit PSD mask (LPM); 

− subcarrier mask (SM); 

− PSD shaping mask (PSM); 

− notching mask (NM); and 

− low-frequency edge stop-band mask (LESM).  

The TxPSDM applied to the FAST transceiver unit (FTU) at the optical network unit (FTU-O) or at the FTU 
remote site (i.e., subscriber end of the loop) (FTU-R) may be different. 

For an FTU, the PSD of the transmit signal at any frequency shall never exceed the TxPSDM. 



2 Transport aspects   
 

644 

The LPM (see clause 7.2.1) specifies the absolute maximum limit of the TxPSDM. The subcarrier mask (SM), 
PSD shaping mask (PSM), notching mask (NM) and low-frequency edge stop-band mask (LESM) provide 
reduction and shaping of the TxPSDM using four mechanisms: 

− subcarrier masking; 

− notching of specific frequency bands; 

− PSD shaping; and 

− low-frequency edge stop-band masking.  

Support of these four mechanisms is mandatory in both the FTU-O and the FTU-R.  

The TxPSDM shall comply with applicable national and regional regulatory requirements. 

NOTE 1 – When determining the correct PSD to use in a particular jurisdiction, operators should use tools provided to 
ensure compliance with national and regional electromagnetic compatibility (EMC) regulations giving special 
consideration to protecting receivers for the safety of life services which may not be immediately adjacent to the drop 
wires carrying ITU-T G.9701 signals. Examples include various VHF aeronautical radio navigation channels in the band 
108-117.975 MHz, and aeronautical emergency communications channels (e.g., 121.5 MHz) and maritime emergency 
communications channels in the HF and VHF bands. 

NOTE 2 – In addition to the masks defined in this Recommendation that provide absolute limits to the TxPSDM (both 
in-band and out-of-band), [ITU-T G.9701] defines two mechanisms: a mechanism of discontinuous operation that 
allows the FTU to dynamically switch off the transmit power in each particular connection when no data is present for 
transmission and a mechanism of low power mode (L2). Both mechanisms allow the system to further reduce the 
transmit power to a value that is sufficient to achieve the given bit rate and quality of service (QoS) targets. 

NOTE 3 – TXPSDM is defined in various averaging bandwidths according to frequency as defined in Table 8-1, except in 
sub-bands at the low frequency band edge and in the region of MIB defined notches, where TXPSDM_W (1 MHz 
wideband) and TXPSDM_N (10 kHz narrowband) masks apply as described in clauses 6.5 and 6.6. 

6.2 Limit PSD mask (LPM)  

The limit PSD mask (LPM) defines the absolute maximum PSD limit of the TxPSDM that shall never be 
exceeded. All the other mask definitions and mechanisms used to construct the TxPSDM can only result in a 
reduction of the mask from the limits established by the LPM. 

6.3 Subcarrier masking  

Subcarrier masking shall be used to eliminate transmission on one or more subcarriers. The subcarrier mask 
(SM) is configured in the distribution point management information base (DP-MIB) by use of the ITU-T 
G.997.1 parameter CARMASK. The transmit power of subcarriers specified in the SM shall be set to zero 
(linear scale). The SM shall override all other instructions related to the transmit power of the subcarrier. 

The SM is defined as a number of masked frequency bands. Each band is specified by a start subcarrier 
index (xL) and a stop subcarrier index (xH), as {xL, xH}. An SM including S bands can be represented in the 
following format: 

SM(S) = [{xL1, xH1}, {xL2, xH2}, … {xLS, xHS}] 

All subcarriers within the band, i.e., with indices higher than or equal to xL and lower than or equal to xH, 
shall be switched off (transmitted with zero power).  

NOTE – The SM is intended to incorporate both masked subcarriers that are defined by an annex defining regional 
requirements so as to comply with local regulations and masked subcarriers that are defined by the user or service 
provider to facilitate local deployment practices. Protection of radio services is not intended to be addressed by 
subcarrier masking; it is addressed by notching (see clause 6.5). 

6.4 Power spectral density shaping  

Power spectral density (PSD) shaping allows reduction of the TxPSDM in some parts of the spectrum, 
mainly for spectrum compatibility and coexistence with other access and home network technologies. The 
PSD shaping mask (PSM) is configured in the DP-MIB by use of the ITU-T G.997.1 parameter PSDMASK.  
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The PSM is defined on the frequency range between the lowest subcarrier x1 (with x1=ceiling(ftr1/fSC)) and 
the highest subcarrier xH (with xH=floor(ftr2/ fSC)), and consists of one or more frequency segments. The 
boundaries of the segments are defined by set breakpoints. Within each segment, the PSM may either be 
constant or form a linear slope between the given breakpoints (in dBm/Hz) with the frequency expressed in 
a linear scale. 

Each breakpoint of the PSM is specified by a subcarrier index xn and a value of PSDn at that subcarrier 
expressed in dBm/Hz, {xn, PSDn}. PSD1 shall also apply to subcarriers below x1, and PSDH shall also apply to 
subcarriers above xH. A PSM including S segments can be represented by (S+1) breakpoints in the following 
format: 

  PSM(S) = [{x1, PSD1}, {x2, PSD2} … {xS, PSDS}, {xH, PSDH}] 

An FTU shall support configuration of at least 32 PSM breakpoints.  

If one or more PSM breakpoints are set above the LPM; the transmit PSD mask shall be set to: TxPSDM = 
min(PSM, LPM). All values of PSDn of PSM breakpoints shall be set above  
–90 dBm/Hz.  

6.5 Notching of specific frequency bands  

The FTU shall be capable of being configured to notch one or more specific frequency bands in order to 
protect radio services; for example, amateur radio bands or broadcast radio bands. The international 
amateur radio bands to be notched are referred to as IAR bands, whilst the rest of the bands to be notched 
are referred to as RFI bands (see clause 7.3.1.2 of [ITU-T G.9701]). 

For RFI bands, each notch in the notching mask (NM) shall be defined in terms of subcarrier indices SCstart 
and SCstop.  

The valid range of notch start tone index, SCstart, is all valid tone indices that are less than or equal to the 
minimum frequency of the protected radio band minus fSC/2. The valid range of notch stop tone index, 
SCstop, is all valid tone indices that are higher than or equal to the maximum frequency of the protected 
radio band plus fSC/2. 

An FTU shall support notching of 32 RFI bands simultaneously. 

In addition, an FTU shall support notching of 13 IAR bands. The frequency of these IAR bands is detailed in 
Appendix I. FTUs should be capable of being configured to notch amateur radio bands individually based on 
the needed protection. 

Within a notch, all subcarriers shall be turned off and the notching mask (NM) shall be equal to LPM −20 
dB.  

NOTE 1 – Subcarriers at either side of the masked subcarriers may also need to be turned off in order to meet the 
requirement on TxPSDM notch depth. 

For a notch, two PSD masks are defined: 

− Narrowband transmit PSD mask (TXPSDM_N) 

 This mask is defined to verify the PSD using an MBW=10 kHz centred on the frequency in question. 

 The TXPSDM_N is defined as the maximum of the NM and a lower limit of −100 dBm/Hz: 

  TxPSDM_N = max[NM, −100 dBm/Hz]. 

− Wideband transmit PSD mask (TXPSDM_W) 

 This mask is defined to verify a mathematically calculated wideband average PSD (PSD_W), 
obtained by averaging the narrowband measurements (PSD_N) (measured in an MBW=10 kHz) over a 
1 MHz window centred on the frequency in question: 
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with: 

 PSD_N(f) the narrowband measurement at frequency f, expressed in dBm/Hz 

 PSD_W(f) the mathematically calculated wideband average PSD at frequency f, expressed in 
dBm/Hz. 

 The TXPSDM_W is defined as the maximum of the notch mask (NM) and a lower limit as defined in 
Table 6-1 frequency in question: 

  TxPSDM_W(f) = max[NM(f), lower limit(f)]. 

Table 6-1 – TXPSDM_W lower limit requirements 

Frequency  
MHz 

TXPSDM_W 
lower limit [dBm/Hz] 

2.0-4.0 –100 

4.0-5.0 –110 

> 5.0 –112 

For notches that are narrower than 1 MHz:  

− the transmit PSD is only required to satisfy the narrowband transmit PSD mask TxPSDM_N, and 
this for frequencies (SCstart×fSC + ½×MBW) < f < (SCstop×fSC − ½×MBW).  

For notches that are 1 MHz or wider:  

− the transmit PSD is required to satisfy the narrowband transmit PSD mask TxPSDM_N for 
frequencies (SCstart×fSC + ½×MBW) < f < (SCstop×fSC − ½×MBW), and 

− the wideband average transmit PSD (PSD_W(f)) is required to satisfy the wideband transmit PSD 
mask TxPSDM_W for frequencies (SCstart×fSC + ½×MBW + 0.5MHz) < f < (SCstop×fSC − ½×MBW − 
0.5MHz). The mask value to be compared against shall be the maximum value the mask takes 
within the 1 MHz window [f – 0.5 MHz, f + 0.5 MHz].  

Appendix II details the frequencies for the broadcast radio services (frequency modulation (FM) and digital 
audio broadcasting (DAB)).  

FM, DAB and other radio services will require different notch configurations depending on the 
characteristics of the specific radio service. 

NOTE 2 – NM may be used to notch individual broadcast stations depending on spectrum utilization. 

6.6 Low frequency edge stop-band masking  

For the low frequency edge stop-band mask (LESM), two PSD masks are defined: 

− Narrowband transmit PSD mask (TXPSDM_N) 

 This mask is defined to verify the PSD using an MBW=10 kHz centred on the frequency in question. 

 The TXPSDM_N is defined as shown in Figure 6-1, where PSDtr3 is the value of the in-band LPM at 
frequency ftr3. The mask values in the transition band are obtained using linear interpolation in dB 
over a linear frequency scale. 

 The transmit PSD is required to satisfy the narrowband transmit PSD mask TxPSDM_N, for 
frequencies (0.5 MHz + ½×MBW) < f < (ftr3 − ½×MBW), where ftr1 ≤ ftr3 ≤ 30 MHz. The PSD values above the 
transition frequency ftr3 are considered as in-band and defined in clause 7.2.1.1. 
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Figure 6-1 – Low-frequency edge stop-band mask 

Wideband transmit PSD mask (TXPSDM_W) 

 This mask is defined to verify a mathematically calculated wideband average PSD over a 1 MHz 
window (PSD_W(f)) as defined in clause 6.5. 

 The TXPSDM_W(f) is defined in Table 6-2 for the frequency in question. 

 The wideband average transmit PSD (PSD_W(f)) is required to satisfy the wideband transmit PSD 
mask TxPSDM_W for frequencies (2.0 MHz + ½×MBW + 0.5MHz)  
< f < (ftr3 − 175kHz − ½×MBW − 0.5MHz). The mask value to be compared against shall be the 
maximum value the mask takes within the 1 MHz window [f – 0.5 MHz, f + 0.5 MHz]. 

Table 6-2 – LESM TXPSDM_W requirements 

Frequency  
(MHz) 

LESM 
TXPSDM_W 

(dBm/Hz) 

2.0 to 4.0 −100 

4.0 to 5.0 −110 

> 5.0 −112 

7 Specification of spectral content 

7.1 Profile control parameters  

Each profile specifies normative values for the following parameters: 

− the number of subcarriers (N); 

− the subcarrier spacing (fSC); 

− the cyclic extension parameters LCP and β; and 

− the maximum aggregate transmit power (applies to both downstream and upstream directions). 

Table 7-1 shows the valid control parameters for each profile. The parameters are defined in 
[ITU-T G.9701]. 
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Table 7-1 – Profile control parameters 

Parameter 
Profile (Note 1) 

106 MHz (106a) 106 MHz (106b) 212 MHz (212a) 

N 2048 (Note 2) 2048 (Note 2) 4096 (Note 3) 

fSC 51.75 kHz 51.75 kHz 51.75 kHz 

LCP N/64 × m for m = 4, 8, 10, 12, 
14, 16, 20, 24, 30 and 33 
samples @ 2×N×fSC samples/s 

N/64 × m for m = 4, 8, 10, 12, 14, 
16, 20, 24, 30 and 33 samples @ 
2×N×fSC samples/s 

N/64 × m for m = 4, 8, 10, 12, 14, 
16, 20, 24, 30 and 33 samples @ 
2×N×fSC samples/s 

β 64 and 128 samples @ 
2×N×fSC samples/s 

64 and 128 samples @ 
2×N×fSC samples/s 

128 and 256 samples @ 
2×N×fSC samples/s  

Maximum 
aggregate 
transmit 
power 

+4 dBm (See clauses 7.3 and 
7.4) 

+8 dBm 

(See clauses 7.3 and 7.4) 

+4 dBm 

(See clauses 7.3 and 7.4) 

NOTE 1 – Future profiles may be defined with higher maximum aggregate transmit powers provided that they are within the 
bounds of the limit PSD mask specified in this Recommendation. 

NOTE 2 – The range of valid subcarrier indices corresponds to frequencies between 2 and 106 MHz. 

NOTE 3 – The range of valid subcarrier indices corresponds to frequencies between 2 and 212 MHz. 

7.2 PSD mask specifications 

7.2.1 Limit PSD mask (LPM)  

The limit PSD mask (LPM) represents the absolute maximum that the TxPSDM shall never exceed. The in-
band LPMs for 106 MHz profile and 212 MHz profile are presented in clause 7.2.1.1. The out-of-band LPMs 
are defined in clause 7.2.1.2. 

7.2.1.1 In-band LPM  

The in-band LPMs for the 106 MHz profile and the 212 MHz profile are shown in Figures 7-1 and 7-2, 
respectively. The parameters for these LPMs are presented in Tables 7-2 and 7-3, respectively.  
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Figure 7-1 – In-band limit PSD mask for 106 MHz profile 
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Figure 7-2 – In-band limit PSD mask for 212 MHz profile 

Table 7-2 – Parameters of in-band LPM for 106 MHz profile 

Parameter 
Frequency 

(MHz) 
PSD 

(dBm/Hz) 
Description 

ftr1 2 –65 The LPM below ftr1 is defined in clause 7.2.1.2. 

 30 –65 

 30 –73 The PSD limit values between the points listed shall be 
obtained by linear interpolation in dB over linear frequency 
scale. The LPM above ftr2 is defined in clause 7.2.1.2 

ftr2 106 –76 

Table 7-3 – Parameters of in-band LPM for 212 MHz profile 

Parameter 
Frequency 

(MHz) 
PSD 

(dBm/Hz) 
Description 

ftr1 2 –65 The LPM below ftr1 is defined in clause 7.2.1.2. 

 30 –65 

 30 –73 The PSD limit values between the points listed shall be 
obtained by linear interpolation in dB over linear frequency 
scale. The LPM above ftr2 is defined in clause 7.2.1.2 

 106 –76 

ftr2 212 –79 

NOTE – When additional spectrum shaping is used as described in clause 6 (for example, to provide spectrum 
compatibility or to comply with wideband power limit), various parts of the TxPSDM could be reduced by switching 
subcarriers off or reducing their transmit power. Additional frequency notches may also be applied if required. 

7.2.1.2 Out-of-band LPM 

The out-of-band LPM shall be as shown in Figure 7-3 for the low-frequency edge, and in Figure 7-4 for the 
high-frequency edge, where PSDtr1 is the value of the in-band LPM at frequency ftr1 and PSDtr2 is the value of 
the in-band LPM at frequency ftr2. The parameters for these LPMs are presented in Tables 7-4 and 7-5, 
respectively. 

The out-of-band LPM applies for frequencies below the low-edge transition frequency ftr1 and for 
frequencies above the high-edge transition frequency ftr2. The PSD values between the transition 
frequencies ftr1 and ftr2 are considered as in-band and defined in clause 7.2.1.1. 
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Figure 7-3 – Low-frequency edge out-of-band LPM 

Requirements for frequencies below 4 kHz are specified in Annexes A, B and C of [ITU-T G.993.2] for the 
regions of North America, Europe and Japan, respectively. 
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Figure 7-4 – High-frequency edge out-of-band LPM 

Table 7-4 – Parameters of low-frequency edge out-of-band LPM 

ftr1 
(MHz) 

PSDtr1 
(dBm/Hz) 

Description 

2 –65 

PSD limit at transition frequency ftr1 drops from PSDtr1 to –80 dBm/Hz. 

The PSD limit in the transition band shall be obtained by linear interpolation in dB over 
linear frequency scale. 

The PSD limit between 4 and 20 kHz shall be obtained by linear interpolation in dB 
over a log(f) scale. 

Subcarriers below ftr1 shall not be used for transmission (neither data nor any auxiliary 
information). 
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Table 7-5 – Parameters of high-frequency edge out-of-band LPM 

ftr2 
(MHz) 

PSDtr2 
(dBm/Hz) 

Transition band, Δfth 
(MHz) 

Description 

106 –76 20 The PSD limit in the transition band (Δfth) shall be 
obtained by linear interpolation in dB over linear 
frequency scale. 

Subcarriers above ftr2 shall not be used for transmission 
(neither data nor any auxiliary information). 

212 –79 40 

7.2.2 Permanently masked subcarriers  

For both the 106 MHz profile and the 212 MHz profile, subcarriers with indices from 0 to 39 (inclusive) shall 
be permanently masked. They shall not be used for transmission (neither for data nor for any auxiliary 
information). 

7.3 Termination impedance  

A termination impedance of RV = 100 Ohm, purely resistive, at the U interface, shall be used for both the 
FTU-O and the FTU-R. In particular, RV = 100 Ohm shall be used as a termination for the transmit PSD and 
aggregate transmit power definition and verification. 

7.4 Maximum aggregate transmit power 

The values of the maximum aggregate transmit power are defined in this Recommendation under an 
assumption that the transmissions were continuous. In systems using time-division duplexing (TDD), such 
as [ITU-T G.9701], transmission in a particular direction is not continuous, but occurs only during 
designated time periods. This shall be taken in account by the applied measurement procedure. 

The maximum aggregate transmit power of both the FTU-O (in the downstream direction) and the FTU-R 
(in the upstream direction) shall not exceed the level specified in Table 7-1 for any given profile when 
measured using the termination impedance defined in clause 7.3.  

Further limitations are the subject for annexes defining different regional requirements (for further study). 

8 Transmit PSD verification  

The values of the transmit PSD mask are defined in this Recommendation under the assumption that 
transmission is continuous. In systems using time division duplexing (TDD), such as described in [ITU-T 
G.9701], transmission in a particular direction is not continuous but occurs only during designated time 
periods. This shall be taken into account by the applied measurement procedure. 

The measurement bandwidth (MBW) for evaluation of the PSD shall be as defined in Table 8-1. The 
measurement bandwidth shall be centred on the frequency in question.  

The mask value to be compared against shall be the maximum value the mask takes within a window  
[f − ½×MBW, f + ½×MBW]. 

NOTE – If in a certain frequency range both a narrowband transmit PSD mask (TXPSDM_N) and a wideband transmit 
PSD mask (TXPSDM_W) are defined, the MBW values defined in this clause relate to the narrowband PSD 
measurements PSD_N.  

PSD masks are specified with respect to a reference termination impedance, as defined in clause 7.3. 
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Table 8-1 – Measurement bandwidth settings for transmit PSD verification 

Frequency band 
Measurement bandwidth 

(MBW) 

4 kHz < f < 20 kHz 1 kHz 

20 kHz < f < ftr1 10 kHz 

(ftr1+ ½×MBW) to (30 MHz – ½×MBW)  1 MHz 

(30 MHz + ½×MBW) to (ftr2 – ½×MBW)  1 MHz 

> ftr2 to 300 MHz 100 kHz 

Any notched frequency band 10 kHz 
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Annex A to Annex W 
 

Annex A to Annex W have been intentionally left blank. 
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Annex X 
 

Adaptation to the coax medium 

(This annex forms an integral part of this Recommendation.) 

X.1 Profile control parameters  

Each profile specifies normative values for the following parameters: 

− the number of subcarriers (N); 

− the subcarrier spacing (fSC); 

− the cyclic extension parameters LCP and β; and 

− the maximum aggregate transmit power (applies to both downstream and upstream directions). 

Table X.1 shows the valid control parameters for each of the coax profiles. The parameters are defined in 
Annex X of [ITU-T G.9701]. 

Table X.1 – Profile control parameters for operation over coaxial cables 

Parameter 
Profiles for operation over coaxial cables (Note 1) 

106 MHz (106c) 212 MHz (212c) 

N 2048 (Note 2) 4096 (Note 3) 

fSC 51.75 kHz 51.75 kHz 

LCP N/64 × m for m = 4, 8, 10, 12, 14, 16, 20, 24, 30 
and 33 samples @ 2×N×fSC samples/s 

N/64 × m for m = 4, 8, 10, 12, 14, 16, 
20, 24, 30 and 33 samples @ 
2×N×fSC samples/s 

β 64 and 128 samples @ 2×N×fSC samples/s 128 and 256 samples @ 
2×N×fSC samples/s 

Maximum aggregate 
transmit power 

+2 dBm (See clauses 7.3 and 7.4) +2 dBm (see clauses 7.3 and 7.4) 

NOTE 1 – Future profiles may be defined with higher maximum aggregate transmit powers provided that they are within the 
bounds of the limit PSD mask specified in this Recommendation. 

NOTE 2 – The range of valid subcarrier indices corresponds to frequencies between 2 and 106 MHz. 

NOTE 3 – The range of valid subcarrier indices corresponds to frequencies between 2 and 212 MHz. 

X.2 Termination impedance 

For a transceiver operating over coaxial cables, a termination impedance of RV = 75 Ohm, purely resistive, 
at the U interface, shall be used for both the FTU-O and the FTU-R. In particular, RV = 75 Ohm shall be used 
as a termination for the transmit PSD and aggregate transmit power definition and verification. 

X.3 Maximum aggregate transmit power 

The values of the maximum aggregate transmit power are defined in this Recommendation under an 
assumption that the transmissions were continuous. In systems using TDD, such as [ITU-T G.9701], 
transmission in a particular direction is not continuous, but occurs only during designated time periods. This 
shall be taken in account by the applied measurement procedure. 

The maximum aggregate transmit power of both the FTU-O (in the downstream direction) and the FTU-R 
(in the upstream direction) shall not exceed the level specified in Table X.1 for any given profile when 
measured using the termination impedance defined in clause X.2.  
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Appendix I 
 

International amateur radio bands 

(This appendix does not form an integral part of this Recommendation.) 

Table I.1 – International amateur radio bands  
in the frequency range 1.8 - 212 MHz 

Band start 
(kHz) 

Band stop 
(kHz) 

1 800 2 000 

3 500 4 000 

5 351.5 5 366.5 

7 000 7 300 

10 100 10 150 

14 000 14 350 

18 068 18 168 

21 000 21 450 

24 890 24 990 

28 000 29 700 

50 000 54 000 

69 900 70 500 

144 000 148 000 
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Appendix II 
 

Broadcast radio bands 

(This appendix does not form an integral part of this Recommendation.) 

This appendix includes bands related to receivers likely to be in close proximity to the installation, omitting 
allocations for obsolete technologies such as analogue TV. Generally the services concerned are radio 
broadcasts. 

Table II.1 – Broadcast radio bands in the  
frequency range up to 212 MHz 

Band start 
(kHz) 

Band stop 
(kHz) 

Service 

87 500 108 000 FM 

174 000 216 000 Digital terrestrial television (Region 
2) 

174 000 230 000 Digital terrestrial television/Digital 
audio broadcasting (Regions 1 and 
3) 
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Appendix III 
 

Definition of transmitter PSD (TXPSD) for non-continuous transmissions 

(This appendix does not form an integral part of this Recommendation.) 

This appendix provides a formal definition for transmitter power spectral density (TXPSD) for signals 
comprising a stream of symbols including quiet periods, such as those produced by time division duplexed 
DMT systems. 

This appendix defines TXPSD that is applicable to a stream of transmitted symbols, a punctured stream of 
symbols, or a continuous stream of symbols. Transmitted symbols are all symbols transmitted in the 
transmission period for the transmission direction. The quiet symbol positions in the transmission period 
are excluded. It does not define a measurement technique. 

This appendix defines TXPSD in terms of an intermediate variable, "Transmitter Symbol PSD" (TXSPSD). 
TXSPSD is defined in relation to the Expectation of the energy spectral density (ESD) of symbols transmitted 
in a particular direction.  

The ESD of a symbol voltage waveform Vs(t) is derived into a reference impedance of 100 Ω. 

  𝐸𝑆𝐷(𝑉𝑠, 𝑓) =
1

𝑅0
|∫ 𝑉𝑠(𝑡). 𝑒−𝑖2π𝑓𝑡𝑑𝑡 

∞

−∞
|
2

(𝑖𝑛 𝑢𝑛𝑖𝑡 𝑜𝑓 𝐽𝑜𝑢𝑙𝑒/𝐻𝑧) 

𝑅0 = 100  

TXSPSD is derived from the Expectation of the ESD over a set of transmitted symbols. 

 𝑇𝑋𝑆𝑃𝑆𝐷(𝑓) = 𝑓𝐷𝑀𝑇. E[𝐸𝑆𝐷(𝑉(𝑡), 𝑓);  𝑉 ∈ 𝑆] (in unit of W/Hz) 

S = {S0,S1...SN} 

S0,S1...SN is a valid sequence of transmitted symbols 

E[x] is the statistical expectation of x. 

This normalization by the period of the symbol ensures that in the limit an infinite sequence of symbols has 
TXSPSD that converges to the classical PSD derived from the Fourier transform of the autocorrelation 
function. 

The verifiable TXPSD is defined in a particular bandwidth bw as follows: 

 𝑇𝑋𝑃𝑆𝐷(𝑏𝑤, 𝑓) = 30 + 10 × 𝑙𝑜𝑔10 (
1

𝑏𝑤
∫ 𝑇𝑋𝑆𝑃𝑆𝐷(𝑓𝑏)𝑑𝑓𝑏

𝑓+
𝑏𝑤

2

𝑓−
𝑏𝑤

2

) (in unit of dBm/Hz) 

TXPSDM(f) is the maximum permitted level for TXPSD(bw,f) of a long symbol sequence. 

Methods for compliance verification are out of the scope of this Recommendation. 
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Summary 

Recommendation ITU-T G.9701 specifies a gigabit broadband access technology that exploits the existing 
infrastructure of wire-pairs that were originally deployed for plain old telephone service (POTS) services. 
Equipment implementing this Recommendation can be deployed from fibre-fed distribution points (fibre to 
the distribution point, FTTdp) located very near the customer premises, or within buildings (fibre to the 
building, FTTB). This Recommendation supports asymmetric and symmetric transmission at an aggregate 
net data rate up to 1 Gbit/s on twisted wire-pairs using spectrum up to 106 MHz and specifies all necessary 
functionality to support far-end crosstalk (FEXT) cancellation between multiple wire-pairs, and facilitates 
low power operation. 

Corrigendum 1 (2015) provides clarifications and corrects various errors in the Recommendation, and in 
particular includes a change to the definition of DFT output samples. 

Corrigendum 2 (2016) increases the number of RFI bands from 16 to 32, and provides clarifying text on 
alignment between TIGA and SRA/FRA procedures, tone repetition, unavailable seconds, and byte order in 
SOC and eoc messages. 

Amendment 1 (2016) specifies test parameters, some of which had previously been left for further study, 
and specifies support for low power operation. 

Amendment 2 (2016) includes a new annex on cross-layer traffic monitoring functions and link state control 
to support low power operation. It also includes a new 106 MHz profile with increased maximum transmit 
power, support for increased bit loading, Hlog reporting in both directions, and Xlog reporting. 

Corrigendum 3 (2017) adds several clarifications, and fixes various errors and inconsistencies. 

Amendment 3 adds support for new functionality: full specification of the 212 MHz profile, Annex X – 
Operation without multi-line coordination intended for a crosstalk free environment (e.g., coaxial cable 
medium) including dynamic time assignment (DTA), Annex T – higher layer control aspects of DTA, and 
Annex S – software download to NTs. 
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Editorial note: This is a complete-text publication. Except for new Annexes S, T and X, modifications 
introduced by this amendment are shown in revision marks relative to Recommendation ITU-T G.9701 
(2014) plus Erratum 1, Corrigenda 1, 2 and 3, Amendments 1 and 2 and Cor.1 Erratum 1. 

1 Scope 

This Recommendation specifies the operation of a broadband access technology that exploits the existing 
infrastructure of wire-pairs that were originally deployed for plain old telephone service (POTS) and, with 
Amendment 3, adds support for operation over coaxial cables. This Recommendation supports 
transmission at an aggregate net data rate (the sum of upstream and downstream rates) up to 
approximately 2 Gbit/s. 

Whilst asymmetric digital subscriber line transceivers 2 (ADSL2) – extended bandwidth (ADSL2plus) uses 
approximately 2 MHz of the spectrum, and very high speed digital subscriber line transceivers 2 (VDSL2) 
uses up to 35 MHz of the spectrum, this Recommendation defines profiles using spectrum up to 106 MHz 
and 212 MHz and specifies all necessary functionality to support the use of far-end crosstalk (FEXT) 
cancellation between ITU-T G.9701 transceivers deployed on multiple wire-pairs. The availability of 
spectrum up to 106 MHz or 212 MHz allows ITU-T G.9701 transceivers to provide reliable high data rate 
operation on very short loops. This Recommendation can be deployed from fibre-fed distribution points 
located very near the customer premises, or within the buildings. This Recommendation is optimized to 
operate over wire-pairs up to approximately 250 m of 0.5 mm diameter. However, it is capable of operation 
over wire-pairs up to at least 400 meters of 0.5 mm diameter, subject to some performance limitations. 

This Recommendation defines a wide range of settings for various parameters (such as spectral usage and 
transmitter power) that may be supported by a transceiver. Therefore, this Recommendation specifies 
profiles to allow transceivers to support a subset of the allowed settings and still be compliant with the 
Recommendation. The specification of multiple profiles allows vendors to limit the implementation 
complexity and develop implementations that target specific service requirements. This edition of the 
Recommendation specifies transmission profiles for in-band spectral usage of up to 212 MHz and maximum 
transmit power up to +8 dBm. This Recommendation operates in compliance with the power spectral 
density (PSD) specification in [ITU-T G.9700]. 

As do ITU-T Recommendations in the ITU-T G.99x series, this Recommendation uses [ITU-T G.994.1] to 
initiate the transceiver training sequence. Through negotiation during the handshake phase of the 
initialization, the capability of equipment to support this Recommendation and/or ITU-T G.99x series 
Recommendations (e.g., [ITU-T G.993.2] defining VDSL2) is identified. For reasons of interoperability, 
equipment may support multiple Recommendations such that it is able to adapt to the operating mode 
supported by the far-end equipment. 

It is the intention of this Recommendation to provide, by negotiation during the initialization, U interface 
compatibility and interoperability between transceivers complying with this Recommendation, including 
transceivers that support different combinations of options. 

The technology specified in this Recommendation provides the following key application features: 

• Best aspects of fibre to the home (FTTH): up to 2 Gbit/s aggregate net data rate; 

• Best aspects of ADSL2: customer self-install and operation in the presence of bridged taps, 
avoiding operator truck-rolls to the customer premises for installation and activation of the 
broadband access service; 

• Coexistence with ADSL2 and VDSL2 on adjacent wire-pairs; 

• Low power operation and all functionality necessary to allow transceivers to be deployed as part 
of reverse powered (and possibly battery operated) network equipment and to adapt to 
environmental conditions (e.g., temperature); 

http://handle.itu.int/11.1002/1000/12010
http://handle.itu.int/11.1002/1000/11644
http://www.itu.int/ITU-T/recommendations/rec.aspx?id=12370&lang=en
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• Management capabilities allowing transceivers to operate in a zero touch deployment, avoiding 
truck-rolls to the network equipment for installation and activation of new or upgraded broadband 
access service; 

• Control of the upstream vs downstream transmission time to adapt net data rates to the needs of 
the business and the residential customers;  

• Vectoring (self-crosstalk cancellation) for increased net data rates on wire-pairs that experience 
far-end crosstalk from ITU-T G.9701 transceivers in the same vectored group operating on other 
wire-pairs in the same cable or operating on other wire-pairs originating from the same network 
equipment; 

• Network timing reference (NTR) and time-of-day (ToD) transport for network frequency and time 
synchronization between network and customer premises equipment; 

• Configuration of spectrum use, including configuration of the transmit power spectral density 
(PSD) limitations and notches to meet electromagnetic compatibility (EMC) requirements. 

The technology specified in this Recommendation uses the following key functionalities and capabilities: 

• Transparent transport of data packets (e.g., Ethernet packets) at an aggregate (sum of upstream 
and downstream) data rate of up to 2 Gbit/s; 

• In-band spectral usage up to 212 MHz; 

• Configurable start and stop frequencies, PSD shaping and notching; 

• Discrete multitone (DMT) modulation (2 048/4 096 subcarriers with 51.75 kHz subcarrier spacing); 

• Time-division duplexing (sharing time between upstream and downstream transmission); 

• Low latency retransmission, facilitating impulse noise protection (INP) between the V and 
T reference points at all data rates to deal with isolated erasure events at the U reference point of 
at least 10 ms, without loss of user data; 

• Forward error correction based on Trellis coding and Reed-Solomon coding; 

• Vectoring (self-FEXT cancellation), where this edition of the Recommendation uses linear 
precoding; 

• Discontinuous operation where not all of the time available for data transmission is used; 

• Online reconfiguration (OLR) for adaptation to changes of the channel and noise characteristics, 
including fast rate adaptation (FRA). 

With these functionalities and capabilities, the technology specified in this Recommendation targets the 
following aggregate net data rates over a 0.5 mm straight wire-pair for 106 MHz profiles: 

• 500 to 1000 Mbit/s on a wire-pair shorter than 100 m; 

• 500 Mbit/s at 100 m; 

• 200 Mbit/s at 200 m; 

• 150 Mbit/s at 250 m; 

• 500 Mbit/s at 50 m, while operating in the band above 17 MHz. 
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2 References 

The following ITU-T Recommendations and other references contain provisions which, through reference in 
this text, constitute provisions of this Recommendation. At the time of publication, the editions indicated 
were valid. All Recommendations and other references are subject to revision; users of this 
Recommendation are therefore encouraged to investigate the possibility of applying the most recent 
edition of the Recommendations and other references listed below. A list of the currently valid ITU-T 
Recommendations is regularly published. The reference to a document within this Recommendation does 
not give it, as a stand-alone document, the status of a Recommendation. 

[ITU-T G.117] Recommendation ITU-T G.117 (2007), Transmission impairments due to speech 
Processing. 

[ITU-T G.994.1] Recommendation ITU-T G.994.1 (2012), Handshake procedures for digital subscriber 
line transceivers. 

[ITU-T G.997.2] Recommendation ITU-T 997.2 (2015), Physical layer management for ITU-T G.9701 
transceivers. 

[ITU-T G.9700] Recommendation ITU-T G.9700 (2014), Fast access to subscriber terminals (G.fast) – 
Power spectral density specification. 

[ITU-T O.9] Recommendation ITU-T O.9 (1999), Measuring arrangements to assess the degree of 
unbalance about earth. 

[ITU-T T.35] Recommendation ITU-T T.35 (2000), Procedure for the allocation of ITU-T defined 
codes for non-standard facilities. 

[ISO 8601] ISO 8601:2000, Data elements and interchange formats – Information interchange – 
Representation of dates and times. 

3 Definitions 

3.1 Terms defined elsewhere 

This Recommendation uses the following terms defined elsewhere: 

3.1.1 ceiling(x) [ITU-T G.9700]: The smallest integer which is not less than x. 

3.1.2 floor(x) [ITU-T G.9700]: The largest integer which is not greater than x. 

3.1.3 fSC [ITU-T G.9700]: A parameter representing the frequency of subcarrier spacing. 

3.1.4 subcarrier [ITU-T G.9700]: A fundamental element of a discrete multitone (DMT) modulator. The 
modulator partitions the channel bandwidth into a set of parallel subchannels. The centre frequency of 
each subchannel is a subcarrier onto which bits may be modulated for transmission over a channel. 

3.2 Terms defined in this Recommendation 

This Recommendation defines the following terms: 

3.2.1 active line: A line where both of the connected transceivers (FTU-O and FTU-R) are in showtime. 

3.2.2 aggregate net data rate (ANDR): The sum of the net data rate (NDR) in downstream and 
upstream. 

3.2.3 bearer channel: A transparent data channel between the γ reference points of peer transceivers 
(i.e., from the γO at the FTU-O to the γR at the FTU-R, or vice versa). 

3.2.4 BLACKOUT set: A subset of the SUPPORTEDCARRIERS set determined by the receiver during the 
initialization to be allocated no power by the transmitter. 

http://handle.itu.int/11.1002/1000/11644
http://handle.itu.int/11.1002/1000/12375
http://handle.itu.int/11.1002/1000/12010
http://handle.itu.int/11.1002/1000/4632
http://handle.itu.int/11.1002/1000/4840
http://handle.itu.int/11.1002/1000/12010
http://handle.itu.int/11.1002/1000/12010
http://handle.itu.int/11.1002/1000/12010
http://handle.itu.int/11.1002/1000/12010
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3.2.5 data frame: An object originated by the physical media specific – transmission convergence (PMS-
TC) sub-layer that contains a set of data transfer unit (DTU) bytes and possibly a set of robust management 
channel (RMC) bytes to be encoded and modulated onto a single symbol.  

NOTE – The length of a data frame depends on whether or not it includes RMC bytes. The PMS-TC sub-layer sends a 

data frame across the  reference point, for encoding and modulation onto a single data symbol by the PMD sub-
layer. If no DTU bytes and no RMC bytes are available for transmission at the PMS-TC sub-layer, no data frame is sent. 

3.2.6 data packet: A set of bits of the bearer channel (e.g., an Ethernet packet) exchanged over the γ 
reference point between the L2+ functional block and transport protocol specific – transmission 
convergence (TPS-TC) sub-layer.  

NOTE – Data packets are retrieved by the TPS-TC from the L2+ functional block, transmitted transparently over the 
line and retrieved by the peer TPS-TC, which passes them to the peer L2+ functional block. 

3.2.7 data symbol: A symbol that carries a data frame consisting of only data transfer unit (DTU) bytes 
(normal data frame). 

3.2.8 data transfer unit (DTU): A frame used to transfer data bits transparently between α reference 
points of peer transceivers.  

NOTE – Data is passed between peer transceivers by sets, each encapsulated into a single DTU. DTUs are exchanged 
over the α reference point between the TPS-TC and PMS-TC sub-layers. 

3.2.9 discontinuous operation: A functionality facilitating power savings by transmission of quiet or idle 
symbols in place of data symbols when no user data is available or when transmission of data symbols is 
not allowed. 

3.2.10 DTU payload rate (DPR): The data rate corresponding to the data transfer unit (DTU) payload in 
any one direction of transmission, assuming:  

• L0 state with no discontinuous operation interval, 

• data transmission on all data and robust management channel (RMC) symbol positions 
(no idle/quiet symbols), and 

• no retransmissions. 

3.2.11 dummy DTU: A data transfer unit (DTU) marked as "dummy DTU" in the DTU header. The payload 
of a DTU marked as "dummy DTU" in the DTU header contains no data packet or embedded operation 
channel (eoc) packet or fraction thereof. 

3.2.12 dynamic resource allocation (DRA): A functionality that determines the downstream and 
upstream transmission opportunity for each time-division duplexing (TDD) frame based on the occupancy 
of higher layer downstream and upstream quality of service (QoS) queues and within the bounds 
configured by the operator through the DPU-MIB.  

NOTE – As the QoS requirements (SLA, including best effort, as a QoS class) are served, the next target of the DRA 
functionality is to minimize power consumption. DRA is performed during the showtime, seamlessly (causing no loss 
of data or violation in the order of data). 

3.2.13 idle symbol: A symbol that may be sent if no data frame is available for transmission. An idle 
symbol is constructed by setting the precoder inputs (Zi) equal to 0 for all subcarriers (see PMD functional 
reference model, Figure 10-1). 

NOTE – If transmission of an idle symbol coincides with a data symbol being transmitted on another line in the 
vectored group, the idle symbol consists of crosstalk pre-compensation signals only. 

3.2.14 impulse noise protection against SHINE impulses (INP_SHINE): The number of consecutive DMT 
symbol periods that are corrupted by SHINE as seen at the δ-reference point, for which errored DTUs can 
be successfully recovered by the retransmission function resulting in no errors at higher layers, regardless 
of the number of errors within the DMT symbol periods. 

3.2.15 impulse protection against repetitive electrical impulse noise (INP_REIN): The number of 

consecutive DMT symbol periods that are corrupted by REIN, as seen at the -reference point, for which 
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errored DTUs can be successfully recovered by the retransmission function resulting in no errors at higher 
layers, regardless of the number of errors within the DMT symbol periods. 

3.2.16 linear precoding: The precoder mode of operation where each Zi' output is a linear combination of 
the Zi inputs, with coefficients controlled by the vectoring control entity (VCE) (see Figure 10-16). 

3.2.17 logical frame: A set of symbol positions assigned to the same transmission direction, starting with 
(and including) a robust management channel (RMC) symbol position and ending on the last symbol 
position just before the next RMC symbol position. 

3.2.18 management data packet: A set of bits generated by the FTU management entity to be 
transmitted to the management entity of the peer FTU.  

NOTE – Management data packets are retrieved by the TPS-TC from the FTU management entity via the 
TPS-TC_MGMT interface, transmitted transparently over the line and retrieved by the peer TPS-TC, which passes them 
to the peer FTU management entity. 

3.2.19 MEDLEY set: A subset of the SUPPORTEDCARRIERS set determined during the initialization to 
contain the subcarriers to be used for transmission. For each subcarrier in the MEDLEY set, a bi and a gi 
value will be assigned and exchanged during the initialization. The MEDLEY set is denoted MEDLEYds and 
MEDLEYus, respectively, for the downstream and upstream directions. BLACKOUT subcarriers are not part 
of the MEDLEY set. 

3.2.20 MOD: The modulo function is defined as 











y

x
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3.2.21 net data rate (NDR): The data transfer unit (DTU) payload rate (DPR) minus the embedded 
operation channel (eoc) data rate. 

3.2.22 pilot symbol: A symbol that is constructed by setting the precoder inputs (Zi) equal to 0 for all non-
pilot subcarriers (see PMD functional reference model, Figure 10-1). 

3.2.23 pilot symbol position: A symbol position within each superframe, which is reserved on request of 
the FTU-R, for transmission of a pilot symbol only if no robust management channel (RMC) symbol is 
available for transmission at that symbol position. Within a logical frame, a pilot symbol position has the 
same index as the RMC symbol position. 

3.2.24 PILOT TONE set: A subset of the SUPPORTEDCARRIERS set determined by the FTU-R receiver 
during the initialization to be allocated for transmission of pilot tones in the downstream direction. 
Selected pilot tone subcarriers are transmitted using special modulation. Pilot tone subcarriers are part of 
the MEDLEY set. 

3.2.25 quiet symbol: A symbol that is constructed by setting the modulator input (Zi' at the FTU-O and Zi 
at the FTU-R) equal to zero for all subcarriers (see PMD functional reference model, Figure 10-1). 
Transmission of a quiet symbol results in zero transmit power at the U-interface. 

3.2.26 reference point: A set of interfaces between any two related functional blocks through which 
information flows from one block to the other. A reference point comprises one or more logical 
(non-physical) information-transfer interfaces, and one or more physical signal-transfer interfaces. 

3.2.27 repetitive electrical impulse noise (REIN): A type of electrical noise encountered on subscriber 
lines. It is evident as a continuous and periodic stream of short impulse noise events. Individual REIN 
impulses commonly have duration less than 1 millisecond. REIN is generally coupled from electrical power 
cable when appliances draw power from the AC electrical power network. 

3.2.28 RMC frame: An object originated by the physical media specific – transmission coverage (PMS-TC) 
sub-layer that contains management and control information to be communicated through the RMC, 
protected by a Reed-Solomon forward error correction (FEC) code. An RMC frame is multiplexed with 
DTU(s) and mapped into a data frame by the PMS-TC sub-layer. 
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3.2.29 RMC message: A group of robust management channel (RMC) commands encoded over a single 
RMC frame (see Figure 9-1). 

3.2.30 RMC symbol: A symbol that carries a data frame consisting of both robust management channel 
(RMC) bytes and data transfer unit (DTU) bytes (RMC data frame). 

3.2.31 RMC symbol position: The single symbol position within each time-division duplexing (TDD) frame 
reserved for the transmission of the robust management channel (RMC) symbol. 

3.2.32 showtime: The state of either the FTU-O or FTU-R that is reached after the initialization procedure 
has been completed in which bearer channel data are transmitted. 

3.2.33 single high impulse noise event (SHINE): A type of electrical noise encountered on subscriber 
lines. It is evident as a single high-power impulse noise event with duration in the range from milliseconds 
to seconds. SHINE is generally coupled from electrical power cable when appliances draw power from the 
AC electrical power network, and from lightning. 

3.2.34 subcarrier group: A group of G (where G = 1, 2 or 4) adjacent subcarriers. 

NOTE – Subcarrier groups are used to reduce the number of test parameter data points that need to be stored by and 
communicated between the FTU-O and FTU-R. Each subcarrier in a subcarrier group is characterized by the same 
value of a test parameter (see clause 11.4.1). 

3.2.35 superframe: An ordered group of MSF contiguous time-division duplexing (TDD) frames, starting 
with a TDD sync frame (see clause 10.6). The duration of a superframe is approximately six ms. 

3.2.36 SUPPORTEDCARRIERS set: The set of subcarriers allocated for transmission in one direction, as 
determined by the band plan and any restrictions imposed by the operator via the DPU-MIB; denoted 
SUPPORTEDCARRIERSds and SUPPORTEDCARRIERSus, respectively, for the downstream and upstream 
directions.  

3.2.37 symbol: The time-domain samples emerging from the discrete multitone (DMT) modulator during 
one symbol period, following insertion of the cyclic extension and completion of the windowing and 
overlap-and-add operations. 

NOTE – During showtime, there are six types of symbols: sync symbols, pilot symbols, RMC symbols, data symbols, idle 
symbols and quiet symbols. 

3.2.38 symbol position: A numbered symbol period (with valid range defined in clause 10.5) within a 
logical frame in which a symbol is transmitted. 

3.2.39 sync symbol: A symbol modulated by probe sequences that is used for synchronization and 
channel estimation. No data frame is encoded and modulated onto a sync symbol. 

3.2.40 sync symbol position: The single symbol position within each superframe reserved for 
transmission of a sync symbol. 

3.2.41 TDD frame: An ordered group of symbol positions consisting of Mds symbol periods dedicated for 
downstream transmission and Mus symbol periods dedicated for upstream transmission, separated by time 
gaps that sum up to one symbol period (see clause 10.5). 

3.2.42 transmission opportunity (TXOP): The set of symbol positions in a logical frame (excluding sync 
symbol position) at which data transmission is allowed; outside the transmission opportunity, the FTU only 
transmits quiet symbols.  

NOTE 1 – The downstream and upstream transmission opportunities are determined by the dynamic resource 
allocation (DRA) function and received by the FTU-O over the γO reference point (through the TXOPds and TXOPus 
primitives). The parameters received with the TXOPus primitive are communicated to the FTU-R through the RMC. The 
transmission opportunity contains symbol positions in the normal operation interval (NOI), and may contain symbol 
positions in the discontinuous operation interval (DOI). Transmission opportunities are set for each logical frame of 
each line of the vectored group and may be changed as often as once per logical frame. 

NOTE 2 – The DRA function controls the number of symbol positions in the transmission opportunity, thereby having 
the ability to control energy efficiency. 
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3.2.43 vectored group: The set of lines over which transmission from the DPU is eligible to be 
coordinated by pre-coding (downstream vectoring), or over which reception at the distribution point (DPU) 
is eligible to be coordinated by post-cancellation (upstream vectoring), or both. Depending on the 
configuration of the vectored group, downstream vectoring, upstream vectoring, both or none may be 
enabled. 

4 Abbreviations and acronyms 

This Recommendation uses the following abbreviations and acronyms: 

ACK Acknowledgement 

ACTATP Actual Aggregate Transmit Power 

ADSL2 Asymmetric Digital Subscriber Line transceivers 2 

ADSL2plus ADSL2 – extended bandwidth 

AF Assured Forwarding 

AN Access Node 

ANDR Aggregate Net Data Rate 

AR Automatic Repeat 

ASCII American Standard Code for Information Interchange 

ATA Analogue Telephone Adapter 

ATTETR Attainable Expected Throughput 

ATTNDR Attainable Net Data Rate 

BAT Battery operation 

BE Best Effort 

BER Bit Error Ratio 

BLT Bit-Loading Table 

CE Cyclic Extension 

CL Capabilities List  

CLR Capabilities List Request 

CP Cyclic Prefix 

CP Customer Premises 

CRC Cyclic Redundancy Check 

DECT Digital Enhanced Cordless Telecommunications 

FT Discrete Fourier Transform  

DGL Dying Gasp power Loss 

DMT Discrete Multitone  

DOI Discontinuous Operation Interval 

DPR DTU Payload Rate 

DPU Distribution Point Unit 

DRA Dynamic Resource Allocation 

DRR Dynamic Resource Report 

DS Downstream 
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DSL Digital Subscriber Line 

DTU Data Transfer Unit 

ECS Error Check Sequence 

EF Expedited Forwarding 

EFTR Error-Free Throughput 

EMC Electromagnetic Compatibility 

eoc embedded operations channel 

E-PON Ethernet Passive Optical Network 

ES Errored Second 

ETR Expected Throughput 

ETT Expected Transmission Time 

FCCC FRA Configuration Change Count 

FCS Frame Check Sequence 

FEC Forward Error Correction 

FEQ Frequency domain Equalizer 

FEXT Far-End crosstalk   

FME FTU Management Entity 

FRA Fast Rate Adaptation 

FTTdp Fibre To The distribution point 

FTTH Fibre To The Home 

FTU Fast Transceiver Unit 

FTU-O FTU at the Optical network unit 

FTU-R FTU at the Remote site (i.e., subscriber end of the loop) 

FXO Foreign exchange Office 

FXS Foreign exchange Subscriber 

GbE Gigabit Ethernet 

G-PON Gigabit Passive Optical Network 

HDLC High-level Data Link Control 

HDTV High Definition Television 

HON Higher Order Node 

IAR International Amateur Radio 

IDFT Inverse Discrete Fourier Transform 

IDS Identification Sequence 

INP Impulse Noise Protection 

ISDN Integrated Services Digital Network 

L2CCC L2 Configuration Change Count  

L2TSA L2 Transmission Schedule Adaptation  

Layer 2+ Layer 2 and above 
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LCL Longitudinal Conversion Loss 

LESM Low-frequency Edge Stop-band Mask 

LFDC Logical Frame Down Count 

lom  loss of margin 

lor  loss of RMC 

LORS lor Second 

los  loss of signal  

LOSS los Second 

LPM Limit PSD Mask 

lpr loss of power 

LSB Least Significant Bit 

LTR Local Timing Reference 

ME Management Entity 

MIB Management Information Base 

MS Mode Select message 

MSB Most Significant Bit 

MTBE Mean Time Between Error events   

MUX Multiplexer 

NACK Negative Acknowledgement   

NMS Network Management System 

NOI Normal Operation Interval 

NR Non-Repeat 

NSF Non-Standard Facility   

NT Network Termination 

NTR Network Timing Reference 

ODN Optical Distribution Network 

OHP Off-Hook Phone 

OLR Online Reconfiguration 

OLT Optical Line Termination 

PCE Power Control Entity 

PE Power Extractor 

PHB Per-Hop Behaviour 

PHY Physical layer 

PMS Physical Media Specific 

POTS Plain Old Telephone Service 

PRBS Pseudo Random Binary Sequence 

PSD Power Spectral Density 

PSE Power Source Equipment 
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PSM PSD Shaping Mask 

PSU Power Supply Unit 

PTM Packet Transfer Mode 

PTP Precision Time Protocol 

QAM Quadrature Amplitude Modulation 

RCCC RPA Configuration Change Count 

QoS Quality of Service  

REIN Repetitive Electrical Impulse Noise 

RFI Radio Frequency Interference 

RMC Robust Management Channel 

RMS Root Mean Square  

RPA RMC Parameter Adjustment 

RPF Reverse Power Feeding 

RQ Repeat Request 

RTS RMC Tone Set 

RTX Retransmission 

RX Receiver 

SC Segment Code 

SCCC SRA Configuration Change Count 

SES Severely Errored Second 

SFDC Superframe Down Count 

SHINE Single High Impulse Noise Event 

SID Sequence Identifier 

SLA Service Level Agreement 

SM Subcarrier Mask 

SNR Signal-to-Noise Ratio  

SNRM Signal-to-Noise Ratio Margin  

SOC Special Operations Channel 

SRA Seamless Rate Adaptation 

STDD Synchronous Time-Division Duplexing 

TC Transmission Convergence 

TCE Timing Control Entity 

TDD Time-Division Duplexing 

TE Terminal Equipment 

TIGA Transmitter-Initiated Gain Adjustment   

ToD Time-of-Day 

TPS Transport Protocol Specific 

TS Time Stamp 
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TSP Time Synchronization Period 

TX Transmitter 

TXOP Transmission Opportunity 

UAS Unavailable Second 

UPBO  Upstream Power Back Off 

US Upstream 

UTC Unable To Comply 

VBB Vectored Band Blocks 

VCE Vectoring Control Entity 

VDSL2 Very high speed Digital Subscriber Line transceivers 2 

VFC Vectoring Feedback Channel 

VFCDR Vectoring Feedback Channel Data Rate  

VF Vectoring Feedback 

VFRB Vectoring Feedback Report Block 

VoIP Voice over Internet Protocol 

5 Reference models and system requirements 

5.1 System reference models 

This Recommendation covers the interface specification between an FTU-O and FTU-R, as applied at the U 
reference point. The FTU-O is located inside the distribution point unit (DPU) at the network side of the 
wire-pair (U-O reference point). The FTU-R is located inside the network termination (NT) at the customer 
premises side of the wire-pair (U-R reference point). Implementations complying with this 
Recommendation are typically deployed in a fibre to the-distribution point (FTTdp) scenario. 

The functional reference model of FTTdp deployment is illustrated in Figure 5-1. 

The upstream traffic from all DPUs is aggregated by the optical distribution network (ODN) and higher 
order node (HON) up to the V reference point. The downstream traffic at the V reference point is 
distributed towards multiple DPUs by HON and ODN. The aggregation and distribution functions of ODN 
and HON are out of the scope of this Recommendation. Different aggregation examples are united under 
HON, ODN and DPU, as shown in Figure 5-1. 

Each DPU is located at a distribution point and contains one or more FTU-Os, with each FTU-O connected to 
a NT. The NT contains an FTU-R, which is a peer of the FTU-O connected to the corresponding DPU. 

The management of a DPU is performed by the network management system (NMS), passing management 
information to each DPU's management entity (ME) over the Q reference point. The NMS may also monitor 
each FTU-R via the related NT's ME via the G reference point. The connection between the ME functions at 
the DPU and at the NT is established over management channels provided by the FTU-Os and FTU-Rs via 
the wire-pairs. 
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Figure 5-1 – Reference model of FTTdp deployment 
(shown for line 1 of N lines connected to a DPU) 

The PHY blocks represent the physical layer of the DPU towards the access network and of the NT towards 
the customer premises (CP). These blocks are shown for completeness of the data flow but are out of scope 
of this Recommendation. The L2+ blocks represent the layer 2 and above functionalities contained in the 
DPU and the NT. These blocks are shown for completeness of the data flow but are out of scope of this 
Recommendation. An FTU-O represents the physical interface of the DPU related to a wire-pair. The DPU 
includes a number of ITU-T G.9701 transceivers (FTU-O-1 for line 1 in Figure 5-1); the peer transceiver at 
the NT is FTU-R-1. Functionalities related to maintaining POTS and power related functionality are not 
illustrated in either Figure 5-1 or Figure 5-2. 

Figure 5-2 provides an overview of the reference model with the logical information flows within the DPU 
containing N FTU-Os. A DPU could comprise a single FTU-O or multiple FTU-Os. The fundamental principle 
of the system is synchronous and coordinated transmission and reception of signals from all N wire-pairs 
connected to the DPU. Thus, the signals may be represented as a vector where each component is the 
signal on one of the multiple lines (shown as thick lines in Figure 5-2).  
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Figure 5-2 – Reference model of the DPU 
(shown for line 1 of N lines connected to the DPU) 

For each FTU-O in the vectored group, the data plane information flow over the γO reference point is 
represented by a single downstream data stream (STREAMds-n) and a single upstream data stream 
(STREAMus-n), where 'n' is an identifier for a specific FTU-O (FTU-O-n) and associated wire-pair. The FTU-O 
may use flow control (TX Enable-n) on the downstream data stream. The L2+ entity may use flow control 
(RX Enable-n) on the upstream data stream. Inside the DPU, the ME conveys the management information 
(over the γ_MGMTO interface) to each of the FTU-Os. 

The functionalities of the DPU also include: 

• Timing control entity (TCE); 

• Vectoring control entity (VCE); 

• Dynamic resource allocation (DRA) that also includes power control entity (PCE). 

The TCE coordinates the transmission and reception with synchronous time-division duplexing (STDD) over 
the vectored group. At the U-O reference point, downstream symbols transmitted by all N FTU-Os, 
upstream symbols transmitted by all N FTU-Rs, downstream sync symbols transmitted by all N FTU-Os, and 
upstream sync symbols transmitted by all N FTU-Rs are aligned over all wire-pairs in the vectored group. 
The coordination is shown in Figure 5-2 as the same TDD timing being passed from the TCE to all N FTU-Os. 

The access node (AN) receives the network frequency/timing over the V reference point  
(e.g., [b-ITU-T G.8264], [b-IEEE 1588]). The frequency/timing is conveyed through the OLT, ODN and PHY 
and/or L2+ block to the TCE. The TCE passes the network timing reference (NTR) and time-of-day (ToD) to 
all N FTU-Os. The TCE may synchronize the TDD timing (including the transceiver sample clock fs) to the NTR 
or ToD reference frequency. Inside the DPU, the ME conveys the management information (over an 
interface here called TCE-m) to the TCE. 

The VCE coordinates the crosstalk cancellation over the vectored group. This coordination is made possible 
through communication from each FTU-O to all other FTU-Os; for example ε-1-n identifies the interface 
between an FTU-O on line 1 (here called FTU-O-1) and all other FTU-Os on lines n (here called FTU-O-n, 
n=2…N). Coordination data (e.g., precoder data for vectoring) are exchanged between FTU-O-n1 and 
FTU-O-n2 over an interface here called ε-n1-n2. Each VCE controls a single DPU, and controls FTU-O-n 

http://www.itu.int/ITU-T/recommendations/rec.aspx?id=12192&lang=en
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(connected to line n) over an interface here called ε-c-n (e.g., to set precoder coefficients for vectoring). 
The information contained in the vectoring feedback channel (VFC-n) enables the VCE to determine the 
precoder coefficients. The vectoring feedback information is conveyed from the FTU-R to the VCE over the 
U interface to the FTU-O and then over the VFC to the VCE. Inside the DPU, the management entity (ME) 
conveys the management information (over an interface here called ε-m) to the VCE. 

The DRA coordinates the downstream and upstream transmission opportunities over the vectored group. 
The allocation of downstream and upstream transmission opportunities may be static (i.e., constant over 
time as set by the ME) or may be dynamic (i.e., variable over time, depending on the traffic needs and 
within the bounds set by the ME and the PCE). The DRA receives dynamic resource reports (DRRs) from the 
Layer 2+ functionality for each of the lines in the vectored group (shown as DRRds-n and DRRus-n). The 
DRRus is passed from the NT to the DRA over the γR, U-R, U-O and γO reference points. Inside the DPU, the 
ME conveys the management information (over an interface here called DRA-m) to the DRA.  

The management information conveyed over the DRA-m interface imposes bounds on the allocation of 
upstream and downstream transmission opportunities per subscriber line within the vectored group. 

NOTE – The bounds imposed by the ME on the DRA may be related to service level agreements (SLA). 

The PCE may further impose bounds on the allocation of downstream and upstream transmission 
opportunities using information about traffic needs per line and environmental information within the DPU 
related to power dissipation, e.g., temperatures inside the DPU and available power supplies. The 
necessary management information (e.g., temperature limits and power dissipation targets) is conveyed 
over the PCE-m interface. Based on this information, the PCE tracks the power consumption of the DPU and 
limits the allocation of transmission opportunities per subscriber line, in both upstream and downstream 
directions, accounting for various criteria including the traffic need and environmental information. 

The LinkState-n and BAT-n primitives are used for low power operation.  

Figure 5-3 provides an overview of the reference model of the information flows within NT-n. The NT 
reference model represents a single FTU-R. 

All functionality related to the transmission and reception with synchronous time-division duplexing (STDD) 
over the vectored group is contained inside the FTU-R. 
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Figure 5-3 – Reference model of NT-n 

The data plane information flow over the γR reference point is represented by a single downstream data 
stream (STREAMds-n) and a single upstream data stream (STREAMus-n). The FTU-R may use flow control 
(TX Enable-n) on the upstream data steam. The ME conveys the management information (over an 
interface here called γ_MGMTR) to the FTU-R. 

The TCE receives NTR and ToD over the network frequency/timing from the FTU-R over the γR reference 
point, and passes the network frequency/timing to the PHY and the L2+ block so as to provide network 
frequency/timing at the T reference point (e.g., 1PPS [b-IEEE1588]). Inside the NT-n, the ME conveys the 
management information (over an interface here called TCE-m) to the TCE. 

The DRA related primitives (see Table 8-4) are represented by DRRus, LinkState, and battery operation 
(BAT) crossing the γR reference point. The DRRus primitive is for the FTU-R to receive the DRR from the L2+ 
(and to send/receive DRR configuration to/from the L2+). The LinkState primitive is for the FTU-R to 
indicate the link state to the ME. The battery-operation (BAT) primitive is for the PSE (if internal to the NT) 
to indicate the battery operation to the FTU-R. The PSE also indicates the battery operation to the ME over 
the PSE-m interface. 

5.2 Application reference models 

Implementations complying with this Recommendation are typically deployed in a fibre to the-distribution 
point (FTTdp) scenario. A FTTdp deployment may be a further evolution of a FTTx (e.g., FTTCabinet, 
FTTBuilding and FTTcurb) deployment, taking the fibre deeper into the network, or it may be a FTTH 
deployment with a copper extension where installation of the fibre inside the customer premises is not 
possible. The optical distribution network that feeds the distribution point units (DPUs) may be based on 
point-to-multipoint (e.g., PON) or point-to-point (e.g., GbE) technologies. 

A key aspect of FTTdp deployment is the requirement that the customer should be able to self-install the 
equipment. Figure 5-4 provides an overview of the basic application reference model for customer self-
install with POTS as the underlying narrowband service. Alternatively, the integrated services digital 
network (ISDN) may be used as the underlying narrowband service. This application model is very similar to 
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the ITU-T G.993.2 generic application reference model for splitterless remote deployment (see Figure 5-5 of 
[b-ITU-T G.993.2]). The DPU may contain one or multiple instantiations of the FTU-O and service splitter 
functionalities. 

 

Figure 5-4 – Application reference model for FTTdp with POTS 

Table 5-1 – Signal flows applicable at the reference points shown in Figure 5-4 

Reference point ITU-T G.9701 signals Reverse power feeding Conventional analogue POTS 

U-O2 Yes No No 

U-O /U-R Yes No Yes 

U-R2 Yes No No 

The customer self-install feature facilitates rapid deployment of ITU-T G.9701 equipment since it does not 
require installation of new wires in the customer premises. The ITU-T G.9701 equipment is connected using 
existing telephone wires, where the ITU-T G.9701 NT1 can be plugged into any telephone wall socket. This 
deployment model implies that the wiring topology of the existing network may include bridged taps. This 
Recommendation thus defines the functionality necessary to facilitate deployment of ITU-T G.9701 
equipment in the presence of bridged taps and related radio frequency interference (RFI) and impulse 
noise. 

As the DPU is deployed closer to the customer premises, the number of ports on a DPU gets smaller and 
more DPUs are deployed throughout the network. Distribution points are at locations where local power is 
typically not available. In this case, reverse powering is applied. The DPU is powered from the customer 
premises, sharing the same wire-pair with the data service. The application of reverse powering is included 
in the application reference model for FTTdp with reverse powering and POTS in Figure 5-5. 

http://www.itu.int/ITU-T/recommendations/rec.aspx?id=12370&lang=en
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Figure 5-5 – Application reference model for FTTdp with reverse powering and POTS 

Table 5-2 – Signal flows applicable at the reference points shown in Figure 5-5 

Reference 
point 

ITU-T G.9701 
signals 

Reverse power feeding 
(RPF) 

Analogue voice signals Out of band POTS 
signalling 

U-O2 Yes No No No 

U-O2O No No Yes Yes 

U-O2P No Yes No No 

U-O/U-R Yes Yes Yes Yes 

U-R2P No Yes No No 

U-R2S No Yes (Note) Yes Yes 

U-R2 Yes No No No 

NOTE – RPF provides power for FXS POTS adapters implementing signalling conversion. 

The power is inserted on the wire-pair by the power source equipment (PSE) located in the customer 
premises and extracted from the wire-pair by the power extractor (PE) located in the DPU. Power is 
extracted from each active port and combined in the power supply unit (PSU). The PSE and the NT may be 
integrated into the same physical box. 

Because of reverse power feeding direct current (DC) from the customer premises, the underlying POTS 
service can only share the same wire-pair with the data service if POTS adapters are applied. POTS adapters 
provide alternative signalling means on the U reference point, equivalent to POTS signalling. At the network 
side, a FXO-type POTS adapter converts the foreign exchange office (FXO) interface POTS DC signalling from 
the narrowband network into the alternative signalling on the U reference point. At the customer premises 
side, a FXS-type POTS adapter converts the alternative signalling on the U reference point into foreign 
exchange subscriber interface (FXS) POTS DC signalling towards the telephones. 

As an alternative to the POTS provided from the exchange-side narrowband network, a derived POTS 
service may be provided. The derived POTS uses voice-over-IP (VoIP) technology on the U reference point, 
with the VoIP terminated in an analogue telephone adapter (ATA). The ATA is connected to the home 
network (e.g., [b-ITU-T G.9960] and [b-ITU-T G.9961]) or is integrated with the NT1 or NT2 in the same 
physical box, with the FXO-type POTS adapter located in the customer premises. The application of reverse 
powering and derived POTS is depicted in Figure 5-6. 

http://handle.itu.int/11.1002/1000/11403
http://handle.itu.int/11.1002/1000/12086
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Figure 5-6 – Application reference model for FTTdp  
with reverse powering and derived POTS 

Table 5-3 – Signal flows applicable at the reference points shown in Figure 5-6 

Reference 
point 

ITU-T G.9701 
signals 

Reverse power feeding 
(RPF) 

Analogue voice 
signals 

Out-of-band POTS 
signalling 

U-O2 Yes No No No 

U-O2P No Yes No No 

U-O/U-R Yes Yes No No 

U-R2P No Yes No No 

U-R2O No Option (Note 1) Yes Yes 

U-R2S No Yes (Note 2) Yes Yes 

U-R2 Yes No No No 

NOTE 1 – The FXO POTS adapter will usually be locally powered if the FXO POTS adapter is collocated with an ATA, 
but may otherwise use the reverse power feeding option. 

NOTE 2 – RPF provides power for FXS POTS adapters implementing signalling conversion. 

As a further alternative, the ATA may insert the derived POTS on the in-premises wiring, with the NT and 
PSE integrated into the same physical box, and not connected to the in-premises wiring. This deployment 
model is illustrated in Figure 5-7. It has the advantage of not exposing ITU-T G.9701 to the bridged taps 
caused by the in-premises wiring topology. However, it may make the customer self-installation process 
more challenging. 
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Figure 5-7 – Application reference model for FTTdp with reverse powering and derived POTS not sharing 
the in-premises wiring with ITU-T G.9701 

Table 5-4 – Signal flows applicable at the reference points shown in Figure 5-7 

Reference point ITU-T G.9701 signals Reverse power feeding Conventional 
analogue POTS 

U-O2 Yes No No 

U-O2P No Yes No 

U-O/U-R Yes Yes No 

U-R2P No Yes No 

U-R2 Yes No No 

The above application reference models all have voice service delivered over the in-premises wiring. Other 
application models are possible, where voice service is provided from other devices, e.g., from the ATA with 
digital enhanced cordless telecommunications (DECT) handsets, or by connecting VoIP telephones to the 
home network. 

The application reference models with reverse powering and (derived) POTS (Figures 5-5 and 5-6) show 
that the access wire-pair and the in-premises wiring are shared by data service, voice service and reverse 
powering. Figure 5-8 provides an overview of the electrical reference model. Depending on whether the 
voice service is POTS or derived POTS, the FXO-type POTS adapter is in the DPU or in the customer 
premises, respectively.  
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Figure 5-8 – Electrical reference model for FTTdp with  
reverse powering and (derived) POTS 

The scope of this Recommendation is restricted to the FTU-O and FTU-R functionality. The electrical 
characteristics of the greyed-out blocks in Figure 5-8 (PSE, PE and POTS adapters) and the communication 
protocol(s) between them are beyond the scope this Recommendation. They are being specified elsewhere 
(e.g., ETSI TC ATTM TM6). 

5.3 FTU protocol reference model 

The FTU protocol reference model defined in this clause describes both the FTU-O and FTU-R, and concerns 
the FTU protocol sub-layers that are all below the γ reference point. The reference model includes data and 
management planes addressing the TPS-TC, PMS-TC and PMD sub-layers. 

The FTU protocol reference model is illustrated in Figure 5-9. The sub-layers and reference points shown in 
black are defined in this Recommendation, whilst those shown in grey are beyond the scope of this 
Recommendation. 
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Figure 5-9 – FTU protocol reference model 

The functionality of the TPS-TC, PMS-TC and PMD sub-layers is defined, respectively, in clauses 8, 9 and 10 
of this Recommendation. 

The reference points presented in Figure 5-9 are defined by sets of corresponding data or management 
primitives. A brief summary of these reference points is presented in Table 5-5. Detailed descriptions can 
be found in the clauses referenced in this table. 

Table 5-5 – Summary of the FTU reference points defined in the Recommendation 

Reference 
point 

Category Brief description of information flow Reference 

γ Data, bidirectional, 
logical 

Units of user data of the applied transmission 
protocols, data flow-control signalling, data 
start/stop markers, etc.  

Clause 8.1.1 

α Data, bidirectional, 
logical 

Primitives of the data stream incoming to the PMS-
TC from the TPS-TC and of the data stream 
forwarded by the PMS-TC to the TPS-TC 

Clause 8.1.2 

δ Data, bidirectional, 
logical 

Primitives of the data stream incoming to the PMD 
from the PMS-TC and of the data stream forwarded 
by the PMD to the PMS-TC 

Clause 9.1.1 

U Data, bidirectional, 
physical 

Primitives of the physical signal on the line Clause 10.1.1 

γ_MC Management/control, 
bidirectional, 
logical/functional 

Management and control primitives exchanged 
between the FME and the upper-layer functions 
DRA, TCE, ME and VCE. 

Clauses 8.1.1, 
10.3 and 11.1.1 
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Table 5-5 – Summary of the FTU reference points defined in the Recommendation 

Reference 
point 

Category Brief description of information flow Reference 

TPS-TC_MGMT Management/control, 
bidirectional, 
logical/functional 

Management and control primitives exchanged 
between the TPS-TC and FME. These include 
parameters of TPS-TC and DTU size. 

Clause 8.1.3 

PMS-
TC_MGMT 

Management/control, 
bidirectional, 
logical/functional 

Management and control primitives exchanged 
between the PMS-TC and FME. These include 
parameters of FEC, framing and PMS-TC framing 
overhead data. 

Clause 9.1.2 

PMD_ 
MGMT 

Management/control, 
bidirectional, 
logical/functional 

Management and control primitives exchanged 
between the PMD and FME. These include 
parameters that determine bit loading, gain 
adjustment, PSD shaping, TDD timing (TCE) and 
vectoring (VCE).  

Clause 10.1.2 

The data plane protocol reference model of the ITU-T G.9701 link is shown in Figure 5-10 and corresponds 
to the FTU protocol reference model shown in Figure 5-9.  

 

Figure 5-10 – Data plane protocol reference model 

5.4 FTU functional model 

The FTU functional model is presented in Figure 5-11 and includes functional blocks and interfaces of the 
FTU-O and FTU-R specified in this Recommendation. The model illustrates the most basic functionality of an 
FTU and comprises an application-invariant part and an application-specific part. The application-invariant 
part consists of the physical media specific part of the transmission convergence (PMS-TC) sub-layer and 
the physical media dependent (PMD) sub-layer, which reside between α and U reference points and are 
defined in clauses 9 and 10, respectively. 

The application-specific part is confined to the transport protocol specific transmission convergence 
(TPS-TC) sub-layer that resides between γ and α reference points; the γ reference point is the FTU 
application interface. The TPS-TC sub-layer is described in clause 8 and includes one TPS-TC function 
intended to present data packets of the corresponding application protocols to the unified application-
independent α reference point. These data packets carry application data that are intended to be 
transmitted transparently to the corresponding application entity above the γ-reference point of the peer 
FTU. 

The FME contains all relevant FTU management functions, including those related to TPS-TC, PMS-TC and 
PMD. The management primitives between the FME and upper-layer ME are exchanged via the γ_MC 
interface. The γ_MC interface also communicates primitives between the FME and TCE, DRA and VCEs 
function at the FTU-O, and PSE, TCE and DRRus functions at the FTU-R. 
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NOTE – The upper layer application entities in Figure 5-11 correspond to L2+ function in Figure 5-2 (for FTU-O) and 
Figure 5-3 (for FTU-R). Similarly, the upper layer management and control entity in Figure 5-11 corresponds to the ME, 
DRA, TCE and VCE functions in Figure 5-2 for the FTU-O and PSE, TCE, and DRR functions in Figure 5-3 and FTU-R. 

The PMD and PMS-TC functions are defined in the main body of this Recommendation. The packet-based 
TPS-TC (PTM-TC) function is defined in clause 8.3. Other types of TPS-TC are for further study. Functions 
above the γ reference point are beyond the scope of this Recommendation, except the NTR and ToD 
functions of the TCE, which are defined in clauses 8.4 and 8.5, respectively. 

 

Figure 5-11 – FTU functional model 

The principal functions of the PMD are symbol generation and recovery, constellation mapping and 
decoding, modulation and demodulation, and FEXT cancellation (at the FTU-O). The PMD may also include 
line equalization. The symbol timing of the FTU-R is synchronized to the central clock of the DPU. All the 
aforementioned PMD functions are supported by the corresponding management/control primitives 
exchanged via the PMD_MGMT reference point (see clause 10.1.2). The PMD function of the FTU-O also 
provides the precoding necessary to support vectoring. The ε and η reference points (at the FTU-O) define, 
respectively, transmit and receive interfaces with PMD functions of other lines in the vectored group 
(see clause 10.3). 

The main functions of the PMS-TC sub-layer are forward error correction (FEC) encoding and decoding, 
framing and frame synchronization, retransmission, error detection, interleaving and de-interleaving, and 
scrambling and descrambling. The PMS-TC is connected to the PMD by the δ reference point, and is 
connected to the TPS-TC by the α-reference point. PMS-TC functions are supported by the corresponding 
management/control primitives exchanged via the PMS-TC_MGMT reference point (see clause 9.1.2). The 
PMS-TC also establishes the robust management channel (RMC). 
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The TPS-TC is application-specific and is intended to convert the corresponding application data transport 
protocol (e.g., Ethernet) into the unified format required at the α-reference point, hereafter referred to as 
a data transfer unit (DTU). The TPS-TC also provides bit rate adaptation between the application data and 
the data link established by the peer FTUs (flow control) in upstream and downstream directions. 
Operation of the TPS-TC is supported by the corresponding management/control primitives exchanged via 
the TPS-TC_MGMT reference point (see clause 8.1.3). 

The TPS-TC communicates with the associated application entity at the FTU-R and FTU-O via the 
corresponding γ-DATA interface (γR and γO, respectively).  

The γR and γO, αR and αO, and δR and δO reference points are only intended as logical separations and are 
defined as a set of functional primitives; they are not expected to be physically accessible. The UR and UO 
interfaces are physically accessible and defined in terms of physical signal primitives.  

The FME facilitates operation of the FTU sub-layers described above. The TPS-TC_MGMT, PMS-TC_MGMT 
and PMD_MGMT management interfaces represent the control and management parameters exchanged 
between the FME and the corresponding sub-layer functions. The FME primitives exchanged via the γ_MC 
interface (which includes the γ_MGMT interface) to the upper-layer ME include those of the NMS 
controlling the DPU-MIB (see Figure 5-1). All management/control interfaces are logical and defined in 
Table 5-5 and in clauses 8.1.1, 11.1, and 10.3. 

Management data is exchanged between the peer FME reference points of the FTU-O and FTU-R sub-layers 
through the management communications channels provided by the TPS-TC, PMS-TC and PMD (see clause 
11.1). 

5.5 INP system requirements 

The equipment between the V and T reference points (i.e., the access section including HON, DPU and NT1, 
see Figures 5-4 to 5-7) shall have the capability to support impulse noise protection (INP) against SHINE 
impulses of up to 10 ms at all supported bit rates without loss of user data. 

In order to support this system requirement, the transceiver shall be compliant with the INP requirements 
defined in clause 9.8. 

6 Profiles 

6.1 Definition 

This Recommendation defines a wide range of settings for various parameters that could potentially be 
supported by an ITU-T G.9701 transceiver. Profiles are specified to allow transceivers to support a subset of 
the allowed settings and still be compliant with this Recommendation. The specification of multiple profiles 
allows vendors to limit implementation complexity and develop implementations that target specific 
service requirements. 

ITU-T G.9701 transceivers compliant with this Recommendation shall comply with at least one profile 
specified in this Recommendation. Compliance with more than one profile is allowed. 

The parameters that determine compliance with each of the ITU-T G.9701 profiles (106a, 106b and 212a) 
are defined in Table 6-1. ITU-T G.9701 transceivers compliant with this Recommendation shall comply with 
at least one profile specified in this Recommendation. To be compliant with a specific profile, the 
transceiver shall comply with all parameter values presented in Table 6-1 associated with the specific 
profile. 
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Table 6-1 – ITU-T G.9701 profiles 

Parameter 
Parameter value for profile (Note 1) Reference 

106a 106b 212a 

Maximum aggregate 
downstream transmit 
power (dBm) 

+4.0 +8.0 (Note 6) +4.0 See clause 7.6 

Maximum aggregate 
upstream transmit power 
(dBm) 

+4.0 +8.0 (Note 6 ) +4.0 See clause 7.6 

Precoding type Linear only Linear only Linear only See clause 10.3 

Subcarrier spacing (kHz) 51.75 51.75 51.75 See clause 10.4.2 

Aggregate net data-rate 
(ANDR) capability  

1 000 Mbit/s 
(Note 2) 

1 000 Mbit/s 
(Note 2) 

2000 Mbit/s 
(Note 2) 

See clause 3.2.2 

Maximum number of FEC 
codewords in one DTU 
(Qmax) 

16 16 16 See clause 8.2 

Parameter (1/S)max 
downstream 

12 12 24 (Note 3) 

Parameter (1/S)max 
upstream 

12 12 24 (Note 3) 

Index of the lowest 
supported downstream 
data-bearing subcarrier 
(lower band-edge frequency 
(informative)) 

43 
(2.22525 MHz) 

43 
(2.22525 MHz) 

43 
(2.22525 MHz) 

(Note 4) 

Index of the lowest 
supported upstream data-
bearing subcarrier (lower 
band-edge frequency 
(informative)) 

43 
(2.22525 MHz) 

43 
(2.22525 MHz) 

43 
(2.22525 MHz) 

(Note 4) 

Index of the highest 
supported downstream 
data-bearing subcarrier 
(upper band-edge 
frequency (informative)) 

2047 
(105.93225 MHz) 

2047 
(105.93225 MHz) 

4095 
(211,91625 MHz) 

(Note 4) 

Index of the highest 
supported upstream 
data-bearing subcarrier 
(upper band-edge 
frequency (informative)) 

2047 
(105.93225 MHz) 

2047 
(105.93225 MHz) 

4095 
(211,91625 MHz) 

(Note 4) 

Maximum number of eoc 
bytes per direction per 
logical frame period (Note 5) 

MF = 36 MF = 23 MF = 36 MF = 23 MF = 36 MF = 23 See clause 10.5 

1500 1100 1500 1100 3000 2200 
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Table 6-1 – ITU-T G.9701 profiles 

Parameter 
Parameter value for profile (Note 1) Reference 

106a 106b 212a 

NOTE 1 – Other profiles are for further study. 

NOTE 2 – Achievable aggregate net data rate will depend on channel conditions and system configurations. 

NOTE 3 – The value of 1/S is the number of FEC codewords transmitted during one symbol period and shall be computed as the 
total number of data bytes loaded onto a discrete multitoned (DMT) symbol, which is equal to the maximum of BD and BDR 
divided by the applied FEC codeword size NFEC (see clauses 9.3 and 9.5). Parameter (1/S)max defines the maximum value of 1/S. 

NOTE 4 – The allowed frequency band is further determined by applicable PSD mask requirements specified in [ITU-T G.9700], 
constrained by the capabilities guaranteed by the profile(s) that the implementation supports. The band-edge frequency in MHz 
appears in parentheses below the subcarrier index (informative). 

NOTE 5 – Other values of MF and the corresponding maximum number of eoc bytes are for further study. 

NOTE 6 – Supporting profile 106b with its maximum aggregate transmit power of +8 dBm may lead to increased power 
consumption at the transmitter or the receiver or both relative to profile 106a. 

6.2 Profile compliance 

To be compliant with a selected profile, an FTU-O shall: 

• Be capable of transmitting data on all subcarriers, with indices within the range from the index of 
the lowest supported downstream data-bearing subcarrier and the index of the highest supported 
downstream data-bearing subcarrier; 

• Support the specified type of precoding; 

• Support all values of 1/S up to and including (1/S)max upstream and (1/S)max downstream; 

• Support any number of FEC codewords per DTU less than or equal to the value of Qmax specified in 
the profile; and 

• Support its aggregate net data-rate (ANDR) capability. 

To be compliant with a selected profile, an FTU-R shall: 

• Be capable of transmitting data on all subcarriers, with indices within the range from the index of 
the lowest supported upstream data-bearing subcarrier and the index of the highest supported 
upstream data-bearing subcarrier; 

• Support the specified type of precoding; 

• Support all values of 1/S up to and including (1/S)max upstream and (1/S)max downstream; 

• Support any number of FEC codewords per DTU less than or equal to the value of Qmax specified in 
the profile; and 

• Support its ANDR capability. 

Furthermore, an FTU complying with a selected profile shall: 

• Use only the subcarrier spacing value specified in the profile; 

• Transmit in a passband that includes only subcarriers specified for the profile, with indices within 
the range from the index of the lowest supported downstream (upstream) data-bearing subcarrier 
and the index of the highest supported downstream (upstream) data-bearing subcarrier;  

• Use a value of 1/S less than or equal to the value of (1/S)max specified in the profile; 

• Use a number of FEC codewords per DTU less than or equal to the value of Qmax specified in the 
profile; and 

• Transmit at a power level within the maximum aggregate transmit power specified in the profile. 
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7 Transmission medium interface characteristics 

This clause specifies the interface between the transceiver and the transmission medium U-O and U-R 
reference points, as defined in clause 5.1. 

7.1 Duplexing method 

The ITU-T G.9701 transceivers shall use time-division duplexing (TDD) to separate upstream and 
downstream transmissions. The time allocation of the upstream and downstream transmission and the 
total guard time separating upstream and downstream are determined by the format of the TDD frame 
defined in clause 10.5. 

Additionally, the ITU-T G.9701 transceivers serving the lines connected to a particular DPU and forming a 
vectored group shall have their symbols, TDD frames, and superframes synchronized, so that no time 
overlap occurs between downstream transmission on any line and upstream transmission on any other 
line. Symbol positions for downstream transmissions are aligned in time at the U-O reference points across 
all the lines of the vectored group. Similarly, symbol positions for upstream transmissions are aligned in 
time at the U-O reference points across all the lines of the vectored group. This arrangement is called 
synchronized time-division duplexing (STDD). 

7.2 Frequency band 

The ITU-T G.9701 transceivers can use frequencies in the range between 2.2 MHz and 212 MHz. The use of 
this frequency range depends on the profile. Two profiles (see clause 6.1) are defined based on frequency 
range: 

• The 106a and 106b profiles are allowed to operate in the frequency range between 2.2 MHz and 
106 MHz; 

• The 212a profile is allowed to operate in the frequency range between 2.2 MHz and 212 MHz. 

With each profile, the same frequencies can be used for both upstream and downstream transmissions. 
Other parameters of the 106a, 106b and 212a profiles are defined in clause 6. This Recommendation 
defines transceivers operating with the 106a and 106b profiles. 

The in-band and out of band PSD limits, total wideband transmit power limit and termination impedance 
for both profiles are defined in [ITU-T G.9700]. The in-band PSD shaping and further details of the 
transmission medium interface are defined in clause 7.3. 

7.3 Power spectral density 

7.3.1 Transmit PSD mask 

The following PSD masking functions to construct the transmit PSD mask (TxPSDM) are specified in  
[ITU-T G.9700]: 

• Limit PSD mask (LPM), 

• PSD shaping mask (PSM), 

• Low-frequency edge stop-band mask (LESM),  

• Notching of specific frequency bands, and 

• Subcarrier masking. 

These [ITU-T G.9700] PSD masking functions are implemented by the ITU-T G.9701 transceivers using a 
number of control parameters. The relation between the [ITU-T G.9700] PSD masking functions, DPU-MIB 
configuration parameters, ITU-T G.9701 transceiver control parameters and the final transmit PSD mask is 
shown in Figure 7-1. 

NOTE 1 – Vendor discretionary transmit PSD controls are not included in Figure 7-1. 

http://handle.itu.int/11.1002/1000/12010
http://handle.itu.int/11.1002/1000/12010
http://handle.itu.int/11.1002/1000/12010
http://handle.itu.int/11.1002/1000/12010
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An FTU shall always confine the PSD of its transmit signal to be within the final transmit PSD masks 
(U-interface transmit PSD masks) shown in Figure 7-1. By construction, all U-interface transmit PSD masks 
are below the TxPSDM, which is determined by [ITU-T G.9700] parameters listed above. 

 

Figure 7-1 – Relation between ITU-T G.9700 PSD masking functions,  
DPU-MIB configuration parameters, ITU-T G.9701 transceiver control parameters  

and final transmit PSD mask (at U-interface) 

The limit PSD mask (LPM) specified in [ITU-T G.9700] is referred to in the DPU-MIB and in this 
Recommendation as LIMITMASK. 

A PSD shaping mask (PSM) may be specified by the service provider and is provided to the FTU-O via the 
DPU-MIB parameter MIBPSDMASK. 

If a low-frequency edge stop-band mask (LESM) is configured such that ftr3 > ftr1 (see Figures 6-1 and 7-1 of 
[ITU-T G.9700]), the DPU-MIB parameter MIBPSDMASK shall also be used to specify the part of the LESM 
above ftr1, consistent with [ITU-T G.9700]. The part of the LESM below ftr1 is specified in [ITU-T G.9700]. 

Both the LIMITMASK and the MIBPSDMASK are translated into a ITU-T G.9701 control parameter PSDMASK 
(PSDMASKds and PSDMASKus for downstream and upstream, respectively). 

In the upstream direction, upstream power back off (UPBO) provides further PSD reduction to improve 
spectral compatibility between ITU-T G.9701 transceivers operating on loops of different lengths deployed 
in the same binder. It is an autonomous PSD reduction implemented within constraints configured via the 
DPU-MIB parameters UPBOPSD, UPBOKLREF, UPBOKLF and UPBOKL which results in an additional 
upstream mask defined by the ITU-T G.9701 control parameter UPBOMASK. 

The notching of specific frequency bands is configured via the DPU-MIB parameters RFIBANDS and 
IARBANDS, and is controlled in an ITU-T G.9701 transceiver via the parameters RFIBANDS and IARBANDS, 
respectively (same for both transmission directions). 

The subcarrier masking function is configured via the DPU-MIB parameter CARMASK, and is controlled in an 
ITU-T G.9701 FTU via the parameters SUPPORTEDCARRIERSus and SUPPORTEDCARRIERSds for upstream 
and downstream, respectively. 

The ITU-T G.9701 control parameter MAXMASK (as specified in clause 12.3.3) allows the transceivers to 
autonomously reduce further the transmit PSD mask. 

http://handle.itu.int/11.1002/1000/12010
http://handle.itu.int/11.1002/1000/12010
http://handle.itu.int/11.1002/1000/12010
http://handle.itu.int/11.1002/1000/12010
http://handle.itu.int/11.1002/1000/12010
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The PSD mask to be applied to the signals at the U-interface after all masking control methods are applied 
depends on the state of the line and is different during different phases of initialization and showtime: 
STARTPSDMASK, CDPSDMASK, MREFPSDMASK and V2PSDMASK. 

NOTE 2 – Attention should be drawn to the distinction between the [ITU-T G.9700] term "transmit PSD mask 
(TxPSDM)" and the ITU-T G.9701 control parameter "PSDMASK". 

• TxPSDM is the final mask at the U-interface after all masking methods are applied and therefore includes the 
notching of specific frequency bands and subcarrier masking. 

• PSDMASK is an intermediate control parameter that does not include the notching of RFI bands and the 
international amateur radio (IAR) bands and the subcarrier masking. 

7.3.1.1 MIBPSDMASK construction 

This clause provides requirements and constraints for construction of the MIBPSDMASK, which can be used 
to constrain the transmit PSD mask to levels lower than those specified by the limit PSD mask. 

In this clause, the term "the band" corresponds to frequencies from ftr1 to ftr2 as defined for the in-band 
LPM (see Figure 7-1 of [ITU-T G.9700] for the 106 MHz profile and Figure 7-2 of [ITU-T G.9700] for the  
212 MHz profile). The term "frequency range" is used to indicate a part of the band. 

7.3.1.1.1 Overview 

The MIBPSDMASK shall lie at or below the limit PSD mask. Its definition shall be under the network 
management control (a DPU-MIB-controlled mechanism). 

The MIBPSDMASK is specified in the DPU-MIB by a set of breakpoints. Up to 32 breakpoints may be 
specified to construct the MIBPSDMASK for upstream, and up to 32 breakpoints may be specified to 
construct the MIBPSDMASK for downstream. Breakpoints shall be specified for the full band (i.e., from ftr1 

to ftr2). 

Each breakpoint used to specify the MIBPSDMASK shall consist of a subcarrier index tn and a PSD mask 
value PSDn at that subcarrier expressed in dBm/Hz. 

Breakpoints shall be represented by the set [(t1, PSD1), ..., (tn, PSDn), ..., (tNBP, PSDNBP)], where NBP ≤ 32. The 
first breakpoint shall have the index t1 = ceiling (ftr1/51.75 kHz), where ftr1 is the frequency of the lower band 
edge of the in-band LPM (see Figure 7-1 of [ITU-T G.9700]). The index t1 corresponds to the 
lowest-frequency subcarrier in the band. The last breakpoint in the band shall have the index  
tNBP = floor(ftr2/51.75 kHz), where ftr2 is the frequency of the upper band edge of the in-band LPM  
(see Figure 7-1 of [ITU-T G.9700] for the 106 MHz profile and Figure 7-2 of [ITU-T G.9700] for the 212 MHz 
profile). Additional breakpoints within the band, if needed, shall be specified such that tn < tn+1 for n = 2 to 
NBP – 1, where NBP is the total number of breakpoints (NBP ≤ 32). The frequency fn corresponding to the 

index tn is fn = tn  51.75 kHz. 

All ti values shall be coded in the DPU-MIB as unsigned integers. 

The value of the PSD at a breakpoint with index tn, PSDn, shall be coded in the DPU-MIB as an unsigned 
integer. The PSD values shall be coded from 0 dBm/Hz (coded as 0) to −127.5 dBm/Hz (coded as 255), in 
steps of 0.5 dBm/Hz. The valid range of PSD values is specified in clause 7.3.1.1.2.1 (for the case when no 
LESM is specified) and clause 7.3.1.1.2.2 (for the case when a LESM is specified). 

7.3.1.1.2 Definition of breakpoints 

Breakpoints specified in the DPU-MIB shall comply with the restrictions specified in this clause. 

The LESM, if applicable, shall also be specified by breakpoints of the MIBPSDMASK. The breakpoints for the 
LESM shall be specified according to the rules in clause 7.3.1.1.2.2. The breakpoints for PSD shaping other 
than LESM shall be specified according to the rules in clause 7.3.1.1.2.1. 

7.3.1.1.2.1 Definition of breakpoints for PSD shaping other than LESM 

The valid range of PSD values is from 0 dBm/Hz to −90 dBm/Hz, although the values entered via the DPU-
MIB shall be no higher than allowed by the LPM. 

http://handle.itu.int/11.1002/1000/12010
http://handle.itu.int/11.1002/1000/12010
http://handle.itu.int/11.1002/1000/12010
http://handle.itu.int/11.1002/1000/12010
http://handle.itu.int/11.1002/1000/12010
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For all breakpoints, the values of PSDn shall be defined with the following restrictions, except for the LESM 
defined in clause 7.3.1.1.2.2. 

• For tn < tn+1, the slope of the MIBPSDMASK levels shall comply with: 
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• min(PSDn)  −90 dBm/Hz and max(PSDn) − min(PSDn)  40 dB, where max(PSDn) denotes the 
maximum and min(PSDn) denotes the minimum of all breakpoint PSD values at or above  
−90 dBm/Hz. 

The MIBPSDMASK at an arbitrary frequency f shall be obtained by interpolation in dB on a linear frequency 
scale as follows: 
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Figure 7-2 illustrates the MIBPSDMASK in the case no LESM is specified (with min(PSDn) = PSD5 and 
max(PSDn) = PSD3). 

 

Figure 7-2 – Illustration of a MIBPSDMASK when no LESM is specified 

7.3.1.1.2.2 Definition of the breakpoints for the LESM 

The breakpoints of the LESM shall be: 

• (t1, PSD1):  t1 = ceiling(ftr1 / 51.75 kHz), PSD1 = −100 dBm/Hz 

• (t2, PSD2):  t2 = ceiling((ftr3−175 kHz)/51.75 kHz), PSD2 = −100 dBm/Hz 

• (t3, PSD3):  t3 = ceiling(ftr3 /51.75 kHz), PSD3 = −80 dBm/Hz 

– the valid values for ftr3 are ftr3 ≥ ftr1+175 kHz 

• further breakpoints (t4, PSD4), ..., (tn, PSDn), ..., (tNBP, PSDNBP)  

– shall be according to the requirements for the breakpoints for the regular PSD shaping as 
defined in clause 7.3.1.1.2.1, or 

– shall be according to the requirements for the one-slope steep upward shape as defined in 
clause 7.3.1.1.2.2.1  
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NOTE – The values PSD1 and PSD2 of the LESM are the only allowed breakpoints in the MIBPSDMASK outside of the  
[0, −90] dBm/Hz range. 

7.3.1.1.2.2.1 One-slope steep upward shape 

The one-slope steep upward shape is defined as: 

• PSD3 = –80 dBm/Hz; 

• PSD4  −65 dBm/Hz; 

• 
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• PSDj  PSD4 for all j > 4; 

• breakpoints (t5, PSD5), ..., (tn, PSDn), ..., (tNBP, PSDNBP) shall also be according to the requirements for 
the breakpoints for the regular PSD shaping as defined in clause 7.3.1.1.2.1. 

NOTE – These slopes correspond approximately to a maximum of 15 dB increase in the PSD mask level over six 
subcarriers. 

The one-slope steep upward shape is illustrated in Figure 7-3. 
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Figure 7-3 – Illustration of the one-slope steep upward shape 

7.3.1.1.2.3 Definition of breakpoints at the edge of a band 

Except for the specification of the LESM, no additional restrictions on the MIBPSDMASK are imposed at the 
band edges. The values PSD1 and PSDNBP can be any value between the value of the LPM at that frequency 
and −90 dBm/Hz, provided that the MIBPSDMASK construction rules are not violated as a result. 

7.3.1.2 Notching of specific frequency bands 

The ITU-T G.9701 transmitters shall be able to notch one or more specific frequency bands in order to 
protect radio services, for example, international amateur radio bands (see Appendix I of [ITU-T G.9700]) or 
broadcast radio bands. In this Recommendation, the international amateur radio bands to be notched are 
referred to as IAR bands, whilst the rest of the bands to be notched are referred to as RFI bands 
(parameters IARBANDS and RFIBANDS, respectively, in Table 7-3). 

The required PSD level in the notched frequency bands (TXPSDM_N and TXPSDM_W) shall be as specified 
in clause 6.5 of [ITU-T G.9700]. Within notched frequency bands, all subcarriers shall be turned off  
(see clause 6.5 of [ITU-T G.9700]), i.e., Zi' = 0 (see Figure 10-16). 

The value of TXPSDM_N shall be accounted for in the determination of all U-interface transmit PSD masks 
(see Figure 7-1 and Table 7-1 through Table 7-3). 

An FTU shall support notching of 32 RFI bands and notching of 12 IAR bands simultaneously.  

http://handle.itu.int/11.1002/1000/12010
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The specific frequency bands to be notched are configured in the DPU-MIB by the operator and set during 
the ITU-T G.994.1 handshake phase of initialization (see clause 12.3.2). 

The configuration parameter RFIBANDS specified in the DPU-MIB specifies the start and stop frequencies of 
each notched RFI band. The configuration parameter IARBANDS specified in the DPU-MIB specifies whether 
or not a given IAR band is notched. The PSD slopes forming the notch outside of the start and stop 
frequencies are vendor discretionary. 

7.3.1.3 Subcarrier masking 

The ITU-T G.9701 transmitters shall be able to mask one or more subcarriers. Subcarrier masking is defined 
in the DPU-MIB by a configuration parameter (CARMASK). 

All masked subcarriers shall be turned off (see clause 6.5 of [ITU-T G.9700]), i.e., Zi' = 0 (see Figure 10-16). 
The subcarrier masking shall override all other instructions related to the transmit power of the subcarrier. 

7.3.1.4 Upstream power back-off (UPBO) 

Upstream power back-off (UPBO) shall be performed by the FTU-R to improve spectral compatibility 
between the ITU-T G.9701 systems operating on loops of different lengths deployed in the same binder. 
This UPBO mechanism does not apply during the ITU-T G.994.1 handshake phase. 

7.3.1.4.1 UPBO mechanism 

The transmit PSD of the FTU-R shall be established using the following procedure: 

• The FTU-O shall communicate to the FTU-R during the channel discovery phase of the initialization 
(in the O-SIGNATURE message, see clause 12.3.3.2) the PSDMASKus (see clause 7.3.1.1) defined in 
the DPU-MIB. 

• The FTU-O shall communicate to the FTU-R during the channel discovery phase of the initialization 
the UPBO parameters defined by the operator via the DPU-MIB (in the O-SIGNATURE message). 

• The FTU-R shall perform UPBO as described in clause 7.3.1.4.2, using the obtained UPBO 
parameters. The UPBO shall be performed autonomously, i.e., without sending any significant 
information to the FTU-O until the UPBO is applied. No upstream transmission after the handshake 
phase is allowed prior to UPBO being applied.  

• After UPBO has been applied, the FTU-O shall be capable of further adjusting the transmit PSD 
selected by the FTU-R; the adjusted transmit PSD shall be subject to the limitations above and 
those given in clause 7.3.1.4.2. 

7.3.1.4.2 UPBO PSD mask 

The FTU-R shall explicitly estimate the electrical length of its loop, kl0, and use this value to calculate the 
UPBO PSD mask (UPBOMASK) at the beginning of the channel discovery phase of the initialization, prior to 
the first upstream transmission. The FTU-R shall then adapt its transmit signal PSD to conform to the 
UPBOMASK during the initialization and showtime. Other restrictions to the transmit signal PSD are 
detailed in clause 7.3.2. 

7.3.1.4.2.1 Electrical length estimation 

The FTU-R shall and the FTU-O may estimate the value of kl0 autonomously, using the following equation: 

)
f

)loss(f
AVERAGE(kl

i

dBi0  ]MHz[dB/  

where the average is taken over the usable part of the ITU-T G.9701 frequency band. The function loss(fi) is 
the insertion loss in dB of the loop at the subcarrier frequency fi expressed in MHz and corresponding to a 
subcarrier with index i. Only subcarriers within the SUPPORTEDCARRIERSds set shall be accounted. The 
AVERAGE function refers to mean average, computed as a sum of terms divided by the number of terms. 
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NOTE 1 – The estimate of the electrical length at each frequency should be sufficiently accurate to avoid spectrum 
management problems while minimizing performance loss. Specification of the accuracy of the kl0 estimate by the 
FTU-R is for further study. 

NOTE 2 – Other methods for electrical length estimation are for further study and may be specified as a mandatory 
capability in a future amendment.  

The FTU-O may override the kl0 value estimated by the FTU-R with its own value of kl0. If in the DPU-MIB a 
forced kl0 is configured (UPBOKLF = 1), the FTU-O shall override the kl0 with the DPU-MIB value of UPBOKL. 

7.3.1.4.2.2 Computation of UPBOMASK 

If the reference electrical length 0_0 REFkl , the UPBOMASK at any frequency f of the ITU-T G.9701 

frequency band shall be calculated as: 

UPBOMASK(kl0, f) = UPBOPSD(f) + LOSS(kl0, f)   [dBm/Hz] 

where: 

LOSS(kl0, f) = kl0 f  [dB], and 

UPBOPSD(f) = –a –b f  [dBm/Hz], 

with f expressed in MHz. 

The values of a, b are determined by the DPU-MIB configuration parameters UPBOPSD. 

The UPBOPSD(f) is a function of frequency but it is independent of the length and type of the loop.  

If the reference electrical length 0_0 REFkl , the UPBOMASK at any frequency f of the ITU-T G.9701 

frequency band shall be calculated as: 

• for (
REFklkl _008.1  ): 

     fklLOSS
kl

kl
fUPBOPSDfUPBOMASK

REF
,log10)( 0

0

_0

10 









  [dBm/Hz] 

• for ( 8.10 kl ): 

     fLOSS
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fUPBOPSDfUPBOMASK
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• for (
REFklkl _00  ): 

     fklLOSSfUPBOPSDfUPBOMASK ,)( 0  [dBm/Hz] 

with f expressed in MHz.  

The value of 
REFkl _0

 is determined by the DPU-MIB configuration parameter UPBOKLREF.  

These values shall be provided to the FTU-R during the initialization (in the O-SIGNATURE message, see 
clause 12.3.3.2). Further, the updated value of kl0 is provided to the FTU-R in the O-UPDATE message 
(see clause 12.3.3.2).  

UPBOMASK shall be equal to the LIMITMASKus when UPBO is turned off. 

NOTE 1 – For sufficiently short loops, by the nature of FEXT coupling, FEXT is rapidly decreasing as the loop length 
decreases. Accordingly, as the electrical length kl0 of the loop is below 1.8, no further increase in power back-off is 
needed. Therefore, for lines with kl0 < 1.8, the FTU-R performs UPBO using kl0 = 1.8. An electrical length of 1.8 
corresponds to, for example, a 0.4 mm loop about 70 m long. 

NOTE 2 – In case of upstream vectoring, the operator may provision or allow for values of a and b corresponding to 
higher upstream PSDs up to the limit established by PSDMASKus, because upstream FEXT is reduced through crosstalk 
cancellation. After UPBO has been applied (during the initialization), the FTU-R may further adjust its transmit PSD 
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(while it remains below the UPBOMASK) during the showtime by request from the FTU-O (under control of the VCE), 
via OLR procedure Type 1, to improve upstream performance. The operator may also adjust the values of a and b in 
the DPU-MIB and apply them via a new initialization. 

7.3.2 PSD and PSD mask summary 

A summary of the various PSDs and PSD masks used during the initialization and the showtime is presented 
in Table 7-1. 

Table 7-1 – Transmit PSD masks and PSDs used in this Recommendation 

Parameter Description Notation 

Limit PSD mask A PSD mask specified in [ITU-T G.9700] LIMITMASKds,  
LIMITMASKus 

DPU-MIB PSD mask A PSD mask specified by the operator intended to restrict the 
transmit PSD to levels below those allowed by the applicable 
limit PSD mask. 

MIBPSDMASKds,  
MIBPSDMASKus 

Transmit PSD mask A PSD mask that is the minimum of: 

1) the applicable LIMITMASK,  

2) the MIBPSDMASK, and  

3) vendor-discretionary mask restrictions imposed by the 
FTU-O and VCE.  

PSDMASKds,  
PSDMASKus 

UPBO PSD mask A PSD mask applicable for the upstream direction only that is 
calculated by the FTU-R as a function of the electrical length 
of the loop (see clause 7.3.1.4). 

UPBOMASK 

STARTPSD mask A PSD mask limited to PSDMASK and further limited to 
TXPSDM_N inside the notched frequency bands (RFI and IAR 
bands). In the upstream direction, also limited in accordance 
with the UPBO requirements. 

STARTPSDMASKds, 

STARTPSDMASKus 

STARTPSD The PSD of the first signals transmitted by an FTU during the 
first stage of the channel discovery phase of the initialization 

STARTPSDds, 

STARTPSDus 

Channel discovery 
PSD mask 

A PSD mask limited to PSDMASK and further limited to 
TXPSDM_N inside the notched frequency bands (RFI and IAR 
bands). In the upstream direction, also limited in accordance 
with the UPBO requirements and by the PSD ceiling 
(MAXMASKus). 

CDPSDMASKds,  
CDPSDMASKus 

Channel discovery 
PSD 

The PSD of signals transmitted by an FTU during the later 
stages of the channel discovery phase of the initialization.  

CDPSDds,  
CDPSDus 

PSD ceiling  A PSD level, independent of frequency, used in determination 
of CDPSDMASKus and V2PSDMASKds. 

MAXMASKds, 
MAXMASKus 

V2PSD mask A PSD mask limited to PSDMASK and further limited to 
TXPSDM_N inside the notched frequency bands (RFI and IAR 
bands) and by the PSD ceiling (MAXMASKds). 

V2PSDMASKds 

V2PSDds The PSD of signals transmitted by an FTU-O during the 
VECTOR 2 stage of the channel discovery phase of the 
initialization.  

V2PSDds 

PRMPSDds The PSD of signals transmitted by an FTU-O during the 
PARAMETER UPDATE stage of the channel discovery phase of 
the initialization.  

PRMPSDds 

MEDLEY reference 
PSD mask 

A PSD mask limited to PSDMASK and further limited to 
TXPSDM_N inside the notched frequency bands (RFI and IAR 
bands) and by the PSD ceiling. In the upstream direction, also 
limited in accordance with the UPBO requirements. 

MREFPSDMASKds,  
MREFPSDMASKus 
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Table 7-1 – Transmit PSD masks and PSDs used in this Recommendation 

Parameter Description Notation 

MEDLEY reference 
PSD 

The PSD of signals transmitted by an FTU during the channel 
analysis and exchange phase of the initialization.  

MREFPSDds, 
MREFPSDus 

Showtime PSD The PSD of signals transmitted by an FTU during the 
showtime. 

STPSDds 
STPSDus 

The details of computation rules for the PSD masks and setting rules for the PSDs are presented in  
Table 7-2. 

Table 7-2 – Formulae for transmit PSD and PSD mask calculations 

Parameter Calculation 

Transmit 
PSD mask 
(PSDMASK) 

Calculated by the FTU-O for all frequencies as (Note 1): 

PSDMASKds(f) = min(LIMITMASKds(f), MIBPSDMASKds(f), ds_mask_restrictions_by_FTU-O_and_VCE) 

PSDMASKus(f) = min(LIMITMASKus(f), MIBPSDMASKus(f), us_mask_restrictions_by_FTU-O_and_VCE) 

Downstream 

start PSD mask 
(START 

PSDMASKds) 

STARTPSDMASKds(f) 

= 
   PSDMASKds(f), f (RFIBANDS U IARBANDS) 

   min[PSDMASKds(f), TXPSDM_N], f (RFIBANDS U IARBANDS) 

 

Downstream 

start PSD 
(STARTPSDds) 

(Note 2) 

STARTPSDds, expressed in dBm/Hz, is determined by the FTU-O, and for subcarriers from the 
SUPPORTEDCARRIERSds set: 

 STARTPSDds(f) ≤ STARTPSDMASKds(f) 

For all other subcarriers, the transmit power shall be set to zero  

Upstream 

start PSD mask 
(START 

PSDMASKus) 

 

STARTPSDMASKus(f)  

 
= 

 

 

min[PSDMASKus(f) , UPBOMASK(kl0, f)], f (RFIBANDS U IARBANDS) 

min[PSDMASKus(f) , UPBOMASK(kl0, f), TXPSDM_N], f (RFIBANDS U IARBANDS) 

 

Upstream 

start PSD 
(STARTPSDus) 

(Note 2) 

STARTPSDus, expressed in dBm/Hz, is determined by the FTU-R and for subcarriers from the 
SUPPORTEDCARRIERSus set: 

STARTPSDus(f) ≤ STARTPSDMASKus(f) 

For all other subcarriers, the transmit power shall be set to zero  

Channel 
discovery  

PSD mask 
(CDPSDMASK) 

 

CDPSDMASKds 
(f) =  

 min[PSDMASKds(f), ds_mask_restrictions_by_VCE], f (RFIBANDS U IARBANDS) 

min[PSDMASKds(f) ), TXPSDM_N], f (RFIBANDS U IARBANDS) 

 

CDPSDMASKus(f) = 

 
= 

 

 

min[PSDMASKus(f), MAXMASKus, UPBOMASK(kl0, f)],  f (RFIBANDS U IARBANDS) 

min[PSDMASKus(f), MAXMASKus,UPBOMASK(kl0, f), TXPSDM_N], f (RFIBANDS U IARBANDS) 
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Table 7-2 – Formulae for transmit PSD and PSD mask calculations 

Parameter Calculation 

Channel 
discovery PSD 
(CDPSD) 

(Note 2) 

CDPSDds, expressed in dBm/Hz, is determined by the FTU-O, and for subcarriers from the 
SUPPORTEDCARRIERSds set: 

CDPSDds(f) ≤ CDPSDMASKds(f) 

   

For all other subcarriers, the transmit power shall be set to zero 

 

CDPSDus, expressed in dBm/Hz, is determined by the FTU-R, and for subcarriers from the 
SUPPORTEDCARRIERSus set: 

CDPSDus(f) ≤ CDPSDMASKus(f) 

For all other subcarriers, the transmit power shall be set to zero. 

Downstream 

V2PSD mask 
(V2PSDMASKds) 

 

V2PSDMASKds (f) = min[CDPSDMASKds(f) , MAXMASKds] 

Downstream 

V2PSD (V2PSDds) 

(Note 2) 

V2PSDds, expressed in dBm/Hz, is determined by the FTU-O, and for subcarriers from the 
SUPPORTEDCARRIERSds set: 

V2PSDds(f) ≤ V2PSDMASKds (f) 

 

For all other subcarriers, the transmit power shall be set to zero 

Downstream 

PRMPSD 
(PRMPSDds) 

(Note 2) 

PRMPSDds, expressed in dBm/Hz, is determined by the FTU-O and for subcarriers from the 
SUPPORTEDCARRIERSds set: 

PRMPSDds(f) ≤ V2PSDMASKds(f) 

For all other subcarriers, the transmit power shall be set to zero 

MEDLEY 
reference 
PSD mask (MREF 

PSDMASK) 

Calculated by the FTU-O for all frequencies as (Note 3): 

MREFPSDMASKds(f)= V2PSDMASKds(f) 

MREFPSDMASKus(f)= CDPSDMASKus(f) 

MEDLEY 
reference PSD 
(MREFPSD) 

(Note 2) 

MREFPSDds(f) ≤ (MREFPSDMASKds(f) ) for subcarriers from the MEDLEYds set (including RFIBANDS and 
IARBANDS) in the downstream direction. For all other subcarriers, the transmit power shall be set to 
zero. 

MREFPSDus(f) ≤ (MREFPSDMASKus(f) ) for subcarriers from the MEDLEYus set (including RFIBANDS and 
IARBANDS) in the upstream direction. For all other subcarriers, the transmit power shall be set to zero. 

Showtime PSD 

(STPSD)  

(Note 2) 

STPSDds(f) ≤ MREFPSDMASKds(f) for subcarriers (including RFIBANDS and IARBANDS) in the 
downstream direction whose index satisfies: 

(i   MEDLEY) OR [(i   MEDLEY) AND (i   SUPPORTEDCARRIERS) AND (i   BLACKOUT)].  

For all other subcarriers, the transmit power shall be set to zero. 

 

STPSDus(f) ≤ MREFPSDMASKus(f) for subcarriers (including RFIBANDS and IARBANDS) in the upstream 
direction whose index satisfies: 

(i   MEDLEY) OR [( i   MEDLEY) AND (i   SUPPORTEDCARRIERS) AND (i   BLACKOUT)]. 

For all other subcarriers, the transmit power shall be set to zero. 

NOTE 1 – Notched frequency bands (defined by parameters RFIBANDS and IARBANDS) are not incorporated in the transmit PSD 
mask (PSDMASK). 

NOTE 2 – For any valid setting of this parameter, the aggregate transmit power shall not exceed the MAXATP for the associated 
direction of transmission. MAXATPds and MAXATPus are DPU-MIB parameters. The MAXATP settings in the DPU-MIB shall not 
exceed the maximum aggregate transmit power specified in Table 6-1. 

NOTE 3 – Notched frequency bands (defined by parameters RFIBANDS and IARBANDS) are incorporated in the STARTPSDMASK, 
CDPSDMASK, MREFPSDMASK and STPSDMASK. 

All PSDs and PSD masks in Table 7-2 relate to the transmit signals on the U-interface. For precoded signals, 
the PSD mask is a limit for the total signal on the U-interface, including the pre-compensation components. 
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NOTE – Table 7-2 specifies PSDs and PSD masks at every frequency (i.e., in both the passband and the stopbands). To 
avoid communication of redundant information, the messages during the initialization corresponding to the PSDs in 
Table 7-2 do not describe all the PSDs in the full frequency range, nor do they describe the RFI bands and IAR bands. 
The PSDs in Table 7-2 may be computed from other PSDs and values that are communicated during the initialization. 

The process of determining the transmit PSDs and PSD masks of the FTU during the initialization and 
showtime is summarized in Table 7-3. 

Table 7-3 – Time aspects for determination, communication and  
use of PSDs and PSD masks 

Parameter When determined 
When communicated 
between FTUs (Note) 

When used 

Limit PSD mask 
(LIMITMASK) 

Configuration of the 
DPU-MIB before the start 
of initialization. 

Not communicated. By the FTU-O, before the start of 
initialization, to calculate the 
downstream and upstream 
transmit PSD masks. 

MIB PSD mask 
(MIBPSDMASK) 

Configuration of the 
DPU-MIB before the start 
of initialization. 

Not communicated. By the FTU-O, before the start of 
initialization, to calculate the 
downstream and upstream 
transmit PSD masks. 

RFI bands (RFIBANDS) Configuration of the 
DPU-MIB before the start 
of initialization. 

RFIBANDS is sent by 
the FTU-O to the 
FTU-R during the ITU-
T G.994.1 handshake 
phase of the 
initialization. 

Notches are applied in 
designated bands in applicable 
transmission direction(s) from 
the start of the channel discovery 
phase of the initialization and 
thereafter. 

IAR bands (IARBANDS) Configuration of the 
DPU-MIB before the start 
of initialization. 

IARBANDS is sent by 
the FTU-O to the 
FTU-R during the ITU-
T G.994.1 handshake 
phase of the 
initialization. 

Notches are applied in 
designated bands in applicable 
transmission direction(s) from 
the start of the channel discovery 
phase of the initialization and 
thereafter. 

Subcarrier masking 
(CARMASK) 

Configuration of the 
DPU-MIB before the start 
of initialization. 

Not communicated. By the FTU-O, before the start of 
initialization, to calculate the 
downstream and upstream 
SUPPORTEDCARRIERS sets. 

SUPPORTEDCARRIERS By the FTU-O before the 
start of initialization. 

SUPPORTEDCARRIERS 
ds and 
SUPPORTEDCARRIERS 
us are sent by the 
FTU-O to the FTU-R in 
the O-SIGNATURE 
message. 

For all signals during the channel 
discovery phase of the 
initialization. 

MEDLEY By the FTU-O during the 
parameter update stage 
of the channel discovery 
phase of the 
initialization. 

MEDLEYds and 
MEDLEYus are sent by 
the FTU-O to the FTU-
R in the O-PRM 
message. 

For all signals during the channel 
analysis and exchange phase of 
the initialization. 

Transmit PSD mask 
(PSDMASK) 

By the FTU-O and VCE 
before the start of 
initialization. 

PSDMASKds and 
PSDMASKus are sent 
by the FTU-O to the 
FTU-R in the 
O-SIGNATURE 
message. 

Applies to all signals during the 
channel discovery phase of the 
initialization. 
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Table 7-3 – Time aspects for determination, communication and  
use of PSDs and PSD masks 

Parameter When determined 
When communicated 
between FTUs (Note) 

When used 

UPBO PSD mask 
(UPBOMASK) 

By the FTU-R at the 
beginning of the channel 
discovery phase of the 
initialization. 

Not communicated. Applies to all signals during the 
channel discovery phase of the 
initialization and thereafter. 

Downstream start PSD 
(STARTPSDds) 

At the beginning of 
initialization. 

Not communicated. During the O-VECTOR 1 stage of 
the channel discovery phase of 
the initialization for signal O-P-
VECTOR 1. 

Upstream start PSD 
(STARTPSDus) 

At the beginning of the 
channel discovery phase 
of the initialization. 

STARTPSDus is sent by 
the FTU-R to the 
FTU-O in the R-MSG1 
message. 

During the channel discovery 
phase of the initialization for 
signals starting from R-P-VECTOR 
1 up to and including  
R-P-CHANNEL-DISCOVERY 2. 

Channel discovery PSD 
downstream (CDPSDds) 

During channel discovery 
phase; the FTU-O 
determines CDPSDds. 

CDPSDds is sent by 
the FTU-O to the 
FTU-R in the 
O-SIGNATURE 
message. 

During the channel discovery 
phase of the initialization for 
signals starting from O-P-
CHANNEL-DISCOVERY 1-1 up to 
and including O-P-SYNCHRO 3. 

Channel discovery PSD 
upstream (CDPSDus) 

During the channel 
discovery phase, the 
FTU-R derives CDPSDus 
from the STARTPSDus by 
applying MAXMASKus 
constraints indicated in 
the received O-UPDATE 
message. 

CDPSDus is sent by 
the FTU-R to the 
FTU-O in the R-
UPDATE message. 

During the channel discovery 
phase of the initialization for 
signals starting from R-P-VECTOR 
1-1 up to and including 
R-P-PRM-UPDATE 2. 

PSD ceiling downstream 

(MAXMASKds) 

The FTU-R determines 
MAXMASKds during the 
CHANNEL DISCOVERY 2 
stage of the channel 
discovery phase of the 
initialization. 

MAXMASKds is sent 
by the FTU-R to the 
FTU-O in the 
R-UPDATE message. 

Applies to downstream signals 
starting from O-P-VECTOR 2 in 
the channel discovery phase of 
the initialization (See V2PSDds). 

PSD ceiling upstream 

(MAXMASKus) 

The FTU-O determines 
MAXMASKus during the 
channel discovery 2 stage 
of the channel discovery 
phase of the 
initialization. 

MAXMASKus is sent 
by the FTU-O to the 
FTU-R in the 
O-UPDATE message. 

Applies to upstream signals 
starting from R-P-VECTOR 1-1 in 
the channel discovery phase of 
the initialization (see V2PSDds). 

V2PSDds During the CHANNEL 
DISCOVERY 2 stage of the 
channel discovery phase 
of the initialization, the 
FTU-O derives V2PSDds 
by applying MAXMASKds 
constraints indicated in 
the received R-UPDATE 
message. 

Not communicated. During the channel discovery 
phase of the initialization for 
signals starting from O-P-VECTOR 
2 up to and including  
O-P-SYNCHRO 4. 
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Table 7-3 – Time aspects for determination, communication and  
use of PSDs and PSD masks 

Parameter When determined 
When communicated 
between FTUs (Note) 

When used 

PRMPSD (PRMPSDds) During the VECTOR 2 
stage of the channel 
discovery phase of the 
initialization. 

Not communicated. During the channel discovery 
phase of the initialization for 
signals starting from O-P-PRM-
UPDATE 1 up to and including  
O-P-SYNCHRO 5. 

MEDLEY reference PSD 
mask  

(MREFPSDMASK) 

At the end of the channel 
discovery phase of the 
initialization; the FTU-O 
determines 
MREFPSDMASKds, and 
the FTU-O determines 
MREFPSDMASKus. 

The FTU-O 
communicates the 
MREFPSDMASKus to 
the FTU-R in O-PRM 
message. 

Applies to all signals starting from 
the beginning of the channel 
analysis and exchange phase of 
the initialization and thereafter 
during the initialization and 
showtime. 

MEDLEY reference PSD 
downstream  

(MREFPSDds) 

The FTU-O determines 
MREFPSDds at the end of 
the channel discovery 
phase of the 
initialization. 

MREFPSDds is not 
communicated. 

During the channel analysis and 
exchange phase of the 
initialization for signals starting 
from O-P-MEDLEY up to and 
including O-P-SYNCHRO 6. 

MEDLEY reference PSD 
upstream  

(MREFPSDus) 

The FTU-R determines 
MREFPSDus at the end of 
the channel discovery 
phase of the 
initialization. 

MREFPSDus is sent by 
the FTU-R to the 
FTU-O in the R-PRM 
message. 

During the channel analysis and 
exchange phase of the 
initialization for signal R-P-
MEDLEY. 

Showtime PSD (STPSD) At the end of the channel 
analysis and exchange 
phase of the 
initialization. 

Determined by the 
MREFPSD and in the 
upstream direction 
also by the gain values 
(gi) communicated  

during the channel  

analysis and exchange 
phase (O-PMD 
message) and during 
the showtime (OLR). 

During the showtime. 

NOTE – Only the minimum set of relevant parameters characterizing PSDs and PSD masks is communicated during the 
initialization. The communication protocols and formats are described in clause 12. 
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7.4 Out-of-band PSD limit 

See clause 7.2.1.2 of [ITU-T G.9700]. 

7.5 Termination impedance 

See clause 7.3 of [ITU-T G.9700]. 

7.6 Maximum aggregate transmit power 

7.6.1 Maximum aggregate transmit power  

See clause 7.4 of [ITU-T G.9700] and Table 7-1 of [ITU-T G.9700]. 

8 Transport protocol specific transmission convergence (TPS-TC) function 

8.1 Functional reference model 

The functional reference model of the TPS-TC is presented in Figure 8-1 for an FTU-O and in Figure 8-2 for 
an FTU-R. The functionality defined in this clause is consistent with the generic FTU functional model 
presented in Figure 5-11. Transceivers complying with this Recommendation shall support the packet-
based TPS-TC (PTM-TC) as defined in clause 8.3. Support of other TPS-TC types is for further study. 

 

Figure 8-1 – Functional reference model of the TPS-TC (FTU-O) 

At the FTU-O, in the transmit direction, the data packets (STREAMds) crossing the γO reference point are 
encapsulated in data transfer units (DTUs) that are passed to the PMS-TC across the αO reference point. The 
TX flow control function generates the TX Enable primitive (TXon/TXoff) towards the DPU's L2+ functional 
block (see Figure 5-2) that prevent TPS-TC overflow. By setting the value of the TX Enable primitive to TXoff, 
the FTU-O indicates to the DPU's L2+ functional block that it is not ready to receive data packets. By setting 
the value of the TX Enable primitive to TXon, the FTU-O indicates to the DPU's L2+ functional block that it is 
ready to receive data packets. 

NOTE – Clause 6.3 of [b-ITU-T G.999.1] specifies a data flow control mechanism based on TXon/TXoff and RXon/RXoff 
signalling. This mechanism may be used to support the upstream flow control specified in this Recommendation. 

http://handle.itu.int/11.1002/1000/12010
http://handle.itu.int/11.1002/1000/12010
http://handle.itu.int/11.1002/1000/12010
http://handle.itu.int/11.1002/1000/12010
http://handle.itu.int/11.1002/1000/9677
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In the receive direction, data packets are recovered from the DTUs crossing the αO reference point. The 
recovered data packets (STREAMus) are conveyed to the DPU's L2+ functional block across the γO reference 
point. The RX flow control function receives the RX Enable primitive from the DPU's L2+ functional block, 
which together with the FCus primitive prevents upper layer overflow. By setting the value of the RX Enable 
primitive to RXoff, the DPU's L2+ functional block indicates to the FTU-O that it is not ready to receive data 
packets, in which case, the FTU-O shall set the RX DTU Enable primitive (see clause 8.1.2) to RXoff and the 
PMS-TC receiver in the FTU-O (see Figure 9-1) may respond with NACKs to any received upstream normal 
DTU when its buffer is full. By setting the value of the RX Enable primitive to RXon, the DPU's L2+ functional 
block indicates to the FTU-O that it is ready to receive data packets. In addition to RX flow control, the  
FTU-O communicates the setting of the FCus primitive (RXon/RXoff) to the peer FTU-R via the upstream 
flow control bit in the RMC (see clause 9.6.4). By setting the value of the FCus primitive to RXoff, the DPU's  
L2+ functional block indicates to the FTU-R that it is not ready to receive data packets. In this case the  
FTU-R shall set the TX Enable primitive (see clause 8.1.2) to TXoff. By setting the value of the FCus primitive 
to RXon, the DPU's L2+ functional block indicates to the FTU-R that it is ready to receive data packets. 

 

Figure 8-2 – Functional reference model of the TPS-TC (FTU-R) 

At the FTU-R, in the transmit direction, the data packets (STREAMus) crossing the γR reference point are 
encapsulated in data transfer units (DTUs) that are passed to the PMS-TC across the αR reference point. The 
TX flow control function generates the TX Enable primitive (TXon/TXoff) towards the NT's L2+ functional 
block that prevent TPS-TC overflow. By setting the value of the TX Enable primitive to TXoff, the FTU-R 
indicates to the NT's L2+ functional block that either the FTU-R itself or the DPU's L2+ functional block  
(if the setting of the upstream flow control bit received from the FTU-O via the RMC is RXoff) is not ready to 
receive data packets. By setting the value of the TX Enable primitive to TXon, the FTU-R indicates to the 
NT's L2+ functional block that both the FTU-R itself and the DPU's L2+ functional block are ready to receive 
data packets. If the setting of the upstream flow control bit primitive received from the FTU-O via the RMC 
is RXoff, the FTU-R shall set the value of the TX Enable primitive to TXoff. 

In the receive direction, data packets are recovered from the DTUs crossing the αR reference point. The 
recovered data packets (STREAMds) are conveyed to the NT's L2+ functional block across the γR reference 
point. The RX flow control function receives the RX Enable primitive from the NT's L2+ functional block to 
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prevent upper layer overflow. By setting the value of the RX Enable primitive to RXoff, the NT's L2+ 
functional block indicates to the FTU-R that it is not ready to receive data packets. In this case the FTU-R 
shall set the RX DTU Enable (see clause 8.1.2) to RXoff and the PMS-TC receiver in the FTU-R  
(see Figure 9-1) may respond with NACKs to any received downstream normal DTU when its buffer is full. 
By setting the value of the RX Enable primitive to RXon, the NT's L2+ functional block indicates to the FTU-R 
that it is ready to receive data packets. 

NOTE – The NT's L2+ functional block setting the value of the RX Enable primitive to RXoff across the γR reference 
point is expected to be used only when operating in a group with Ethernet-based multi-pair bonding (see G.998.2) in 
order to facilitate delay equalization of the lines in the bonded group in the event of retransmissions. 

The FTU management entity (FME) controls the TPS-TC using primitives that are conveyed via the  
TPS-TC_MGMT interface; the same interface is used to retrieve relevant management primitives from the 
TPS-TC. 

The TPS-TC also facilitates transport of eoc. The eoc packets containing one or more eoc messages are 
transferred transparently (except when non-correctable errors occur in the line) between the  
TPS-TC_MGMT interfaces of peer FTUs. The eoc messages assigned for transmission (eoc commands and 
responses), formatted as defined in clause 11.2.2.2, are encapsulated in eoc packets and submitted to the 
TPS-TC_MGMT interface by the FME in the order determined by their priority.  

The NTR and ToD primitives submitted to the FME interfaces of the peer FTU are communicated using eoc 
messages defined in clauses 11.2.2.7 to 11.2.2.9. The DRA related primitives are defined in clause 8.1.1 and 
communicated using RMC messages defined in clause 9.6.4 and eoc messages defined in clause 11.2.2.17. 

The transmitted eoc packets are multiplexed with the incoming data packets with ordering as described in 
clause 8.2.2, encapsulated in DTUs, and transferred to the TPS-TC of the peer FTU. For de-multiplexing of 
the eoc packets at the receive side, each eoc packet encapsulated in a DTU carries a flag that distinguishes 
it from data packets (see clause 8.3). The eoc packets recovered from the received DTUs are submitted to 
the FME via the TPS-TC_MGMT interface.  

When both eoc packets and data packets are available, the eoc packets shall have strict priority over data 
packets. The maximum size of an eoc packet (see clause 11.2.2.1) and the number of eoc packets 
transmitted per second is limited to avoid potential reduction of QoS; this limit is determined by the eoc 
message format (see clause 8.1.3) and the maximum number of eoc bytes allowed per logical frame period. 
The maximum number of eoc bytes per upstream logical frame period and per downstream logical frame 
period shall meet the requirements presented in Table 6-1. 

8.1.1 γ reference point 

The γ reference point is defined in the data plane between the FTU and the L2+ functional block. The order 
in which the data packets are mapped into DTUs is specified in clause 8.2.2; this order is determined by the 
L2+ media access control mechanism, which is beyond the scope of this Recommendation. The data 
packets shall be passed from the TPS-TC to the L2+ functional block in the order that they were transmitted 
from the peer FTU. 

The interface at the γ reference point is logical and is defined through primitives. The primitives at the γ 
reference point depend on the type of TPS-TC. For a packet-based TPS-TC (PTM-TC), the unit of data is a 
packet, which is a sequence of bytes. The content of the packet is application specific. The primitives that 
control the flow of data packets across the γ reference point are summarized in Table 8-1. The TX primitives 
in Table 8-1 control packet transfer from the upper layers to TPS-TC, while RX primitives control packet 
transfer from the TPS-TC to upper layers.  
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Table 8-1 – Flow control primitives at the γ reference point 

Primitive Direction Description 

RX Enable 

Upper layer  TPS-TC 

Flow control primitive indicating that the upper layer is 
ready to receive packets from the TPS-TC (Note 1). 

FCus Flow control primitive indicating to the FTU-R that the 
FTU-O upper layer is ready to receive packets; valid at 
the FTU-O only (Note 3) 

TX Start Flag Indicates the first byte of the packet transmitted 
towards the TPS-TC. 

TX Stop Flag Indicates the last byte of the packet transmitted 
towards the TPS-TC. 

TX Clock Transmit data clock reference. 

TX Enable 

TPS-TC  Upper layer 

Flow control primitive indicating that the TPS-TC is 
ready to receive the next packet from the upper layer 
(Note 2). 

RX Start Flag Indicates the first byte of the packet transmitted by the 
TPS-TC towards the upper layer. 

RX Stop Flag Indicates the last byte of the packet transmitted by the 
TPS-TC towards the upper layer. 

RX Clock Upper layer  TPS-TC Receive data clock reference. 

NOTE 1 – If the RX Enable primitive is turned off during the transfer of a data packet, the FTU shall complete the transfer of this 
data packet. The RX Enable primitive at the FTU-R shall be set to RXon unless the FTU-R is operating in a bonded group according 
to G.998.2. 

NOTE 2 – If the TX Enable primitive is turned off during the transfer of a data packet, the upper layer shall complete the transfer 
of this data packet. At the FTU-R, primitive TX Enable also implements the remote flow control determined by the FCus primitive 
at the FTU-O. 

NOTE 3 – The setting of the FCus primitive (RXon/RXoff) may change from one logical frame to the next. The FTU-O shall 
communicate the setting of the FCus primitive to the FTU-R via the upstream flow control bit in the RMC (see Table 9-5) within 
(MF+2) symbol periods. The FTU-R shall communicate the setting of the upstream flow control bit in the RMC (see Table 9-5) to 
the NT upper layers via the TX Enable primitive within 2 symbol periods. 

The data flow primitives defining the transmit and receive data transferred across the  reference point at 
each of the FTU-O and FTU-R are summarized in Table 8-2. 

Table 8-2 – Data flow primitives across the  reference point 

Primitive Direction Description 

STREAMds L2+  TPS-TC FTU-O transmit data 

TPS-TC  L2+ FTU-R receive data 

STREAMus L2+  TPS-TC FTU-O receive data 

TPS-TC  L2+ FTU-R transmit data 

The data flow primitives given in Table 8-2 are shown in Figure 8-3. 
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Figure 8-3 – Data flow primitives 

At the FTU-O side, the upper layers include the control functionality required for coordination of the 
resource allocation, vectoring and timing (DRA, VCE and TCE functionality, respectively, as described in 
clause 5.1 and as shown in Figure 5-2) over various transceivers in the vectored group. 

The DRA primitives at the γO reference point are summarized in Table 8-3. The physical implementation of 
these primitives is vendor discretionary. 

The DRA primitives at the γR reference point are summarized in Table 8-4. The physical implementation of 
these primitives is vendor discretionary. 

Table 8-3 – DRA related primitives of the data flow at the γO reference point 

Primitive name (parameters) Direction Description 

TXOPds.indicate (TBUDGETds, 
TTRds, TAds, TIQ, IDFds) 

DRA → FTU-O Indicates that the FTU-O shall be configured with 
downstream transmission opportunities according to the 
values of the TBUDGETds, TTRds, TAds, TIQ and IDFds 
parameters (defined in clause 10.7). 

TXOPus.indicate (TBUDGETus, 
TTRus, TAus, IDFus) 

DRA → FTU-O Indicates that the FTU-O shall communicate the 
configuration of the upstream transmission opportunities 
to the FTU-R according to the values of the TBUDGETus, 
TTRus, TAus, and IDFus parameters (defined in clause 10.7).  

DRRus.request (NDRR, NRM) DRA → FTU-O Requests the FTU-O to send the values of NDRR (Note 1) 
and NRM (Note 2) to the FTU-R (see clause 11.2.2.17). 

DRRus.confirm FTU-O → DRA Confirms that the FTU-R is configured with the NDRR value 
requested by the DRRus.request primitive. 

DRRus.indicate (DRRus) FTU-O → DRA Indicates the upstream dynamic resource report (defined 
in Table 9-17) as indicated by the FTU-R in the last sent 
upstream RMC message. 

DRRus.config.request (DRRdata) DRA → FTU-O Requests the FTU-O to send the far-end DRR 
configuration request data to the FTU-R (defined in clause 
11.2.2.17). 

DRRus.config.confirm (DRRdata) FTU-O → DRA Far-end DRR configuration confirmation data in response 
to the DRRconfig.request primitive. 

Battery-operation (BAT) FTU-O → DRA 
Indicates whether or not the FTU-R is operating on 
reserve batteries. 

LinkState.request (LinkState) DRA → FTU-O 

Requests the link to either transition to or remain in the 
link state indicated by the LinkState parameter: L0, L2.1N, 
L2.1B, L2.2, or L3 (see clause 12.1.1.1). Upon a change of 
the LinkState parameter, the link shall transition to the 
indicated new link state (Note 3). 



Transport aspects  2 
 

709 

Table 8-3 – DRA related primitives of the data flow at the γO reference point 

Primitive name (parameters) Direction Description 

LinkState.confirm 
(LinkStateResult) 

FTU-O → DRA 

Confirms that the requested link state is valid and has 
been accepted (LinkStateResult = LinkState) or that the 
requested link state change is invalid or could not be 
completed (LinkStateResult = FAIL). 

NOTE 1 – NDRR is a parameter received by the FTU-O over the γO reference point indicating the time interval in 
logical frame periods between sequential upstream dynamic resource reports. It is communicated over the eoc to 
the FTU-R. The FTU-R generates a DRRus.request primitive every NDRR logical frame periods. 

NOTE 2 – NRM is a parameter received by the FTU-O over the γO reference point indicating the size of the resource 
metric in the DRRus command (see Table 9-17). It is communicated over the eoc to the FTU-R (see Table 11-49). 

NOTE 3 – The set value of the primitive shall be consistent with the rules of link state transitions defined in 
Table 12-1, where some transitions require appropriate settings of the battery-operation (BAT) primitive. 

If the FTU-O receives a TXOPds.indicate primitive during the downstream logical frame with CNTLF,ds = N, 
the FTU-O shall transmit at downstream symbol positions according to this new configuration of 
downstream transmission opportunities starting from the downstream logical frame with CNTLF,ds = N + 2. 

If the FTU-O receives a TXOPus.indicate primitive during the downstream logical frame with CNTLF,ds = N + 
MSF, the FTU-O shall ensure that the FTU-R transmits at symbol positions according to this new upstream 
transmission opportunities configuration starting from the upstream logical frame with CNTLF,us = N + 3 via 
proper communication of the upstream logical frame configuration request (see clause 9.6.4, Table 9-5 and 
Table 9-7) and operating procedure per clause 10.7. 

If the FTU-O receives a LinkState.request primitive, the FTU-O shall initiate a change of link state, if 
necessary, at the earliest opportunity. When the change of link state is complete, the FTU-O shall respond 
with a LinkState.confirm primitive with a value equal to the requested link state. If the state change 
requested is not valid or could not be completed, the FTU-O shall respond with a LinkState.confirm 
primitive with a result value equal to FAIL and the link state shall remain unchanged (see clause 12.1.1.6). 

If the FTU-O receives a DRRus.request primitive, the FTU-O shall use the procedure defined in clause 
11.2.2.17 to indicate the new NDRR value to the FTU-R. Upon receiving an acknowledgement of this new 
NDRR value from the FTU-R, the FTU-O shall generate a DRRus.confirm primitive. The valid values of NDRR 
shall be all integer values in the range from 0 to MSF, with NDRR = 0 indicating that the FTU-O shall not 
generate DRRus.indicate primitives. The FTU-O and FTU-R shall support all valid values of NDRR. 

If the FTU-O receives a DRRus.config.request primitive from the DRA function, the FTU-O shall use the 
procedure defined in clause 11.2.2.17 to indicate the DRR configuration request data to the FTU-R. Upon 
receiving an acknowledgement from the FTU-R, the FTU-O shall generate a DRRus.config.confirm primitive 
to the DRA function with the DRR configuration confirmation data. The DRRus configuration 
request/confirmation data are transported transparently through the FTU-O. 

If the FTU-O receives an upstream dynamic resource report (DRRus) in the upstream RMC of the upstream 
logical frame with CNTLF,us = N, the FTU-O shall generate a DRRus.indicate primitive with this DRRus no later 
than during the upstream logical frame with CNTLF,us = N + 2. 
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Table 8-4 – DRA related primitives at the γR reference point 

Primitive name (parameters) Direction Description 

DRRus.request FTU-R → L2+ FTU-R request for an upstream dynamic resource report from 
the L2+ functionality in the NT. 

DRRus.confirm (DRRus) L2+ → FTU-R Upstream dynamic resource report from the L2+ functionality 
in the NT sent to the FTU-R. 

DRRus.indicate (NDRR, NRM) FTU-R → L2+ Indicates the values of NDRR and NRM. 

DRR.config.request (DRRdata) FTU-R → L2+ The DRR configuration request data. 

DRR.config.confirm (DRRdata) L2+ → FTU-R The DRR configuration confirmation data. 

Battery operation (BAT) PSE → FTU-R 
Indicates whether or not the FTU-R is operating on reserve 
batteries. 

LinkState.indicate (LinkState) FTU-R → ME 
Indication of the current link state: L0, L2.1N, L2.1B, L2.2 or 
L3 (see clause 12.1.1.1).  

Upon configuration of the NDRR and NRM values using the procedure defined in clause 11.2.2.17, the FTU-R 
shall indicate the configured values for NDRR and NRM to the L2+ function through the DRRus.indicate 
primitive. The FTU-R shall generate a DRRus.request primitive every NDRR logical frame periods. If NDRR = 0, 
the FTU-R shall not generate DRRus.request primitives. The latency in the L2+ functionality between 
receiving a DRRus.request primitive and generating the DRRus.confirm primitive (including the upstream 
dynamic resource report (DRRus) of NRM bytes length) shall be constant and shall be no greater than one 
logical frame period. 

If the FTU-R receives a DRRus.confirm primitive during the upstream logical frame with CNTLF,us = N, the 
FTU-R shall transmit the DRRus in the RMC no later than during the upstream logical frame with  
CNTLF,us = N + 2. 

If the FTU-R receives DRR configuration request data through the procedure defined in clause 11.2.2.17, 
the FTU-R shall generate a DRRus.config.request primitive to pass the DRR configuration request data to 
the L2+ function. Upon receiving a DRRus.config.confirm primitive from the L2+ function, the FTU-R shall 
send an acknowledgment to the FTU-O with the DRR configuration confirmation data. The DRR 
configuration request/confirm data are transported transparently via the FTU-R. 

The NTR and ToD related primitives at the γ reference point (see clauses 8.4 and 8.5 respectively, and see 
Figure 8-11) are presented in Table 8-5 for FTU-O and in Table 8-6 for the FTU-R. The primitives also 
indicate whether ToD and NTR are enabled and the synchronization option to be used. 

Table 8-5 – ToD and NTR related primitives at the γO reference point 

Primitive name 
(parameters) 

Direction Description 

NTR_mc TCE → FTU-O The 8-kHz NTR clock sourced by the DP (master NTR clock). 

NTR_FS_enbl TCE → FTU-O Indicates whether NTR frequency synchronization is enabled or 
not. This primitive is set at initialization. 

ToD_mc_value TCE → FTU-O The value of ToD sourced by the TCE at the DPU associated with 
the ToD_mc_edge. 

ToD_mc_edge TCE → FTU-O The instant of time associated with ToD_mc_value sourced by the 
TCE at the DPU. 

ToD_mc TCE → FTU-O The ToD master clock, multiple of 8 kHz sourced by the TCE at the 
DPU. 

ToD_enbl TCE → FTU-O Indicates whether ToD is enabled or not. This primitive is set at 
initialization. 

ToD_FS_enbl TCE → FTU-O Indicates whether ToD frequency synchronization is enabled or 
not. This primitive is set at initialization. 
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Table 8-6 – ToD and NTR related primitives at the γR reference point 

Primitive name 
(parameters) 

Direction Description 

NTR_sc FTU-R → TCE Recovered NTR clock (slave clock). 

ToD_sc_value FTU-R → TCE Recovered value of ToD at the NT associated with the ToD_sc_edge. 

ToD_sc_edge FTU-R → TCE The instant of time associated with ToD_sc_value at the NT. 

ToD slave clock FTU-R → TCE The recovered ToD clock at the NT (slave clock). 

8.1.2 α reference point 

The α reference point describes a logical interface of the data plane between the TPS-TC and PMS-TC  
sub-layers. The data at the α reference point in both transmit and receive directions is a stream of DTUs. 
The format of the DTU is unified for all types of TPS-TC and is defined in clause 8.2. In the transmit 
direction, DTUs shall be sent across the α reference point in the same order in which user data packets 
sourcing these DTUs have entered the TPS-TC across the γ reference point. 

Table 8-7 summarizes the DTU flow control primitives that cross the α reference point. 

Table 8-7 – DTU flow control primitives at the α reference point 

Primitive Direction Description 

TX DTU Req PMS-TC  TPS-TC Primitive indicating that the PMS-TC is requesting a DTU from 
the TPS-TC (Note 1). 

Dummy DTU Req Primitive indicating that the PMS-TC is requesting a dummy DTU 
from the TPS-TC (Note 1). 

Dummy DTU Ind TPS-TC  PMS-TC Primitive indicating that the DTU passed to the PMS-TC is a 
dummy DTU (Note 3).  

RX DTU Enable Primitive indicating that the TPS-TC is ready to receive a DTU 
from the PMS-TC. (Note 2). 

NOTE 1 – The TX DTU Req primitive is turned off if the PMS-TC is unable to receive a DTU (e.g., the DTU queue is 
full). The PMS-TC shall raise the Dummy DTU Req primitive if PMS-TC requires a dummy DTU (see clause 8.2.2) 
instead of a data DTU.  

NOTE 2 – The TPS-TC shall turn the RX DTU Enable primitive off in case the TPS-TC cannot receive DTUs from the 
PMS-TC, e.g., when the RX Enable primitive is off at the γO reference point  
(see Table 8-1). 

NOTE 3 – The TPS-TC shall send a dummy DTU to the PMS-TC and raise the Dummy DTU Ind primitive when either: 

– The TX DTU Req primitive is turned on but no DTU filled with user data or management data is available, or  

– The Dummy DTU Req primitive is turned on. 

In the receive direction, DTUs shall be sent across the α reference point in the order that they are 
recovered (and re-ordered) by the PMS-TC. 

8.1.3 TPS-TC_MGMT interface 

The TPS-TC_MGMT reference point (see Figure 8-1 for FTU-O and Figure 8-2 for FTU-R) is a logical interface 
between the TPS-TC and the FME. The TPS-TC gets control and management data via this reference point 
from the FME and returns to the FME the relevant TPS-TC management parameters to be reported. This 
reference point also acts as the interface for the eoc. The details of the TPS-TC_MGMT primitives are 
defined in Table 8-8. 
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Table 8-8 – Summary of the TPS-TC_MGMT primitives 

Primitive Direction Description 

KFEC FME → TPS-TC The number of information bytes of a FEC codeword, see clause 9.3. 

Q FME → TPS-TC The number of FEC codewords in a single DTU, see clause 8.5. 

eoc message, TX FME → TPS-TC TX eoc message primitives, see clause 11.2.2. 

eoc message, RX TPS-TC → FME RX eoc message primitives, see clause 11.2.2. 

FCus TPS-TC → FME Upstream flow control to be communicated over the RMC (see clause 
9.6.4 and Table 9-5). 

TPS_TESTMODE FME → TPS-TC A management primitive initiating the TPS-TC test mode (see clause 
9.8.3.1.2). 

Symbol count 
(CNTSYMB) 

FME → TPS-TC Count of DMT symbols (see clause 8.2.1.2 and clause 10.6). 

8.2 Generic DTU format 

A DTU at the α reference point shall contain a three-byte DTU header, a DTU payload and an error check 
sequence (ECS) as shown in Figure 8-4. This format shall be used with all types of TPS-TC. The total number 
of bytes in a DTU shall be: 

  NDTU = Q × KFEC 

where: 

 KFEC is the number of information bytes of the FEC codeword; 

 Q is an integer defining the number of FEC codewords in one DTU. 

 

Figure 8-4 – Generic DTU format 

 

Figure 8-5 – Bit mapping generic DTU header bytes 
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The valid values for KFEC are defined in clause 9.3. The valid values of Q are all integers from one to the 
maximum value specified for the selected profile. The selected value of Q depends on the applied FEC 
codeword size and the required DTU size. The actual values of KFEC and Q are determined during the 
initialization and provided by the FME across the TPS-TC_MGMT interface (see Table 8-8). The values may 
be modified during the showtime via OLR procedures (see clause 13). 

A dummy DTU shall have the same structure as presented in Figure 8.4. 

The size of the DTU in bytes, NDTU, shall meet the following requirement: 0.25 ≤ (NDTU+Q×RFEC)/BD ≤ 4, where 
BD is the number of bytes allocated in a data symbol (see Table 9-2) on which the DTU or a part of the DTU 
is mapped. The requirement shall be met during the entire time period a particular value of DTU size is set, 
except short temporary violation, as defined in clause 13.3.1.1. 

8.2.1 DTU header 

The DTU header shall contain the following fields: a sequence identifier (SID), a time stamp and an auxiliary 
field. 

8.2.1.1 Sequence identifier (SID) field 

An 11-bit SID field is used to identify the particular DTU in the transmitted sequence of DTUs. The SID of a 
DTU shall be assigned using a modulo 2 048 counter. The transmitter shall increment the SID counter for 
every newly framed DTU. A retransmitted DTU shall have the same SID as for its first transmission. The SID 
shall be initialized to 0016 and this shall be the SID of the first DTU transmitted in showtime. 

The SID of a dummy DTU shall also be assigned, but using a separate modulo 2 048 counter that shall be 
incremented by one for each transmitted dummy DTU. The SID shall be initialized to 0016 and this shall be 
the SID of the first dummy DTU transmitted in showtime. 

The SID field in the DTU header is shown in Figure 8-4. The value of the SID shall be coded as an unsigned 
integer on 11 bits [S10 … S0], where S0 is the LSB. Mapping of the SID bits to the DTU header bytes is shown 
in Figure 8-5. 

8.2.1.2 Time stamp (TS) field 

The TS field of a DTU shall contain the value of the symbol count (see Table 8-8) of the symbol (at the U-
interface) that contains the bit S0 of the header of this DTU, assuming that no retransmission occurs 
between the framing of the DTU and its transmission over the line. In the event of retransmission, the 
original time stamp value shall be preserved. The TS field value 1 023 is a special value reserved by ITU-T for 
future use. 

The TS field in the DTU header is shown in Figure 8-4. The value of TS shall be coded as an unsigned integer 
on 10 bit [T9 … T0], where T0 is the LSB. Mapping of the TS bits to the DTU header bytes is shown in  
Figure 8-5. 

8.2.1.3 Auxiliary field 

A 3-bit Auxiliary information field includes: 

• bits [0] – DTU type (0 = normal DTU, 1 = dummy DTU) 

• bit [2:1] – Reserved by ITU-T and set to zero by the transmitter and ignored by the receiver. 

8.2.2 DTU payload 

The DTU payload shall contain the data packets and eoc packets to be conveyed by the DTU. The format of 
the DTU payload and encapsulation of data packets into the DTU payload for a packet-based TPS-TC  
(PTM-TC) is defined in clause 8.3. The order in which data packets are encapsulated into a DTU payload 
shall be the same as the order that these packets cross the γ reference point. The order in which eoc 
packets are encapsulated into a DTU payload shall be the same as the order that these packets enter from  
TPS-TC_MGMT interface. Furthermore, the order in which DTUs are sent to the PMS-TC shall provide time 
integrity of the transmitted user data and eoc data, i.e., packets received by the peer TPS-TC shall be sent 
to the application entity (via the γ reference point) or to the FME (via the TPS-TC_MGMT interface) in the 
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same order that they were received from the γ reference point and TPS-TC_MGMT interface, respectively, 
at the transmit end. 

8.2.3 Error check sequence (ECS) 

The ECS field is for DTU verification. The ECS shall contain a 32-bit cyclic redundancy check (CRC) that shall 
be computed over the DTU header and DTU payload bytes in the order that they are transmitted, starting 
with the LSB of the first byte of the DTU header (SID field in clause 8.2.1.1) and ending with the MSB of the 
last byte of the DTU payload. 

The ECS shall be computed using the following generator polynomial of degree 32: 

G(D) = D32+D28+D27+D26+D25+D23+D22+D20+D19+D18+D14+D13+D11+D10+D9+D8+D6+1 

The value of ECS shall be the remainder after all bits of the DTU subject to CRC treated as an input 
polynomial, are multiplied by D32 and then divided by G(D). For a t-bit input polynomial, the CRC shall be 
computed using the following equation: 

  crc(D)= M(D) D32 modulo G(D), 

where: 

 M(D)  = m0Dt–1 + m1Dt–2 + … + mt–2D + mt–1 is the t-bit polynomial where m0 is the LSB of the 
first byte of the header and mt-1 is the MSB of the last byte of the DTU payload, 

 crc(D) = crc0D31 + crc1D30 + … + crc30D + crc31 is the CRC polynomial where crc0 is the LSB of 
the first byte of the ECS field and crc31 is the MSB of the last byte of the ECS field, 
and 

 D is the delay operator. 

The arithmetic in this clause shall be performed in the Galois Field GF(2). 

8.3 Packet-based TPS-TC (PTM-TC) 

8.3.1 PTM-TC DTU format 

The generic format of a DTU is presented in Figure 8-4. This clause defines the format of the DTU payload 
that shall be used for a PTM-TC DTU. The format of the DTU payload is shown in Figure 8-6. 

 

Figure 8-6 – PTM-TC DTU payload format 

The DTU payload consists of a number of DTU frames, each DTU frame containing a DTU frame header and 
DTU frame payload. 

The DTU frame header shall be either one byte or two bytes long and indicates: 

– the type of the DTU frame coded on four bits [t3 t2 t1 t0], where t0 represents the LSB;  

– the length of the DTU frame payload in bytes coded as either a 4-bit [l3 ... l0] or a 12-bit [l11...l0] 
unsigned integer, where l0 represents the LSB. 
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The valid DTU frame types are presented in Table 8-10. The DTU frame type is indicated by the first four 
least significant bits of the DTU frame header. The length of the DTU frame header and maximum length of 
the DTU frame payload depends on the DTU frame type. For all DTU frame types except idle DTU frame, the 
length of the DTU frame header is extended to indicate longer DTU frame payloads. 

The format of the DTU frame header is presented in Table 8-9 and Figure 8-7. 

Table 8-9 – Format of the DTU frame header 

Header byte number Format (Note 1) 

1 (Note 2) [l3 l2 l1 l0 t3 t2 t1 t0] 

2 (Note 2) [l11 l10 l9 l8 l7 l6 l5 l4] 

NOTE 1 – The LSB of each byte is represented at the right side. 

NOTE 2 – For an idle DTU frame, bits [l3 l2 l1 l0] shall be set to 0000, and the second byte shall not be present. 

 

 

Figure 8-7 – Format of the DTU frame header 

The valid DTU frame types and their coding are described in Table 8-10. 
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Table 8-10 – PTM-TC frame type and coding 

DTU frame type 
Coding 

[t3t2t1t0] 
Header extension 

Valid length 
(bytes) 

(Note) 

Idle 0000 No N/A 

Complete data packet 1110 Yes 1-4 039 

Complete eoc packet 1111 Yes 1-4 039 

Start of data packet 1100 Yes 1-4 039 

Start of eoc packet 1101 Yes 1-4 039 

Continuation of the packet (data or eoc) 1000 Yes 1-4 039 

End of the packet (data or eoc) 1010 Yes 1-4 039 

Reserved by ITU-T All other 
values 

N/A N/A 

NOTE – The maximum DTU size is (255-2) × 16 = 4 048 bytes, and there is an overhead of nine bytes (three bytes DTU header, 
four bytes ECS and two bytes DTU frame header). The component values in the maximum DTU size are as follows: 255 = 
maximum length in bytes of the FEC codeword, 2 = the minimum number of redundancy bytes in the FEC codeword and 16 is 
the maximum number of FEC codewords in one DTU as defined in Table 6-1. 

An idle DTU frame shall only be used as the last frame of the DTU payload, with the length equal to the 
number of remaining bytes of the DTU payload. The payload of an idle DTU frame is vendor discretionary. 
An idle DTU frame may follow any other type of DTU frame in the DTU payload. If no other DTU frame type 
is available for the DTU payload, an idle DTU frame shall be the only frame of the DTU payload. 

A DTU generated in response to a dummy DTU request (see Table 8-7) shall contain only an idle DTU frame 
and shall always be marked as a dummy DTU in the auxiliary field of the DTU header. 

A DTU generated in response to a TX DTU Req (see Table 8-7) and containing only an idle DTU frame shall 
be marked as either a dummy DTU or a normal DTU depending on the control parameter TPS_TESTMODE 
(see Table 8-8). 

If the TPS-TC is configured with TPS_TESTMODE disabled, a DTU generated in response to a TX DTU Req 
primitive and containing only an idle DTU frame shall be marked as a dummy DTU in the auxiliary field of 
the DTU header (see clause 8.2.1.3) except if only dummy DTUs have been transmitted over the α 
reference point during a time interval of one superframe. In this last case, the DTU shall be marked as a 
normal DTU (using the SID of normal DTU) and the count of time shall be reset. 

NOTE – This mechanism guarantees a minimum background rate of normal DTUs for performance monitoring 
purposes. 

If the TPS-TC is configured with TPS_TESTMODE enabled, a DTU generated in response to a TX DTU Req 
primitive and containing only an idle DTU frame shall be marked as a normal DTU in the auxiliary field of 
the DTU header (see clause 8.2.1.3). 

All DTUs marked in the DTU header as dummy DTUs shall be discarded by the receiver. All idle DTU frames 
shall be identified at the receiver by decoding the DTU frame type (in the DTU frame header) and shall be 
discarded by the receiver. 

The payload of a complete data packet DTU frame shall consist of the original user data packet. The 
payload of a complete eoc packet DTU frame shall consist of an eoc packet. If the original user data packet 
or eoc packet is bigger than the remaining space available in the given DTU payload or bigger than a 
payload of the entire DTU, it shall be spread over several DTUs using the following DTU frame types: 

• start of data/eoc packet, followed by 

• one or more continuation of this packet, followed by 

• end of this packet. 
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Examples of packet split between DTUs for transmission is shown in Figure 8-8. 

 

Figure 8-8 – Example of mapping of packets for transmission in DTUs 

The last DTU frame or the DTU frame preceding an idle DTU frame in the DTU payload may include a part of 
a data or eoc packet – this is indicated by a start of data packet DTU frame or start of eoc packet DTU 
frame, respectively, or continuation of the packet DTU frame. If used, the first frame of the next DTU 
payload shall be a continuation of the packet DTU frame, or an end of the packet DTU frame, or an idle DTU 
frame. 

Data packets that are longer than a single DTU shall be transmitted in parts; the first part shall be 
transmitted in a start of data packet DTU frame. This shall be followed by zero, one or more continuation of 
the packet DTU frames, followed by an end of the packet DTU frame. The same applies for eoc packets. 

A start of data packet, start of eoc packet or continuation of the packet DTU frame shall be either the last 
frame of a DTU payload or the frame preceding an idle DTU frame. 

Complete eoc packet, start of eoc packet, continuation of the packet (for an eoc packet) and end of the 
packet (for an eoc packet) DTU frames shall be identified at the receiver by decoding the DTU frame type; 
the recovered eoc packet shall be forwarded to the FME (via the TPS-TC_MGMT interface). If a DTU 
carrying a part of a packet is lost, the TPS-TC shall discard all other received parts of this packet. The 
number of DTU frames per DTU carrying a start of eoc packet shall not exceed one. 

8.4 Network timing reference (NTR) 

8.4.1 NTR transport 

The 8-kHz NTR transport shall be performed after both the FTU-O and FTU-R reach showtime and the FTU-R 
PMD sample clock is locked to the FTU-O PMD sample clock. Two cases may apply: 

– the FTU-O PMD sample clock is locked to the NTR; 

– the FTU-O PMD sample clock is independent of the NTR (free running). 

If the FTU-O PMD sample clock is locked to the NTR, the FTU-R shall obtain its local 8-kHz NTR by direct 
division of the recovered PMD sample clock by an appropriate number. No action from the FTU-O is 
required. 

If the FTU-O PMD sample clock is running independently of the NTR, the FTU-O shall facilitate frequency 
synchronization between the NTR at the FTU-O and the FTU-R as described in clause 8.4.1.1. 

The FTU-O shall indicate to the FTU-R during the initialization whether the PMD sample clock is locked to 
the NTR or not (see clause 12.3.4.2.3). 

8.4.1.1 NTR frequency synchronization 

For NTR transport, the FTU-O shall generate an 8 kHz local timing reference (LTR) by dividing its PMD 
sample clock by an appropriate number. Furthermore, the FTU-O shall estimate the phase offset (φ) 
between the NTR and the LTR at time event t1 of each superframe with an odd superframe count. The 
timing of the phase offset estimation is presented in Figure 8-9. Time event t1 is defined as the time 
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position of the reference sample in the downstream sync symbol of the superframe; see the definition of 
the reference sample in clause 8.5.1 and Figure 8-12, and the definition of time event t1 in Figure 8-13. 

 

Figure 8-9 – NTR phase offset estimation 

The estimated value of the NTR phase offset (φ) shall be expressed in cycles of a clock running at a 
reference frequency FS = 8 192 × fSC (see clause 10.4.2). 

The obtained value of φ shall be coded using the following rule: 
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The coded value of φ shall be transmitted to the FTU-R using the NTR frequency synchronization eoc 
command (represented as a two-byte unsigned integer (see clause 11.2.2.7)). The eoc message shall be 
sent over the TPS-TC_MGMT interface as soon as possible but no later than 6 ms after the reference 
sample at which the NTR phase offset is measured. 

Figure 8-10 shows the NTR offset recording and communication timeline. 

 

Figure 8-10 – NTR offset recording and communication timeline 

The FTU-R shall reconstruct the 8 kHz NTR from the received values of the NTR phase offset. 

NOTE – The FTU sample clock is proportional to the subcarrier spacing fSC. Therefore, the LTR, being proportional to 

the sample clock, will have the same 50 ppm frequency variation as fSC (see clause 10.4.2). The NTR has a maximum 

frequency variation of 32 ppm, thus the maximum difference in frequency between the NTR and the LTR will not 
exceed 82 ppm. This would result in a maximum NTR phase offset change between two subsequent reference points 

for NTR recording of 8210-62TSF = 0.984 µs if TSF = 6 ms, where TSF is the duration of the superframe 
(see clause 10.6). This is 0.8% of the 125 µs NTR period. 
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8.5 Time-of-day (ToD) 

Transport of time-of-day (ToD) from the FTU-O to the FTU-R shall be supported in order to support services 
that require accurate ToD at both sides of the ITU-T G.9701 link to operate the higher layers of the protocol 
stack. 

The TCE at the DP is responsible for providing ToD reference primitives to all FTU-Os of the DPU (see 
Figure 5-2). The FTU-Os, in turn, shall support a capability to transport the ToD primitives to the peer FTU-
Rs, which provide TCEs of the associated NTs with a local ToD synchronized with the DP (see Figure 5-3). 
The ToD transport to each particular FTU-R is enabled during the initialization (see clause 12.3.4.2) if the 
associated NT requires ToD and the network side provides it (see clause 12.3.4.2.3). 

NOTE 1 – Exchange of information from the FTU-R to the FTU-O related to the quality of the ToD frequency and/or 
time recovery at the FTU-R is for further study. 

NOTE 2 – Exchange of relevant clock information related to the transfer of ToD from its original source in the AN to 
the NT to support the ToD interface output from the NT is for further study. For precision time protocol (PTP) [b-IEEE 
1588], this information includes source traceability, number of hops and leap seconds. 

NOTE 3 – The O to R ToD accuracy requirements are for further study, but expected to be better than 50 ns. 

8.5.1 Time-of-day distribution operational overview  

Figure 8-11 shows the system reference model identifying the key elements in support of ToD transport 
across an ITU-T G.9701 link. The FTU-O receives a ToD signal from the master clock within the TCE at the 

DPU across the O interface. The FTU-R outputs a ToD signal across the R interface to the slave clock within 
the TCE at the NT. The ToD transport provides the slave clock at the FTU-R, which is synchronous in 
frequency, phase and time to the master clock. The ToD signal components provided by the master clock at 
the FTU-O include a time-of-day value (ToD_mc_value) associated with a clock edge (ToD_mc_edge) that is 
synchronous to the master clock's internal driving frequency. The ToD_mc_edge shall provide at least one 
edge per second. A derivative of the master clock driving frequency (fmc) shall be available to the FTU-O and 
shall be at least 8 kHz and shall be frequency and phase synchronized with the ToD_mc_edge to facilitate 
time-of-day transport processing in the FTU-O. Similarly, the ToD signal at the FTU-R shall include a slave 
clock time-of-day value (ToD_sc_value) together with corresponding time edge marker (ToD_sc_edge) that 
is synchronous to the driving frequency of the master clock. A derivative of the slave clock driving 
frequency (fsc) may be available from the FTU-R to facilitate time-of-day transport processing. 

 

Figure 8-11 – End-to-end system reference model for time-of-day transport 

The ToD functions of the FTU-O and FTU-R are denoted in Figure 8-11 as ToD-O and ToD-R, respectively. 
The ToD-O shall maintain a real-time clock (RTC-O) which is synchronized by frequency and phase with the 
incoming ToD signal (master clock). The ToD-R shall maintain a real-time clock (RTC-R) that initially has an 
arbitrary frequency, and phase; during the showtime, the RTC-R get synchronized by frequency and phase 
with the RTC-O using the time stamps of events t1, t2, t3, t4, as described in this clause. The RTC-O shall run 
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at a frequency that is an integer multiple of 8 kHz with a frequency of at least fs (PMD sample clock, see 
Figure 8-11), with time adjustment to the master clock at each fmc edge.  

The FTU-R's PMD sample is assumed to be frequency locked with the FTU-O's PMD sample clock through 
loop timing in the FTU-R. To record the time stamps in each of the upstream and downstream transmit 
signals, a reference sample for each direction of transmission is defined as the first time-domain 
representation sample (see Figure 8-12) of the corresponding sync symbol in the superframe period 
assigned for ToD synchronization. The reference samples associated with the time events t1, t2, t3 and t4 in a 
superframe assigned for ToD synchronization are shown in Figure 8-13. 
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Figure 8-12 – Definition of reference sample in a symbol i (see clause 10.4.4 for details) 

At the downstream sync symbol of each superframe assigned for ToD transport, the PMD in the FTU-O 
identifies the moment at which the reference sample of the sync symbol crosses the U-O interface 
(event t1) and the moment (within the same TDD frame) that the reference sample of the received 
upstream sync symbol crosses the U-O interface (event t4); at the instants that each of these two events 
occur, the ToD-O records the corresponding ToD values of its RTC-O (see Figure 8-14) to apply a time stamp 
to each of the respective events t1 and t4. Additionally, for event t1 of each superframe with an odd 

superframe count, the FTU-O computes the ToD phase difference (), as defined in clause 8.5.2. The RTC-

O provides the time base used for applying time stamps and measurement of  for ToD frequency 
synchronization. 

The values of , and t1 and t4 time stamps are transmitted to the FTU-R using, respectively, the ToD 
frequency synchronization eoc command and time synchronization eoc command (see clauses 11.2.2.8 and 
11.2.2.9, respectively). The corresponding eoc message shall be sent over the TPS-TC_MGMT interface as 
soon as possible, but not later than 6 ms after the start of the first downstream logical frame of the 
superframe in which the reported events are recorded (see Figure 8-13). 

Similarly, in the same superframe (see Figure 8-13), the PMD in the FTU-R identifies the moment at which 
the reference sample of the downstream sync symbol crosses the U-R interface (event t2) and the reference 
sample of the upstream sync symbol crosses the U-R interface (event t3); at the instants that each of these 
two events occur, the ToD-R records the corresponding time of the RTC-R to apply a time stamp to each of 

the respective events t2 and t3. The ToD-R processes ToD phase difference  and the time stamp values of 
events t1, t2, t3 and t4 so as to synchronize in frequency, phase and time its local RTC-R to the FTU-O's 
RTC-O. 
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Figure 8-13 – Reference samples of events t1, t2, t3, t4 and a timeline of 
eoc command transmission 

8.5.2 ToD frequency synchronization 

The ToD-O and ToD-R shall implement functionality with the objective of synchronizing the RTC-R to the 
RTC-O in frequency, phase and time. Two methods are defined to achieve ToD frequency synchronization: 

• ToD frequency synchronization through locking the PMD sample clock with the ToD frequency 
(fmc): the FTU-R shall achieve frequency synchronization through loop timing, or 

• Frequency synchronization using ToD phase difference values: the FTU-R achieves frequency 

synchronization through processing of ToD phase difference values  measured at the FTU-O and 
communicated from the FTU-O to the FTU-R by the ToD frequency synchronization eoc command 
(see clause 11.2.2.8). 

The ToD frequency synchronization method is determined by the FTU-O and communicated to the FTU-R 
during the initialization (see clause 12.3.4.2.3). 

8.5.2.1 Computation of ToD phase difference 

The FTU-O shall compute the value of  using the RTC-O time base at every superframe with odd 

superframe count. The computed value  and the superframe count for which this value of  was 
recorded, shall be communicated to the FTU-R using the ToD frequency synchronization eoc command (see 
clause 11.2.2.8). 

Figure 8-14 shows the computation of the ToD phase difference value (). The top row in the figure 
represents the 8 kHz RTC-O clock waveform. The second row in the figure represents the superframe clock 
that is synchronous with the FTU-O's PMD sample clock; the rising edge of the superframe clock represents 

the t1 event (the downstream reference sample crosses the U-O reference point) in the superframe  shall 

be recorded (see Figure 8-13). The value of  shall be recorded in nanoseconds modulo 125 000 ns, 
counted from the rising edge of the 8 kHz RTC-O clock down to the t1 event, as shown in Figure 8-14.  
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Figure 8-14 – ToD phase difference () computation 

For communication via eoc (see clause 11.2.2.8), the recorded value of  shall be divided by two and 
represented by a 16-bit unsigned integer, where the resolution of the least significant bit is 2 ns). 

8.5.3 ToD time synchronization 

For each of the defined frequency synchronization methods, the time-of-day synchronization shall be 
performed through the processing of time stamps of events t1, t2, t3 and t4 at the defined reference samples 
(see Figure 8-13). The first ToD time synchronization shall be performed at the 16th superframe of the 
showtime. Each Time synchronization command indicates the superframe count at which the next ToD time 
synchronization shall be performed. The time period between two consecutive ToD time synchronization 
events shall not exceed the value of parameter time synchronization period (TSP) that is set during the 
initialization (see Table 12-42). 

For the superframe with count indicated for ToD time synchronization, the ToD-O shall record the time 
stamps of events t1 and t4 using RTC-O time base and the ToD-R shall record the time stamps of events t2 
and t3, using the RTC-R time base, as defined in clause 8.5.1 and shown in Figure 8-13. The time stamps 
shall be represented in the format defined in clause 11.2.2.9. 

The FTU-O shall communicate the recorded time stamps using Time synchronization command together 
with the superframe count associated with these events and the superframe count of the following ToD 
time synchronization. The command shall be sent in the time frame defined in clause 8.5.1. 

Using the obtained values of time stamps ToD(t1) through ToD(t4) for events t1, t2, t3 and t4 of the same 

superframe assigned for ToD time synchronization, the ToD-R shall compute the time offset  between the 
locally assigned time stamp ToD(t2) and actual ToD time value of the event t2 using the following equation: 
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The ToD-R passes the synchronized ToD signal value ToD_sc_value, together with the corresponding timing 

edge marker (ToD_sc_edge) and possibly a slave clock frequency fsc across the R interface to the TCE 
function of the FTU-R. The time stamp values ToD(t2) and ToD(t3) are sent back to the FTU-O in the Time 

synchronization response (see clause 11.2.2.9). The FTU-O passes these time stamps over the O reference 
point to the TCE of the FTU-O. The use of these time stamps by the TCE is beyond the scope of this 
Recommendation. At the customer premises side, propagation delay asymmetry shall not be compensated 
for. 

NOTE 1 – The ToD(t2), ToD(t3) time stamps (in conjunction with other information) may be used at the DPU e.g., for 
verification purposes or to compensate for propagation delay asymmetry. However, propagation delay asymmetry is 
expected to be less than that of VDSL2. 

NOTE 2 – The above computation of the offset value is based on the assumption that the downstream and upstream 
propagation delays between the U-O and U-R reference points are approximately the same. Any asymmetry in the 
propagation delay between the U-O and U-R reference points will result in an error in calculation of the offset value 
whose magnitude is approximately: 
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9 Physical media specific transmission convergence (PMS-TC) sub-layer 

9.1 Functional reference model 

Figure 9-1 shows the functional reference model of the PMS-TC. DTUs enter the PMS-TC via the α reference 
point. The incoming DTUs are scrambled, encoded using a Reed-Solomon forward error correction (FEC) 
code, and interleaved using a block interleaver. 

The PMS-TC also provides a robust management channel (RMC). The RMC carries acknowledgements for 
received DTUs and delay-sensitive management data sourced from the FME and submitted to the PMS-TC 
via the PMS-TC_MGMT interface. The RMC message that includes acknowledgement data and 
management data communicated over the RMC are formatted in the RMC framer. The RMC message is 
encoded using a Reed-Solomon FEC code. 

The bytes of encoded DTUs (from the DTU buffer at the DTU interleaver output) are multiplexed with the 
bytes of RMC frames (from RMC buffer at the RMC encoder output) by the data frame multiplexer (data 
frame MUX) and mapped onto data frames that are further transferred to the PMD via the δ reference 
point (see clause 9.5). Each data frame contains an integer number of bytes (from the DTU buffer) to be 
loaded onto one symbol (see clause 10.5.2). The RMC frame shall be multiplexed together with encoded 
DTUs into the first data frame in a logical frame; this data frame, referred to as an RMC data frame, shall be 
further loaded onto an RMC symbol (see clause 10.5.1). All other data frames of a logical frame, referred to 
as normal data frames, shall carry DTUs only. The time position of the RMC symbol in a TDD frame is 
defined during the initialization (see clause 12.3.2.1). In the L2.1N, L2.1B and L2.2 link states, only RMC data 
frames shall be used in both upstream and downstream directions. In the L2.1N and L2.1B link states, RMC 
symbols are only transmitted in the assigned TDD frames of each superframe, while other TDD frames 
contain only quiet or pilot symbols (see clause 13.4.1). In the L2.2 link state, one RMC symbol is transmitted 
in superframes that have been selected at the transition to the L2.2 link state, while other superframes only 
contain quiet or pilot symbols (see clause 13.4.2). 

The transmitted DTUs are also stored in a retransmission queue buffer. A retransmission multiplexer (RTX 
MUX) selects for transmission either a new DTU or a DTU from the retransmission buffer (RTX queue), 
depending on the received acknowledgement. The DTU queue allows for prioritization of retransmitted 
DTUs and shall support the delay associated with flow control. 
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Figure 9-1 – Functional reference model of PMS-TC 

NOTE – Figure 9-1 shows the DTU queue, the RTX queue and the RTX MUX between the α reference point and the 
scrambler for explanatory purposes only. The actual position of the DTU and retransmission buffers in 
implementations is vendor discretionary and can be at other points of the PMS-TC data transmission path. 

In the receive direction, RMC frames and DTUs are recovered from the received data frames crossing the δ 
reference point. 

The recovered DTUs are de-interleaved, decoded, descrambled and checked for errors. Based on the error 
check, the PMS-TC generates acknowledgements to the peer FTU that indicate DTUs received error free; 
DTUs not acknowledged shall be retransmitted as defined in clause 9.8. Errored DTUs shall be discarded by 
the receiver. If the received DTU is error free and all relevant DTUs with smaller SIDs are also received error 
free or have timed out, the received DTU shall be passed to the TPS-TC via the α reference point. 
Otherwise, the received DTU is buffered until the condition mentioned above is met. The format of the 
acknowledgement and related rules are defined in clause 9.7. If the RX Enable primitive is set to RXoff, the 
PMS-TC of the FTU-O may send a negative acknowledgement to a DTU with a proper error check to avoid 
overloading of the receiver retransmission buffer (see clauses 8.1 and 8.1.1). 

The recovered RMC frames are decoded and descrambled, and the received management parameters are 
passed to the FME via the PMS-TC_MGMT interface. Acknowledgements that are received error free are 
used to schedule retransmissions. Acknowledgements received in error shall be discarded. Management 
data received error free is used to control the link. 

If the downstream RMC frame is received in error, the values of TTR, TBUDGET and TA for the upstream 
transmission shall stay identical to the values indicated in the last correctly received RMC frame. 

9.1.1 δ reference point 

The δ reference point describes a logical interface of the data plane between the PMS-TC and PMD sub-
layers. The data at the δ reference point in both transmit and receive directions is a stream of data frames. 
Two types of data frames are defined: data frames carrying DTUs only (normal data frames) and data 
frames carrying RMC and DTUs (RMC data frame), both defined in clause 9.5. 

In the transmit direction, the PMS-TC shall deliver a data frame to the PMD when the PMD sets the TX 
Enable primitive. 
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In the receive direction, the PMS-TC shall accept a data frame when the PMD sets the RX Enable primitive. 

The timing of data frame transfers to and from the PMD is determined by the TX and RX clock sourced by 
the PMD: each transferred data frame is associated with a particular transmitted symbol or a particular 
received symbol, respectively (RMC symbol, data symbol, idle symbol or quiet symbol, as defined in clause 
10.5). The flow control primitives describing data frame transfer are shown in Table 9-1. 

Table 9-1 – Data frame flow control primitives at the δ reference point 

Primitive Direction Description 

TX Enable (TX Data Req) PMD  PMS-TC Primitive indicating that the PMD is requesting to receive 
the data frame from the PMS-TC (Note 1) 

RX Enable PMD  PMS-TC Primitive indicating that a valid data frame (normal data 
frame or RMC data frame) is ready at the PMD for transfer 
to the PMS-TC 

TX RMC PMD  PMS-TC Primitive indicating the RMC symbol position (start of the 
logical frame) 

TX and RX clock PMD  PMS-TC Data frame transfer clock reference (symbol timing) 

Data frame disabled PMS-TC  PMD Primitive indicating that an idle data frame is transferred 
by the PMS-TC (Note 2)  

NOTE 1 – The TX Enable primitive shall only be turned off during the data frames associated with symbol position on which 
transmission is not allowed: those are TA symbol positions, symbol positions exceeding the allocated TBUDGET, sync symbol 
positions, and symbol positions assigned for opposite direction of transmission. 

NOTE 2 – Idle data frame is a normal data frame which contains only dummy DTUs; it is sent if no data is available for 
transmission and may be removed by the PMD; on the symbol positions indicated by the data frame disabled primitive, the PMD 
may transmit either a data symbol, an idle symbol or a quiet symbol, using the rules described in clause 10.7 (limiting the index 
of the last data symbol that can be utilized for transmission to ETT), or a pilot symbol, using the rules defined in clause 10.4.5.1. 

During the showtime, one data frame is pulled from the PMS-TC every symbol position dedicated for 
transmission (see NOTE 1 in Table 9-1). The PMS-TC identifies the type of the data frame (RMC data frame 
or normal data frame) and also whether the normal data frame is for the normal operation interval (NOI) or 
for the discontinuous operation interval (DOI) based on the TX RMC primitive and the values of parameters 
TTR and TA (see clause 10.7), respectively. The size of these frames may be different (due to different bit 
loading in the corresponding symbols). 

In the transmit direction, data frames shall be sent across the δ reference point in the same order as the 
packets encapsulated into the DTUs of these data frames are entering the TPS-TC across the γ reference 
point (DTUs to be retransmitted are sent prior to new DTUs – see clause 9.8). In the receive direction, data 
frames shall be sent across the δ reference point in the order that they are recovered by the PMD. 

9.1.2 PMS-TC_MGMT interface 

The PMS-TC_MGMT reference point describes a logical interface between the PMS-TC and the FME 
(see Figure 9-1). The interface is defined by a set of control and management parameters (primitives). 
These parameters are divided into two groups: 

– parameters generated by the FME and applied to the PMS-TC; 

– parameters retrieved by the PMS-TC from the received data frames and submitted to the 
PMS-TC ME. 

The summary of the PMS-TC_MGMT primitives is presented in Table 9-2. 
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Table 9-2 – Summary of the PMS-TC_MGMT primitives 

Primitive Direction Description 

KFEC FME → PMS-TC The number of FEC information bytes in the data path, see clause 9.3. 

RFEC FME → PMS-TC The number of FEC redundancy bytes in the data path, see clause 9.3. 

Q FME → PMS-TC The number of FEC codewords in a single DTU, see clause 8.2. 

KRMC FME → PMS-TC The number of FEC information bytes in the RMC path (RMC frame 
size), see clause 9.6.3. 

BDR FME → PMS-TC The number of DTU bytes in an RMC data frame, see clause 9.5. 

BD FME → PMS-TC The number of DTU bytes in a normal (non-RMC) data frame, BDN in 
the NOI and BDD in the DOI, see clause 9.5. 

CNTLF FME → PMS-TC Logical frame count, see clause 10.5.1. 

CNTSF FME → PMS-TC Superframe count, see clause 10.6. 

RMC message, TX FME → PMS-TC TX RMC message primitives, see clause 9.6.4. 

RMC message, RX PMS-TC → FME RX RMC message primitives, see clause 9.6.4. 

RTX_CTRL FME → PMS-TC Retransmission control parameters, see clause 9.8.2. 

fec anomaly PMS-TC → FME See clause 11.3.1.1. 

rtx-uc anomaly PMS-TC → FME See clause 11.3.1.1. 

rtx-tx anomaly PMS-TC → FME See clause 11.3.1.1. 

lor defect PMS-TC → FME See clause 11.3.1.3. 

9.2 DTU scrambler 

The scrambling algorithm shall be as represented by the equation below; the output bit of data x(n) at the 
sample time n shall be: 

  x(n) = m(n)+ x (n – 18) + x (n – 23), 

where m(n) is the input bit of data at the sample time n. The arithmetic in this clause shall be performed in 
the Galois Field GF(2).  

The scrambler states shall be reset to all ONES before inputting the first bit of each DTU (the LSB of the SID 
field, see clause 8.2.1.1). 

Incoming bytes shall be input to the scrambler LSB first. All bytes of every incoming DTU shall be scrambled. 

9.3 DTU encoder 

After scrambling, the DTU shall be fed into the DTU encoder. 

A standard byte-oriented Reed-Solomon code shall be used for forward error correction (FEC). A FEC 
codeword shall contain NFEC = KFEC+RFEC bytes, comprised of RFEC check bytes c0, c1,...,cRFEC–2, cRFEC–1 appended 

to KFEC data bytes m0, m1, ...,mKFEC–2, mKFEC–1. The check bytes shall be computed from the data bytes using 

the equation: 
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is the check polynomial , and 

   )()( iDDG  is the generator polynomial of the Reed-Solomon code, where the index of 

the product runs from i= 0 to RFEC-1. 
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The polynomial C(D) is the remainder obtained from dividing FECR
DDM )(  by G(D). The arithmetic in this 

clause shall be performed in the Galois Field GF(256), where   is a primitive element that satisfies the 

primitive binary polynomial 12348  xxxx . A data byte ),,...,,( 0167 dddd  is identified with the 

Galois Field element 01
6

6
7

7 ... dddd  . 

Parameters NFEC, KFEC and RFEC shall be programmable. 

The valid values of RFEC are 2, 4, 6, 8, 10, 12, 14 and 16. 

The valid values of NFEC are all integers from 32 to 255, inclusive. An FTU shall support all combinations of 
valid values of RFEC and NFEC. 

The FEC encoder RS(NFEC, KFEC) shall insert RFEC redundancy bytes after every KFEC bytes, counting from the 
first byte of the DTU. The DTU size after FEC encoding is Q×NFEC bytes.  

The valid values of FEC encoding parameters for the RMC are specified in clause 9.6.3. 

9.4 Interleaver 

The interleaver shall apply block interleaving to each encoded DTU using the following rules. The 
interleaving block shall have a size of Q × NFEC bytes (Q is the number of FEC codewords per DTU, Q = 1 
corresponds to no interleaving). 

Each byte Bk within an interleaving block (input at position k, with index k ranges between zero and  
Q × NFEC – 1) shall be located at the output of the interleaving function at position l given by the equation: 

  l = i × Q + j,  

where: 

 i = k MOD NFEC; and 

 j = floor(k / NFEC). 

Operation of the block interleaver is illustrated in Figure 9-2. 

 

Figure 9-2 – Illustration of the block interleaver (D = Q and N = NFEC) 

9.5 Data frame multiplexer 

In showtime, the data frame multiplexer (data frame MUX) generates data frames by multiplexing an RMC 
frame (see clause 9.6.1) and bytes of the encoded and interleaved DTUs extracted from the DTU buffer 

based on the primitives received from the PMD layer over the  interface (see Table 9-1). 
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Figure 9-3 – Multiplexing of RMC frame and DTUs into data frames 

At every symbol position on which the PMD sets the Tx Data Req primitive, the data frame MUX shall 
generate one data frame and transfer it over the δ interface. The PMD may decide to not set Tx Data Req at 
symbol positions, as explained in clause 9.1.1. At these symbol positions, no data frame shall be generated. 

The content of the data frame depends on the symbol position inside the logical frame. The first symbol 
position of the logical frame shall be indicated by the Tx RMC primitive (RMC symbol position). Afterwards, 
the symbol position index shall be incremented each time the Tx Clock primitive is received until the end of 
the logical frame. 

At the RMC symbol position (symbol index zero), the generated data frame shall be an RMC data frame. 
The RMC data frame shall contain an RMC frame of BRMC bytes followed by BDR bytes extracted from the 
DTU buffer. The total number of bytes in an RMC data frame is BR = (BDR + BRMC). Figure 9-3 shows 
multiplexing of an RMC frame and bytes of DTUs into data frames. The first byte extracted from the DTU 
buffer of the first RMC data frame after transition into showtime shall be the first byte of a DTU (i.e., the 
first byte of the first DTU to be transmitted). 

At data symbol positions with indices other than zero in a logical frame, the generated data frame shall be a 
normal data frame. A normal data frame shall contain BD bytes, extracted from the DTU buffer. The value of 
BD may be different for symbol positions of the normal operation interval (NOI) and symbol positions of the 
discontinuous operation interval (DOI). The value of BD in the NOI is denoted BDN and the value of BD in the 
DOI is denoted BDD. 

The RMC bytes shall be loaded in the order determined by the RMC frame format, defined in clause 9.6.1. 
The DTU bytes shall be loaded into the data frame in the order determined by the DTU format, defined in 
clause 8.3.1. 

If the current normal data frame and all subsequent normal data frames to be generated until the end of 
the logical frame consist only of dummy DTUs or split dummy DTUs, the data frame disabled primitive may 

be set upon transferring a normal data frame over the  interface. The data frame disabled primitive shall 
be set at all symbol positions where quiet symbols or idle symbols have to be transmitted. Therefore, the 
PMS-TC shall guarantee that all DTUs or split DTUs in the data frames mapped to quiet and idle symbols are 
dummy DTUs or fractions thereof. 

Figure 9-4 provides an example of downstream data frame generation during NOI, DOI and during sync 
symbol and shows time alignment between DTUs, RMC frame and corresponding symbols for the case 
where Mds=17, Mus=5, TTRds=6, TAds=3, TIQds=1, B'=6, B=5, and TBUDGETds=12 (see Table 10-1).  

Shown in Figure 9-4 is a full downstream logical frame having frame count k with the mentioned 
configuration parameters. Also shown in Figure 9-4 are the end portion of the previous logical frame with 
count k-1 and the beginning portion of the subsequent logical frame with count k+1. In the computation of 
the byte position NB(k+1), i.e., the count of the first byte of the first DTU in the logical frame k+1, bytes of 
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all DTUs (normal and dummy) transmitted on time positions that align with the TBUDGET symbol positions 
in logical frame k are counted. For the example given in Figure 9-4, the following observations are note: 

– DTU data is transmitted only over data frames that are aligned with the symbols of TBUDGET. The 
number of DTUs transmitted per symbol can be different in NOI and DOI. No DTUs are transmitted 
during the TA interval in the DOI, so a DTU may be split across the TA interval in transitioning from 
NOI into DOI. 

– The logical frame k-1 is shown to have a TBUDGET value that spans to the end of the logical frame. 
This logical frame also contains a sync symbol. The last DTU in logical frame k-1 is a normal DTU 
and is split across the sync symbol position into the next logical frame k; the split portion is 
labelled NB(k). 

– In the logical frame k, there is not enough normal DTUs to fill the TBUDGET; hence, the transition 
into logical frame k+1 contains a split dummy DTU into logical frame k+1; the split part is labelled 
NB(k+1). 

. . .
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Figure 9-4 – Example of downstream data frame generation and time alignment of 
DTUs and RMC frames with symbols 

The time position of the first byte of the first DTU transmitted in a logical frame is communicated in the 
RMC message sent in this same logical frame. The "DTU sync value" field of the RMC message shall indicate 
the number of bytes, NB, remaining of the last split DTU of the previous logical frame. These NB bytes shall 
be transmitted in the part of the DTU following the RMC frame in that logical frame. If the first DTU byte of 
the RMC data frame is the first byte of a new DTU, the value of NB is 0. 

The value of NB(k+1) for the logical frame (k+1) can be derived from NB(k) as follows: 

If the logical frame k does not contain a sync symbol or if the sync symbol is outside the range of symbol 
positions allocated to TBUDGET: 

NB (k + 1) = (NFEC × Q – (NFEC × Q + BDR + (min(TTR, TBUDGET) – 1) × BDN + max(0, TBUDGET – TTR) × BDD – NB 

(k)) mod(NFEC × Q)) mod(NFEC × Q) 

If the logical frame k contains a sync symbol within the range of symbol positions allocated to TBUDGET in 
the NOI: 

NB (k + 1) = (NFEC × Q – (NFEC × Q + BDR + (min(TTR, TBUDGET) – 2) × BDN + max(0, TBUDGET – TTR) × BDD – NB 

(k)) mod(NFEC × Q)) mod(NFEC × Q) 

If the logical frame k contains a sync symbol within the range of symbol positions allocated to TBUDGET in 
the DOI: 

NB (k + 1) = (NFEC × Q – (NFEC × Q + BDR + (min(TTR, TBUDGET) – 1) × BDN + max(0, TBUDGET – TTR − 1) × BDD – 
NB (k)) mod(NFEC × Q)) mod(NFEC × Q) 
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NOTE – In the formulae above: 

TBUDGET determines the index of the last symbol position in the logical frame that may be utilized for transmission of 
a data symbol (as per Note 1 in Table 9-1). In any logical frame, except those containing a sync symbol, the index of 
this symbol position is equal to TBUDGET+TA − 1 if TBUDGET is larger than TTR, otherwise it is equal to TBUDGET − 1. 

The maximum number of symbols containing DTU bytes (RMC symbol and data symbols) in any logical frame that 
does not include a sync symbol is equal to TBUDGET. 

The maximum number of symbols containing DTU bytes (RMC symbol and data symbols) in a logical frame that 
contains a sync symbol is equal to TBUDGET if TBUDGET + TA is less than the total number of symbol positions in a 
logical frame, otherwise it is equal to TBUDGET − 1. 

The settings of the TTR, TA and TBUDGET values for a particular logical frame are independent of a sync symbol being 
present in the logical frame. 

9.6 RMC 

9.6.1 RMC frame format 

The RMC primitives comprise the acknowledgement data and management/control data formatted into an 
RMC frame (see clause 9.6.4). The RMC framer shall format the RMC message into an RMC frame, as 
presented in Figure 9-5. The RMC frame shall include an integer number of bytes. The total size of the RMC 
frame shall be as defined in clause 9.6.3. Padding shall be appended to the end of the last command of the 
RMC message to align with the total size of the RMC frame. The padding bytes shall be all 0016. 

 

Figure 9-5 – RMC frame format 

The first byte of an RMC frame is the first byte of the first command of the RMC message (see Figure 9-7) 
contained in this RMC frame.  

9.6.2 RMC scrambler 

The scrambling algorithm shall be as represented by the equation below and as illustrated in Figure 9-6; the 
output bit of RMC data x(n) at the sample time n shall be: 

  x(n) = m(n)+ x (n – 18) + x (n – 23), 

where m(n) is the input bit of the RMC at sample time n. The arithmetic in this clause shall be performed in 
the Galois Field GF(2). 

 

Figure 9-6 – RMC scrambler 

The scrambler state [x(n – 1) : x(n – 23)], shall be reset to the CNTLF of the logical frame in which the RMC 
frame is transmitted before inputting the first bit of each RMC frame. Bit 0 (LSB) of the CNTLF shall be used 
to initialize the scrambler delay element x (n – 23) and bit 15 (MSB) of the CNTLF shall be used to initialize 
the delay element x(n-8). Delay elements [x(n-1) : x(n-7)] shall be reset to zero. 
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Incoming RMC bytes shall be input to the scrambler LSB first; the LSB of the first byte corresponds to time 
sample n = 1. All KRMC bytes of the RMC frame (RMC message and pad) shall be scrambled. 

9.6.3 RMC encoder 

After scrambling, the RMC shall be protected by a Reed-Solomon FEC code using the same polynomial as 
that used for DTU encoding defined in clause 9.3. However, for the purpose of RMC encoding, parameters 
NFEC, KFEC and RFEC are referred to as NRMC, KRMC and RRMC, and the valid values of these parameters shall be as 
specified in this clause. 

The encoder RS(NRMC, KRMC) shall insert RRMC = 16 redundancy bytes after KRMC data bytes, counting from the 
first byte of the RMC frame. The RMC frame size after FEC encoding shall be NRMC = KRMC+16 bytes. 

The number of data bytes KRMC allocated for an RMC frame shall be set during the initialization 
(see clause 12.3.4.2.5) and shall not be changed during the showtime. The range of valid values for KRMC 
shall be from 32 to 64. 

NOTE – The defined valid combinations of FEC parameters [KRMC, NRMC] provide error detection capability equivalent to 
or higher than a 32-bit CRC. 

9.6.4 RMC message fields 

Each RMC message shall be transmitted over one RMC symbol. 

An RMC message comprises a number of different commands. The size of each command (see Table 9.2 to 
Table 9.9) shall be an integer number of bytes. Different sets of commands may be sent over different RMC 
messages. 

The RMC message format is presented in Figure 9-7. The first byte sent of a particular RMC message shall 
be the first byte of the first command; the last byte sent shall be the last byte of the last command. 

First command 

Second command 

… 

… 

… 

Last command 

Figure 9-7 – RMC message format 

The first command of an RMC message shall be either the downstream RMC command (see Table 9-5) or 
the upstream RMC command (see Table 9-8), depending on the direction of transmission. All subsequent 
commands, transmitted by either the FTU-O or the FTU-R, shall use the same format and field structure as 
shown in Table 9-3, where the first byte is the command header holding a unique command ID. This is 
followed by the command data. 

The RMC command field structure is presented in Table 9-3. 
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Table 9-3 – Structure of an RMC command 

Field name Format Description 

Command header 
(Note) 

1 byte: [b7b6aa aaaa] aaaaaa = command ID. 

The command ID is a unique six bit code that identifies the 
command. See Table 9-4 for a complete list of commands. 

b6 and b7 – Reserved for use by ITU-T 

Command data  See specific commands' descriptions. 

NOTE – Command header is not present for the first command of the RMC message. 

Table 9-4 summarizes the different RMC commands. 

Table 9-4 – RMC commands 

Command name Command ID Description/comments Reference 

Downstream RMC N/A Shall be included as the first 
command in every downstream RMC 
message. 

See Table 9-5 

Upstream RMC N/A Shall be included as the first 
command in every upstream RMC 
message. 

See Table 9-8 

    

Receiver initiated FRA request 0316 May be included in any given RMC 
message. 

Up to two such commands may be 
used within a single RMC message, 
one command per operation interval. 

See Table 9-10  

0416 See Table 9-11 

Reply to FRA request (FRA-R) 0516 Shall be included in response to an 
FRA request. 

Up to two such commands may be 
used within a single RMC message, 
one command per operation interval. 

See Table 9-13  

0616 See Table 9-14 

Reply to SRA request (SRA-R) 0816 Shall be included in response to a 
request for seamless rate adaptation 
(SRA) including a request for bitswap 
or a TIGARESP to indicate the instant 
of parameter modification. 

See Table 9-15 

Reply to RPA request (RPA-R) 0716 Shall be included in response to a RPA 
request  

See Table 9-16 

Upstream DRR reports 1016 Shall be included every NDRR logical 
frames. 

See Table 9-17 

L2 transition indicator 
(L2-TRNS) 

1116 Shall be included in response to a 
LinkState transition confirmation to 
indicate the instant of LinkState 
transition. 

See Table 9-17.1 

Reply to L2TSA request 
(L2TSA-R) 

1216 Shall be included in a response to an 
L2TSA request to indicate the instant 
of parameter modification. 

See Table 9-17.2 

 1316 Allocated for use by Annex X See clause X.6.11 
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Table 9-5 – Downstream RMC command (sent by FTU-O only) 

Field name Format Description 

ACK bit-map Six bytes:  

byte  0: [b7 ... b0] 
byte  1: [b15... b8] 
byte  2: [b23 ... b16] 
byte  3: [b31 ... b24] 
byte  4: [b39 ... b32] 
byte  5: [b47 ... b40] 

ACK bitmap [b47 ...b0], the bit b0 relates to the last 
transmitted DTU(s) in the ACK window (see clause 9.7). 

Any given bit of the ACK bitmap shall be set to one for ACK 
and 0 for NACK. 

ACK group size, RMC ACK, 
upstream flow control and 
indicator bits 

One byte: [e ddd 
aabc] 

aa = ACK group size (Gack), represented as an unsigned 
integer with valid values one, two, three. 

b = acknowledgement of the RMC message; shall be set to 
one for ACK and zero for NACK. 

c = indicates the status of the RX Enable primitive (values 
RXon/RXoff) over the γ reference point (in the upstream 
direction). 

If c=0, upstream transmission is enabled (RXon). 

If c=1, upstream transmission is disabled (RXoff). 

If upstream transmission is disabled or the received RMC 
message is corrupted, the FTU-R shall accept no data 
packets over the γ reference point until the transmission is 
enabled again. 

The FTU-R shall apply the TX Enable primitive associated 
with the received RX Enable status immediately after 
decoding the RMC command. 

ddd = indicator bits, one bit per defect. The bits shall be 
placed according to the following order: [los lom lor]. 

An indicator bit shall be set to zero if the corresponding 
primitive/defect occurs and set to one otherwise (active 
low). 

The bits shall be set to zero if a defect occurs and set to one 
otherwise (active low). 

e = positive acknowledgement on reception of a TIGARESP 
command (TIGARESP-ACK). 

e=1 indicates that a TIGARESP command was received and 
positively acknowledged. 

e=0 indicates that no TIGARESP command was received and 
positively acknowledged. 

The generation and use of this bit is defined in 
clause 13.2.2.1. 

Downstream logical frame 
configuration  

Three bytes Logical frame configuration parameters to be used for the 
current frame or for the following frame, depending on the 
value of MB downstream (see clause 10.7 and Table 12-44). 

The format of frame configuration parameters is defined in 
Table 9-6. 
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Table 9-5 – Downstream RMC command (sent by FTU-O only) 

Field name Format Description 

Upstream logical frame 
configuration request  

Three bytes Request for upstream logical frame configuration 
parameters (see clause 8.1.1 for the definition of its 
implementation). (Note 2) 

The format of Upstream logical frame configuration request 
is defined in Table 9-7. 

Expected transmission time 
(ETT) 

One byte: [000 
aaaaa] 

aaaaa = expected transmission time expressed in symbols 
for the current logical frame, specified as the symbol 
position index of the last data symbol expected to be 
transmitted in the logical frame. The actual transmission 
time shall be less than or equal to the value communicated 
(Note 3). 

DTU sync value (NB) Two bytes:  

byte 0 [s7 ... s0] 
byte  1 [0000 s11... 
s8] 

The value of NB, for the current logical frame (see definition 
of NB in clause 9.5) expressed in bytes: 

The value is coded as a 12 bits unsigned integer [s11 ... s0] 
with s0 the LSB. 

The valid range for the DTU sync value is from 00016 to 
FEF16. 

Current active bit-loading 
table identifier 

One byte: [bbbb 
aaaa] 

Indication for the active bit-loading table to be used in the 
current logical frame, expressed as a value of FCCC  
(see clause 13.3.1.1.3). 

aaaa = Identifier for the active bit-loading table to be used 
over the NOI. 

bbbb = Identifier for the active bit-loading table to be used 
over the DOI (Note 1). See Table 9-10. 

NOTE 1 – If only the NOI is used (i.e., if TTRds ≥ TBUDGETds) for a given logical frame, the identifier corresponding to the DOI shall 
be set to 0000 by the transmitter and ignored by the receiver. 

NOTE 2 – If the FTU-R receives a new upstream logical frame configuration request in the downstream RMC of downstream 
logical frame with CNTLF,ds = N + MSF, the FTU-R shall indicate this new configuration in the RMC starting from upstream logical 
frame with CNTLF,us = N+1 and apply this new configuration in the logical frame with CNTLF,us = N+1 if MB equals to 0 or with 
CNTLF,us = N + 2 if MB equals to 1 (see Figure 10-27). 

NOTE 3 – If RMC is the only symbol expected to be transmitted in a logical frame, the value of ETT shall be set to 000002. 
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Table 9-6 – Format for downstream logical frame parameters 

Field name Format Description 

TTRds One byte: [00 aaaaaa] aaaaaa = TTRds, the number of symbol positions in the NOI of the 
downstream logical frame, coded as an unsigned integer.  

Within the valid range of values from 1 to 32, TTRds ≤ Mds. 

TAds, IDFds One byte: [b00 aaaaa] aaaaa = TAds, the number of quiet symbol positions at the beginning of 
the DOI of the downstream logical frame, coded as an unsigned 
integer.  

Within the valid range of values from 0 to 31, TAds ≤ Mds – TBUDGETds 
(see clause 10.5). If TBUDGETds ≤ TTRds, TAds = 0. 

b = IDFds, idle-data flag indicating the symbol type to be used over the 
downstream NOI.  

b = 0 indicates that the FTU-O may transmit idle or data symbols in 
the NOI. 

b = 1 indicates that the FTU-O shall transmit only data symbols over 
the first min(TTRds, TBUDGETds) symbol positions in the downstream 
logical frame. 

TBUDGETds One byte: [00 aaaaaa] aaaaaa = the value of the parameter TBUDGETds (see clause 10.7), 
coded as an unsigned integer. 

Within the valid range of values from 1 to 32, TBUDGETds ≤ Mds. 

Table 9-7 – Format for upstream logical frame configuration request 

Field name Format Description 

TTRus One byte: [00 aaaaaa] aaaaaa = TTRus, the number of symbol positions in the NOI of the 
upstream logical frame, coded as an unsigned integer.  

Within the valid range of values from 1 to 25, TTRus ≤ Mus. 

TAus, IDFus One byte: [b00 aaaaa] aaaaa = TAus, the number of quiet symbol positions at the beginning of 
the DOI of the upstream logical frame, coded as an unsigned integer. 

Within the valid range of values from 0 to 24, TAus ≤ Mus – TBUDGETus 
(see clause 10.5). If TBUDGETus ≤ TTRus, TAus = 0. 

b = IDFus, idle-data flag indicating the symbol type to be used over the 
upstream NOI.  

b = 0 indicates that the FTU-R may transmit idle or data symbols in the 
NOI. 

b = 1 indicates that the FTU-R shall transmit only data symbols over 
the first min(TTRus, TBUDGETus) symbol positions in the upstream 
logical frame. 

TBUDGETus One byte: [00 aaaaaa] aaaaaa = the value of the parameter TBUDGETus (see clause 10.7), 
coded as an unsigned integer. 

Within the valid range of values from 1 to 25, TBUDGETus ≤ Mus. 
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Table 9-8 – Upstream RMC command (sent by FTU-R only) 

Field name Format Description 

Retransmission ACK bit-
map 

Six bytes  

byte 0: [b7 ... b0] 
byte 1: [b15... b8] 
byte 2: [b23 ... b16] 
byte 3: [b31 ... b24] 
byte 4: [b39 ... b32] 
byte 5: [b47 ... b40] 

ACK bitmap [b47 ...b0], the bit b0 relates to the last 
transmitted DTU(s) in the ACK window (see clause 9.7). 

Any given bit of the ACK bitmap shall be set to 1 for ACK 
and 0 for NACK. 

Retransmission ACK 
group size, RMC ACK, 
TIGA ACK and indicator 
bits 

One byte:  

[dddd aabc] 

aa = ACK group size (Gack) represented as an unsigned 
integer with valid values 1, 2, 3. 

b = acknowledgement of the RMC message; shall be set to 
1 for ACK and 0 for NACK.  

c = positive acknowledgement of reception of an OLR 
request type 3 (TIGA) eoc command (TIGA-ACK). 

c=1 indicates that a transmitter-initiated gain adjustment 
(TIGA) command was received and positively 
acknowledged. 

c=0 indicates that no TIGA command was received and 
positively acknowledged. 

The generation and use of this bit is specified in 
clause 13.2.2.1. 

dddd = indicator bits according to the following order:  
[lpr los lom lor]. 

An indicator bit shall be set to 0 if the corresponding 
primitive/defect occurs and set to 1 otherwise (active 
low). 

Upstream logical frame 
configuration  

Three bytes Configuration parameters to be used for the current 
logical frame or for the following frame, depending on the 
value of MB upstream (see clause 10.7 and Table 12-41) 

The format of logical frame configuration parameters is 
specified in Table 9-9. 

Expected transmission 
time (ETT) 

One byte: [000 aaaaa] aaaaa = expected transmission time expressed in symbols 
for the current logical frame, specified as the symbol 
position index of the last data symbol expected to be 
transmitted in the logical frame. The actual transmission 
time shall be less than or equal to the value 
communicated (Note 1). 

DTU sync value (NB) Two bytes:  

byte  0 [s7 ... s0] 
byte  1 [0000 s11... s8] 

The value of NB, for the current logical frame (see 
definition of NB in clause 9.5) expressed in bytes: 

The value is coded as a 12 bit unsigned integer [s11 ... s0] 
with s0 the LSB. 

The valid range for the DTU sync value is 00016 to FFF16. 
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Table 9-8 – Upstream RMC command (sent by FTU-R only) 

Field name Format Description 

Current active bit-loading 
table identifier 

One byte: [bbbb aaaa] Indication for the active bit-loading table to be used in the 
current logical frame, expressed as a value of FCCC  
(see clause 13.3.1.1.3). 

aaaa = Identifier for the active bit-loading table to be used 
over the NOI. 

bbbb = Identifier for the active bit-loading table to be 
used over the DOI (Note 1). 

Settings associated with 

supported options 

One byte: [aa 000000] Contains settings associated with the supported options 

(Note 2) 

aa = indicator bits for RPF in the following order [dgl ohp] 

(see clause 11.3.3.2).  

An indicator bit shall be set to 0 if the corresponding 

primitive occurs and set to 1 otherwise (active low). 

All other bits are reserved by ITU-T and shall be set to 0. 

NOTE 1 – If only the NOI is used (i.e., if TTRds ≥ TBUDGETds) for a given logical frame, the identifier corresponding to the DOI shall 
be set to 0000 by the transmitter and ignored by the receiver. 

NOTE 2 – This byte shall be present if and only if support of at least one of the options for which settings are conveyed via this 
byte are indicated by both FTUs during initialization (first byte of the field "supported options", see clauses 12.3.4.2.1 and 
12.3.4.2.2). 

Table 9-9 – Format for upstream logical frame parameters 

Field name Format Description 

TTRus One byte: [00 aaaaaa] aaaaaa = TTRus, the number of symbol positions in the NOI of the 
logical frame, coded as an unsigned integer.  

Valid range is from one to 25 inclusive. 

TAus One byte: [000 aaaaa] aaaaa = TAus, the number of quiet symbols at the beginning of the 
DOI of the logical frame, coded as an unsigned integer.  

Valid range is from zero to 24 inclusive. 

TBUDGETus One byte: [00 aaaaaa] aaaaaa = the value of the parameter TBUDGETus (see clause 10.7), 
coded as an unsigned integer. 

Valid range is from one to 25 inclusive. 
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Table 9-10 – Receiver initiated FRA request command for the NOI 
(sent by the FTU-O and FTU-R) 

Field name Format Description 

Command header One byte: [00 
aaaaaa] 

aaaaaa = 0316 

Configuration identifier One byte: [bbbb 
aaaa] 

aaaa = New FRA configuration change count (FCCC), 
identifier for the new active configuration  
(see clause 13.3.1.1.3). 

bbbb = Identifier specifying the baseline bit-loading table 
over which FRA adjustments shall be applied to construct 
the active bit-loading table, expressed as a value of SCCC 
(see clause 13.2.1.1.5). 

FRA adjustment data Five bytes Defines the adjustments to be used to construct a new 
active bit-loading table. The format of the FRA adjustment 
data is defined in Table 9-12. 

NOTE – The FTU shall be capable of handling up to two receiver initiated FRA requests conveyed over a single RMC 
message: one for the NOI and one for the DOI (see Table 9-11). 

Table 9-11 – Receiver initiated FRA request command for the DOI 
(sent by the FTU-O and FTU-R) 

Field name Format Description 

Command header One byte: [00 aaaaaa] aaaaaa = 0416 

Configuration data One byte: [bbbb aaaa] aaaa = New FRA configuration change count (FCCC), 
identifier for the new active configuration 
(see clause 13.3.1.1.3). 

bbbb = Identifier specifying the baseline table over which 
FRA adjustments shall be applied to construct the active 
bit-loading table, expressed as a value of SCCC 
(see clause 13.2.1.1.5). 

FRA adjustment data Five bytes Defines the adjustments to be used to construct a new 
active bit-loading table. The format of the FRA adjustment 
data is defined in Table 9-12. 

NOTE – The FTU shall be capable of handling up to two receiver initiated FRA requests conveyed over a single RMC message: one 
for the DOI and one for the NOI (see Table 9-10). 

  



Transport aspects  2 
 

739 

Table 9-12 – FRA adjustment data 

Field name Format Description 

BLT status One byte: [aa00 0000] Bit-loading adjustment status, see clause 13.3.1.1: 

aa = 00 – no adjustment 

aa = 01 – decrease the bit-loading per sub-band by the 
specified parameter value 

aa = 10 – limit the maximum bit loading by the specified 
parameter value 

aa = 11 – reserved by ITU-T 

SubBand01Params One byte: [bbbb aaaa] aaaa = parameter value to be used for sub-band 0 (Note) 

bbbb = parameter value to be used for sub-band 1 (Note) 

SubBand23Params One byte: [bbbb aaaa] aaaa = parameter value to be used for sub-band 2 (Note) 

bbbb = parameter value to be used for sub-band 3 (Note) 

SubBand45Params One byte: [bbbb aaaa] aaaa = parameter value to be used for sub-band 4 (Note) 

bbbb = parameter value to be used for sub-band 5 (Note) 

SubBand67Params One byte: [bbbb aaaa] aaaa = parameter value to be used for sub-band 6 (Note) 

bbbb = parameter value to be used for sub-band 7 (Note) 

NOTE – The 4-bit SubBandParams fields specify the parameter values to be used for implementing the bit-loading adjustment 
over the various sub-bands as defined by the BLT status field. The valid parameter values are integers in the range between zero 
and 12, inclusive. 

Table 9-13 – Reply to FRA request command for the NOI (sent by the FTU-O and FTU-R) 

Field name Format Description 

Command header One byte: [00 aaaaaa] aaaaaa = 0516 

FRA response data One byte: [bbbb aaaa] aaaa = LFDC (see clause 13.3.1.1.4) to the implementation of 
a new active configuration. (Note 1) 

bbbb = FCCC identifier of the configuration to be applied in 
the logical frame when LFDC reaches the value zero. The 
value of FCCC shall be the one received in the FRA request 
command. 

NOTE – The transmitter reply shall be repeated in subsequent logical frames with a decrementing count of LFDC until the count 
reaches the value zero. 

Table 9-14 – Reply to FRA request command for the DOI (sent by the FTU-O and FTU-R) 

Field name Format Description 

Command header One byte: [00 aaaaaa] aaaaaa = 0616 

FRA response data One byte: [bbbb aaaa] aaaa = LFDC (see clause 13.3.1.1.3) to the implementation of 
a new active configuration. (Note) 

bbbb = FCCC identifier of the configuration to be applied in 
the logical frame when LFDC reaches the value of zero. The 
value of FCCC shall be the one received in the FRA request 
command. 

NOTE – The transmitter reply shall be repeated in subsequent logical frames with a decrementing count of LFDC until the count 
reaches the value zero. 
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Table 9-15 – Reply to SRA request (SRA-R) command (sent by the FTU-O and FTU-R) 

Field name Format Description 

Command header One byte: [00 aaaaaa] aaaaaa = 0816 

SRA response data One byte: [bbbb aaaa] aaaa = SFDC (see clause 13.2.1.1.5) to the implementation of a 
new baseline configuration. (Note 1) 

bbbb = new SCCC as received by the OLR request or special 
values SCCC=1111, 1110 and 1101 (see clause 11.2.2.5) 
(Note 2). 

NOTE 1 – The reply to an SRA request shall be repeated in subsequent superframes with a decrementing superframe down 
count (SFDC) until the count reaches the value zero. 

NOTE 2 – The OLR request command may include updates to both NOI and DOI. However, the associated SRA-R command 
always includes one and only one SCCC value. The SRA-R shall use the following SCCC values: 

SCCC of the NOI if the OLR request related only to the NOI 

SCCC of the DOI if the OLR request related only to the DOI 

SCCC of the NOI if the OLR request related to both NOI and DOI. This SCCC shall be used to acknowledge the update over both 
NOI and DOI. 

Table 9-16 – Reply to RPA request (RPA-R) command 

Field name Format Description 

Command header One byte: [00 aaaaaa] aaaaaa = 0716 

RPA response data One byte: [000b aaaa] aaaa = RPA configuration change count (RCCC) indicated 
in the received OLR command of OLR request type 4 
(see Table 11-9). 

b shall be set to 1 if the RMC parameters requested by 
update RMC parameters command (see Table 11-9) are 
invalid (a reject response), otherwise b shall be set to zero 
(positive acknowledgement) 

NOTE – The command shall be repeated in subsequent logical frames until the superframe count value indicated in the RPA 
request is reached, see clause 13.2.1.3.3. 

Table 9-17 – Upstream dynamic resource report (DRRus) command (sent by the FTU-R only) 

Field name Format Description 

Command header One byte: [00 aaaaaa] aaaaaa = 1016 

Resources metric One to four bytes The resources metric is up to four bytes long and shall be 
conveyed transparently from the γR to the γO reference 
point (see the DRRus.confirm primitive in Table 8-4). Annex 
Y contains the resources metric definition, configuration 
and representation. 

NOTE – A valid DRR configuration has to be set before sending DRRus for the first time, see clause 11.2.2.17. 
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Table 9-17.1 – L2 transition indicator (L2-TRNS) command (sent by the FTU-O only) 

Field name Format Description 

Command header One byte: [00 aaaaaa] aaaaaa = 1116 

L2 transition instant One byte: [0000 aaaa] 

 

aaaa = SFDC (see clause 13.2.1.1.5) to the transition 
into or out of the given L2 link state (Note 1) 

L2 SCCC counts One byte [aaaa bbbb] aaaa = new upstream SCCC count as received in an 
L2.1-Entry-Request eoc command or L2.2 Entry-
Request eoc command 
bbbb = new downstream SCCC count as received in 
an L2.1-Entry-Request eoc command or L2.2 Entry-
Confirm eoc response. 

NOTE 1 – For all L2 link state transitions except L2.2 exit, the L2-TRNS shall be repeated in subsequent superframes with a 
decrementing value of SFDC, until SFDC reaches the value 0. For L2.2 exit, the L2-TRNS shall be repeated in subsequent active 
superframes (see clause 13.4.2.1) with a decrementing value of SFDC, until SFDC reaches the value 0. 

Table 9-17.2 – Reply to L2TSA request (L2TSA-R) command (sent by the FTU-O) 

Field name Format Description 

Command header One byte: [00 aaaaaa] aaaaaa = 1216 

L2TSA response data One byte: [bbbb aaaa] 

 

aaaa = SFDC (see clause 13.2.1.4.3) to the 
implementation of a new RMC transmission 
schedule. (Note 1) 

bbbb = new L2CCC as received by the L2TSA 
request (see clause 11.2.2.5). 

NOTE 1 – The transmitter reply shall be repeated in subsequent superframes with a decrementing count until the count reaches 
the value 0. 

9.7 Acknowledgement 

The acknowledgement (ACK) shall be specified per ACK window. The ACK windows shall follow one another 
with no gaps and their duration shall be equal to the duration of one TDD-frame. 

The time position of the ACK window shall be shifted by "ACK window shift" symbol periods (counting 
including the quiet symbol periods falling outside of the Mds and Mus symbol periods), relative to the end of 
the last symbol position in the TDD frame in the same direction as the transmission to be acknowledged, as 
shown in Figure 9-8 for downstream acknowledgment and Figure 9-9 for upstream acknowledgment. This 
means that the ACK window shift for the downstream direction is specified relative to the end of the last 
valid symbol position in the downstream direction just before the upstream RMC symbol carrying the 
acknowledgements of this downstream ACK window. For the upstream direction, the ACK window shift is 
specified relative to the end of the last valid symbol position in the upstream direction just before the 
downstream RMC symbol carrying the acknowledgements of this upstream ACK window.  

Figure 9-8 shows an example for acknowledging downstream transmissions where the downstream ACK 
window shift equals two symbol periods (Figure 9-8a) and seven symbol periods (Figure 9-8b).  

Figure 9-9 shows an example for acknowledging upstream transmissions where the upstream ACK window 
shift equals one symbol period (Figure 9-9a) and ten symbol periods (Figure 9-9b).  

The valid range for ACK window shift is any integer number of symbols from 0 to 20, independent of the 
TDD frame length, subject to additional constraints (e.g., see clause 10.5.1).  

NOTE – The allowed ACK window shift value for a particular direction is limited by the maximum value for Tack (see 
clause 9.8.1). For the selected RMC symbol offsets DRMCus, DRMCds the ACK window shift values within the valid range 
also comply with the following conditions: 
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 DS_ACK_WINDOW_SHIFT × Tsymb + Tg1' + DRMCus × Tsymb ≤ Tack_max_R 

 US_ACK_WINDOW_SHIFT × Tsymb + Tg1 + DRMCds × Tsymb ≤ Tack_max_O 

The ACK window shift may be different for the downstream and upstream directions. The ACK window shift 
parameter is selected by the receiver and communicated to the peer transmitter during the initialization in 
O-PMS and R-PMS message, respectively. 

 

Figure 9-8 – Example acknowledging downstream DTUs, U-R reference point 

 

Figure 9-9 – Example acknowledging upstream DTUs, U-O reference point 

The ACK field of the RMC message shall include acknowledgements for the received DTUs in the form of a 
bitmap and an acknowledgement for the RMC frame. Each bit in the ACK bitmap relates to a DTU or group 
of consecutive DTUs contained in the received data frames within the associated ACK window. The bitmap 
shall include DTU acknowledgements starting with the first DTU ending within the ACK window and ending 
with the last full DTU ending within the same ACK window. The ACK bitmap with no grouping shall 
incorporate acknowledgements to all DTUs received in the ACK window. Bits of the ACK bitmap that relate 
to DTUs that were not transmitted shall be set to "0". In case of grouping, the value of the ACK bits for 
groups shall be determined only based on the received DTUs. 

The ACK bitmap field size shall be 48 bits. The ACK bitmap shall be ordered according to the order of the 
transmitted DTUs, where the acknowledgement to the last transmitted DTU in the ACK window shall be 
represented by the LSB of the ACK bitmap field.  
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The encoding of the ACK bitmap shall be as shown in Table 9-5 (downstream) and Table 9-8 (upstream) 
where each bit in the bit map has the following meaning: 

– "0" means NACK; 

– "1" means ACK. 

ACK grouping shall only be used if the number of DTUs per ACK window exceeds the size of the ACK bitmap 
field. Each ACK group represents a number of consecutive DTUs. The number of DTUs per ACK group for a 
given ACK is an ACK group size and shall be communicated together with the ACK bitmap and may vary 
from one RMC message to the next. The valid ACK group size, Gack, is an integer in the range from one to 
three DTUs. 

In the case of ACK grouping, each bit of the ACK bitmap carries the acknowledgement of all DTUs in the ACK 
group and shall be set to 0 if at least one DTU in the group has to be NACKed. The first ACK group coded in 
the LSB of the ACK bit map shall contain the acknowledgements for the Gack last transmitted DTUs. 
Subsequent groups shall be constructed by taking the acknowledgements for the previous Gack transmitted 
DTUs. The last ACK group in the ACK message may hold acknowledgements for a smaller number of DTUs.  

The upstream and downstream RMC commands shall also include an acknowledgement for the reception 
of the RMC message associated with the same ACK window. The RMC acknowledgement bit shall be 
encoded as shown in Table 9-5 (downstream) and Table 9-8 (upstream) where each bit in the bit map has 
the following meaning: 

– "0" means NACK; 

– "1" means ACK. 

Error detection for the received RMC message is accomplished by using redundancy bytes of the RMC 
codeword (see clause 9.6.3). 

9.8 Retransmission function 

All DTUs marked as normal DTUs (see clause 8.2.1.3) that are NACKed or not acknowledged (due to loss of 
the corresponding RMC message) shall be assigned for retransmission. Dummy DTUs shall not be 
retransmitted. 

The DTUs assigned for retransmission and the new incoming DTUs shall be scheduled for transmission in 
such a way that the number of DTUs, completely mapped on data symbols and RMC symbols sent between 
the end of transmission of a given DTU and the start of its subsequent retransmission, does not exceed Qtx 

DTUs. The value of Qtx is defined as the maximum number of DTUs that can be transmitted between the 
end of the first DTU associated with the ACK window (i.e., the oldest DTU of the ACK window) and the start 
of the last opportunity of this DTU retransmission associated with the given value of Tret defined in clause 
9.8.1 (see Figure 9-9.1). 

NOTE – An upper limit on Qtx is the maximum number of DTUs that can be transmitted fully or partially in the relevant 
direction within a time period of Tqtx_max seconds starting from the beginning of the first (earliest in time) symbol 
position within the ACK window up until the end of the last symbol position in the Tret window. 

𝑇𝑞𝑡𝑥_𝑚𝑎𝑥_𝑑𝑠 =  (⌈
𝑇𝑎𝑐𝑘_max _𝑅

𝑇𝑠𝑦𝑚𝑏

⌉ + ⌈
𝑇𝑟𝑒𝑡_max _𝑂

𝑇𝑠𝑦𝑚𝑏

⌉ + 2 + 𝑀𝐹) ∗ 𝑇𝑠𝑦𝑚𝑏  

𝑇𝑞𝑡𝑥_𝑚𝑎𝑥_𝑢𝑠 =  (⌈
𝑇𝑎𝑐𝑘_max _𝑂

𝑇𝑠𝑦𝑚𝑏

⌉ + ⌈
𝑇𝑟𝑒𝑡_max _𝑅

𝑇𝑠𝑦𝑚𝑏

⌉ + 2 + 𝑀𝐹) ∗ 𝑇𝑠𝑦𝑚𝑏  
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Figure 9-9.1 – Illustration of definition of Qtx 

Both the transmitter and the receiver shall discard aged DTUs. The age of the DTU shall be computed in 
symbol periods, as the difference between the symbol count at which the symbol carrying the first bit of 
the DTU appears at the U-interface and the TS value of this DTU. 

A transmitter shall discard a DTU assigned for retransmission if the age of the DTU is older than delay_max 
expressed in symbols (delay_max × fDMT). Accordingly, the receiver shall discard a received DTU if the age of 
this DTU is older than delay_max expressed in symbol periods. 

9.8.1 Acknowledgement and retransmission latency requirements 

The FTU shall be able to decode a received DTU and shall respond with an ACK message within Tack µsec. 
Tack shall be measured at the U reference point from the time the last symbol of the ACK window has ended 
at the receiver port until the beginning of the RMC symbol carrying the acknowledgement for that ACK 
window at the transmitter port. The value of Tack shall not exceed 400 µsec for the FTU-O (denoted 
Tack_max_O) and shall not exceed 300 µs for the FTU-R (denoted Tack_max_R). 

The FTU shall be able to decode an ACK message and respond with retransmission of the relevant DTUs 
within Tret µs. Tret shall be measured at the U reference point from the time the RMC symbol (carrying the 
acknowledgement information) has ended at the receiver port until the symbol carrying the first bit of the 
retransmitted DTU associated with this acknowledgement information has started over the transmitter 
port. The value of Tret shall be smaller than 400 µsec for the FTU-O (denoted Tret_max_O) and smaller than 300 
µsec for the FTU-R (denoted Tret_max_R). 

Figure 9-10 presents the definition of Tack and Tret. It relates to retransmission in the downstream data 
direction. The same definitions apply to the upstream direction. 
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Figure 9-10 – Definition of Tack and Tret 
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NOTE 1 – Tack for the downstream direction is measured at the U-R reference point. Tack for the upstream direction is 
measured at the U-O reference point. Tret for the downstream direction (retransmission of downstream DTUs) is 
measured at the U-O reference point. Tret for the upstream direction (retransmission of upstream DTUs) is measured 
at the U-R reference point. 

NOTE 2 – The above figure shows a simplified representation as the propagation delay is ignored. 

9.8.2 Retransmission control parameters 

This clause specifies the primary and derived control parameters to support the retransmission function, 
along with the valid and mandatory configurations of these parameters. 

9.8.2.1 Primary parameters  

The primary control parameters for retransmission are defined in Table 9-18. 

Table 9-18 – Control parameters  

Parameter Definition 

NDR_max Maximum allowed value for NDR in kbit/s (see clause 11.4.2.2). 

ETR_min Minimum allowed value for ETR in kbit/s (see clause 11.4.2.1). 

INP_min_shine Minimum impulse noise protection (INP) against a single high impulse noise event (SHINE) in 
symbol periods (see clauses 9.8.3.3 and 11.4.2.4).  

SHINEratio The loss of NDR expressed as a fraction of NDR (see Table 9-21) due to a SHINE impulse noise 
environment expected by the operator to occur at a probability acceptable for the services 
(see clause 11.4.2.5). 

INP_min_rein Minimum impulse protection against repetitive electrical impulse noise (REIN) in symbol 
periods (see clauses 9.8.3.3 and 11.4.2.6). 

iat_rein_flag Configuration flag indicating the inter-arrival time of REIN. The flag shall be set to 0, 1, 2 or 3 
if the inter-arrival time is derived from REIN at 100 Hz, 120 Hz, 300 Hz or 360 Hz, respectively 
(see clauses 9.8.3.3 and 11.4.2.7). (Notes 1, 2) 

delay_max Maximum delay in increments of 0.25 ms (see clauses 9.8 and 11.4.2.3). 

RTX_TESTMODE A management primitive initiating the PMS-TC test mode for accelerated testing of MTBE 
(see clause 9.8.3.1.2). 

rnratio_min The minimum allowed ratio RFEC/NFEC of FEC code parameters (see clause 11.4.2.8). (Note 3) 

NOTE 1 – This parameter is not relevant if the INP_min_rein is set to 0. 

NOTE 2 – The REIN periodicity is derived from the assumption of 2 or 6 equally spaced impulses per AC cycle of 50 Hz or 60 Hz. 
Consideration of cases where the impulses are not equally spaced is for further study. 

NOTE 3 – This parameter applies to data path only; the valid range for RFEC/NFEC of the RMC encoder is from 0.25 to 0.5. 

9.8.2.2 Valid configurations 

A valid configuration shall consist of the configuration of each control parameter with one of their valid 
values specified in Table 9-19. 
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Table 9-19 – Valid configurations 

Parameter Capability 

NDR_max The valid values are all multiples of 96 kbit/s from ETR_min + 96 kbit/s to (216-1) × 96 kbit/s. 

ETR_min The valid values are all multiples of 96 kbit/s from 0 kbit/s to (216-1) × 96 kbit/s (Note). 

INP_min_shine The valid values are all integers from 0 to 520. 

SHINEratio The valid values are all multiples of 0.001 from 0 to 0.1. 

INP_min_rein The valid values are all integers from 0 to 63. 

iat_rein_flag The valid values are 0, 1,2 and3. 

delay_max The valid values are all multiples of 0.25 ms from 1 to 16 ms. 

rnratio_min The valid values are all multiples of 1/32 from zero to 8/32 that also satisfy the constraints 
of clause 9.3. 

NOTE – Valid range of ETR_min includes values that are less than the minimum value of L2.1_ETR_min (see clause 13.4.1.5.1). 

9.8.2.3 Mandatory configurations 

The mandatory configurations to support are a subset of the valid configurations. They shall consist of the 
configuration of each control parameter with one of their mandatory values specified in the Table 9-20. 

Table 9-20 – Mandatory configurations 

Parameter Capability 

NDR_max All valid values shall be supported. 

ETR_min All valid values shall be supported. 

INP_min_shine All valid values shall be supported. 

SHINEratio All valid values shall be supported. 

INP_min_rein All valid values shall be supported. 

iat_rein_flag All valid values shall be supported. 

delay_max All valid values shall be supported. 

rnratio_min All valid values shall be supported. 

9.8.2.4 Derived parameters 

Derived framing parameters: parameters that can be computed using the primary parameters as input. The 
derived parameters can be used to verify data rates or to identify additional constraints on the validity of 
the primary parameters. The derived parameters assume full utilization of the logical frame (i.e., no idle or 
quiet symbols, and all symbol positions configured for the NOI). 
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Table 9-21 – Derived framing parameters 

Parameter Definition 

fDMT Symbol rate of transmission expressed in Hz as specified in clause 10.4.4 (same for 
upstream and downstream). 

DS

Df  The downstream data symbol rate: 
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where: 

1 = overhead due to one RMC symbol per TDD frame 

1/MSF = overhead due to one sync symbol per superframe 

MF = number of symbol periods per TDD frame 

US

Df  The upstream data symbol rate: 





















F

SF

us

DMT

US

D
M

M
M

ff

1
1

 

RMCf  
The RMC symbol rate: 
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Beoc The maximum number of eoc bytes per direction per logical frame period 

 

𝐵𝑒𝑜𝑐 = min {𝐵𝑒𝑜𝑐−𝑚𝑎𝑥 , 𝑐𝑒𝑖𝑙𝑖𝑛𝑔 (

6×𝑁𝐷𝑆𝑐𝑎𝑟𝑟𝑖𝑒𝑟
𝑀𝑆𝐹

+125000×
𝑀𝐹

𝑓𝐷𝑀𝑇

1−𝑅𝑇𝑥𝑂𝐻
)} (Note 3) 

DPR DTU payload rate: 

DRD DPRDPRDPR   

DPRD DTU payload rate part corresponding to data symbols: 

 (Note 1) 

DPReoc The maximum DTU payload rate corresponding to eoc:  

DPReoc = ( 8 x Beoc ) / (MF / fDMT )  

DPRDR DTU payload rate part corresponding to the data portion of the RMC symbol: 

 OHDTUframing
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K
fBDPR
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DTUframingOH The relative overhead due to DTU framing: 

FECKQ
OHDTUframing




7  

NDR The net data rate (for each direction): 

kbit/s 1000 DPRNDR  (Note 2) 
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Table 9-21 – Derived framing parameters 

Parameter Definition 

ANDR The aggregate net data rate: 
USDS NDRNDRANDR   

RTxOH The retransmission overhead needed to protect against the worst-case impulse noise 
environment as configured in the DPU-MIB and stationary noise. 

OHSTATOHSHINEOHREINRTxOH ___   

with 

If INP_min_rein > 0:  
1

)1min__(_






















REIN

DMT

f

f
floorreinINPOHREIN   

with fREIN, the repetition frequency of REIN in kHz.  

If INP_min_rein=0 then REIN_OH=0 

SHINEratioOHSHINE _  

410_ OHSTAT  

where STAT_OH is the statistical overhead due to retransmission 

ETR The expected throughput in kbit/s: 

ETR = NDRRTxOH  )1(  

ETR_min_eoc (Note 
4) 

The minimum expected throughput including the eoc rate: 

ETR_min_eoc=ETR_min + (1-RTxOH)x(DPReoc – 1000 kbit/s) 

NOTE 1 – fD is either US

Df  for upstream or DS

Df  for downstream. 

NOTE 2 – This 1000 kbit/s is a reference value for the eoc overhead channel rate for the purpose of this calculation. 

NOTE 3 – The value of Beoc-max is the maximum number of eoc bytes per logical frame defined in Table 6-1 and Table X.1, and 
𝑁𝐷𝑆𝑐𝑎𝑟𝑟𝑖𝑒𝑟 is the total number of subcarriers in the downstream MEDLEY set.  

NOTE 4 – The ETR_min_eoc is calculated by the FTU as the value of the ETR_min control parameter, increased by the expected 
throughput corresponding to the maximum eoc data rate allowed for the profile. 

9.8.3 Performance related parameters 

9.8.3.1 Definition of mean time between error events (MTBE) 

Mean time between error events (MTBE) is the average number of seconds between two error events. An 
error event is defined as a block of one or more consecutive uncorrected DTUs. The MTBE is referenced to 

the output of the PMS-TC function after retransmission (i.e., the  reference point at the receiver side). 

If each error event consists of a single corrupted DTU (which is typical for stationary noise environment), 
MTBE can be calculated as: 

 𝑀𝑇𝐵𝐸 = (
𝑀𝑒𝑎𝑠𝑢𝑟𝑒𝑚𝑒𝑛𝑡_𝑇𝑖𝑚𝑒

𝑁𝑢𝑚𝑏𝑒𝑟_𝑜𝑓_𝑢𝑛𝑐𝑜𝑟𝑟𝑒𝑐𝑡𝑒𝑑_𝐷𝑇𝑈𝑠
) 

where:  

 MTBE is expressed in seconds. 

 Measurement_Time is expressed in seconds. 

 Number_of_uncorrected DTUs is the number of rtx-uc anomalies (see clause 11.3.1.1) over the 
measurement time. 

9.8.3.1.1 Definition of MTBE_min 

The minimum MTBE (MTBE_min) is defined as 14 400 seconds. 
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NOTE – This value is taken from [b-BBF TR-126], corresponding to high definition television (HDTV) quality, 

quantified as an average of one error event in four hours. 

9.8.3.1.2 Accelerated testing of MTBE 

In order to facilitate testing, a special test mode is defined. This test mode shall be selected by enabling 
RTX_TESTMODE for the PMS-TC (see Table 9-18) at the transmitter and receiver, and enabling 
TPS_TESTMODE for the TPS-TC (see clause 8.1.3) at the transmitter. The remote FTU shall be forced into 
this test mode by sending a diagnostic command through the eoc (see clause 11.2.2.6). 

When RTX_TESTMODE is enabled, retransmissions shall not be requested by the receiver (i.e., all DTUs shall 
be ACKed and all uncorrected DTUs shall be discarded) nor sent autonomously by the transmitter. In this 
mode, the receiver shall count uncorrected DTUs as during the normal operation. 

NOTE 1 – This test provides valid results only if performed in the presence of stationary noise only.  

The remote side shall enter the test mode upon eoc request (see Table 11-21 and clause 11.2.2.6.3). 

NOTE 2 – In this test mode, the DRA function is configured in the DRA test mode. In the DRA test mode, the DRA sets 
TTR = M and TBUDGET to the maximum value allowed within the bounds set by the ME and PCE, for upstream and 
downstream. 

PDTU is defined as the probability that a DTU is corrupted, i.e., a DTU is not received correctly in a single 
transmission. In this test mode, it can be calculated for downstream and upstream separately from the DTU 
counters as: 

𝑃𝐷𝑇𝑈 = (
𝑁𝑢𝑚𝑏𝑒𝑟_𝑜𝑓_𝑢𝑛𝑐𝑜𝑟𝑟𝑒𝑐𝑡𝑒𝑑_𝐷𝑇𝑈𝑠

𝑀𝑒𝑎𝑠𝑢𝑟𝑒𝑚𝑒𝑛𝑡_𝑇𝑖𝑚𝑒 / 𝑇𝐷𝑇𝑈
) 

where:  

 Measurement_Time is expressed in seconds.  

 TDTU  is the time duration of a DTU expressed in seconds. 

 Number_of_uncorrected DTUs is the number of rtx-uc anomalies (see clause 11.3.1.1) over the 
measurement time. 

In this accelerated test, the requirement for PDTU is:  

  

  2
1

__

3103333.8
DMTinDTU

DMT

T
f

P
DTU







 

where fDMT is the symbol rate in Hz (see clause 10.4.4) and TDTU_in_DMT is the average duration of a DTU 
expressed in symbol periods, which shall be computed as the average value of (NDTU+Q×RFEC)/BD during the 
measurement period (see clause 8.2). 

NOTE 1 – Appendix III provides the calculations motivating this requirement. 

NOTE 2 – The value of TDTU_in_DMT for downstream and upstream, and the value of fDMT are reported in the DPU-MIB. 

9.8.3.2 Definition of signal-to-noise ratio margin (SNRM) 

The SNRM is equal to 1 dB plus the maximum increase (scalar gain, in dB) of the reference noise PSD (at all 
relevant frequencies and assuming only stationary noise is applied at the U reference point), for which the 
MTBE of the TPS-TC stream (see Figure 8-3) is not lower than the minimum MTBE (MTBE_min, see 
clause 10.3) specified for this TPS-TC stream, assuming only one retransmission of each DTU is allowed, 
without any change of PMD parameters (e.g., bits and gains) and PMS-TC parameters (e.g., FEC 
parameters) and with error-free throughput (EFTR) (see clause 11.2.2) ≥ ETR. 

NOTE 1 – At 1 dB signal-to-noise ratio margin (SNRM) working point, the transceiver operates at MTBE equal to or 
better than the MTBE_min. 

NOTE 2 – During testing of the SNRM, only stationary noise is applied to the U-O or U-R reference point (i.e., no 
impulse noise is present), and delay_max is configured to correspond to allowing only one retransmission of each 
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DTU, and the TPS-TC is configured with TPS_TESTMODE enabled (see Table 8-8), and the DRA is configured in the DRA 
test mode. 

The definition of the reference noise PSD depends on the control parameter SNRM_MODE. 

In this edition of the Recommendation, only SNRM_MODE=1 (see clause 9.8.3.2.2) is defined. Other values 
are for further study. 

9.8.3.2.1 Accelerated testing of SNRM 

The accelerated testing method for MTBE can be used for accelerated testing of SNRM 
(see clause 9.8.3.1.2). 

9.8.3.2.2 SNRM_MODE = 1 

SNRM_MODE = 1 is a mandatory capability for both FTUs. 

The reference noise PSD equals the received current-condition noise PSD at the U interface measured by 
the near-end transceiver. 

NOTE 1 – This noise PSD is equal to the PSD of the noise measured by the near-end transceiver at the constellation 
decoder or other relevant internal reference point when the only noise source is the external stationary noise applied 
to the U interface and no internal noise sources are present. 

NOTE 2 – Mathematically, this can be illustrated by: 

 Received_External_Noise_PSD = | HRXfilter(f) |2  Noise_PSD_at_U_interface, with |HRXfilter(f)|2 the 
transfer function from U-interface to the above-mentioned internal reference point. 

9.8.3.3 Impulse noise protection 

The receiver shall guarantee protection (i.e., errored DTUs are successfully recovered by the retransmission 
function resulting in no errors at higher layers, regardless of the number of errors within the DMT symbol 
periods) against the worst-case impulse noise environment defined by the associated DPU-MIB parameters. 

These DPU-MIB parameters are: 

• INP_min_shine: Minimum impulse noise protection against SHINE impulses, expressed in symbol 

periods at the  reference point. 

• INP_min_rein: Minimum impulse noise protection against REIN impulses, expressed in symbol 

periods at the  reference point. 

• fREIN: the repetition frequency of REIN expressed in kHz. Only four values (100, 120, 300 and 360 
Hz) are possible (see clause 11.4.2.7) and configured through iat_rein_flag. 

A worst-case impulse noise environment assumes that: 

• Every impulse causes retransmission of all DTUs that overlap with the impulse. 

• Every impulse is maximum length (either INP_min_shine or INP_min_rein symbol periods 
depending on the type of impulse). 

• SHINE impulses have large inter-arrival times such that can be treated as independent. 

• The inter-arrival time between a SHINE and REIN impulses is random. Therefore, REIN and SHINE 
are treated independently.  

• The simultaneous presence of a stationary noise level at the MTBE reference SNRM (i.e., SNRM= 1 
dB). 

The mandatory values of INP_min_shine are from 0 to 520 symbol periods.  

NOTE – This range is equivalent to 0 to approximately 10 ms SHINE impulse length. 

The mandatory values of INP_min_rein are from 0 to 63 symbol periods.  

Initialization shall be aborted if a receiver cannot guarantee the required impulse noise protection within 
the latency bounds defined by the control parameter delay_max. 
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Indication shall be given in the DPU-MIB parameter "initialization success/failure cause" of a failure cause 
"configuration error". 

9.8.3.4 Definition of signal-to-noise ratio margin for RMC (SNRM_RMC) 

The SNRM_RMC is the maximum increase (scalar gain, in dB) of the reference noise PSD (at all relevant 
frequencies and assuming only stationary noise is applied at the U-reference point), for which the expected 
bit error ratio (BER) of the RMC channel does not exceed 10-7, without any change of PMD parameters (e.g., 
RMC tone set, bits and gains) and PMS-TC parameters (e.g., FEC parameters). The expected BER is 
referenced to all bits of the RMC messages at the output of the RMC channel (see Figure 9-1), assuming 
that messages received in error are not discarded. 

10 Physical media dependent (PMD) function 

10.1 PMD functional reference model 

Figure 10-1 provides an overview of a functional reference model of the PMD at the FTU-O. The bits for 

transmission on the subscriber line are received across the  interface from the PMS-TC in the format of 
data frames; similarly, the data bits received from the data symbol decoder of the PMD are also transferred 

to the PMS-TC across the  interface in the same format. The content of a single data frame is loaded onto 
one symbol. 

Two types of data frames are exchanged via  interface: a normal data frame, carrying bits of DTU(s) only 
and an RMC data frame, carrying both RMC bits and bits of DTU(s). The bits of RMC and DTU(s) are 
multiplexed in the RMC frame as defined in clause 9.5. For each logical frame, only one RMC data frame is 
allowed. All other data frames are normal data frames. The number of bits in an RMC data frame and in a 
normal data frame may be different. 

The data symbol encoder (see clause 10.2) divides the incoming data frame into groups of bits, where each 
group is assigned to modulate a specific subcarrier of the DMT signal. Each group is further encoded by the 
trellis encoder and mapped to a point in a signal constellation. Similarly, bits of the initialization symbols, 
sync symbols or pilot symbols, whichever need to be transmitted, are encoded and mapped onto a 
corresponding point in the signal constellation. The RMC symbols and data symbols have different bit 
loading and trellis encoding rules, which are defined in clause 10.2. The data symbol encoder applies these 
rules accordingly. 

Constellation points of the transmitted symbol, Zi, are further precoded (per subcarrier) by combining with 
constellation points of symbols transmitted over other (n-1) lines of the vectored group (see clause 10.3) 
submitted via the ε(k,n) interface (where k is the index of the line in the vectored group). Precoding 
coefficients are provided by the VCE via ε-c interface (see Figure 10-16). 

The set of precoded constellation points modulates the subcarriers of the symbol using an inverse discrete 
Fourier transform (IDFT) as defined in clause 10.4. After the IDFT, cyclic extension and windowing, the 
symbol is sent to the transmission medium (line) over the U-O interface at the time in the TDD frame 
assigned for downstream transmission (controlled by the TDD switch). 



2 Transport aspects   
 

752 

 

Figure 10-1 – PMD functional reference model 

In the receive direction, the incoming signal from the line (U-O interface) during the time of reception 
(controlled by the TDD switch) is demodulated. The recovered constellation points of the received symbol 
are post-cancelled, to mitigate FEXT accumulated in the line, and decoded to recover the data frame, which 

is then passed to the PMS-TC via the  interface. The post-canceller uses demodulated symbols received 
from all other lines of the vectored group that are submitted via the η(k,n) interface; post-canceller 
coefficients are provided by the VCE via η-c interface. The ε(k,n), η(k,n), ε-c and η-c are vendor 
discretionary interfaces (see clause 10.3). 

The functional reference model of the FTU-R is the same as that of the FTU-O, except it does not include a 
precoder (Zi' = Zi) and post-canceller; the signal constellation points obtained from the symbol encoder are 
directly passed to the modulator. Similarly, in the receive direction, the demodulated constellation points 
are passed to the data symbol decoder. 

10.1.1 U interface 

The U reference point describes both a physical and a logical interface of the data plane between the PMD 
and the transmission medium (twisted wire-pair). The data at the U reference point in both transmit and 
receive directions is a stream of symbols organized into TDD frames, as defined in clause 10.5. The TDD 
frame format provides time separation between upstream and downstream transmission, so symbols are 
never transmitted and received simultaneously. Groups of subsequent TDD frames form superframes; each 
superframe carries a sync symbol used for TDD frame synchronization and channel estimation. Each symbol 
is a time-domain object generated using inversed Fourier transformation, as defined in clause 10.4.3. 
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Symbols are cyclically extended and transmitted onto the medium with an overlap, as defined in clause 
10.4.4. 

The electrical characteristics at the U interface are defined in clauses 7.3 to 7.6 and clause 14, and include 
total aggregate wideband power; in-band and out-of-band transmit PSD, longitudinal balance and 
termination impedance.  

10.1.2 PMD_MGMT interface 

The PMD_MGMT reference point describes a logical interface between the PMD and the FME, see Figure 
10-1. The interface is defined by a set of control and management parameters (primitives). These 
parameters are divided into two groups: 

– parameters generated by the FME and applied to the PMD; 

– parameters retrieved by the PMD from the received signal and submitted to the PMD ME. 

The summary of the PMD_MGMT primitives is presented in Table 10-1. 

Table 10-1 – Summary of the PMD_MGMT primitives 

Primitive Direction Description Reference 

TDD frame and superframe (fixed in showtime)  

MF FME → PMD The number of symbol periods in a TDD frame.  Clause 10.5 

Mds 
FME → PMD The number of downstream symbol positions in a 

TDD frame.  
Clause 10.5 

Mus 
FME → PMD The number of upstream symbol positions in a 

TDD frame. 
Clause 10.5 

MSF FME → PMD The number of TDD frames in a superframe. Clause 10.6 

DRMCds FME → PMD The downstream RMC symbol offset, in symbols.  Clause 10.5.1 

DRMCus FME → PMD The upstream RMC symbol offset, in symbols. Clause 10.5.1 

MNDSNOI 
FME → PMD Minimum number of data symbols in transmit 

direction per logical frame. (Note) 
Clause 12.3.4.2 

TDD frame and superframe (dynamic in showtime)  

CNTSF FME → PMD Superframe count. Clause 10.6 

CNTLF FME → PMD Logical frame count. Clause 10.5.1 

TTRds 
FME → PMD Number of symbol positions in the. downstream 

NOI 
Clause 10.7 and 
Table 8-3 

TTRus 
FME → PMD 

Number of symbol positions in the upstream NOI. 
Clause 10.7 and 
Table 8-3 

TAds 
FME → PMD Number of quiet symbol positions inserted at the 

beginning of the downstream DOI. 
Clause 10.7 and 
Table 8-3 

TAus 
FME → PMD Number of quiet symbol positions inserted at the 

beginning of the upstream DOI. 
Clause 10.7 and 
Table 8-3 

TBUDGETds 
FME → PMD Transmission opportunity in the downstream 

direction. 
Clause 10.7 and 
Table 8-3 

TBUDGETus 
FME → PMD Transmission opportunity in the upstream 

direction. 
Clause 10.7 and 
Table 8-3 

TIQ 
FME → PMD Idle/Quiet selector for the DOI in the downstream 

direction. 
Clause 10.7 and 
Table 8-3 
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Table 10-1 – Summary of the PMD_MGMT primitives 

Primitive Direction Description Reference 

N 

FME → PMD IDFT size 

Determined during the ITU-T G.994.1 phase by the 
selected profile. 

Clause 10.4.3 

Lcp 
FME → PMD Cyclic extension, samples  

Determined during the ITU-T G.994.1 phase. 
Clause 10.4.4 

β 

FME → PMD Window, samples 

Determined during the channel discovery phase. 
(Note) 

Clause 10.4.4 

SUPPORTED 
CARRIERS set 

FME → PMD List of the subcarriers in the SUPPORTEDCARRIERS 
set. (Note) 

Clause 3.2.36 

MEDLEYset FME → PMD List of the subcarriers in the MEDLEY set. (Note) Clause 3.2.19 

t 
FME → PMD Tone ordering table for subcarriers in the MEDLEY 

set (RMC and data subcarriers). (Note) 
Clause 10.2.1 

tss 
FME → PMD Frequency-domain transmit spectrum shaping 

(Note) 
Clause 10.2.1.5.3 

Symbol (dynamic in showtime) 

LD 
FME → PMD Number of data bits modulated over a data 

symbol. (Note) 
Clause 10.2.1 

LR 
FME → PMD Total number of RMC and data bits modulated 

over an RMC symbol. (Note) 
Clause 10.2.1 

LRMC 
FME → PMD Number of RMC bits modulated over an RMC 

symbol. (Note) 
Clause 10.2.1 

b 
FME → PMD Bit allocation table (data subcarriers in NOI and 

DOI). (Note) 
Clause 10.2.1 

g 
FME → PMD Gain table for subcarriers in the MEDLEYset. 

(Note) 
Clause 10.2.1 

RTS FME → PMD List of the subcarriers in the RMC tone set. (Note) Clause 10.2.1 

br 
FME → PMD Bit allocation table for subcarriers in the RMC tone 

set. (Note) 
Clause 10.2.1 

Initialization  

Symbol repetition 
rate 

FME → PMD Determined during the ITU-T G.994.1 initialization 
phase. 

Clause 10.2.2.2.1 

SOC tone repetition 
rate, DS 

FME → PMD 
Determined during the channel discovery phase  Clause 10.2.2.2.1 

SOC tone repetition 
rate, US 

FME → PMD 
Determined during the channel discovery phase  Clause 10.2.2.2.1 

SOC message, TX FME → PMD Transmit SOC message primitives (see Table 12-7). Clause 10.2.2.2.1 

SOC message, RX FME ← PMD Receive SOC message primitives (see Table 12-7). Clause 10.2.2.2.1 

Defects and test parameters  

los defect PMD → FME Loss of signal defect. Clause 11.3.1.3 

lom defect PMD → FME Loss of margin defect. Clause 11.3.1.3 

SNR-ps PMD → FME SNR per subcarrier. Clause 11.4.1.2.2 

NOTE – This parameter is defined for both directions of transmission. 
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10.1.2.1 Vectoring interfaces 

Vectoring interfaces ε(k,n) and η(k,n) presented in Figure 10-1 (for downstream direction) and clarified in 
detail in Figure 10-16 are between the precoder and VCE and post-canceller and VCE, respectively. The 
primitives at vectoring interfaces provide the VCE with the signals necessary to perform channel estimation. 
The VCE, via vectoring interfaces, provides channel matrix coefficients to the precoder (via ε(k,n) interface, 
see Figure 10-16) and to the post-canceller (via η(k,n) interface), and TIGA settings to the FTU-O for 
communication to the FTU-R. Both vectoring interfaces are vendor discretionary. 

10.2 Symbol encoder 

This clause describes the data symbol, initialization symbol and pilot symbol encoders of the PMD (see 
Figure 10-1). 

10.2.1 Data symbol encoder 

The data symbol encoder provides the following functions: 

– Bytes to bits padding; 

– Tone ordering; 

– Trellis coding; 

– Constellation mapping; 

– Constellation point scaling. 

The tone ordering and trellis coding shall be performed differently for data symbols and RMC symbols, as 
defined in clauses 10.2.1.2 and 10.2.1.3, respectively. The functional model of the data symbol encoder is 
defined in Figure 10-2. 

 

Figure 10-2 – Functional model of the data symbol encoder 

10.2.1.1 Bytes to bits padding 

The data frames crossing the  interface from the PMS-TC include an integer number of bytes. Bits shall be 
extracted LSB first from the bytes received. Bit padding shall be used if the number of bits loaded onto one 
symbol is not an integer multiple of eight. 

For data symbols, up to seven padding bits shall be appended to the end of the data frame prior to the 
symbol encoding. The number of padding bits shall be equal to the difference between the number of data 
bits modulated over the symbol (LD) and the size of the data frame in bits (8 × BD), where BD=floor(LD/8). 
Figure 10-3 (on the top) shows the data symbol structure. 

For RMC symbols, padding bits shall be appended separately to the RMC part and the user data part of the 
data frame. The number of padding bits added after the RMC data shall be equal to the difference between 
the number of data bits modulated on RMC tones (LRMC) and the size of the RMC frame in bits (8 × NRMC), 
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where NRMC = floor(LRMC/8). The number of padding bits added after the user data bytes shall be equal to the 
difference between the number of data bits modulated over user data tones (LDR) and the number of user 
data bits (8 × BDR) with BDR=floor(LDR/8). Figure 10-3 (on the bottom) shows the RMC symbol structure. 

The content of the padding bits is vendor discretionary. The values of LD, LR, and LDR shall accommodate 
actual bit loading and trellis overhead, as defined in clause 10.2.1.3. 

The order of the data extracted per symbol is presented in Figure 10-3 (shaded area shows padding bits). 
For normal data frames, the symbol encoder shall first extract BD bytes from the incoming data frame and 
then add (LD − 8×BD) padding bits. For RMC data frames, the symbol encoder shall first extract NRMC bytes 
from the incoming data frame and add (LRMC − 8×NRMC) padding bits, and then it shall extract BDR more bytes 
from the incoming data frame and add (LDR − 8×BDR) padding bits; the total number of bits LR = LRMC + LDR 
and the total number of bytes BR = NRMC + BDR. 

 

Figure 10-3 – Order of bit extraction from data frame 

10.2.1.2 Tone ordering 

During the initialization, the receive FTU shall calculate the number of bits and the relative gains to be used 
for every subcarrier in the MEDLEY set during data symbols and RMC symbols (either MEDLEYus or 
MEDLEYds, depending on the transmission direction), as well as the order in which subcarriers are assigned 
bits (i.e., the tone ordering). The number of subcarriers in MEDLEYus and MEDLEYds is denoted by NSCus 
and NSCds, respectively. 

In addition, the receive FTU shall select the subcarriers used to encode the RMC during the RMC symbols. 
The selected RMC tone set is denoted by RTSus and RTSds for upstream and downstream, respectively. The 
number of subcarriers in the RMC tone set is denoted NSCRds and NSCRus for the downstream and upstream 
directions, respectively. The tones from the RMC tone set are exclusively for RMC and shall not carry any 
DTU bits. No subcarriers of the RMC tone set shall be loaded with 1-bit for RMC symbols or for data 
symbols in the NOI in order to use the same re-ordered tone table for data symbols in the NOI and RMC 
symbols. The RMC tone set may be modified in showtime through OLR. The FTU shall calculate the number 
of bits and the relative gains to be used for every subcarrier in the RMC tone set during RMC symbols and 
shall send them back to the transmit FTU during initialization. The bits and gains used to encode the 
subcarriers not belonging to the RTS shall be the same for RMC and data symbols in the NOI. 

The pairs of bits and relative gains used for data symbols are defined in ascending order of frequency or 
subcarrier index i as a bit allocation table b and gain table g containing, respectively, bi and gi values for all 
subcarrier indices i that belong to the MEDLEY set. The bit allocation table b shall include an even number 
of 1-bit subcarriers (NCONEBIT). 

The tone ordering table t is defined as the sequence {tk} in which subcarriers from the MEDLEY set shall be 
assigned bits. Each value tk (for k = 1 to k = NSCus for the upstream tones, k = 1 to k = NSCds for the 
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downstream tones) equals to the index of the subcarrier to be assigned bits. Constellation mapping shall 
start from the subcarrier with index i = t1 and end on the subcarrier with index i = tNSC (for example,  
t75 = 160 means that the subcarrier with index 160 is the 75th subcarrier to be assigned bits). The tone 
ordering table t shall be created and exchanged during the initialization (see clause 12.3.4.2) and shall 
remain unchanged until the next initialization. The same tone ordering table shall be used for both NOI and 
DOI. 

The pairs of bits and relative gains used on the RMC tone set during RMC symbols are defined in ascending 
order of frequency as a bit allocation table br and gain table gr containing, respectively, bri and gri values 
for all subcarrier indices i that belong to the RMC tone set. The gri value shall be the same value as the gi 
value used for data symbol in the NOI at the same subcarrier index. The bit allocation table br shall not 
include 1-bit subcarriers. 

Following reception of the tables b, g and t, and the RMC tone set, both the transmit and the receive FTUs 
shall calculate a re-ordered bit allocation table b' and a pre-ordered tone table t1 from the original tables b 
and t. The pre-ordered tone table t1 for the RMC symbol and the data symbols in the NOI shall be 
constructed by moving in front of the original table all the values corresponding to the tones of the RMC 
tone set using the same relative order as in table t. For data symbols in the DOI, the pre-ordered tone table 
t1 shall be identical to the original table t. 

From the pre-ordered tone table t1, the transmitter shall calculate the re-ordered tone table t'. The 
re-ordering of table t1 shall be performed by the transmit PMD function. The re-ordered tone table t' shall 
be generated according to the following rules: 

• Indices of all subcarriers supporting 0 bits or two or more bits appear first in t', in the same order 
as in table t1. 

• Indices of all subcarriers supporting 1 bit appear last in table t', in the same order as in table t1. 

If the bit allocation does not include any 1-bit subcarriers, the re-ordered tone table t' is identical to the 
pre-ordered tone table t1. 

The (even number of) 1-bit subcarriers shall be paired to form 2-dimensional constellation points as input 
to the trellis encoder. The pairing shall be in the order that the 1-bit subcarriers appear in the pre-ordered 
tone ordering table t1. 

The table b' shall be generated by re-ordering the entries of table b according to the following rules: 

• The first NCONEBIT/2 entries of b' shall be 0, where NCONEBIT (by definition, even) is the number 
of subcarriers supporting 1 bit. 

• The next entries of b' shall be 0, corresponding to all subcarriers that support 0 bits, in order 
determined by the new tone table t'. 

• The next entries of b' shall be non-zero, corresponding to the subcarriers that support two or more 
bits. These entries shall be in order determined by the new tone table t' in conjunction with the bit 
allocation table b. 

• The last NCONEBIT/2 entries of b' correspond to the paired 1-bit constellations (i.e., two bits per 
entry). 

The total number of bits L' associated with bit-loading tables b and b' is the same:  

    ii bbL ''
 

Calculation of tables b' and t' from the original tables b and t by subcarrier pairing and bit re-ordering 
processes described above is shown below. 

/*** CONSTRUCT THE TONE RE-ORDERING TABLE ***/ 

/* 

Tone ordering table is denoted as array 't', pre-ordered tone table is 

denoted as array 't1', tone re-ordering 

table is denoted as array 'tp'. The indices to these arrays are 

denoted as 't_index', 't1_idx' and 'tp_index', respectively. 



2 Transport aspects   
 

758 

*/ 

/* Fill out the pre-ordered tone table in case of NOI by appending the tone 

of the RTS first */ 

if(symbol in NOI){ 

  t1_idx     = NSCR+1; /* Index counting the tones above the RMC */ 

  t1_idx_RTS = 1;    /* Index counting the tones of the RMC */ 

  for (t_index = 1; t_index  NSC; t_index++) { 

    tone = t[t_index]; 

    if(tone in RTS) 

      t1[t1_idx_RTS++] = tone; 

    else 

      t1[t1_idx++] = tone; 

  } 

} 

else{ 

  t1_idx = 1; 

  for (t_index = 1; t_index  NSC; t_index++) { 

      t1[t1_idx++] = t[t_index];   

} 
/* 

Fill out tone re-ordering table with entries of tone ordering table 

but skip 1-bit tones. 

*/ 

tp_index = 1; 

for (t_index = 1; t_index  NSC; t_index++) { 

  tone = t1[t_index]; 

  bits = b[tone]; 

  if (bits != 1) {  

    tp[tp_index++] = tone; 

  } 

} 

/* 

Add the 1-bit tones to the end of tone re-ordering table. 

*/ 

for (t_index = 1; t_index  NSC; t_index++) { 

  tone = t1[t_index]; 

  bits = b[tone]; 

  if (bits == 1) {  

    tp[tp_index++] = tone; 

  } 

} 

/* RE-ORDERING THE BIT ARRAY */ 

/* 

The bit allocation table is denoted as array 'b' and the ordered bit 

allocation table is 

denoted as array 'bp'. 

The indexes to these arrays are denoted as 'b_index' and bp_index',  

respectively. 

*/ 

/* First, count the number of loaded tones and also 1-bit tones. */ 

NCONEBIT = 0; /* NCONEBIT is the number of subcarriers with 1 bit */ 

NCUSED = 0; /* NCUSED is the number of loaded subcarriers */ 

for (all i  MEDLEY set) { 

  if (b[i] > 0) { 

    NCUSED++; 

  } 

  if (b[i] == 1) { 

    NCONEBIT++; 

  } 

} 

/* Fill initial zero entries for unloaded tones and half the number of 

1-bit tones */ 

for (bp_index = 1; bp_index  (NSC - (NCUSED - NCONEBIT/2)); 
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     bp_index++) { 

  bp[bp_index] = 0; 

} 

for (tp_index = 1; tp_index  NSC; tp_index++) { 

  tone = tp[tp_index]; 

  bits = b[tone]; 

  if (bits == 0) { 

    /* skip unloaded tones */ 

  } 

  if (bits == 1) { 

    /* pair 2 consecutive 1-bit tones and add a  

       single entry with 2 bits */ 

    bp[bp_index++] = 2; 

    tp_index++; 

  } 

  if (bits > 1) { 

    bp[bp_index++] = bits; 

  } 

} 

Figure 10-4 shows an example of tone ordering and pairing including one-bit subcarriers. 

 

Figure 10-4 – Example of tone ordering and pairing including one-bit subcarriers 

NOTE 1 – In this example, tones 3, 5, 7 and 10 implement the RMC tone set (RTS). The number of tones in RTS is 
NSCR=4. There are a total of 23 tones in the DMT symbol and 37 bits in the symbol 
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NOTE 2 – The example applies to DMT symbols in the normal operation interval (NOI). The bit loadings in the RMC 
tone set (RTS) may be different in the RMC symbol than in the data symbols. 

NOTE 3 – In the discontinuous operation interval (DOI), the pre-ordered tone table t1 is identical to the original tone 
ordering table t. 

If SRA changes the number or indices of 0-bit subcarriers or 1-bit subcarriers, tables t' and b' shall be 
recalculated from the updated table b and the original table t. Upon FRA, table t' shall not be recalculated, 
and the ordering of table b' shall not change (see clause 13.3.1.1). 

Trellis coding is performed according to the re-ordered bit allocation table b' and re-ordered tone table t' 
(see clause 10.2.1.3). Constellation mapping is performed according to the re-ordered tone table t', with 
the number of bits per subcarrier as defined by the original bit allocation table b (see clause 10.2.1.4). 

Following reception of the tables br and gr, the transmit FTU shall calculate, according the same rules 
described above for the table b and g, a re-ordered bit allocation table br' and a re-ordered tone table tr' 
from the original tables br and first NSCR entries of the pre-ordered table t1. During the RMC symbol, trellis 
coding of the LRMC RMC bits is performed according to the re-ordered bit allocation table br' and a 
re-ordered tone table tr'. Constellation mapping is performed according to the re-ordered tone table tr', 
with the number of bits per subcarrier as defined by the original bit allocation table br (see clause 10.2.1.4). 

Both the transmit and the receive FTUs shall also calculate, according the same rules described above for 
the table b and g, a re-ordered bit allocation table bd' and a re-ordered tone table td' from the original 
tables b and last NSC-NSCR entries of table t1. During the RMC symbol, trellis coding of the LDR data bits is 
performed according to the re-ordered bit allocation table bd' and a re-ordered tone table td'. 
Constellation mapping is performed according to the re-ordered tone table td', with the number of bits per 
subcarrier as defined by the original bit allocation table b (see clause 10.2.1.4). 

10.2.1.3 Trellis coding 

The trellis encoder shall use block processing of Wei's 16-state 4-dimensional trellis code (see Figure 10-7). 

For data symbols, the LD bits associated with a normal data frame shall be loaded onto one data symbol. 
Trellis encoder encodes the incoming LD bits into LD' bits, matching the re-ordered bit allocation table b'. 
The values of LD and LD' relate as: 
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where NCUSED is the number of subcarriers actually used for data transmission (with bi > 0). The added  
4 bits are to return the trellis to the zero state at the end of the symbol, as described in clause 10.2.1.3.2. 
The ratio (LD'-LD)/LD determines the overhead introduced by the trellis code. 

For RMC symbols, the LR bits associated with an RMC data frame shall be loaded onto one RMC symbol. 
Trellis encoder first encodes the incoming LRMC bits that carry the RMC data into LRMC' bits, matching the 
re-ordered bit allocation table bRMC'. 

The values of LRMC and LRMC' relate as: 
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where NCUSEDRMC is the number of subcarriers actually used for transmission of RMC bits (with bRMC-i > 0) , 
and bRMC-i is the bit allocation on the RMC subcarriers. The added 4 bits are to return the trellis to the zero 
state at the end of the RMC part of the RMC symbol. 

NOTE – bRMC is referred to as br in clause 10.2.1.2. 

Further, the trellis encoder encodes the incoming LDR bits into LDR' bits, matching the re-ordered bit 
allocation table bDR'. If the number of non-zero entries in bDR’ is greater or equal to 4, the values of LDR and 
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LDR' relate as: 
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where NCUSEDDR is the number of subcarriers actually used for transmission of DTU data bits (with bDR-i > 
0), and bDR-i is the bit allocation on the DTU subcarriers of RMC symbol. The added four bits are to return 
the trellis to the zero state at the end of the DTU data part of the RMC symbol. 

If the number of non-zero entries in bDR’ is less than 4, LDR’ and LDR shall be set to 0 and the subcarriers 
corresponding to the non-zero entries shall carry a vendor discretionary point of any constellation selected 
from the set defined in clause 10.2.1.4.2 with an average power not greater than the average power of the 
constellation of the NOI data symbols for the given subcarrier. The average power of the selected 
constellation may be 0, i.e., the value (X = 0, Y = 0) is transmitted. 

NOTE – bDR is referred to as bd in clause 10.2.1.2. 

10.2.1.3.1 Bit extraction 

10.2.1.3.1.1 Data symbols 

After tone ordering, bits of the data frame after padding (reference point A in Figure 10-5) shall be 
extracted in sequential order according to the re-ordered bit allocation table b'. The first bit of the data 
frame shall be extracted first. Because of the 4-dimensional nature of the code, the extraction is based on 
pairs of consecutive b' entries. Furthermore, due to the constellation expansion associated with trellis 
coding, the bit allocation table b' specifies the number of coded bits per subcarrier, which can be any 
integer from two to 12, 13 or 14 (based on the "FTU-O maximum bit loading" and "FTU-R maximum bit 
loading" capability indicated during initialization in the O-MSG 1 and R-MSG 2 messages for the FTU-O and 
FTU-R, respectively). 

Trellis coding shall be performed on pairs of consecutive b' values. If the number of non-zero entries in the 
b' table is even, trellis coding shall start with the first non-zero entry in the b' table. If the number of 
non-zero entries in the b' table is odd, trellis coding shall start from a zero entry preceding the first non-
zero entry in table b' (to make an integer number of pairs).  

NOTE – An FRA procedure may result in 0-bit subcarriers that are not at the beginning of the re-ordered bit allocation 
table; in this case, trellis coding uses only the non-zero entries following the determined starting entry. 

For a given pair of consecutive b' values (x, y), x + y − 1 bits (reflecting a constellation expansion of one bit 
per four dimensions, or one half bit per subcarrier) are extracted from the data frame buffer, except for the 

last two 4-dimensional elements. These z  x + y − 1 bits (tz, tz−1, ..., t1) are used to form the binary word u as 
shown in Table 10-2. Refer to clause 10.2.1.3.2 for the reason behind the special form of the word u for the 

case x  0, y > 1.  

Table 10-2 – Forming the binary word u 

Condition Binary word/comment 

x  1, y  1 u  (tz, tz−1, ..., t1) (Note) 

x  1, y  1 Condition not allowed. 

x  0, y  1 u  (tz, tz−1, ..., t2, 0, t1, 0) (Note) 

x  0, y  0 Bit extraction not necessary, no data bits being sent. 

x  0, y  1 Condition not allowed. 

NOTE – t1 is the first bit extracted from the data frame buffer. 
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The last two 4-dimensional elements in each symbol, and at the end of the RMC part of an RMC symbol, 
shall be chosen to force the convolutional encoder state to the zero state. For each of these symbols, the 

two LSBs of u are predetermined, and only (x  y − 3) bits shall be extracted from the data frame buffer and 
shall be allocated to (tz tz-1 …. t4 t3). 

NOTE – The above requirements imply a minimum size of the b' table of four non-zero entries. The minimum number 
of non-zero entries in the corresponding b table could be higher. 

10.2.1.3.1.2 RMC symbols 

Bits of the RMC portion of the RMC data frame after padding shall be extracted in sequential order 
according to the re-ordered bit allocation table bRMC'. The first bit of the RMC portion of the RMC data 
frame shall be extracted first. The extraction is based on pairs of consecutive bRMC' entries. Furthermore, 
due to the constellation expansion associated with trellis coding, the bit allocation table bRMC' specifies the 
number of coded bits per subcarrier of the RMC portion of the RMC symbol. 

Trellis coding shall be performed on pairs of consecutive bRMC' values. If the number of non-zero entries in 
the bRMC' table is even, trellis coding shall start with the first non-zero entry in the bRMC' table. If the number 
of non-zero entries in the bRMC' table is odd, trellis coding shall start from a zero entry preceding the first 
non-zero entry in table bRMC' (to make an integer number of pairs).  

Bits of the DTU part of the RMC data frame after padding shall be extracted in sequential order according 
to the re-ordered bit allocation table bDR'. The rules of extraction are the same as for the RMC portion. 

10.2.1.3.2 Bit conversion 

The binary word u  (uz', uz'−1, ... , u1) constructed from bits (tz tz-1… t1) extracted LSB first from the data 

frame buffer as defined in Table 10-2 is converted into two binary words: v  (vz'−y, ... , v0) and 
w = (wy−1, ... , w0), which are both inserted LSB first in the encoded data buffer and used to look up 
constellation points in the constellation mapper (see Figure 10-5). 

 

Figure 10-5 – Bit conversion by trellis encoder 

The binary word v shall be input first to the constellation mapper, LSB first, followed by the binary word w, 
also LSB first (reference point B in Figure 10-5). 

NOTE – For convenience of description, the constellation mapper identifies these x and y bits with a label whose 
binary representation is (vb−1, vb−2, ... , v1, v0). The same constellation mapping rules apply to both the v (with b = x) and 
the w (with b = y) vector generated by the trellis encoder (see clause 10.2.1.4.1). 

For the usual case of x  1 and y  1, z'  z  x + y − 1, and binary words v and w contain x and y bits, 
respectively. The bits (u3, u2, u1) determine (v1, v0) and (w1, w0) and the remaining bits of v and w are 
obtained, respectively, from the LSBs and MSBs of the word (uz', uz'−1, ... , u4), according to Figure 10-6, i.e., 

if x  1 and y  1, v  (uz'−y+2, uz'−y+1, ... , u4, v1, v0) and w  (uz', uz'−1, ... , uz'−y+3, w1, w0). 

For the special case of x  0 and y  1, z'  z + 2  y + 1, v  (v1, v0)  (0, 0) and w  (wy−1, ... , w0).  

The convolutional encoder shown in Figure 10-6 is a systematic encoder (i.e., u1 and u2 are passed through 
unchanged) as shown in Figure 10-7. The convolutional encoder state (S3, S2, S1, S0) is used to label the 
states of the trellis shown in Figure 10-9. At the beginning of a symbol, the convolutional encoder state 
shall be initialized to (0, 0, 0, 0). 
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In order to force the final state of the convolutional encoder to the zero state (0, 0, 0, 0), the two LSBs u1 

and u2 of the final two 4-dimensional elements in the symbol are constrained to u1  S1   S3, and u2  S2. 

For data symbols, the convolutional encoder state shall be terminated to (0, 0, 0, 0) only once at the end of 
the data frame (i.e., symbol). For RMC symbols, the convolutional encoder state shall be terminated to (0, 
0, 0, 0) twice: first at the end of the RMC frame, and second at the end of the user data part, i.e., at the end 
of the symbol. 

 

Figure 10-6 – Conversion of u to v and w 

 

Figure 10-7 – Convolutional encoder: Finite state machine representation 

10.2.1.3.3 Coset partitioning and trellis diagram (informative) 

In a trellis coded modulation system, the expanded constellation may be labelled and partitioned into 
subsets ("cosets") using a technique called mapping by set-partitioning. The 4-dimensional cosets in Wei's 
code can each be written as the union of two Cartesian products of two 2-dimensional cosets. 

For example,    3
2

3
2

0
2

0
2

0
4 CCCCC  . The four constituent 2-dimensional cosets, denoted by 0, 

1, 2 and 3 for 3
2

2
2

1
2

0
2 ,,, CCCC , respectively, are shown in Figure 10-8. 
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The constellation mapping ensures that the two LSBs of a constellation point comprise the index i of the 
2-dimensional coset iC2

 in which the constellation point lies. The bits (v1, v0) and (w1, w0) are in fact the 

binary representations of this index. 

The three bits (u2, u1, u0) are used to select one of the eight possible 4-dimensional cosets. The eight cosets 
are labelled iC4

 where i is the integer with binary representation (u2, u1, u0). The additional bit u3 (see 

Figure 10-6) determines which one of the two Cartesian products of 2-dimensional cosets is chosen from 
the 4-dimensional coset. The relationship is shown in Table 10-3. The bits (v1, v0) and (w1, w0) are computed 
from (u3, u2, u1, u0) using the linear equations given in Figure 10-6. 

1   3   1   3   1   3   1   3

0   2   0   2   0   2   0   2

1   3   1   3   1   3   1   3

0   2   0   2   0   2   0   2

1   3   1   3   1   3   1   3

0   2   0   2   0   2   0   2

1   3   1   3   1   3   1   3

0   2   0   2   0   2   0   2

 

Figure 10-8 – Mapping of 2-dimensional cosets 

Table 10-3 – Relation between 4-dimensional and 2-dimensional cosets 

4-D coset u3 u2 u1 u0 v1 v0 w1 w0 2-D cosets 

0
4C  

0 0 0 0 0 0 0 0 0
2

0
2 CC   

1 0 0 0 1 1 1 1 3
2

3
2 CC   

4
4C  

0 1 0 0 0 0 1 1 3
2

0
2 CC   

1 1 0 0 1 1 0 0 0
2

3
2 CC   

2
4C  

0 0 1 0 1 0 1 0 2
2

2
2 CC   

1 0 1 0 0 1 0 1 1
2

1
2 CC   

6
4C  

0 1 1 0 1 0 0 1 1
2

2
2 CC   

1 1 1 0 0 1 1 0 2
2

1
2 CC   

1
4C  

0 0 0 1 0 0 1 0 2
2

0
2 CC   

1 0 0 1 1 1 0 1 1
2

3
2 CC   

5
4C  

0 1 0 1 0 0 0 1 1
2

0
2 CC   

1 1 0 1 1 1 1 0 2
2

3
2 CC   

3
4C  

0 0 1 1 1 0 0 0 0
2

2
2 CC   

1 0 1 1 0 1 1 1 3
2

1
2 CC   

7
4C  

0 1 1 1 1 0 1 1 3
2

2
2 CC   

1 1 1 1 0 1 0 0 0
2

1
2 CC   
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Figure 10-9 – Trellis diagram 

Figure 10-9 shows the trellis diagram based on the finite state machine shown in Figure 10-7 and the 

one-to-one correspondence between (u2, u1, u0) and the 4-dimensional cosets. In Figure 10-9, S  (S3, S2, S1, 

S0) represents the current state, while T  (T3, T2, T1, T0) represents the next state in the finite state 
machine. State S is connected to T in the trellis diagram by a branch determined by the values of u2 and u1. 

The branch is labelled with the 4-dimensional coset specified by the values of u2, u1 (and u0  S0, see Figure 
10-7). To make the trellis diagram more readable, the indices of the 4-dimensional coset labels are listed 
next to the starting and end points of the branches, rather than on the branches themselves. The leftmost 
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label corresponds to the uppermost branch for each state. The trellis diagram may be used when decoding 
the trellis code by the Viterbi algorithm. 

10.2.1.4 Constellation mapper 

The constellation mapper maps a set of bits to a constellation point. For each symbol, L' bits shall be 
extracted from the encoded data buffer (see Figure 10-5, reference point B) as defined in clause 10.2.1.4.1. 
The extracted bits shall be mapped to constellation points as defined in clause 10.2.1.4.2. 

10.2.1.4.1 Bit extraction 

The bit extraction mechanism described in this clause is applicable only for RMC symbols and data symbols 
(during showtime); for other types of symbols, see clause 10.2.2. Groups of bits shall be extracted from the 
incoming data frames or from a pseudo random binary sequence (PRBS) generator for mapping to 
individual subcarriers, based on the subcarrier order defined by the re-ordered tone table t' (see 
clause 10.2.1.2). 

For each subcarrier i of the MEDLEY set with bi > 0, the mapper shall extract b = bi bits from the data frame. 
The number of bits extracted for each subcarrier is determined by the original bit allocation table b. The set 
of b extracted bits shall be represented as a binary word (vb−1 vb−2 ... v1 v0), where the first bit extracted shall 
be v0, the LSB. The encoder shall select a point (X, Y) from the constellation based on the b-bit word  
(vb−1 vb−2 ... v1 v0) as defined in clause 10.2.1.4.2. 

For each subcarrier of the MEDLEY set with bi = 0 (monitored tones, pilot tones, and sub-carrier with gi=0, 
see Table 10-5), no bits shall be extracted from the data frame. Instead, for each of those subcarriers, the 
encoder shall extract b = 2 bits (v1 v0) from the PRBS generator, where the first bit extracted (LSB) shall be 
v0. For the pilot tone subcarrier(s), the bits extracted from the PRBS generator shall be overwritten by bits 
00 (i.e., the two bits from the PRBS generator are effectively ignored). 

The output bits dn of the PRBS generator shall be defined by: 

  
23.for     

and   23     to1for     1
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The PRBS generator shall be restarted at the symbol with index 0 of the first logical frame of each 
superframe. The index n is incremented after each bit extraction from the PRBS generator. Upon the restart 
of the PRBS, d1 shall be the first bit extracted, followed by d2, d3, etc. For each symbol position of the NOI 
and DOI interval except the positions in the TA interval, the sync symbol position, and symbol positions 
outside of TBUDGET, the number of bits extracted from the PRBS generator shall be twice the number of 
subcarriers in the MEDLEY set with bi=0 that would be needed if the symbol position contains a data symbol 
or an RMC symbol with the respective bit loading table. No bits shall be extracted from the PRBS generator 
during sync symbols (see clause 10.2.2.1). 

For subcarriers that are not in the MEDLEY set (bi = 0 by definition), no bits shall be extracted from the 
encoded data buffer and no bits shall be extracted from the PRBS generator. Instead, the constellation 
mapper may select a vendor-discretionary (X, Y) point (which may change from symbol to symbol and 
which does not necessarily coincide with any of the constellation points defined in this Recommendation). 

10.2.1.4.2 Constellations 

The defined algorithmic constellation mapper shall be used to construct subcarrier quadrature amplitude 
modulation (QAM) constellations with a minimum number of bits equal to one and a maximum number of 
bits equal to 12, 13 or 14 (based on the "FTU-O maximum bit loading" and "FTU-R maximum bit loading" 
capability indicated during initialization in the O-MSG 1 and R-MSG 2 messages for the FTU-O and FTU-R, 
respectively. 

NOTE – Supporting a maximum bit loading of 13 or 14 may lead to increased power consumption at the transmitter or 
the receiver or both relative to supporting a maximum bit loading of 12.  
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The constellation points are denoted (X, Y). The valid values of X and Y are odd integers ±1, ±3, ±5, etc. For 
convenience of illustration, each constellation point in Figure 10-10 through Figure 10-14 is labelled by an 
integer whose unsigned binary representation is (vb−1 vb−2 ... v1 v0). 

10.2.1.4.2.1 Even values of b 

For even values of b, the values X and Y of the constellation point (X, Y) shall be determined from extracted 
set of the b bits (vb–1, vb–2,...,v1,v0) as follows. The values X and Y shall be odd integers with two's 
complement binary representations (vb–1 vb–3 ... v1 1) and (vb–2 vb–4 ... v0 1), respectively. The MSBs, vb–1 and 
vb–2, shall be the sign bits for X and Y, respectively. Figure 10-10 shows example constellations for b = 2 and 
b = 4. 

 

Figure 10-10 – Constellation labels for b = 2 and b = 4 

NOTE – The 4-bit constellation may be obtained from the 2-bit constellation by replacing each label n by the 2 × 2 
block of labels: 

4n+1 4n+3 

4n 4n+2 

The same procedure may be used to construct the larger even-bit constellations recursively. All the constellations 
defined for even values of b are square in shape. 

10.2.1.4.2.2   Odd values of b 

Figure 10-11 shows the constellation for the case b = 1. 

 

Figure 10-11 – Constellation labels for b = 1 

The NCONEBIT/2 2-bit words generated by the trellis encoder shall be mapped on two 1-bit subcarriers 
using the same labelling for 1-bit constellations as described above. An example for mapping of a 2-bit 
word (v1 v0) for v0 = 1 and v1 = 0 is shown in Figure 10-12. 
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Figure 10-12 – Combination of a pair of 1-bit constellations to  
build a 2-bit constellation 

Figure 10-13 shows the constellation for the case b  3. 
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Figure 10-13 – Constellation labels for b  3 

For odd values of b that are greater than three, the two MSBs of X and the two MSBs of Y shall be 
determined by the five MSBs of the b bits (vb–1 vb–2 ... v1 v0). Let c = (b+1)/2, then X and Y shall have the 
two's complement binary representations (Xc Xc–1 vb–4 vb–6...v3 v1 1) and (Yc Yc–1 vb–5 vb–7 ...v2 v0 1), where Xc 
and Yc are the sign bits of X and Y respectively. The relationship between Xc, Xc–1, Yc, Yc–1, and (vb–1 vb–2...vb–5) 
shall be as shown in Table 10-4. 

 

Table 10-4 – Determining the top two bits of X and Y 

vb–1 vb–2...vb–5 Xc Xc–1 Yc Yc–1 vb–1 vb–2...vb–5 Xc Xc–1 Yc Yc–1 

0 0 0 0 0 0 0 0 0 1 0 0 0 0 0 1 0 0 

0 0 0 0 1 0 0 0 0 1 0 0 0 1 0 1 0 0 

0 0 0 1 0 0 0 0 0 1 0 0 1 0 1 0 0 0 

0 0 0 1 1 0 0 0 0 1 0 0 1 1 1 0 0 0 

0 0 1 0 0 0 0 1 1 1 0 1 0 0 0 0 0 1 

0 0 1 0 1 0 0 1 1 1 0 1 0 1 0 0 1 0 

0 0 1 1 0 0 0 1 1 1 0 1 1 0 0 0 0 1 

0 0 1 1 1 0 0 1 1 1 0 1 1 1 0 0 1 0 

0 1 0 0 0 1 1 0 0 1 1 0 0 0 1 1 0 1 
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Table 10-4 – Determining the top two bits of X and Y 

vb–1 vb–2...vb–5 Xc Xc–1 Yc Yc–1 vb–1 vb–2...vb–5 Xc Xc–1 Yc Yc–1 

0 1 0 0 1 1 1 0 0 1 1 0 0 1 1 1 1 0 

0 1 0 1 0 1 1 0 0 1 1 0 1 0 1 1 0 1 

0 1 0 1 1 1 1 0 0 1 1 0 1 1 1 1 1 0 

0 1 1 0 0 1 1 1 1 1 1 1 0 0 0 1 1 1 

0 1 1 0 1 1 1 1 1 1 1 1 0 1 0 1 1 1 

0 1 1 1 0 1 1 1 1 1 1 1 1 0 1 0 1 1 

0 1 1 1 1 1 1 1 1 1 1 1 1 1 1 0 1 1 

Figure 10-14 shows the constellation for the case b = 5. 

 

Figure 10-14 – Constellation labels for b = 5 

NOTE – The 7-bit constellation may be obtained from the 5-bit constellation by replacing each label n by the 2 × 2 
block of labels: 

4n+1 4n+3 

4n 4n+2 

The same procedure may then be used to construct the larger odd-bit constellations recursively.  

10.2.1.5 Constellation point scaling 

Constellation points shall be scaled to normalize their average power, to achieve a frequency-dependent 
transmit PSD, and to adjust the transmit power of each individual subcarrier.  

For subcarriers in the MEDLEY set, each constellation point (Xi, Yi), corresponding to the complex value Xi + 
jYi at the output of the constellation mapper, shall be scaled by the power-normalization factor χ(bi), the 
gain adjuster gi, and a frequency-domain spectrum shaping coefficient tssi. After scaling each constellation 
point is a complex number Zi, defined as: 

  Zi = gi  tssi  (bi)  (Xi + jYi). 

NOTE – The above scaling components are for description purposes and independent of the actual implementation. 

For example, a vendor may collapse gi, tssi and i into one transmit multiplier in the transceiver implementation.  

For non-MEDLEY subcarriers from the SUPPORTEDCARRIERS set, if used, the same scaling rules shall be 
applied, while the constellation points are generated by using a vendor discretionary selection from the set 
defined in clause 10.2.1.4.2. 
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10.2.1.5.1 Power normalization 

For subcarriers in the MEDLEY set, the values (X, Y) shall be scaled such that all constellations, regardless of 
size, have the same average power. The required scaling, χ(bi), is a function only of the constellation size. 

For non-MEDLEY subcarriers from the SUPPORTEDCARRIERS set, if used, the same average power or lower 
shall apply. 

10.2.1.5.2 Gain adjuster 

The gain adjuster gi is intended for adjustment of the transmit power of each subcarrier, which may be 
used for PSD adjustments, to adjust the signal-to-noise ratio (SNR) margin for some or all subcarriers, or 
turn the subcarrier off to prevent unnecessary crosstalk. 

The gi values in dB shall be defined as the 20  log10(gi). The values of gi for all MEDLEY subcarriers shall be 
assigned during the initialization, as described in clause 12.3.3 and stored in the bits-and-gains table 
specified in clause 10.2.1.2 (bi and gi values). 

The gi settings (in the bits-and-gains table) shall comply with the following requirements: 

– If bi > 0, then gi shall be one (linear scale) in the downstream direction and [−30, 0] (dB) range in 
the upstream direction. 

– If bi = 0, then gi shall be either equal to zero (linear scale) or in the same range as for bi > 0. 

– During initialization the value of gi is one (linear scale) in both upstream and downstream 
(initialization PSD shaping is determined by the tssi). 

– During the showtime, the upstream gi values may also be updated via an OLR procedure described 
in clause 11.2.2.5. 

For subcarriers not in the MEDLEY set, the valid range of gi is the same as for subcarriers in MEDLEY set (see 
Table 10-5, clause 10.2.1.5.4). 

10.2.1.5.3 Frequency-domain transmit spectrum shaping (tssi) 

The PSD shaping mechanism, both in the upstream and the downstream is based on tssi coefficients. 
Shaping by tssi shall be in addition to any other shaping introduced by time-domain filters (if used). 

The tssi are intended for frequency-domain spectrum shaping, both upstream and downstream. The tssi 
values are vendor discretionary and shall be in the range between zero and one. Smaller values of tssi 
provide power attenuation and the value tssi = 0 corresponds to no power transmitted on the particular 
subcarrier. If no frequency-domain spectrum shaping is applied, the tssi values shall be equal to one for all 
subcarriers. 

In the downstream direction, the transmitter of the FTU-O shall set the tssi values such that, prior to the 
gain adjustment (i.e., assuming gi =1) and prior to precoding (i.e., assuming the precoder is bypassed), the 
PSD of the transmit signal as measured in the termination impedance at the U interface shall not deviate 
from the value of CDPSDds by more than 1 dB from the start of early stages of channel discovery (O-P-
CHANNEL-DISCOVERY 1-1) until the start of O-P-VECTOR 2. The PSD shaping, including the PSD ceiling by 
MAXMASKds to generate the V2PSDds, shall be done through the tssi.  

In the upstream direction, the transmitter of the FTU-R, shall set the tssi values such that, prior to the gain 
adjustment (i.e., assuming gi =1), the PSD of the transmit signal as measured in the termination impedance 
at the U interface, in the early stages of channel discovery shall not deviate from the value of STARTPSDus 
by more than 1 dB; in the later stages of channel discovery (R-P-CHANNEL DISCOVERY 2) until the end of 
channel discovery, shall not deviate from the value of CDPSDus by more than 1 dB; and in the analysis and 
exchange, shall not deviate from the value of MREFPSDus by more than 1dB. The PSD shaping to generate 
the MREFPSDus based on the request from the FTU-O shall be done through the tssi. 

The tssi settings shall take into consideration any additional spectrum shaping included in the transmission 
path between the output of the modulator and U interface. 
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10.2.1.5.4 Summary of the subcarrier constellation mapping and constellation point scaling 

Table 10-5 summarizes the subcarrier constellation mapping and constellation point scaling requirements 
for initialization and during the showtime. 

Table 10-5 – Subcarrier modulation during initialization and showtime 

Phase Subcarrier index (i) Zi 

Initialization 

 
Channel discovery 
(clause 12.3.3) 

i SUPPORTEDCARRIERS tssi  (Xi + jYi) 

iSUPPORTEDCARRIERS 0 

Channel analysis and 
exchange (clause 12.3.4) 

iMEDLEY tssi  (Xi + jYi) 

iMEDLEY 0 

Showtime iMEDLEY Data and RMC subcarriers (bi > 0, gi > 0) gi  tssi  (bi)  
(Xi + jYi) 

Monitored subcarriers  
(bi = 0, gi > 0, modulated by 4-QAM) 

gi  tssi  (b = 2) 

 (Xi + Yi) 

PILOT TONES  

(bi = 0, gi > 0, modulated by 4-QAM) 

gi  tssi  (b = 2) 

 (Xi + Yi) 

Others with bi = 0, gi = 0 0 

iMEDLEY iSUPPORTEDCARRIERS, and iBLACKOUT 0 

i SUPPORTEDCARRIERS, and iBLACKOUT Vendor 
discretionary  
(Note) 

i SUPPORTEDCARRIERS 0 

NOTE – Constellations for these subcarriers are a vendor discretionary selection from the set defined in clause 10.2.1.4.2. 
However, the valid range of gi values on these subcarriers shall be the same as for MEDLEY subcarriers. 

10.2.1.6 Quiet symbol encoding 

For all subcarriers of a quiet symbol both in downstream and upstream, the symbol encoder shall generate 
a constellation point Zi (see clause 10.1) equal to zero (i.e., Xi = 0, Yi = 0). 

In downstream, regardless of whether the precoding is used, the modulator input Zi' (see Figure 10-1) shall 
be set to zero for all subcarriers. 

Transmission of downstream and upstream quiet symbol shall result in zero transmit power at the U-O and 
U-R interface respectively. 

During transmission of quiet symbols, power consumption in the analogue front end should be minimized. 

10.2.1.7 Idle symbol encoding 

For all subcarriers of an idle symbol, the symbol encoder shall generate a constellation point Xi = 0, Yi = 0. 

If precoding is enabled, transmission of an idle symbol may result in non-zero power at the U interface due 
to adding of FEXT pre-compensation signals from ε(k,n) reference point (see Figure 10-1). 

If precoding is disabled, transmission of idle symbol results in zero power at the U interface. Therefore, in 
upstream direction transmission of idle symbol results in a quiet symbol period. 

10.2.2 Symbol encoders for sync symbols, initialization symbols and pilot symbols 

10.2.2.1 Sync symbol encoder 

Sync symbols shall be able to carry a probe sequence during initialization and showtime. Each element in 
the probe sequence shall be from the finite set {−1, 0, 1}. The length and content of a probe sequence are 
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determined by the VCE. They may be different for upstream and downstream. They are communicated to 
the FTU-R during initialization, and may be updated by request of the VCE during showtime. 

The valid length of the probe sequences shall be any multiple of four elements from 4 to 128. 

A given element of probe sequence shall be modulated on all subcarriers of the SUPPORTEDCARRIERS set 
during one sync symbol. 

The elements with values −1 and 1 of a probe sequence shall be represented by 2-bit constellations as 
defined in clause 10.2.1.4.2.1 (Figure 10-10) using the following encoding: 

– elements with value –1 shall be mapped to constellation point labelled 0; 

– elements with value 1 shall be mapped to constellation point labelled 3. 

The elements with value zero shall be represented by a masked subcarrier (gi = 0). 

The constellation points on all subcarriers shall be rotated based on the 2-bit number provided by the 
quadrant scrambler described in clause 10.2.2.4. The scrambler shall be used in reset mode; it shall be 
initiated at the beginning of each sync symbol with an 11-bit initialization seed. The seed for each line is 
determined by the VCE and is communicated to the FTU-R during ITU-T G.994.1 handshake. Cyclic 
extension of sync symbols shall be the same as applied for data symbols. 

All probe sequences transmitted in a particular direction shall start at the same sync symbol position in all 
lines of the vectored group. The length of probe sequences is denoted Nprobe_us and Nprobe_ds for 
upstream and downstream, respectively. 

10.2.2.2 Initialization symbol encoder 

During the initialization, the following symbols shall be used: 

– sync symbols; 

– initialization symbols. 

Sync symbols used during the initialization shall be transmitted at their standard position in the TDD sync 
frame, as defined in clause 10.6 and use the format defined in clause 10.2.2.1. 

Initialization symbols are transmitted on regular symbol positions of each logical frame in all superframes 
(per the definitions in clauses 10.5 and 10.6, respectively) during appropriate stages of initialization, as 
defined in clause 12.3.3. The following types of initialization symbols are defined: 

– Quiet symbol: see definition in clause 3.2.25; 

– SOC symbol (used for transmission symbols containing SOC IDLE or SOC messages, or O-P-
SYNCHRO signals as defined in clause 12.3.3.3). 

SOC symbols are transmitted on the first s symbol positions of each logical frame (sds symbols for the 
downstream and sus symbols for the upstream); the value of sds is determined during the ITU-T G.994.1 
handshake and the value of sus is communicated to the FTU-R in the O-SIGNATURE message (see clause 
12.3.3). 

Bits of initialization data shall be modulated on the subcarriers of initialization symbols using 2-bit 
constellation mapping defined in clause 10.2.1.4. Cyclic extension and windowing of all initialization 
symbols shall be the same as applied for symbols of active lines during showtime. 

Constellation points on all subcarriers shall be rotated based on 2-bit numbers provided by the quadrant 
scrambler described in clause 10.2.2.4. The scrambler shall be used in the reset mode or in free running 
mode, depending on the stage of initialization (see clauses 12.3.3-12.3.5). In the reset mode, the scrambler 
shall be initialized at the beginning of each symbol with an 11-bit initialization seed. The seed for each line 
is determined by the VCE and communicated to the FTU-R during the ITU-T G.994.1 handshake. The VCE 
shall define the same seed for sync symbols and all initialization symbols transmitted over a particular line. 
In free-running mode, the scrambler shall be initialized with the selected seed at the beginning of the 
corresponding stage of the initialization. 

The downstream SOC symbols may be repeated (see clause 10.2.2.2.3) and may be modulated afterwards 
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by an identification sequence (IDS) (see clause 10.2.2.2.2). 

10.2.2.2.1 Bit mapping of SOC symbols  

Two types of SOC bit mapping are defined: 

– Robust mapping; 

– Normal mapping. 

Robust SOC bit mapping of an SOC byte [b7, b6, b5, b4, b3, b2, b1, b0], where b7 is the MSB and b0 is the 
LSB, is presented in Table 10-6. With robust bit mapping, one SOC byte is transmitted per symbol. 

Table 10-6 – Robust SOC bit mapping 

Subcarrier index Constellation point 

Even 

1, 11, 21, …, 10n+1, … 

3, 13, 23, …, 10n+3, … 

5, 15, 25, …, 10n+5, … 

7, 17, 27, …, 10n+7, … 

9, 19, 29, …, 10n+9, … 

00 

SOC message bits [b1, b0] 

SOC message bits [b3, b2] 

SOC message bits [b5, b4] 

SOC message bits [b7, b6] 

00 

Normal SOC bit mapping is presented in Table 10-7. With normal bit mapping, N = 2p SOC bytes are 
transmitted per symbol, where pus = 3, 4, … , 36 for the upstream and pds = 1, 2, … , 12 for the downstream. 
The particular value of the SOC tone repetition rate (pus for upstream and pds for downstream) is set during 
initialization, see clauses 12.3.3.2.6 and 12.3.3.2.10, respectively. 

Table 10-7 – Normal SOC bit mapping 

Subcarrier index (Note) 2-bit constellation point 

5, 10, 15,…, 5n, … 00 

1, M+1, 2M+1, ..., nM + 1, ... SOC message bits [b1, b0] 

2, M+2, 2M+2, ..., nM + 2, ... SOC message bits [b3, b2] 

… … 

10k+m, M+10k+m, 2M+10k+m, …, nM+10k+m, … 

with  k = 0, 1, 2, … , 1
10


M

 

and   m = 1, 2, 3, 4, 6, 7, 8, 9 

SOC message bits [b16k+f(m)+1, b16k+f(m)], where 

 









9,8,7,6if42

4,3,2,1if22

mm

mm
mf  

… … 

M–1, 2M–1, 3M–1, …, nM–1, … SOC message bits [(b16p-1), (b16p-2)] 

NOTE – In this table, a notation M = 10p is used. 

10.2.2.2.2 Identification sequence (IDS) modulation 

The downstream SOC symbols may be modulated with an IDS. If an SOC symbol is modulated by an IDS, and 
if the IDS bit modulating the symbol is equal to 1, the constellation points of all subcarriers in this symbol 
shall be rotated by 180 degrees (inverted).If an SOC symbol is modulated by an IDS, and if the IDS bit 
modulating the symbol is equal to 0, the constellation points of all subcarriers in this symbol shall be 
rotated by 0 degrees (no rotation). An IDS is a binary sequence whose length and content is determined by 
the VCE for every joining line and communicated to the FTU-R during the ITU-T G.994.1 handshake (see 
clause 12.3.2.1). When applied, the IDS shall start or restart at the symbol position 0 of the first 
downstream logical frame that follows every O-P-SYNCHRO signal (except for O-P-SYNCHRO 1-1, for which 



2 Transport aspects   
 

774 

it starts at the beginning of the first downstream logical frame of the second superframe after transmission 
of O-P-SYNCHRO 1-1). During an initialization stage with IDS active, IDS shall be applied over all 
downstream SOC symbols located at or after the IDS was started or restarted. 

The first bit of the IDS shall be applied to the first SOC symbol located at or after the position where the IDS 
is started or restarted, the second bit to the next SOC symbol, etc., until the end of the IDS. When the last 
bit of the IDS is applied, the next bit shall be again the first bit of the IDS. After starting or restarting, the IDS 
shall be repeated periodically until the end of the following O-P-SYNCHRO signal. The last repetition of the 
IDS may be incomplete. 

NOTE – Sync symbols and quiet symbols are not modulated by IDS. The IDS is not advanced on sync symbol and quiet 
symbol positions. 

10.2.2.2.3 SOC symbol repetition 

To increase the robustness of the downstream SOC, each downstream SOC symbol, except those contained 
in O-P-SYNCHRO signals, may be repeated to form a group of consecutive identical SOC symbols. The SOC 
symbols shall be repeated before the IDS is applied to them. The number of repetitions in a group is 
selected during the ITU-T G.994.1 handshake phase. When SOC symbol repetition is applied, the SOC 
symbol repetition shall be started or restarted at the same time as the IDS is started or restarted, 
respectively. When the SOC symbol repetition is started or restarted, the first transmitted SOC symbol shall 
be the first element of the group of identical symbols. The last group of identical symbols before an  
O-P-SYNCHRO signal may be incomplete. 

10.2.2.3 Pilot symbol encoder 

All pilot tone subcarriers of the pilot symbol shall be modulated by bits 00 using the 2-bit constellation 
mapping defined in clause 10.2.1.4. For all other subcarriers, the values of Xi and Yi shall be set to zero (Zi = 
0). 

10.2.2.4 Quadrant scrambler 

The scrambler rotates constellation point of each subcarrier pseudo-randomly, by 0, /2,  or 3/2 
depending on the value of a 2-bit pseudo-random number. The rotation shall be implemented by 
transforming the (X, Y) coordinates of the constellation point as shown in Table 10-8, where X and Y are the 
coordinates before scrambling and d2n, d2n+1 is a 2-bit number: 

Table 10-8 – Pseudo-random transformation 

d2n, d2n+1 Angle of rotation Final coordinates 

0 0 0 (X, Y) 

0 1 /2 (−Y, X) 

1 1  (−X, −Y) 

1 0 3/2 (Y, −X) 

The 2-bit number shown in the first column of Table 10-8 shall be the output of a PRBS bit generator 
defined by the equation: 

  119   nnn ddd  

The PRBS bit generator is illustrated in Figure 10-15. 
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Figure 10-15 – Bit generator 

Two bits from the scrambler shall be mapped to each subcarrier, including DC. The two bits corresponding 
to DC shall be overwritten with 00. 

For a modulator that uses an IDFT size = 2N, 2N bits shall be generated by the scrambler every symbol (b0 b1 
b2 ... b2N−2 b2N−1) in each transmission direction. The first two bits (b0 b1) shall correspond to subcarrier 0, the 
next two bits (b2 b3) to subcarrier 1, etc.; bits (b2i b2i+1) shall correspond to subcarrier i. Bits shall be 
generated for all N subcarriers, not just those being used for transmission. Bits generated for subcarriers 
that are not in use shall be discarded. 

At the beginning of operation, all registers of the scrambler shall be set to a certain 11-bit initial value 
(seed). Two modes of scrambler operation are used: reset mode and free-running mode. 

10.2.2.4.1   Reset mode 

In the reset mode, the scrambler shall be initialized (reset to the required seed) at the beginning of every 
symbol period. Therefore, the same 2N bits will be generated for each symbol, and each subcarrier will be 
assigned the same two-bit pseudo-random number for rotation of its constellation point in successive 
symbols. 

10.2.2.4.2   Free-running mode 

In the free-running mode, the scrambler shall not be reinitialized at the beginning of each symbol period, 
but instead shall continue running from one symbol to the next. Practically, this means the scrambler 
generates 2N bits that are allocated to symbol s. The next 2N bits from the scrambler are then allocated to 
symbol s+1, etc. 

In the downstream direction, the scrambler shall advance during all Mds symbol positions and shall not 
advance during other symbol positions. In the upstream direction, the scrambler shall advance during all 
Mus symbol positions and shall not advance during other symbol positions. 

10.3 Precoder (downstream vectoring) 

10.3.1 Overview 

Figure 10-16 provides an overview of the functional model for the inclusion of downstream FEXT 
cancellation precoding at the DPU for all lines in the vectored group, as a generalization of Figure 10-1 from 
a signal processing perspective. The model shows an array of the downstream symbol encoders (which 
represent the data, sync, pilot or initialization symbol encoders shown in Figure 10-1) and the modulation 
by the IDFT functional blocks of the FTU-Os, with the FEXT cancellation precoder inserted between the 
symbol encoders and the modulation by the IDFT blocks. 

The VCE of the vectored group learns and manages the channel matrix per vectored subcarrier, which 
reflects the channel characteristics of the managed group of lines. In the functional model in Figure 10-16, 

the channel matrix for each vectored subcarrier is of size NN where N is the number of lines in the 
vectored group. 

From the channel matrix, a VCE derives a FEXT precoder matrix, which is used to compensate the FEXT from 
each line in the vectored group. In the functional model in Figure 10-16, this is shown by a matrix of FEXT 
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cancellation precoders per vectored subcarrier of size NN. Knowing the transmit symbols on each 
disturbing channel, the precoder precompensates the actual transmit symbol such that at the far-end 
receiver input, the crosstalk is significantly reduced. As a part of the channel matrix or separately, the VCE 
shall set the precoder such that the precoder output signals (Z' values shown in Figure 10-16) shall not lead 
at the U reference point to violation of the PSD limit corresponding with the tssi (see clause 10.2.1.5.3). 

The channel matrix and the resulting FEXT cancellation precoder matrix are assumed to be entirely 
managed inside the DPU. An information exchange between the FTU-O and FTU-R is required in each 
vectored line to learn, track and maintain the channel matrix and associated FEXT cancellation precoder 
matrix (see vectoring feedback channel definition in clause 10.3.2 and initialization in clause 12.3). The 
actual algorithms for processing this information to obtain the channel matrix and to generate the FEXT 
cancellation precoder are vendor discretionary. Depending on the implementation, it may be possible for 
the VCE to directly determine the FEXT cancellation precoder matrix and only have an implicit learning of 
the channel matrix. 

 

NOTE – Symbol encoder represents the data, sync, pilot or initialization symbol encoder shown in Figure 10-1. 

Figure 10-16 – Vectored group functional model of PMD sub-layer using N×N  
precoder for downstream vectoring 

An FTU-O shall support FEXT cancellation precoding, as shown in Figure 10-1 and Figure 10-16. At its own 
discretion, the VCE may apply to sync symbols precoding coefficients that are different (including any 
diagonal precoder matrix) from those used for other symbol positions. 

10.3.2 Vectoring feedback channel 

10.3.2.1 Definition of normalized error sample 

The FTU-R converts the received time domain signal into frequency domain samples, resulting in a complex 
value Z  for each of the received subcarriers. The subsequent constellation de-mapper associates each of 
these complex values Z  with a particular constellation point, represented by a value C. Figure 10-17 shows 
the computation of a normalized error sample E for a particular subcarrier in a particular sync symbol. The 
normalized error sample represents the error between the received complex data sample Z  normalized to 
the 4-QAM constellation and the corresponding expected constellation point C, referred to the input of the 
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quadrant descrambler. This expected constellation point corresponds to the constellation point obtained 
after the quadrant scrambler and before the constellation point scaling in the generation of the sync 
symbol at the FTU-O (see clauses 10.2.2.2 and 10.2.1.5). 

For each of the subcarriers, the complex normalized error sample E  is defined as E = Z  C, where E is the 
complex error defined as yejxeE __   with real component xe_  and imaginary component ye_ , and 

Z  is the received normalized data sample defined as yzjxzZ __   with real component xz _  and 

imaginary component yz _ , and C  is the expected constellation point associated with the received data 

sample Z, defined as ycjxcC __   with real component xc _  and imaginary component yc _  (with 

xc _ = −1, 0, +1 and yc _ = −1, 0, +1). The gain stage of the receiver shall be independent of the expected 

value of C. 

NOTE – The FTU-R can identify the expected constellation point C for each subcarrier by the element value of the 
probe sequence modulating the sync symbol, communicated to FTU-R during the initialization (see clause 12.3.3.2.1) 
or by the probe sequence update command (see clause 11.2.2.15) during the showtime. 

 

Figure 10-17 – Definition of the normalized error sample E 

The real and imaginary components of each normalized error sample E shall be clipped and quantized to 
integer values for the clipped error sample components q _ x and q _ y respectively, as follows: 
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max_1max_max_









BNB

BNB

yeyq

xexq
 

where yqjxqQ __   represents the clipped error sample and N_max represents the FTU-R's 

maximum quantization depth of normalized error samples and shall be set to 12, and B_max represents the 
upper bound of the bit index for reporting clipped error sample components q _ x and q _ y (B_max < N_max 

+ 6, with B_max configured by the VCE, see Tables 10-9 and 10-10). The parameter B_max is configured by 

the VCE. 

The values of both clipped error sample components q _ x and q _ y shall be represented using the two's 
complement representation of (B_max+1) bits. The format of the clipped error sample for reporting over 
the vectoring feedback channel shall be as defined in clause 10.3.2.3. The particular subcarriers on which 
clipped error samples shall be reported during the initialization and the showtime shall be configured as 
described in clause 12.3.3.2.6 and Table 11-40. 
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10.3.2.2 Definition of DFT output samples 

The FTU-R shall support reporting of DFT output samples referred to the U-R reference point (Fk) for sync 
symbols. The DFT output samples, F’k, are defined by the functional reference model depicted in  
Figure 10-18. 
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Figure 10-18 – Functional reference model of FTU-R for the definition of DFT 
output samples over the sync symbol 

The analog-to-digital block converts the analog signal from the U-interface to a stream of time domain 
samples, yn. These time domain samples are transformed to N frequency domain samples, denoted F’k, by 
the DFT block implementing the Discrete Fourier Transform (DFT), at a vendor discretionary internal 
reference point. The same DFT is used during the sync symbols and data symbols. For data symbols, it is 
followed by frequency domain processing to result in an estimate of the originally transmitted constellation 
points (Xi + jYi) (see clause 10.2.1.5).  

The reported DFT output samples Fk shall be represented as a complex value where the real and imaginary 
components are calculated by dividing the samples F’k by the transfer function between the U-R reference 
point and the DFT output (see Figure 10-18), normalizing to the reference PSD at the U-R reference point, 
rounding to the nearest integer, and clipping it to a vendor discretionary value. 

Any change to the transfer function between the U-R reference point and the DFT output should be 
compensated by the scaling factor such that the reported DFT output samples remain consistently 
accurate. 

The FTU-R shall compute the reported DFT output samples Fk = (f_x+j×f_y)×2B_M such that the PSD 
calculated using the following reference equation corresponds with the actual PSD at U-R reference point 
referenced to a termination impedance of 100 Ohms: 

𝑃𝑆𝐷 (
𝑑𝐵𝑚

𝐻𝑧
) = 20 ×  𝑙𝑜𝑔10(|𝑓_𝑥 + 𝑗 × 𝑓_𝑦| × 2𝐵_𝑀−𝐿𝑤+1) − 140 𝑑𝐵𝑚/𝐻𝑧, 

where f_x and f_y are the real and imaginary part of the mantissa and B_M is the exponent of the reported 
DFT output sample, and the -140 dBm/Hz is the reference PSD at the U-R reference point referenced to a 
termination impedance of 100 Ohms. 

NOTE – The maximum PSD value that can be represented is achieved for f_x=-2Lw-1
, f_y=0, B_M=15 and is  

–49.7 dBm/Hz. The minimum value is achieved for f_x=1, f_y=0, B_M=0, and depends on the selected Lw value: for 
Lw=10, Lw=6, and Lw=4, the minimum values are -194 dBm/Hz, -170 dBm/Hz, and -158 dBm/Hz, respectively. 

10.3.2.3 Reporting of vectoring feedback (VF) samples 

The FTU-R shall send vectoring feedback (VF) samples (either clipped error samples as defined in clause 
10.3.2.1 or DFT output samples as defined in clause 10.3.2.2) to the FTU-O through the vectoring feedback 
channel established between the FTU-O and the FTU-R in each line of the vectored group, as defined in 
Table 11-43 (vectoring feedback responses) in clause 11.2.2.14 for showtime or in clause 12.3.3.2.8 (R-
VECTOR-FEEDBACK message) during initialization. The FTU-O conveys the received VF samples to the VCE of 
the vectored group. 

10.3.2.3.1 Control parameters for vectoring feedback reporting 

The VCE communicates to the FTU-O a set of control parameters for vectoring feedback reporting defined 
in Table 10-9. 
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Table 10-9 – Control parameters for vectoring feedback reporting 

Parameter name Definition 

Vectored bands The downstream frequency bands for which the FTU-R shall send VF samples for the 
subcarriers through the vectoring feedback channel. 

The vectored bands shall be defined by indices of the lowest frequency and the highest 
frequency subcarriers. 

N_band denotes the number of vectored bands configured. No more than eight bands shall 
be configured (i.e., N_band ≤ 8). The configured bands shall be identified by their numbers: 
vb = 0, 1, 2, 3, 4, 5, 6, 7 assigned in the ascending order of subcarrier indices associated with 
the band. 

N_carrier(vb) denotes the number of subcarriers in frequency band number vb, and can be 
computed as the index of the stop subcarrier minus the index of the start subcarrier plus 
one. 

The vectored bands shall not overlap one another. 

F_sub The sub-sampling factor to be applied to the vectored bands.  

For every vectored band, the VF sample of the subcarrier with the smallest index shall be 

transmitted first, followed by the VF sample of every F_subth subcarrier within the vectored 

band. 

Configured by the VCE and applied for each vectored band separately. 

F_block The block size (number of subcarriers) for grouping of VF samples. 

Configured by the VCE. The same block size configuration shall be used for all vectored 
bands (see Tables 10-10 and 11-41). 

B_min Lower bound of the bit index for reporting of a VF sample component 

(see clause 10.3.2.3.2). 

Configured by the VCE for each vectored band separately. 

B_max Upper bound of the bit index for reporting of a VF sample component (see clause 10.3.2.1). 

Configured by the VCE for each vectored band separately. 

L_w Maximum number of bits for reporting of a VF sample component. 

Configured by the VCE for each vectored band separately. 

If L_w is set to zero for a particular vectored band, that band shall not be reported. L_w 
shall be set to a non-zero value for at least one vectored band.  

Padding Indicates whether or not the FTU-R shall pad VF samples through sign extension or zero 
padding (Note) to maintain using L_w bits for reporting of a VF sample component if 
S < L_w – 1 (see clause 10.3.2.3.2). 

Configured by the VCE. The same padding configuration shall be used in all vectored bands. 

Padding is enabled by setting this bit to ONE.  

Rounding Indicates whether or not the FTU-R shall round half-up (see clause 10.3.2.3.2) the reported 
VF sample based on the MSB that is not reported. 

Configured by the VCE. The same rounding configuration shall be used in all vectored bands. 

NOTE – Selection of zero padding or sign extension is vendor discretionary by the FTU-R 

In case of reporting of error samples, Table 10-10 defines the mandatory values for the vectoring feedback 
control parameters. In particular, it defines the valid values for the VCE to configure and the mandatory 
values for the FTU-R to support. The FTU-O shall support all valid values for VCE to configure. 
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Table 10-10 – Values of vectoring feedback control parameters 

Parameter Mandatory values for FTU-R to support 

Vectored bands: N_band 1, 2, 3,...,8 

Vectored bands:  

Index of subcarriers 

Full range from "Index of the lowest supported downstream data-bearing 
subcarrier" to "Index of the highest supported downstream data-bearing subcarrier" 
as indicated in Table 6-1 for the supported profile(s) 

F_sub 1, 2, 4, 8 

F_block 1, 2 and 4 

B_min 2, … , 17 

B_max B_min, … , 17 

L_w 0, 1, … , 10 

Padding 1 (enable); with F_block = 1, 2 or 4 

0 (disable) only with F_block = 2 or 4 

Rounding 1 (enable); 0 (disable) 

In case of reporting of DFT output samples, the valid values for the VCE to configure and the mandatory 
values for the FTU-R to support are: F_block = 1, L_w = 10, 6, 4, and padding = 1 (see Table 10-9). B_min 
and B_max do not apply. 

For each vectored band assigned by the FTU-O for vectoring feedback reporting, the FTU-R shall report the 
VF samples for all subcarriers with indices X = X_L + n × F_sub, where n gets all integer values 0, 1, 2, … for 
which X_L ≤ X ≤ X_H and with X_L and X_H respectively, the indices of the lowest frequency and the highest 
frequency subcarriers of the vectored band. VF samples of other subcarriers shall not be reported. 

10.3.2.3.2   Grouping of VF samples 

10.3.2.3.2.1 Grouping of VF samples in case of error samples reporting 

In case of reporting of error samples, the FTU-R shall group VF samples into blocks. Valid block sizes for the 
parameter F_block are defined in Table 10-10. For each block, the FTU-R shall calculate parameters B_M 
and B_L. The parameters B_M and B_L represent the highest and the lowest bit indices of the reported VF 
sample, in assumption that bit index is counted from the LSB to the MSB, starting from 0. If rounding=1, 
and B_L>0 then the content of the bit with index B_L-1 (the MSB that is not reported) shall be examined. If 
the content of this bit is "1", the binary value of the reported bits shall be incremented by 1. In case the 
increment causes representation overflow (can be examined by the sign bit B_M) then the increment shall 
be cancelled and the original contents shall be reported (see Figure 10-21). 

Figure 10-19 depicts the example of F_block=1, B_min=2, B_max=10, L_w=4, and padding=1. Two registers 
each (B_max+L_w) bits wide contain a VF sample component in the bits labelled from B_max (VF sample 
MSB) down to zero (VF sample LSB), while the L_w – 1 = 3 remaining bits of each register are set to zero 
and labelled with a negative bit index –1 down to 1 – L_w = –3. For each component in the block, only the 
B_M – B_L + 1 bits with indices from B_M down to B_L inclusive are included in the vectoring feedback 
report block (VFRB) format defined in clause 10.3.2.4.1. Parameters B_M and B_L shall be computed for 
each block as described below. The FTU-R shall examine all VF sample components in each block and 
determine for each component ec (ec = 1 to 2×F_block) a data-dependent scale parameter sec, defined to 
be the sign bit index of the shortest two's complement representation of the component. For a component 
value Vec, the scale parameter sec is: 

𝑠𝑒𝑐 = {

𝑓𝑙𝑜𝑜𝑟(log2(𝑉𝑒𝑐)) + 1, 𝑉𝑒𝑐 > 0
0, 𝑉𝑒𝑐 = 0

𝑐𝑒𝑖𝑙𝑖𝑛𝑔(log2(−𝑉𝑒𝑐)), 𝑉𝑒𝑐 < 0
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For example, as depicted in Figure 10-19, the first VF sample component, having the 11-bit two's 
complement representation 11110010101, has shortest representation 10010101 and hence its scale is 
s1 = 7. Likewise, the second component 00000010010 has shortest representation 010010 and hence its 
scale is s2 = 5. 

The FTU-R then computes for each block a data-dependent block scale parameter S = maxec(sec), where the 
maximization index ec runs over all 2×F_block VF sample components in the block. 

For example, as depicted in Figure 10-19, F_block = 1 and the block scale parameter S is the maximum of s1 
and s2, hence S = 7. 

If padding = 0, for each block in the given vectored band, the FTU-R shall set: 

  min)_,1__max(min),_,max(_ BwLMBLBBSMB    (10-1) 

In this case, the final reported VF sample components are: 

 

   
   

_ _ _ _ _ _ _

_ _ _ _ _ _ _

_ max 2 ,min R _ 2 2 ,2 1

_ max 2 ,min R _ 2 2 ,2 1
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where  R   is the rounding half-up function if rounding=1 or the floor function if rounding=0 
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If padding = 1, for each block in all the vectored bands, the FTU-R shall set:  

either )2 ,1_,max(_  wLSMB  (sign extension) or )2,max(_ SMB   (zero padding); 

and  

  1___  wLMBLB  (with bits set to 0 for bit indices < 0). (10-2) 

In the case of sign extension with _ 1S L w  , and the case with zero padding, the final reported VF 

sample components are: 

  

   
   

_ 1 _ 1 _ 1

_ 1 _ 1 _ 1

_ max 2 ,min R _ 2 2 ,2 1

_ max 2 ,min R _ 2 2 ,2 1

L w L w S L w

L w L w S L w

r x q x

r y q y

   

   

    

    
 

In the case of sign extension with _ 1S L w  , the final reported VF sample components are: 

  

   

   

_ 1 _ 1

_ 1 _ 1

_ max 2 ,min R _ ,2 1 _

_ max 2 ,min R _ ,2 1 _

L w L w

L w L w

r x q x q x

r y q y q y

 

 

   

   
 

The values of the reported VF sample components shall be represented using the two's-complement 

representation of L_w bits. The parameters B_M and B_L shall always satisfy the relations B_L  B_M and:  

 2  B_M  B_max. 

Selection of zero padding or sign extension is vendor discretionary by the FTU-R. However, the FTU-R shall 
not change the selection after the first report until the next initialization. 
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Figure 10-19 – Example of two registers, each representing a  
VF sample component 

Figure 10-20(a) depicts an example of the reported bits (shown shaded) for a block of VF samples for 
different padding types, with F_block=2, B_min=2, B_max=7, L_w=5, rounding=0, and Figure 10-20(b) uses 
L_w=6.  
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Figure 10-20 – Example of reported bits for a block of VF samples for 
different padding types without rounding 
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Figure 10-21(a) depicts an example of the reported bits for a block of VF samples for different padding 
types, with F_block=2, B_min=2, B_max=7, L_w=5, rounding=1 and Figure 10-21(b) uses L_w=6. 
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Figure 10-21 – Example of reported bits for a block of VF samples for 
different padding types with rounding 

10.3.2.3.2.2 Grouping of VF samples in case of DFT output sample reporting 

The values of the reported VF sample components (f_x, f_y) shall be formatted using the two's-
complement representation containing L_w bits. The parameter B_M shall be calculated corresponding to 

the definition of DFT output samples (see section 10.3.2.2), and its value shall always satisfy: 0  B_M  15. 

The value of B_L shall be set as: 1___  wLMBLB . 

NOTE – In case of DFT output sample reporting (this clause), the values B_M and B_L have a different meaning than in 
the case of error samples reporting (clause 10.3.2.3.2.1), although the same name is used. 

The FTU-R shall implement padding using sign extension. 
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10.3.2.3.2.3 Calculation of N_block 

This clause applies to both reporting of DFT output samples and reporting of error samples. 

For the assigned value of F_block, the block consists of VF samples reported for F_block subsequent 
subcarriers from those assigned for reporting in the vectored band. The subcarriers shall be assigned to 
blocks starting from the lowest frequency subcarrier of the vectored band, subsequently, in ascending 
order, F_block subcarriers in each block. The number of blocks in the vectored band vb can be computed 
as: 

  






























blockF

vbsubF

vbcarrierN
ceiling

ceilingvbblockN
_

)(_

)(_

)(_  

The blocks shall be identified by their numbers: eb = 0 to N_block(vb) – 1, assigned in the ascending order 
of subcarrier indices associated with the block. The last components of the last block that do not belong to 
the subcarriers of the vectored band (if any), shall be set to dummy values that represent the value of zero. 

10.3.2.4 Vectoring feedback channel format 

The number of bytes per sync symbol needed to report the VF samples depends on the values configured 
by the VCE for the vectoring feedback control parameters (see clause 10.3.3.2). Blocks of VF samples (VF 
blocks) of the vectored bands are mapped into the VFRB. 

Each VFRB is associated with a particular sync symbol carrying one probe sequence element. The VFRB has 
a single format defined in clause 10.3.2.4.1 that is further encapsulated into: 

• eoc message (for an eoc-based vectoring feedback channel), or 

• SOC message (for a SOC-based vectoring feedback channel). 

The sync symbol associated with a particular VFRB is identified by the superframe count (CNTSF) 
communicated together with the VFRB in the eoc message (for the eoc-based vectoring feedback channel 
during showtime) or in the SOC message (for a SOC-based vectoring feedback channel during initialization). 

10.3.2.4.1 Format of the VFRB 

The format of the VFRB is presented in Figure 10-22. The VFRB starts from an 8-bit VFRB_ID field, followed 
by up to eight vectored band blocks (VBB) fields. The FTU-R shall set the MSB of the VFRB_ID field to '1' to 
indicate that the VF samples in the VFRB are potentially corrupted (e.g., due to impulse noise, or RFI). 
Otherwise, the FTU-R shall set the MSB of the VFRB_ID field to '0'. The seven LSB of the VFRB_ID field shall 
be set to 0 and are reserved for ITU-T. The number of bytes in the VFRB (N_VFRB) is the sum of the number 
of bytes in each of the VBBs, plus one byte for the VFRB_ID field. The concatenation of VBBs in a VFRB shall 
be in the ascending order of the vectored band numbers, i.e., starting from the vectored band associated 
with lowest subcarrier indices. Some vectored bands may not be reported on request of the VCE 
(i.e., the VFRB shall not contain a VBB for the vectored bands for which VCE configures L_w=0). 

The MSB of the VFRB byte and the first bytes of VBB shall be positioned as indicated in Figure 10-22. 
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Figure 10-22 – VFRB format (in case only vectored bands 1 and 3 are  
requested by the VCE)  

The format of the VBB is presented in Figure 10-23. Each VBB starts from an 8-bit VBB_ID field, followed by 
concatenated VF blocks, and ends with a pad of zero, two, four or six bits to fit the length of the VBB to an 
integer number of bytes (odd number of padding bits is not applicable). The three MSBs of the VBB_ID field 
shall comprise the number of the vectored band (000 for VBB-0, 001 for VBB-1, … up to 111 for VBB-7). The 
five LSBs of the VBB_ID field shall be set to '0' and be reserved for ITU-T. The VF blocks shall be 
concatenated in a VBB in ascending order: the VF block 0 is the one that contains VF samples for the 
subcarrier with lowest index and shall be transmitted first. The block of VBB data are mapped to the bytes 
according to Figure 10-23. 
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Figure 10-23 – VBB format depending on F_block 

All fields of the VBB presented in Figure 10-23 shall be transmitted MSB first; the MSB of the VBB_ID shall 
be the MSB of the first byte of the VBB field, as shown in Figure 10-22. 

The format of the VF block is defined in clause 10.3.2.4.2. 

In case F_block = 2 or 4, a Block_ID shall be pre-pended to each VF block, starting with VF block number 1. 
A Block_ID shall not be inserted just before VF block 0. The Block_ID shall be four bits long, and shall 
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represent modulo 16 the sequence number of the VF block it precedes as an unsigned integer, in 
assumption that the first block in the vectored band has the number 0. 

In case F_block = 1, a Block_ID shall not be inserted. 

NOTE – The VCE can identify VBB in the received VFRB by its VBB_ID and then compute the number of VF blocks, 
N_block(vb), in the VBB-vb as described in clause 10.3.2.3.2, since all the vectoring feedback control parameters are 
known to the VCE. The length of the VF block is computed using the parameters (B_M, B_L) of the VF sample and the 
block size F_block. The first reported sample of the first VF block in the vectored band is for the subcarrier with index 
X_L (which is always even). 

10.3.2.4.2 Format of the VF block 

The representation for a VF block containing F_block VF samples (2×F_block VF sample components of 
F_block subcarriers) shall include an EXP field (4 bits), and a vectoring feedback field (variable length), see 
Figure 10-24. The vectoring feedback field includes F_block sub-fields, each carrying a complex VF sample 
of a subcarrier which is assigned for reporting during the vectoring feedback report configuration (see 
clause 10.3.3.2). 

In case of reporting of error samples, for each VF sample component (r_x, r_y), the compressed 
representation, as defined in clause 10.3.2.3.2.1, includes only those bits of the VF sample component with 
indices B_L through B_M, using the convention that the MSB of the compressed representation of the 
component has index B_max and the LSB of the compressed representation of the component has index 
B_min. Accordingly, the total number of bits in the vectoring feedback field of a block of VF samples in 
compressed representation shall be 2×F_block×(B_M – B_L + 1).  

When a VF block contains error samples, the EXP fields shall include parameter B_M decreased by 2 and 
represented as a 4-bit unsigned integer, in the range from 0 to 15 representing B_M values in the range 
from 2 to 17. NOTE – The parameter B_L is not reported as it can be calculated by the VCE from the 
vectoring feedback control parameters (see equations 10-1 and 10-2) and the value of the reported B_M 
parameter. 

In case of reporting of DFT output samples, each VF sample component (f_x, f_y), shall be calculated 
corresponding to the definition of DFT output samples (see clause 10.3.2.2). The total number of bits in the 
vectoring feedback field of a block of VF samples in compressed representation shall be 2×F_block× 
(B_M – B_L + 1) = 2×F_block×L_w.  

When a VF block contains DFT samples, the EXP fields shall include parameter B_M represented as a 4-bit 
unsigned integer, in the range from 0 to 15.  

The format of the VF block is presented in Figure 10-24. All parameters and VF samples shall be mapped 
with the MSB at the left side and LSB to the right side so that the MSB is transmitted first (i.e., the first 
transmitted bit is the MSB of the EXP field). The VF samples in a VF block may not be aligned with byte 
boundaries as demonstrated in Figure 10-24. 

VF samples in the vectoring feedback field shall be mapped in ascending order of subcarrier index from left 
to right. In case of error samples, for each VF sample, the r_x (real) component shall be mapped left from 
the r_y (imaginary) component. In case of DFT output samples, the f_x (real) component shall be mapped 
left from the f_y (imaginary) component. 
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Figure 10-24 – Format of a VF block 

10.3.2.4.3 Vectoring feedback channel data rate (informative) 

In case F_block = 2 or 4, the number of bytes in the VBB-vb without padding, following from Figures 10-22, 
10-23 and  10-24 is: 

     



























 





8/1),(_),(_2_84_

1)(_

0

vbblockN

eb

ebvbLBebvbMBblockFceilingvbVBBN  

where B_M(vb,eb) represents the B_M parameter for the VF block number eb of vectored band number vb, 
B_L(vb,eb) represents the B_L parameter for the VF block number eb of vectored band vb. 

In general, this value is not fixed but may be different from one vectoring feedback report to the next, 
depending on the exact values of the VF samples. If padding (see Table 10-9) is used, the number of bytes 
in the VBB-vb only depends on the vectoring feedback control parameters and not on the values of the VF 
sample values: 

        8/8__2)(_4 _  blockFwLvbblockNceilingvbVBBN  

In case F_block = 1, padding is used and the number of bytes in the VBB-vb only depends on the vectoring 
feedback control parameters and not on the values of the VF sample values: 
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The N_VFRB can be calculated as: 
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where report(vb) =1 if the VBB-vb is included in the VFRB (i.e., L_w > 0 for band number vb), and report(vb) 
= 0 if the VBB-vb is not included in the VFRB (i.e., L_w = 0 for band number vb). 

The vectoring feedback channel data rate (VFCDR) for transmission of the VFRB for each sync symbol is: 

   )/(_8 SFFDMT MTfVFRBNVFCDR   

where 
DMTf  is the symbol rate (in symbols/s) defined in clause 10.4.4. 

The vectoring feedback channel data rate is not constant when padding is not used. In that case, it varies 
since N_VFRB varies from vectoring feedback report to vectoring feedback report. 
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10.3.2.5 Identification of the VFRB 

10.3.2.5.1 Frequency identification control parameters 

Frequency identification allows to reduce the size of the VFRB and to fit the corresponding eoc or SOC 
message into the desired number of superframe periods (usually one superframe) by reducing the number 
of reported VF samples. Frequency identification is defined by two parameters: 

• the frequency sub-sampling factor (F_sub); 

• the frequency shift step (s). 

Frequency identification is enabled by setting s ≠ 0.  

With sub-sampling rate of F_sub, VF samples for a particular element X of the probe sequence are reported 
only for subcarriers of the given vectored band with indices: 

  i = imin + (s×(n-1))MOD(F_sub) + j×F_sub 

where: 

 imin is the lowest index of the vectored band; 

 j = 0, 1, 2… 

n is a count of probe sequence cycles covered by the reports; for the first report, n=1.  

For example, if F_sub = 4, at the first probe sequence cycle (n=1) all subcarriers with indices imin+j×4, j = 0, 1, 
2… will be reported until the upper index of the vectored band. At the second probe sequence cycle (n=2), 
the starting subcarrier index is increased by s. If s = 2, all subcarriers with indices imin+2+j×4 will be reported 
at the second probe sequence cycle. These two reports will provide one set of VF samples equivalent to a 
single report with F_sub = 2 (no more reports are required because in the next probe sequence cycle (n=3) 
the subcarriers with indices imin+j×4, j = 0, 1, 2… will be reported again). 

The valid values of frequency identification control parameters are presented in Table 10-11.  

Table 10-11 – Valid values of frequency identification control parameters 

Parameter Valid values for VCE Mandatory values for FTU-R to support 

F_sub As per Table 10-10 All valid values. 

s 1, 2, 3, 4 provided that s < F_sub (Note) All valid values. 

NOTE – s = 0 is a special value indicating that frequency identification is disabled. 

For frequency identification reporting: 

– To start vectoring feedback reporting, the value of parameter q shall be set to 1. 

– To stop vectoring feedback reporting, the value of parameter q shall be set to 0. 

10.3.2.5.2 Time identification control parameters 

On each of the sync symbols indicated by the FTU-O by the associated superframe count, the FTU-R shall 
transmit a single VFRB. In each VFRB, the FTU-R shall also include the superframe count (as defined in 
clause 12.3.3.2.6) as identification of the downstream sync symbol the VFRB corresponds to. The FTU-O 
shall indicate such superframe counts using the following time identification control parameters: 

• the VFRB update period (q); 

• the VFRB shift period (z). 

Time identification is enabled by setting s = 0. 

The FTU-R shall send the first VFRB on the first sync symbol following the reception of the request to 
update the VFRB control parameters. Then it shall send a VFRB on every q-th subsequent sync symbol 
position z-1 times. After z VFRBs are sent (which takes q×z superframes), the next VFRB shall be reported 
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for the next (q+1)-th sync symbol position, after which the following z-1 VFRBs shall be reported every q-th 
sync symbol position, etc. until the next request to update VFRB control parameters. 

With the rule defined above, the VFRB are sent on the sync symbol positions associated with the 
superframe count values CNTSFn

 computed with the following recursive rule starting from n=0: 

  CNTSFn = CNTSF0  if n = 0 

  CNTSFn = (CNTSFn-1 + q) MOD 216  if n MOD z ≠ 0 

  CNTSFn = (CNTSFn-1 + q + 1) MOD 216  if n MOD z = 0 

where CNTSF0
 is the superframe count value of the first sent VFRB.  

Valid values for the time identification control parameters are defined in Table 10-12.The VFRB shift period 
z equals zero is a special value to indicate that VFRB shall be sent every q sync symbol position starting at 
CNTSF0

 until the next request to update VFRB control parameters. The VFRB period value of q = 0 is a special 

value and shall be used to indicate that the FTU-R shall stop vectoring feedback reporting. 

NOTE – The parameters q and z should be selected such that the VF samples are reported at least once for all the 
elements of the probe sequence after a certain time. 

For example, the reports are sent on the following superframe counts with CNTSF0
 = 0: 

  q=4 and z=0 then CNTSF=0, 4, 8, 12, 16, 20, 24, 28, … 

  q=4 and z=4 then CNTSF=0, 4, 8, 12, 17, 21, 25, 29, 34, 38, … 

Valid values for the time identification control parameters are defined in Table 10-12. 

Table 10-12 – Valid values of time identification control parameters 

Parameter Valid values for VCE Mandatory values for FTU-R to support 

q 0, 1, 2, …, 8 All valid values. 

z If q > 1: 0, 2, …, 126, 127, 128 
If q ≤ 1: 0 

All valid values. 

10.4 Modulation 

10.4.1 Data subcarriers 
The data subcarriers shall be indexed from i = LSI to i = MSI, where LSI, MSI are indices of the lowest and 
the highest loaded subcarrier, respectively (i.e., LSI is the minimum index and MSI is the maximum index in 
the MEDLEY set). The values of LSI and MSI may be different for upstream and downstream transmission 
and are denoted as LSIus, MSIus and LSIds, MSIds respectively. The index of the highest loaded subcarrier 
(MSIus or MSIds) is restricted by the selected profile. Data bits may be transmitted on NSC subcarriers, with 

NSCus  (MSIus – LSIus+1) and NSCds  (MSIds − LSIds+1). The subcarrier with index i=0 shall not be used  
(LSI > 0).  

The data subcarriers to be used in the upstream and downstream directions (MEDLEYus and MEDLEYds 
sets, respectively) are determined during initialization, as specified in clause 12.3.4.2. 

NOTE – The subcarriers actually used for data transmission depend on channel characteristics, such as loop 
attenuation and noise, and on the specific requirements on the PSD of the transmit signal, such as notching of IAR 

bands, PSD reduction at low frequencies to share the loop with POTS or digital subscriber line (DSL) on other lines. 

10.4.2 Subcarrier spacing 

Subcarrier spacing is the frequency spacing, fSC, between the subcarriers. The subcarriers shall be centered 
at frequencies f= i × fSC. The subcarrier index i takes the values i = 0, 1, 2, ..., N-1, where N-1 is the index of 
the highest subcarrier. The value of subcarrier spacing shall be 51.75 kHz (12×4.3125 kHz) with a tolerance 

of 50 ppm. 
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10.4.3 Inverse discrete Fourier transform (IDFT) 

The inverse discrete Fourier transform (IDFT) is used to modulate the complex values at the output of the 
symbol encoder (or those precoded at the FTU-O) onto the DMT subcarriers. It converts the N frequency 
domain complex values Zi (as defined in clause 10.2.1.5) generated by the symbol encoder or values Zi' 
generated by the precoder into 2N real values xn (n = 0, 1, ..., 2N − 1), which is a time domain 
representation. The conversion shall be performed with a 2N-point IDFT: 
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The valid values of N are N = 2p, where p can take values of 11 or 12 depending on the profile (see clause 6); 
other values are for further study. 

For subcarrier indices i that are not in the MEDLEY set, the corresponding values of Zi are not generated by 
the symbol encoder. These values are vendor discretionary, but shall comply with the constraints given in 
Table 10-5. The value of Z0 shall always be equal to zero and ZN shall always be a real value. 

In order to generate real values of xn, the input values Zi, where i = 0, 1, ..., N − 1 and Z0 = 0, shall be further 
augmented so that the vector Zi has a Hermitian symmetry: 

  12  to1for      )( conj 2   NNiZZ iNi
 

10.4.4 Cyclic extension and windowing 

The cyclic extension provides a guard interval between adjacent symbols. This guard interval is intended to 
protect against inter-symbol interference. The cyclic extension also adds windowing that is necessary for 
spectrum shaping. The transmit symbol shall include cyclic extension and shall be constructed from the 
IDFT 2N output samples using the following rules (see Figure 10-25):  

1) The IDFT in the current symbol i outputs 2N samples labelled x0 to x2N-1 in Figure 10-25. The last LCP 
samples of the original 2N samples in the IDFT output shall be prepended to the 2N output IDFT 
samples as the cyclic prefix (CP).  

2) The first LCS = β samples of the original 2N samples in the IDFT output shall be appended to the 
block of 2N + LCP samples as the cyclic suffix (CS).  

With these two rules, the order of samples in a symbol shall be as follows:  

• The first sample of symbol i is IDFT output sample x2N-LCP 
; 

• The last sample of the cyclic prefix is IDFT output sample x2N-1; the next sample is IDFT output 
sample x0, which is also the first sample of the cyclic suffix; 

The last sample of the symbol is IDFT output sample xβ-1. 

The first β samples of the cyclic prefix and β samples of the cyclic suffix shall be used for shaping the 
envelope of the transmitted signal (windowing). The values of the window samples are vendor 
discretionary. 

The valid values of β in samples shall be 64 and 128. The windowed parts (β samples) of consecutive 
symbols shall overlap and shall be added to one another. Therefore, the total number of samples 
transmitted per each symbol period, after cyclic extension and windowing, is 2N+ LCP. The values of β 
selected for upstream (βus) and downstream (βds) may be different. The particular value of β is selected by 
the transmitter of the FTU and shall be communicated to the peer FTU at initialization (βds is sent in  
O-SIGNATURE message and βus is sent in R-MSG 1, respectively, see clause 12.3.3.2.1 and 12.3.3.2.3). 

Figure 10-25 summarizes all of the described operations that shall be performed by the transmitter to 
construct the symbol. 

The value of LCP shall be set in order to satisfy the equation LCP= m × N/64, where valid values of m are 
integers 4, 8, 10, 12, 14, 16, 20, 24, 30 and 33, inclusive. The following combinations of m and TDD frame 
length (see clause 10.5) shall be supported: 
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• m=10 for TDD frame length MF=23 

• m=10 for TDD frame length MF = 36 

• m=16 for TDD frame length MF = 23 

• m=33 for TDD frame length MF = 36. 

In all cases, the following relations shall hold: LCP > β and LCS = β. 

The same value of LCP shall be selected for both upstream and downstream. 

NOTE – The setting of the LCP (for both upstream and downstream) are exchanged during the ITU-T G.994.1 phase of 
initialization. The same LCP values are set in all lines of the vectored group. 

 

Figure 10-25 – Cyclic extension, windowing and overlap of symbols 

For a given setting of the CP length, the symbols will be transmitted at a rate equal to: 
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The symbol period Tsymb, accordingly, equals to 1/fDMT (see Figure 10-25). 

If the CP length corresponds to m = 10, this results in a symbol rate of 48 000 symbols/s. 

10.4.5 Synchronization 

The FTU-R shall use loop timing mode, i.e., it shall extract its symbol clock from the received signal. In loop 
timing mode, the FTU-R operates as a slave; the transmit clock of the FTU-R shall be locked to the transmit 
clock of the FTU-O. Prior to starting a transmission, the FTU-R shall acquire (or re-acquire) the downstream 
timing; no transmission is allowed if loop timing is not established. 

To facilitate loop timing, the FTU-R may request FTU-O to assign pilot tones. The number of pilot tones and 
their subcarrier indices are determined during initialization (see clause 12.3.4.2.8). The FTU-O shall transmit 
assigned pilot tones during the showtime in all data symbols and pilot symbols. Pilot tones shall not be 
transmitted during sync symbols, idle symbols or quiet symbols. The maximum number of pilot tones is 16. 

To facilitate loop timing during L2.1 and L2.2 states, the FTU-R may request the FTU-O to transmit pilot 
symbols (see clause 10.4.5.1). 
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10.4.5.1 Pilot symbols 

Pilot symbols facilitate loop timing in the FTU-R. Pilot symbols shall be transmitted in the downstream 
direction only, at the RMC symbol position within logical frames that are assigned by the FTU-R for timing 
synchronization if this logical frame has no RMC symbol to be transmitted. 

NOTE – In L0 state, RMC symbols are transmitted in all logical frames. Therefore, no pilot symbols are used in this 
state. 

The FTU-R shall assign logical frames for timing synchronization during initialization. Those may be all 
downstream logical frames of the superframe, or all odd numbered downstream logical frames in the 
superframe (the second, the fourth, etc.), or only the last downstream logical frame in the superframe.  

In pilot symbols, all subcarriers except pilot tone subcarriers shall be transmitted with zero gain (gi = 0). The 
pilot tone subcarriers shall be transmitted with nominal power (same as in data symbols). 

10.5 TDD frame structure 

The TDD frame structure is presented in Figure 10-26 with the following notations describing the TDD 
frame parameters. Values of Tg1 and Tg2 are the gap times at the U interface of the FTU-O, while Tg1' and Tg2' 
are the gap times at the U interface of the FTU-R. Both the FTU-O and FTU-R shall transmit in respect to 
downstream and upstream symbol boundaries, respectively. In all cases, the sum Tg1+Tg2 = Tg1'+Tg2' shall be 
equal to the duration of one symbol. 

The actual value of Tg1' is determined during initialization, as described in clause 12.3.3.1.2. The initial value 
of Tg1' is communicated to the FTU-R in the O-SIGNATURE message. This value is further adjusted to align 
boundaries of received upstream symbols in all vectored lines. The valid range of Tg1' is from 6.5 μs to 11.2 
μs. The FTU-O shall support Tg1 ≥ 6.5 μs. 

NOTE – With the defined range of Tg1' (6.5μs ≤ Tg1' ≤11.2μs), the maximum value of Tg2 should not exceed 11.2 μs in the 
aim to support very short loops whose Tpd is close to 0. Using a setting Tg2 = 11 μs, the DPU can accommodate 
propagation delays in the range from 0 to Tpd ≤ (11-6.5)/2 = 2.25 μs. This range of Tpd, assuming a typical propagation 
delay of 0.5 μs per 100 m, allows establishing a vectored group that includes loops with lengths from 0 to 450 m. 

The variable TF defines the frame period. The TDD frame length shall be an integer multiple of symbol 
periods. One TDD frame period shall consist of Mds symbol periods dedicated for downstream transmission, 
Mus symbol periods dedicated for upstream transmission and a total gap time (Tg1 + Tg2) equal to one 
symbol period; hence TF = MF×Tsymb, where MF = Mds + Mus + 1. The downstream transmit symbol boundary 
shall be aligned with the TDD frame boundary. 

TDD frame lengths of MF = 36 and MF = 23 symbol periods shall be supported.  

Additional values of MF are for further study. 

The particular values of MF and TDD frame parameters Mds and Mus are set during the initialization 
(ITU-T G.994 handshake, see clause 12.3.2.1), according to the corresponding DPU-MIB parameters; in all 
cases Mds + Mus ≤ 35. The FTU shall support the ranges of values of Mds as a function of MF according to 
Table 10-13. 

Additional ranges of values of Mds as a function of MF are for further study. 

Table 10-13 – Mds values to support as a function of MF 

MF Mds values supported 

36 from 10 to 32 

23 from 6 to 19 
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Figure 10-26 – TDD frame structure 

The same TDD frame structure shall be used during both initialization and showtime. 

During showtime, symbol periods in a TDD frame are used for transmission of data symbols (carrying DTUs) 
and the following special symbols: 

– Sync symbol: See clauses 10.2.2.1 and 10.6. 

– RMC symbol: See clause 10.5.1. 

– Pilot symbol: See clauses 10.2.2.3 and 10.4.5.1. 

– Idle symbols: See clauses 10.2.1.7 and 10.7. 

– Quiet symbols: See clauses 10.2.1.6 and 10.7. 

During the initialization, symbol periods in a TDD frame are used for transmission of the sync symbols and 
the initialization symbols (see clauses 12.3.3.3 and 12.3.4.3). The format of initialization symbols is defined 
in clause 10.2.2.2. 

10.5.1 RMC symbol position 

An RMC symbol shall be transmitted every TDD frame during the L0 link state. Transmission of RMC 
symbols during L2.1 and L2.2 link states is specified in clause 13.4.1.1 and clause 13.4.2.1, respectively. 

The format and encoding of RMC symbol are described in clause 9.6. 

The position of the downstream RMC symbol and the upstream RMC symbol is offset by DRMCds and DRMCus 
symbol periods from the start of the first downstream symbol position and from start of the first upstream 
symbol position in a TDD frame, respectively, as described in Figure 10-27. The value of the offset is 
assigned by the DP during initialization (see clause 12.3.2.1). The same value of DRMCds shall be used for 
downstream RMC symbols in all lines of the vectored group, and the same value of DRMCus shall be used for 
upstream RMC symbols in all lines of the vectored group. The valid ranges of DRMCus and DRMCds are from 1 to 
min (Mus−1, floor(Tack_max_R/Tsymb)-2) and 1 to min(Mds−1, floor(Tack_max_O/Tsymb)), respectively. Furthermore, 
the settings shall comply with the following condition: 

DRMCus – DRMCds ≥ 6 – Mds. 

NOTE – The mentioned condition for DRMCus, DRMCds always ensure that the upstream RMC symbol is transmitted at 
least 5 symbols after the downstream RMC symbol, and is derived from the following equation: 

(Mds  – DRMCds – 1) + DRMCus  ≥ 5. 

Figure 10-27 illustrates RMC and sync symbol positions in TDD frames (notated R and S, respectively) of a 
superframe with CNTSF = P. Symbol positions notated D indicate those can be used for data, idle or quiet 
symbols, based on the rules defined in clause 10.7. Figure 10-27 also presents the downstream and the 
upstream logical frames. A logical frame in a particular transmission direction starts from the RMC symbol 
and ends on the last symbol position just before the next RMC symbol transmitted in the same direction. 
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Symbol positions in a logical frame assigned for downstream transmission are indexed from zero to  
(Mds –1). Symbol positions assigned for upstream transmission in a logical frame are indexed from zero to 
(Mus –1). The indexing for each transmission direction starts from the RMC symbol, whose position has 
index zero in both upstream and downstream. 
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Figure 10-27 – Example of sync symbol and RMC symbol positions 

As shown in Figure 10-27, any logical frame that starts during a TDD frame of a particular superframe shall 
be considered belonging to this superframe (even though the end of the last logical frame of a superframe 
is transmitted at the beginning of the next superframe). 

Logical frames shall be counted using a modulo 216 logical frame counter. The transmitter shall increment 
the logical frame count (CNTLF) every time a logical frame is sent. The CNTLF values are defined for upstream 
(CNTLF-us) and downstream (CNTLF-ds). The CNTLF shall be reset at the transition into showtime: the CNTLF-ds 
shall be reset at the first downstream logical frame transmitted at the showtime and the CNTLF-us shall be 
reset at the first upstream logical frame transmitted at the showtime. 

10.5.2 Data symbol positions 

Downstream data symbols shall be transmitted at downstream symbol positions of a logical frame with 
indices starting from 1 and determined by the parameters TTRds, TAds and TBUDGETds defined in clause 10.7. 
The number of data symbols in a downstream logical frame that does not contain a sync symbol may be up 
to Mds–1, and in those that contain sync symbol may be up to Mds–2. Index 0 is assigned to the downstream 
RMC symbol. 

Upstream data symbols shall be transmitted at upstream symbol positions of a logical frame with indices 
starting from one and determined by the parameters TTRus, TAus and TBUDGETus defined in clause 10.7. The 
number of data symbols in a upstream logical frame that does not contain a sync symbol may be up to Mus-
1 and in those that contain sync symbol may be up to Mus–2. Index 0 is assigned to the upstream RMC 
symbol. 

An idle symbol may be transmitted at any data symbol position that is not used by a data symbol using the 
rules determined by the selected configuration parameters for discontinuous operation (see clause 10.7). 
This applies to both upstream and downstream. 

At data symbol positions that are not used by either a data symbol or an idle symbol, a quiet symbol shall 
be transmitted. 
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10.6 Superframe structure 

The ITU-T G.9701 superframe structure is shown in Figure 10-28. The parameter MSF identifies the number 
of TDD frames that comprise one superframe; the value of MSF depends on the number of symbols in a TDD 
frame MF as defined in Table 10-14. 

Additional sets of {MF, MSF} are for further study. 

Table 10-14 – Mandatory sets of {MF, MSF} 

MF MSF 

36 8 

23 12 

All TDD frames of the superframe shall have the same format as defined in clause 10.5. Superframes shall 
be transmitted one after another, with no gaps. The TDD frames of each superframe shall be indexed from 
0 to MSF − 1. 

The first TDD frame of the superframe (index 0) is called a TDD sync frame, which is followed by MSF − 1 
regular TDD frames (indexed from 1 to MSF − 1). Each TDD sync frame contains a downstream sync symbol 
(labelled as DS sync symbol) and an upstream sync symbol (labelled as US Sync Symbol). The first symbol of 
a superframe is DRMCds – 1 symbol positions before the sync symbol. Other functions and transmission 
format of upstream and downstream sync symbols are defined in clause 10.2.2.1. 

 

Figure 10-28 – Superframe structure 

The downstream sync symbol shall be transmitted immediately before the downstream RMC symbol 
position, with the offset of (DRMCds -1) symbols from the start of a TDD sync frame (see Figure 10-27). The 
downstream sync symbol, accordingly, has index Mds-1 in the last downstream logical frame of the previous 
superframe. 

The upstream sync symbol shall be transmitted on the first symbol position in the upstream part of the TDD 
sync frame. The upstream sync symbol, accordingly, has index (Mus – DRMCus) in the last upstream logical 
frame of the previous superframe. 

The same superframe structure shall be used during both the initialization and the showtime. 

Superframes shall be counted using a modulo 216 superframe counter. The transmitter shall increment the 
superframe count (CNTSF) every time it starts a new superframe. The CNTSF for upstream and downstream 
shall always be the same for any particular superframe and this value shall be synchronized over all the 
lines of the vectored group. 
  



2 Transport aspects   
 

796 

The symbol count (CNTSYMB) shall be incremented after each symbol period passed at the U-interface  
(Mds + Mus + 1 periods in total during each downstream or upstream logical frame, where the 1 represents 
the combined time gaps Tg1 and Tg2, see Figure 10-26). Symbol counts are defined in upstream (CNTSYMB,us) 
and downstream (CNTSYMB,ds). In a particular direction of transmission, CNTSYMB shall be set to 0 at the 
symbol position which corresponds to the first RMC symbol transmitted when entering the showtime and 
after reaching the value of 1 022 (modulo 1 023) while in showtime. 

10.7 Normal and discontinuous operation intervals 

During link state L0, when not all of the time available for data transmission is needed, a discontinuous 
operation interval may be configured to facilitate transceiver power savings. 

The discontinuous operation interval may be configured independently for upstream and downstream. 
Symbol periods within the discontinuous operations interval of a logical frame may be filled with either 
data symbols, idle symbols (see clause 10.2.1.7) or quiet symbols (see clause 10.2.1.6). 

Figure 10-29 shows downstream logical frames with the identified parameters for controlling and managing 
the configuration of the discontinuous operation interval in a downstream logical frame. Figure 10-30 
shows upstream logical frames with the identified parameters for controlling and managing the 
configuration of the discontinuous operation interval in an upstream logical frame.  

A logical frame is divided into two intervals; a normal operation interval (NOI), and a discontinuous 
operation interval (DOI). The NOI boundary is defined by parameter TTR (in number of symbol periods in 
the NOI). The NOI starts from an RMC symbol and has TTR symbols duration. The value of TTR may be 
different from one logical frame to another. The number of symbols in the NOI can be in the range from 
one to Mds (including the RMC symbol, and the sync symbol if it resides within the NOI) in the downstream 
direction and from 1 to Mus (including the RMC symbol, and the sync symbol if either or both reside within 
the NOI) in the upstream direction. If the transmitting FTU of a particular line does not have data to send 
during the NOI, it shall send one or more idle symbols or data symbols filled with dummy DTUs. In the 
upstream direction, selection between transmission of idle and data symbols depends on the value of IDFus 
communicated over RMC from the FTU-O to the FTU-R (see Table 9-7). 

If an idle symbol is sent at a particular symbol position of the NOI, all following symbols of the NOI shall also 
be idle symbols (except sync or pilot symbols, if they reside within the NOI). If the NOI ends with an idle 
symbol or a data symbol filled with dummy DTUs, all symbols of the DOI of the logical frame shall be either 
idle or quiet symbols (except sync symbols, if they reside within the DOI). 

The DOI is configured with controlled positioning of data, idle and quiet symbols. In Figure 10-29 and Figure 
10-30, the parameter TA defines the number of quiet symbol positions at the beginning of the DOI of a 
logical frame and the value B' is defined as the number of symbol positions following TA that may contain 
data symbols in the DOI. 

Control of the discontinuous operation interval is provided by the DRA and VCE of the DPU (see Figure 5-2). 
The following control parameters, separate for upstream and downstream, are communicated to the FTU-
O across the  reference point in the associated TXOP primitive (see Table 8-3): 

Transmission budget (TBUDGET): parameter used to derive the index of the last symbol position that may 
be used for a data symbol. This index is equal to (TBUDGET-1) if TBUDGET ≤ TTR, otherwise it is equal to 
(TBUDGET+TA-1). The total number of symbol positions allocated for the RMC symbol and data symbols in 
the combined NOI and DOI of a logical frame is equal to TBUDGET if the logical frame does not contain a 
sync symbol, otherwise that number can be equal to TBUDGET or (TBUDGET-1), depending on the position 
of the sync symbol in a logical frame. 

TTR: the number of symbol positions in the NOI, including the sync symbol position if it resides within the 
NOI. 
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TA: the number of quiet symbol positions inserted at the beginning of the DOI, including the sync symbol if 
it resides within the TA. 

TIQ: indicates whether idle (TIQ=1) or quiet (TIQ=0) symbols shall be used during the downstream symbol 
positions of the DOI allocated for data symbols if the transceiver does not have enough data to fill these 
symbol positions. 

NOTE – No TIQ value is defined for the upstream direction since idle and quiet symbols are identical. 

IDF: indicates that the FTU is allowed to send only data symbols filled with dummy DTUs in the NOI if the 
FTU does not have data to send over the NOI symbol positions allowed by TBUDGET. 

From the control primitives defined above, the value B' can be derived as B'= max (0, TBUDGET − TTR).  

If the transceiver does not have enough data to fill the B' symbol periods, it may instead transmit one or 
more idle or quiet symbols (depending on the value of TIQ) for the later symbol periods in the B' symbol 
periods. In Figure 10-29 and Figure 10-30, the actual number of data symbol periods in the DOI is identified 
by the value B, where B= B' − (number of idle symbols or quiet symbols in B'). 

The value of TBUDGETds + TAds shall not exceed Mds and the value of TBUDGETus + TAus shall not exceed Mus. 

A minimum number of data symbols (containing data or dummy DTUs) shall be transmitted during the NOI. 
This number shall be indicated during initialization by the FTU-O (parameter upstream MNDSNOI in O-PMS 
message) and by the FTU-R (parameter downstream MNDSNOI in R-PMS message). After this minimum 
number of data symbols has been sent and once only dummy DTUs are available until the end of the logical 
frame, the FTU shall send idle symbols instead of data symbols until the end of the NOI and send idle or 
quiet symbols depending on the TIQ value instead of data symbols until the end of the DOI. The DRA may 
instruct the FTU-O to transmit more than MNDSNOI data symbols before idle symbols may be transmitted. 
This allows the DRA to guarantee that all lines transmit data symbols for the duration dictated by the 
largest downstream MNDSNOI values of any lines of the DP. 

The set of values {TTR, TA, TBUDGET, IDF} is the logical frame configuration. The logical frame configuration 
may be different for the upstream and the downstream directions and may change from one logical frame 
to the next. 

The value of TTRds shall be TTRds ≥ MNDSNOIds + 1 and the value of TTRus shall be TTRus ≥ MNDSNOIus + 1. 

To facilitate power control using the discontinuous operation interval, the FTU-O transmitter indicates in 
the downstream RMC message of the logical frame the downstream logical frame configuration and the 
requested upstream logical frame configuration (see Table 9-7). The requested upstream logical frame 
configuration indicated in the downstream logical frame with CNTLF,ds = N + MSF shall be indicated by the 
FTU-R as the upstream logical frame configuration in the upstream RMC message of the upstream logical 
frame with CNTLF,us = N+1 (see Table 9-8 and Figure 10-27). The downstream logical frame configuration 
indicated in the downstream RMC message shall be applied in the same logical frame if MB is set to 0 or in 
the next logical frame if MB=1. The upstream logical frame configuration indicated in the upstream RMC 
message shall be applied in the same logical frame if MB is set to 0 or in the next logical frame if MB=1. The 
value of MB may be different for the upstream and downstream directions (see Table 12-41, Table 12-44). 
If the RMC message is lost, the receiver shall use the logical frame configuration parameters indicated in 
the last received RMC message. 

NOTE – The FTU-O is responsible to indicate its request for the new downstream and upstream logical frame 

configuration in the RMC message of the appropriate logical frame, so that timing requirements for application of 

TXOPds.indicate and the TXOPus.indicate primitives is compliant with the requirements defined in clause 8.1.1 

In addition, the expected transmission time (ETT) of the logical frame, represented in symbols, is indicated 
in the RMC message of the same logical frame (see Tables 9-5 and 9-8). The value of ETT shall be no greater 
than the value of TBUDGET for that same logical frame. Parameter ETT indicates to the receiver that it 
needs to be active to decode ETT data symbols and it may turn off or reduce processing to save power 
during reception of the idle or quiet symbol(s) that follow the ETT data symbol positions. If the receiver 
detects an idle symbol prior to the detection of the ETT data symbols, it may also turn off or reduce 
processing to save power during reception of the subsequent symbol positions of the same logical frame. 
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The FTU-O shall transmit quiet symbols for the last (Mds – (TTRds + TAds + B'ds)) downstream symbol positions 
of the logical frame, except if this position is a sync symbol position.  

The FTU-R shall transmit quiet symbols for the last (Mus – (TTRus + TAus + B'us)) upstream symbol positions of 
the logical frame, except if this position is a sync symbol position. 

NOTE – Power savings may be achieved in the discontinuous operation interval by transmission of quiet symbols in 

symbol periods where there is no end user data. Further power savings may be achieved by appropriately aligning the 

data symbols in each of the lines in the vectored group so as to reduce the size of the crosstalk cancellation matrix by 

using one or more MxM matrices instead of the one full NxN matrix where M<N. The configuration of the idle and the 

quiet symbol periods across the lines in the vectored group is controlled by the VCE/DRA. 

During the NOI, the line uses a certain transmit PSD. This PSD setting may be different from those used 
during the DOI. 

Both FTU-O and FTU-R shall support a separate baseline bit-loading table for each of the intervals (a bit-
loading table for NOI and a bit-loading table for the DOI). The NOI baseline bit-loading tables in both 
upstream and downstream are established during initialization (see clauses 12.3.4.2.7 and 12.3.4.2.8); the 
DOI baseline bit-loading tables are determined after transition into showtime (see clause 12.3.5). The 
baseline bit-loading tables for both NOI and DOI are updated via eoc-based OLR procedures (SRA and TIGA), 
as defined in clauses 13.2.1.1 and 13.2.2.1, respectively. The active bit-loading tables for both NOI and DOI 
are updated through the RMC by the FRA commands defined in Table 9-10 (for the downstream) and 
Table 9-11 (for the upstream). 

 

 

Figure 10-29 – General illustration of discontinuous operation in the DOI for downstream logical frames 
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Figure 10-30 – General illustration of discontinuous operation in the DOI of upstream logical frames 

Similar to bit loading, in the downstream direction at least, the NOI and DOI may have different transmit 
PSDs and different precoded direct channel gains. These sets are updated via eoc using a standard TIGA 
procedure.  

Appendix VI describes example applications of discontinuous operation. 

10.8 Alignment of transmissions in vectored group 

The superframes transmitted by all FTU-Os of a vectored group shall be aligned in time so that the 
downstream sync symbols are aligned in time at the U-O reference points of the vectored lines. All other 
symbols of the superframe (data symbols) transmitted by all FTU-Os of a vectored group shall also be 
aligned in time between themselves at the U-O reference points of the vectored lines. The misalignment 
shall be evaluated as the time difference between reference samples of the aligned symbols of the 
vectored lines (see clause 8.4.1, Figure 8-12) and is vendor discretionary. 

To avoid performance degradation in a vectored group, the misalignment should be significantly smaller 
than the assigned value of the cyclic extension (CE). 

The FTU-O shall facilitate that the upstream symbols transmitted by all FTU-Rs of a vectored group be 
aligned between themselves at the U-O reference point by adjusting the value of Tg1' during the 
initialization, as described in clause 12.3.3.1. 

To facilitate alignment in time, symbols in all lines of a vectored group shall be assigned the same cyclic 
extension, in both upstream and downstream. Also, the TDD frame parameters MF, Mus and Mds shall be the 
same in all lines of the vectored group. The CE length used for all lines in a vectored group should be 
appropriate for the line with the largest propagation delay. 

11 Operation and maintenance (OAM) 

11.1 OAM functional model 

The OAM reference model of an ITU-T G.9701 link is shown in Figure 11-1 and contains OAM entities 
intended to manage all the transmission entities of the ITU-T G.9701 transceiver: the TPS-TC sub-layer, the 
PMS-TC sub-layer and the PMD sub-layer. The system-related OAM data refers to all relevant layers above 
the TPS-TC (which are not in the scope of this Recommendation).  
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Figure 11-1 – OAM protocol reference model of ITU-T G.9701 link 

The OAM data between the peer ITU-T G.9701 transceivers at the DPU and the NT is exchanged using the 
following OAM channels: 

– an embedded operation channel (eoc) between respective TPS-TC entities, specified in 
clause 11.2.2; 

– a robust management channel (RMC) between respective PMS-TC entities, specified in clause 9.6; 

– a special operations channel (SOC) between respective PMD layers during initialization only, 
specified in clause 12.2. 

The system-related OAM data is transported between peer MEs using special eoc commands that provide a 
transparent channel between peer MEs (see clause 11.2.2.4 and Table 11-1). Time-sensitive data is 
transported over RMC (e.g., lpr – see Table 9-8). 

The eoc and RMC are active only during the showtime and SOC is used to support transceiver initialization 
and is deactivated during the showtime. The OAM primitives and parameters exchanges via eoc, RMC and 
SOC are defined at the TPS_MGMT, PMS_MGMT and PMD_MGMT, respectively. Relevant OAM primitives 
and parameters, both intended for transmission to the peer FTU or received from peer FTU, are exchanges 
between the FME and its upper-layer ME via γ_MGMT interface.  
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The NMS, connected to the FTU-O via the Q interface, controls the OAM entities at both FTUs, and collects 
management data from all relevant OAM entities of both FTU-O and FTU-R. The upper-layer ME provides 
the interface to the NMS (Q interface), and the interface with the DPU-MIB. The DPU-MIB contains all of 
the management information related to the ITU-T G.9701 link. It may be implemented to serve an 
individual line or to be shared between the lines served by the DPU. In some implementations a MIB can 
also be established in the NT and connected to the NMS via the G-interface (see Figure 5-1) and connected 
to the ME at the FTU-O via the eoc. 

The ME-O shall update and store the set of near-end test parameters or far-end test parameters or both 
(the ones that can be updated during the showtime) upon the request to do so from the NMS. 

11.1.1 γ_MGMT interface 

The γO_MGMT and γR_MGMT reference points describe logical interfaces between the FME and the upper 
layer management entity ME-O (at the FTU-O) and ME-R (at the FTU-R), respectively (see Figure 8-1, 
Figure 8-2 and Figure 11-1). The interface is defined by a set of control and management parameters 
(primitives). These parameters are divided into four groups: 

– parameters generated by the FME and submitted to the upper-layer ME; 

– parameters retrieved by the upper-layer ME from the FME (requested by the ME to be submitted 
by the FME to upper-layer ME); 

– parameters retrieved by the FME from the upper-layer ME. These parameters are used by the FME 
to control the FTU via TPS-TC_MGMT, PMS-TC_MGMT and PMD_MGMT interfaces; 

– parameters generated by the upper-layer ME and submitted to the FME to control the local FTU or 
to be transported to the peer FME and submitted to the peer upper-layer ME. 

The summary of the γ_MGMT primitives is presented in Table 11-1. The γ_MGMT parameters exchanged 
with the MIB are defined in [ITU-T G.997.2]. 

Table 11-1 – Summary of the γ_MGMT primitives 

Primitive Direction Description Reference 

OAM primitives 

Line-related 
primitives 

FME → ME 
Represent anomalies and defects related to PMD 
and PMS-TC sub-layers. 

Clause 11.3.1 

Path-related 
primitives  

FME → ME 
Represent anomalies and defects of a particular 
path terminated by peer TPS-TCs.  

Clause 11.3.2 

Power-related 
primitives 

FME → ME Represent the status of the FTU power supply.  Clause 11.3.3 

Line 
performance 
monitoring 
parameters 

FME → ME 
Represent parameters defined for line 
performance monitoring. 

Clause 11.4.4 
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Table 11-1 – Summary of the γ_MGMT primitives 

Primitive Direction Description Reference 

Link activation and de-activation parameters (Note) 

Test parameters FME → ME-O 
Represent various parameters that are computed 
by the FTU-O and passed to ME-O to indicate the 
overall performance of the FTU.  

Clause 11.4.1 

Retransmission 
configuration 
parameters 

ME-O → FME 
Control parameters provided by the MIB for 
configuration of the FTU retransmission function 
(valid at FTU-O only). 

Clause 11.4.2 

Vectoring 
configuration 
parameters 

ME-O → FME 
Control parameters provided by the MIB to define 
the required FEXT cancellation capabilities and 
characteristics of the line (valid at FTU-O only). 

Clause 11.4.3 

Control of the 
FTU state 
machine 

ME → FME 
Primitives applied by the ME to control FTU state 
machine.  Clauses 12.1.2, 

12.1.4.3 

FME → ME 
Primitives related to the status of the FTU state 
machine reported by the FME to the ME.  

ITU-T G.994.1 
phase 

ME → FME 
Control parameters provided by the ME to the FTU 
in support of ITU-T G.994.1 phase of the 
initialization 

Clause 12.3.2, 
clause 7.3 

Channel 
discovery phase 

ME-O → FME 
Control parameters provided by the ME-O to the 
FTU-O in support of channel discovery phase of 
the initialization. Clause 12.3.3.2.1, 

clause 7.3 

FME → ME 
Control parameters reported by the FTU to the ME 
during the channel discovery phase of the 
initialization. 

Channel analysis 
and exchange 
phase 

ME-O → FME 
Control parameters provided by the ME-O to the 
FTU-O in support of channel analysis and exchange 
phase of the initialization. 

Clause 12.3.4.2.1 

FME → ME 
Control parameters reported by the FTU to the ME 
during the channel analysis and exchange phase of 
the initialization. 

SRA control 
parameters 

ME → FME 
Control parameters provided by the ME to the FTU 
in support of SRA procedure. 

Clause 13.2.1.1.2 

RPA control 
parameters 

ME → FME 

Control parameters provided by the ME to the FTU 
in support of RPA procedure. 

 

Clause 13.2.1.3.1 

FRA control 
parameters 

ME → FME Control parameters provided by the ME to the FTU 
in support of FRA procedure. 

Clause 13.3.1.1.1 

TIGA control 
parameters 

ME-O → FME Control parameters provided by the ME-O to the 
FTU-O in support of TIGA procedure. 

Clause 13.2.2.1.1 

L2TSA control 
parameters 

ME-O → FME Control parameters provided by the ME-O to the 
FTU-O in support of L2TSA procedure. 

Clause 13.2.1.4.1 

Link state transition parameters 
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Table 11-1.1 – System-related primitives at the γ_MGMT reference point 

Primitive name  Direction Description 

Link state 
transition 
request 
parameters 

ME-O → FME 
Control parameters provided by the ME-O to for 
the FTU-O in support of the requested link state 
transition. 

Clause 12.1.1, 
clause 13.4 

System-related data transfer parameters 

System-related 
data and 
associated 
parameters to 
be transferred  

ME → FME 

FME → ME 

Data to be transferred to the far-end ME and 
associated parameters provided by the ME of one 
FTU to be transferred to the ME of the far-end 
FTU. The transfer is facilitated by primitives 
specified in Table 11-1.1. 

Clause 11.2.2.4.1 

NOTE – The VCE or TCE may be involved in generating the ME to FTU-O information flow to coordinate timing and control 
parameters over multiple lines. 

*.request(parameter) ME → FTU Requests the FTU to send the system-related OAM data 

(represented as a parameter) to the far-end FTU. 

*.confirm FTU → ME Confirms that the requested data has been scheduled for 

transmission over eoc or RMC and that the FTU is ready 

to accept the next request. 

*.indicate(parameter) FTU → ME Indicates reception of any system-related OAM data 

(represented as a parameter) from the far-end FTU. 

NOTE: The specified set and format of primitives shall be applied to any eoc/RMC command (denoted as *) that provides a 
transparent channel between the near-end ME and the far-end ME to convey system-related primitives.  

11.2 Management functions and procedures over eoc 

11.2.1 eoc transmission method 

The eoc is established between the peer TPS-TC management entities and provides exchange of eoc 
packets between the FTU-O and FTU-R. Each eoc packet is formatted as defined in clause 11.2.2.1 and 
carries one or more eoc messages formatted as defined in clause 11.2.2.2. The transmission protocol that 
defines eoc message exchange between peer FTUs is defined in clause 11.2.2.3. 

11.2.1.1 eoc packet format 

The eoc packet may contain one or more eoc messages. The length of an eoc packet containing m eoc 
messages with the lengths of P1, P2, … Pm bytes is: P = P1 + P2 +… Pm +2m +2 bytes, where 2m 
corresponds to the 2-byte control field per message, and the final two bytes are for the frame check 
sequence. The value of P is determined by the FME. The maximum value of P is 1 024 bytes. 

The format of an eoc packet shall be as shown in Figure 11-2. Each message should have a format defined 
in clause 11.2.2.2 and could be an eoc message or an eoc message segment. Only one segment of a 
particular eoc message shall be included in a packet. 
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Byte   MSB       LSB 

1, 2 Control field 1 

3 eoc message 1 byte  1 

... .... 

P1 + 2 eoc message 1 byte P1 

P1 + 3, P1 + 4 Control field 2 

P1 + 5 eoc message 2 byte 1 

... .... 

P2 + P1 + 4 eoc message 2 byte P2 

 ………. 

 Control field m 

... eoc message m byte 1 

... .... 

P − 2 eoc message m byte Pm 

P − 1 FCS high byte 

P FCS low byte 

Figure 11-2 – eoc packet format containing m eoc messages with length P1, P2, … Pm bytes 

The byte 1 of the eoc packet shall be transmitted first and the MSB of each byte shall be transmitted first. 

The format of the 16-bit control field is presented in Figure 11-3. 

 
 

MSB LSB 

Control field byte 1 Control field byte 2 

15 14 13 12 11 10 09 08 07 06 05 04 03 02 01 00 

  Length C/R Priority 

Figure 11-3 – Control field format 

The 10-bit length field of the control field shall indicate the length of the following eoc message or message 
segment in bytes, represented as the unsigned integer in the length field plus one. The valid range of the 
length of the eoc message or message segment is from 2 to 1 020. 

The three LSBs of the control field shall indicate the priority of the eoc message sent as specified in Table 
11-2. The value of priority shall correspond to the eoc message type, as defined in clause 11.2.2.2. 

Bit 03 of the control field shall indicate whether the eoc message contains a command (C/R = 0) or a 
response (C/R = 1). 

The values of bits 15 and 14 of the control field are reserved by ITU-T and shall be set to zero. 

The frame check sequence (FCS) shall be 16 bits in length. The FCS shall be computed as the one's 
complement of the sum of: 

a) the remainder of xk (x15 + x14 + x13 + x12 + x11 + x10 + x9 + x8 + x7 + x6 + x5 + x4 + x3 + x2 + x + 1) divided 
by the generator polynomial x16 + x12 + x5 + 1, where k is the number of bits in the eoc packet 
counted from the LSB of the byte 1 of the eoc packet to the MSB of the last byte (byte P – 2) of the 
last eoc message in the eoc packet, inclusive; and 
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b) the remainder of the division by the generator polynomial x16 + x12 + x5 + 1, of the product of 

x16(m0×xk–1 + m1×xk–2 + … + mk–2×x1 + mk–1), where m0…. mk–1 are the bits of the eoc packet: m0 is 

the LSB of the byte 1 of the eoc packet and mk–1 is the MSB of the last byte (byte P – 2) of the last 
eoc message in the eoc packet, inclusive. 

The computed value of the FCS: 

fcs(x) = fcs0×x15 + fcs1×x14 + … + fcs14×x + fcs15 is the FCS polynomial where fcs0 is the LSB of the high byte 
of the FCS field and fcs15 is the MSB of the low byte of the FCS field, and x is the delay operator. 

The arithmetic in this clause shall be performed in the Galois Field GF(2). 

NOTE – The FCS is defined in accordance with [b-ISO/IEC 13239]. 

11.2.1.2 eoc message format 

The eoc message format is presented in Figure 11-4. 
 

Byte   MSB       LSB 

1 OPCODE (message type) 

2 Message name 

3 Message body byte 1 

... .... 

S + 2 Message body byte S 

Figure 11-4 – eoc message format 

Each eoc message is a command, a command segment, a response or a response segment. The first byte of 
a message is the type (command and response type) indicated by an OPCODE. The second byte is name of 
the command or the response associated with the given message type. The rest of the bytes carry the 
management data associated with the command or response. 

For message types that can exceed the set maximum value of P, the message segmentation protocol shall 
be applied as defined in clause 11.2.2.3. 

11.2.1.3 eoc transmission protocol 

An FTU invokes eoc communication with the peer FTU at the other end of the link by sending an eoc 
command message. The responding FTU, acting as a slave, shall acknowledge a command it has received 
correctly by sending a response, unless one is not required for the particular command type. Furthermore, 
it shall perform the requested management function. 

Both the FTU-O and FTU-R shall be capable of sending eoc commands and responding to received eoc 
commands. The same eoc packet format described in clause 11.2.2.1 and eoc message format described in 
clause 11.2.2.2 shall be used in both transmission directions. To send commands and responses over the 
line, the FTU originates eoc messages. For transmission, each eoc message shall be submitted to the TPS-
TC_MGMT interface using the eoc message format defined in clause 11.2.2.2. If an eoc packet is received 
with an FCS error, all messages carried by this packet shall be considered as received in error and discarded. 

Each command and the corresponding response are associated with a priority level specified in 
clause 11.2.2.2. To maintain priorities of eoc commands when sent over the link, the FME shall submit eoc 
messages to the TPS-TC_MGMT interface in accordance with the priority levels of the commands 
(responses) carried by these messages, as specified in Table 11-2. 
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Table 11-2 – eoc message priority levels 

Priority level 
Control field priority bits 

(Note 1) 
Associated timeout value eoc command (response) 

High 000 50 ms (Note 2) Table 11-3 

Near high 011 100 ms Table 11-4 

Normal 001 200 ms Table 11-5 

Low 010 400 ms Table 11-6 

NOTE 1 – Other values are reserved by ITU-T 

NOTE 2 – Unless a timeout value indicated in the definition of a specific command is different (see Table 11-3). 

The FTU shall send the eoc command only once and wait for a response, if one is required. No more than 
one command of each priority level shall be awaiting a response at any time. Upon reception of the 
response, a new command of the same priority level may be sent. If the command is segmented, all the 
segments of the command shall be sent and the response received before the next command of the same 
priority is sent. 

Accordingly, the FTU shall send the message carrying a command or a series of messages containing all 
segments of a command only once and wait for a response. Upon reception of the response, a new 
message may be sent. If a response is not received within a specified timeout period (see Table 11-2), or is 
received incorrectly, a timeout occurs. After a timeout, the FTU may re-send the message within 2 seconds 
from the first timeout, after which it shall abandon the message. 

In case of an OLR request type 3 (TIGA) command or an OLR request type 1 command in response to TIGA 
(TIGARESP), the timeout shall be also measured until the reception of the command is acknowledged by 
setting to ONE of the TIGA-ACK bit or the TIGARESP-ACK bit, respectively, in the following RMC command. 
After timeout expires, the FTU may resend the command (see clause 13.2.2.1). 

From all of the messages available for sending at any time, the FTU shall always send the message with the 
highest priority first. 

Messages or segments of different priorities may be interleaved in the eoc. If in a particular logical frame 
the remaining eoc capacity is insufficient to send a high priority message or a segment, but there is enough 
capacity available for a lower priority message or segment, then the lower priority message or segment is 
allowed to be sent in the remaining eoc capacity of this logical frame. When multiple messages or segments 
are ready to be sent in the remaining eoc capacity of the logical frame, a message or segment of highest 
priority shall be sent first. The interleaving of segment/messages of different priorities shall always comply 
with the rule defined above that only one command of each priority level shall be awaiting a response at 
any time. 

Messages of different priority have different timeout durations, as shown in Table 11-2, except for 
messages for which a response is not required and hence no timeout period is applicable. Timeouts shall be 
calculated from the instant the FTU sends the last byte of the message until the instant the FTU receives 
the first byte of the response message. Both instants shall be referenced to the TPS-TC_MGMT interface. 
Accordingly, the timeout timer shall be started at the instant the eoc command message is passed via TPS-
TC_MGMT interface. If the FTU detects the corresponding eoc response message passing the TPS-
TC_MGMT interface before the timeout timer expires, this eoc response message shall be considered to be 
received; otherwise, the FTU shall consider the response lost (timedout) and may retransmit the command 
using the rules defined above. 

The receiver uses the assigned value specified in clause 11.2.2.2 to determine the type and priority of the 
received eoc command (response). 
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11.2.2 eoc commands and responses 

11.2.2.1 General 

The first byte (OPCODE) of a command (response) specifies the type of command (response). The second 
byte (message name) specifies the name of the command (response) for the specified command type. 
Other bytes carry the data associated with the command (response). 

The data values to be sent shall be mapped such that the LSB of data is mapped to the LSB of the 
corresponding byte of the command (response). Data values containing more than one byte shall be 
mapped with higher order bytes preceding lower order bytes. A vector of data values shall be mapped in 
order of the index, from the lowest index value to the highest (value with lowest index is transmitted first). 

If a specific command (response) is longer than the set values of P bytes, the FTU shall segment it as 
specified in clause 11.2.2.3. 

11.2.2.2 Command and response types 

The FTU shall support all mandatory eoc command and response types specified in Table 11-3 (high priority 
commands), Table 11-4 (near high priority commands), Table 11-5 (normal priority commands) and Table 
11-6 (low priority commands), and their associated commands and responses. The FTU shall reply with 
unable to comply (UTC) response on the optional commands that the FTU cannot recognize the assigned 
value for the command type. The UTC response shall include two bytes: the first byte of the UTC shall be 
the same as the first byte of the received command, and the second byte shall be FF16. The UTC is a high 
priority response. 

Table 11-3 – High priority commands and responses 

Command and 
response type 
and assigned 

OPCODE 

Direction of 
command 

Command 
content 

Response content Support Reference 

Online 
reconfiguration 
(OLR) 
0000 00012 

From the 
receiver of 
either FTU to 
the 
transmitter of 
the other 

All the 
necessary PMD 
and PMS-TC 
control 
parameter 
values for the 
new 
configuration 

Includes a deferral 
or rejection of the 
proposed 
reconfiguration. 
(Note 1) 

See Table 11-9. See clause 
11.2.2.5 and 
clause 13. 

From FTU-O 
to FTU-R 

Transmitter-
initiated gain 
adjustment 
(TIGA). 

Responded by 
TIGARESP 
command (Note 2). 

See Table 11-9. 

L2 link state 
transition  
0000 01112 

From FTU-O 
to FTU-R 

Indicates 
request and 
parameters of a 
new link state 
transition (Note 
3) 

Confirmation or 
rejection of the link 
state transition 
request 

Mandatory See clause 
11.2.2.16, Table 
11-48.1 and Table 
11-48.6 

NOTE 1 – The positive acknowledgement for an OLR command, which is communicated over the RMC, is an indication marking 
the instant of reconfiguration 

NOTE 2 – The positive acknowledgement to a TIGA is sent over the RMC. 

NOTE 3 – The timeout for the L2.1-Entry-Request (see clause 13.4.1.2), L2.2-Entry-Request (see clause 13.4.2.2), and L2.2-Exit-
Request  (see clause 13.4.2.4) eoc commands is 200 ms. 
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Table 11-4 – Near high priority commands and responses 

Command and 
response type 
and assigned 

OPCODE 

Direction of 
command 

Command content Response content Support Reference 

NTR frequency 
synchronization 

0101 00002 

From FTU-O 
to FTU-R 

The phase 
difference value to 
run NTR frequency 
synchronization. 

No response needed. Mandatory See clause 
11.2.2.7 

ToD frequency 
synchronization 

0101 00102 

From FTU-O 
to FTU-R 

The phase 
difference value to 
run ToD frequency 
synchronization. 

No response needed. Mandatory See clause 
11.2.2.8 

Vectoring 
feedback 
0001 10002 

From FTU-O 
to FTU-R. 

Request for VF 
samples for the 
given vectored 
band and with the 
given format. 

eoc encapsulated VF 
samples and 
associated 
parameters, ACK or 
NACK. 

See Table 11-
40 

See clause 
11.2.2.14 

 

Table 11-5 – Normal priority commands and responses 

Command and 
response type 
and assigned 

OPCODE 

Direction of 
command 

Command 
content 

Response content Support Reference 

Diagnostic 
0100 00012 

From FTU-O to 
FTU-R 

Request to run 
the self-test, or to 
update test 
parameters. 

Acknowledgment Mandatory See clause 
11.2.2.6 

From FTU-R to 
FTU-O 

Request to update 
test parameters.  

Acknowledgment Mandatory 

Inventory  
0100 00112 

From either 
FTU to the 
other 

Identification 
request, auxiliary 
inventory 
information 
request and 
self-test results 
request. 

Includes the FTU 
equipment ID auxiliary 
inventory information 
and self-test results. 

Mandatory See clause 
11.2.2.10 

Management 
counter read  
0000 01012 

From either 
FTU to the 
other 

Request to read 
the counters. 

Includes all counter 
values. 

Mandatory See clause 
11.2.2.11 

Battery powered 
status 

0000 00112 

From FTU-R to 
FTU-O 

Indicates whether 
the FTU-R is being 
powered by 
battery. 

Acknowledgement Mandatory See clause 
11.2.2.16, 
Table 11-
48.5 and 
Table 11-
48.7 

L3 link state 
transition 
0000 10012 

From either 
FTU to the 
other 

Indicates request 
for L0 to L3 or L2 
to L3 link state 
transition. 

An acknowledgement to 
either reject or grant 
the new link state 

Mandatory See clause 
11.2.2.12 
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Table 11-5 – Normal priority commands and responses 

Command and 
response type 
and assigned 

OPCODE 

Direction of 
command 

Command 
content 

Response content Support Reference 

Non-standard 
facility (NSF)  
0011 11112 

From either 
FTU to the 
other 

Non-standard 
identification field 
followed by 
vendor 
proprietary 
content. 

An acknowledgement 
or a negative 
acknowledgement 
indicating that the 
non-standard 
identification field is not 
recognized. 

Mandatory See clause 
11.2.2.19 

Time 
synchronization 

0101 00012 

From FTU-O to 
FTU-R 

Includes the time 
stamps obtained 
by FTU-O to run 
time 
synchronization. 

Includes either the 
corresponding time 
stamp values of events 
t2 and t3 to accept the 
time synchronization 
(ACK) or a reject of the 
time synchronization 
command with a reason 
code. 

Mandatory See clause 
11.2.2.9 

DRR configuration 
0101 01012 

From FTU-O to 
FTU-R 

DRR configuration 
request. 

DRR configuration 
confirm. 

Mandatory See clause 
11.2.2.17 

Clear eoc  
0000 10002 

From either 
FTU to the 
other 

Includes a 
management 
information 
payload. 

Acknowledgment Mandatory See clause 
11.2.2.4 

Probe sequence  

update 

0001 00012 

From FTU-O to  

FTU-R 

Request to update 
probe sequence 
(upstream or 
downstream). 

Acknowledgment Mandatory See clause 
11.2.2.15 

Fast startup 
training sequence 
parameters 

0000 01102 

From FTU-O to  

FTU-R 

IDS, number of 
SOC symbol 
repetitions (RS) 
and number of DS 
data symbols 
during 
initialization (Sds). 

Acknowledgment Mandatory See clause 
11.2.2.18 
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Table 11-6 – Low priority commands and responses 

Command and 
response type 
and assigned 

OPCODE 

Direction of 
command 

Command 
content 

Response content Support Reference 

PMD test 
parameter read  
1000 00012 

From either 
FTU to the 
other 

The 
identification of 
test parameters 
for single read 
and vector 
block read. 

Includes the requested 
test parameter values or 
a negative 
acknowledgement. 

See clause 
11.2.2.13 

See clause 
11.2.2.13 

Non-standard 
facility (NSF) low 
priority  
1011 11112 

From either 
FTU to the 
other 

Non-standard 
identification 
field followed 
by vendor 
proprietary 
content. 

An acknowledgement or 
a negative 
acknowledgement 
indicating that the 
non-standard 
identification field is not 
recognized. 

Mandatory See clause 
11.2.2.19 

Datagram eoc 

0000 10102 

From either 
FTU to the 
other 

Includes a 
management 
information 
payload. 

No response needed. Optional 
(Note) 

See clause 
11.2.2.4.2 

NOTE – Support of this command is indicated by the FTU during initialization (see clauses 12.3.4.2.1 and 12.3.4.2.2). Support of 
this command is mandatory for Annex S (see clause S.4.3). 

11.2.2.3  Segmentation of eoc messages 

The length of the eoc message in bytes shall not exceed the maximum length P−4 (see clause 11.2.1.1). If 
more data has to be sent, the FTU originating the eoc message shall segment it to meet the maximum 
packet size. The number of segments shall not exceed 64. The multisegment transmission is supported by 
the segment code (SC) byte in the command. The two MSBs of the SC shall be set to 002 for the first 
segment and any subsequent intermediate segments, and set to 112 for the last segment. The 6 LSBs shall 
contain the sequence number of the segment starting from 0000002. 

NOTE – Messages that are shorter than P − 4 octets can also be segmented if desired by the vendor. However, use of 
short segments may reduce efficiency of the eoc and should be used with caution. 

The requesting FTU shall send all intermediate segments sequentially. The responding FTU shall send the 
response (if defined) only after the last segment of the message has been received. If the last segment was 
received but one or more other segments of the message were not received, the responding FTU shall 
respond with a reject with the missing segments reason code (as defined in Table 11-20). If the requesting 
FTU does not receive the acknowledgement within the timeout specified in Table 11-2 after transmission of 
the last segment, the command is considered lost; in this event the requesting FTU may re-send the entire 
message or abandon it. The responding FTU shall consider the command abandoned if no more valid 
segments of the message are received within 2 s after reception of the last segment or if it receives a new 
message or message segment of the same priority. If a command does not require acknowledgement, the 
requesting FTU may start transmission of the following command after the last segment of the previous 
command is transmitted or previous command is abandoned. 

11.2.2.4 Transparent eoc commands and responses 

11.2.2.4.1 Clear eoc commands and responses 

The clear eoc command may be used to transfer management data between the management entities ME-
O and ME-R of the FTU-O and FTU-R. The clear eoc command carries the management data as an 
information payload. This information payload is generated by the near-end ME and passed to the FME 
over the γ_MGMT reference point. The size of the information payload generated by the near-end ME shall 
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not exceed 510 bytes. The clear eoc command is shown in Table 11-7 and may be initiated by either FTU; 
the peer FTU shall then respond. The clear eoc responses shall be as shown in Table 11-8. The first byte of 
either the command or a response shall be the assigned value for the clear eoc command type shown in 
Table 11-5. The subsequent bytes of the command shall be as shown in Table 11-7. The subsequent bytes 
of the responses shall be as shown in Table 11-8. The bytes shall be sent using the format described in 
clause 11.2.2.1. 

Table 11-7 – Clear eoc commands sent by the initiating FTU 

Name Length (bytes) Byte   Content 

Request Variable 2 0116 (Note) 

3 Segment code (SC) 

4 + The information payload of the clear eoc message to 
be delivered to the far end. 

NOTE – All other values for byte 2 are reserved by ITU-T. 

Table 11-8 – Clear eoc responses sent by the responding FTU 

Name Length (bytes) Byte  Content 

ACK 2 2 8016 (Note) 

NACK 3 2 8116 (Note) 

3 0416 – Not supported (Note) 

NOTE – All other values for bytes 2 and 3 are reserved by ITU-T 

Upon reception of a clear eoc information payload (up to 510 bytes in length) over the γ_MGMT reference 
point from the near-end ME, the FTU shall initiate a clear eoc command (up to 513 bytes in length) based 
on its priority defined in Table 11-5. The clear eoc command may be segmented. Upon reception of a clear 
eoc command, the FTU shall respond with an acknowledgement (ACK) and deliver the information payload 
(up to 510 bytes in length) of the received clear eoc command over the γ_MGMT reference point to the 
near-end ME transparently, with the original formatting used by the far-end ME of the initiating FTU. The 
FTU may instead respond with a negative acknowledgment (NACK) including the not supported (value 0416) 
reason code, indicating that the received information payload of the clear eoc command cannot be 
delivered to the near-end ME (e.g., because the near-end ME may not support clear eoc messages). Other 
reason codes are for further study. 

11.2.2.4.2 Datagram eoc command 

The datagram eoc command is used to transfer management data between the ME-O and ME-R of the 
FTU-O and FTU-R, respectively. The datagram eoc command carries the management data as an 
information payload. This information payload is generated by the upper-layer ME and passed to the FME 
over the γ_MGMT reference point (see clause 11.1). The size of the information payload shall not exceed 
1018 bytes. The datagram eoc command is shown in Table 11-8.1 and may be initiated by either FTU. No 
response to the datagram eoc command shall be sent by the peer FTU. The first byte of the command shall 
be the assigned value for the datagram eoc command type shown in Table 11-6. The subsequent bytes of 
the command shall be as shown in Table 11-8.1. The bytes shall be sent using the format described in 
clause 11.2.2.1. 
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Table 11-8.1 – Datagram eoc command sent by the initiating FTU 

Name Length (bytes) Byte Content 

Data Variable 2 0116 (Note) 

3 + The information payload of the datagram eoc message 

to be delivered to the far end. 

NOTE – All other values for byte 2 are reserved by ITU-T. 

Upon reception of a datagram eoc information payload (up to 1018 bytes in length) over the γ_MGMT 
reference point from the near-end ME, the FTU shall send a datagram eoc command (up to 1020 bytes in 
length) based on its priority defined in Table 11-6. Upon reception of a datagram eoc command, the FTU 
shall deliver the information payload of the received datagram eoc command over the γ_MGMT reference 
point to the near-end ME transparently, with the original formatting used by the far-end ME of the 
initiating FTU. 

The FTU-O and FTU-R shall be able to transmit and receive datagram eoc commands with a total number of 
bytes up to the maximum number of eoc bytes per logical frame period (see Table 9-21 and Table X.1). 

11.2.2.5 OLR commands and responses 

The FTU shall be capable of sending and receiving the OLR commands and responses listed in Tables 11-9 
and 11-10, respectively, for the supported types of OLR (see clause 13.1.1). OLR commands of OLR request 
types 1 (autonomous SRA, bit swapping or TIGARESP), 2 (autonomous SRA) and 4 (RPA) specified in Table 
11-9 may be initiated by either FTU. The responding FTU, if applicable, may either reject the initiator's 
request using responses listed in Table 11-19 with reason codes listed in Table 11-20, or positively 
acknowledge the initiator's request: for OLR request types 1 and 2 – by using the RMC reply to SRA request 
(SRA-R) command (see Table 9-15) and for RPA – by using the response listed in Table 11-19 and the RMC 
command (RPA-R) defined in Table 9-16. 

Within a TIGA procedure, an OLR command of OLR request type 3 (TIGA) may be initiated by the FTU-O 
followed by an initiation of an OLR command of OLR request type 1 (TIGARESP) by the FTU-R. Both 
commands are specified in Table 11-9. 

The OLR command of OLR request type 4 (RPA) is sent by the initiating FTU to request to modify the RMC 
parameters. 

The OLR command of OLR request type 5 (L2TSA) may only be initiated by the FTU-O to modify the 
transmission schedule of RMC symbols during the L2.1N and L2.1B link states. 

Further details of each type of transaction and associated procedures are described in clause 13. 

The first byte of all OLR commands and responses shall be the assigned value for the OLR command type, 
as shown in Table 11-3. The remaining bytes shall be as shown in Table 11-9 (for commands) and in Table 
11-19 and Table 11-20 (for responses). The bytes of the OLR commands and responses shall be sent over 
the link as described in clause 11.2.2.1. 
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Table 11-9 – OLR commands sent by the initiating FTU 

Name Length (bytes) Byte Content Support 

 

OLR request  

type 1  

(Autonomous 
SRA, bit 
swapping, and 
TIGARESP)  

(Note 4) 

Variable 

2 0116 (Note 1) 

Mandatory 

3 Segment code (SC) 

4 [00bb 00aa] 

aa = 00: bit swapping 

aa = 01: autonomous SRA 

aa = 10: TIGARESP 

aa = 11: Reserved by ITU-T 

bb = 00, None (Note 2) 

bb = 01,  NOI only 

bb = 10,  DOI only  

bb = 11,  NOI and DOI  

5 One byte for Q 

6 One byte for KFEC 

7 One byte for RFEC 

8 

 

[0000 aaaa] 

aaaa = NOI SRA configuration change count 
(SCCC) 

9 One byte for NOI  d_SRA or d_TIGARESP 

10 and 11 Two bytes for the NOI start subcarrier index 

12 and 13 Two bytes for the NOI stop subcarrier index 

Variable NOI subcarrier parameter block  
A variable number of bytes (SN) describing the 
subcarrier parameter field for each subcarrier 
(Note 6) 

14 + SN [0000 aaaa] 
aaaa = DOI SRA configuration change count 
(SCCC) 

15 + SN One byte for DOI  d_SRA or d_TIGARESP 

16 + SN and 
17 + SN 

Two bytes for the DOI start subcarrier index. 

18 + SN and 
19 + SN 

Two bytes for the DOI stop subcarrier index. 

Variable DOI subcarrier parameter block  
A variable number of bytes describing the 
subcarrier parameter field for each 
subcarrier. 
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Table 11-9 – OLR commands sent by the initiating FTU 

Name Length (bytes) Byte Content Support 

 
OLR request  
type 2  
(Autonomous 
SRA and bit 
swapping) 
(Note 5)  

Variable 
 

2 0216 (Note 1) 

Mandatory 

3 Segment code (SC) 

4 [00bb 000a] 
a = 0: bit swapping 
a = 1: autonomous SRA  
bb = 00: Reserved by ITU-T 
bb = 01:  NOI only 
bb = 10:  DOI only  
bb = 11:  NOI and DOI  

5 One byte for Q 

6 One byte for KFEC 

7 One byte for RFEC 

8 
 

[0000 aaaa] 
aaaa = NOI SRA configuration change count 
(SCCC) 

9 and 10 Two bytes for the NOI number of subcarriers 
Nf to be modified (Note 3). 

Variable 
 

NOI subcarrier parameter block  
A variable number of bytes (SN) describing the 
subcarrier parameter field for each subcarrier 
(Note 6). 

11 + SN [0000 aaaa] 
aaaa = DOI SRA configuration change count 
(SCCC) 

12 + SN  
and 13 + SN 

Two bytes for the DOI number of subcarriers 
Nf to be modified (Note 3). 

Variable 
 

DOI subcarrier parameter block  
A variable number of bytes describing the 
subcarrier parameter field for each 
subcarrier. 

OLR request  
type 3  
(TIGA) 

Variable 
 

2 0316 (Note 1) 

Mandatory 

3 Segment code (SC) 

4 

[00bb 000a]  
a = 0: indicates the real relative gain 
compensation factor. 
a = 1: indicates the complex relative gain 
compensation factor 
bb = 00: Reserved by ITU-T 
bb = 01:  NOI only 
bb = 10:  DOI only  
bb = 11:  NOI and DOI 

5 and 6 Two bytes for the NOI start subcarrier index. 

7 and 8 Two bytes for the NOI stop subcarrier index. 

Variable 

NOI subcarrier parameter block  
A variable number of bytes (SN) describing 
subcarrier parameter field for each subcarrier 
(Note 6). 

9 + SN and 
10 + SN 

Two bytes for the DOI start subcarrier index. 

11 + SN  
and 12 + SN 

 

Two bytes for the DOI stop subcarrier index. 

Variable DOI subcarrier parameter block  
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Table 11-9 – OLR commands sent by the initiating FTU 

Name Length (bytes) Byte Content Support 

A variable number of bytes describing 
subcarrier parameter field for each 
subcarrier. 

OLR request type 
4 (update RMC 
parameters) 
(RPA) 

8+2 × NSCR 

2 0416  (Note 1) 

Mandatory 

3 Segment code (SC) 

4 [0000 aaaa] 
aaaa = RPA configuration change count 
 

5 and 6 Two bytes for the number of subcarriers of 
the updated RTS (NSCR). 

7 and 8 CNTSF at which new settings to be applied. 

9 to 9 + 2 × 
NSCR − 1 

2  NSCR bytes describing the subcarrier 
parameter field for each subcarrier. 

 
OLR request type 
5  
(L2TSA: L2 
transmission 
schedule 
adaptation) 

7 

2 0516 (Note 1) 

Mandatory 

3 and 4 Downstream RMC transmission schedule 
represented as a bit map: 
0 – indicates an inactive TDD frame 
1 – indicates an active TDD frame 
The LSB of byte 4 corresponds to the TDD 
sync frame (index 0). The MSB of byte 4 
corresponds to the TDD frame with index 7. 
The LSB of byte 3 corresponds to the TDD 
frame with index 8 (see clause 10.6). Bits 
corresponding with an index ≥ MSF shall be set 
to 0. 

5 and 6 Upstream RMC transmission schedule 
represented as a bit map: 
0 – indicates an inactive TDD frame 
1 – indicates an active TDD frame 
The LSB of byte 6 corresponds to the TDD 
sync frame (index 0). The MSB of byte 6 
corresponds to the TDD frame with index 7. 
The LSB of byte 5 corresponds to the TDD 
frame with index 8 (see clause 10.6). Bits 
corresponding with an index ≥ MSF shall be set 
to 0. 

7 [0000 aaaa] 
aaaa = L2 configuration change count (L2CCC) 

NOTE 1 – All other values for this byte are reserved by ITU-T. 

NOTE 2 – Setting bb=00 is only valid for a TIGARESP (see clause 13.2.2.1). 

NOTE 3 – Setting Nf = 0 is valid and shall be used if the OLR command of OLR request type 2 is confirming the settings requested 
by TIGA. 

NOTE 4 – If used in the upstream direction, OLR request type 1 can only be used as an autonomous SRA or bit swapping and 
d_SRA shall be set to 1. It is implied that all gains gi will remain unchanged. 

NOTE 5 – If used in downstream, all gains shall be set to 1. It is implied that d_SRA =1. 

NOTE 6 –The bi values indicated in the NOI subcarrier parameter block shall not be applied to RMC subcarriers. 
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The subcarrier parameter fields for the respective OLR types are different and are specified as follows. 

The format descriptor L(iQf) designates a fixed point format with wordlength of L bits, with the binary point 
just to the right of the "i"-th most significant bit (including the sign bit if signed integer), and f bits are 
allocated behind the binary point (i.e., L=i+f). Letter Q is a syntax-separator. 

The format descriptor L M ML(iQf) E LE/B designates a floating point format with total wordlength L. It has 
mantissa wordlength of ML bits, with the binary point just to the right of the i-th most significant bit 
(including the sign bit if signed integer), and f bits are allocated behind the binary point (i.e., ML=i+f). The 
exponent is always unsigned and has wordlength LE. The exponent has unity gain when its value equals B. 
Letters M, Q and E are syntax-separators. 

In below fields, the LSB of a parameter shall be mapped to the lowest bit number in the field assigned to 
that parameter. 

For OLR commands of OLR request type 1. 

Each subcarrier parameter field shall be formatted as shown in Table 11-10. 

Table 11-10 – Subcarrier parameter field format for OLR type 1 

Bit  Length 
(bits) 

Parameter Format 

3-0 4 bi (Notes 1 and 2) Unsigned integer 

NOTE 1 – The values of bi for subcarriers that are in the specified range but not part of the MEDLEY set shall be included. They 
shall be set to zero by the transmitter and ignored by the receiver. 

NOTE 2 – The values of bi shall follow each other in ascending order of subcarrier index (not re-ordered). 

Two subcarrier parameter fields shall be packed into one byte as shown in Table 11-11. 

Table 11-11 – Packing of subcarrier fields into bytes for OLR type 1 

Byte   MSB               LSB 

k bi+1 [3:0]                 bi [3:0] 

If the number of subcarriers is odd, the four MSBs in the last byte is set to 0000. 

The scalar gain d_SRA or d_TIGARESP shall be formatted as fixed point 5(1Q4) unsigned. 

The valid values that are allowed to be used within this format, shall be: 

  (0.5 ≤ d_SRA ≤ 1) and (0.5 ≤ d_TIGARESP  ≤ 1) 

NOTE – Possible values are 8/16, 9/16, … ,16/16 corresponding to backoff levels in dB of –6.02, –5.00,  
–4.08, –3.25, –2.50, –1.80, –1.16, –0.56, and 0.00. 

For OLR commands of OLR request type 2, each subcarrier parameter field shall be formatted as shown in 
Table 11-12. 

Table 11-12 – Subcarrier parameter field format for OLR type 2 

Bit  Length (bits) Parameter Format 

3-0 4 bi Unsigned integer 

15-4 12 gi 12(1Q11) unsigned 

27-16 12 subcarrier index i Unsigned integer 

Packing of the subcarrier parameter field into bytes shall be as shown in Table 11-13. Bytes of the 
subcarrier parameter field shall be transmitted in the order of increasing indices, i.e., byte k is the first 
transmitted byte. 
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Table 11-13 – Packing of the subcarrier field into bytes for OLR type 2 

Byte   MSB              LSB 

k gi [3:0]                 bi [3:0] 

k+1 gi [11:4] 

k+2 index_i [7:0] 

k+3 00002                 index_i [11:8] 

Each gi value shall be represented as an unsigned 12-bit fixed-point quantity with format 12(1Q11). For 
example, a gi with binary representation (MSB listed first) 0.010000000002 would correspond to a gain of 
0.25, so that the power of that subcarrier would be 12.04 dB lower than it was during MEDLEY. Valid values 
are defined in clause 10.2.1.5.2. 

For OLR commands of OLR request type 3 (TIGA) with real relative gain compensation factors, each 
subcarrier parameter field shall be formatted as shown in Table 11-14. 

Table 11-14 – Subcarrier parameter field format for OLR type 3 with 
real relative gain compensation factors 

Bit  Length (bits) Parameter (Notes 1 and 2) Format 

3-0 4 bi Unsigned integer 

6-4 3 Exponent of ri E3/4 

15-7 9 Mantissa of ri M9(0Q9) unsigned 

NOTE 1 – The values of bi and ri for subcarriers that are in the specified range but not part of the MEDLEY set shall be included. 
They shall be set to zero by the transmitter and ignored by the receiver. 

NOTE 2 – The values of bi and ri shall follow each other in ascending order of subcarrier index (not re-ordered). 

One subcarrier parameter field shall be mapped into two bytes as shown in Table 11-15. Bytes of the 
subcarrier parameter field shall be transmitted in the order of increasing indices, i.e., byte k is the first 
transmitted byte. 

Table 11-15 – Packing of subcarrier fields into bytes for OLR type 3 
with real relative gain compensation factors 

Byte  MSB                  LSB 

k Mantissa of ri [0]      Exponent of ri [2:0]         bi [3:0] 

k+1 Mantissa of ri [8:1]          

The gain ri shall be formatted as floating point 12 M9(0Q9) E3/4 unsigned. 

The valid range of ri values expressed in dB is -18 dB < 20 × log10 (ri) < +18 dB 

A special value is ri = 0, which is coded with a mantissa=0 and exponent=0, and shall be accompanied with 
bi = 0. 

For OLR commands of OLR request type 3 (TIGA) with complex relative gain compensation factors, each 
subcarrier parameter field shall be formatted as shown in Table 11-16. 
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Table 11-16 – Subcarrier parameter field format for OLR type 3  
with complex relative gain compensation factors 

Bit  Length (bits) Parameter Format 

3-0 4 bi (Notes 1 and 2) Unsigned integer 

6-4 3 Exponent of ri (Notes 1 and 2) E3/4 

16-7 10 Mantissa of imaginary part of  ri (Notes 1 
and 2) 

M10(1Q9) signed 

26-17 10 Mantissa of real part of ri (Notes 1 and 2) M10(1Q9) signed 

27 1 Reserved by ITU-T Bit shall be set to 0 

NOTE 1 – The values of bi and ri for subcarriers that are in the specified range but not part of the MEDLEY set shall be included. 
They shall be set to zero by the transmitter and ignored by the receiver. 

NOTE 2 – The values of bi and ri shall follow each other in ascending order of subcarrier index (not re-ordered). 

Packing of the subcarrier parameter field into bytes shall be as shown in Table 11-17. Bytes of the 
subcarrier parameter field shall be transmitted in the order of increasing indices, i.e., byte k is the first 
transmitted byte. 

Table 11-17 – Packing of the subcarrier field into bytes for OLR type 3 
with complex relative gain compensation factors 

Byte   MSB              LSB 

k Mantissa of imag ri [0]      Exponent of ri [2:0]         bi [3:0] 

k+1 Mantissa of imag ri [8:1]          

k+2 Mantissa of real ri [6:0]                    Mantissa of imag ri [9]          

k+3 00002                 02           Mantissa of real ri [9:7]          

The valid range of ri values expressed in dB is –18 dB < 20 × log10(abs(ri)) < +18 dB,  

where abs(x) is the modulus of a complex value x. The real and imaginary part of the gain ri shall both be 
formatted as M10(1Q9) E3/4 signed, with a common exponent. 

A special value is ri = 0, which is coded with a mantissa=0 and exponent=0 for both real and imaginary part, 
and shall be accompanied with bi = 0. 

For OLR request type 4, each subcarrier parameter field shall be formatted as shown in Table 11-18. 

Table 11-18 – Subcarrier parameter field format for OLR type 4 

Bit numbers Length (bits) Parameter Format 

3-0 4 bi Unsigned integer 

15-4 12 Subcarrier index i Unsigned integer 

Packing of the subcarrier parameter field into bytes shall be as shown in Table 11-18.1. Bytes of the 
subcarrier parameter field shall be transmitted in the order of increasing indices, i.e., byte k is the first 
transmitted byte.  
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Table 11-18.1 – Packing of the subcarrier parameter field into bytes for OLR type 4 

Byte MSB                                                                                                         LSB 

k index_i [3:0]         bi [3:0] 

k+1 index_i [11:4]          

A special value bi =00002 signifies that for subcarrier i the bit allocation is set to zero, but that the subcarrier 
remains to be a part of the RMC tone set (RTS). 

Table 11-19 – Responses sent by the FTU 

Name Length (bytes) Byte Content Support 

Reject OLR request type 1  3 
2 8116 (Note) 

Mandatory 
3 One byte for reason code (Table 11-20) 

Reject OLR request type 2  3 
2 8216 (Note) 

Mandatory 
3 One byte for reason code (Table 11-20) 

Reject OLR request type 3 
3 

2 8316 (Note) 
Mandatory 

3 One byte for reason code (Table 11-20) 

ACK OLR request type 4 3 

2 8416 (Note) 

Mandatory 
3 

[0000 aaaa] 

aaaa = RPA configuration change count 
(RCCC) 

Reject OLR request type 4  3 

2 8516 (Note) 

Mandatory 
3 One byte for reason code (Table 11-20) 

ACK OLR request type 5 3 

2 8616 

Mandatory 
3 

[0000 aaaa] 

aaaa = the confirmed configuration 
change count (L2CCC) 

Reject OLR request type 5 3 

2 8716 (Note) 

Mandatory 
3 One byte for reason code (Table 11-20) 

NOTE – All other values for byte 2 are reserved by ITU-T.  
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Table 11-20 – Reason codes for FTU responses 

Reason 
Byte 
value 

(Note 1) 

Applicable to  
reject OLR 

request type 1 

Applicable to 
reject OLR 

request type 2 

Applicable to 
reject OLR 

request type 3 

Applicable to 
reject OLR 

request type 4 

Applicable to 
reject OLR 

request type 5 

Busy 0116 Yes Yes No No No 

Invalid 
parameters 

0216 Yes Yes Yes Yes Yes 

Missing 
segments 

0316 Yes Yes Yes Yes N/A 

Wait 

(Note 2) 

0416 Yes Yes No No No 

NOTE 1 – All other reason codes are reserved by ITU-T.  

NOTE 2 – With this reason code, the FTU shall wait at least 1 second before initiating a new eoc-based OLR procedure. 

11.2.2.6 Diagnostic commands and responses 

The diagnostic commands shall be used to control the FTU diagnostic capabilities defined in this clause. The 
diagnostic commands shown in Table 11-21 may be initiated only by the FTU-O. The diagnostic commands 
shown in Table 11-22 may be initiated only by the FTU-R. The responses are shown in Table 11-23. All 
diagnostic commands and responses shall consist of two or three bytes. The first byte shall be the assigned 
value for the diagnostic command type, as shown in Table 11-5. For commands, the second byte shall be as 
shown in Table 11-21. For responses, the second and third bytes shall be as shown in Table 11-23. The 
bytes shall be sent using the format described in clause 11.2.2.1. 

Table 11-21 – Diagnostic commands sent by the FTU-O 

Name Length (bytes) Byte  Content 

Perform self-test 2 2 0116 (Note) 

Update test parameters 2 2 0216 (Note) 

Start RTX_TESTMODE 2 2 0316 (Note) 

End RTX_TESTMODE 2 2 0416 (Note) 

Start TPS_TESTMODE 2 2 0516 (Note) 

End TPS_TESTMODE 2 2 0616 (Note) 

NOTE – All other values for byte 2 are reserved by ITU-T. 

Table 11-22 – Diagnostic commands sent by the FTU-R 

Name Length (bytes) Byte  Content 

Update test parameters 2 2 0216 (Note) 

NOTE – All other values for byte 2 are reserved by ITU-T. 
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Table 11-23 – Diagnostic responses sent by the FTU 

Name 
Length 
(bytes) 

Byte  Content 

Self-test acknowledgement 
(FTU-R only) 

3 2 0116 (Note) 

3 One byte for the minimum time in seconds the FTU-O 
shall wait before requesting the self-test result, encoded 
as an unsigned integer. 

ACK 
(FTU-O and FTU-R) 

2 2 8016 (Note) 

NOTE – All other values for byte 2 are reserved by ITU-T. 

A diagnostic command may be sent at any time during showtime, including immediately following the end 
of the initialization procedure. In all cases, reception of a diagnostic command shall be acknowledged to the 
initiator (by an ACK or by a self-test acknowledgement response). 

NOTE – A negative acknowledgement (NACK) is not used for diagnostic commands. 

11.2.2.6.1   Perform self-test 

Upon reception of the perform self-test command, the FTU-R shall respond with a self-test 
acknowledgement, which indicates the minimum amount of time that the FTU-O shall wait before 
requesting the results of the self-test. Further, the FTU-R shall perform the self-test and generate the 
self-test result. The self-test procedure is vendor discretionary, but it shall not interfere with the functions 
of the FTU-R, shall not impact the status of the connection and its duration shall not exceed 255 s. The 
FTU-R shall obtain and store result of the self-test within the number of seconds indicated in the self-test 
acknowledgement response. The indicated amount of time shall be an integer between one and 255 s. A 
coded value of zero is reserved for future use. 

The self-test results may be accessed using the inventory command defined in clause 11.2.2.10. The length 
of the self-test results shall be four bytes. The first byte (including the MSB) shall be 0016 if the self-test 
passed and 0116 if it failed. The meaning of failure is vendor discretionary. The contents of the three other 
bytes are vendor discretionary. 

11.2.2.6.2   Update test parameters 

Upon reception of the update test parameters command, the requested FTU shall send the ACK response 
and update the test parameter set defined in clause 11.4.1. All test parameters that can be updated during 
the showtime shall be updated and stored within 10 s after the request is received. Upon reception of the 
ACK response, the requesting FTU shall wait at least 10 s before sending the PMD test parameter read 
commands defined in clause 11.2.2.13 to access the test parameter values defined in clause 11.4.1. 

After the update test parameters command has been received, the test parameter values relating to the 
most recent initialization shall no longer be accessible. They may be discarded by the responding FTU 
immediately upon reception of the update test parameter command. 

11.2.2.6.3  Start/end RTX_TESTMODE 

A special test mode is defined for accelerated testing of the MTBE (see clause 9.8.3.1.2). A diagnostic 
command is defined to enter or leave the mode during the showtime. Upon reception of the enter 
RTX_TESTMODE command, the FTU-R shall acknowledge it with an ACK response. Afterwards, the FTU-R 
shall acknowledge all received DTUs in the downstream direction and shall stop retransmitting any DTU 
upstream. Upon reception of the end RTX_TESTMODE command, the FTU-R shall resume the normal 
behaviour of retransmission. 

11.2.2.6.4  Start/end TPS_TESTMODE 

A special test mode is defined for accelerated testing of the MTBE (see clause 9.8.3.1.2). A diagnostic 
command is defined to enter or leave this mode during the showtime. Upon reception of the enter 
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TPS_TESTMODE command, the FTU-R shall acknowledge it with an ACK response. Afterwards, the FTU-R 
shall set TPS_TESTMODE enabled. Upon reception of the leave TPS_TESTMODE command, the FTU-R shall 
set TPS_TESTMODE disabled. The generation of DTUs is as specified in clause 8.3.1. 

11.2.2.7  NTR frequency synchronization command 

If NTR transport is enabled during the initialization, NTR frequency synchronization eoc commands 
(presented in Table 11-24) shall be sent by the FTU-O and used by the FTU-R to facilitate NTR frequency 
synchronization as described in clause 8.4.1. If NTR transport is disabled during the initialization, the FTU-O 
shall not send NTR synchronization commands during the showtime.  

The FTU-R shall not send a response to the NTR synchronization command. 

The NTR frequency synchronization command is a near-high priority command. The first byte of the 
command shall be the command type assigned as shown in Table 11-4 (NTR frequency synchronization 
command). The remaining bytes of the command shall be as specified in Table 11-24. 

The FTU-O shall always send the most recent NTR frequency synchronization command and shall discard all 
older NTR frequency synchronization commands. 

NOTE – Since no response is defined, the FTU-O management entity will not retransmit the lost NTR frequency 
synchronization command. 

Table 11-24 – NTR frequency synchronization command (sent by the FTU-O) 

Name 
Length 
(bytes) 

Byte  Content 

NTR phase offset 6 2 0116 (Note 1) 

3 and 4 Two bytes for the count of the superframe associated 
with the event (Note 2). 

5 and 6 Two bytes, representing the NTR phase offset value (φ) as 
defined in clause 8.4.1.1. 

NOTE 1 – All other values for byte 2 are reserved by ITU-T. 

NOTE 2 – The value shall be even. 

If the FTU-O indicates during the initialization that its PMD sampling frequency is locked to NTR, as 
described in clause 8.4.1, the NTR synchronization command shall not be sent by the FTU-O and shall be 
ignored by the FTU-R.  

11.2.2.8 ToD frequency synchronization command  

The ToD frequency synchronization command shall only be used in one direction, from FTU-O to FTU-R. The 
FTU-R shall not send a response to a ToD frequency synchronization command. The ToD frequency 
synchronization command shall be used if frequency synchronization using ToD phase difference is selected 
during the initialization; if frequency synchronization through locking the PMD sample clock is selected 
during the initialization, the ToD frequency synchronization command shall not be used (see clause 8.5.2). 

The ToD frequency synchronization command is a near-high priority command. The first byte of the 
command shall be the command type assigned as shown in Table 11-4 (ToD frequency synchronization 
command). The remaining bytes of the command shall be as specified in Table 11-25. 

The ToD phase difference value and corresponding t1 event number shall be encapsulated in a ToD 
frequency synchronization command using the format defined in clause 8.5.2.1 as follows: 
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Table 11-25 – ToD frequency synchronization command (sent by the FTU-O) 

Name 
Length 
(bytes) 

Byte  Content 

ToD phase 
difference 

5 2 0216 (Note) 

3 and 4 Two bytes representing the superframe count of the t1 
event. 

5 and 6 Two bytes representing the ToD phase difference in units of 
2 nanoseconds. 

NOTE – All other values for byte 2 are reserved by ITU-T. 

The FTU-O shall always send the most recent ToD frequency synchronization command and shall discard all 
older ToD frequency synchronization commands. 

NOTE – Since no response is defined, the FTU-O management entity will not retransmit the lost ToD frequency 
synchronization command. 

11.2.2.9 Time synchronization command and responses 

The time synchronization commands and responses are used to establish ToD phase synchronization 
between the FTU-O and the FTU-R, as defined in clause 8.5. The time synchronization command and 
responses are listed in Table 11-26 (command sent by FTU-O) and Table 11-27 (response sent by FTU-R), 
respectively. The command specified in Table 11-26 shall only be sent by the FTU-O. The responses 
specified in Table 11-27 shall only be sent by the FTU-R. 

Upon reception of a time synchronization command, the FTU-R may either reject the request to run the 
time synchronization procedure using the reject response defined in Table 11-27 with one of the reason 
codes listed in Table 11-28, or positively acknowledge it by transmitting an ACK response defined in Table 
11-27. 

The first byte of all time synchronization command and responses shall be the command type assigned, as 
shown in Table 11-5 (normal priority commands and responses). The remaining bytes for the commands 
and responses shall be as shown in Table 11-26 and Table 11-27, respectively. 

Table 11-26 – Time synchronization commands sent by the FTU-O 

Name 
Length 
(bytes) 

Byte  Content 

ToD(t1) 

ToD(t4) 

Timestamps 

26 2 0116 (Note 1) 

3 and 4 Two bytes for the superframe count of time stamps ToD(t1) and 
ToD(t4). 

5 and 6 Two bytes for time synchronization update period expressed in 
superframes. 

7 to 12 Six bytes describing the integer portion of the timestamp 
ToD(t1) in units of seconds. 

13 to 16 Four bytes describing the fractional portion of the timestamp 
ToD(t1) in units of nanoseconds. (Note 2) 

17 to 22 Six bytes describing the integer portion of the timestamp 
ToD(t4) in units of seconds. 

23 to 26 Four bytes describing the fractional portion of the timestamp 
ToD(t4) in units of nanoseconds. (Note 2) 

NOTE 1 – All other values for byte 2 are reserved by ITU-T. 

NOTE 2 – The nanosecond portion is always less than 109. 
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The bytes for the superframe count of time stamps ToD(t1) and ToD(t4) contain the superframe count when 
ToD(t1) and ToD(t4) are taken by the FTU-O (i.e., at the t1 and t4 event, see Figure 8-13). This value shall be a 
multiple of 16. The time synchronization update period indicates to the FTU-R at which superframe count 
the next set of ToD(t1), ToD(t2), ToD(t3), and ToD(t4) time stamps shall be recorded. The time 
synchronization update period (in superframes) shall be a multiple of 16 and shall not exceed the value of 
TSP that is set during initialization (see Table 12-42). 

The ToD(t1) and ToD(t4) time stamps shall represent the time offset between the current time of the RTC-O 
(i.e., the time elapsed since the epoch) at the t1 and t4 events respectively. The ToD(t2) and ToD(t3) 
timestamps shall represent the time of the RTC-R (i.e., the time elapsed since the epoch) at the t2 and t3 

events respectively. The FTU-R shall use the same epoch as the FTU-O, where this common epoch is set by 

the TCE and passed to the ToD-O over the O reference point (by the ToD_mc_value). 

NOTE – If at the t1 event the RTC-O shows +2.000000001 seconds have elapsed since the epoch, this is represented in 
the ToD(t1) timestamp by seconds = 0x0000 0000 0002 and nanoseconds = 0x0000 0001. The epoch may be locally set 
at the DPU or may be an absolute instant in time. For example, if the epoch is the PTP epoch, this means that 
time-of-day = 1 January 1970 00:00:02.000000001. 

Table 11-27 – Time synchronization responses sent by the FTU-R 

Name 
Length 
(bytes) 

Byte  Content 

ACK 

(ToD(t2) 

ToD(t3) 

Timestamps) 

24 2 8116 (Note 1) 

3 and 4 Two bytes for the superframe count of the ToD(t2) and ToD(t3) 
time stamps. 

5 to 10 Six bytes describing the integer portion of the ToD(t2) 
timestamp in units of seconds. 

11 to 14 Four bytes describing the fractional portion of the ToD(t2) 
timestamp in units of nanoseconds. (Note 2) 

15 to 20 Six bytes describing the integer portion of the ToD(t3) 
timestamp in units of seconds. 

21 to 24 Four bytes describing the fractional portion of the ToD(t3) 
timestamp in units of nanoseconds. (Note 2) 

Reject 3 2 8216 (Note 1) 

1 One byte for reason code (see Table 11-28) 

NOTE 1 – All other values for byte 2 are reserved by ITU-T. 

NOTE 2 – The nanosecond portion is always less than 109. 

Table 11-28 – Reason codes for time synchronization response 

Reason Byte value 

Busy 0116 

Invalid parameters 0216 

t2 and t3 timestamps no longer available at the FTU-R 0316 

Still acquiring ToD frequency synchronization 0416 

NOTE – All other reason codes are reserved by ITU-T. 
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11.2.2.10 Inventory commands and responses 

The inventory commands shall be used to determine the identification and capabilities of the FTU at the far 
end. The inventory commands shown in Table 11-29 may be initiated by either FTU. The inventory 
responses shall be as shown in Table 11-30. The first byte of all inventory commands and responses shall be 
the assigned value for the inventory command type, as shown in Table 11-4. The second byte of the 
inventory commands shall be as specified in Table 11-29. The second byte (ACK) and all following bytes of 
the inventory responses shall be as specified in Table 11-30. The bytes shall be sent using the format 
described in clause 11.2.2.1. 

Table 11-29 – Inventory commands sent by the requesting FTU 

Name Length (bytes) Byte  Content 

Identification request 2 2 0116 (Note) 

Auxiliary inventory information request 2 2 0216 (Note) 

Self-test results request 2 2 0316 (Note) 

Initialization flags request 2 2 0416 (Note) 

Initialization flags reset request 2 2 0516 (Note) 

NOTE – All other values for byte2 are reserved by ITU-T. 

Table 11-30 – Inventory responses sent by the responding FTU 

Name 
Length 
(bytes) 

Byte  Contents 

ACK (identification) 58 2 8116 (Note) 

3 to 10 Eight bytes of vendor ID. 

11 to 26 Sixteen bytes of version number. 

27 to 58 Thirty two bytes of serial number. 

ACK (auxiliary inventory 
information) 

Variable 2 8216 (Note) 

3 Segment code (SC) 

4 to 11 Eight bytes of vendor ID. 

12 + Multiple bytes of auxiliary inventory 
information. 

Self-test results 6 2 8316 (Note) 

3 to 6 Four bytes of self-test results. 

Initialization flags 3 2 8416 (Note) 

3 One byte with the value of the initialization 
flags. 

Initialization flags reset 3 2 8516 (Note) 

3 One byte with the value of the initialization 
flags before the reset. 

NOTE – All other values for byte 2 are reserved by ITU-T. 

Upon reception of one of the inventory commands, the FTU shall send the corresponding response. Any 
function of either the requesting or the responding FTU shall not be affected by the command. 

The vendor ID in the response identifies the system integrator and shall be formatted according to the 
vendor ID of [ITU-T G.994.1]. In the context of this request, the system integrator usually refers to the 
vendor of the smallest field-replaceable unit; thus, the vendor ID in the response may not be the same as 
the vendor ID indicated during the ITU-T G.994.1 handshake phase of the initialization. 

http://handle.itu.int/11.1002/1000/11644
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The version number sent by the FTU-O is for version control and is FTU-O vendor specific information. It 
shall contain up to 16 binary bytes. 

The version number sent by the FTU-R is for version control. It shall contain the FTU-R firmware version and 
the FTU-R model. Both shall be encoded in this order and separated by a space character, i.e., "<FTU-R 
firmware version><space> <FTU-R model>". It shall contain up to 16 American standard code for 
information interchange (ASCII) characters. 

The serial number sent by the FTU-O is DPU vendor specific information. The combination of DPU system 
vendor ID and DPU system serial number creates a unique number for each DPU. It shall contain up to 32 
ASCII characters. 

The serial number sent by the FTU-R shall contain the NT system serial number, the NT model and the NT 
firmware version. All shall be encoded in this order and separated by space characters, i.e., "<NT serial 
number><space> <NT model><space> <NT firmware version>". The combination of NT system vendor ID 
and NT system serial number creates a unique number for each NT. It shall contain up to 32 ASCII 
characters. 

The auxiliary inventory information shall be assigned with respect to the same system integrator as 
contained in the vendor ID. The syntax of this field is beyond the scope of this Recommendation. 

The self-test results response shall contain the results from the most recent self-test procedure, initiated 
either at power-up or by the perform self-test eoc command. The results shall be formatted as defined in 
clause 11.2.2.6.1. 

The initialization flags request and the initialization flags reset request eoc commands shall only be 
supported from the FTU-O to the FTU-R. 

The initialization flags and the initialization flags reset response shall contain the current value of the 
initialization flags. The following initialization flags are defined: 

– The "previous-loss-of-power" (PLPR) flag: This flag shall be set to 1 after a power-up of the FTU-R 
due to an interruption in the FTU-R electrical supply (mains) power. The flag shall be set to 0 after 
sending the initialization flags reset response. 

– The "previous host reinit" (PHRI) flag: This flag shall be set to 1 after a power-up of the FTU-R 
triggered by the NT host. The flag shall be set to 0 after sending the initialization flags reset 
response. 

The value of the initialization flags shall be formatted as one byte [0000 00ba] where "a" is the value of the 
PLPR flag and "b" is the value of the PHRI flag. 

11.2.2.11 Management counter read commands and responses 

The management counter read request command shall be used to retrieve the current value of certain 
management counters maintained by the far-end FTU. The management counter read request command is 
shown in Table 11-31 and may be initiated by either FTU and is used to request the values of the counters. 
The response shall be as shown in Table 11-32. The first byte of the command and response shall be the 
assigned value for the management counter read command type, as shown in Table 11-5. The second byte 
of the command shall be as shown in Table 11-31. The second and all following bytes of the response shall 
be as shown in Table 11-32. The bytes shall be sent using the format described in clause 11.2.2.1. 
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Table 11-31 – Management counter read commands sent by the requesting FTU 

Name  Length (bytes) Byte  Content 

Request  2 2 0116 (Note) 

NOTE – All other values for byte 2 are reserved by ITU-T. 

Table 11-32 – Management counter read responses sent by the responding FTU 

Name 
Length 
(bytes) 

Byte  Content 

ACK Variable 2 8116 (Note) 

3 to 2 + 4 × (4 + 5 + 2) Bytes for all of the anomaly counter, PM parameter 
counter and retransmission test parameter values 
(see Table 11-33).  

NOTE – All other values for byte 2 are reserved by ITU-T. 

Upon reception of the management counter read request command, the FTU shall send the response. Any 
function of either the requesting or the responding FTU shall not be affected by the command. 

Anomalies are only counted at time periods during the transmission of data symbols and RMC symbols. 
Anomalies are not counted in the upstream direction during the downstream transmissions, in the 
downstream direction during upstream transmissions and during transmission of the quiet symbols. 

The management counter values shall be derived from locally generated defects and anomalies defined 
within clause 11.3. The parameters shall be transferred in the order (top to bottom) defined in Table 11-33. 
All counter values are defined as 32-bit counters and shall be mapped to the response in order of most 
significant to least significant byte. No bytes shall be inserted into the response for the TPS-TC functions 
that are currently disabled. 

The counters shall be reset at power-up, and shall not be reset upon a link state transition, and shall not be 
reset upon read. The time periods when the FTU is powered but not in the showtime state shall be counted 
as unavailable seconds (see clause 11.4.4.5). 

The field EFTR_min contains the EFTR_min as derived by the far-end receiver. Although this parameter is 
reported via the management counter eoc commands, this performance monitoring parameter is not a 
counter (see clause 11.4.1.1.6). 

Table 11-33 – FTU management counters 

Anomaly counters  

Counter of the fec anomalies (see clause 11.3.1.1) 

Counter of the crc anomalies (see clause 11.3.1.1) 

Counter of rtx-uc anomalies (see clause 11.3.1.1) 

Counter of rtx-tx anomalies (see clause 11.3.1.1) 

PM parameter counters 

Counter of the ESs (see clause 11.4.4.1) 

Counter of the SESs (see clause 11.4.4.2) 

Counter of the LOSSs (see clause 11.4.4.3) 

Counter of the LORSs (see clause 11.4.4.4) 

Counter of the UASs (see clause 11.4.4.5) 
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Table 11-33 – FTU management counters 

Anomaly counters  

Retransmission test parameters 

EFTR_min (see clause 11.4.1.1.6) 

Error-free bits counter (see clause 11.4.1.1.9) 

NOTE – Inhibiting of counters is defined in clause 11.4.4.6. 

NOTE – The FTU-O should respond to the request from the NMS to read the values of management counters. It is left 
to the implementations to store and update the counters as necessary for accurate error monitoring and reporting. 

11.2.2.12 L3 link state transition commands and responses 

The L3 link state transition command shall be used to propose a transition to link state L3. The L3 link state 
transition command may be initiated by either FTU. The peer FTU shall acknowledge by sending a response. 

The first byte of either the command or a response shall be the assigned value for the L3 link state 
transition command type, as shown in Table 11-5 (normal priority command). The remaining bytes shall be 
as shown in Table 11-34 and Table 11-35 for commands and responses, respectively. 

Table 11-34 – L3 link state transition command (sent by the initiating FTU) 

Name 
Length 
(bytes) 

Byte  Content 

L3 Request 3 2 0116 (Note) 

3 0316 (Note) 

NOTE – All other values for bytes 2 and 3 are reserved by ITU-T. 

Table 11-35 – L3 link state transition responses (sent by the responding FTU) 

Name Length (bytes) Byte  Content 

Grant 2 2 8016 (Note) 

Reject 3 2 8116 (Note) 

3 One byte for reason code. 

NOTE – All other values for byte 2 are reserved by ITU-T. 

Reason codes associated with the L3 link state transition commands are shown in Table 11-36. 

Table 11-36 – Reason codes for L3 link state transition commands 

Reason Byte value 

Busy 0116 

Invalid command 0216 

Not desired at this time 0316 

NOTE – All other reason codes are reserved by ITU-T. 

11.2.2.12.1 L3 Request by FTU-R 

Upon receipt of a L3 Request, the responding FTU-O shall send either a Grant or a Reject response. If the 
format of the command is different than the one presented in Table 11-34, the Reject response shall be 
sent with the reason code 0216. 
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The FTU-O may reject a L3 Request using reason code 0116 if it is temporarily busy, or reject it using code 
0316 if it has local knowledge that the L3 state is not desired at this time. Upon receipt of a L3 Request, the 
FTU-O may reply with a Grant and immediately start transition into the L3 state. 

If the FTU-R receives the Grant response, the FTU-R shall stop transmitting. When the FTU-O observes the 
stopped transmission, it shall transition into O-DEACTIVATING1 state (see clause 12.1.2). 

11.2.2.12.2 L3 Request by FTU-O 

Upon receipt of a L3 Request, the responding FTU-R shall send either a Grant or a Reject response. If the 
format of the command is different than one presented in Table 11-34, the Reject response shall be sent 
with the reason code 0216. 

The FTU-R may reject a L3 Request using reason code 0116 if it is temporarily busy, or reject it using code 
0316 if it has local knowledge that the L3 state is not desired at this time. Upon receipt of a L3 Request, the 
FTU-R may reply with a Grant and immediately start transition into the L3 state. 

If the FTU-O receives the Grant response, the FTU-O shall transition into O-DEACTIVATING1 state (see 
clause 12.1.2). When the FTU-R observes that the FTU-O transitioned to the O-DEACTIVATING1 state, it 
shall stop transmitting. 

11.2.2.13 PMD test parameter read commands and responses 

The PMD test parameter read commands shall be used to retrieve the values of the PMD test parameters 
that are specified in clause 11.4.1 and maintained by the far-end FTU. The PMD test parameter read 
commands are shown in Table 11-37, and may be initiated by either FTU. The responses shall be as shown 
in Table 11-38. The first byte of all PMD test parameter read commands and responses shall be the 
assigned value for the PMD test parameter read command type, as shown in Table 11-5. The subsequent 
bytes of the commands shall be as shown in Table 11-37. The subsequent bytes of the responses shall be as 
shown in Table 11-38. The bytes shall be sent using the format described in clause 11.2.2.1. 

Table 11-37 – PMD test parameter read commands sent by the requesting FTU 

Name 
Length 
(bytes) 

Byte  Content Support 

Single read 2 2 0116 (Note 1) Mandatory 

Vector block 
read 

7 2 0616 (Note 1) Mandatory 

3 

One byte containing the ID of the vector test parameter 
to be read (Note 2). 

0416: SNR per subcarrier group (Note 3). 

0516: Downstream ALN per subcarrier group. 

4 and 5 Two bytes describing the start subcarrier group index. 

6 and 7 Two bytes describing the stop subcarrier group index. 

NOTE 1 – All other values for byte 2 are reserved by the ITU-T. 

NOTE 2 – All other values for byte 3 are reserved by the ITU-T. 

NOTE 3 – The only valid value of subcarrier group size (G) for SNR is G = 1. 
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Table 11-38 – PMD test parameter read responses sent by the responding FTU 

Name Length (bytes) Byte  Content Support 

Single read 
ACK 

16 
(Note 1) 

2 8116 (Note 2) Mandatory 

3 to 16 Bytes for the test parameters arranged for 
the single read format. 

NACK 2 2 8016 (Note 2) Mandatory 

Vector 
block read 
ACK 

Variable 
(Note 1) 

2 8616 (Note 2) Mandatory 

3 Segment code (SC) 

4 + Bytes for the test parameters arranged for 
the vector block read format. 

NOTE 1 – Message length equals three bytes plus the length shown in Table 11-39. 

NOTE 2 – All other values for byte 2 are reserved by the ITU-T. 

Table 11-39 – PMD test parameter ID values and length of responses 

Test parameter 
ID 

(Note 1) 

Test parameter name 
Length for  
single read 

(bytes) 

Length for 
vector block read 

(bytes) 
Support 

0416 SNR per subcarrier N/A 2 + (stop subcarrier index − 
start subcarrier index + 1) 
(Note 2) 

Mandatory 

0516 Downstream ALN per 
subcarrier group  

N/A 3 + (stop subcarrier group 
index − start subcarrier group 
index + 1)  (Note 4) 

Mandatory 

2316 SNRM 2 N/A Mandatory 

2416 ATTNDR 4 N/A Mandatory 

2516 Near-end ACTATP 2 N/A Mandatory 

(Note 3) 

2716 Far-end INP_act_shine 2 N/A Mandatory 

2816 Far-end actual  

SNRM-RMC 

2 N/A Mandatory 

2916 RXpower_dBm_DS 2 N/A Mandatory 

Upon reception of a PMD test parameter read command, the responding FTU shall send the corresponding 
response. If the format of the test parameter read command is incorrect, the FTU shall respond with the 
negative acknowledgment (NACK). Any function of either the requesting or the responding FTU shall not be 
affected. 

The single read command shall be used to retrieve all parameters with ID values ≥ 2316. In response to a 
single read command, the values for the test parameters (one value per parameter) shall be transferred in 
numerically increasing order of the parameter ID shown in Table 11-39. The format of the bytes for each 
parameter shall be as specified in clause 11.4.1. Values formatted as multiple bytes shall be mapped to the 
response in order of most significant to least significant byte. Bytes indicated as reserved shall be set to 
ZERO in the transmitter and ignored by the receiver.  
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A vector block read command shall be used to retrieve a single test parameter over a range of subcarrier 
groups. Support of this read command is mandatory. The ID of the test parameter to retrieve shall be 
indicated in the third byte of the read command as specified in Table 11-37. In response to a vector block 
read command, the FTU shall send information for the test parameter associated with the specified block 
of subcarrier groups. All values for subcarrier groups with indices from start subcarrier group index to stop 
subcarrier index are transferred in a single response.  

If the stop subcarrier group index in the test parameter read command exceeds the round-up of the index 
of the highest subcarrier in the MEDLEY set divided by the group size G, the response shall be a NACK. The 
format of the bytes for each parameter value shall be as described in clause 11.4.1. Values formatted as 
multiple bytes shall be mapped to the response in order of most significant to least significant byte. 

The response to a vector block read command for SNR shall include the measurement time in symbol 
periods (2 bytes) followed by the SNR test parameter value (see clause 11.4.1.2.2).  

The response to a vector block read command for ALN shall include the measurement time in symbol 
periods (2 bytes), followed by the group size (1 byte), followed by the ALN test parameter value (see clause 
11.4.1.2.4).  

Responses to a vector block read command may be segmented. 

The values of some test parameters are represented using fewer bits than contained in the corresponding 
field defined for the response in Table 11-39. In the case that the field has more than one byte, the bits 
shall be mapped to the LSBs of the multibyte field in the response. Unused MSBs in the multibyte field shall 
be set to ZERO for unsigned quantities and to the value of the sign bit for signed quantities. 

11.2.2.14 Vectoring feedback command and responses 

The FTU-O shall use the vectoring feedback command and responses for configuration of the vectoring 
report parameters and obtaining VF samples, i.e., clipped error samples or DFT output samples, from the 
FTU-R. The command (containing a request for VF samples) may be initiated only by the FTU-O and shall 
use the format shown in Table 11-40. The FTU-R shall respond with VF samples for the requested 
subcarriers in the requested format, or with NACK. The NACK provides a rejection code describing the 
reason of the request denial. Prior to sending the NACK, the FTU-R shall suspend sending VF samples until it 
receives a new vectoring feedback command with a valid set of the vectoring feedback report control 
parameters. 

The first byte of the command and the response shall be the assigned value of the vectoring feedback 
command type, as shown in Table 11-4 (near-high priority command). The second and subsequent bytes 
shall be as shown in Table 11-40 for the command and in Table 11-43 for responses. The rejection codes 
shall be as defined in Table 11-44. The data bytes shall be mapped using the generic format described in 
clause 11.2.2.1. 

The FTU-O sends in the vectoring feedback command a set of parameters of the requested vectoring 
feedback report. The first FTU-R vectoring feedback response data sent in reply serves as an ACK for the 
vectoring feedback command. More vectoring feedback data may be transmitted, if necessary, in 
subsequent eoc messages. Transmissions of the following vectoring feedback responses shall be triggered 
by every VF sample update at superframe counts requested in the vectoring feedback command (update 
period and shift period). If the update period q is greater than 1, the FTU-R shall update VF samples only at 
the exact superframe counts indicated by the FTU-O (see clause 10.3.2.5.2). 

Vectoring feedback responses shall not be acknowledged. If the vectoring feedback data message exceeds 
P-4 bytes (see clause 11.2.1.1), it shall be segmented as defined in clause 11.2.2.3 with the maximum 
number of segments not to exceed 16. The FTU-R shall not retransmit vectoring feedback data messages or 
their segments. If the FTU-O does not receive a response (ACK), it may send another vectoring feedback 
command, possibly with different control parameters. The FTU-R shall continue sending vectoring feedback 
responses until stopped by the FTU-O, including while waiting for a reply to SRA request RMC command. If 
in the time period allocated to send a particular vectoring feedback response the eoc channel is busy with a 



2 Transport aspects   
 

832 

currently running high-priority message (e.g., OLR command), the FTU-R shall drop this vectoring feedback 
response and continue with the next vectoring feedback response. 

At the start of showtime, the FTU-R shall not send a vectoring feedback response until it receives a 
vectoring feedback command with a valid set of vectoring feedback report control parameters. The FTU-O 
shall send a vectoring feedback command within the first second after entering showtime. To stop 
communication of vectoring feedback reports, the FTU-O shall send a vectoring feedback command that 
carries a special value of VF sample update period q=0 (see Table 11-40). Upon reception of the command 
containing q=0, the FTU-R shall first stop sending vectoring feedback responses and subsequently respond 
with NACK. 

Table 11-40 – Vectoring feedback command (transmitted by the FTU-O) 

Name Length (bytes) Byte number Content 

Vectoring 
feedback 
request 

9 + 5  N_band 
+ceiling(Nprobe_ds/8) 

(N_band  8) 

2 0116 (Note) 

3 to 4 
First CNTSF (CNTSF0

, see clause10.3.2.5.2) 

represented as an unsigned integer 

5 

Bits [3:0]: VFRB update period (q) (see 
clause 10.3.2.5.2), represented as an 
unsigned integer (Note 2, 3) 

Bit [4]: reporting mode: if set to 0 the VFRB 
shall carry clipped error samples, if set to 1, 
the VFRB shall carry both clipped error 
samples and DFT output samples (see 
clause 10.3.2.4.1) using the per-element VF 
reporting mode defined in Table 11-41 

Bits [7:5]: VFRB frequency shift step (s) (see 
clause 10.3.2.5.1), represented as unsigned 
integer (Note 4) 

6 to 7 
VFRB shift period (z) (see clause 10.3.2.5.2), 
represented as an unsigned integer 

8 to 8 + 3  N_band 
Vectored bands formatted using the bands 
descriptor (see Table 12-21) 

9 + 3  N_band to  

9 + 5  N_band 

+ceiling(Nprobe_ds/8) 

Vectoring feedback report configuration 
descriptor defined in Table 11-41 

NOTE – All other values are reserved by ITU-T.  

NOTE 2 – Setting the value of parameter q to 00002 stops the report (see clause 10.3.2.5.1 and clause 10.3.2.5.2). 

NOTE 3 – For frequency identification, the value of parameter q shall be set to 00012. 

NOTE 4 – The value of parameter s determines whether frequency identification or time identification shall be used (see clause 
10.3.2.5). Setting s = 0002 indicates time identification (see clause 10.3.2.5.2) and setting s ≠ 0002 indicates frequency 
identification (see clause 10.3.2.5.1). In the latter case value of z shall be ignored. 
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Table 11-41 – Vectoring feedback report configuration descriptor 

Parameter Bit Byte  Description 

N_band [7:4] 0 The number of configured vectored 
bands in the range from one to eight 
represented as an unsigned integer.  

Padding [3] As defined in clause 10.3.2.3.1. 

Rounding [2] As defined in clause 10.3.2.3.1. 

F_block [1:0] 

 

Block size, encoded as (Note): 

002 – F_block = 1 
012 – F_block = 2 

102 – F_block = 4 
112 – Reserved for use by ITU-T 

Vectored band 1 
control parameters 

 1-2 See Table 11-42 

. . . . . .   …..  

Vectored band 
N_band control 
parameters 

 2 × N_band – 1 to 2 × N_band See Table 11-42 

Per-element VF 
report  

[Nprobe_ds:0] 2 × N_band+1 to 
2 × N_band+ceiling(Nprobe_ds/8) 

This field shall not be present if the 
reporting mode bit in Table 11-40 is set 
to 0 (applicable during showtime) or if 
the descriptor is included in the O-
VECTOR-FEEDBACK message (applicable 
during initialization, see Table 12-28). 

If present, this field represents a bit 
map indicating reporting mode per 
probe sequence element.  
The LSB indicates sample type to be 
sent on the first element of the 
downstream probe sequence, the MSB 
indicates sample type to be sent on the 
last element. If a bit is set to 0, the 
corresponding VFRB shall carry clipped 
error samples, if set to 1, the 
corresponding VFRB shall carry DFT 
output samples (see clause 10.3.2.4.1) 

NOTE – F_block has the same value for all vectored bands. 

Table 11-42 – Vectored band control parameters  

Parameter Bits Byte  Description 

F_sub  [7:4] 0 Sub-sampling rate F_sub as defined in clause 10.3.2.3.1, 
represented as an unsigned integer. 

L_w [3:0] Length of the VF sample in compressed representation 
as defined in clause 10.3.2.3.1, with L_w represented as 
an unsigned integer. 

B_min [7:4] 1 Parameter B_min as defined in clause 10.3.2.3.1, with 
(B_min – 2) represented as an unsigned integer. 

B_max [3:0] Parameter B_max as defined in clause 10.3.2.3.1, with 
(B_max – 2) represented as an unsigned integer. 
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Table 11-43 – Vectoring feedback responses (transmitted by the FTU-R) 

Name Length (bytes) Byte  Content 

Vectoring feedback 
data/ACK 

5 + NVFRB 2 8016 (Note 1) 

3 Segment code (SC), represented as defined in 
clause 11.2.2.3. 

4 and 5 Superframe count (CNTSF) represented as 
unsigned integer in the range as defined in 
clause 10.6 (Note 2). 

6 to 5 + N_VFRB Vectoring feedback data, represented with 
N_VFRB bytes, as defined in clause 10.3.2.4.1 
(Note 3). 

NACK 3 2 8116 (Note 1) 

3 One byte for reason code (see Table 11-44). 

NOTE 1 – All other values for this byte are reserved by ITU-T. 

NOTE 2 – This field identifies the downstream sync symbol for which vectoring feedback data is reported. 

NOTE 3 – This field shall carry the VFRB using the format described in clause 10.3.2.4.1. 

Table 11-44 – NACK reason codes 

Value Definition 

0116 Invalid set of vectoring feedback control parameters or vectoring feedback report format. 

0216 Sending of vectoring feedback reports is stopped on the FTU-Os request (FTU-R received a 
vectoring feedback command with the value of q = 0). 

NOTE – All other reason codes are reserved by ITU-T. 

11.2.2.15 Probe sequence update commands and responses 

Upon instruction of the VCE, the FTU-O shall send the appropriate probe sequence update command to 
force an update of the upstream probe sequence and communicate the new downstream probe sequence 
for the line to the FTU-R FME. The commands are shown in Table 11-45 and Table 11-46, and may be 
initiated only by the FTU-O. The FTU-R shall respond with either an ACK or NACK, using the format shown in 
Table 11-47. 

The first byte of the commands shall be the assigned value of the upstream and downstream probe 
sequence update command type, as shown in Table 11-5. The second and subsequent bytes shall be as 
shown in Table 11-45 and Table 11-46 for commands and in Table 11-47 for responses. The data bytes shall 
be mapped using the format described in clause 11.2.2.1. 

The command length depends on the length of the upstream probe sequence or downstream probe 
sequence (Nprobe_us or Nprobe_ds, respectively) set during the initialization (see clause 12.3.3.2.1). Only 
the probe sequence elements may be changed during the showtime. The length of the newly assigned 
probe sequence shall be the same as the length of the probe sequence that was set during the initialization. 
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Table 11-45 – Upstream probe sequence update command (transmitted by the FTU-O) 

Name Length (bytes) Byte  Content 

Upstream 
probe 
sequence 
update 

 

3 + ceiling(Nprobe_us/4) 2 0116 for change of upstream probe 
sequence (Note). 

3 0116 if interruption of current upstream 
probe sequence is not allowed; 
0216 if interruption of current upstream 
probe sequence is allowed. (Note) 

4 to 

3 + ceiling(Nprobe_us/4 

Upstream probe sequence bits, coded as 
defined for field 14 in Table 12-20. 

NOTE – All other values for this byte are reserved by ITU-T. 

Table 11-46 – Downstream probe sequence update command (transmitted by the FTU-O) 

Name Length (bytes) Byte  Content 

Downstream 
probe 
sequence 
update 

3 + ceiling(Nprobe_ds/4) 2 0216 for change of downstream probe 
sequence. (Note) 

3 0116 if interruption of current 
downstream probe sequence is not 
allowed; 
0216 if interruption of current 
downstream probe sequence is 
allowed. (Note) 

4 to 

3 + ceiling(Nprobe_ds/4) 

Downstream probe sequence bits, 
coded as defined for field 17 in Table 
12-20. 

NOTE – All other values for this byte are reserved by ITU-T. 

The third byte of the probe sequence update commands defines the time at which the probe sequence 
change shall occur: 

• If interruption of the current probe sequence is not allowed (value 0116), the probe sequence 
change shall be applied starting from the next sync symbol position after the end of the current 
probe sequence, i.e., after the sync symbol modulated by the last element of the old probe 
sequence, the next sync symbol shall be modulated by the first element of the new probe 
sequence. 

• If interruption of the current probe sequence is allowed (value 0216), the probe sequence change 
may occur at any sync symbol position, i.e., after the sync symbol modulated by element i of old 
probe sequence, the next sync symbol shall be modulated by element i+1 of the new probe 
sequence. 

The FTU-R shall acknowledge (ACK) the correct reception of the command, as shown in Table 11-47. The 
FTU-R may only reject (NACK) the request if one or more of the requested parameters is invalid (see 
Table 11-48). 
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Table 11-47 – Probe sequence update response transmitted by the FTU-R 

Name Length (bytes) Byte  Content 

ACK 2 2 8016 (Note) 

NACK 3 2 8116 (Note) 

3 One byte for reason code (see Table 11-48) 

NOTE – All other values for this byte are reserved by ITU-T. 

Table 11-48 – NACK reason codes 

Value (Note) Definition 

0116 Invalid set of parameters. 

NOTE – All other reason codes are reserved by ITU-T. 

For the upstream probe sequence update command, the FTU-R shall apply the change only after sending 
the ACK message. If interruption of the current probe sequence is allowed, the update shall occur within 
40 ms after sending the ACK message. 

The timing diagram of the upstream probe sequence update eoc command and response is shown in 
Figure 11-5. 

 

Figure 11-5 – Timing diagram of the upstream probe sequence update 
command and response 

For the downstream probe sequence update command, the FTU-O shall apply the change after receiving 
the ACK message. If interruption of the current probe sequence is allowed, the update shall occur within 
40 ms after receiving the ACK message. 

The timing diagram of the downstream probe sequence update eoc command and response is shown in 
Figure 11-6. 
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Figure 11-6 – Timing diagram of the downstream probe sequence update 
command and response 

11.2.2.16 L2 transition control 

The L2 link state transition eoc command shall be sent from the FTU-O to the FTU-R to request the FTU-R to 
change low power link state. The battery powered status eoc command shall be sent from the FTU-R to the 
FTU-O to indicate the FTU-R battery status. 

The first byte of either a command or a response shall be the OPCODE, as shown in Table 11-3 for L2 link 
state and Table 11-5 for battery powered status. The remaining bytes shall be as shown in Table 11-48.1 for 
the L2 link state transition command, Table 11-48.5 for the battery powered status command, Table 11-
48.6 for the L2 link state transition response, and Table 11-48.7 for the battery powered status response.  

 

Table 11-48.1 – L2 link state transition command (FTU-O to FTU-R) 

Name 
Length 
(Bytes) 

Byte Content 

L2.1-Entry-Request Variable 2 0116 (Note 1) 

3 Segment code (SC) 

4 and 5 Downstream RMC transmission schedule represented as a 
bit map: 
0 – indicates an inactive TDD frame 
1 – indicates an active TDD frame 

The LSB of the byte 5 corresponds to the TDD sync frame 
(index 0). The MSB of byte 5 corresponds to the TDD frame 
with index 7. The LSB of byte 4 corresponds to the TDD 
frame with index 8 (see clause 10.6). Bits corresponding 
with indices ≥ MSF shall be set to 0. 

6 One octet containing the downstream L2 PSD power 
reduction (L2_PSDRds) value in the range from 0 to 10 dB 
reduction in units of 1 dB, represented as an unsigned 
integer. 

7 and 8 Two bytes containing the last subcarrier index on which the 
downstream L2 PSDR power reduction is applied (fL2_PSDR-DS). 

Valid values are in the range from 0 to NSC-1. 
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Table 11-48.1 – L2 link state transition command (FTU-O to FTU-R) 

Name 
Length 
(Bytes) 

Byte Content 

9 and 10 Two bytes containing the minimal value of downstream BDR 
in bytes in L2.1, L2.1_BDR_min (Note 3) 

11 and 12 Upstream RMC transmission schedule represented as a bit 
map: 
0 – indicates an inactive TDD frame 
1 – indicates an active TDD frame 

The LSB of byte 10 corresponds to the TDD sync frame 
(index 0). The MSB of byte 10 corresponds to the TDD 
frame with index 7. The LSB of byte 9 corresponds to the 
TDD frame with index 8 (see clause 10.6). Bits 
corresponding with indices ≥ MSF shall be set to 0.  

13 One octet containing the upstream L2 PSD power reduction 
(L2_PSDRus) value in the range from 0 to 10 dB in units of 1 
dB, represented as an unsigned integer. 

14 and 15 Two bytes containing the last subcarrier index on which the 
upstream L2 PSD power reduction is applied (fL2_PSDR-US). 

Valid values are in the range from 0 to NSC-1. 

16 [0000 000a] 
a = Link state transition type:  

- a = 0: from L0 to L2.1N. 

- a = 1: from L0 to L2.1B. 

Variable Used subcarriers, relative gain compensation factors (ri), 
and proposed bit loading for the downstream RMC symbols 
(see Table 11-48.3) 

Variable DTU framing parameters, and bit loading for the upstream 
RMC symbols (see Table 11-48.2) 

L2.2-Entry-Request Variable 2 0216 (Note 1) 

3 Segment code (SC) 

4 Time interval between two adjacent downstream RMC 
symbols  (or upstream RMC symbols)  represented in the 
number of superframes X (see clause 13.4.2.1), indicated as 
an unsigned integer in the range from 1 to 32 (Note 2) 

5 and 6 Two bytes containing the minimum BDR in bytes in L2.2, 
L2.2_BDR_min (Note 3) 

Variable Used subcarriers and proposed bit loading for the 
downstream RMC symbols (see Table 11-48.4) (Note 4) 

Variable DTU framing parameters, and bit loading for the upstream 
RMC symbols (see Table 11-48.2)  

L2.1-Exit-Request 2 2 0316 (Note 1) 

L2.2-Exit-Request 3 2 0416 (Note 1) 
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Table 11-48.1 – L2 link state transition command (FTU-O to FTU-R) 

Name 
Length 
(Bytes) 

Byte Content 

3 [0000 000a] 
a = Link state transition type:  

- a = 0: from L2.2 to L2.1N. 

- a = 1: from L2.2 to L2.1B. 

L2.1-Transition-
Request 

3 2 0516 (Note 1) 

3 [0000 000a] 
a = Link state transition type:  

- a = 0: from L2.1B to L2.1N. 

- a = 1: from L2.1N to L2.1B. 

NOTE 1 – All other values are reserved by ITU-T. 

NOTE 2 – The superframe in which RMC is placed shall be as defined in clause 13.4.2.1. 

NOTE 3 – The L2.1_BDR_min and L2.2_BDR_min proposed by the FTU-O determine the minimum DTU payload rate necessary to 
accommodate both the required user data and the eoc (see clause 13.4.4). The values shall take into account the MIB settings of 
L2.1_ETR_min, L2.2_ETR_min, and L2.1_NDR_max, L2.2_NDR_max, and the overhead bit rate required to support downstream 
eoc during L2.1 and further in L2.2. 

NOTE 4 – The FTU-O may propose a bit loading reduction on some frequencies to facilitate higher SNRM during the L2.2 link 
state compared to the bit loading used during the L2.1 link state. 

Table 11-48.2 – L2.1/L2.2 upstream transmission parameters 

Byte Content 

1 One byte for Q 

2 One byte for KFEC 

3 One byte for RFEC 

4 

 

[0000 aaaa] 

aaaa = upstream configuration change count (SCCC) (Note 2) 

5 and 6 Two bytes for the start subcarrier index (Note 1) 

7 and 8 Two bytes for the stop subcarrier index (Note 1) 

Variable Data subcarrier parameter block  

A variable number of bytes describing the subcarrier parameter field for each 
subcarrier (Note 3)  

NOTE 1 – Subcarriers outside this set shall be unused in L2.1, by setting bi = 0, gi = 0. The subcarrier set in L2.2 shall be the same 
as in L2.1. 

NOTE 2 – The value of the SCCC shall be incremented relative to the last upstream SCCC value prior to any link state transition. 

NOTE 3 – The formatting of the data subcarrier parameter field and the valid range of the values shall be the same as those 
specified for OLR type 1 (see clause 11.2.2.5, Table 11-10 and Table 11-11) 
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Table 11-48.3 – L2.1 downstream transmission parameters 

Byte Content 

1 
[0000 000a] 
a = 0: indicate the real relative gain compensation factor. 
a = 1: indicate the complex relative gain compensation factor. 

2 and 3 Two bytes for the start subcarrier index (Note 1) 

4 and 5 
Two bytes for the stop subcarrier index 

(Note 1) 

Variable Data subcarrier parameter block  

A variable number of bytes describing the subcarrier parameter field for each subcarrier (Note 2)  

NOTE 1 – Subcarriers outside this set shall be unused in L2.1, by setting bi = 0 while keeping gi the same as in L0. 

NOTE 2 – The formatting of the data subcarrier parameter field and the valid range of the values shall be the same as those 
specified for OLR type 3 with real or complex relative gain compensation factor (see clause 11.2.2.5 and Tables 11-14 to 11-17). 

NOTE 1 – In the aim to reduce power consumption, the FTU-O should not transmit on RMC symbols outside the 
downstream subcarrier set assigned for L2.1. 

NOTE 2 – Due to the use of scheduled discontinuous operation during L2.1, use of shorter DTUs may be beneficial. The 
requirements for DTU size settings are specified in clause 13.4.1. 

Table 11-48.4 – L2.2 downstream transmission parameters 

Byte Content 

1 and 2 Two bytes for the start subcarrier index (Note 1) 

3 and 4 
Two bytes for the stop subcarrier index 

(Note 1) 

Variable Data subcarrier parameter block  

A variable number of bytes describing the subcarrier parameter field for each subcarrier (Note 2)  

NOTE 1 – The subcarrier set shall be the same as in L2.1 (see Table 11-48.3). 

NOTE 2 – The formatting of the data subcarrier parameter field and the valid range of the values shall be the same as those 
specified for OLR type 1 (see clause 11.2.2.5, Table 11-10 and Table 11-11). 

The upstream gi values shall not change at the transition to either L2.1 link state or L2.2 link state, except 
for the subcarriers outside the set of subcarriers specified in 11-48.2. Outside that set, the upstream gi 
values shall be set to 0.  

Table 11-48.5 – Battery powered status command (FTU-R to FTU-O) 

Name Length (Bytes) Byte Content 

Battery powered 
status 

3 2 0816 (Note 1) 

3 One Byte encoding FTU-R battery primitive as 
follows (Note 1):  

0116: FTU-R is not battery powered 

0216: FTU-R is battery powered 

NOTE – All other values are reserved by ITU-T. 
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Table 11-48.6 – L2 link state transition response (FTU-R to FTU-O) 

Name 
Length 
(Bytes) 

Byte Content 

L2.1-Entry-Confirm Variable 2 8016 (Note 1) 

3 Segmentation Code (SC) 

4 One byte for Q for the downstream 

5 One byte for KFEC for the downstream 

6 One byte for RFEC for the downstream (Note 
4) 

7 [0000 aaaa] 

aaaa = downstream configuration change 
count (SCCC) (Note 2) 

Variable Data subcarrier parameter block for all 
downstream subcarriers requested in L2.1-
Entry-Request. 

A variable number of bytes describing the 
subcarrier parameter field for each 
subcarrier (Note 3) 

L2.1-Entry-Reject 3 2 8116 (Note 1) 

3 One byte for reason code with the following 
valid values: 

0116 – busy 

0216 – invalid parameters 

0316 – wait for RPA 

L2.2-Entry- 
Confirm 

Variable 2 8216 (Note 1) 

3 Segmentation Code (SC) 

4 One byte for Q for the downstream 

5 One byte for KFEC for the downstream 

6 One byte for RFEC for the downstream (Note 
4) 

7 [0000 aaaa] 

aaaa = downstream configuration change 
count (SCCC) (Note 2) 

Variable Data subcarrier parameter block for all 
downstream subcarriers requested in L2.2-
Entry-Request. 

A variable number of bytes describing the 
subcarrier parameter field for each 
subcarrier (Note 3) 

L2.2-Entry-Reject 3 2 8316 (Note 1) 

3 One byte for reason code with the following 
valid values: 

0116 – busy 

0216 – invalid parameters 
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Table 11-48.6 – L2 link state transition response (FTU-R to FTU-O) 

Name 
Length 
(Bytes) 

Byte Content 

L2.1-Exit-Confirm 2 2 8616 (Note 1) 

L2.2-Exit-Confirm 2 2 8516 (Note 1) 

L2.1-Transition-Confirm 2 2 8716 (Note 1) 

NOTE 1 – All other values are reserved by ITU-T. 

NOTE 2 – The value of the SCCC shall be advanced relative to the last downstream SCCC value prior to any link state transition, 
independent of the particular link state transition. 

NOTE 3 – The formatting of the subcarrier field and the valid range of the values shall be the same as those specified for OLR 
type 1 (see clause 11.2.2.5 and Tables 11-10 and 11-11). The field shall be encoded with increasing subcarrier index. 

NOTE 4 – For good practice, the value of RFEC should not be less than 8. 

Table 11-48.7 – Battery powered status response (FTU-O to FTU-R) 

Name Length (Bytes) Byte Content 

Acknowledge 
battery powered 
status 

2 2 8416 (Note 1) 

NOTE – All other values are reserved by ITU-T. 

11.2.2.17 DRR configuration commands and responses  

The FTU-O shall use the DRR configuration commands to send the value of NDRR and NRM to the FTU-R and 
to send the DRR configuration request data to the FTU-R (see clause 8.1.1). The command shall be sent by 
the FTU-O only. The FTU-R shall respond to the DRR request command using DRR.confirm and shall respond 
to the DRR configuration request command using DRR.config.confirm, respectively. 

The first byte of the commands and responses shall be the assigned value DRR configuration command 
type, as shown in Table 11-5 (normal priority command). The second and subsequent bytes shall be as 
defined in Table 11-49 (for the commands) and in Table 11-50 (for the responses). The bytes shall be sent 
using the format described in clause 11.2.2.1. 

Table 11-49 – DRR configuration commands (sent by the FTU-O) 

Name Length (bytes) Byte  Content 

DRR request 4 2 0116 (Note 1) 

3 One byte for NDRR represented as an unsigned integer. 

4 One byte for NRM (see Table 8-3) represented as an unsigned 
integer. 

DRR 
configuration 
request 

Variable 2 0216 (Note 1) 

3+ DRR data as received from the DRA function at the FTU-O (see 
Table 8-3). The format of the DRR data is defined in Table Y-2. 

NOTE 1 – All other values for byte 2 are reserved by ITU-T. 
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Table 11-50 – DRR configuration responses (sent by the FTU-R) 

Name Length (bytes) Byte  Content 

DRR.confirm 3 2 8116 (Note 1) 

3 One byte for ACK (0016) or NACK (FF16) 

DRR.config. 
confirm 

Variable 2 8216 (Note 1) 

3+ DRR data as received from the L2+ function at the FTU-R 
(see Table 8-3). The format of the DRR data field is defined 
in Table Y-2. 

NOTE 1 – All other values for byte 2 are reserved by ITU-T. 

11.2.2.18  Fast startup training sequence parameters command and response 

The command is to configure the fast startup training sequence parameters at the FTU-R. The command 
shall only be sent by the FTU-O. The FTU-R shall acknowledge the command by sending a response. 

The first byte of either the command or a response shall be the assigned value for Fast startup training 
sequence parameters command type, as shown in Table 11-5 (normal priority command). The remaining 
bytes shall be as shown in Table 11-51 and Table 11-52 for command and response, respectively. 

Table 11-51 – Training sequence parameters command (sent by the FTU-O) 

Name 
Length 
(bytes) 

Byte  Content 

Fast startup training 
sequence 
parameters 

10 2 0116 (Note) 

3 Number of DS SOC data symbols (sds). 

The value shall be mapped to the six LSBs of this byte as 
defined in Table 12-9. 

4 Number of SOC symbol repetitions (Rs). 

The value shall be mapped to the five LSBs of this byte as 
defined in Table 12-10. 

5 to 10 Length and elements of IDS  

The six bytes are represented as a single 48-bit field. The 42 
LSBs shall be used for IDS mapping as defined in Table 12-10. 
The LSB of the field corresponds to bit 0 of byte 5. 

NOTE – All other values for byte 2 are reserved by ITU-T. 

The FTU-R shall apply these parameters upon transition from the R-SHOWTIME state to the R-INIT/TRAIN 
state (fast retrain), as described in Figure 12-5. 

The FTU-R shall acknowledge the reception of the command, as shown in Table 11-52. The FTU-R may only 
reject (NACK) the command if one or more of the requested parameters is invalid. 

Table 11-52 – Training sequence parameter responses (sent by the FTU-R) 

Name Length (bytes) Byte  Content 

ACK 2 2 8016 (Note) 

NACK 2 2 8116 (Note) 

NOTE – All other values for byte 2 are reserved by ITU-T. 
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11.2.2.19 Non-standard facility commands and responses 

The non-standard facility (NSF) commands may be used to exchange vendor-discretionary information 
between the FTUs. The NSF Request command is shown in Table 11-53 and may be initiated by either FTU 
to request the non-standard information. The responses shall be as shown in Table 11-54. The first byte of 
either the command or a response shall be the assigned value for the NSF command type, as shown in 
Table 11-5 for normal priority NSF commands, or in Table 11-6 for low priority NSF commands. The 
remaining bytes of normal priority and low priority commands shall be as shown in Table 11-53. The second 
byte of normal priority and low priority responses shall be as shown in Table 11-54. The bytes shall be sent 
using the format described in clause 11.2.2.1. 

Table 11-53 – NSF commands sent by the requesting FTU 

Name Length (bytes) Byte  Content 

Request Variable 2 0116 (Note) 

3 to 8 Six bytes of NSF identifier field. 

9 + Multiple bytes of NSF message field. 

NOTE – All other values for byte 2 are reserved by ITU-T. 

Table 11-54 – NSF responses sent by the responding FTU 

Name Length (bytes) Byte  Content 

ACK 2 2 8016 (Note) 

NACK 2 2 8116 (Note) 

NOTE – All other values for byte 2 are reserved by ITU-T. 

Upon reception of the NSF Request command, the FTU shall respond with an acknowledgement (ACK) to 
indicate that both the NSF identifier field and the message field are recognized, or respond with a negative 
acknowledgement (NACK) if either the NSF identifier field or NSF message field is not recognized. 

The combination of the NSF identifier field and NSF message field corresponds to a non-standard 
information block as defined in Figure 11 of [ITU-T G.994.1] (without the length-indicator byte). The NSF 
identifier field shall consist of six bytes. The first two bytes shall be a country code, and the remaining four 
bytes shall be a provider code as specified by the country. Both values shall be set as defined in  
[ITU-T T.35]. The NSF message field contains vendor-specific information. The syntax of the NSF message 
field shall be as defined in Figure 11 of [ITU-T G.994.1] (without the length-indicator byte). 

11.3 OAM primitives 

Among the standard OAM primitives, this Recommendation specifies only anomalies, defects and loss-of-
power primitives. 

Both the near-end and the far-end primitives shall be represented at the FTU-O and the FTU-R. 

11.3.1 Line-related primitives 

Line-related primitives represent anomalies and defects related to PMD and PMS-TC sub-layers. These 
primitives are exchanged over the PMD_MGMT interface or PMS-TC_MGMT interface (see clause 9.1.2 or 
clause 10.1.2). 

Anomalies and defects are computed only at time periods during transmission of data symbols or RMC 
symbols. Anomalies and defects are not computed in the upstream direction during downstream 
transmissions, anomalies and defects are not computed in the downstream direction during upstream 
transmissions, and anomalies and defects are not computed outside TBUDGET. 

http://handle.itu.int/11.1002/1000/11644
http://handle.itu.int/11.1002/1000/4840
http://handle.itu.int/11.1002/1000/11644
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11.3.1.1 Near-end anomalies 

• Forward error correction (fec): For further study. As such, this anomaly shall not occur. 

• Uncorrected DTU (rtx-uc): An rtx-uc anomaly occurs at the receiver each time a DTU of the normal 
DTU type (see clause 8.2.1.3) is not delivered to the alpha reference point by the receiving PMS-TC 
because the DTU is received in error and has not been corrected by a retransmission within the 
maximum delay; 

• Retransmitted DTU (rtx-tx): An rtx-tx anomaly occurs at the transmitter each time a DTU of normal 
type (see clause 8.2.1.3) is retransmitted. Multiple retransmissions of the same DTU are counted 
as many times as the DTU has been retransmitted. 

• Cyclic redundancy check (crc): The crc anomaly is defined by the detection of at least one rtx-uc 
anomaly per 17ms time interval. 

• Loss-of-power interruption (lpr_intrpt): Excluding reinitializations triggered by the ME-O (see 
clause 12.1.2), this anomaly occurs when the time between the exit from the showtime of the 
FTU-O and the first successful reception of an ITU-T G.994.1 message is less than 120 seconds and 
at least one of the following conditions is met: a far-end loss-of-power (flpr) primitive (see 
clause 11.3.3.2) is declared before the exit from showtime or the PLPR flag is set at the entry into 
showtime (see clause 11.2.2.10). 

 This anomaly is only defined at the FTU-O. 

• Host-Reinit interruption (hri_intrpt): Excluding reinitializations triggered by the ME-O (see 
clause 12.1.2), this anomaly occurs when the PHRI flag is set at the entry into showtime (see 
clause 11.2.2.10). 

 This anomaly is only defined at the FTU-O. 

• Spontaneous interruption (spont_intrpt): Excluding reinitializations triggered by the ME-O (see 
clause 12.1.2), this anomaly occurs when the time between the exit from showtime of the FTU-O 
and the first successful reception of a ITU-T G.994.1 message is less than 120 seconds and neither 
an lpr_intrpt nor an hri_intrpt occurs. 

 This anomaly is only defined at the FTU-O. 

11.3.1.2 Far-end anomalies 

No far-end anomalies are defined. 

11.3.1.3 Near-end defects 

• Loss of signal (los): A reference power shall be established by averaging the ITU-T G.9701 receive 
power over the RMC symbol over a 0.1 s period and over a subset of subcarriers used for 
showtime, and a threshold shall be set 6 dB below this level. An los shall occur when the level of 
the ITU-T G.9701 receive power averaged over a 50 ms period and over the same subset of 
subcarriers is lower than the threshold, and shall terminate when this level, measured in the same 
way, is at or above the threshold. The subset of subcarriers is implementation dependent. 

• Loss of margin (lom): This defect occurs when the signal-to-noise ratio margin (SNRM, see 
clause 11.4.1.3) observed by the near-end receiver is below the minimum signal-to-noise ratio 
margin (MINSNRM, see clause 12.3.4.2) for a bit-rate greater than or equal to ETR_min_eoc, and 
an increase of SNRM is no longer possible within the far-end aggregate transmit power and 
transmit PSD level constraints. This defect terminates when the SNRM is above the MINSNRM. The 
SNRM measurement update rate shall be at least once every 0.5 second. 

• Loss of RMC (lor): This defect occurs when the percentage of errored RMC messages within a  
50 ms interval exceeds 50%. The lor defect terminates when this level is at or below the threshold. 

11.3.1.4 Far-end defects 

• Far-end loss of signal (los-fe): This defect occurs when a los detected at the far end is reported in 
at least four of six consecutively received far-end los indicator reports (Table 9-8). A los-fe 



2 Transport aspects   
 

846 

terminates when fewer than two far-end los indicators are reported out of six consecutively 
received reports. 

• Far-end loss of margin (lom-fe): This defect occurs when a lom detected at the far end is reported 
in at least four of six consecutively received far-end lom indicator reports (Table 9-8). A lom-fe 
terminates when fewer than two far-end lom indicators are reported out of six consecutively 
received reports. 

• Far-end loss of RMC (lor-fe): This defect occurs when a lor detected at the far end is reported in at 
least four of six consecutively received far-end lor indicator reports (Table9 -8). A lor-fe terminates 
when fewer than two far-end lor indicators are reported out of six consecutively received reports. 

11.3.1.5 Initialization primitives 

• Full initialization (full_init): This primitive occurs each time the FTU-O transitions from the  
O-SILENT to the O-INIT/HS state (see Figure 12-4). 

• Failed full initialization (failedfull_init): This primitive occurs each time the FTU-O transitions from 
the O-INIT/HS to the O-SILENT state and each time the FTU-O transitions from the O-INIT/TRAIN to 
the O-DEACTIVATING1 state following a full_init primitive (see Figure 12-4). 

• Fast initialization (fast_init): This primitive occurs each time the FTU-O transitions from the  
O-DEACTIVATING2 to the O-INIT/TRAIN state (see Figure 12-4). 

• Failed fast initialization (failedfast_init): This primitive occurs each time the FTU-O transitions from 
the O-INIT/TRAIN to the O-DEACTIVATING1 state following a fast_init primitive (see Figure 12-4). 

11.3.1.6 Near-end OLR/FRA primitives 

• Successful bit swap (success_BSW): This primitive occurs each time the bit loading on the data 
symbols (NOI or DOI) is changed through the near-end initiating an OLR type 1 for bit swapping or 
an OLR type 2 for bit swapping (see Table 11-9). 

• Successful autonomous SRA (success_SRA): This primitive occurs each time the bit loading on the 
data symbols (NOI or DOI) is changed through the near-end initiating an OLR type 1 for 
autonomous SRA or an OLR type 2 for autonomous SRA (see Table 11-9). 

• Successful FRA (success_FRA): This primitive occurs each time the bit loading on the data symbols 
(NOI or DOI) is changed through the near-end initiating an FRA (see Table 11-9). 

• Successful RPA (success_RPA): This primitive occurs each time the set of RMC subcarriers or the bit 
loading of RMC subcarriers is changed through the near-end initiating an OLR type 4 for RPA (see 
Table 11-9). 

• Successful TIGA (success_TIGA): This primitive occurs each time the bit loading on the data 
symbols (NOI or DOI) is changed through the near-end initiating an OLR type 3 for TIGA (see 
Table 11-9). 

11.3.1.7 Far-end OLR/FRA primitives 

• Successful bit swap (success_BSW_FE): This primitive occurs each time the bit loading on the data 
symbols (NOI or DOI) is changed through the far-end initiating an OLR type 1 for bit swapping or an 
OLR type 2 for bit swapping (see Table 11-9). 

• Successful autonomous SRA (success_SRA_FE): This primitive occurs each time the bit loading on 
the data symbols (NOI or DOI) is changed through the far-end initiating an OLR type 1 for 
autonomous SRA or an OLR type 2 for autonomous SRA (see Table 11-9). 

• Successful FRA (success_FRA_FE): This primitive occurs each time the bit loading on the data 
symbols (NOI or DOI) is changed through the far-end initiating an FRA (see Table 11-9). 

• Successful RPA (success_RPA_FE): This primitive occurs each time the set of RMC subcarriers or 
the bit loading of RMC subcarriers is changed through the far-end initiating an OLR type 4 for RPA 
(see Table 11-9). 
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11.3.1.8 Synchronous access network transient anomaly (SANTA) 

Existence of SANTA clause is for further study. 

11.3.2 Path-related primitives 

Path-related primitives are defined separately for each path, terminated by the corresponding TPS-TC. The 
primitives for each TPS-TC type shall be represented by relevant OAM indicators specified for this protocol. 

For the TPS-TC of type PTM, path-related primitives are for further study. 

11.3.3 Power-related primitives 

11.3.3.1 Near-end primitives 

Loss of power (lpr): This primitive occurs when the FTU power supply (mains) voltage drops below the 
manufacturer-determined level required for proper FTU operation. An lpr terminates when the power level 
exceeds the manufacturer-determined minimum power level. 

11.3.3.2 Far-end primitives 

Far-end loss of power (flpr): This primitive detected at the far end is reported by the lpr indicator, which 
shall be coded 1 to indicate that no lpr is being reported (see Table 9-8) and shall be coded 0 for a minimum 
of three consecutive lpr indicator transmissions from the onset of lpr and as long as lpr persists, to indicate 
that an flpr (i.e., "dying gasp") is being reported. An flpr occurs when two or three out of three 
consecutively received lpr indicators are set to ZERO. An flpr terminates when, for a period of 0.5 seconds, 
the received lpr indicator bit is set to ONE and no near-end los is present. This far-end primitive is only 
defined for the FTU-O, and is generated based on the lpr indicator received from the FTU-R. 

Far-end PSE lost power dying gasp (fdgl): This primitive detected at the far end is reported by the dgl 
indicator, which shall be coded 1 to indicate that no PSE-DGL is being reported (see Table 9-8) and shall be 
coded 0 for a minimum of three consecutive dgl indicator transmissions from the onset of dgl and as long 
as PSE-DGL persists, to indicate that a PSE-DGL (see Table A.6-3 of [ITU-T G.997.2]) is being reported. An 
fdgl occurs when 2 or 3 out of 3 consecutively received dgl indicators are set to ZERO. An fdgl terminates 
when, for a period of 0.5 seconds, the received dgl indicator bit is set to ONE. This far-end primitive is only 
defined for the FTU-O, and is generated based on the dgl indicator received from the  
FTU-R. 

Far-end PSE power fail with off-hook phone during NORMAL OPERATIONS (fohp): This primitive (see 
clause A.7.4.1.2 of [ITU-T G.997.2]) detected at the far end is reported by the ohp indicator, which shall be 
coded 1 to indicate that no PSE-OHP is being reported (see Table 9-8) and shall be coded 0 for a minimum 
of three consecutive ohp indicator transmissions from the onset of ohp and as long as PSE-OHP persists, to 
indicate that a PSE-OHP (see Table A.6-3 of [ITU-T G.997.2]) is being reported. An fohp occurs when 2 or 3 
out of 3 consecutively received ohp indicators are set to ZERO. An fohp terminates when, for a period of  
0.5 seconds, the received ohp indicator bit is set to ONE. This far-end primitive is only defined for the FTU-
O, and is generated based on the ohp indicator received from the FTU-R. 

11.4 OAM parameters  

11.4.1 Test and status parameters 

For the test parameters in this clause, the condition "undetermined" may be reported by use of a special 
value. This condition may occur, for example, when no value is available due to the fact that no 
initialization or no successful initialization has been possible for this line. This condition may also occur in 
other situations for which the description is beyond the scope of this Recommendation. 
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11.4.1.1 Status parameters 

11.4.1.1.1 Net data rate (NDR)  

The status parameter net data rate (NDR) is defined in Table 9-21 as 

  NDR = DPR – 1 000 kbit/s, 

where the DPR represents the DTU payload rate (defined in Table 9-21) and the 1 000 kbit/s is a reference 
value for the eoc overhead channel rate that shall be used for the purpose of this calculation. 

The NDR shall be calculated by the receiver during initialization and updated during the L0 link state upon 
OLR, FRA and RPA using equations for DPR presented in Table 9-21, with BD and BDR values as applicable in 
the NOI. It shall not be updated during L2.1N, L2.1B, L2.2, and L3 link states. 

The valid values for NDR are all integers from 0 to the configured value of NDR_max (see clause 11.4.2.2). 

The NDR shall be represented as a 32-bit unsigned integer expressing the value of NDR in kbit/s. This data 
format supports a granularity of 1 kbit/s. 

A special value 232-1 indicates that NDR is undetermined. All other values are reserved by ITU-T. 

The DPU derives the DPU-MIB net data rate reporting parameter NDR from NDR. During the L0 link state, 
downstream and upstream actual NDR values are reported in the DPU-MIB. During the L2.1N, L2.1B or L2.2 
link state, downstream and upstream net data rate values of the last update in the L0 link state are 
available in the DPU-MIB. During the L3 link state (see Figure 12-1), the values of the last update are 
available in the DPU-MIB, until the FTU-O transitions to the O-INIT/HS state, at which time the values may 
become "undetermined". 

11.4.1.1.2 Attainable net data rate (ATTNDR) 

The status parameter attainable net data rate (ATTNDR) is defined as the NDR that would be achieved if 
control parameter NDR_max were configured at the maximum valid value of NDR_max 
(see clause 11.4.2.2), while other control parameters remain at the same value. 

The ATTNDR shall be calculated by the receiver during initialization and updated during the L0 link state 
upon OLR, FRA and RPA. It shall not be updated during the L2.1N, L2.1B, L2.2, and L3 link states. The 
downstream ATTNDR is communicated from the FTU-R to the FTU-O through the eoc. 

The valid values for ATTNDR are all integers from 0 to the maximum valid value of NDR_max (see clause 
11.4.2.2). 

The ATTNDR shall be represented as a 32-bit unsigned integer expressing the value of ATTNDR in kbit/s. 
This data format supports a granularity of 1 kbit/s. 

A special value 232-1 indicates that the parameter is undetermined. All other values are reserved by ITU-T. 

The DPU derives the DPU-MIB attainable net data rate reporting parameter ATTNDR from ATTNDR. While 
the link is in the L0 state, downstream and upstream ATTNDR values are reported in the DPU-MIB. During 
the L2.1N, L2.1B, or L2.2 link state, downstream and upstream attainable net data rate values of the last 
update in the L0 link state are available in the DPU-MIB. During the L3 link state (see Figure 12-1), the 
values of the last update are available in the DPU-MIB, until the FTU-O transitions to the O-INIT/HS state, at 
which time the values may become "undetermined". 

11.4.1.1.3 Expected throughput (ETR) 

The status parameter expected throughput (ETR) is defined in Table 9-21 as: 

  NDRRTxOHETR  )1(  
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The ETR shall be calculated by the receiver during initialization and updated during the L0 link state upon 
OLR, FRA and RPA using equations for NDR and RTxOH presented in Table 9-21. It shall not be updated 
during the L2.1, L2.2, and L3 link states. 

The RTxOH is the expected rate loss, expressed as a fraction of NDR, due to combined effect of:  

• impulse noise protection against worst-case REIN impulses as described by the configuration 
parameters INPMIN_REIN and IAT_REIN in the DPU-MIB 

• impulse noise protection against worst-case SHINE as described by the configuration parameters 
INPMIN_SHINE and SHINERATIO in the DPU-MIB 

• overhead due to correction of stationary noise errors. 

The valid values for ETR are all integers from 0 to the configured value of NDR_max (see clause 11.4.2.2). 

The ETR shall be represented as a 32-bit unsigned integer expressing the value of ETR in kbit/s. This data 
format supports a granularity of 1 kbit/s. 

A special value 232-1 indicates that the parameter is undetermined. All other values are reserved by ITU-T. 

The DPU derives the DPU-MIB expected throughput reporting parameters ETR from ETR. During the L0 link 
state, downstream and upstream actual ETR values are reported in the DPU-MIB. During the L2.1N, L2.1B, 
or L2.2 link state, downstream and upstream expected throughput values of the last update in the L0 link 
state are available in the DPU-MIB. During the L3 link state (see Figure 12-1), the values of the last update 
are available in the DPU-MIB, until the FTU-O transitions to the O-INIT/HS state, at which time the values 
may become "undetermined". 

11.4.1.1.4 Attainable expected throughput (ATTETR) 

The status parameter attainable expected throughput (ATTETR) is defined as: 

  ATTETR = (1 – RtxOH) × ATTNDR 

The ATTETR shall be calculated by the receiver during initialization and updated during the L0 link state 
upon OLR, FRA and RPA. It shall not be updated during the L2.1, L2.2, and L3 link states. 

The valid values for ATTETR are all integers from 0 to the maximum valid value of NDR_max (see clause 
11.4.2.2). 

The ATTETR shall be represented as a 32-bit unsigned integer expressing the value of ATTETR in kbit/s. This 
data format supports a granularity of 1 kbit/s. 

A special value 232-1 indicates that the parameter is undetermined. All other values are reserved by ITU-T. 

The DPU derives the DPU-MIB attainable expected throughput reporting parameters ATTETR from ATTETR. 
During the L0 link state, downstream and upstream ATTETR values are reported in the DPU-MIB. During the 
L2.1N, L2.1B, or L2.2 link state, downstream and upstream attainable expected throughput values of the 
last update in the L0 link state are available in the DPU-MIB. During the L3 link state (see Figure 12-1), the 
values of the last update are available in the DPU-MIB, until the FTU-O transitions to the O-INIT/HS state, at 
which time the values may become "undetermined". 

11.4.1.1.5 Error-free throughput (EFTR) parameter  

The error-free throughput (EFTR) is defined as the average bit-rate, calculated during a one second time 

window, at the  reference point at the receiver side, of DTU payload bits originating from DTU's of the 

normal DTU type (see clause 8.2.1.3) that cross the  reference point at the receiver. The one second time 
windows are consecutive and non-overlapping.  
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NOTE 1 – As a result of this definition, EFTR ≤ DPR (see Table 9-21). 

NOTE 2 – DTUs that have been detected to be in error and DTUs that exceed delay_max do not cross the  reference 
point at the receiver side. 

The EFTR shall be calculated by the receiver in showtime during L0 link state only.  

The EFTR shall be calculated for every complete second the FTU is in the showtime L0 link state. Only for 
these seconds, the EFTR is defined. For other seconds, the EFTR is not defined. The EFTR is not a status 
parameter directly reported to the ME, but is used in the definition of related parameter EFTR_min. 

NOTE – EFTR is not defined in L2.1N, L2.1B, L2.2 and L3. 

11.4.1.1.6 Minimum error-free throughput (EFTR_min) parameter  

The performance monitoring parameter minimum error-free throughput (EFTR_min) is defined as the 
minimum of the EFTR observed in the seconds since the last reading of the EFTR_min, excluding the 
following seconds:  

• seconds in which EFTR is not defined;  

NOTE 1 – EFTR_min will be close to the DPR at instances of high data throughput and when TPS_TESTMODE is 
enabled. At instances of no data throughput, EFTR_min will be at the maximum of the eoc data rate and the 
background normal DTU rate for performance monitoring (see clause 8.3.1). 

The EFTR_min shall be measured in showtime by the receiver. Reading by the FME at the FTU-O of the far-
end EFTR_min shall be via an eoc command over the U interface. Reading by the FME at the FTU-O of the 
near-end EFTR_min shall be from the near-end receive PMS-TC over the PMS-TC_MGMT interface. 

The valid values are all integers from 0 to the maximum of the valid values of the maximum DPR.  

The performance monitoring parameter EFTR_min shall be represented as a 32-bit unsigned integer 
expressing the value of ceiling(EFTR_min in kbit/s). This data format supports a granularity of 1 kbit/s.  

A special value 232-1 indicates that the parameter is undetermined. All other values are reserved by ITU-T. 

The previous value of EFTR_min shall be reported if no EFTR measurement has been done since the last 
reading of EFTR_min. 

NOTE 2 – The above requirement covers the case where two retrievals of EFTR_min over the eoc take place in less 
than one second, and in which no new EFTR measurement is available, since the EFTR is only updated on one second 
interval.  

Although this parameter EFTR_min is reported via the management counter read eoc command, this 
performance monitoring parameter is not a counter. 

The parameter reported to the DPU-MIB, MINEFTR, is defined as the minimum of the retrieved EFTR_min 
values observed over the 15 min or 24 hour accumulation periods. 

The FME at the FTU-O shall retrieve the far-end EFTR_min, to calculate the far-end MINEFTR as defined in 
the DPU-MIB. The FME at the FTU-O shall retrieve the near-end EFTR_min to calculate the near-end 
MINEFTR, as defined in the DPU-MIB. If the 15 min or 24 h interval contains only seconds with undefined 
EFTR, the related MINETFR shall be set to 0. 

NOTE 3 – The frequency of retrieval for both near-end and far-end is left to the implementation, as necessary for 
accurate monitoring. 

The upstream MINEFTR value shall be reported to the DPU-MIB as a near-end value. 

The downstream MINEFTR value shall be reported to the DPU-MIB as a far-end value. 
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11.4.1.1.7 Actual INP against SHINE (INP_act_shine)  

The status parameter INP_act_shine is defined as the actual INP against SHINE under following specific 
conditions: 

• Assuming impulse noise protection against REIN equal to INP_min_rein 

• Assuming EFTR ≥ ETR. 

It shall be calculated by the transmitter during initialization and showtime during the L0, L2.1N, L2.1B and 
L2.2 link states and updated upon OLR. 

The status parameter INP_act_shine shall be represented as a 16-bit unsigned integer expressing the value 
in symbol periods in steps of 1 symbol period. 

The valid range is from 0 to 2 046.  

A special value 2 047 indicates a value of 2 047 or higher. 

A special value 216–1 indicates that the parameter is undetermined.  

All other values are reserved by ITU-T. 

The status parameter INP_act_shine shall be mapped on the reporting parameter ACTINP. The downstream 
and upstream values shall be reported in the DPU-MIB. 

During the L3 link state (see Figure 12-1), the values of the last update are available in the DPU-MIB, until 
the FTU-O transitions to the O-INIT/HS state, at which time the values may become "undetermined". 

11.4.1.1.8 Actual INP against REIN (INP_act_rein)  

The status parameter INP_act_rein is defined as the actual INP against REIN under the following specific 
conditions: 

• Assuming impulse noise protection against SHINE equal to INP_min_shine, 

• Assuming EFTR ≥ ETR. 

It shall be calculated by the transmitter during initialization and showtime during the L0, L2.1N, L2.1B and 
L2.2 link states and updated upon OLR. 

The status parameter INP_act_rein shall be represented as an eight-bit unsigned integer expressing the 
value in symbol periods in steps of one symbol period.  

The valid range is from 0 to 62.  

A special value 63 indicates a value of 63 or higher. 

A special value 28-1 indicates that the parameter is undetermined.  

All other values are reserved by ITU-T. 

The test parameter INP_act_rein shall be mapped on the reporting parameter ACTINP_REIN. The 
downstream and upstream values shall be reported in the DPU-MIB. 

During the L3 link state (see Figure 12-1), the values of the last update are available in the DPU-MIB, until 
the FTU-O transitions to the O-INIT/HS state, at which time the values may become "undetermined". 

11.4.1.1.9 Error-free bits counter  

This is a near-end counter counting the number of error-free bits passed over the  reference point at the 
receiver, divided by 216. Error-free bits are DTU payload bits originating from DTUs of the normal DTU type 

(see clause 8.2.1.3) that cross the  reference point at the receiver. 
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It is a 32-bit wrap-around counter. The counter shall be reset at power-on. The counters shall not be reset 
with a link state transition and shall not be reset when read. 

The upstream value shall be reported in the DPU-MIB as a near-end value. 

The downstream value shall be reported in the DPU-MIB as a far-end value. 

NOTE – DTUs that have been detected to be in error, and DTUs that exceed delay_max do not cross the  reference 
point at the receiver side. 

11.4.1.1.10 Signal-to-noise ratio margin parameter (SNRM) 

The signal-to-noise ratio margin (SNRM) parameter is a parameter that reports the signal-to-noise ratio 
margin (as defined in clause 9.8.3.2) for data symbols in the NOI in L0, and on data subcarriers for which bi 
> 0 in the RMC symbols during the L2.1N, L2.1B and L2.2 link states.  

NOTE – Estimation of the SNRM in the DOI by the receiver is not required. 

The SNRM shall be measured by the receiver during the initialization. The measurement may be updated 
autonomously and shall be updated on request during showtime (L0, L2.1N, L2.1B and L2.2). The SNRM 
shall be sent to the far-end FTU during the initialization and shall be sent on request to the near-end ME at 
any time. The near-end ME shall send the SNRM to the far-end ME on request during showtime (L0, L2.1N, 
L2.1B and L2.2 link states). 

The signal-to-noise ratio margin in the downstream direction shall be represented as a 10-bit two's 
complement signed integer snrm, with the value of SNRMds defined as  

  SNRMds = snrm/10 dB. 

This data format supports an SNRMds granularity of 0.1 dB and an SNRMds range from −50.9 to +50.9 dB, 
corresponding to the set of valid values of snrm = −509 to 509. 

A special value snrm = 510 indicates a value of SNRM = 51.0 dB or higher.  

A special value snrm = –510 indicates a value of SNRM = –51.0 dB or lower.  

A special value snrm = –512 indicates that the parameter is undetermined.  

All other values are reserved by ITU-T. 

The same definition and representation shall apply to the signal-to-noise ratio margin in the upstream 
direction, SNRMus. 

During the L0 link state, downstream and upstream SNRM values are reported by the FTU-O as SNRM in the 
DPU-MIB. During the L2.1N, L2.1B or L2.2 link state, SNRM values of the last update in the L0 link state are 
available in the DPU-MIB.  

During the L2.1N or L2.1B link state, downstream and upstream SNRM values are reported by the FTU-O as 
L2.1_SNRM in the DPU-MIB. During the L0 or L2.2 link state, SNRM values of the last update of L2.1_SNRM 
in the L2.1N or L2.1B link state, are available in the DPU-MIB.  

During the L2.2 link state, downstream and upstream SNRM values are reported by the FTU-O as 
L2.2_SNRM in the DPU-MIB. During the L0, L2.1N or L2.1B link state, SNRM values of the last update in the 
L2.2 link state are available in the DPU-MIB.  

During the L3 link state (see Figure 12-1), the values of SNRM, L2.1_SNRM and L2.2_SNRM at the last 
update are available in the DPU-MIB, until the FTU-O transitions to the O-INIT/HS state, at which time the 
values may become "undetermined". 
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11.4.1.1.11 Signal-to-noise ratio margin for the RMC (SNRM-RMC) 

The SNRM-RMC is the signal-to-noise ratio margin of the RMC. It is defined in clause 9.8.3.4. 

The SNRM-RMC shall be measured over all subcarriers assigned to the RMC in RMC symbols for which bi > 0 
in the transmission direction. 

The measurement of SNRM-RMC may be updated autonomously and shall be updated on request during 
the showtime (L0, L2.1N, L2.1B and L2.2 link states). The SNRM-RMC shall be sent to the far-end FTU during 
the initialization and shall be sent on request to the near-end ME at any time. The near-end ME shall send 
the SNRM-RMC to the far-end ME on request during the showtime (L0, L2.1N, L2.1B and L2.2 link states). 

The SNRM-RMC shall use the same representation as defined for SNRM in clause 11.4.1.1.10. 

The value during the L0 link state shall be reported as SNRM-RMC in the DPU-MIB. 

The value during the L2.1N, L2.1B and L2.2 link states shall be reported as L2_SNRM-RMC in the DPU-MIB. 

During the L0 link state, downstream and upstream SNRM-RMC values are reported by the FTU-O as  
SNRM-RMC in the DPU-MIB. During the L2.1N, L2.1B or L2.2 link state, SNRM-RMC values of the last update 
in the L0 link state are available in the DPU-MIB.  

During the L2.1N, L2.1B or L2.2 link state, downstream and upstream SNRM-RMC values are reported by 
the FTU-O as L2_SNRM-RMC in the DPU-MIB. During the L0 link state SNRM-RMC values of the last update 
in the L2.1N, L2.1B or L2.2 link state are available in the DPU-MIB.  

During the L3 link state (see Figure 12-1), the values of SNRM-RMC, L2_SNRM-RMC at the last update are 
available in the DPU-MIB, until the FTU-O transitions to the O-INIT/HS state, at which time the values may 
become "undetermined". 

11.4.1.1.12 Net data rate in L2.1 (L2.1_NDR) 

The status parameter net data rate in L2.1 link state (L2.1_NDR) is defined in Table 13-13 as 

  L2.1_NDR = L2.1_DPR – L2.1_DPReoc, 

where the L2.1_DPR represents the DTU payload rate (defined in Table 13-13) during the L2.1N or L2.1B 
link state and the L2.1_DPReoc the L2.1N or L2.1B link state eoc data rate (defined in Table 13-13), that shall 
be used for the purpose of this calculation. 

The L2.1_NDR shall be calculated by the receiver at the entry into the L2.1N or L2.1B link state and updated 
during the L2.1N and L2.1B link states upon OLR using equations for L2.1_DPR presented in Table 13-13. It 
shall not be updated during the L0, L2.2, and L3 link states. 

The valid values for L2.1_NDR are all integers from 0 to the configured value of NDR_max 
(see clause 11.4.2.2). 

The L2.1_NDR shall be represented as a 32-bit unsigned integer expressing the value of L2.1_NDR in kbit/s. 
This data format supports a granularity of 1 kbit/s. 

A special value 232-1 indicates that the parameter is undetermined. All other values are reserved by ITU-T. 

The DPU derives the DPU-MIB reporting parameters L2.1_NDR from L2.1_NDR. During the L2.1 link state, 
downstream and upstream actual L2.1_NDR values are reported in the DPU-MIB. During the L0 or L2.2 link 
state, downstream and upstream L2.1_NDR values of the last update of L2.1_NDR in the L2.1N or L2.1B link 
state, are available in the DPU-MIB. 

During the L3 link state (see Figure 12-1), the values of the last update are available in the DPU-MIB, until 
the FTU-O transitions to the O-INIT/HS state, at which time the values may become "undetermined". 
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11.4.1.1.13 Net data rate in L2.2 (L2.2_NDR)  

The status parameter net data rate in the L2.2 link state (L2.2_NDR) is defined in Table 13-13 as 

  L2.2_NDR = L2.2_DPR – L2.2_DPReoc, 

where the L2.2_DPR represents the DTU payload rate (defined in Table 13-13) during the L2.2 link state and 
the L2.2_DPReoc the L2.2 link state eoc data rate (defined in Table 13-13), that shall be used for the purpose 
of this calculation. 

The L2.2_NDR shall be calculated by the receiver at the entry into the L2.2 link state using equations for 
L2.2_DPR presented in Table 13-13. It shall not be updated during the L0, L2.1N, L2.1B, and L3 link states. 

The valid values for L2.2_NDR are all integers from 0 to the configured value of NDR_max 
 (see clause 11.4.2.2). 

The L2.2_NDR shall be represented as a 32-bit unsigned integer expressing the value of L2.2_NDR in kbit/s. 
This data format supports a granularity of 1 kbit/s. 

A special value 232−1 indicates that the parameter is undetermined. All other values are reserved by ITU-T. 

The DPU derives the DPU-MIB reporting parameters L2.2_NDR from L2.2_NDR. During the L2.2 link state, 
downstream and upstream actual L2.2_NDR values are reported in the DPU-MIB. During the L0, L2.1N or 
L2.1B link state, downstream and upstream L2.2_NDR values of the last status parameter update in the L2.2 
link state are available in the DPU-MIB. During the L3 link state (see Figure 12-1), the values of the last 
update are available in the DPU-MIB, until the FTU-O transitions to the O-INIT/HS state, at which time the 
values may become "undetermined".  

11.4.1.1.14 Expected throughput (L2.1_ETR)  

The status parameter expected throughput in L2.1 link state (L2.1_ETR) is defined in Table 13-13 as  

  NDRLRTxOHLETRL _1.2)_1.21(_1.2   

The ETR shall be calculated by the receiver and updated during the L2.1 link state only upon OLR using 
equations for NDR and RTxOH presented in Table 13-13. It shall not be updated during the L0, L2.2, and L3 
link states. 

The valid values for L2.1_ETR are all integers from 0 to the configured value of NDR_max (see 
clause 11.4.2.2). 

The L2.1_ETR shall be represented as a 32-bit unsigned integer expressing the value of ETR in kbit/s. This 
data format supports a granularity of 1 kbit/s. 

A special value 232−1 indicates that the parameter is undetermined. All other values are reserved by ITU-T. 

The DPU derives the DPU-MIB expected throughput reporting parameters L2.1_ETR from L2.1_ETR. During 
the L2.1N or L2.1B link state, downstream and upstream actual L2.1_ETR values are reported in the 
DPU-MIB. During the L0 or L2.2 link state, downstream and upstream expected L2.1_ETR values of the last 
status parameter update in the L2.1N and L2.1B link states are available in the DPU-MIB. During the L3 link 
state (see Figure 12-1), the values of the last update are available in the DPU-MIB, until the FTU-O 
transitions to the O-INIT/HS state, at which time the values may become "undetermined".  

11.4.1.1.15 Expected throughput (L2.2_ETR)  

The status parameter expected throughput in L2.2 link state (L2.2_ETR) is defined in Table 13-13 as  

  NDRLRTxOHLETRL _2.2)_2.21(_2.2   

The ETR shall be calculated by the receiver and updated during the L2.2 link state only using equations for 
NDR and RTxOH presented in Table 13-13. It shall not be updated during the L0, L2.1N, L2.1B and L3 link 
states. 
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The valid values for L2.2_ETR are all integers from 0 to the configured value of NDR_max (see 
clause 11.4.2.2). 

The L2.2_ETR shall be represented as a 32-bit unsigned integer expressing the value of ETR in kbit/s. This 
data format supports a granularity of 1 kbit/s. 

A special value 232−1 indicates that the parameter is undetermined. All other values are reserved by ITU-T. 

The DPU derives the DPU-MIB expected throughput reporting parameters L2.2_ETR from L2.2_ETR. During 
the L2.2 link state, downstream and upstream actual L2.2_ETR values are reported in the DPU-MIB. During 
the L0, L2.1N or L2.1B link state, downstream and upstream L2.2_ETR values of the last status parameter 
update in L2.2 are available in the DPU-MIB. During the L3 link state (see Figure 12-1), the values of the last 
update are available in the DPU-MIB, until the FTU-O transitions to the O-INIT/HS state, at which time the 
values may become "undetermined".  

11.4.1.1.16 DTU FEC codeword size (NFEC)  

The status parameter NFEC is the DTU FEC codeword size as defined in clause 9.3. 

The NFEC shall be updated during showtime (L0, L2.1N, L2.1B and L2.2 link states). 

The valid values for NFEC are all integers from 32 to 255. 

The NFEC shall be represented as an eight-bit unsigned integer. 

A special value 0 indicates that the parameter is undetermined.  

All other values are reserved by ITU-T. 

The NFEC value shall be reported by the FTU-O as DTU-NFEC in the DPU-MIB. 

The downstream and upstream values shall be reported in the DPU-MIB. 

During the L3 link state (see Figure 12-1), the values of the last update are available in the DPU-MIB, until 
the FTU-O transitions to the O-INIT/HS state, at which time the values may become "undetermined".  

11.4.1.1.17 DTU FEC redundancy (RFEC)  

The status parameter RFEC is the DTU FEC codeword redundancy as defined in clause 9.3. 

The RFEC shall be updated during showtime (L0, L2.1N, L2.1B and L2.2 link states). 

The valid values for RFEC are 2, 4, 6, 8, 10, 12, and 16. 

The RFEC shall be represented as an eight-bit unsigned integer. 

A special value 255 indicates that the parameter is undetermined.  

All other values are reserved by ITU-T. 

The RFEC value shall be reported by the FTU-O as DTU-RFEC in the DPU-MIB. 

The downstream and upstream values shall be reported in the DPU-MIB. 

During the L3 link state (see Figure 12-1), the values of the last update are available in the DPU-MIB, until 
the FTU-O transitions to the O-INIT/HS state, at which time the values may become "undetermined".  

11.4.1.1.18 FEC codewords per DTU (Q)  

The status parameter Q is the number of FEC codewords per DTU as defined in clause 9.3. 

The Q shall be updated during showtime (L0, L2.1N, L2.1B and L2.2 link states). 

The valid values for Q are all integers from 1 to 16. 
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The Q shall be represented as an eight-bit unsigned integer. 

A special value 255 indicates that the parameter is undetermined.  

All other values are reserved by ITU-T. 

The Q value shall be reported by the FTU-O as DTU-Q in the DPU-MIB. 

The downstream and upstream values shall be reported in the DPU-MIB. 

During the L3 link state (see Figure 12-1), the values of the last update are available in the DPU-MIB, until 
the FTU-O transitions to the O-INIT/HS state, at which time the values may become "undetermined".  

11.4.1.1.19 Bit Allocation on data subcarriers (bi)  

The status parameter bi is the bit allocation values as defined in clause 10.2.1.4 on data symbols in the 
normal operation interval (NOI) in L0, and on data subcarriers on the RMC symbols during the L2.1N, L2.1B 
and L2.2 link states.  

The bi shall be updated during showtime (L0, L2.1N, L2.1B and L2.2 link states). 

The valid values for bi are all integers from 0 to 14. 

The bi shall be represented as an eight-bit unsigned integer. 

A special value 255 indicates that the parameter is undetermined. All other values are reserved by ITU-T. 

The bi value shall be reported by the FTU-O as BITSps in the DPU-MIB. 

The downstream and upstream values shall be reported in the DPU-MIB. 

During the L3 link state (see Figure 12-1), the values are "undetermined".  

11.4.1.1.20 Bit Allocation on RMC subcarriers (bRMCi)  

The status parameter bRMCi is the bit allocation values as defined in clause 10.2.1.4 on RMC subcarriers in 
RMC symbols. 

The bRMCi shall be updated during showtime (L0, L2.1N, L2.1B and L2.2 link states). 

The valid values for bi are 0 and all integers from 2 to 6. 

The bRMCi shall be represented as an eight-bit unsigned integer. 

A special value 255 indicates that the parameter is undetermined. All other values are reserved by ITU-T. 

The bRMCi value shall be reported by the FTU-O as BITS-RMCps in the DPU-MIB. 

The downstream and upstream values shall be reported in the DPU-MIB. 

During the L3 link state (see Figure 12-1), the values are "undetermined".  

11.4.1.2 Test parameters 

11.4.1.2.1 Hlog-psg 

Hlog provides an estimate of the insertion loss of the wireline channel. 

The definition of the insertion loss is −20*LOG10(|U2(f)/U1(f)|) dB. U1(f) is the voltage as a function of 
frequency measured across the load impedance RL in the absence of the wireline channel as shown in 
Figure 11-7 for the downstream direction. U2(f) is the voltage as a function of frequency measured across 
the load impedance RL in the presence of the wireline channel as shown in Figure 11-8 for the downstream 
direction. 
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RS is a reference impedance, corresponding to the source impedance. RL is a reference impedance, 
corresponding to the load impedance.  

For the purpose of Hlog definition, RS and RL shall both be 100 ohms resistive. 

NOTE 1 – The values of RS and RL used for the Hlog definition do not imply specific values for FTU implementations. 

 

 

Figure 11-7 – Voltage across the load without access cabling 

 

Figure 11-8 – Voltage across the load with access cabling inserted 

The same can be applied to the upstream direction (swapping U-O and U-R in Figure 11-7 and Figure 11-8). 

The calculation of Hlog shall take into account that the signal path is the result of the cascade of four 
functions:  

• the precoder in the downstream and post-processing in the upstream (see clause 10.3); 

• the transmitter filter characteristics function; 

• the channel characteristics function; and 

• the receiver filter characteristics function. 

The objective is to provide means by which the insertion loss between the U-O and U-R reference points 
(see Figure 11-7 and Figure 11-8) can be accurately identified, estimated, and reported to the ME by the 
VCE in the form of Hlog(f) at discrete frequencies f = i × fSC. 

The following definition allows the Hlog referred to the U-O and U-R reference points to be calculated using 
equivalents of U1 and U2 in Figure 11-7 and Figure 11-8. 

Hlog(f) shall be computed by the VCE. Hlog(f) shall be computed in both directions.  

With the definition above, for frequency f = i × fSC, Hlog(f) shall be calculated as: 
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where Direct_Received_subcarrier_power_mW (i) is the average power of the received direct signal 
component on subcarrier i at the U-interface of the receiving FTU, assuming the receiving FTU presents a 
load impedance RL to the network of 100 Ohms resistive (see Note 2), and 
Direct_Transmit_subcarrier_power_mW(i) is the average power of the transmit direct signal component on 
subcarrier i at the U-interface of the transmitting FTU, assuming the network input impedance is 100 Ohms 
resistive (see Note 3 and Note 4).  

Direct_Received_subcarrier_power_mW(i) and Direct_Transmit_subcarrier_power_mW(i) should not 
include FEXT contributions from other lines of the vectored group. The exact methods used by the VCE to 
estimate Direct_Received_subcarrier_power_mW (i) and Direct_Transmit_ 
subcarrier_power_mW(i) are vendor discretionary. 

NOTE 1 – One way of avoiding impact of crosstalk in estimation of the Direct_Received_subcarrier_power for both 
upstream and downstream is by applying particular probe sequences, e.g., probe sequences containing 0-elements on 
sync symbol positions associated with the estimation on all lines except the line under estimation (similar to 
estimation of QLN defined in clause 11.4.1.2.3). 

NOTE 2 – In actual implementations, the receiving FTU load impedance may deviate from 100 Ohms resistive.  

For downstream Hlog, the Direct_Received_subcarrier_power_mW(i) can be obtained from the FTU-R 
reported DFT output samples as specified in clause 10.3.3.2 (DFT samples are referenced to a termination 
impedance (i.e. load impedance of the FTU receiver to the network) of 100 Ohms resistive). 

For upstream Hlog, the FTU-O's internal measurements are used to obtain 
Direct_Received_subcarrier_power_mW(i).  

NOTE 3 – Transmit PSD in G.9700 clause 7.3 is also defined on 100 Ohms termination impedance. Remark that in this 
case termination impedance is to be interpreted as the network/loop input impedance. 

NOTE 4 – In actual deployments, the network/loop input impedance may deviate from 100 Ohms resistive.  

The VCE shall average the measurements over Navg of at least 256 symbols (consecutive or non-
consecutive), and shall indicate the value of Navg represented as a 16-bit unsigned value.  

The Direct_Received_subcarrier_power_mW (i) and the Direct_Transmit_subcarrier_power_mW(i) shall be 
estimated only during transmission of sync symbols during showtime L0 link state only. Hlog(f) shall be 
updated during L0 link state only, on request of the DPU ME, in response to an update request for test 
parameters (see clause 7.1.9.1 of [ITU-T G.997.2]).  

The reported Hlog values (upstream and downstream) shall be represented by subcarrier groups. The 
number of subcarriers, G, in one subcarrier group shall be equal to:  

  G = max(2ceiling(log
2

((Θ+1)/512)), 1), 

where Θ is the highest subcarrier index of the MEDLEYds set, and 512 is the maximum number of subcarrier 
groups. Valid values of G are 1, 2 and 4. 

For the given group size G, the channel characteristics function Hlog(k × G × fSC) is the value of Hlog at 
subcarrier with index i = k × G. It shall be represented by an integer number m(k), where the valid values of 
k are from k = 0 to k =ceiling(Θ/G). The values of m(k) shall be coded as 10-bit unsigned integers so that:  

  Hlog(k × G × fSC ) = 6 − (m(k)/10). 

This format supports an Hlog(f) granularity of 0.1 dB with a valid range of values from +5.9 dB to −95.9 dB, 
corresponding to the set of valid values of m = 1 to 1019.  
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A special value m = 0 indicates a value of Hlog = 6 dB or higher 

A special value m =1020 indicates a value of Hlog = −96 dB or lower.  

A special value m =1022 indicates that no measurement could be done for this subcarrier group because 
the subcarrier with index i = k × G is out of the MEDLEYds set or its gi = 0.  

A special value m =1023 indicates that the parameter is undetermined.  

All other values are reserved by ITU-T. 

Support for reporting of both upstream and downstream HLog is mandatory. 

11.4.1.2.2 Signal-to-noise ratio per subcarrier (SNR-ps) 

The signal-to-noise ratio SNR for a particular subcarrier group is a real value that shall represent the ratio 
between the received signal power and the received noise power for that subcarrier. 

The signal-to-noise ratio SNR per subcarrier group shall be measured during initialization. The 
measurement may be updated autonomously during the showtime L0, L2.1 or L2.2 link state, and shall be 
updated on request during showtime L0, L2.1 or L2.2 link state.  

During the showtime, SNR shall be measured only at time periods during the reception of RMC symbols or 
the data symbols in the NOI at the symbol positions specified by the MNDSNOI value. SNR shall not be 
computed in the upstream direction during downstream transmissions, and shall not be computed in the 
downstream direction during the upstream transmissions. 

NOTE – With the requirements above, SNR is not computed during transmission of quiet or idle symbols. 

The near-end FME shall send the SNR to the far-end FME on request during showtime L0, L2.1N, L2.1B or 
L2.2 link state (see clause 11.2.2.6.2). 

The FTU shall measure the signal-to-noise ratio SNR during the initialization while receiving O/R-P-MEDLEY 
signals and shall measure the SNR during showtime. For L0, L2.1N and L2.1B link states, the measurement 
shall be made over at least 256 symbol periods and shall take at most one second. For L2.2 link state, the 
measurement shall be made over at least 25 symbol periods and shall take at most five seconds. The FTU 
shall indicate the number of symbol periods used for the measurement (represented as a 16-bit unsigned 
integer) to the far-end ME. 

The only valid value of subcarrier group size, G, for SNR is G = 1. 

The signal-to-noise ratio SNR(k × G × fSC) shall be the average of the base 10 logarithmic value of the 
signal-to-noise ratio on the subcarriers k × G to ((k+1) × G) − 1. It shall be represented as an eight-bit 
unsigned integer snr(k), where k = 0 to (index of the highest supported data bearing subcarrier + 1)/G – 1. 
The value of SNR(k × G × fSC) shall be defined as  

  SNR(k × G × fSC) = −32 + (snr(k)/2) dB. 

This data format supports an SNR(k × G × fSC) granularity of 0.5 dB and an SNR(k × G × fSC) range from 0 to 95 
dB, corresponding to the set of valid values of snr = 64 to 254.  

A special value snr = 63 indicates a value of SNR = –0.5 dB or lower. 

A special value snr = 255 indicates a value of SNR = 95.5 dB or higher.  

A special value snr = 0 indicates that the parameter is undetermined. 

A special value snr = 1 indicates that no measurement could be done for this subcarrier group because it is 
out of the transmitter MEDLEY set or its gi = 0.  

11.4.1.2.3   Quiet line noise PSD per subcarrier group (QLN-psg) 

The quiet line noise PSD QLN(f) for a particular subcarrier group is the rms level of the noise expressed in 
dBm/Hz present on the loop when no G.fast signals are transmitted on this line and no G.fast signals are 
transmitted on any other line in the vector group that this line belongs to. This means that QLN(f) is 
measured only when all lines of a vectored group are either transmitting quiet symbols or are turned off. 
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QLN(f) is measured during sync symbol positions, when sync symbols that have all subcarriers masked are 
transmitted on this line and on all other lines in the vector group that this line belongs to. Sync symbols 
that have all subcarriers masked correspond to elements in the probe sequence with value 0 as defined in 
clause 10.2.2.1. 

The QLN(f) per subcarrier group shall be measured by the VCE during showtime L0 link state only, and shall 
be updated during showtime L0 link state only, on request of the DPU ME in response to an update test 
parameters request (see clause 7.1.9.1 of [ITU-T G.997.2]).   

The objective is to provide means by which the quiet line noise PSD at the U-O reference point (referred to 
as upstream QLN) and at the U-R reference point (referred to as downstream QLN) can be accurately 
identified. Upstream QLN is referred to the U-O reference point and downstream QLN is referred to the U-R 
reference point by removing the effects of the corresponding receiver filter characteristics function, 
assuming the receiving FTU presents a load impedance to the network of 100 Ohms resistive (see Note 1).  

NOTE 1 – In actual implementations, the receiving FTU load impedance may deviate from 100 Ohms resistive.  

For downstream QLN, the FTU-R reported DFT output samples as specified in clause 10.3.3.2 can be used 
(DFT samples are referenced to a termination impedance (i.e,. load impedance of the FTU transmitter to 
the network) of 100 Ohms resistive). 

For upstream QLN, the FTU-O's internal measurements are used. 

The VCE shall average the measurements over Navg of at least = 256 symbols (consecutive or non-
consecutive), and shall indicate the measurement value of Navg, represented as a 16-bit unsigned value.   

The reported QLN values shall be represented by subcarrier groups. The number of subcarriers, G, in one 
subcarrier group shall be equal to: 

  G ≤ max(2ceiling(log
2

((Θ+1)/512)), 1) 

where Θ is the highest subcarrier index of the MEDLEY set (either MEDLEYds set or MEDLEYus set), and 512 
is the maximum number of subcarrier groups. Valid values of G are 1, 2 and 4. 

For the given group size G, QLN(k × G × fSC) shall be the average of the linear power values of quiet line 
noise on the subcarriers with indices from k × G to ((k+1) × G) –1. QLN shall be expressed in dBm/Hz. It shall 
be represented as an eight-bit unsigned integer n(k), where the valid values of k are from k = 0 to 
ceiling(Θ/G). The value of n(k) shall be coded so that: 

  QLN(k × G ×fSC) = −35 − (n(k)/2) dBm/Hz. 

This format supports a QLN(f) granularity of 0.5 dB with a range of values for QLN(f) from −35.5 dBm/Hz to 
−160.0 dBm/Hz , corresponding to the set of valid values of n = 1 to 250. 

A special value n = 0 indicates a value of QLN = –35 dBm/Hz or higher 

A special value n = 251 indicates a value of QLN = –160.5 dBm/Hz or lower. A special value n = 254 indicates 
that no measurement could be done for this subcarrier group because none of its subcarriers is in the 
MEDLEY set with gi > 0. 

A special value n = 255 indicates that the parameter is undetermined.  

All other values are reserved by ITU-T. 

11.4.1.2.4   Active line noise PSD per subcarrier group (ALN-psg)  

The active line noise PSD ALN(f) for a particular subcarrier group is the rms level of the total noise 
measured by the receiver at the constellation de-mapper referred to the U reference point. This total noise 
includes the extrinsic noise present on the loop, all FTU receiver internal noises, and residual crosstalk. The 
level shall be expressed in dBm/Hz. It is defined for downstream only. 

In referring back to the U-R reference point, the objective is that the receive PMD function accounts for the 
receiver transfer function between the U-R reference point and the constellation de-mapper. The FTU-R 
shall take into account the gain (AGC) it has applied to the received signal and do a best effort attempt to 
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remove the impact of the near-end receiver filter characteristics to achieve an accurate estimate of ALN(f), 
assuming the receiving FTU presents a load impedance to the network of 100 Ohms resistive (see Note 1). 

NOTE 1 – In actual implementations, the receiving FTU load impedance may deviate from 100 Ohms resistive.  

NOTE 2 – The ALN is equivalent to the noise component used in calculation of the SNR test parameter referred back to 
the U-reference point. 

NOTE 3 – If FEXT cancellation is disabled on the line under test, the ALN includes the full crosstalk level from all the 
other lines into the line under test. 

NOTE 4 – ALN for upstream is not defined because of the presence of the post-canceller in the upstream receiver. A 
post-canceller combines signals from multiple U-reference points.  

The active line noise PSD ALN(f) per subcarrier group shall be measured by the FTU-R during showtime L0 
link state only, and shall be updated during showtime L0 link state only on request in response to an update 
test parameters request (see clause 7.1.9.1 of [ITU-T G.997.2]). The FTU-R FME shall send the ALN to the 
FTU-O FME via eoc on request (see clause 11.2.2.6.2). 

The ALN shall be measured only at time periods during reception of downstream RMC symbols or 
downstream data symbols in the NOI at the symbol positions specified by the MNDSNOI value.  

NOTE 5 – ALN(f) is measured on a line that is in the L0 link state, whilst the line state of other lines served by the same 
DPU may stay in whatever line state they are in. Therefore, the ALN measurement results may be affected by the line 
state of the other lines, e.g., the measured ALN could be lower due to the transmission of decimated RMC symbols in 
low power link states. 

The FTU-R shall average the measurements over Navg of at least 256 symbols (consecutive or non-
consecutive) and shall take at most 1 second. The FTU-R shall indicate the number of symbol periods used 
for the measurement (represented as a 16-bit unsigned integer) together with the ALN update.  

The ALN shall be represented by subcarrier groups. The number of subcarriers, G, in one subcarrier group 
shall be equal to: 

  G ≤ max(1, 2ceiling(log
2

((Θds+1)/512)) 

where Θds is the highest subcarrier index of the MEDLEYds set, and 512 is the maximum number of 
subcarrier groups. Valid values of G are 1, 2 and 4. The FTU shall indicate the group size G used for the 
measurement (represented as an eight-bit unsigned integer) together with the ALN update. 

The active line noise PSD ALN(k × G × fSC) shall be the average of the linear power values of active line noise 
on the subcarriers k × G to ((k+1) × G) –1, where fSC  is the subcarrier spacing in Hz defined in clause 10.4.2. 
ALN shall be expressed in dBm/Hz. It shall be represented as an eight-bit unsigned integer n(k), where k = 0 
to ceiling(Θds/G). The value of ALN(k × G ×  fSC) shall be coded as: 

  ALN(k × G ×  fSC) = −35 − (n(k)/2) dBm/Hz. 

This data format supports a ALN(f) granularity of 0.5 dB with a range of values for ALN(f) from −35.5 to 
−160 dBm/Hz , corresponding to the set of valid values of n = 1 to 250. 

A special value n = 0 indicates a value of ALN = –35 dBm/Hz or higher. 

A special value n = 251 indicates a value of ALN = –160.5 dBm/Hz or lower. A special value n = 254 indicates 
that no measurement could be done for this subcarrier group because none of its subcarriers is in the 
transmitter MEDLEY set with gi > 0. 

A special value n = 255 indicates that the parameter is undetermined.  

All other values are reserved by ITU-T. 

11.4.1.2.5 Actual transmit PSD reference per subcarrier (ACTPSDREF-ps) 

In the downstream direction, the actual transmit PSD reference ACTPSDREF for a particular subcarrier shall 
report the V2PSD (in dBm/Hz). The V2PSD values shall not deviate from the actual PSD during O-P-
VECTOR2, as calculated into the termination impedance (see clause 7.3 of [ITU-T G.9700]) at the U-O 
interface, by more than 1 dB. 

http://handle.itu.int/11.1002/1000/12010
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NOTE 1 – The reporting of the ACTPSDREFds allows a VCE to calculate an actual PSD at the U-O reference point that 
includes power from the precoder signals, reported in the DPU-MIB as ACTPSDpsds. 

NOTE 2 – V2PSD is not communicated in an initialization message. 

In the upstream direction, the actual transmit PSD reference ACTPSDREF for a particular subcarrier shall 
report interpolated values (in dBm/Hz) obtained from MREFPSDus as reported by the FTU-R in R-PRM 
message. The MREFPSDus values shall not deviate from the actual PSD during channel analysis and 
exchange phase, as calculated into the termination impedance (see clause 7.3 of [ITU-T G.9700]) at the U-R 
interface, by more than 1 dB. 

NOTE 3 – The reporting of the ACTPSDREFus allows a VCE to calculate an actual PSD at the U-R reference point that 
includes the upstream gain adjustments gi, reported in the DPU-MIB as ACTPSDpsus. 

Spectrum shaping caused by time-domain filters and analogue filters included in the transmission path 
between the output of the modulator and U interface, shall be taken into consideration. 

The ACTPSDREF per subcarrier shall be calculated during the initialization. 

The valid range of values is from –65 to –100 dBm/Hz in steps of 0.1 dBm/Hz.  

A special value shall indicate that the subcarrier is not transmitted.  

NOTE 4 – Examples of subcarriers that are not transmitted are subcarriers in RFI bands or IAR bands, subcarriers 
outside of LPM and subcarriers outside the MEDLEY set. 

11.4.1.2.6 Actual aggregate transmit power (ACTATP) 

The actual aggregate transmit power (ACTATP) is the maximum over NOI and DOI of the total amount of 
output power delivered by the transmit PMD function to the U reference point at tip-and-ring (in dBm into 
a 100 Ohm termination impedance, see [ITU-T G.9700]), at the instant of measurement, assuming a 
continuous transmission (either completely in the NOI or completely in the DOI) of data symbols over the 
whole TDD frame duration (100% duty cycle) by all active lines of the vectored group.  

NOTE – ACTATP includes the direct signal as well as the precoder compensation signals. 

At the DPU side, the near-end ACTATP shall be calculated during the initialization. It may be updated 
autonomously and shall be updated on request during the showtime L0, L2.1N, L2.1B and L2.2 link states 
(see clause 11.2.2.6.2). The near-end ACTATP value may be computed by the VCE. 

At the NT side, the near-end ACTATP shall be calculated by the FTU-R during initialization using the assigned 
values of gi. It may be updated autonomously and shall be updated on request during showtime L0, L2.1N, 
L2.1B and L2.2 link states (see clause 11.2.2.6.2). The near-end ACTATP shall be sent on request to the ME 
at the DPU side during showtime. 

The actual aggregate transmit power shall be represented as a 10-bit two's complement signed integer 
actatp, with the value of ACTATP defined as  

  ACTATP = actatp/10 dBm. 

This data format supports an ACTATP granularity of 0.1 dB, with an ACTATP range from 
−31.0 to + 31.0 dBm, corresponding to the set of valid values of actatp = –310 to 310. 

A special value actatp = –311 indicates a value of SNRM = –31.1 dBm or lower.  

A special value actatp = 311 indicates a value of SNRM = 31.1 dBm or higher.  

A special value actatp = –512 indicates that the parameter is undetermined.  

All other values for actatp are reserved by ITU-T. 

11.4.1.2.7 Signal attenuation (SATN)  

11.4.1.2.7.1 Downstream signal attenuation (SATN_DS)   

The downstream signal attenuation is denoted as SATN_DS. SATN is defined as the difference in dB 
between the total power of the direct signal transmitted by the FTU-O, and the total power of the signal 

http://handle.itu.int/11.1002/1000/12010


Transport aspects  2 
 

863 

received by the FTU-R. These signals are referred to the U-O and U-R reference points, respectively. SATN 
shall be computed so as to remove the power of the crosstalk compensating precoder signals downstream. 

The SATN_DS, shall be computed by the VCE using the following reference formula: 

SATN_DS = Direct_TXpower_dBm_DS – RXpower_dBm_DS 

The FTU-R shall measure and report the received signal total power defined as:  
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where {MEDLEYds, gi≠0} denotes all subcarriers of the MEDLEYds set that have gi≠0, and 
Received_subcarrier_power_mW_DS(i) is the received signal total power at the U-R reference point on 
subcarrier i expressed in milliWatts, assuming the receiving FTU presents a load impedance to the network 
of 100 Ohms resistive (see Note 1). 

NOTE 1 – In actual implementations, the receiving FTU load impedance may deviate from 100 Ohms resistive. 

The FTU-R shall average the received signal total power over at least 256 symbols (consecutive or non-
consecutive). The received signal total power shall only be measured in time periods during reception of 
RMC symbols or data symbols in the NOI at the symbol positions specified by the MNDSNOI value. 

The VCE, in cooperation with the FTU-O, shall refer the Direct_TXpower_dBm_DS to the U-O interface, 
assuming the network input impedance is 100 Ohms resistive (see NOTE 2). 

NOTE 2 – In actual deployments, the network/loop input impedance may deviate from 100 Ohms resistive.  

Direct_TXPower_dBm_DS shall be computed as: 
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Where fSC is the subcarrier spacing in Hz defined in clause 10.4.2, MREFPSDi is the value of MREFPSD in 
dBm/Hz, Pdirect_Zi’ is the power of the direct signal at the output of the precoder in milliWatts, and 
Ptotal_Zi' is the power of the full signal (direct signal + crosstalk pre-compensation signals) at the output of 
the precoder in milliWatts; for subcarrier i. 

NOTE 3 – With the requirements above, the received signal total power is not measured during reception of sync, 
quiet, idle and data symbols in DOI. For SATN_DS the transmitted signal power in dBm, TXpower_dBm_DS, is 
calculated by the VCE for the direct signal only, after scaling to remove any change in power caused by the precoder, 
and by the transmit filtering. 

The SATN_DS shall be updated during showtime, during L0 link state only, on request of the DPU ME in 
response to an update request for near-end test parameters (see clause 7.1.9.1 of [ITU-T G.997.2]). The 
FTU-R, accordingly, shall send on request the updates of the RXpower_dBm_DS via eoc (see clause 
11.2.2.13). The RXpower_dBm_DS shall be calculated during L0 link state only. 

The received signal total power RXpower_dBm_DS, shall be represented as a 10-bit unsigned integer p. The 
value of RXpower_dBm_DS shall be coded as: 

RXpower_dBm_DS = 20 – (p/10) dBm. 

This data format supports an RXpower_dBm_DS granularity of 0.1 dB. The set of valid values ranges from 
+8 dBm to −80 dBm, corresponding to the set of valid values of p =120 to 1000.  

A special value p = 119 indicates a value of RXpower_dBm_DS = 8.0 dBm or higher.  

A special value p = 1001 indicates a value of RXpower_dBm_DS = –80.1 dBm or lower.  

A special value p = 1023 indicates that the parameter is undetermined. 

All other values for p are reserved by ITU-T. 

Towards the DPU-MIB, the signal attenuation, SATN_DS, shall be represented as a 10-bit unsigned integer 
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satnds, with the value of satnds coded as: 

  SATN_DS = satnds/10 (dB). 

This data format supports a SATN_DS granularity of 0.1 dB and a SATN_DS range from 0.1 dB to 100.0 dB, 
corresponding to the set of valid values of satnds = 1 to 1000.  

A special value satnds = 0 indicates a value of SATN_DS = 0 dB or lower.  

A special value satnds = 1001 indicates a value of SATN_DS = 100.1 dB or higher.  

A special value satnds = 1023 indicates that the parameter is undetermined. All other values for satnds are 
reserved by ITU-T. 

11.4.1.2.7.2 Upstream signal attenuation (SATN_US) 

The upstream signal attenuation, SATN_US, shall be computed by the VCE using the following reference 
formula: 

  SATN_US = TXpower_dBm_US – Direct_RXpower_dBm_US. 

For upstream, the transmitted signal power in dBm, TXpower_dBm_US, is the ACTATPus (see Note 1 and 
clause 11.4.5). 

NOTE 1 – The ACTATPus reported by the FTU-R is defined on 100 Ohms termination impedance (see 
clause 11.4.1.2.6). Remark that in this case termination impedance is to be interpreted as the network/loop input 
impedance. In actual deployments, the network/loop input impedance may deviate from 100 Ohms resistive.  

The FTU-O measures the power of the received subcarriers after post-cancellation and then sums over 
those subcarriers with gi>0 that are in the MEDLEYus set to estimate the direct received power.  

The FTU-O first computes the power of each direct received subcarrier signal by averaging the power of the 
direct received signal on subcarrier i of the post-canceller output samples as follows: 
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where Navg is the number of post-canceller output samples that are used to estimate the average power 
and Gk(i) is the result of taking the output sample of the post-canceller and removing the impact of the 
receive filter and dividing by the magnitude of the post-canceller matrix diagonal element. 

The computed powers for each subcarrier are then summed over all subcarriers to determine the direct 
received signal power as: 
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The FTU-O and VCE shall refer Direct_RXpower_dBm_US back to the U-O interface, assuming the receiving 
FTU presents a load impedance to the network of 100 Ohms resistive (see Note 2). 

NOTE 2 – In actual implementations, the receiving FTU load impedance may deviate from 100 Ohms resistive.  

For SATN_US, the FTU-O's internal measurements are used.  

The FTU-O shall average the received total power over at least 256 symbols (consecutive or non-
consecutive). The received total power shall only be measured in time periods during reception of RMC 
symbols or data symbols in the NOI at the symbol positions specified by the MNDSNOI value.  

The SATN_US shall be calculated by the FTU-O during showtime, during L0 link state only, and shall be 
updated during showtime, during L0 link state only, on request of the DPU ME in response to an update 
request for near-end test parameters (see clause 7.1.9.1 of [ITU-T G.997.2]).  

The signal attenuation, SATN_US, shall be represented as a 10-bit unsigned integer satnus, with the value of 
satnus coded as: 

  SATN_US = satnus/10 (dB). 
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This data format supports a SATN_US granularity of 0.1 dB and an SATN_US range from 0.1 dB to 100.0 dB, 
corresponding to the set of valid values of satnus = 1 to 1000. 

A special value satnus = 0 indicates a value of SATN_US = 0 dB or lower.  

A special value satnus = 1001 indicates a value of SATN_US = 100.1 dB or higher.  

A special value satnus = 1023 indicates that the parameter is undetermined. All other values for satnus are 
reserved by ITU-T. 

11.4.1.2.8   Actual transmit PSD per subcarrier (ACTPSD-ps)   

The test parameter ACTPSDps is the actual transmit PSD for a particular subcarrier at the U interface, as 
calculated into the termination impedance (see clause 7.3 of [ITU-T G.9700]). 

NOTE – ACTPSDds includes the direct signal as well as the precoder compensation signals. 

The test parameter ACTPSDps values are computed by the VCE, and reporting is according to the 
description in this clause. The exact method used by the VCE to calculate the values of ACTPSDps is vendor 
discretionary. 

The ACTPSDps is updated on request during showtime L0, L2.1N, L2.1B and L2.2 link states. 

The ACTPSDps value is reported as ACTPSDps in the DPU-MIB. 

The downstream and upstream values are reported in the DPU-MIB. 

Each reported ACTPSDps value shall be represented by an integer number p. The values of p shall be coded 
as eight-bit unsigned integers so that:  

  ACTPSDps =  − (p/2) dBm/Hz 

This format supports an ACTPSDps granularity of 0.5 dB with a valid range from −0.5 to −125.5 dBm/Hz, 
corresponding to the set of valid values of p=1 to 251. 

A special value p = 0 indicates a value of ACTPSD= 0 dBm/Hz or higher.  

A special value p = 252 indicates a value of ACTPSD= −126.0 dBm/Hz or lower.  

A special value p = 253 is reserved by ITU-T. 

A special value p = 254 indicates that the subcarrier is not transmitted. 

A special value p = 255 indicates that the parameter is undetermined. 

11.4.1.2.9  FEXT downstream coupling coefficients (Xlogpsds) 

11.4.1.2.9.1 Definition 

11.4.1.2.9.1.1 FEXT coupling coefficient from line 2L  into line 1L   

The downstream FEXT coupling coefficient from line 2L  into line 1L  over the frequency f  is defined as 

the ratio of the FEXT insertion gain transfer function from line 2L into line 1L  to the direct channel 

insertion gain transfer function of line 1L  as follows: 
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)(__ 12 fDSIGFEXT  is the FEXT insertion gain transfer function from line 2L  into line 1L  in the 

downstream direction over frequency f, and  
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 )(_ 11 fDSIG   is the direct channel insertion gain transfer function of line 1L  in the 

downstream direction over frequency f 

11.4.1.2.9.1.2 Direct channel insertion gain transfer function of line 1L  

The direct channel insertion gain transfer function of line 1L  in the downstream direction over frequency f 

is defined as: 
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where: 
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RX  is the voltage as a function of frequency across the load impedance RL1 in the 

absence of the wireline channel as shown in Figure 11-9 for the downstream 
direction 

– )(11

1 fV L

RX  is the voltage as a function of frequency across the load impedance RL1 in the 

presence of the wireline channel L1 and L2 as shown in Figure 11-10 for the 
downstream direction. 

RS1 and RS2 are reference impedances, corresponding to the source impedances. RL1 and RL2 are reference 
impedances, corresponding to the load impedances.  

For determining the reference value IG_DS11, all reference impedances (RS1, RS2, RL1 and RL2) shall be 100 
Ohms resistive. In case the cable consists of more pairs than those used for lines 1 and 2, all other pairs 
shall also be terminated by 100 Ohms resistive at both ends. 

NOTE 1 – Terminating the other pairs is intended for avoid reflections that will further lead to wrong measurement of 
the reference value for the direct channel insertion gain transfer function due to crosstalk coupling. 

NOTE 2 – The values of RS1, RS2, RL1 and RL2 used for the definition of the reference value do not imply specific values 
for FTU implementations connected to lines 1 and 2 and to the other lines in the binder. 

 

Figure 11-9 – Voltage across the load without access cabling 
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Figure 11-10 – Voltage across the load with access cabling inserted 

11.4.1.2.9.1.3 FEXT insertion gain transfer function from line 2L  into line 1L  

The FEXT insertion gain transfer function from line 2L  into line 1L  in the downstream direction over 

frequency f, is defined as 
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where: 

– )(12

1 fV N

RX  is the voltage as a function of frequency across the load impedance RL1 in the 

absence of the wireline channel as shown in Figure 11-11 for the downstream 
direction 

– )(12

1 fV L

RX  is the voltage as a function of frequency across the load impedance RL1 in the 

presence of the wireline channel L1 and L2 as shown in Figure 11-12 for the 
downstream direction. 

RS1 and RS2 are reference impedances, corresponding to the source impedances. RL1 and RL2 are reference 
impedances, corresponding to the load impedances.  

For determining the reference value FEXT_IG_DS12, all reference impedances (RS1, RS2, RL1 and RL2) shall be 
100 Ohms resistive. In case the cable consists of more pairs than those used for lines 1 and 2, all other pairs 
shall also be terminated by 100 Ohms resistive at both ends. 

NOTE 1 – Terminating the other pairs is intended for avoid reflections that will further lead to wrong measurement of 
the reference value for the FEXT insertion gain transfer function due to crosstalk coupling. 

NOTE 2 – The values of RS1, RS2, RL1 and RL2 used for the definition of the reference value do not imply specific values 
for FTU implementations connected to lines 1 and 2 and to the other lines in the binder. 
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Figure 11-11 – Voltage across the load without access cabling 

 

Figure 11-12 – Voltage across the load with access cabling inserted 

11.4.1.2.9.2 Reporting of downstream FEXT coupling coefficients (Xlogpsds) 

Xlogpsds values are computed by the VCE, and reporting shall be according to the description in this clause. 
The exact method used by the VCE to estimate the values of Xlogpsds is vendor discretionary. 

The downstream FEXT coupling coefficients Xlogdsi,k (n × Δf) for current line i, shall be reported to the 
management entity upon request at least for all lines k in the vectored group and subcarrier indices n for 
which FEXT from line k into line i is estimated or cancelled in the downstream direction with the subcarrier 
index n specified by: 

   
bands

XLOGGdsindexsubcarrierstartindexsubcarrierstopfloormXLOGGdsmindexsubcarrierstartn /____...0:__ 

  

In this description,  

– disturber line k is identified by its VCE_port_index (see clause 11.4.6.1.2) within the same vectored 
group as the current line i, 

– each frequency band shall be represented by a pair of (start_subcarrier_index, 
stop_subcarrier_index),  

NOTE 1 – The start_subcarrier_index and stop_subcarrier_index may not coincide with the edges of the bands in 
which FEXT is estimated or cancelled. The reported start_subcarrier_index corresponds with the first reported 
subcarrier for the band. The reported stop_subcarrier_index corresponds with the last reported subcarrier for the 
band. 

– for each frequency band XLOGGds is the subcarrier group size used.  
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The reported parameter XLOGDISTds shall represent the VCE_port_index (see clause 11.4.6.1.2) of the 
disturber line k to which the reported Xlogpsds values apply. A special value ZERO shall indicate that the 
requested VCE_port_index (XLOGDREQds value, see clause 11.4.3.3) is invalid. 

The reported parameter XLOGBANDSds shall represent an array of triplets (start_subcarrier_index, 
stop_subcarrier_index, group size) in increasing frequency order. The reported bands shall not intersect. 

XLOGGds is restricted to powers of two, and shall be the smallest supported value that is equal to or 

greater than the XLOGGREQds value (see clause 11.4.3.2). Valid values for XLOGGds are 1, 2, 4, 8, 16, 32 
and 64. Mandatory values for XLOGGds are 8, 16, 32 and 64. 

NOTE 2 – The value of XLOGGds may be different from F_sub (see clause 10.3.2.3.1). 

The total number of subcarriers being reported over all frequency bands shall be restricted to a maximum 
of 512. 

Each reported Xlogpsds value shall be represented by an integer number p. The values of p shall be coded 
as 8-bit unsigned integers so that:  

  Xlogpsds = 40 − (p/2) 

This format supports an Xlog(f) granularity of 0.5 dB with a valid range from +39.5 dB to −85 dB, 
corresponding to the set of valid values of p = 1 to 250. 

A special value p = 0 indicates a value of Xlogpsds = 40 dB or higher 

A special value p = 251 indicates a value of Xlogpsds = −85.5 dB or lower.  

Special values p = 252 and 253 are reserved by ITU-T. 

A special value p = 254 indicates that no measurement could be done from line k into line i for subcarrier n.  

A special value p = 255 indicates that the parameter is undetermined.  

Accuracy requirements are for further study. 

11.4.2 Retransmission configuration parameters  

11.4.2.1 Minimum expected throughput (ETR_min) 

The ETR_min is a configuration parameter that specifies the minimum allowed value for the expected 
throughput rate ETR (see clause 9.8). 

The ETR_min is used in the channel-initialization policy (CIpolicy – see clause 12.3.7) and in the fast-retrain 
policy (FRpolicy – see clause 12.1.4.2). 

The valid values for ETR_min range from 0 to (216-1) × 96 kbit/s, in steps of 96 kbit/s (see Table 9-19). 

The control parameter ETR_min is derived by the DRA from the DPU-MIB minimum data rate configuration 
parameters. 

11.4.2.2 Maximum net data rate (NDR_max) 

The NDR_max is a configuration parameter that specifies the maximum allowed value for the net data rate 
NDR (see clause 9.8). 

It is used in the channel-initialization policy (CIpolicy) and in the online reconfiguration (OLR), FRA and RPA 
procedures. 

The valid values for NDR_max range from 0 to (216-1) × 96 000 bit/s, in steps of 96 000 bit/s. 

The control parameter NDR_max is derived by the DRA from the DPU-MIB maximum data rate 
configuration parameters. 

11.4.2.3 Maximum delay (delay_max) 

The control parameter delay_max shall be set to the same value as the configuration parameter 
DELAYMAX. 
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The DELAYMAX is a configuration parameter that specifies the maximum allowed delay for retransmission 
(see clause 9.8). 

It is used in the channel-initialization policy (CIpolicy) and in the online reconfiguration (OLR) procedures. 

The downstream and upstream values of DELAYMAX shall be configured in the DPU-MIB. 

The valid DELAYMAX values range from 1 to 16 ms in steps of 0.25 ms. 

11.4.2.4 Minimum impulse noise protection against SHINE (INP_min_shine) 

The control parameter INP_min_shine shall be set to the same value as the configuration parameter 
INPMIN_SHINE. 

The INPMIN_SHINE is a configuration parameter that specifies the minimum impulse noise protection 
against SHINE (see clause 9.8). 

It is used in the channel-initialization policy (CIpolicy) and in the online reconfiguration (OLR) procedures. 

The downstream and upstream values of INPMIN_SHINE shall be configured in the DPU-MIB. 

The valid INPMIN_SHINE values range from 0 to 520 symbol periods in steps of one symbol period. 

11.4.2.5 SHINEratio 

The control parameter SHINEratio shall be set to the same value as the configuration parameter 
SHINERATIO. 

The SHINERATIO is a configuration parameter that is used in the definition of the expected throughput rate 
(ETR) (see clause 9.8).  

It is used in the channel-initialization policy (CIpolicy) and in the online reconfiguration (OLR) procedures. 

The downstream and upstream values shall be configured in the DPU-MIB.  

The valid SHINERATIO values range from 0 to 0.1 in increments of 0.001. 

NOTE – Typically, the detailed characteristics of the SHINE impulse noise environment are not known in advance by 
the operator. Therefore, it is expected that this parameter will be set by the operator using empirical methods. 

11.4.2.6 Minimum impulse noise protection against REIN (INP_min_rein) 

The control parameter INP_min_rein shall be set to the same value as the configuration parameter 
INPMIN_REIN. 

The INPMIN_REIN is a configuration parameter that specifies the minimum impulse noise protection 
against REIN (see clause 9.8). 

It is used in the channel-initialization policy (CIpolicy) and in the online reconfiguration (OLR) procedures. 

The downstream and upstream values of INPMIN_REIN shall be configured in the DPU-MIB. 

The valid INPMIN_REIN values range from 0 to 63 symbol periods in steps of 1 symbol period. 

11.4.2.7 REIN Inter-arrival time for retransmission (iat_rein_flag) 

The control parameter iat_rein_flag shall be set to the same value as the configuration parameter 
IAT_REIN. 

The IAT_REIN is a configuration parameter that specifies the REIN inter-arrival time (see clause 9.8). 

It is used in the channel-initialization policy (CIpolicy) and in the online reconfiguration (OLR) procedures. 

The downstream and upstream values of IAT_REIN shall be configured in the DPU-MIB. 

The valid IAT_REIN values are 0 (100 Hz), 1 (120 Hz), 2 (300 Hz) and 3 (360 Hz). 
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11.4.2.8 Minimum RFEC/NFEC ratio (rnratio_min) 

The control parameter rnratio_min shall be set to the same value as the configuration parameter 
MINRNRATIO. 

The MINRNRATIO is a configuration parameter that indicates the minimal required ratio, RFEC/NFEC, of FEC 
code parameters. The ratio is computed as the number of redundancy bytes (RFEC) divided by the total 
number of bytes (NFEC) in each FEC codeword. 

It is used in the channel-initialization policy (CIpolicy) and in the online reconfiguration (OLR) procedures. 

The valid MINRNRATIO values are from 0 to 8/32 in steps of 1/32. 

11.4.3 Vectoring configuration parameters 

11.4.3.1 FEXT cancellation enable/disable (FEXT_CANCEL_ENABLE) 

The control parameter FEXT_CANCEL_ENABLE shall be set to the same value as the configuration 
parameter FEXT_CANCEL_ENABLE. 

This FEXT_CANCEL_ENABLE is a configuration parameter in the DPU-MIB that enables (if set to ONE) or 
disables (if set to ZERO) FEXT cancellation from all the other vectored lines into a line in the vectored group. 
If FEXT cancellation is disabled for a line in a particular direction, no FEXT cancellation shall occur from any 
other line in the vectored group into that line for the given direction. If FEXT cancellation is disabled for a 
line in a particular direction, the probe sequence shall still be sent on that line for estimation of the FEXT 
from that line into other lines. 

If downstream FEXT cancellation is disabled on line n, then the precoder output for this line shall be equal 
to the precoder input (i.e., Z'n=Zn, see Figure 10-1). 

This configuration parameter shall be defined independently for the upstream and downstream directions. 

11.4.3.2 Downstream requested Xlog subcarrier group size (XLOGGREQds) 

This parameter represents the lower bound for the value XLOGGds in the reporting of Xlogpsds (see clause 
11.4.1.2.9.2).  

Valid values for XLOGGREQds are 1, 2, 4, 8, 16, 32 and 64. 

This configuration parameter is defined only for the downstream direction. 

11.4.3.3 Downstream requested Xlog disturber line (XLOGDREQds) 

This parameter represents the requested value of the VCE_port_index for the disturber line k in the reporting 

of Xlogpsds(i) (see clause 11.4.1.2.9.2). 

Valid values for XLOGDREQds are 1 to the maximum number of lines supported by the VCE, and different 

from the VCE_port_index of current line i. 

This configuration parameter is defined only for the downstream direction. 

11.4.4 Line performance monitoring parameters 

11.4.4.1 Errored second (ES) 

An errored second (ES) is declared if, during a 1-second interval, there are one or more crc anomalies, or 
one or more los defects, or one or more lor defects, or one or more lpr primitives. 

11.4.4.2 Severely errored second (SES) 

A severely errored second (SES) is declared if, during a 1-second interval, there are 18 or more crc 
anomalies, or one or more los defects, or one or more lor defects, or one or more lpr primitives. 

11.4.4.3 Los second (LOSS) 

A los second (LOSS) is declared if, during a 1-second interval, there are one or more los defects. 
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11.4.4.4 Lor second (LORS) 

A lor second (LORS) is declared if, during a 1-second interval, there are one or more lor defects. 

11.4.4.5 Unavailable second (UAS) 

An unavailable second (UAS) is declared if, during a complete 1-second interval, the line is "unavailable". 

A line in the L3 link state is "unavailable". A line in the L0, L2.1N, L2.1B, or L2.2 link state is "available". 

Upon a link state transition to the L3 link state, all contiguous SESs until this transition time instant shall be 
included in the unavailable time. 

NOTE – At the onset of reinit_time_threshold contiguous SESs, the near-end transceiver leaves the SHOWTIME state 
(see clause 12.1.4.3), the line becomes "unavailable", and these reinit_time_threshold SESs are included in unavailable 
time. 

11.4.4.6 Inhibiting performance monitoring parameters 

The accumulation of certain performance monitoring parameters shall be inhibited during periods of 
unavailability or during SESs. The inhibiting rules are as follows: 

• Counter of UASs shall not be inhibited. 

• Counters of SESs, ESs, LORSs, and LOSSs shall be inhibited only during unavailable time even if the 
unavailable time is declared retroactively.  

NOTE – An implementation may count the SESs, ESs, LORSs, and LOSSs during the contiguous SESs leading to the 
declaration of UAS and subtract them at the onset of the declaration of UAS. 

• Counters of fec, crc, rtx-uc, and rtx-tx anomalies shall be inhibited during UAS and during SES. 
Inhibiting shall be retroactive to the onset of unavailable time. 

11.4.5 Low power link state parameters 

The low power link state OAM parameters are specified in clause 13.4.1.5 and clause 13.4.2.5. 

11.4.6 Inventory parameters 

11.4.6.1 Vectoring specific inventory parameters 

11.4.6.1.1 VCE ID (VCE_ID) 

For a line in a vectored group, the VCE ID uniquely identifies the VCE that manages and controls the 
vectored group to which the line belongs. It is an integer with a valid range of values from 1 to 255. The 
special value of zero means the line is not in a vectored group. 

11.4.6.1.2 VCE port index (VCE_port_index) 

For a line in a vectored group, the VCE port index uniquely identifies the VCE port to which the line is 
connected. It is an integer from 1 to the maximum number of lines supported by the VCE. The combination 
of VCE ID and VCE port index creates a unique identifier for each vectored FTU-O/-R. 

12 Link activation methods and procedures 

12.1 Overview 

12.1.1 Link states and link-state diagram 

12.1.1.1 Link-state diagram 

Figure 12-1 shows the link states (L0, L2.1N, L2.1B, L2.2, and L3), the references to the procedures that, 
upon successful completion, make the link transition from one link state to another. In all link states except 
L3, both transceivers are in the SHOWTIME state. The link state transitions are shown in Figure 12-1 as 
arrows, and occur at a defined time instant. 
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Figure 12-1 – Link states and link-state transition diagram 

The link state usage shall be monitored through the following line performance monitoring parameters: 

– L2.2 link state second (L2.2S): An L2.2S second is declared if the link is in the L2.2 state for at least 
a fraction of the second. 

– L2.1B link state second (L2.1BS): An L2.1BS second is declared if the link is in the L2.1B state for at 
least a fraction of the second and no L2.2S is declared. 

– L2.1N link state second (L2.1NS): An L2.1NS second is declared if the link is in the L2.1N state for at 
least a fraction of the second and no L2.2S or L2.1BS is declared. 

Counters of L2.2S, L2.1BS, and L2.1NS shall be inhibited only during unavailable time even if the unavailable 
time is declared retroactively. 

The procedures for transitions between L0, L2.1N, L2.1B, and L2.2 link states are defined in clauses 13.4.1, 
13.4.2, and 13.4.3. The link state transition shall occur at the time instant the procedure is successfully 
completed. If the procedure is not successfully completed, then no link state transition shall occur.   

Guidelines for the duration of these procedures (transition times) between L0, L2.1N, L2.1B and L2.2 link 
states are defined in clause 12.1.1.6. 

The procedures for transition from the L0, or L2.1N, or L2.1B, or L2.2 link state to the L3 link state are:  

• Deactivation as defined in clause 12.1.4.1;  

• Fast retrain as defined in clause 12.1.4.2, triggered by the fast retrain policy (FRpolicy).  

In either case, the link state transition shall occur at the time instant the FTU leaves the SHOWTIME state 
(see Figures 12-4 and 12-5). If the FTU does not leave the SHOWTIME state because the L3 request was 
rejected, then no link state transition shall occur. 

The procedure for transition from the L3 link state to the L0 link state is defined in clauses 12.3.2 to 12.3.5 

for initialization and in clauses 12.3.3 to 12.3.5 for a fast retrain. In either case, the link state transition 
shall occur at the time instant that both FTUs enter the SHOWTIME state ("pass", see Figures 12-4 and 12-
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5). If the procedure is not completed successfully ("fail", see Figures 12-4 and 12-5), then no link state 
transition shall occur. 

12.1.1.2 L3 – Idle state 

L3 is the link state in which the FTU-O is provisioned through a management interface for the service 
desired by the operator. In this link state, both the FTU-O and FTU-R do not transmit any signal. 

12.1.1.3 L0 – Normal operation state 

L0 is the full power state used during normal operation. This mode allows for bit rates over all lines up to 
the maximum values determined by the configured MF and Mds with no compromise on QoS, including one-
way latency. 

When all the lines operate at their maximum bit rates, the power consumption and dissipation reach their 
maximum level. 

Discontinuous operation is efficiently used in this state to reduce power consumption, providing that 
symbols are not transmitted if no data is available. The details of discontinuous operation method are 
described in clause 10.7. 

Figure 12-2 presents an example of downstream transmission during the L0 state. During the presented 
TDD frame MSF-1, lines 3 and 7 use all symbol positions available by the configured MF and Mds symbol 
values for transmission, while all other lines in TDD frame MSF-1use discontinuous operation and thus only a 
part of the available symbol positions are used. 

 

Figure 12-2 – Example of L0 link state operation in the downstream direction 
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The L0 state also facilitates power reduction by controlling the maximum transmission time during a TDD 
frame. A PCE (see clause 5.1, which is beyond the scope of the ITU-T G.9701 transceiver), in cooperation 
with the DRA and VCE, determines and updates from time to time the maximum allowed transmission time 
for each line using corresponding control parameters at the γ reference point. This allows the ME to control 
the actual power dissipation of a DP, keeping it under the desired limit. 

The transmission time limit may vary from line to line and in some lines may reach the demarcation point 
between US and DS. Discontinuous operation is efficiently used in this state to further reduce power 
consumption. 

No compromise on QoS is allowed in this state, except for the implied limit on the maximum bit rate due to 
the reduced transmission time during TDD frame. 

NOTE – Limit on the actual transmission time may be implemented by limiting the duration of the transmission 
opportunities or by limiting the total number of symbols transmitted over all lines during a superframe, or both. The 
configuration may be determined by the DRA/VCE. 

Figure 12-3 presents another example of downstream transmission during L0 state. During the presented 
TDD frame MSF–1, the maximum number of symbol positions allowed for transmission is limited for all lines 
and is less than the number of symbol positions available by the configured MF and Mds symbol values; lines 
2, 3, 7 and 8 utilize the entire allowed transmission time, while other lines in the TDD frame MSF–1 use 
discontinuous operation and thus only part of available symbol positions are used. 

 

Figure 12-3 – Example of L0 link state operation with limited transmission 
time in the downstream direction 

12.1.1.4 Low power link state L2.1  

This low power link state allows substantial reduction in power consumption at the expense of reduced 
QoS (increased latency and significantly reduced maximum data rate). This state is primarily intended for 
support of VoIP, while other services are unused, and is represented by two sub-states: 

• L2.1 with mains powering (L2.1N); 
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• L2.1 with battery powering (L2.1B). 

The two L2.1 sub-states have substantially similar transceiver behaviour, except for different transition 
rules and times to/from other states (L0 or L2.2 or between sub-states). 

NOTE 1 – The L2.1B link state is intended to be used when either FTU-R, or FTU-O, or both are powered by backup 
battery (see Table 12-1). The link state transitions between L2.1N and L2.1B are performed only on request by the 
DRA (i.e., no autonomous decision by the FTUs) (see clause 12.1.1.6). 

NOTE 2 – One of the L2.1B use cases is a 2-hour VoIP talk time on battery backup. 

For reduction of power consumption, the L2.1 link state uses scheduled discontinuous operation, as 
defined in clause 13.4.1.1. A transmission plan specifies which TDD frames in a superframe will be used for 
transmission of RMC symbols and which will not, while data is only transmitted in RMC symbols. All other 
symbol positions, except sync symbol positions, are quiet. Besides scheduled discontinuous operation, the 
transmit PSD can be reduced and the number of subcarriers used for data transmission in RMC symbols can 
be limited in the L2.1 link state.  

Transitions into L2.1 from L0 or from L2.2, as well as transitions back are done using corresponding eoc and 
RMC commands, as defined in clause 13.4.1 and clause 13.4.2. The corresponding transition times are 
defined in Table 12-1. 

During L2.1, the QoS is reduced to a lower maximum net data rate and a higher one-way latency. The L2.1 
FTU control parameters (see clause 13.4.1.2) are defined such that: 

• the link supports a minimum of 256 kbit/s for user data crossing the γ-reference point, while 
providing sufficient overhead data rate for all necessary management communications over eoc 
and RMC; 

• the one-way latency without retransmission does not exceed the duration of 1 superframe (TSF). 

12.1.1.5 Low power link state L2.2 

This low power link state is intended for keep-alive applications during multihour battery backup and 
implements significant reduction of power consumption by substantially limiting allowed transmission time 
across a set of superframes and allowing increased latency for keep-alive applications (i.e., resulting in 
extremely reduced data rate and loss of QoS).  

NOTE – A typical use case for L2.2 is a 48-hour standby time on battery backup. 

For further reduction of power consumption, the L2.2 link state uses scheduled discontinuous operation as 
defined in clause 13.4.2.1. A transmission plan specifies which superframes will be used for transmission of 
RMC symbols and which will not, while data is only transmitted in RMC symbols (see clause 13.4.2).  

Transitions from L2.1 into L2.2 as well as transitions back to L2.1 are done using corresponding eoc and 
RMC commands, as defined in clause 13.4.2. The corresponding transition times are defined in Table 12-1. 

During L2.2, no QoS is provided. The associated FTU control parameters (see clause 13.4.2.2) are defined 
such that:  

– the link supports a minimum of one 64-byte Ethernet packet per second for user data crossing the 
γ-reference point, while providing sufficient overhead data rate for all necessary management 
communications over eoc and RMC; 

– the one-way latency without retransmission does not exceed 1 second. 

12.1.1.6 Transitions between link states 

The FTU-O shall initiate a transition to the L0, L2.1N, L2.1B, L2.2, or L3 link state if and only if requested by 
the DRA. The DRA requests a link state by sending a LinkState.request (LinkState) primitive to the FTU-O, 
with the value of LinkState indicating the requested link state (see Table 8-3). 

The DRA may request a link state transition based on the following indications: 

• The ME indicates to the DRA that the link state is forced through the DPU-MIB (AdminState); 
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• The L2+ indicates to the DRA that a link state transition is triggered by the current traffic 
characteristics; 

• The FTU-O indicates to the DRA the FTU-R battery state; 

• The ME may indicate to the DRA the PSE battery state received from the PSE by the ME by means 
beyond the scope of this Recommendation; 

• The VCE indicates to the DRA that a link state transition is required for coordination of link states 
over the vectored group; 

• The FTU-O indicates to the DRA that a link state transition is required because the requirements 
defined for the current link state (e.g., data rate and SNRM boundaries) cannot be maintained 
under the current line conditions; 

• The FTU-O indicates to the DRA that an L3 request has been received from the FTU-R. 

The FTU-O shall initiate a transition to and from the L0 link state using the procedures defined in clause 
13.4.1.  

The FTU-O shall initiate a transition to and from the L2.2 link state using the procedures defined in clause 
13.4.2.  

The FTU-O shall initiate a transition between the L2.1N link state and the L2.1B link state using the 
procedures defined in clause 13.4.3.  

The FTU-O shall initiate a transition to the L3 link state (L3 request by the FTU-O) or grant/reject a 
transition to the L3 link state (L3 request by the FTU-R) using the L3 link state transition commands and 
responses defined in clause 11.2.2.12.  

The FTU-O shall support all valid transitions shown in Table 12-1. All defined valid transitions of link state 
shall be seamless, i.e., shall not cause any errored seconds (ES). Invalid transitions are shown as "N/A" in 
Table 12-1. 

Upon receiving a LinkState.request (LinkState) primitive over the γ_O reference point, the FTU-O shall 
respond with a LinkState.confirm (LinkStateResult) primitive. 

• If the LinkState equals the actual link state, the FTU-O shall not initiate any link state transition 
("NOOP"), and shall respond within 100 msec with LinkStateResult equal to LinkState. 

• If the LinkState requires a valid link state transition, the FTU-O shall initiate the transition. If the 
transition is completed within the time shown in Table 12-1, the FTU-O shall respond with a 
LinkStateResult that equals the LinkState. If the transition cannot be completed within the time 
shown in Table 12-1, the FTU-O shall abort the link state transition, shall respond with a 
LinkStateResult that equals "FAIL", the link state shall remain unchanged, and the DRA may resend 
the LinkState.request (LinkState) primitive. 

• If the LinkState requires an invalid link state transition, the FTU-O shall not initiate any link state 
transition, and shall respond within 100 msec with a LinkStateResult that equals "FAIL". 

Only one LinkState.request primitive shall be outstanding at any time. The FTU-O shall ignore any 
LinkState.request primitive received before the FTU-O has responded with a LinkState.confirm primitive to 
the last previously received LinkState.request primitive. 
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Table 12-1 – Link state transitions and transition times 

  To 

  L0 L2.1N L2.1B L2.2 L3 

Fr
o

m
 

L0 NOOP < 1 second < 1 second 
(Note 4) 

N/A See clause 
11.2.2.12 

L2.1N < 1 second NOOP < 1 second  
(Note 4) 

N/A See clause 
11.2.2.12 

L2.1B 

(Note 2) 

N/A < 1 second (Note 3) NOOP < 2 
seconds 

See clause 
11.2.2.12 

L2.2 (Note 2) N/A < 2 seconds 
(Note 3) 

< 2 seconds NOOP See clause 
11.2.2.12 

L3 See clause 12.3 N/A N/A N/A NOOP 

NOTE 1 – All times denote the maximum time between LinkState.request and LinkState.confirm primitives crossing the γ-O 
reference point. 

NOTE 2 – In the L2.1B and the L2.2 link states the link is always battery-powered. 

NOTE 3 – Applicable only when running on battery powering and after mains powering is restored. 

NOTE 4 – Applicable only in case of mains power failure and falling back to battery powering. 

NOTE 5 – NOOP stands for "no operation". 

12.1.1.7 Configuration and status reporting of the link state 

12.1.1.7.1 Link state forced 

The DPU-MIB parameter Link State Forced (LS_FORCED) is used to either force the link state to any of L0, 
L2.1N, L2.1B, L2.2, or to release the link. 

When AdminStatus="up" and the link is forced into an enabled link state (see 12.1.1.7.2), the allowed link 
state transitions shown in Figure 12.1 shall be followed to bring the link to the forced link state. When the 
link is requested to go to a link state that is not enabled, the forcing of the link state shall have no effect. 

When AdminStatus="down" and the link is released, the allowed link state transitions shown in Figure 12.1 
shall be followed to bring the link to the state determined by the higher layers and communicated to the 
transceiver by the relevant DRA primitives. When AdminStatus="down", the link is forced to L3. 

12.1.1.7.2 Link state enabling 

The link states may be enabled through the DPU-MIB parameter Link State Enabling (LS_ENABLE) to any of 
{L0, L3}, {L0, L3, L2.1N}, {L0, L3, L2.1N, L2.1B}, or {L0, L3, L2.1N, L2.1B, L2.2}.  

12.1.1.7.3 Link state status reporting 

The actual link state shall be reported in the DPU-MIB through the Link State (LINK_STATE).  

NOTE – During a fast retrain or full initialization, the link state is L3 until both transceivers are in the SHOWTIME state, 
at which time the link state becomes L0. 

12.1.2 Transceiver states and transceiver state diagram 

State diagrams are given in Figure 12-4 for the FTU-O and in Figure 12-5 for the FTU-R. States are indicated 
by ovals, with the name of the state given within the oval. The states are defined in Table 12-4 for the 
FTU-O and in Table 12-5 for the FTU-R. Transitions between states are indicated by arrows, with the 
primitives or the events associated with them causing the transition listed next to the arrow. All states are 
mandatory. 

The primitives exchanged between the FME and ME (host controller) (preceded by "o:_" for the FTU-O and 
"r:_", for the FTU-R) and events associated with them are shown in Table 12-2 and Table 12-3. The way in 
which these events are implemented is vendor discretionary. 
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Table 12-2 – FTU-O state machine primitives 

Primitive name Direction Valid state Description 

o:_power on ME  FTU-O O-SELFTEST FTU-O power on. 

o:_selftest ME  FME O-IDLE 
O-UNIT-FAIL 

Request to start selftest. 

o:_selftest_result FME  ME O-SELFTEST Report of selftest result: 
– pass; 
– fail. 

o:_idle_ignore ME  FME Any state Request to move back to O-IDLE state. 

o:_L0_request ME  FME O-IDLE 

O-SILENT 

Request to move from O-IDLE state to O-SILENT 
state or from O-SILENT state to O-INIT/HS state 
with continuation to OINIT/TRAIN state. 

o:_init result FME  ME O-INIT/HS Report on result of the ITU-T G.994.1 session: 

– pass with mode selected; 

– silent or no mode selected; 

– fail. 

o:_training_result FME  ME O-INIT/TRAIN Reports the result of initialization (channel 
discovery and channel analysis and exchange 
phases): 

– pass; 

– fail. 

o:_end_showtime ME  FME O-SHOWTIME Request for transition from O-SHOWTIME state 
to O-DEACTIVATING 2 state upon conditions 
defined by fast-retrain policy (see clause 
12.1.4). 

o:_fast-retrain ME FME O-DEACTIVATING2 Request to transition to O-INIT/TRAIN state 
(start of fast retrain).  

o:_reinitialization ME FME O-DEACTIVATING1 Request to transition to O-SILENT state (normal 
restart after power off or training failure).  

o:_L3_request FME  ME O-SHOWTIME Request to transition to O-DEACTIVATING1 
state through L3 request/grant eoc message 
exchange. 

o:_L3_reject FME  ME O-SHOWTIME Reject of the FTU-R request for transition to O-
DEACTIVATING1 state. 

 

Table 12-3 – FTU-R state machine primitives 

Primitive name Direction Valid state Description 

r:_power on ME  FTU-R R-SELFTEST FTU-R power on. 

auto_init ME  FME R-SELFTEST 

 

Requests to automatically start initialization (ITU-T 
G.994.1 following ITU-T G.9701 initialization) when 
transceiver is in the valid state.  

r:_selftest ME  FME R-IDLE 

R-UNIT-FAIL 

Request to start selftest. 
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Table 12-3 – FTU-R state machine primitives 

Primitive name Direction Valid state Description 

r:_selftest_result FME  ME R-SELFTEST Report of selftest result: 

– pass; 

– fail. 

r:_idle_ignore ME  FME Any state Request to move back to O-IDLE state. 

r:_L0_request ME  FME R-IDLE 

R-SILENT 

Request to move from O-IDLE state to O-SILENT state 
or from O-SILENT state to O-INIT/HS state with 
continuation to R-INIT/TRAIN state. 

r:_init result FME  ME R-INIT/HS Report on result of the ITU-T G.994.1 session: 

– pass with mode selected; 

– silent or no mode selected; 

– fail. 

r:_training_result FME  ME R-INIT/TRAIN Reports the result of initialization (channel discovery 
and channel analysis and exchange phases): 

– pass; 

– fail. 

r:_end_showtime ME  FME R-SHOWTIME Request to transition from R-SHOWTIME state to 
R-INIT/TRAIN state upon conditions defined by fast-
retrain policy (see clause 12.1.4).  

r:_L3_request FME  ME R-SHOWTIME Request to transition to R-SILENT state through L3 
request/grant eoc message exchange. 

r:_L3_reject FME  ME R-SHOWTIME Reject of the FTU-O request for transition to R-SILENT 
state. 

In the state diagrams for the FTU-O and FTU-R, O-IDLE and R-IDLE states, respectively, are defined. This 
provides a quiet period, which may be useful for test purposes. 

In the state diagrams for both the FTU-O and FTU-R, a self-test function is mandatory, but its content is 
vendor discretionary. It is also a vendor discretionary option to define when self-test occurs (e.g., always at 
power-up or only under FTU-O control), and which transition for an FTU-R to take after successfully 
completing self-test (i.e., enter R-IDLE or enter R-SILENT state). 

IDLE is the state where the FTU is provisioned through a management interface for the service desired by 
the operator. In this state, the FTU does not transmit any signal. An FTU that receives a primitive from the 
ME enabling it to activate (o:_L0_request for FTU-O or r:_L0_request for FTU-R) shall use the initialization 
procedure defined in clause 12.3 to transition the link from the L3 state to the L0 state. An FTU enabled for 
activation that detects initialization signals at the U reference point shall respond by using the initialization 
procedure. If disabled, the FTU shall remain in the IDLE state. 

The link transitions to the L0 state once the initialization procedure has completed successfully and both 
FTUs are in the SHOWTIME state. Upon a guided power management (o:_L3_request, see clause 11.2.2.12), 
the FTU-O shall enter the O-DEACTIVATING1 state and then return to the O-SILENT state. Upon a fast 
retrain triggered by fast-retrain policy (see clause 12.1.4), the FTU-O shall enter O-DEACTIVATING2 state. In 
both the O-DEACTIVATING1 state and the O-DEACTIVATING2 state, the FTU-O shall transmit quiet or idle 
symbols at sync symbol positions and idle symbols (defined in clause 3.2.13) in all logical frames at RMC 
symbol positions, at all NOI data symbol positions, and at all DOI symbol positions except symbol positions 
that are beyond TBUDGET and those assigned for quiet symbols by parameters TIQ and TA (see 
clause 10.7). The selection of the type of symbols during sync symbol positions is under VCE control. 
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Upon a guided power management (r:_L3_request, see clause 11.2.2.12), the FTU-R shall transition back to 
the R-SILENT state. Upon a fast retrain triggered by fast-retrain policy (see clause 12.1.4), the FTU-R shall 
transition to the R-INIT/TRAIN state. 

When the FTU-O transitions from the O-SHOWTIME state to the O-DEACTIVATING2 state, the FTU-R detects 
a fast-retrain policy trigger (see clause 12.1.4.2). Upon detecting a fast-retrain policy trigger, the FTU-R shall 
transition immediately to the R-INIT/TRAIN state. 

When the FTU-O transitions from the O-INIT/TRAIN state to the O-DEACTIVATING1 state, the FTU-R detects 
a failure in the training. Upon detecting a failure in the training, the FTU-R shall transition immediately to 
the R-SILENT state, followed by the R-INIT/HS state and shall start transmission of R-TONES-REQ (see [ITU-T 
G.994.1]) within one second. 

When the FTU-R transitions from the R-SHOWTIME state to the R-INIT/TRAIN state, the FTU-O detects a 
fast-retrain policy trigger (see clause 12.1.4.2). Upon detecting a fast-retrain policy trigger, the FTU-O shall 
transition immediately to the O-DEACTIVATING2 state, followed by the O-INIT/TRAIN state. The FTU-O shall 
further transition from the O-DEACTIVATING2 state to the O-INIT/TRAIN state after the VCE updates the 
FEXT cancellation coefficients among the lines in the O-SHOWTIME state. The ME indicates the readiness by 
o:_fast-retrain primitive. 

When the FTU-R transitions from the R-INIT/TRAIN state to the R-SILENT state, the FTU-O detects a failure 
in the training. Upon detecting a failure in the training, the FTU-O shall transition immediately to the O-
DEACTIVATING1 state. The FTU-O shall transition from the O-DEACTIVATING1 state to the O-SILENT state 
when it receives the o:_reinitialization primitive from the ME. 

NOTE – While the FTU-O is in the O-DEACTIVATING1 state, the VCE updates the coefficients among the showtime 
lines. The ME indicates its readiness to continue with the reinitialization by issuing an o:_reinitialization primitive. 

In the O-SILENT state, the FTU-O shall monitor for R-TONES-REQ (FTU-R initiated handshake). Upon 
detection of R-TONES-REQ, the FTU-O shall transition to O-INIT/HS state. If the FTU-O receives an 
o:_L0_request from the ME while in the O-SILENT state (FTU-O initiated handshake), it shall transition to 
the O-INIT/HS state. The FTU-O shall transmit C-TONES within one second after transitioning to the  
O-INIT/HS state. 

http://handle.itu.int/11.1002/1000/11644
http://handle.itu.int/11.1002/1000/11644
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Figure 12-4 – State diagram for the FTU-O 
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Figure 12-5 – State diagram for the FTU-R 
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Table 12-4 – FTU-O state definitions 

State name Description 

O-SELFTEST 
(mandatory) 

Temporary state entered after power-up in which the FTU performs a self test; 

Transmitter is off (QUIET signal at U-O interface); 

Receiver is off (no response to R-TONES-REQ signal – see [ITU-T G.994.1]); 

If self-test passes, the FTU-O transitions to the O-IDLE state; 

If self-test fails, the FTU-O transitions to the O-UNIT-FAIL state. 

O-UNIT-FAIL 
(mandatory) 

Steady state entered after an unsuccessful FTU-O self-test; 

Transmitter is off (QUIET signal at U-O interface); 

Receiver is off (no response to R-TONES-REQ signal); 

The ME retrieves the self-test results from the FME. 

O-IDLE 
(mandatory) 

Steady state entered after successful self-test; 

Transmitter is off (QUIET signal at U-O interface); 

Receiver is off (no response to R-TONES-REQ signal); 

The FME waits for an initialization request from the ME. 

O-SILENT 
(mandatory) 

Steady state defined in the ITU-T G.994.1, entered upon initialization request from the 
ME; 

Transmitter is off (QUIET signal at U-O interface); 

Receiver is on in case of FTU-R initiated HS (monitors for R-TONES-REQ signal, if 
detected, transitions to the O-INIT/HS state); 

FME waits for initialization request from ME to transition to the O-INIT/HS state in case 
FTU-O initiated HS. 

O-INIT/HS 
(mandatory) 

Temporary state entered to perform the ITU-T G.994.1 phase of initialization; 

Transmitter is on (starts by transmitting C-TONES signal); 

Receiver is on (starts by monitoring for R-SILENT0 signal); 

If silent period or no mode selected, transitions back to the O-SILENT1 state; 

If operating mode selected then transitions to the O-INIT/TRAIN state. 

O-INIT/TRAIN 
(mandatory) 

Temporary state entered to perform other phases of initialization; 

Transmitter is on (starts with O-P-QUIET1); 

Receiver is on (starts by monitoring for R-P-QUIET1); 

If initialization passes, transitions to the O-SHOWTIME state; 

If initialization fails, transitions to the O-DEACTIVATING1 state. 

O-SHOWTIME 
(mandatory) 

Steady state entered to transmit user data; 

Online reconfigurations occurs within this state; 

Upon conditions satisfying the fast-retrain policy (FRpolicy), transitions to the 
O-DEACTIVATING2 state; 

When link transition to L3 state is granted, the FTU-O transitions to the 
O-DEACTIVATING1 state; 

The FME reports the FTU-O performance parameters to the ME. 

O-DEACTIVATING1 

(mandatory) 

Temporary state entered upon line transition to L3 state; 

Transmitter is on (transmits idle symbols at the required positions of all logical frames: 
values Zi at the precoder input are set to zero but pre-compensation signals are 
transmitted to support downstream FEXT cancellation); 

Receiver is on (to support upstream FEXT cancellation and detect the status of the 
FTU-R); 

The VCE updates the downstream and upstream FEXT cancellation coefficients; after the 
update is complete, the precoder output Zi' is set to zero and the FTU-O transitions to 
the O-SILENT state. 

http://handle.itu.int/11.1002/1000/11644
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Table 12-4 – FTU-O state definitions 

State name Description 

O-DEACTIVATING2 

(mandatory) 

Temporary state entered upon fast retrain request; 

Transmitter is on (transmits idle symbols at the required positions of all logical frames: 
values Zi at the precoder input are set to zero but pre-compensation signals are 
transmitted to support downstream FEXT cancellation); 

Receiver is on (to support upstream FEXT cancellation and detect the status of the FTU-
R); 

The VCE updates the downstream and upstream FEXT cancellation coefficients; after 
update is complete, the precoder output Zi' is set to zero, and FTU-O transitions to the 
O-INIT/TRAIN state (start with O-P-QUIET1). 

 

Table 12-5 – FTU-R state definitions 

State name Description 

R-SELFTEST 
(mandatory) 

Temporary state entered after power-up in which the FTU performs a self-test; 

Transmitter is off (QUIET signal at U-R interface); 

Receiver is off (no response to C-TONES signal); 

If self-test passes, the FTU-R transitions to the R-IDLE state if it is under ME control or 
transitions to the R-SILENT state if it is in automatic training mode; 

If self-test fails, the FTU-R transitions to the R-UNIT-FAIL state. 

R-UNIT-FAIL 
(mandatory) 

Steady state entered after an unsuccessful FTU-R self-test; 

Transmitter is off (QUIET signal at U-R interface); 

Receiver is off (no response to C-TONES signal); 

The ME retrieves the self-test results. 

R-IDLE 
(mandatory) 

Steady state entered after successful self-test if FTU-R is under ME control; 

Transmitter is off (QUIET signal at U-R interface); 

Receiver is off (no response to C-TONES signal); 

The FME waits for initialization request from the ME. 

R-SILENT 
(mandatory) 

Temporary state defined in ITU-T G.994.1 entered after self-test passes if the FTU-R is in 
automatic training mode or from the R-IDLE state with ME command; 

Transmitter is off (transmits R-SILENT0 signal); 

Receiver is on in case of FTU-O initiated HS (monitors for C-TONES signal, if detected, 
transitions to the R-INIT/HS state). 

R-INIT/HS 
(mandatory) 

Temporary state entered to perform the ITU-T G.994.1 phase of initialization; 

Transmitter is on (starts by transmitting R-TONES-REQ signal); 

Receiver is on (starts by monitoring for C-TONES signal); 

If silent period or no mode selected, transitions back to the R-SILENT state; 

If operating mode selected, transitions to the R-INIT/TRAIN state. 

R-INIT/TRAIN 
(mandatory) 

Temporary state entered to perform other phases of initialization; 

Transmitter is on (starts with R-P-QUIET1); 

Receiver is on (starts by monitoring for O-P-QUIET1); 

If initialization passes, transitions to the R-SHOWTIME state; 

If initialization fails, transitions to the R-SILENT state. 
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Table 12-5 – FTU-R state definitions 

State name Description 

R-SHOWTIME 
(mandatory) 

Steady state entered to transmit user data; 

Online reconfigurations occurs within this state; 

Upon conditions satisfying the fast-retrain policy (FRpolicy), transitions to the R-INIT/TRAIN 
state; 

When link transition to L3 state is granted, the FTU-R transitions to the R-SILENT state; 

The FME reports the FTU-R performance parameters to the ME and to the FTU-O (via 
indicator bits). 

12.1.3 Initialization procedures 

The ITU-T G.9701 initialization procedures comprise 3 phases: 

– ITU-T G.994.1 handshake phase, 

– Channel discovery phase, and 

– Channel analysis and exchange phase. 

During the ITU-T G.994.1 handshake phase of the initialization procedure, the FTUs exchange capability lists 
and agree on a common mode for training and operation using the ITU-T G.994.1 protocol. A successful 
completion of the ITU-T G.994.1 handshake phase will lead to the channel discovery phase of initialization. 
Failure of the ITU-T G.994.1 handshake phase leads the FTU back to the SILENT state and leads the link back 
to the L3 state. The handshake procedure is described in clause 12.3.2 and [ITU-T G.994.1]. 

During the channel discovery and channel analysis and exchange phases of initialization, the FTUs train 
their respective transceivers after identifying the common mode of operation. During these phases, the 
transceivers identify channel conditions, exchange and optimize parameters for showtime operation using 
the applied CIpolicy, etc. After successful completion of the initialization procedure, the FTUs transition to 
the SHOWTIME state (showtime). Upon unsuccessful completion of the initialization procedure, the FTUs 
return to the SILENT state and the link returns to the L3 state. The initialization phases are described in 
clauses 12.3.3 and 12.3.4. 

12.1.4 Deactivation, reinitialization, persistent link defects and high_BER events 

12.1.4.1 Deactivation 

The deactivation procedure allows an orderly shutdown of the link. The FTUs shall follow the procedures 
described in clause 12.1.2 to transition the link from the L0 state to the L3 state. 

The link enters the L3 state when the FTU leaves the SHOWTIME state. The FTU-O transitions from the 
O-SHOWTIME state to the O-SILENT state via the O-DEACTIVATING1 state. The FTU-R transitions from the 
R-SHOWTIME state to the R-SILENT state directly. The transition can be initiated by either the local or the 
remote FTU (see clauses 11.2.2.12 and 12.1.2). The deactivation criterion is vendor discretionary. 

12.1.4.2 Fast retrain 

When the fast retrain policy (FRpolicy) triggers a fast retrain at the FTU-O (see Figure 12-4), the FTU-O shall 
transition from the O-SHOWTIME state via the O-DEACTIVATING2 state to the O-INIT/TRAIN state. 

In the O-INIT/TRAIN state, the FTU-O executes the part of the initialization sequence, starting from the 
QUIET 1 stage (clauses 12.3.3 and 12.3.4). When the initialization sequence is completed, the FTU-O 
transitions back to the O-SHOWTIME state. If the initialization sequence is aborted (per conditions defined 
in clause 12.1.1), then the FTU-O transitions to the O-SILENT state (see Figure 12-4).  

When a fast retrain is triggered at the FTU-R (see Figure 12-5) according to the fast retrain policy, the FTU-R 
shall transition from the R-SHOWTIME state to the R-INIT/TRAIN state.  

In the R-INIT/TRAIN state, the FTU-R executes the part of the initialization sequence starting from QUIET 1 
stage (clauses 12.3.3 and 12.3.4). When the initialization sequence is completed, then the FTU-R transitions 
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back to the R-SHOWTIME state. If the initialization sequence is aborted (per conditions defined in 
clause 12.1.1), then the FTU-R transitions to the R-SILENT state.  

The following fast retrain policy is defined for the L0 link state: 

• Policy ZERO 

If FRpolicy = 0, then: 

Fast retrain shall be triggered when at least one of the following fast retrain policy triggers is declared: 

1) persistent near-end los defect; or 

2) persistent near-end lom defect; or 

3) persistent near-end lor defect ; or 

4) a high_BER event.  

The following fast retrain policy is defined for the L2.1 link state: 

• Policy ZERO 

If L2.1-FRpolicy = 0, then: 

Fast retrain shall be triggered when at least one of the following fast retrain policy triggers is declared: 

1) persistent near-end los defect; or 

2) persistent near-end lor defect; or 

3) a high_BER event (see Table 12-6) with no trigger on the ETR threshold. 

The following fast retrain policy is defined for the L2.2 link state: 

• Policy ZERO 

If L2.2-FRpolicy = 0, then: 

Fast retrain shall be triggered when at least one of the following fast retrain policy triggers is declared: 

1) persistent near-end lor defect; or 

2) there have been 5 consecutive eoc command timeouts without a single successful response. 

12.1.4.3 Persistent link defects and high_BER events 

12.1.4.3.1 Persistent near-end los defect 

A persistent near-end los defect shall be declared after los_persistency milliseconds of continuous near-end 
los defect (see clause 11.3.1.3). The control parameter los_persistency has valid values from 100 to 2 000 in 
steps of 100, with a default value of 200. 

The los_persistency defined for the downstream and upstream are denoted as los_persistency-ds and 
los_persistency-us, respectively. 

The control parameter los_persistency is configured through the DPU-MIB configuration parameter 
LOS_PERSISTENCY. 

NOTE – The persistency allows the transmitting FTU to detect the los defect condition through the indicator bits, 
before the receiving FTU leaves the SHOWTIME state. 

12.1.4.3.2 Persistent near-end lom defect 

A persistent near-end lom defect shall be declared after lom_persistency seconds of continuous near-end 
lom defect (see clause 11.3.1.3). The control parameter lom_persistency has valid values from 1 to 20 in 
steps of 1, with a default value of 2. 

The lom_persistency defined for the downstream and upstream are denoted as lom_persistency-ds and 
lom_persistency-us, respectively. 
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The control parameter lom_persistency is equal to the DPU-MIB configuration parameter 
LOM_PERSISTENCY. 

NOTE – The persistency allows the transmitting FTU to detect the lom defect condition through the indicator bits, 
before the receiving FTU leaves the SHOWTIME state. 

12.1.4.3.3 Persistent near-end lor defect 

A persistent near-end lor defect shall be declared after lor_persistency milliseconds of continuous near-end 
lor defect (see clause 11.3.1.3). The control parameter lor_persistency has valid values from 100 to 2 000 in 
steps of 100, with a default value of 200.  

The lor_persistency defined for the downstream and upstream are denoted as lor_persistency-ds and 
lor_persistency-us, respectively. 

The control parameter lor_persistency is equal to the DPU-MIB configuration parameter LOR_PERSISTENCY. 

NOTE – The persistency allows the transmitting FTU to detect the lor defect condition through the indicator bits, 
before the receiving FTU leaves the SHOWTIME state. 

12.1.4.3.4 High_BER event 

A high_BER event shall be declared whenever any of the parameters listed in Table 12-6 crosses the listed 
threshold. These thresholds are configured through the DPU-MIB. 

The control parameter reinit_time_threshold has valid values from 5 to 31 seconds in steps of 1 second, 
with a default value of 10. 

The reinit-time_threshold defined for the downstream and upstream are denoted as reinit_time_threshold-
ds and reinit_time_threshold-us, respectively. 

The control parameter reinit_time_threshold is equal to the DPU-MIB configuration parameter 
REINIT_TIME_THRESHOLD. 

The control parameter low_ETR_threshold has non-zero valid values from 1 to 30 seconds in steps of  
1 second, with a default value of 20 seconds. The valid value 0 indicates that no High_BER event shall be 
declared based on ETR being below the ETR_min_eoc. 

The low_ETR_threshold defined for the downstream and upstream are denoted as low_ETR_threshold-ds 
and low_ETR_threshold-us, respectively. 

The control parameter low_ETR_threshold is equal to the DPU-MIB configuration parameter 
LOW_ETR_THRESHOLD. 

Table 12-6 – Conditions for declaring a high_BER event 

Parameter Threshold 

Number of contiguous near-end SES (see clause 11.4.4.2) reinit_time_threshold 

Number of consecutive seconds the ETR is below the minimum 
ETR (ETR_min_eoc) after a successful OLR procedure 

low_ETR_theshold  

(only if low_ETR_threshold ≥ 1) 

Duration of time interval in seconds with consecutive eoc 
command time-outs without a single successful response 
(through either eoc or RMC) 

reinit_time_threshold 

NOTE – At the FTU-R, no other conditions shall declare a high_BER event. At the FTU-O, no other near-end conditions shall 
declare a near-end high_BER event. Declaration by the FTU-O of a far-end high_BER event (e.g., as indicated by the FTU-R in the 
upstream indicator bits) is vendor discretionary. 
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12.2 Special operations channel (SOC) 

A special operations channel (SOC) is established for message exchange between the FTU-O and FTU-R 
during initialization. 

The SOC provides a bidirectional communication of messages between the FTU-O and the FTU-R to support 
initialization. 

The SOC has two states; active and inactive. In the active state, the FTU transmits SOC messages separated 
by one or more high-level data link control (HDLC) flags. In the inactive state, no SOC messages and no 
HDLC flags are transmitted. 

The state of SOC is determined by the initialization procedure and is indicated in the timing diagrams in 
Figures 12-8, 12-9 and 12-12. The list of messages used for each phase of initialization is shown in  
Table 12-7. 

12.2.1 Message format 

The SOC shall use a HDLC-like format with byte stuffing, as specified in clause 12.2.1.1, and a frame check 
sequence (FCS) to monitor errors as specified in clause 11.2.1.1. 

The structure of a HDLC frame carrying an SOC message shall be as shown in Figure 12-6.  

 

 

Size in bytes Meaning Value 

1 Flag 7E16 

1 Address field Message index 

1 Control field Segmentation index 

Up to 1 024 Information payload Message payload  

1 Frame check sequence FCS 

1 Frame check sequence FCS 

1 Flag 7E16 

Figure 12-6 – Structure of SOC message transmitted using HDLC-like frame 

The message index is determined by the acknowledgement mode (i.e., automatic repeat (AR), repeat 
request (RQ) or non-repeat (NR)) and whether a message is being repeated, as defined in clause 12.2.2. 

The segmentation index facilitates the message segmentation as described in clause 12.2.4.6. If no 
segmentation is used, the segmentation index shall be set to 1116. 

The number of SOC bytes (before byte stuffing) transmitted in a single HDLC frame shall not exceed 1 024. 

12.2.1.1 Byte stuffing 

With byte stuffing, any data byte that is equal to 7E16 (flag) shall be replaced, as described below. This is 
necessary to avoid detection of false flags. 

After the FCS computation, the transmitter examines the entire SOC message between the opening and 
closing flags. Any data byte that is equal to 7E16 or to 7D16 shall be replaced by a two-byte sequence as 
following: 

• a data byte 7E16 shall be replaced by 7D16 5E16; 

• a data byte 7D16 shall be replaced by 7D16 5D16. 
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On reception, prior to FCS computation, the following substitutions shall be made: 

• a sequence of 7D16 5E16 shall be replaced by 7E16; 

• a sequence of 7D16 5D16 shall be replaced by 7D16; 

• a sequence of 7D16 7E16 shall abort the received message. 

NOTE – The byte stuffing mechanism might expand the size of the SOC message. 

12.2.2 Communication protocol 

The SOC shall use either automatic repeat (AR) mode, repeat request (RQ) mode or non-repeat (NR) mode. 

12.2.2.1 Automatic repeat (AR) mode 

In AR mode, messages encapsulated in HDLC frames shall be automatically repeated. At least four idle flags 
(7E16) shall be inserted between messages (between the last FCS byte of a message and the message index 
byte of a subsequent message). The FTU shall stop transmission of a particular message in AR mode upon 
reception of an acknowledgement. The acknowledgement may be sent at any time and could be either an 
SOC message or an O-P-SYNCHRO signal (see clauses 12.3.3 and 12.3.4). 

If message is segmented (see clause 12.2.4.6), segments shall be sent in sequential order and at least four 
idle flags (7E16) shall be inserted between subsequent segments. All segments shall be sent before the 
message is repeated. 

The message index shall always be set to 0116 in AR mode. The segmentation index shall be set to 1116 if the 
message is not segmented, or as specified in clause 12.2.4.6 if the message is segmented. 

12.2.2.2 Repeat request (RQ) mode 

In RQ mode, each message (or message segment) shall initially be sent only once. The FTU expecting the 
message may request the remote side to repeat the message (segment) by sending an 
O/R-REPEAT_REQUEST message if the expected message (segment) has timed out or has been received in 
error (wrong FCS). After two unsuccessful O/R-REPEAT_REQUEST attempts, the reception of a message 
shall be considered unsuccessful. The value of the timeout shall be 0.5 s. 

The FTU shall start the timeout counter as it transmits the last byte of the message (segment) to be replied, 
and shall stop the counter as it receives the control field of the expected reply-message (segment). For the 
first message (segment) following the activation or re-activation of the SOC, the FTU shall count the 
timeout from the start of activation time to the reception of the control field of the message (segment) 
determined by the message exchange protocol. 

In RQ mode, an FTU shall never send a message (segment) prior to receiving an acknowledgement of the 
previously sent message (segment). A message is acknowledged by either a reply-message in accordance 
with the message exchange protocol of the particular initialization phase, or an O-P-SYNCHRO signal, as 
described in clauses 12.3.3 and 12.3.4. Once acknowledged, messages (segments) shall not be re-sent and 
re-transmission shall not be requested. 

If a message is segmented, reception of the first segment and each intermediate segment shall be 
acknowledged by O/R-ACK-SEG message. The last segment signals the end of the message and thus is 
acknowledged by a reply-message or by an O-P-SYNCHRO signal. 

The FTU shall keep only one unacknowledged message or one unacknowledged segment at a time. 
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Upon entering the RQ mode, the message index shall initially be set to 0116 and shall be incremented by 
one in every subsequent message. The index shall wrap around and set to 0116 after reaching the value of 
FF16. The value 0016 has a special meaning, as described below, and shall be skipped. The index shall not be 
incremented if an O/R-REPEAT_REQUEST message is received, i.e., if message is re-sent. The message index 
of an O/R-ACK-SEG message shall be increased by one when a new segment is received. 

The segmentation index shall be set to 1116 if the message is not segmented, and as specified in 
clause 12.2.4.6 if the message is segmented. The segmentation index shall not be changed if the message 
(segment) is re-sent. 

The message index and segmentation index of the O/R-REPEAT_REQUEST message shall be set to 0016. 
These fields shall be ignored by the receiver. 

12.2.2.3 Non-repeat (NR) mode 

In NR mode, SOC messages or segments are transmitted one after another, separated by four or more 7E16 
flags (IDLE). Neither messages nor message segments are acknowledged or repeated. 

Transmission of messages is terminated upon reception of an appropriate termination message (e.g., ACK 
or another regular SOC message) or by reception of an O-P-SYNCHRO signal. 

The message index and segmentation index shall be as specified for repeat request (RQ) mode. 

12.2.3 SOC IDLE (O-IDLE, R-IDLE) 

When the SOC is in the active state but has no message to send, it shall send IDLE (the FTU-O shall send 
 O-IDLE and FTU-R shall send R-IDLE). 

Both O-IDLE and R-IDLE states shall consist of HDLC flags 7E16 that shall be sent repeatedly instead of HDLC 
frames. 

12.2.4 SOC messages 

12.2.4.1 Message codes 

The message payload of any SOC message shall contain an integer number of bytes. The payload shall start 
with a one byte field containing a unique code to identify the type of message. For one-byte messages the 
message code is the entire content of the message. The message codes for all defined messages are shown 
in Table 12-7. 

NOTE – Other than O/R-REPEAT_REQUEST and O/R-ACK-SEG, all messages sent by the FTU-O have the MSB of the 
message code equal to ZERO, whilst messages sent by the FTU-R have the MSB of the message code equal to ONE. 
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Table 12-7 – Message codes for the SOC messages 

SOC message Message code The rest of the payload 

O/R-REPEAT_REQUEST 5516  (Note) 

O/R-ACK-SEG 0F16 (Note) 

FTU-O messages 

O-SIGNATURE 0016 see clause 12.3.3.2.1 

O-TG-UPDATE 0116 see clause 12.3.3.2.2 

O-UPDATE 0216 see clause 12.3.3.2.4 

O-VECTOR-FEEDBACK 0316 see clause 12.3.3.2.6 

O-SNR 0416 see clause 12.3.3.2.9 

O-PRM  0516 see clause 12.3.3.2.11 

O-MSG 1 0716 see clause 12.3.4.2.1 

O-TPS 0816 see clause 12.3.4.2.3 

O-PMS 0916 see clause 12.3.4.2.5 

O-PMD 0A16 see clause 12.3.4.2.7 

O-ACK (Note) 0B16 See clause 12.3.4.2.9 

FTU-R messages 

R-MSG 1 8016 see clause 12.3.3.2.3 

R-UPDATE 8116 see clause 12.3.3.2.5 

R-ACK (Note) 8216 see clause 12.3.3.2.7 

R-VECTOR-FEEDBACK 8316 see clause 12.3.3.2.8 

R-SNR 8416 see clause 12.3.3.2.10 

R-PRM  8516 see clause 12.3.3.2.12 

R-MSG 2 8616 see clause 12.3.4.2.2 

R-ACK 1 (Note) 8716  See clause 12.3.4.2.4 

R-PMS 8816 see clause 12.3.4.2.6 

R-PMD 8916 see clause 12.3.4.2.8 

NOTE – This is a one-byte message. 

12.2.4.2 O/R-REPEAT_REQUEST 

This message shall be used in RQ mode to request the remote side to resend the last unacknowledged 
message (segment), as described in clause 12.2.2.2. The format of the message shall be as specified in 
clause 12.2.1, and the payload shall be as specified in Table 12-7. 

In AR and NR modes, O/R-REPEAT_REQUEST messages shall be ignored. 

12.2.4.3 O/R-ACK-SEG 

This message shall be used in RQ mode to acknowledge the reception of intermediate segments of a 
segmented message, as described in clause 12.2.2.2. The format of the message shall be as specified in 
clause 12.2.1 and the payload shall be as specified in Table 12-7. 

In AR and NR modes, and when no segmentation is used in RQ mode, any O/R-ACK-SEG messages shall be 
ignored. 
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12.2.4.4 FTU-O and FTU-R messages 

The format of the FTU-O and FTU-R message shall be as specified in clause 12.2.1; the content of the 
messages are described in detail in clauses 12.3.3 and 12.3.4. 

12.2.4.5  Mapping of SOC data 

All bytes of the SOC message shall be sent LSB first. An SOC message may be subdivided into fields. A field 
can contain parameter values expressed in more than one byte. In this case, the field shall be split into 
bytes with the byte containing the MSBs of the parameter value shall be sent first. For example, a field 
carrying a 16-bit value m15,…, m0 shall be split into a first byte B0=m15…m8 and a second byte B1=m7…m0. 

Some SOC messages may contain several fields. Some fields can be merged together to form a logical entity 
called a macro-field, such as "PSD descriptor", which is described in clause 12.3.3.2.1. 

The description of fields for specific messages is given in detail in clauses 12.3.3.2 and 12.3.4.2. All bytes of 
a message that follow the currently defined bytes shall be ignored. 

NOTE – If future versions of this Recommendation add extra fields to the ones already defined, for reasons of 
backward compatibility, these fields will be appended to the currently defined ones. 

12.2.4.6  Segmentation of SOC messages 

Messages that are larger than the maximum allowed size of 1 024 bytes shall be segmented before 
transmission; messages shorter than 1 024 bytes may also be segmented to improve robustness. Each 
segment shall include an integer number of bytes. 

Segmentation is facilitated by the segmentation index of SOC message (see Figure 12-6). The four MSBs of 
this field shall indicate the number of segments, up to a maximum of 15, into which the message has been 
segmented. The four LSBs of this field shall indicate the index of the current segment, starting from 0116. 
For example, a segmentation index value of 9316 indicates the third segment of a total of nine. In case the 
message is not segmented, the value of the field shall be 1116. 

12.3 Initialization procedure 

12.3.1 Overview 

Initialization of an FTU-O/FTU-R pair includes the following main tasks: 

• Definition of a common mode of operation (profile, TDD framing parameters, initial values of basic 
modulation parameters); 

• Synchronization (sample clock alignment and symbol alignment); 

• Channel identification and crosstalk cancellation between the joining lines and active lines; 

• Transfer from the FTU-O to the FTU-R of transmission parameters, including information on the 
probe sequences, PSD masks, RFI and IAR bands to be notched and target data rates in both 
transmission directions; 

• Noise identification; 

• Negotiation of DTU size, RS encoder and interleaver parameters, as well as the bit loading and gain 
adjustment tables. 

The common mode of operation shall be negotiated during the ITU-T G.994.1 handshake phase. 
Information such as TDD framing parameters, limit PSD mask, locations of RFI and IAR bands to be notched, 
and target data rates shall be initially available at the FTU-O through the DPU-MIB.  

Figure 12-7 shows the timeline of the initialization procedure in the upstream and downstream directions, 
which contains three phases: 

– ITU-T G.994 handshake phase 

– Channel discovery phase 

– Channel analysis and exchange phase 
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After completion of the channel analysis and exchange phase, the transceiver shall proceed to showtime. 

 

Figure 12-7 – Timeline of the initialization procedure 

Each phase of initialization contains a number of tasks. The transition to the next phase of initialization shall 
occur only after all tasks of the previous phase have been completed. A timeout period is defined for 
completion of each phase to avoid suspension of the initialization procedure. Violation of the timeout or an 
inability to complete any task of any phase results in aborting the activation process (unsuccessful 
activation). The initialization procedure shall be aborted immediately after any of the following events is 
discovered: 

– Timeout of any phase; 

– Missing or incomplete task during any phase; 

– Violation of the task sequence or in communication protocol during any phase;  

– Detection of more than 250 ms of unscheduled silence. 

Each phase of initialization has an associated timeout counter. In all phases, the associated timeout counter 
shall be started as the FTU enters the specific phase and shall be reset upon completion of the phase. The 
following values for the timeouts shall be used: 

– ITU-T G.994.1 handshake phase: As defined in [ITU-T G.994.1]; 

– Channel discovery phase: 

– CD_time_out_1 seconds from the start of the channel discovery phase to the reception of O-
P-CHANNEL-DISCOVERY 1-1. The valid values for CD_time_out_1 during an initialization 
starting with an ITU-T G.994.1 session are from five seconds to forty seconds in steps of five 
seconds. The FTU-O shall support the default value of ten seconds, all other valid values are 
optional. The FTU-R shall support the default value of ten seconds and shall support all other 
valid values if the Spar 2 bit CD_time_out is set to ONE in the CLR message (see Table 12-15). 
The value to be used during initialization starting with an ITU-T G.994.1 session is selected 
during the ITU-T G.994.1 phase. During a fast retrain, the valid values for CD_time_out_1 are 
from 1 to 40 seconds in steps of 1 second. The value to be used during a fast retrain shall be 
indicated in O-MSG 1. All values shall be supported by the FTU-R if it indicates support of 
additional values in ITU-T G.994.1; 

 – CD_time_out_2 seconds from the reception of O-P-CHANNEL-DISCOVERY 1-1 to the end of the 
channel discovery phase. The valid values for CD_time_out_2 during an initialization starting 
with an ITU-T G.994.1 session are from ten seconds to eighty seconds in steps of ten seconds. 
The FTU-O shall support the default value of twenty seconds, all other valid values are 
optional. The FTU-R shall support the default value of twenty seconds and shall support all 
other valid values if the Spar 2 bit CD_time_out is set to ONE in the CLR message (see Table 
12-15). The value to be used during initialization is selected during the ITU-T G.994.1 phase. 
During a fast retrain, the valid values for CD_time_out_2 are from 1 to 80 seconds in steps of 1 
second. The value to be used during a fast retrain shall be indicated in O-MSG 1. All valid 
values shall be supported by the FTU-R if it indicates support of additional values in ITU-T 
G.994.1. 
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– Channel analysis and exchange phase: Five seconds. 

Exchange of information between the FTU-O and FTU-R during all phases of the initialization, excluding the 
ITU-T G.994.1 handshake phase, shall be performed using the messaging protocol over the SOC defined in 
clause 12.2. 

For each initialization procedure, the FTU-O shall report in the DPU-MIB the downstream signal count of 
the last transmitted initialization signal and upstream signal count of the last received initialization signal. 
The downstream signal count is defined in the range from 0 to 21 (0 = ITU-T G.994.1; 1 = O–P–QUIET1; ... 20 
= O–P–SYNCHRO 6; 21 = SHOWTIME). The upstream signal count is defined in the range 0 to 10 
(0 = ITU-T G.994.1; 1 = R−P−QUIET1; … 9 = R–P–SYNCHRO 6; 10 = SHOWTIME). 

12.3.2 ITU-T G.994.1 handshake phase 

FTU-R sends a request for joining using the ITU-T G.994.1 handshake. After common operation mode 
between FTU-O and FTU-R is found, the FTU-O starts the joining procedure. 

The detailed procedures for the ITU-T G.994.1 handshake phase are defined in [ITU-T G.994.1]. 

12.3.2.1 Handshake – FTU-O 

An FTU-O, after power-up, loss of signal, or recovery from errors during the initialization procedure, shall 
enter the initial ITU-T G.994.1 state, C-SILENT1. The FTU-O may either activate the link by sending C-TONES 
or respond to detection of R-TONES-REQ (FTU-R initiated activation) by transitioning to the transmission of 
C-TONES. Operation shall then proceed according to the procedures defined in [ITU-T G.994.1]. 

If ITU-T G.994.1 procedures select this Recommendation as the mode of operation, the FTU-O shall 
continue the initialization at the completion of the ITU-T G.994.1 handshake phase, as defined in 
clauses 12.3.3 and 12.3.4. 

12.3.2.1.1   CL messages 

An FTU-O indicates its ITU-T G.9701 capabilities in a ITU-T G.994.1 capabilities list (CL) message by setting to 
ONE the ITU-T G.9701 SPar(1) bit as defined in Table 11.0.4 of [ITU-T G.994.1]. The NPar(2) (Table 11.69 of 
[ITU-T G.994.1]) and SPar(2) (Table 11.70 of [ITU-T G.994.1]) fields corresponding to the ITU-T G.9701 
Spar(1) bit are defined in Table 12-8 and Table 12-9, respectively. For each ITU-T G.9701 SPar(2) bit set to 
ONE, a corresponding NPar(3) field shall also be present (beginning with Table 11.70.1 in clause 9.4 of  
[ITU-T G.994.1]). Table 12-10 shows the definitions and coding for the FTU-O CL NPar(3) fields. 

The FTU-O shall indicate support for a capability in the CL message if and only if the capability is supported 
by the FTU-O and the capability is not disabled by the upper layer management over its γ_MGMT interface 
(e.g., through the DPU-MIB, or by the DRA/VCE functionality). 
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Table 12-8 – FTU-O CL message NPar(2) bit definitions 

ITU-T G.994.1 NPar(2) bit Definition of NPar(2) bit 

Support of special probe 
sequence 

If set to ZERO, indicates that FTU-O does not support the use of a special probe 
sequence during Channel Discovery 1-1 and Channel Discovery 1 stages. If set to ONE, 
indicates that the FTU-O supports the use of a special probe sequence during Channel 
Discovery 1-1 and Channel Discovery 1 stages (Note). 

Default CE length If set to ZERO, indicates that the FTU-O is not configured to use the default CE length 
LCP = m × N/64, where m = 10. If set to ONE, indicates that the FTU-O is configured to 
use of the default CE length. 

Default number of 
symbol periods in TDD 
frame 

If set to ZERO, indicates that the FTU-O is not configured to use the default MF value 
36. If set to ONE, indicates that the FTU-O is configured to use the default MF value 36. 

NOTE – Since FTU-O is capable to support any content of probe sequence that meets the definitions in clause 10.2.2.1, support 
of special probe sequence indicated in NPar(2) actually reflects the intention of the FTU-O to use special sequence rather than 
its capability to generate it. 

 

Table 12-9 – FTU-O CL message SPar(2) bit definitions 

ITU-T G.994.1 SPar(2) bit Definition of Spar(2) bit 

Profiles Always set to ONE. 

DS transmission band  Always set to ONE.  

Number of downstream symbol 
positions in TDD frame 

Always set to ONE 

RFIBANDS If set to ONE, indicates that transmit PSD reduction in RFI bands is enabled. If 
set to ZERO, indicates that transmit PSD reduction in RFI bands is disabled 
(Note 1). 

Duration of Channel Discovery 1-1 Always set to ZERO (Note 2). 

CE length  If set to ZERO, indicates that the FTU-O supports only the default CE length 
LCP = m × N/64, where m = 10. If set to ONE, indicates that the FTU-O 
supports valid CE lengths in addition to the default value, as indicated in the 
corresponding CE length multiplier NPar(3) field. 

Number of symbol periods in TDD 
frame  

If set to ZERO, indicates that the FTU-O supports only the default MF value of 
36. If set to ONE, indicates that the FTU-O supports other valid MF values 
(mandatory or optional) in addition to the default value of 36, as indicated in 
the related NPar(3). 

IARBANDS If set to ONE, indicates that transmit PSD reduction in at least one of the IAR 
bands is enabled. If set to ZERO, indicates that transmit PSD reduction in all 
IAR bands is disabled (Note 1). 

Scrambler seed Always set to ONE. 

Special probe sequence Shall be set to ONE if NPar(2) is set to ONE and set to ZERO otherwise.  

IDS Always set to ONE. 

Number of SOC symbol repetitions 
(RS) 

Always set to ONE. 

Number of DS initialization data 
symbols (sds)  

Always set to ONE. 

Downstream RMC offset Always set to ONE. 

CD time out If set to ZERO, indicates that the FTU-O supports only the default 
CD_time_out_1 value of ten seconds and the default CD_time_out_2 value of 
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Table 12-9 – FTU-O CL message SPar(2) bit definitions 

ITU-T G.994.1 SPar(2) bit Definition of Spar(2) bit 

twenty seconds. If set to ONE, indicates that the FTU-O supports valid 
CD_time_out_1 values and valid CD_time_out_2 values in addition to the 
default values, as indicated in the corresponding CD time out 1 and CD time 
out 2 NPar(3) fields. 

NOTE 1 – The RFI bands and IAR bands shall apply in the same way to both directions of transmission. The list of RFI bands shall 
not include IAR bands. 

NOTE 2 – The parameter is determined by request from the FTU-R; the FTU-O is capable to implement all values inside the valid 
range. 

 

Table 12-10 – FTU-O CL message Npar(3) bit definitions  

ITU-T G.994.1 SPar(2) Bit Definition of Npar(3) bits 

Profiles Each valid profile is represented by one bit in a field of 6 bits. The valid profiles are: 
106a, 106b and 212a. Each profile supported by the FTU-O is indicated by setting its 
corresponding bit to ONE (Note 5). 

DS transmission band This field shall include the lower frequency (ftr1-DS) and the upper frequency (ftr2-DS) of 
the frequency band assigned for transmission in the downstream direction represented 
by the start subcarrier index and stop subcarrier index, respectively, using 12 bits per 
index value.  

Number of downstream 
symbol positions in TDD 
frame 

This 6-bit field represents the enabled value of Mds. 

The number of US symbol positions in TDD frame shall be computed as Mus = MF – Mds –
1. 

RFIBANDS Indicates in ascending order the pairs of start subcarrier index and stop subcarrier index 
for each RFI band in which the transmit PSD shall be reduced. Each index is represented 
by 12 bits. Up to 32 RFI bands may be defined.  

CE length multiplier 
(Note 1) 

Each bit of this 9-bit field represents a CE length multiplier m, excluding the default 
value 10 (see clause 10.4.4). For each CE length multiplier that the FTU-O supports, the 
corresponding bit shall be set to ONE.  

Number of symbol 
periods in TDD frame 
(Note 1) 

Each bit of this 6-bit field represents an MF value other than 36; specifically bit 1 shall 
be set to ONE if the FTU-O is configured to use the MF value of 23 and shall be set to 
ZERO otherwise. Other bits in this 6-bit field are reserved by ITU-T and shall be set to 
ZERO. 

IARBANDS This 12-bit field indicates by ONE each IAR band in which transmit PSD reduction is 
enabled and by ZERO each IAR band in which transmit PSD reduction is disabled (Note 
2). 

Scrambler seed This 11-bit field indicates the seed to be used for quadrant scrambler initiation, as 
described in clause 10.2.2.4. The MSB indicates the initial setting of the d11 bit and the 
LSB indicates the initial setting of d1 bit of the quadrant scrambler. 

IDS This variable length bit field indicates the length and the elements of the IDS. The 6 
MSB indicate the length of the IDS and shall be mapped onto the first octet. The 
remaining bits indicate the elements of the IDS, which shall be mapped as specified in 
[ITU-T G.994.1]. The valid length of the IDS is 2 and k×4, where k = 1, 2, ... 8. A special 
value 0 indicates that no IDS is applied. 

Number of DS 
initialization data 
symbols (sds)  

This 6-bit field indicates the number of downstream data symbols coded as  
sds – 1 in a logical frame to be used during initialization. The valid range of sds is from 4 
to 32 (Note 3). 
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Table 12-10 – FTU-O CL message Npar(3) bit definitions  

ITU-T G.994.1 SPar(2) Bit Definition of Npar(3) bits 

Downstream RMC offset This 5-bit field indicates the downstream RMC offset expressed in symbols coded as 
DRMC,ds –1. The valid range and settings shall comply with the condition defined in clause 

10.5.1 with the indicated value of Mds.  

Special probe sequence  This 140-bit field indicates the length and the elements of the probe sequence to be 
used during Channel Discovery 1-1 and Channel Discovery 1 stages of initialization. The 
8 MSBs indicate the length of the probe sequence. The remaining 132 bits indicate the 
elements of the probe sequence in ascending order of their indices. The first 8 bits 
represent first 4 elements, 2 bits per element. The following 124 bits represent the 
following 124 elements, 1 bit per element (the LSB of the field indicates the last 
element of the sequence (128-th element). If the number of elements in the probe 
sequence is less than 128, the unused bits of the 124-bit set shall be set to 0. 

The first four elements are coded as follows: 00 and 11 for elements –1 and +1, 
respectively, and 01 for element 0. The remaining elements are coded 0 and 1 for 
elements -1 and +1, respectively.  

CD time out 1 This 3-bit field shall be coded as an unsigned integer n=0 to 7, indicating that the 
maximum CD_time_out_1 value supported by the FTU-O equals (n+1) times five 
seconds. The maximum CD_time_out_1 value indicated shall be equal to or higher than 
the default CD_time_out_1 value of ten seconds. 

CD time out 2 This 3-bit field shall be coded as an unsigned integer n=0 to 7, indicating that the 
maximum CD_time_out_2 value supported by the FTU-O equals (n+1) times ten 
seconds. The maximum CD_time_out_2 value indicated shall be equal to or higher than 
the default CD_time_out_2 value of twenty seconds. 

Number of SOC symbol 
repetitions (RS) 

This 5-bit field indicates the number of repetitions of each SOC symbol during Channel 
Discovery 1 stage. The valid values are 0 (no repetitions), 1, and  
(k×4-1), where k=1, 2,…floor(sds/4), (Note 4).  

NOTE 1 – If FTU-O is part of the vectored group, only the value currently used by the active lines of the vectored group shall be 
indicated. In case no vectored group is established, the FTU-O shall indicate all supported values. 

NOTE 2 – The list of IAR bands is compliant with [ITU-T G.9700], the mapping of particular IAR bands to the bits of the field shall 
be as defined in [ITU-T G.994.1]. 

NOTE 3 – Except O-P-CHANNEL-DISCOVERY 1-1, for which additional limitations defined in clause 12.3.3.3.3.1 shall apply.  

NOTE 4 – The parameter value is set based on internal decision of the VCE and may consider requests from the FTU-Rs from the 
previous initializations (Field #5 of R-MSG 1).  

NOTE 5 – A list of the profiles supported by the FTU-O is available in the DPU-MIB (through the FTUO_PROFILES inventory 
object). Depending on the profiles enabled in the DPU-MIB (through the PROFILES configuration object), the CL message may 
indicate support for all or a subset of the profiles supported by the FTU-O. 

12.3.2.1.2 MS messages 

An FTU-O selecting the ITU-T G.9701 mode of operation in an ITU-T G.994.1 mode select (MS) message 
shall set to ONE the ITU-T G.9701 SPar(1) bit as defined in Table 11.0.4 of [ITU-T G.994.1]. The NPar(2) 
(Table 11.69 of [ITU-T G.994.1]) and SPar(2) (Table 11.70 of [ITU-T G.994.1]) fields corresponding to this bit 
are defined in Table 12-11 and Table 12-12, respectively. For each ITU-T G.9701 SPar(2) bit set to ONE, a 
corresponding NPar(3) field shall also be present (beginning with Table 11.70.1 in clause 9.4 of  
[ITU-T G.994.1]). Table 12-13 shows the definitions and coding for the FTU-O MS NPar(3) fields. 
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Table 12-11 – FTU-O MS message NPar(2) bit definitions 

ITU-T G.994.1 NPar(2) bit Definition of NPar(2) bit 

Support of special probe 
sequence 

Set to ONE if and only if this bit is set to ONE in both the last previous capabilities list 
request (CLR) message and the last previous CL message. If set to ONE, both the FTU-O 
and the FTU-R shall use the special sequence indicated in the last previous CL message 
during Channel Discovery 1-1 and Channel Discovery 1 stages. 

Default CE length Set to ONE if and only if this bit is set to ONE in both the last previous CLR message and 
the last previous CL message. If set to ONE, both the FTU-O and the FTU-R shall use the 
default CE length LCP = m × N/64, where m = 10 and the CE length Spar(2) bit shall be 
set to ZERO. 

Default number of 
symbol periods in TDD 
frame 

Set to ONE if and only if this bit is set to ONE in both the last previous CLR message and 
the last previous CL message. If set to ONE, both the FTU-O and the FTU-R shall use the 
default MF value 36 and the number of symbol periods in TDD frame Spar(2) bit shall be 
set to ZERO. 

 

Table 12-12 – FTU-O MS message SPar(2) bit definitions 

ITU-T G.994.1 SPar(2) bit Definition of SPar(2) bit 

Profiles Always set to ONE.  

DS transmission band  Always set to ZERO. 

Number of downstream symbol 
positions in TDD frame 

Always set to ZERO. 

RFIBANDS Always set to ZERO. 

Duration of Channel Discovery 1-1 Always set to ZERO. 

CE length Shall be set to ONE if and only if this bit is set to ONE in both the last 
previous CLR message and the last previous CL message, and the default 
CE length NPar(2) bit is set to ZERO in this MS message. If set to ONE, 
indicates that the CE length multiplier to be used by both the FTU-O and 
the FTU-R shall be communicated in the corresponding CE length 
multiplier NPar(3) field.  

If set to ZERO, the default CE length LCP = m × N/64, where m = 10 shall be 
used. 

Number of symbol periods in TDD 
frame 

Shall be set to ONE if and only if this bit is set to ONE in both the last 
previous CLR message and the last previous CL message and the default 
number of symbol periods in TDD Frame NPar(2) bit is set to ZERO in this 
MS message. If set to ONE, indicates that the number of symbol periods 
in a TDD frame to be used by both the FTU-O and the FTU-R shall be 
communicated in the corresponding NPar(3) field.  

If set to ZERO, the default MF value 36 shall be used.  

IARBANDS Always set to ZERO. 

Scrambler seed Always set to ZERO. 

Special probe sequence Always set to ZERO. 

IDS Always set to ZERO. 

Number of SOC symbol repetitions (RS) Always set to ZERO. 

Number of DS initialization data 
symbols (sds)  

Always set to ZERO.  

Downstream RMC offset Always set to ZERO.  

CD time out 
Shall be set to ONE if and only if this bit is set to ONE in both the last 
previous CLR message and the last previous CL message. If set to ONE, 
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Table 12-12 – FTU-O MS message SPar(2) bit definitions 

ITU-T G.994.1 SPar(2) bit Definition of SPar(2) bit 

indicates that the CD_time_out_1 value and the CD_time_out_2 value to 
be used by both the FTU-O and the FTU-R shall be communicated in the 
corresponding CD time out 1 and CD time out 2 NPar(3) fields. 

If set to ZERO, the default CD_time_out_1 value of ten seconds and the 
CD_time_out_2 value of twenty seconds shall be used. 

 

Table 12-13 – FTU-O MS message NPar(3) bit definitions 

ITU-T G.994.1 SPar(2) bit Definition of NPar(3) bits 

Profiles Each valid profile is represented by one bit in a field of six bits. The valid profiles are: 
106a, 106b and 212a. The profile selected by the FTU-O is indicated by setting its 
corresponding bit to ONE. 

CE length multiplier Each bit of this 9-bit field represents a CE length multiplier m, excluding the default 
value 10 (see clause 10.4.4). The FTU-O shall indicate the selected CE length multiplier 
by setting the corresponding bit to ONE. All other bits in this 9-bit field shall be set to 
ZERO.  

The selected CE length multiplier shall be a CE length multiplier that was indicated as a 
supported value in both the last previous CLR message and the last previous CL 
message. 

Number of symbol 
periods in TDD frame 

Each bit of this 6-bit field represents an MF value other than 36. The FTU-O shall 
indicate the selected MF value by setting the corresponding bit to ONE. All other bits of 
this 6-bit field shall be set to ZERO.  

The selected MF value shall be an MF value that was indicated as a supported value in 
both the last previous CLR message and the last previous CL message. 

CD time out 1 This 3-bit field shall be coded as an unsigned integer n=0 to 7, indicating that the 
CD_time_out_1 value that shall be used by both the FTU-O and FTU-R equals (n+1) 
times five seconds. The CD_time_out_1 value indicated shall not exceed the lowest of 
the maximum CD_time_out_1 values indicated in the last previous CLR and the last 
previous CL message. 

(Note 1) 

CD time out 2 This 3-bit field is coded as an unsigned integer n=0 to 7, indicating that the 
CD_time_out_2 value that shall be used by both the FTU-O and FTU-R equals (n+1) 
times ten seconds. The CD_time_out_2 value indicated shall not exceed the lowest of 
the maximum CD_time_out_2 values indicated in the last previous CLR and the last 
previous CL message. 

(Note 2) 

NOTE 1 – The maximum CD_time_out_1 value indicated in the CLR message is the highest valid value and hence implies no 
bound on the value indicated in the MS message. 

NOTE 2 – The maximum CD_time_out_2 value indicated in the CLR message is the highest valid value and hence implies no 
bound on the value indicated in the MS message. 

12.3.2.2 Handshake – FTU-R 

An FTU-R, after power-up, loss of signal or recovery from errors during the initialization procedure, shall 
enter the initial ITU-T G.994.1 handshake state, R-SILENT0 (see [ITU-T G.994.1]). The FTU-R may activate the 
link by transitioning to transmission of R-TONES-REQ. Alternatively, upon detection of C-TONES  
(FTU-O initiated activation), the FTU-R may transition to transmission of R-TONE1. Operation shall then 
continue in accordance with the procedures defined in [ITU-T G.994.1]. 

http://handle.itu.int/11.1002/1000/11644
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If the ITU-T G.994.1 procedures select this Recommendation as the mode of operation, the FTU-R shall 
continue with the initialization at the completion of the ITU-T G.994.1 handshake phase, as defined in 
clause 12.3.3 and clause 12.3.4. 

12.3.2.2.1  CLR messages 

An FTU-R indicates its ITU-T G.9701 capabilities in an ITU-T G.994.1 CLR message by setting to ONE the ITU-
T G.9701 SPar(1) bit as defined in Table 11.0.4 of [ITU-T G.994.1]. The NPar(2) (Table 11.69 of  
[ITU-T G.994.1]) and SPar(2) (Table 11.70 of [ITU-T G.994.1]) fields corresponding to the ITU-T G.9701 
SPar(1) bit are defined in Table 12-14 and Table 12-15, respectively. For each ITU-T G.9701 SPar(2) bit set to 
ONE, a corresponding NPar(3) field shall also be present (beginning with Table 11.70.1 in clause 9.4 of  
[ITU-T G.994.1]). Table 12-16 shows the definitions and coding for the FTU-R CLR NPar(3) fields. 

The FTU-R shall indicate a capability in the CLR message if and only if the capability is supported by the  
FTU-R. 

Table 12-14 – FTU-R CLR message NPar(2) bit definitions 

ITU-T G.994.1 NPar(2) bit Definition of NPar(2) bit 

Support of special probe 
sequence 

If set to ZERO, indicates that the FTU-R does not support the use of a special probe 
sequence during Channel Discovery 1-1 and Channel Discovery 1 stages. If set to ONE, 
indicates that the FTU-R supports the use of a special probe sequence during Channel 
Discovery 1-1 and Channel Discovery 1 stages. 

Default CE length Always set to ONE. Indicates that the FTU-R supports the use of the default CE length 
LCP = m × N/64, where m = 10. 

Default number of 
symbol periods in TDD 
frame 

Always set to ONE. Indicates that the FTU-R supports the use of the default MF value of 
36. 

 

Table 12-15 – FTU-R CLR message SPar(2) bit definitions 

ITU-T G.994.1 SPar(2) bit Definition of SPar(2) bit 

Profiles Always set to ONE. 

DS transmission band  Always set to ZERO. 

Number of downstream 
symbol positions in TDD 
frame 

Always set to ZERO. 

RFIBANDS Always set to ZERO. 

Duration of Channel 
Discovery 1-1  

Always set to ONE. 

CE length If set to ZERO, indicates that the FTU-R supports only the default CE length LCP = m × 
N/64, where m = 10. If set to ONE, indicates that the FTU-R supports valid CE lengths in 
addition to the default value, as indicated in the corresponding CE length multiplier 
NPar(3) field. 

Number of symbol 
periods in TDD frame 

Always set to ONE. Indicates that the FTU-R supports other valid MF values (mandatory 
or optional) in addition to the default value of 36, as indicated in the related NPar(3). 

IARBANDS Always set to ZERO. 

Scrambler seed Always set to ZERO. 

Special probe sequence Always set to ZERO. 

IDS Always set to ZERO. 
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Table 12-15 – FTU-R CLR message SPar(2) bit definitions 

ITU-T G.994.1 SPar(2) bit Definition of SPar(2) bit 

Number of SOC symbol 
repetitions (RS) 

Always set to ZERO. 

Number of DS 
initialization data 
symbols (sds)  

Always set to ZERO.  

Downstream RMC offset Always set to ZERO 

CD time out If set to ZERO, indicates that the FTU-R supports only the default CD_time_out_1 value 
of ten seconds and the CD_time_out_2 value of twenty seconds. If set to ONE, indicates 
that the FTU-R supports valid CD_time_out_1 values and valid CD_time_out_2 values in 
addition to the default value, as indicated in the corresponding CD time out 1 and CD 
time out 2 NPar(3) fields. 

Table 12-16 – FTU-R CLR message NPar(3) bit definitions 

ITU-T G.994.1 SPar(2) bit Definition of NPar(3) bits 

Profiles Each valid profile is represented by one bit in a field of six bits. The valid profiles are: 
106a, 106b and 212a. Each profile supported by the FTU-R is indicated by setting its 
corresponding bit to ONE (Note). 

Duration of Channel 
Discovery 1-1  

This 8-bit field indicates the minimum duration of the Channel Discovery 1-1 stage 
expressed in multiple of 8 192 symbol periods with cyclic extension requested by the 
FTU-R. The valid values are from 1 to 16. The FTU-O shall round up the time to the 
nearest superframe. 

CE length multiplier Each bit of this 9-bit field represents a CE length multiplier m, excluding the default 
value 10 (see clause 10.4.4). For each CE length multiplier that the FTU-R supports, the 
corresponding bit shall be set to ONE. 

Number of symbol 
periods in TDD frame  

Each bit of this 6-bit field represents an MF value other than 36; specifically bit 1 shall 
be set to ONE indicating the FTU-R supports the MF value 23. Other bits in this 6-bit 
field are reserved by ITU-T and shall be set to ZERO.  

CD time out 1 This 3-bit field shall be coded as an unsigned integer n=7, indicating that the maximum 
CD_time_out_1 value supported by the FTU-R equals forty seconds. 

CD time out 2 This 3-bit field shall be coded as an unsigned integer n=7, indicating that the maximum 
CD_time_out_2 value supported by the FTU-R equals eighty seconds. 

NOTE – A list of the profiles supported by the FTU-R is available in the DPU-MIB as FTUR_PROFILES inventory information. 
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12.3.2.2.2   MS messages 

An FTU-R selecting the ITU-T G.9701 mode of operation in an ITU-T G.994.1 MS message shall set to ONE 
the ITU-T G.9701 SPar(1) bit as defined in Table 11.0.4 of [ITU-T G.994.1]. The NPar(2) (Table 11.69 of  
[ITU-T G.994.1]) and SPar(2) (Table 11.70 of [ITU-T G.994.1]) fields corresponding to the ITU-T G.9701 
Spar(1) bit are defined in Table 12-17 and Table 12-18, respectively. For each ITU-T G.9701 SPar(2) bit set to 
ONE, a corresponding NPar(3) field shall also be present (beginning with Table 11.70.1 in clause 9.4 of  
[ITU-T G.994.1]). Table 12-19 shows the definitions and coding for the FTU-R MS NPar(3) fields. 

Table 12-17 – FTU-R MS message NPar(2) bit definitions 

ITU-T G.994.1 NPar(2) bit Definition of NPar(2) bit 

Support of special probe 
sequence 

Set to ONE if and only if this bit is set to ONE in both the last previous CLR message 
and the last previous CL message. If set to ONE, both the FTU-O and the FTU-R shall 
use the special sequence indicated in the last previous CL message during Channel 
Discovery 1-1 and Channel Discovery 1 stages. 

Default CE length Set to ONE if and only if this bit is set to ONE in both the last previous CLR message 
and the last previous CL message. If set to ONE, both the FTU-O and the FTU-R shall 
use the default CE length LCP = m × N/64, where m = 10 and the CE length Spar(2) bit 
shall be set to ZERO. 

Default number of symbol 
periods in TDD Frame 

Set to ONE if and only if this bit is set to ONE in both the last previous CLR message 
and the last previous CL message. If set to ONE, both the FTU-O and the FTU-R shall 
use the default MF value 36 and the number of symbol periods in TDD frame Spar(2) 
bit shall be set to ZERO. 

 

Table 12-18 – FTU-R MS message SPar(2) bit definitions 

ITU-T G.994.1 SPar(2) bit Definition of SPar(2) bit 

Profiles Always set to ONE. 

DS transmission band Always set to ZERO. 

Number of downstream 
symbol positions in TDD 
frame 

Always set to ZERO. 

RFIBANDS Always set to ZERO. 

Duration of Channel 
Discovery 1-1 

Always set to ZERO. 

CE length Shall be set to ONE if and only if this bit is set to ONE in both the last previous CLR 
message and the last previous CL message. If set to ONE, indicates that the CE length 
multiplier to be used by both the FTU-O and the FTU-R shall be communicated in the 
corresponding CE length multiplier NPar(3) field.  

If set to ZERO, the default CE length LCP = m × N/64, where m = 10 shall be used. 

Number of symbol 
periods in TDD frame 

Shall be set to ONE if and only if both the last previous CLR and the last previous CL 
messages have set this bit to ONE. If set to ONE, indicates that the number of symbol 
periods in TDD frame to be used by both the FTU-O and the FTU-R shall be 
communicated in the corresponding NPar(3) field.  

If set to ZERO, the mandatory value of MF = 36 shall be used. 

IARBANDS Always set to ZERO. 

Scrambler seed Always set to ZERO. 

Special probe sequence Always set to ZERO. 

IDS Always set to ZERO. 
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Table 12-18 – FTU-R MS message SPar(2) bit definitions 

ITU-T G.994.1 SPar(2) bit Definition of SPar(2) bit 

Number of SOC symbol 
repetitions (RS) 

Always set to ZERO. 

Number of DS 
initialization data symbols 
(sds)  

Always set to ZERO.  

Downstream RMC offset Always set to ZERO. 

CD time out Shall be set to ONE if and only if this bit is set to ONE in both the last previous CLR 
message and the last previous CL message. If set to ONE, indicates that the 
CD_time_out_1 value and the CD_time_out_2 value to be used by both the FTU-O and 
the FTU-R shall be communicated in the corresponding CD time out 1 and CD time out 
2 NPar(3) fields.  

If set to ZERO, the default CD_time_out_1 value of ten seconds and the default 
CD_time_out_2 value of twenty seconds shall be used. 

 

Table 12-19 – FTU-R MS message NPar(3) bit definitions 

ITU-T G.994.1 SPar(2) bit Definition of NPar(3) bits 

Profiles Each valid profile is represented by one bit in a field of 6 bits. The valid profiles are: 
106a, 106b and 212a. The profile selected by the FTU-R is indicated by setting its 
corresponding bit to ONE. 

CE length multiplier Each bit of this 9-bit field represents a CE length multiplier m, excluding the default 
value 10 (see clause 10.4.4). The FTU-R shall indicate the selected CE length multiplier 
by setting the corresponding bit to ONE. All other bits in this 9-bit field shall be set to 
ZERO.  

The selected CE length multiplier shall be a CE length multiplier that was indicated as a 
supported value in both the last previous CLR message and the last previous CL 
message. 

Number of symbol 
periods in TDD frame 

Each bit of this 6-bit field represents an MF value other than 36. The FTU-R shall 
indicate the selected MF value by setting the corresponding bit to ONE. All other bits of 
this 6-bit field shall be set to ZERO. 

The selected MF value shall be an MF value that was indicated as a supported value in 
both the last previous CLR message and the last previous CL message. 

CD time out 1 This 3-bit field shall be coded as an unsigned integer n=0 to 7, indicating that the 
CD_time_out_1 value that shall be used by both the FTU-O and FTU-R equals (n+1) 
times five seconds. The CD_time_out_1 value indicated shall not exceed the lowest of 
the maximum CD_time_out_1 values indicated in the last previous CLR and the last 
previous CL message. 

NOTE – The maximum CD_time_out_1 value indicated in the CLR message is the highest valid 
value and hence implies no bound on the value indicated in the MS message. 
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Table 12-19 – FTU-R MS message NPar(3) bit definitions 

ITU-T G.994.1 SPar(2) bit Definition of NPar(3) bits 

CD time out 2 This 3-bit field shall be coded as an unsigned integer n=0 to 7, indicating that the 
CD_time_out_2 value that shall be used by both the FTU-O and FTU-R equals (n+1) 
times ten seconds. The CD_time_out_2 value indicated shall not exceed the lowest of 
the maximum CD_time_out_2 values indicated in the last previous CLR and the last 
previous CL message. 

NOTE – The maximum CD_time_out_2 value indicated in the CLR message is the highest valid 
value and hence implies no bound on the value indicated in the MS message. 

12.3.3 Channel discovery phase 

12.3.3.1 Overview 

The channel discovery phase is the first phase when the ITU-T G.9701 signals are exchanged between FTUs. 
The following tasks are completed during the channel discovery phase: 

Cancelling FEXT from joining lines into active lines 

• Timing recovery and selection of pilot tone(s); 

• Establishing communication between the FTU-O and FTU-R over the SOC; 

• Exchange information necessary to set up and adjust modulation parameters (transmit PSD, 
window length, timing advance and others) 

• Selection of blackout subcarriers 

• Cancelling FEXT into joining lines 

• Setting up optimized PSDs for both transmission directions 

The channel discovery phase consists of several stages, all described in the following clauses. 

The following convention is used for the naming of stages of initialization and initialization signals: 

– Stages of initialization are named XXX or O-XXX or R-XXX (e.g., O-VECTOR 1) 

– Initialization signals are named O-P-XXX or R-P-XXX (e.g., O-P-VECTOR 1) 

To synchronize different stages of the procedure (i.e., get stages of the initialization synchronously initiated 
and terminated at both FTU-O and FTU-R), FTU-O sends O-P-SYNCHRO signals. The content of the  
O-P-SYNCHRO signals is defined in clauses 12.3.3.3 and 12.3.4.3 (for O-P-SYNCHRO 6). 

Figure 12-8 shows the details of the early stages of channel discovery phase, specifically the CHANNEL 
DISCOVERY 1-1 and CHANNEL DISCOVERY 1 stages. 
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Figure 12-8 – The details of early stages of the channel discovery phase 

Figure 12-9 shows the details of the later stages of channel discovery phase, specifically the CHANNEL 
DISCOVERY 2 and VECTOR 2 and PARAMETER UPDATE stages. 
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Figure 12-9 – The details of the later stages of the channel discovery phase 
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The detailed descriptions of the SOC messages exchanged and signals transmitted are presented in 
clauses 12.3.3.2 and 12.3.3.3, respectively. 

12.3.3.1.1 O-VECTOR 1 stage 

The FTU-O transmits a probe sequence over joining lines (sync symbols only are transmitted with non-zero 
power). 

NOTE – During this stage, the VCE may estimate downstream crosstalk channel couplings from the joining lines into 
active lines. After transmission of one or more probe sequences, the VCE may compute the new downstream 
precoder coefficients for cancelling crosstalk from joining line(s) into active lines. Based on the computed precoder 
coefficients, the VCE may also compute for all active lines new gains and bit loading. The probe sequence used during 
this stage is determined by the VCE and not communicated to the FTU-R. 

The duration of O-VECTOR 1 is determined by the FTU-O. The FTU-R during this stage is in QUIET mode 
(no transmission). 

12.3.3.1.2 CHANNEL DISCOVERY 1-1 stage 

The FTU-O continues transmission of sync symbols modulated by probe sequence and transmits SOC 
symbols over the first sds-CD-1-1 (see clause 12.3.3.3.3.1) symbol positions of each downstream logical frame 
(starting from the symbol position with index 0). The SOC channel is active during this stage and shall 
transmit O-IDLE. The SOC quadrant scrambler operates in reset mode. 

The probe sequence during this stage is determined during ITU-T G.994.1, based on capability reported 
from the FTU-R of the joining line. This sequence may be different from the one used during O-P-VECTOR 1; 
if special probe sequence is selected during ITU-T G.994.1, it starts with one to four 0-elements. After the 
first four elements, no further 0-elements are allowed. 

The FTU-R is silent during this stage. 

NOTE – This stage is intended for the FTU-R to acquire loop timing, including clock recovery, and symbol and TDD 
frame boundary alignments. It provides FTU-R with signals of predetermined, symbol-by-symbol repeated content 
(SOC IDLE) to facilitate good conditions for timing recovery. Sync symbol boundary alignment and initial frequency 
domain equalizer (FEQ) training may also be performed at this stage. The precoder is active during this stage for 
showtime lines among themselves and for joining lines into the showtime lines. 

The duration of the stage is determined by the FTU-O during ITU-T G.994.1 handshake and may be based 
on previous requests from FTU-Rs of joining lines. The FTU-O sends O-P-SYNCHRO 1-1 to indicate the end of 
the stage. 

When a special probe sequence is used for joining lines, the start of O-P-CHANNEL-DISCOVERY 1-1 of all 
joining lines on which the special probing sequence is enabled shall be aligned. This is necessary to properly 
estimate the downstream direct channel of the joining lines that support special probe sequences. 

12.3.3.1.3 CHANNEL DISCOVERY 1 stage 

The FTU-O continues transmission of sync symbols modulated by probe sequence and transmits SOC 
symbols over the first sds symbol positions of each downstream logical frame. The SOC channel is active 
during this stage; first O-IDLE is transmitted during all downstream SOC symbols of at least eight 
superframes and then the FTU-O transmits O-SIGNATURE message in AR mode. The O-SIGNATURE message 
carries a set of parameters that are required for operation of the FTU-R, such as modulation parameters, 
probe sequences, initial PSD mask and other (see clause 12.3.3.2). 

To increase robustness, every transmitted SOC symbol shall be repeated RS times starting from the 
beginning of the first downstream logical frame of the second superframe of this stage. The number of 
repetitions, RS, is communicated to the FTU-R during the ITU-T G.994.1 handshake. Further, each SOC 
symbol is modulated by a corresponding bit of the IDS (see clause 10.2.2.2). The IDS is communicated to 
FTU-R during the ITU-T G.994.1 handshake. 

The FTU-R synchronizes with the FTU-O and trains the FEQ. After achieving symbol timing and 
synchronization to the TDD frame, the FTU-R attempts to decode the O-SIGNATURE. The FTU-R shall stay 
silent until it successfully decodes O-SIGNATURE. 
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NOTE 1 – The SOC signal uses robust bit mapping, repetitions to operate in the presence of strong FEXT from active 
lines since FEXT from active lines into joining lines is not yet cancelled. The IDS helps to mitigate crosstalk from other 
joining lines. In some cases, effectively only low-frequency tones can be used for receiving O-SIGNATURE.  

NOTE 2 – To align US transmission of a joining line with active lines, the FTU-O sends to the FTU-R the initial value of 
the time gap Tg1' to be applied between upstream and downstream transmissions. The initial value of the time gap is 
indicated in O-SIGNATURE message; the time gap is further updated by the FTU-O during later stages of initialization, 
specifically O-TG-UPDATE message (see clause 12.3.3.2.2) and O-UPDATE message (see clause 12.3.3.2.4). 

NOTE 3 – In O-SIGNATURE, the FTU-O also sends markers that indicate time position of downstream and upstream 
probe sequences in active lines.  

Upon decoding of O-SIGNATURE message, the FTU-R synchronizes to upstream and downstream probe 
sequences, applies parameter settings obtained from O-SIGNATURE message, and transitions to R-VECTOR 
1 stage. 

12.3.3.1.4 R-VECTOR 1 stage 

After detection of R-P-VECTOR 1, the FTU-O shall stop transmitting O-SIGNATURE message and start to 
transmit O-IDLE. 

The FTU-O shall estimate the correction to the initial value of the time gap Tg1' and communicate the 
updated time gap Tg1' to the FTU-R in the O-TG-UPDATE message. The FTU-O transmits the O-TG-UPDATE 
message in AR mode. 

The FTU-O continues transmission of sync symbols modulated by probe sequence and transmission of SOC 
symbols over the first sds symbol positions of each downstream logical frame. The SOC is active and 
continues transmission of O-IDLE followed by the O-TG-UPDATE message until the end of this stage. 

The FTU-R transmits upstream sync symbols only modulated by probe sequence. The content of probe 
sequence, its time position and other transmission parameters shall be those received in O-SIGNATURE. 

NOTE 1 – During this stage, before the upstream symbol alignment becomes sufficiently accurate, upstream FEXT 
channel estimation might not be necessarily used by the FTU-O to estimate an accurate time gap Tg1'.  

Upon receiving the O-TG-UPDATE message, the FTU-R shall transmit upstream sync symbols modulated by 
probe sequence using the updated value of the time gap Tg1' received from the FTU-O in the O-TG-UPDATE 
message. 

NOTE 2 – During this stage, after the upstream symbol alignment becomes sufficiently accurate after its update via 
 O-TG-UPDATE message, all active lines estimate upstream crosstalk channels from the joining lines, and all joining 
lines estimate the direct channel and crosstalk channels from both the active lines and other joining lines. 

After transmission of one or more probe sequences, the VCE may compute the upstream post-canceller 
coefficients for active lines and for joining lines (to cancel crosstalk between all active lines and joining 
line(s)). The necessary FEQ gains for the joining lines and FEQ gain update for active lines are established. 

The FTU-O signals the completion of this stage by sending to the FTU-R an O-P-SYNCHRO 1 signal. After 
completion of this stage, joining lines can transmit upstream SOC symbols without disturbing transmission 
over active lines and crosstalk into joining lines is cancelled in the upstream direction. 

R-VECTOR 1 is a sub-stage of Channel Discovery 1 stage (see Figures 12-8 and 12-9). 

12.3.3.1.5 CHANNEL DISCOVERY 2 stage 

The FTU-O continues transmission of sync symbols modulated by a probe sequence and transmission of 
SOC symbols over the first sds symbol positions of each downstream logical frame. The FTU-R transmits sync 
symbols modulated by probe sequence and SOC symbols over the first sus symbol positions of each 
upstream logical frame. 
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The SOC is active in both upstream and downstream; at the start of the stage both FTU-O and FTU-R 
transmits O-IDLE and R-IDLE, respectively. After transmission of R-IDLE, the FTU-R transmits R-MSG 1 
message that, besides other parameters, communicates to the FTU-O the local estimate of the electrical 
length, and other relevant parameters (see clause 12.3.3.2). The FTU-O acknowledges the reception of 
R-MSG 1 message by transmitting an O-UPDATE message that determines the final value of the electrical 
length, the final correction of time gap Tg1', and the upstream PSD adjustments (see clause 12.3.3.2.4). The 
FTU-R acknowledges reception of O-UPDATE message by sending a R-UPDATE message and continues 
transmission of R-IDLE until the end of the stage. 

The FTU-O determines the duration of the CHANNEL DISCOVERY 2 stage and signals the completion of this 
stage by sending an O-P-SYNCHRO 2 signal. 

12.3.3.1.6  R-VECTOR 1.1 stage 

During R-VECTOR 1.1 stage the FTU-O continues transmission of sync symbols and O-IDLE over the SOC 
channel. The FTU-R transmits only sync symbols modulated by probe sequence using the updated values of 
the time gap Tg1' and updated values of the transmit PSD, based on the information received from the FTU-
O in the O-UPDATE message. 

NOTE – During this stage, the VCE may repeat the procedures used during the R-VECTOR 1 stage to accommodate a 
new value of Tg1' and upstream PSD, and: 

– may estimate crosstalk between all active and all joining lines; 

– may compute updates of post-canceller coefficients. 

At the end of the stage, post-canceller coefficients, FEQ gains and bit loading (except joining lines) are 
updated for all active and joining lines. 

The FTU-O determines the duration of the R-VECTOR 1.1 stage and signals the completion of this stage by 
sending an O-P-SYNCHRO 3 signal. 

12.3.3.1.7  VECTOR 2 stage 

The FTU-O continues transmission of sync symbols modulated by probe sequence and SOC symbols over 
the first sds symbol positions of each downstream logical frame. The SOC is active; the FTU-O first transmits 
O-IDLE and then FTU-O transmits the O-VECTOR-FEEDBACK message that communicates to the FTU-R the 
requested parameters of the VF sample report and the new upstream SOC tone repetition rate. 

The FTU-R transmits sync symbols modulated by the probe sequence and SOC symbols over the first sus 
symbol positions in each upstream logical frame (see field 19 of O-SIGNATURE message in Table 12-20 in 
clause 12.3.3.2.1). The SOC is active; the FTU-R first transmits R-IDLE, and upon reception of  
O-VECTOR-FEEDBACK message, the FTU-R sends an R-ACK message to indicate correct reception of the 
message. Upon reception of the R-ACK message, the FTU-O transmits an O-P-SYNCHRO 3-1 signal. Upon 
reception of the O-P-SYNCHRO-3-1 signal, the FTU-R starts transmission of a sequence of R-VECTOR-
FEEDBACK messages containing either clipped error samples or DFT output samples with parameters as 
requested by the FTU-O and with the SOC modulation using the requested upstream SOC tone repetition 
rate. 

NOTE – By using the vectoring feedback, the VCE may estimate downstream crosstalk from the active lines into the 
joining lines and between joining lines, and computes precoder coefficients to cancel the crosstalk from active lines 
into the joining lines and between joining lines. Based on the computed precoder coefficients, the VCE may compute 
for all lines PSD updates, new gains and new bit loading for active lines (if required). 

At the end of the stage, the VCE applies precoder coefficients and PSD updates to all active and joining 
lines.  
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The FTU-O determines the duration of the VECTOR 2 stage and indicates the completion of this stage by 
sending an O-P-SYNCHRO 4 signal. After completion of this stage, any joining lines can transmit 
downstream and upstream data symbols without disturbing transmission over active lines and with 
crosstalk from active lines and other joining lines cancelled. 

12.3.3.1.8  PARAMETER UPDATE stage 

The FTU-O transmits sync symbols modulated by probe sequence and SOC symbols over the first sds symbol 
positions of each downstream logical frame. The FTU-R transmits sync symbols modulated by probe 
sequence and SOC symbols over the first sus symbol positions of each upstream logical frame. The stage is 
divided into two sub-stages using signals O/R-P-PRM-UPDATE 1 and O/R-P-PRM-UPDATE 2. Division into 
two stages allows applying different downstream SOC settings before and after SNR measurements. 

The SOC channel is active in both directions. First, both FTU-O and FTU-R transmit O-IDLE and R-IDLE, 
respectively, and then FTU-O and FTU-R exchange SOC messages O-SNR, R-SNR followed by SOC messages 
O-PRM, R-PRM to update transmission parameters of FTU-O and FTU-R that includes final set of active 
subcarriers (MEDLEYus, MEDLEYds), final PSDs for upstream and downstream (MREFPSDus and 
MREFPSDds), final set of blackout subcarriers, number of pilot symbols, and other parameters (see clause 
12.3.3.2). 

NOTE – During this stage, the VCE may compute the necessary updates of PSD and gains for both active lines and 
joining lines to perform downstream spectrum optimization. For spectrum optimization the VCE may use the channel 
estimation, precoder coefficients, and SNR values received from the FTU-R. The VCE may also compute the 
corresponding adjustments in bit loading for all active lines. Implementation of these adjustments may require an OLR 
in active lines. A time period is assigned at the beginning of the stage for accurate SNR measurement and later for 
downstream PSD optimization. 

The FTU-O terminates this phase by sending O-P-SYNCHRO 5 signal. 

12.3.3.2 SOC messages transmitted during channel discovery phase  

The SOC message exchange during the channel discovery phase is presented in Figure 12-10, which also 
shows the main content/tasks of each message. The detailed definition of each message is presented in 
clauses 12.3.3.2.1 to 12.3.3.2.10. 
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Figure 12-10 – SOC message exchange during the channel discovery phase 
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12.3.3.2.1  O-SIGNATURE 

The O-SIGNATURE message indicates to the FTU-R all main transmission parameters to be used during the 
initialization. 

Table 12-20 – O-SIGNATURE message 

Field  Field name Format 

1 Message descriptor Message code  

2 Supported subcarriers in the downstream direction (SUPPORTEDCARRIERSds 
set) TX and RX bands 

descriptor 3 Supported subcarriers in the upstream direction (SUPPORTEDCARRIERSus 
set) 

4 Downstream transmit PSD mask (PSDMASKds)  

PSD descriptor 5 Upstream transmit PSD mask (PSDMASKus)  

6 Channel discovery downstream PSD (CDPSDds) 

7 Parameters for UPBO reference PSD (UPBOPSD)  Three bytes 

8 Downstream minimum SNR margin (MINSNRMds)  Two bytes 

9 Downstream target SNR margin (TARSNRMds) Two bytes 

10 Downstream transmit window length (ds) One byte 

11 Initial value of the time gap Tg1' Two bytes 

12 Upstream probe sequence length (Nprobe_us) One byte 

13 Upstream probe sequence descriptor Variable 

14 Reference superframe count Two bytes 

15 Downstream probe sequence length One byte 

16 Downstream probe sequence descriptor Variable 

17 Time marker indicating the start of upstream probe sequence  One byte 

18 Time marker indicating the start of downstream probe sequence  One byte 

19 Number of upstream data symbols (sus) to be used during the initialization One byte 

20 Upstream RMC offset One byte 

21 UPBO reference electrical length (UPBOKLREF) One byte 

22 Number of downstream initialization data symbols for SNR estimation (Sds_snr) One byte 

23 Upstream maximum aggregate transmit power (MAXATPus) 2 bytes 

Field 1 "Message descriptor" is a unique one-byte code (0016) that identifies the message. See Table 12-7 
for a complete list of codes. 

Field 2 "Supported subcarriers in the downstream direction (SUPPORTEDCARRIERSds)" conveys indices of 
all subcarriers that are allocated for transmission in the downstream direction, expressed as a set of bands. 
Each band is a group of SUPPORTEDCARRIERSds with consecutive indices. The field shall be formatted as 
"band descriptor", using the format shown in Table 12-21.  

Field 3 "Supported subcarriers in the upstream direction (SUPPORTEDCARRIERSus)" conveys indices of all 
subcarriers that are allocated for transmission in the upstream direction, expressed as a set of bands. Each 
band is a group of SUPPORTEDCARRIERSus with consecutive indices. The field shall be formatted as "bands 
descriptor", using the format shown in Table 12-21. 
  



2 Transport aspects   
 

914 

Table 12-21 – Bands descriptor 

Byte Content of field 

1 Number of bands to be described.  

2-4 Bits 0-11: Index of the start subcarrier in band 1 (lowest frequency of band 1). 

Bits 12-23: Index of the stop subcarrier in band 1 (highest frequency of band 1).  

5-7 

(if applicable) 

Bits 0-11: Index of the start subcarrier in band 2 (lowest frequency of band 2). 

Bits 12-23: Index of the stop subcarrier in band 2 (highest frequency of band 2). 

etc. etc. 

NOTE – All values shall be represented as unsigned binary integers. 

The first byte of the descriptor shall contain the number of bands being specified. This number can be from 
one to 32, inclusive. Each group of three consecutive bytes shall describe the start and the stop subcarrier 
index of the band, both in the range between 43 and 4 095, inclusive.  

Field 4 "Downstream transmit PSD mask (PSDMASKds)", indicates the PSD mask that is allowed in the 
downstream direction expressed as a set of breakpoints. The "PSD descriptor" format specified in 
Table 12-22 shall be used.  

Table 12-22 – PSD descriptor 

Byte Content of field 

1 Number of breakpoints being described. 

2-4 Bits 0-11: Subcarrier index of the first breakpoint being described (lowest frequency).  

Bits 12-23: PSD level in steps of 0.1 dB with an offset of −140 dBm/Hz.  

5-7 Bits 0-11: Subcarrier index of second breakpoint being described. 

Bits 12-23: PSD level in steps of 0.1 dB with an offset of −140 dBm/Hz. 

etc. etc. 

NOTE 1 – The breakpoints shall be listed in ascending order of subcarriers indices. 

NOTE 2 – All values shall be represented as unsigned binary integers. 

The first byte of the descriptor shall contain the number of breakpoints being specified in the range 
between two and 32, inclusive. Each group of three consecutive bytes shall describe one breakpoint as a 
PSD value at a certain subcarrier index. For example, a field value of 32040016 means a PSD of 32016 × 0.1 − 
140 = −60 dBm/Hz on subcarrier index 40016 = 1 024. 

The FTU-O shall comply with the conveyed PSD mask at all times. In addition, FTU-O shall comply with the 
requirements in the RFI bands and IAR bands determined during the ITU-T G.994.1 handshake phase, as 
specified in clause 12.3.2.1. The PSD level of intermediate unspecified subcarriers shall be obtained using a 
linear interpolation between the given PSD points (in dBm/Hz) with the frequency axis expressed in a linear 
scale. 

The specified breakpoints may be either determined by the DPU-MIB or vendor discretionary. 

NOTE 1 – Breakpoints should be selected such that the PSD between the breakpoints obtained using linear 
interpolation is sufficiently close to the PSD that is being described. 

Field 5 "Upstream transmit PSD mask (PSDMASKus)" indicates the PSD mask allowed in the upstream 
direction expressed as a set of breakpoints. The "PSD descriptor" format specified in Table 12-22 shall be 
used and the number of breakpoints described shall be limited to ≤ 32.  
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The FTU-R shall comply with the conveyed PSD mask at all times. In addition, FTU-R shall comply with the 
requirements in the RFI bands and IAR bands determined during the ITU-T G.994.1 handshake phase, as 
specified in clause 12.3.2.1, and with the UPBO requirements, which may further reduce the upstream 
transmit PSD, as specified in clause 7.3.1.4. 

Field 6 "Channel discovery downstream PSD (CDPSDds)" indicates the PSD at the U interface in the 
downstream direction during the early stages of the channel discovery phase (see clause 12.3.3.3) using 
breakpoints. The "PSD descriptor" format specified in Table 12-22 shall be used, and the number of 
breakpoints being described shall be from 2 to 32. The only valid PSD values obtained by the receiver using 
the interpolation procedure specified are for those subcarriers that belong to the SUPPORTEDCARRIERSds 
set, excluding the RFIBANDS and IARBANDS communicated during the ITU-T G.994.1 handshake phase; PSD 
values out of this set shall be ignored by the receiver. The valid CDPSDds values shall be below the 
downstream transmit PSD mask (Field 4). The FTU-O shall set the CDPSDds breakpoints such that the valid 
values of CDPSDds obtained by the receiver either directly or by interpolation do not deviate from the 
actual values of the transmit PSD, as measured on the reference impedance at the U interface, by more 
than 1 dB. If 32 breakpoints are insufficient to describe the entire SUPPORTEDCARRIERSds set, the field 
shall indicate the CDPSDds starting from the lowest index of the SUPPORTEDCARRIERSds set and cover as 
much spectrum as possible. 

Field 7 "UPBO reference PSD (UPBOPSD)" contains the parameters to compute the reference PSD that shall 
be used for the calculation of UPBO as specified in clause 7.3.1.4. A set of UPBOPSD parameters (a′, b′) is 
defined for the entire upstream band. The values of a′ and b′ shall be coded as 12-bit unsigned integers and 
formatted as shown in Table 12-23. 

Table 12-23 – UPBOPSD descriptor 

Byte Content of field 

1-3 bits 0-11: value of a′  

bits 12-23: value of b′  

The value of a is obtained by multiplying a′ by 0.01 and adding it to 40. The range of values for a is between 
40 and 80.95. The value of b is obtained by multiplying b′ by 0.01. This allows values of b between 0 and 
40.95 (see clause 7.3.1.4). In case UPBO shall not be applied, all 12 bits representing values a′ and b′ shall 
be set to ZERO (which corresponds to a = 40, b = 0). 

Field 8 "Downstream minimum SNR margin (MINSNRMds)" is the minimum SNR margin the FTU-R shall 
tolerate. MINSNRMds is used by the FTU-R in the generation of a loss-of-margin (lom) defect 
(see clause 11.3.1.3). The field shall be formatted as a 16-bit unsigned integer with LSB weight of 0.1 dB and 
a valid range between 0 and 31 dB. 

Field 9 "Downstream target SNR margin (TARSNRMds)" indicates the target SNR margin of the FTU-R 
receiver. This is the SNRM value that the FTU-R receiver shall achieve, or better, to successfully complete 
the initialization. The format used shall be the same as for field 8. 

Field 10 "Downstream transmit window length (ds)" shall contain the length of the downstream transmit 

window, (ds), expressed in samples at the reference sampling rate 2N × Δf corresponding to the used IDFT 
size. The valid values shall be as defined in clause 10.4.4 and coded as an eight-bit unsigned integer. 

Field 11 "Initial value of the time gap Tg1'" indicates the time gap Tg1' to be used by the FTU-R at the start of 
R-P-VECTOR 1 stage. The value shall be expressed in number of samples at the reference sampling rate 

(2N x f) corresponding to the used IDFT size (N). The value shall be represented as a 16-bit unsigned 
integer.  

NOTE 2 – The initial value of the time gap is determined by the VCE to cover the expected range of the loop length for 
a particular DP. An initial value that corresponds to maximum expected loop length is recommended. 
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Field 12 "Upstream probe sequence length (Nprobe_us) " defines the length of the upstream probe 
sequence (Nprobe_us, see clause 10.2.2.1). The valid values are all multiples of four in the range from four 
to 128. The field shall be represented as an unsigned integer. 

Field 13 "Upstream probe sequence descriptor" defines the probe sequence allocated by the VCE to be 
modulated on the upstream sync symbols. The format is a binary string of length 2×Nprobe_us bits (see 
clause 10.2.2.1), with the first element of the probe sequence (element with index zero) mapped on bits 
[1:0] of the first byte in this field, second element mapped on bits [3:2] of the first byte of this field, etc., 
and the last element of the probe sequence (element index Nprobe_us – 1) mapped on the two MSBs of 
the last byte of the field. The bytes shall be transmitted in the order of increasing indices, i.e., the byte 
containing the element with index 0 is transmitted first. The length of the field shall be derived from Field 
12 as Nprobe_us/4 bytes. The elements of the probe sequence shall be represented: 

00 – for 0 

01 – for 1 

10 – for -1 

11 – invalid. 

Field 14 "Reference superframe count" carries the superframe count (CNTSF) of the superframe in which O-
P-SYNCHRO 1-1 signal was sent. The count shall be represented as a 16-bit unsigned integer. 

Field 15 "Downstream probe sequence length" defines the length of the downstream probe sequence 
(Nprobe_ds, see clause 10.2.2.1). The valid values are all multiples of four in the range from four to 128. 
The field shall be represented as an unsigned integer.  

Field 16 "Downstream probe sequence descriptor" defines the probe sequence allocated by the VCE to be 
modulated on the sync symbols from the beginning of the O-P-CHANNEL DISCOVERY 2 signal. The format is 
a binary string of length 2×Nprobe_ds bits, with the first element of the probe sequence (element with 
index 0) mapped on bits [1:0] of the first byte in this field, second element mapped on bits [3:2] of the first 
byte of this field, etc., and the last element of the probe sequence (element index Nprobe_ds – 1) mapped 
on the two MSBs of the last byte of the field. The bytes shall be transmitted in the order of increasing 
indices, i.e., the byte containing the element with index 0 is transmitted first. The length of the field shall be 
derived from field 15 as Nprobe_ds/4 bytes. The elements of the probe sequence shall be represented: 

00 – for 0 

01 – for 1 

10 – for -1 

11 – invalid. 

Field 17 "Time marker indicating the start of upstream probe sequence" indicates the index of the 
upstream probe sequence element that would have been transmitted at the superframe in which 
O-P-SYNCHRO 1-1 signal was sent (assuming that the length of probe sequence is as defined in field 12). 
The index shall be represented as an unsigned integer in the range from 0 to 127. 

Field 18 "Time marker indicating the start of downstream probe sequence" indicates the index of the 
downstream probe sequence element that was transmitted at the superframe in which the O-P-SYNCHRO 
1-1 signal was sent (assuming that the length of probe sequence is as defined in field 15). The index shall be 
represented as an unsigned integer in the range from 0 to 127. 

Field 19 "Number of upstream data symbols (sus) to be used during the initialization" indicates the value of 
sus to be used by the FTU-R during the channel discovery phase, as defined in clause 12.3.3.3.5.2. It shall be 
represented as a 6-bit unsigned integer in the range from 3 to Mus. 

Field 20 "Upstream RMC offset" indicates the upstream RMC offset (see clause 10.5.1) represented in 

number of symbols as a 6-bit unsigned integer. The valid range and settings shall comply with the 
condition described in clause 10.5.1 using the value of Mds indicated in the ITU-T G.994.1 CL message. 
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Field 21 "UPBO reference electrical length (UPBOKLREF)" contains the kl0_REF parameter for the calculation 
of UPBO as specified in clause 7.3.1.4.2.2 for the entire upstream band. 

The value shall be coded as an eight-bit unsigned integer with a LSB weight of 0.1 dB. The valid range of 
values is from 0 to 25.5 dB with a 0.1 dB step. The use of the special value 0 is described in 
clause 7.3.1.4.2.2. 

Field 22 "Number of downstream initialization data symbols for SNR estimation (Sds_snr)" conveys the 
number of downstream data symbols in a logical frame that may be used during the initialization for SNR 
estimation starting from the O-P-PRM-UPDATE 1. The value of Sds-snr shall be higher or equal to downstream 
MNDSNOI. The value shall be coded as an eight-bit unsigned integer. The valid range of values is  
from 4 to 32. 

NOTE – The DRA should configure the other showtime lines in the vectoring group to transmit at least Sds-snr data 
symbols during the first symbol positions in the downstream logical frame. 

Field 23 "Upstream Maximum Aggregate Transmit Power (MAXATPus)" is the maximum value of 
the aggregate transmit power during initialization and the maximum value of the ACTATPus 
(see clause 11.4.1.5) during showtime that the FTU-R shall be allowed to transmit. The field shall 
be formatted as a 16-bit signed integer with LSB weight of 0.1 dBm and a valid range from –31 to 
31 dBm. 

12.3.3.2.2  O-TG-UPDATE 

The O-TG-UPDATE message provides the FTU-R with an update for Tg1' time gap value. 

Table 12-24 – O-TG-UPDATE message 

Field  Field name Format 

1 Message descriptor Message code  

2 Time gap correction (ΔTg1') Two bytes 

Field 1 "Message descriptor" is a unique one-byte code (0116) that identifies the message. See Table 12-7 
for a complete list of codes. 

Field 2 "Time gap correction (ΔTg1')" indicates the correction of the time gap Tg1' relative to the current Tg1' 
value expressed in number of samples at the reference sampling rate corresponding to the used IDFT size. 
The new value of Tg1' is equal to the current value of Tg1' plus ΔTg1'. The value shall be encoded in a 16-bit 
field using two’s complement format.  

12.3.3.2.3  R-MSG 1 

The R-MSG 1 message provides FTU-O with FTU-R parameters that are relevant to continue the 
initialization.  

Table 12-25 – R-MSG 1 message 

Field  Field name Format 

1 Message descriptor Message code 

2 Estimate of electrical length Two bytes 

3 Startup upstream PSD (STARTPSDus) PSD descriptor 

4 Upstream transmit window length (us) One byte 

5 DS SOC symbol repetition rate (R) One byte 

6 DRR configuration data Two bytes 
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Field 1 "Message descriptor" is a unique one-byte code (8016) that identifies the message. See Table 12-7 
for a complete list of codes. 

Field 2 "Estimate of electrical length" conveys the estimate of the electrical length, expressed in dB (see 
clause 7.3.1.4.2.1), as determined by the FTU-R. The value shall be coded as a 16-bit number with LSB 
weight of 0.1dB. The valid range of the electrical length is from 0 dB to 128 dB in 0.1 dB steps. Using this 
estimate of the electrical length, the FTU-R shall derive the initial upstream power back-off mask 
(UPBOMASK), as described in clause 7.3.1.4.2.2. 

Field 3 "Startup upstream PSD (STARTPSDus)" indicates the PSD at the U interface transmitted in the 
upstream direction during the Channel Discovery 1 stage. The "PSD descriptor" format specified in Table 
12-22 shall be used, and the number of breakpoints being described shall be from 2 to 32. The only valid 
PSD values obtained by the receiver using the interpolation procedure specified are those for subcarriers 
that belong to the SUPPORTEDCARRIERSus set, excluding the RFIBANDS and IARBANDS communicated 
during the ITU-T G.994.1 handshake phase; PSD values out of this set shall be ignored by the receiver. The 
STARTPSDus values shall be less than or equal to the PSDMASKus (field 5 of O-SIGNATURE message), and 
below the initial UPBOMASK that corresponds to the electrical length value defined in field 2. The valid 
values of STARTPSDus, either those which are directly communicated or those obtained at the receiver by 
interpolation, shall not deviate from the actual value of the transmit PSD, as measured in the reference 
impedance at the U interface, by more than 1 dB. 

Field 4 "Upstream transmit window length (us)" contains the length of the transmit window that shall be 
used in the upstream direction during the initialization and showtime. The value shall be expressed in the 
samples of the upstream sampling rate corresponding to the profile used (communicated during the ITU-T 
G.994.1 handshake phase). The range of valid values and format shall be the same as for field 10 of the 
O-SIGNATURE message. 

Field 5 "DS SOC symbol repetition rate (R)" indicates the recommended DS SOC symbol repetition rate to 
be used in subsequent initialization procedures (valid values are defined for the ITU-T G.994.1 handshake – 
see Table 12-10). A special value FF16 indicates that FTU-R has no particular recommendation. 

Field 6 "DRR configuration data" is two bytes long and conveys the FTU-R DRR configuration data (as 
received from the L2+ function at the FTU-R). Based on this information, the DRA determines the size (NRM) 
of the resources metric in the RMC upstream dynamic resource report (DRRus) command sent in the 
upstream RMC (see Table 9-17). The DRA includes the value of NRM in DRRus.request (NDRR, NRM) sent to the 
FTU-O (see Table 8-3). The FTU-O may use the value of NRM to determine the upstream KRMC to be conveyed 
in O-PMS message. The DRR configuration data shall be represented as two-byte field, formatted as defined 
in Table Y.2. 

12.3.3.2.4  O-UPDATE 

The O-UPDATE message is a response to R-MSG 1 message. It provides the FTU-R with an update for 
transmission parameters. 

Table 12-26 – O-UPDATE message 

Field  Field name Format 

1 Message descriptor Message code  

2 Final electrical length Two bytes 

3 Upstream PSD ceiling (MAXMASKus) Two bytes 

4 Final time gap correction (ΔTg1') Two bytes 

Field 1 "Message descriptor" is a unique one-byte code (0216) that identifies the message. See Table 12-7 
for a complete list of codes. 

Field 2 "Final electrical length" contains the electrical length expressed in dB (see clause 7.3.1.4.2.2) that 
the FTU-R shall use to set its upstream PSD starting from the R-P-VECTOR 1-1 signal of initialization. The 
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value shall be coded as a 16-bit number. The valid range of values is from 0 dB to 128 dB with a 0.1 dB step. 
This value may be same or different from the value reported by the FTU-R in R-MSG 1 message and shall be 
used by the FTU-R to determine the final UPBOMASK, as specified in clause 7.3.1.4.2.2. This updated 
UPBOMASK shall be used to form the upstream PSD mask applied to CDPSDus and MREFPSDus (field 3 of R-
UPDATE message and field 3 of R-PRM message). 

Field 3 "Upstream PSD ceiling (MAXMASKus)" indicates the PSD ceiling level of the upstream transmit PSD 
mask. If this level is lower than the PSDMASKus indicated in O-SIGNATURE, the FTU-R shall apply this ceiling 
level to PSDMASKus. Otherwise, the FTU-R shall ignore this field and continue with PSDMASKus. This ceiling 
level shall be used to form the upstream PSD mask applied to CDPSDus and MREFPSDus (field 3 of R-
UPDATE message and field 3 of R-PRM message). This field shall be coded as a 16-bit value with LSB weight 
of -0.1dB. The valid range is from 0dBm/Hz to –90 dBm/Hz. A special value 100016 shall indicate no limit to 
the upstream PSD ceiling level (under the constraints of the upstream transmit PSD mask). 

Field 4 "Final time gap correction ΔTg1'" indicates the final correction of the time gap Tg1' relative to the 
current Tg1' value expressed in samples, at the sampling rate corresponding to the used IDFT size. The new 
value of Tg1' is equal to the current value of Tg1' plus ΔTg1'. The value shall be encoded in a 16-bit field using 
two’s complement format. 

12.3.3.2.5  R-UPDATE 

The R-UPDATE message is a response to an O-UPDATE message. It provides the FTU-O with updated 
parameters. 

Table 12-27 – R-UPDATE message 

Field  Field name Format 

1 Message descriptor Message code  

2 Downstream PSD ceiling (MAXMASKds) Two bytes 

3 Channel Discovery upstream PSD (CDPSDus) PSD descriptor 

Field 1 "Message descriptor" is a unique one-byte code (8116) that identifies the message. See Table 12-7 
for a complete list of codes. 

Field 2 "Downstream PSD ceiling (MAXMASKds)" indicates the PSD ceiling level of the downstream transmit 
PSD mask. If this level is lower than the PSDMASKds indicated in O-SIGNATURE, the FTU-O shall apply this 
new ceiling level to PSDMASKds. Otherwise, the FTU-O shall ignore this field and continue with 
PSDMASKds. This ceiling level shall be used to form the downstream PSD mask applied to V2PSDds. This 
field shall be coded as a 16-bit value with LSB weight of -0.1dB. The valid range is from 0dBm/Hz to 
−90 dBm/Hz. A special value 100016 shall indicate no limit to the downstream PSD ceiling level (under the 
constraints of the downstream transmit PSD mask). 

Field 3 "Channel Discovery upstream PSD (CDPSDus)" indicates the PSD at the U interface transmitted in 
the upstream direction during the R-VECTOR 1.1 stage. The "PSD descriptor" format specified in Table 
12-22 shall be used, and the number of breakpoints being described shall be from two to 32. The only valid 
PSD values obtained by the receiver using the interpolation procedure specified are those for subcarriers 
that belong to the SUPPORTEDCARRIERSus set, excluding the RFIBANDS and IARBANDS communicated 
during the ITU-T G.994.1 handshake phase; PSD values out of this set shall be ignored by the receiver. The 
CDPSDus values shall be below the PSDMASKus (field 5 of O-SIGNATURE message) updated by applying the 
upstream PSD ceiling MAXMASKus, and below the final UPBOMASK that corresponds to the electrical 
length value defined in field 2 of O-UPDATE message. The valid values of CDPSDus, either those which are 
directly communicated or those obtained at the receiver by interpolation, shall not deviate from the actual 
value of the transmit PSD, as measured in the reference impedance at the U interface, by more than 1 dB. 

12.3.3.2.6  O-VECTOR-FEEDBACK 

The O-VECTOR-FEEDBACK message defines the required parameters of vectoring feedback report. 
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Table 12-28 – O-VECTOR-FEEDBACK message 

Field  Field name Format 

1 Message descriptor Message code 

2 Vectoring report control parameters  Vectoring report configuration 
descriptor 

3 Reference superframe count Two bytes 

4 US SOC tone repetition rate (pus) One byte 

5 VFRB update parameters (q, s and reporting mode)  One byte 

6 VFRB shift period (z)  One byte 

7 Vectored bands Variable 

Field 1 "Message descriptor" is a unique one-byte code (0316) that identifies the message. See Table 12-7 
for a complete list of codes. 

Field 2 "Vectoring feedback report control parameters" indicates values of the vectoring feedback report 
control parameters requested by the FTU-O for the FTU-R to apply in the vectoring feedback report. The 
format of the control parameters shall be as defined in the vectoring feedback report configuration 
descriptor, Table 11-41. 

Field 3 "Reference superframe count" indicates the superframe count from which the report shall start 
(CNTSF0

), as defined in clause 10.3.2.5.2. The count shall be represented as a two-byte unsigned integer. 

Field 4 "US SOC tone repetition rate (pus)" indicates the tone repetition rate (pus) of SOC normal bit mapping 
to be used by the FTU-R for vectoring feedback reporting in the subsequent R-VECTOR-FEEDBACK message. 
The field shall contain the upstream value pus defined in clause 10.2.2.2.1, represented as an unsigned 
integer. 

Field 5 "VFRB update parameters (q, s and reporting mode)" indicates control parameters q (VF sample 
update period) and s (frequency shift step) facilitating, respectively, VFRB time identification 
(see clause 10.3.2.5.2) and VFRB frequency identification (see clause 10.3.2.5.1). Bits [3:0] indicate the 
value of q represented as an unsigned integer, and bits [7:5] indicate the value of s represented as an 
unsigned integer. Bit [4] indicates the reporting mode. If set to 1, the VFRB shall contain DFT output 
samples, otherwise the VFRB shall contain clipped error samples. Other bits are reserved by ITU-T. 

Field 6 "VFRB shift period (z)" indicates control parameter facilitating VFRB time identification 
(see clause 10.3.2.5.2), represented as an unsigned integer. 

Field 7 "Vectored bands" describes the number of vectored bands and the start and stop frequencies of the 
vectored bands requested in VFRB represented in a format of band descriptor (see Table 12-21). The size of 
the field depends on the number of reported vectored bands. 

12.3.3.2.7  R-ACK 

R-ACK is a one-byte SOC message that acknowledges correct reception of the O-VECTOR-FEEDBACK 
message. The format shall be as defined in Table 12-29. 

Table 12-29 – R-ACK message 

Field   Field name Format 

1 Message descriptor Message code 

Field 1 "Message descriptor" is a unique one-byte code (8216) that identifies the message. See Table 12-7 
for a complete list of codes. 



Transport aspects  2 
 

921 

12.3.3.2.8  R-VECTOR-FEEDBACK 

The R-VECTOR-FEEDBACK message delivers the vectoring feedback report. While receiving O-P-VECTOR 2 
the FTU-R should avoid changing receiver parameters that may have an impact on the vectoring feedback 
reporting. 

NOTE – Receiver parameters may include FEQ. 

Table 12-30 – R-VECTOR-FEEDBACK message 

Field  Field name Format 

1 Message descriptor Message code  

2 Superframe count Two bytes 

3 Vectoring feedback data N_VFRB bytes 

Field 1 "Message descriptor" is a unique one-byte code (8316) that identifies the message. See Table 12-7 
for a complete list of codes. 

Field 2 "Superframe count" indicates the count of the superframe of the sync symbol to which the report 
relates. The count shall be represented as a 16-bit unsigned integer.  

Field 3 "Vectoring feedback data" indicates the reported set of VF samples requested by the FTU-O with 
parameters defined in fields 2, 5, 6 and 7 of the O-VECTOR-FEEDBACK message. The reported VF data shall 
use the VFRB format defined in clause 10.3.2.4.1. 

12.3.3.2.9  O-SNR 

The O-SNR message requests the downstream SNR. 

Table 12-31 – O-SNR message 

Field  Field name Format 

1 Message descriptor Message code  

2 Request for downstream SNR SNR request descriptor 

Field 1 "Message descriptor" is a unique one-byte code (0416) that identifies the message. See Table 12-7 
for a complete list of codes. 

Field 2 "Request for downstream SNR" indicates the set of subcarriers for which the downstream SNR 
report shall be delivered in R-SNR message. The requested set of subcarriers for which SNR shall be 
reported shall have a format as presented in Table 12-32. 

Table 12-32 – SNR request descriptor 

Byte Content of field 

1 Number of bands SNR shall be reported. 

Valid values are from 0 to 8. 

2-4 Bits 0-11: index of the lowest frequency tone of band 1 

Bits 12-23: index of highest frequency tone of band 1 

5-7 (if applicable) Bits 0-11: index of the lowest frequency tone of band 2 

Bits 12-23: index of highest frequency tone of band 2 

etc. etc. 
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12.3.3.2.10  R-SNR 

The R-SNR message reports the downstream SNR. 

Table 12-33 – R-SNR message 

Field  Field name Format 

1 Message descriptor Message code  

2 Downstream SNR report NSNR bytes, where NSNR is the number of 
subcarriers on which the SNR is requested 
in field#2 of the O-SNR message. 

3 DS SOC tone repetition rate (pds) One byte 

4 BLACKOUTds set  Tone descriptor 

Field 1 "Message descriptor" is a unique one-byte code (8416) that identifies the message. See Table 12-7 
for a complete list of codes. 

Field 2 "Downstream SNR report" contains the downstream SNR report requested by the FTU-O in the 
format defined for the O-SNR message. The reported value of the SNR for a particular subcarrier shall be 
coded as an eight-bit unsigned integer A using the rule SNR = −32 + (A/2) dB. This format supports SNR 
range from -32dB to +95dB with the granularity of 0.5 dB. Values of SNR that exceed 95 dB shall be 
reported as 95 dB and values of SNR that are lower than -32 dB shall be reported as  
–32 dB. The bytes representing SNR(k) values for different subcarriers shall be transmitted in ascending 
order of subcarrier index k, for the set as requested in field 2 of the O-SNR message. Subcarriers in the set 
for which SNR estimation is not available shall be set to FF16. The values of SNR for the subcarriers that are 
not in the set shall not be reported. 

Field 3 "DS SOC tone repetition rate (pds)" indicates the tone repetition rate (pds) of SOC normal bit mapping 
to be used by the FTU-O in subsequent SOC messages. The field shall contain the downstream value pds 
defined in clause 10.2.2.2.1, represented as an unsigned integer.  

Field 4 "BLACKOUTds set" indicates the set of downstream blackout subcarriers using a tone descriptor 
format presented in Table 12-34. 

Table 12-34 – Tone descriptor 

Byte Content of field 

1 Number of tones 

2 to 4 (if applicable) Bits 0-11: index of tone 1 

Bits 12-23: index of tone 2 

5 to 7 (if applicable) Bits 0-11: index of tone 3 

Bits 12-23: index of tone 4 

etc. (if applicable) etc. 

The first byte of the tone descriptor shall contain the number of tones selected by the FTU-R. If this number 
is zero, there shall be no further bytes in the descriptor. If the number of tones is not equal to zero, each 
group of three consecutive bytes in the descriptor describes two tones. For example, a field value 40020016 
means tone 20016 = 512 and tone 40016 = 1 024. If the number of tones is odd, the last 12 bits in the last 
field shall be set to ZERO. The FTU-O shall support 255 downstream blackout subcarriers. 
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12.3.3.2.11  O-PRM 

The O-PRM message provides the FTU-R parameter update. 

Table 12-35 – O-PRM message  

Field  Field name Format 

1 Message descriptor Message code  

2 Proposed MEDLEY set of active US subcarriers Band descriptor 

3 Final MEDLEY set of active DS subcarriers  Band descriptor 

4 FTU-R Rx gain update Gain descriptor 

5 BLACKOUTus set Tone descriptor 

6 US reference PSDMASK (MREFPSDMASKus) PSD descriptor 

7 Request for retrain One byte 

Field 1 "Message descriptor" is a unique one-byte code (0516) that identifies the message. See Table 12-7 
for a complete list of codes. 

Field 2 "Proposed MEDLEY set of active US subcarriers" includes a complete set of upstream MEDLEY 
subcarriers using the band descriptor presented in Table 12-21, along with all subcarriers from the 
BLACKOUTus set (field 5) that fall within the range of frequencies for the included complete set of 
upstream MEDLEY subcarriers. This set is proposed to the FTU-R to constrain the upstream MEDLEY set. 

Field 3 "Final MEDLEY set of active DS subcarriers" includes a complete set of downstream MEDLEY 
subcarriers using the band descriptor presented in Table 12-21, along with all subcarriers from the 
BLACKOUTds set (R-SNR message, field 4) that fall within the range of frequencies for the included 
complete set of downstream MEDLEY subcarriers. The final MEDLEY set of active DS subcarriers shall 
consist of all subcarriers included in this field except the BLACKOUTds subcarriers. 

Field 4 "FTU-R Rx gain update" indicates the gain compensation factor per subcarrier to be applied by the 
FTU-R to its receiver stage to accommodate the transition from PRMPSDds (used during the PRM-UPDATE 
stage) to MREFPSDds (used during Channel Analysis & Exchange phase). The field shall be encoded as gain 
descriptor as defined in Table 12-36. The gain descriptor contains the gain compensation factors for a range 
of subcarriers in the MEDLEY set. Each subcarrier of the MEDLEYset is referenced by a MEDLEYset index, m, 
corresponding to its position in the MEDLEYset, i.e., m=0 is the index of first subcarrier in the MEDLEYset, 
m=1 is the index of the second one, etc. The bytes 1 & 2 of the gain descriptor contain the index m of the 
first subcarrier of the range and the byte 3 & 4 contain the index m of the last subcarrier of the range. The 
following bytes contain the gain compensation factors of subcarriers arranged by ascending index m, 
expressed in dB. Each gain compensation factor expressed in dB shall be coded as a 1 byte unsigned 
integer, representing valid values -25.4dB to +25.4dB in increments of 0.2 dB (the values 0, 127 and 254 
correspond to gain compensation factors of -25.4db, 0dB, and +25.4dB, respectively). The value 255 shall 
be a special value to indicate that the subcarrier does not carry any power. The compensation factor of the 
subcarriers outside of the range specified in the gain descriptor shall be 0 dB. To implement the FTU-R Rx 
Gain update, the FTU-R shall multiply its current settings of the gain stage in the receiver, for any subcarrier 
i in the MEDLEYds set, by its gain compensation factor. 

The increase of the aggregate received power at the U-R interface at the transition from PRMPSDds to 
MREFPSDds shall not exceed 0.1dB. 

NOTE – The VCE may apply the following constraint to accommodate the above requirement: 

∑ |
1

gain compensation factor at the i − th subcarrier
|

𝑖

2

≤ 1.0233 
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Table 12-36 – Gain descriptor 

Byte Content of the field 

1-2 MEDLEYds set index (m0) of first subcarrier described  

3-4 MEDLEYds set index (m1) of last subcarrier described  

5 Gain compensation factor for subcarrier with MEDLEYds set index m0 

6 Gain compensation factor for subcarrier with MEDLEYds set index m0+1 

... .... 

5+m1-m0 Gain compensation factor for subcarrier with MEDLEYds set index m1 

NOTE – The gain compensation factor shall be included by ascending MEDLEYds set index. 

Field 5 "BLACKOUTus set" indicates the set of upstream blackout subcarriers using a tone descriptor format 
presented in Table 12-34. 

The first byte of the tone descriptor shall contain the number of tones selected by the FTU-O. If this 
number is zero, there shall be no further bytes in the descriptor. If the number of tones is not equal to zero, 
each group of three consecutive bytes in the descriptor describes two tones. If the number of tones is odd, 
the last 12 bits in the last field shall be set to ZERO. The FTU-R shall support 255 upstream blackout 
subcarriers. 

Field 6 "Upstream reference PSDMASK (MREFPSDMASKus)" indicates the MREFPSDMASKus as defined in 
clause 7.3.2 (Table 7-1) on all proposed MEDLEYus subcarriers indicated in field 2. The format shall be 
presented using the "PSD descriptor" format defined in Table 12-22 and the number of breakpoints being 
described shall be from two to 32. The update of PSD mask values obtained by the FTU-R on other 
subcarriers than the proposed MEDLEYus set shall be ignored 

Field 7 "Request for retrain" indicates a retrain request from the FTU-O. The FTU-O can use it if it is 
expected that an optimization of the transmitter or receiver front end is needed for the proposed 
MREFPSDds or MREFPSDMASKus. The field shall be coded as an unsigned integer with the value 0 
indicating that no retrain is requested and with the value 1 if a retrain is requested. If the FTU-O requests a 
retrain, it shall abort the current initialization after receiving R-PRM message and shall start a new 
initialization from QUIET 1 stage (without the ITU-T G.994.1 phase) by sending O-P-QUIET-1. The FTU-R 
shall abort the current initialization after sending R-PRM message and shall transition to R-P-QUIET1. The 
negotiated values of the previous ITU-T G.994.1 phase shall be used in the new initialization. The timeout 
counter for initialization procedure shall be restarted. 

12.3.3.2.12  R-PRM 

The R-PRM message provides the FTU-O parameter update. 

Table 12-37 – R-PRM message 

Field  Field name Format 

1 Message descriptor Message code  

2 Pilot symbol configuration One byte 

3 US reference PSD (MREFPSDus) PSD descriptor 

4 Final MEDLEY set of active US subcarriers Band descriptor 

Field 1 "Message descriptor" is a unique one-byte code (8516) that identifies the message. See Table 12-7 
for a complete list of codes. 

Field 2 "Pilot symbol configuration" indicates the requested configuration of pilot symbols per superframe 
as defined in clause 10.4.5.1. It is represented as an unsigned integer with valid values 0, 1 or 2. If the value 
is 0, a pilot symbol is requested in the last logical frame of the superframe; if the value is 1, pilot symbols 
are requested in every other logical frame of the superframe, if the value is 2, pilot symbols are requested 
in all logical frames of the superframe. 
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Field 3 "Upstream reference PSD (MREFPSDus)" indicates the MREFPSDus as defined in clause 7.3.2 
(Table 7-1) on all MEDLEYus subcarriers indicated in field 4. The format shall be presented using the "PSD 
descriptor" format defined in Table 12-22 and the number of breakpoints being described shall be from 2 
to 32. The update of PSD values obtained by the FTU-O on other subcarriers than MEDLEYus set shall be 
ignored. The indicated breakpoint values and the interpolated values of MREFPSDus shall not deviate from 
the actual value of the transmit PSD, as measured in the termination impedance at the U interface, by more 
than 1 dB.  

Field 4 "Final MEDLEY set of active US subcarriers "includes a complete set of upstream MEDLEY subcarriers 
using the band descriptor presented in Table 12-21, along with all subcarriers from the BLACKOUTus set 
(O-PRM, field 5) that fall within the range of frequencies for the included complete set of upstream MEDLEY 
subcarriers. The final MEDLEY set of active US subcarriers shall consist of all subcarriers included in this field 
except the upstream BLACKOUTus subcarriers (O-PRM, field 5). This field shall contain only subcarriers that 
belong to the proposed MEDLEY set of active US subcarriers as indicated in the field 2 of O-PRM message. 

12.3.3.3 Signals transmitted during channel discovery phase 

12.3.3.3.1 Signals during QUIET 1 stage 

12.3.3.3.1.1 O-P-QUIET 1 

The O-P-QUIET 1 signal shall consist of QUIET symbols only.  

The duration of O-P-QUIET 1 signal is variable with a valid range from 2 to 128 superframes. Its duration is 
determined by the FTU-O and is not necessarily an integer number of superframes. 

The O-P-QUIET 1 signal shall be followed by the O-P-VECTOR 1 signal. The FTU-O terminates the QUIET 1 
stage by starting transmission of the O-P-VECTOR 1 signal at a superframe boundary. 

12.3.3.3.1.2 R-P-QUIET 1 

The R-P-QUIET 1 signal shall consist of QUIET symbols only. 

The R-P-QUIET 1 signal shall be continued until the FTU-R receives the O-SIGNATURE message.  

12.3.3.3.2  Signals during O-VECTOR 1 stage 

12.3.3.3.2.1 O-P-VECTOR 1 

Upon completion of the O-VECTOR 1 stage, the VCE determines the downstream PSD to be used during 
further stages of channel discovery phase (CDPSDds). 

NOTE – During transmission of the O-P-VECTOR 1 signal, the VCE estimates the downstream FEXT channels from the 
initializing lines into the vectored lines based on the reported VF samples from the FTU-Rs of the vectored lines. Upon 
completion of the O-VECTOR 1 stage, downstream FEXT cancellation matrices are established by the VCE for all 
vectored lines and FEXT from the initializing line into vectored lines is cancelled. 

The O-P-VECTOR 1 signal shall consist of downstream sync symbols and quiet symbols only. Sync symbols 
shall be transmitted at each downstream sync symbol position. Quiet symbols shall be transmitted at all 
other downstream symbol positions (see Figure 10-26). The sync symbols shall be generated as described in 
clause 10.2.2.1. The SOC shall be in its inactive state. 

The O-P-VECTOR 1 signal shall use all subcarriers from the SUPPORTEDCARRIERSds set. The transmit PSD of 
all subcarriers shall be equal to STARTPSDds. 

The FTU-O shall use the probe sequence assigned to the initializing line by the vectoring control entity 
(VCE). 

The duration of the O-VECTOR 1 stage is vendor discretionary, but shall be an integer number of 
superframes with the minimum of four superframes and maximum of 1 536 superframes (to be consistent 
with the timeout specified in clause 12.3.1). The O-P-VECTOR 1 signal shall be followed by the  
O-P-CHANNEL-DISCOVERY 1-1 signal; transition to O-P-CHANNEL-DISCOVERY 1-1 signal determines the 
actual duration of the O-VECTOR 1 stage. The start time of the CHANNEL DISCOVERY 1-1 stage is 
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determined by the VCE and shall be at the superframe boundary (i.e., it shall start at the symbol with 
index 0 of the first downstream logical frame of a superframe). 

12.3.3.3.2.2 R-P-QUIET 1 

During the O-VECTOR 1 stage the FTU-R shall continue transmission of the R-P-QUIET 1 signal 
(see clause 12.3.3.3.1.2). 

12.3.3.3.3  Signals during CHANNEL DISCOVERY 1-1 stage 

12.3.3.3.3.1 O-P-CHANNEL-DISCOVERY 1-1 

During transmission of the O-P-CHANNEL-DISCOVERY 1-1 signal, the FTU-O facilitates timing acquisition at 
the FTU-R. The FTU-R uses the O-P-CHANNEL-DISCOVERY 1-1 signal to obtain loop timing, symbol timing 
and TDD frame timing. Sync symbol boundary alignment, and initial FEQ training may also be performed at 
this stage. 

The O-P-CHANNEL-DISCOVERY 1-1 signal shall consist of downstream sync symbols and initialization 
symbols. Sync symbols shall be transmitted at each downstream sync symbol position. The SOC symbols 
shall be transmitted at the first sds-CD-1-1 symbol positions of each downstream logical frame; all other 
initialization symbols shall be quiet. IDS shall not be applied and there shall be no SOC symbol repetitions. 
The value of sds-CD-1-1 shall be set according to the following rule: 

  sds-CD-1-1 = sds, if DRMCds+ sds ≤Mds 

  sds-CD-1-1 = Mds otherwise 

The sync symbols shall be generated and modulated by probe sequences as described in clause 10.2.2.1. 
The SOC shall be in its active state. The value of sds is determined by the VCE for the entire initialization 
procedure and is communicated to the FTU-R during the ITU-T G.994.1 handshake (see clause 12.3.2.1.1). 
The location of the sync symbol and the first data symbol in a TDD frame is determined by the parameter 
"Downstream RMC offset" communicated to the FTU-R during the ITU-T G.994.1 handshake (see clause 
12.3.2.1.1). The offset shall be applied as defined in clause 10.5.1. 

The probe sequence that modulates sync symbols is determined during the ITU-T G.994.1 handshake. It 
shall be either continued from the previous stage with no interruption or a special probe sequence, 
communicated to the FTU-R during the ITU-T G.994.1 handshake (see clause12.3.2.1) that shall be used 
from the beginning of the stage. 

NOTE – By detecting the start of the probe sequence using one or more 0-elements, an FTU-R may estimate the direct 
channel to compute the initial values of FEQ coefficients. 

The O-P-CHANNEL-DISCOVERY 1-1 signal shall use all subcarriers from the SUPPORTEDCARRIERSds set. SOC 
symbols shall use robust SOC bit mapping (see clause 10.2.2.2.1). The transmit PSD shall be equal to 
CDPSDds, as determined during the O-VECTOR 1 stage. 

From the start of the first superframe of the O-CHANNEL DISCOVERY 1-1 stage, the SOC shall transmit  
O-IDLE over all SOC symbols. The SOC quadrant scrambler shall be in reset mode (see clause 10.2.2.2). 

The O-P-CHANNEL-DISCOVERY 1-1 signal shall be followed by the O-P-SYNCHRO 1-1 signal. The actual 
duration of the O-CHANNEL DISCOVERY 1-1 stage is determined by the VCE and shall be greater than or 
equal to the duration requested by the FTU-R of the initializing line during the ITU-T G.994.1 handshake 
(see clause 12.3.2.1.2). The start time of O-P-SYNCHRO 1-1 transmission shall be at the symbol with index 
zero of the first downstream logical frame of the superframe. 

12.3.3.3.3.2 O-P-SYNCHRO 1-1 

The O-P-SYNCHRO 1-1 signal provides an exact time marker for transition from the  
CHANNEL DISCOVERY 1-1 stage to the CHANNEL DISCOVERY 1 stage. The duration of the O-P-SYNCHRO 1-1 
signal shall be one superframe. 

The O-P-SYNCHRO 1-1 signal shall consist of downstream sync symbols and initialization symbols. A sync 
symbol shall be transmitted at the downstream sync symbol position. SOC symbols shall be transmitted at 
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the first sds symbol positions of each downstream logical frame (i.e., O-P-SYNCHRO 1-1 transmission shall 
start at the symbol with index 0 of the first downstream logical frame in the superframe); all other 
initialization symbols shall be quiet. During transmission of the O-P-SYNCHRO 1-1 signal, the SOC shall be 
inactive. 

The sync symbols shall be generated and modulated by probe sequences as described in clause 10.2.2.1. 
The elements of the probe sequence carried by sync symbols of the O-P-SYNCHRO 1-1 signal shall continue 
the probe sequence transmitted during the CHANNEL DISCOVERY 1-1 stage with no interruption. 

The symbols of the O-P-SYNCHRO 1-1 signal shall use all subcarriers from the SUPPORTEDCARRIERSds set 
modulated as defined in clause 10.2.2.2. The quadrant scrambler shall be in reset mode. The IDS shall not 
be applied. 

The first sds symbol positions of the downstream logical frames of the O-P-SYNCHRO 1-1 signal shall carry: 

– inverted symbols containing SOC IDLE (see clause 12.2.3 for the equivalent definition when the 
SOC is in the active state) with robust bit mapping in the first 3 logical frames, 

– Symbols containing SOC IDLE with robust bit mapping in the 4th and 5th logical frames, and 

– inverted symbols containing SOC IDLE with robust bit mapping in the rest of the logical frames. 

The transmit PSD of the O-P-SYNCHRO 1-1 signal shall be equal to CDPSDds. 

Figure 12-10.1 provides a reference timing diagram of a superframe for construction and placement of each 
O-P-SYNCHRO signal. 

. . .

. . .
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Figure 12-10.1 – Reference timing diagram of a superframe for construction  
and placement of an O-P-SYNCHRO signal. 

12.3.3.3.3.3 R-P-QUIET 1 

During the CHANNEL-DISCOVERY 1-1 stage the FTU-R shall continue transmission of the R-P-QUIET 1 signal. 

12.3.3.3.4  Signals during CHANNEL DISCOVERY 1 stage 

12.3.3.3.4.1 O-P-CHANNEL-DISCOVERY 1 

During transmission of the O-P-CHANNEL-DISCOVERY 1 signal, the FTU-O communicates to the FTU-R all 
necessary information to start upstream transmission. The FTU-R also uses the O-P-CHANNEL-DISCOVERY 1 
signal to obtain more accurate symbol timing, train the FEQ and align superframe count between FTU-O 
and FTU-R. 

The O-P-CHANNEL-DISCOVERY 1 signal shall consist of downstream sync symbols and initialization symbols. 
Sync symbols shall be transmitted at each downstream sync symbol position. SOC symbols shall be 
transmitted at the first sds symbol positions of each downstream logical frame; all other initialization 
symbols shall be quiet. The sync symbols shall be generated and modulated by probe sequences as 
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described in clause 10.2.2.1. The SOC shall be in its active state. The probe sequence modulating sync 
symbols shall be continued from the previous stage with no interruption. 

The O-P-CHANNEL-DISCOVERY 1 signal shall use all subcarriers from the SUPPORTEDCARRIERSds set. SOC 
symbols shall use robust SOC bit mapping (see clause 10.2.2.2.1). The transmit PSD shall be equal to 
CDPSDds, as determined during the O-VECTOR 1 stage. The actual value of CDPSDds is communicated to 
the FTU-R in the O-SIGNATURE message. 

From the start of the first superframe of the O-CHANNEL DISCOVERY 1 stage (symbol with index 0 of the 
first downstream logical frame), the SOC shall transmit O-IDLE for a period of eight superframes (IDS and 
SOC symbol repetition are disabled in the first superframe) plus any additional symbols required to 
complete SOC repetition, followed by the O-SIGNATURE message, as defined in clause 12.3.3.2.1. The  
O-SIGNATURE message shall be sent in auto-repeat mode (see clause 12.2.2.1). After detection of  
R-P-VECTOR 1 signal, the SOC shall stop transmission of O-SIGNATURE message and transmit O-IDLE 
followed by transmission of O-TG-UPDATE message, as defined in clause 12.3.3.2.1. The O-TG-UPDATE 
message shall be transmitted in auto-repeat mode. The SOC quadrant scrambler shall be in reset mode. 

Starting from the beginning of the first downstream logical frame of the second superframe of this stage, 
every transmitted SOC symbol shall be repeated as defined in clause 10.2.2.3. The number of SOC symbol 
repetitions, R, shall be as selected during the ITU-T G.994.1 phase of initialization (see clause 12.3.2.1.2). 

After repetition is applied, all SOC symbols shall be modulated by the IDS, as defined in clause 10.2.2.2. The 
IDS shall be as selected during the ITU-T G.994.1 phase of initialization. 

During the transmission of O-IDLE that follows detection of R-P-VECTOR 1 signal, the FTU-O estimates the 
correction to the initial value of the time gap Tg1'. As the estimation is complete, the value is communicated 
to the FTU-R in the O-TG-UPDATE message. The duration of the O-IDLE is determined by the FTU-O and 
depends on the required estimation time. 

The O-P-CHANNEL-DISCOVERY 1 signal shall be followed by the O-P-SYNCHRO 1 signal. Transition to O-P-
SYNCHRO 1 signal determines the actual duration of the O-CHANNEL DISCOVERY 1 stage. The start time of 
O-P-SYNCHRO 1 signal transmission is determined by the VCE and shall be at the symbol with index zero of 
the first downstream logical frame of the superframe. Transmission of O-P-SYNCHRO 1 signal may 
terminate the last repetition of the O-TG-UPDATE message. 

12.3.3.3.4.2 R-P-VECTOR 1 

The transmission of the R-P-VECTOR 1 signal shall start from the following superframe after the FTU-R 
successfully detects the O-SIGNATURE message and adopts the upstream transmission parameters 
indicated in the O-SIGNATURE message. Prior to transmission of the R-P-VECTOR 1 signal, the FTU-R shall 
continue transmission of the R-P-QUIET 1 signal. 

During transmission of the R-P-VECTOR 1 signal, the FTU-R applies the time gap Tg1'. 

NOTE – During transmission of the R-P-VECTOR 1 signal, the VCE may estimate the upstream FEXT channels between 
all lines (both initializing lines and vectored lines). Upon completion of the R-VECTOR 1 stage, the time position of 
upstream symbols of the joining lines is aligned with vectored lines and upstream FEXT cancellation matrices are 
established by the VCE for all vectored lines and initializing lines, and upstream FEXT is cancelled. 

The R-P-VECTOR 1 signal shall consist of upstream sync symbols and quiet symbols only. Sync symbols shall 
be transmitted at each upstream sync symbol position. Quiet symbols shall be transmitted at all other 
upstream symbol positions. The sync symbols shall be generated as described in clause 10.2.2.1. The SOC 
shall be in its inactive state. 

The R-P-VECTOR 1 signal shall use all subcarriers from the SUPPORTEDCARRIERSus set, as indicated in the 
O-SIGNATURE message. The transmit PSD (STARTPSDus) shall be derived using the estimated electrical 
length and UPBO parameters indicated in the O-SIGNATURE message. 

The FTU-R shall use the probe sequence indicated in the O-SIGNATURE message, starting transmission from 
the bit of the sequence computed using the upstream probe sequence start marker value indicated in the 
O-SIGNATURE message. 
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During transmission of R-P-VECTOR 1 signal, the FTU-R shall monitor the SOC channel to detect the  
O-TG-UPDATE message. Upon reception of O-TG-UPDATE message, the FTU-R shall adjust the gap Tg1' to the 
value indicated in O-TG-UPDATE message and continue transmission of R-P-VECTOR 1 signal. The probe 
sequence shall continue with no interruption. 

The duration of the R-VECTOR 1 stage is determined by the FTU-O: the FTU-R shall terminate transmission 
of the R-P-VECTOR 1 signal right upon reception of the O-P-SYNCHRO 1 signal and shall transition to the 
CHANNEL DISCOVERY 2 stage starting from the symbol with index 0 of the upstream logical frame following 
the last symbol of the O-P-SYNCHRO 1 signal. 

12.3.3.3.4.3 O-P-SYNCHRO 1 

The O-P-SYNCHRO 1 signal provides an exact time marker for transition from the CHANNEL DISCOVERY 1 
stage to the CHANNEL DISCOVERY 2 stage. The duration of the O-P-SYNCHRO 1 signal shall be one 
superframe. 

The O-P-SYNCHRO 1 signal shall consist of a downstream sync symbol and initialization symbols. Sync 
symbol shall be transmitted at the downstream sync symbol position. SOC symbols shall be transmitted at 
the first sds symbol positions of each downstream logical frame (i.e., O-P-SYNCHRO 1 transmission of SOC 
symbols shall start at the symbol with index 0 of the first downstream logical frame in the superframe); all 
other initialization symbols shall be quiet. During transmission of the O-P-SYNCHRO 1 signal, the SOC is 
inactive. 

The sync symbol shall be generated and modulated by the probe sequence as described in clause 10.2.2.1. 
The element of the probe sequence carried by the sync symbol of the O-P-SYNCHRO 1 signal shall continue 
the probe sequence transmitted during the CHANNEL DISCOVERY 1 stage with no interruption. 

The symbols of the O-P-SYNCHRO 1 signal shall use all subcarriers from the SUPPORTEDCARRIERSds set 
modulated as defined in clause 10.2.2.2. The quadrant scrambler shall be in reset mode. The IDS shall be 
applied as defined in clause 10.2.2.2. 

The first sds symbol positions of all the downstream logical frames of the O-P-SYNCHRO 1 signal shall carry 
inverted symbols containing SOC IDLE (see clause 12.2.3 for the equivalent definition when the SOC is in the 
active state) with robust bit mapping. 

The transmit PSD of the O-P-SYNCHRO 1 signal shall be equal to CDPSDds. 

12.3.3.3.5  Signals during CHANNEL DISCOVERY 2 stage 

12.3.3.3.5.1 O-P-CHANNEL-DISCOVERY 2  

During transmission of the O-P-CHANNEL-DISCOVERY 2 signal, the FTU-O communicates to the FTU-R the 
necessary information to update the upstream PSD and timing advance. 

The O-P-CHANNEL-DISCOVERY 2 signal shall have the same structure as the O-P-CHANNEL-DISCOVERY 1 
signal and shall consist of downstream sync symbols and initialization symbols. The SOC shall be in its active 
state and use robust bit mapping. During this stage every transmitted SOC symbol shall be repeated 
according to the number of repetitions, RS, which is selected during the ITU-T G.994.1 phase of initialization 
(see clause 12.3.2.1.2). After repetition is applied, all SOC symbols shall be modulated by the IDS, as defined 
in clause 10.2.2.2. The IDS shall be the same as defined for O-P-CHANNEL-DISCOVERY 1 signal. The SOC 
quadrant scrambler shall be in reset mode. 

The transmit PSD shall be equal to CDPSDds. The O-P-CHANNEL-DISCOVERY 2 signal shall use all subcarriers 
from the SUPPORTEDCARRIERSds set. The probe sequence modulating sync symbols shall be the one 
communicated in O-SIGNATURE message. 

If the O-P-CHANNEL-DISCOVERY 1 signal uses the probe sequence communicated in O-SIGNATURE 
message, this probe sequence shall be continued from O-P-CHANNEL-DISCOVERY 1 signal into O-P-
CHANNEL-DISCOVERY 2 signal with no interruption. 

If the O-P-CHANNEL-DISCOVERY 1 signal uses the special probe sequence communicated during the 
handshake, the probe sequence communicated in O-SIGNATURE message shall be used in O-P-CHANNEL-
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DISCOVERY 2 signal with its element indices aligned such that they are the same as they would have been if 
the probe sequence communicated in O-SIGNATURE message were actually used in O-P-CHANNEL-
DISCOVERY 1 signal. 

NOTE – This is to ensure that the probe sequence of a joining line has proper phase alignment with the probe 
sequences of the other lines in the vectored group. 

The FTU-O shall start transmission of the O-P-CHANNEL-DISCOVERY 2 signal right upon completion of 
transmission of the O-P-SYNCHRO 1 signal, starting from the symbol with index zero of the following 
downstream logical frame. From the start of the first superframe of the O-CHANNEL DISCOVERY 2 stage, 
the SOC shall transmit O-IDLE until the FTU-O receives the R-MSG 1 message. The FTU-O shall acknowledge 
R-MSG1 by sending an O-UPDATE message, as defined in Table 12-26. The O-UPDATE message shall be sent 
in RQ mode (see clause 12.2.2.2). The FTU-R acknowledges O-UPDATE message by sending R-UPDATE 
message. Reception of R-UPDATE message completes the message exchange of O-CHANNEL DISCOVERY 2 
stage. 

The O-P-CHANNEL-DISCOVERY 2 signal shall be followed by the O-P-SYNCHRO 2 signal, which determines 
the actual duration of the CHANNEL DISCOVERY 2 stage. The start time of O-P-SYNCHRO 2 transmission 
shall be at the symbol with index 0 of the first downstream logical frame of a superframe and is determined 
by the VCE. Transmission of O-P-SYNCHRO 2 signal may terminate transmission of O-IDLE prior to 
completion of all SOC symbol repetitions (RS). 

12.3.3.3.5.2 R-P-CHANNEL-DISCOVERY 2 

During transmission of the R-P-CHANNEL-DISCOVERY 2 signal, the FTU-R communicates to the FTU-O all 
necessary information to update the downstream PSD. 

The R-P-CHANNEL DISCOVERY 2 signal shall consist of upstream sync symbols and initialization symbols. 
Sync symbols shall be transmitted at each upstream sync symbol position. SOC symbols shall be transmitted 
at the first sus upstream symbol positions; all other initialization symbols shall be quiet. The value of sus is 
defined in field 19 of O-SIGNATURE message. The sync symbols shall be generated and modulated by probe 
sequences as described in clause 10.2.2.1. The SOC shall be in its active state. The SOC quadrant scrambler 
shall be in reset mode. The probe sequence modulating sync symbols shall be continued from the previous 
stage with no interruption. 

The R-P-CHANNEL DISCOVERY 2 signal shall use all subcarriers from the SUPPORTEDCARRIERSus set. SOC 
symbols shall use robust bit mapping (see clause 10.2.2.2.1). The transmit PSD shall be equal to 
STARTPSDus. 

The FTU-R shall start transmission of the R-P-CHANNEL-DISCOVERY 2 signal after reception of the  
O-P-SYNCHRO 1 signal, starting from the symbol with index 0 of the first upstream logical frame following 
completion of O-P-SYNCHRO 1 signal. From the start of the first superframe of the R-CHANNEL DISCOVERY 
2 stage, the FTU-R shall transmit R-IDLE for a period of five superframes, followed by the R-MSG 1 message, 
as defined in Table 12-25. The R-MSG 1 message shall be sent in auto-repeat mode (see clause 12.2.2.1). 
The transmission of R-MSG 1 message shall be terminated upon reception of O-UPDATE message.  
The FTU-R shall acknowledge the O-UPDATE message by sending R-UPDATE message, as defined in 
Table 12-27. The R-UPDATE message shall be sent in auto-repeat mode. The transmission of the R-UPDATE 
message shall be acknowledged by the O-P-SYNCHRO 2 signal that determines the actual duration of the  
CHANNEL DISCOVERY 2 stage. Upon reception of the O-P-SYNCHRO 2 signal, FTU-R shall transition to the  
R-VECTOR 1.1 stage starting from the symbol with index zero of the upstream logical frame that follows the 
last symbol of the O-P-SYNCHRO 2 signal. 

12.3.3.3.5.3 O-P-SYNCHRO 2 

The O-P-SYNCHRO 2 signal provides an exact time marker for transition from the CHANNEL DISCOVERY 2 
stage to the R-VECTOR 1.1 stage. The O-P-SYNCHRO 2 signal shall have the same format, start time and 
duration as the O-P-SYNCHRO 1 signal. During transmission of the O-P-SYNCHRO 2 signal, the SOC is 
inactive. 



Transport aspects  2 
 

931 

The element of the probe sequence carried by the sync symbol of the O-P-SYNCHRO 2 signal shall continue 
the probe sequence transmitted during the CHANNEL DISCOVERY 2 stage with no interruption. 

The symbols of the O-P-SYNCHRO 2 signal shall use all subcarriers from the SUPPORTEDCARRIERSds set 
modulated as defined in clause 10.2.2.2. 

The transmit PSD of the O-P-SYNCHRO 2 signal shall be CDPSDds. 

12.3.3.3.6  Signals during R-VECTOR 1.1 stage 

12.3.3.3.6.1 O-P-VECTOR 1-1 

The FTU-O shall start transmitting the O-P-VECTOR 1-1 signal right after completion of the O-P-SYNCHRO 2 
signal (starting from the symbol with index 0 of the following downstream logical frame). The format, 
modulation and transmit PSD of the O-P-VECTOR 1-1 signal shall be the same as the O-P-CHANNEL-
DISCOVERY 2 signal. The SOC shall send O-IDLE and use robust bit mapping. The SOC symbol repetitions and 
IDS shall be applied. The SOC quadrant scrambler shall be in the reset mode. The probe sequence 
modulating sync symbols shall be continued from the previous stages with no interruption. The transmit 
PSD shall be equal to CDPSDds. The O-P-VECTOR 1-1 signal shall use all subcarriers from the 
SUPPORTEDCARRIERSds set. 

NOTE – During the R-VECTOR 1.1 stage, the VCE may adjust the post-canceller coefficients and FEQ gains at the FTU-O 
to accommodate the updates of the upstream time gap Tg1' and to accommodate the update of the upstream transmit 
PSD to CDPSDus as requested in O-UPDATE message. 

The O-P-VECTOR 1-1 signal shall be followed by the O-P-SYNCHRO 3 signal, which determines the actual 
duration of the R-VECTOR 1.1 stage. The start time for the transmission of the O-P-SYNCHRO 3 signal shall 
be at the symbol with index 0 of the first downstream logical frame of a superframe and is determined by 
the VCE. 

12.3.3.3.6.2 R-P-VECTOR 1-1 

The FTU-R shall start transmitting the R-P-VECTOR 1-1 signal right after reception of the O-P-SYNCHRO 2 
signal (starting from the following superframe). The format and modulation of the R-P-VECTOR 1-1 signal 
shall be the same as the R-P-VECTOR 1 signal. The probe sequence modulating sync symbols shall be 
continued from the previous stages. The applied US time gap Tg1' shall be updated as indicated in O-UPDATE 
message starting from symbol 0 of the first upstream logical frame of R-P-VECTOR 1-1 signal. 

The transmit PSD of the FTU-R shall be CDPSDus starting from the first superframe of R-P-VECTOR 1-1 
signal. The value of CDPSDus shall be computed using the final electrical length and updated value of PSD 
ceiling indicated in O-UPDATE message. The R-P-VECTOR 1-1 signal shall use all subcarriers from the 
SUPPORTEDCARRIERSus set. 

The R-P-VECTOR 1-1 signal shall be terminated upon reception of the O-P-SYNCHRO 3 signal. After 
reception of the O-P-SYNCHRO 3 signal, the FTU-R shall transition to the VECTOR 2 stage starting from the 
symbol with index 0 of the upstream logical frame that follows the last symbol of the O-P-SYNCHRO 3 
signal. 

12.3.3.3.6.3 O-P-SYNCHRO 3 

The O-P-SYNCHRO 3 signal provides an exact time marker for transition from the R-VECTOR 1.1 stage to the 
VECTOR 2 stage. The O-P-SYNCHRO 3 signal shall have the same format, start time and duration as the 
O-P-SYNCHRO 1 signal. During transmission of the O-P-SYNCHRO 3 signal, the SOC is inactive. 

The element of the probe sequence carried by the sync symbol of the O-P-SYNCHRO 3 signal shall continue 
the probe sequence transmitted during the R-VECTOR 1.1 stage with no interruption. 

The data symbols of the O-P-SYNCHRO 3 signal shall use all subcarriers from the SUPPORTEDCARRIERSds 
modulated as defined in clause 10.2.2.2. 

The transmit PSD of the O-P-SYNCHRO 3 signal shall be CDPSDds. 
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12.3.3.3.7  Signals during VECTOR 2 stage 

12.3.3.3.7.1 O-P-VECTOR 2 

The O-P-VECTOR 2 signal shall have the same structure as the O-P-CHANNEL-DISCOVERY 1 signal and shall 
consist of downstream sync symbols and initialization symbols. The SOC shall be in its active state and use 
robust bit mapping. The SOC symbol repetition rate, RS, and the IDS shall be applied. The SOC quadrant 
scrambler shall be in the reset mode. The transmit PSD shall be V2PSDds, which is derived from CDPSDds by 
applying constraints indicated in the R-UPDATE message. The O-P-VECTOR 2 signal shall use all subcarriers 
from the SUPPORTEDCARRIERSds set. The probe sequence modulating sync symbols shall be continued 
from the O-P-VECTOR 1-1 and O-P-SYNCHRO 3 signals with no interruption. 

The FTU-O shall start transmission of the O-P-VECTOR 2 signal right upon completion of transmission of the 
O-P-SYNCHRO 3 signal, starting from symbol 0 of the following logical frame. From the start of the  
O-P-VECTOR 2 signal, the SOC shall transmit O-IDLE for at least three superframes followed by an  
O-VECTOR-FEEDBACK message that communicates to the FTU-R a request to start reporting VF samples and 
the parameters of the VF samples to be reported, as defined in Table 12-28. The O-VECTOR-FEEDBACK 
message shall be sent using RQ mode (see clause 12.2.2.2). 

After transmission of O-VECTOR-FEEDBACK message, the FTU-O shall transmit O-IDLE until the end of this 
stage. Upon reception of the R-ACK message, the FTU-O shall transmit an O-P-SYNCHRO 3-1 signal from the 
symbol with index zero of the first downstream logical frame of a superframe. 

12.3.3.3.7.2 O-P-VECTOR 2-1 

During transmission of the O-P-VECTOR 2-1 signal, the FTU-O obtains VF samples from the FTU-R and 
computes precoding coefficient to cancel the downstream crosstalk from active lines into joining lines and 
between joining lines. 

The O-P-VECTOR 2-1 signal shall have the same structure as the O-P-CHANNEL-DISCOVERY 1 signal and shall 
consist of downstream sync symbols and initialization symbols. The SOC shall be in its active state and use 
robust bit mapping. The SOC symbol repetition rate, RS, and the IDS shall be applied. The SOC quadrant 
scrambler shall be in reset mode. The transmit PSD shall be kept equal to V2PSDds until the end of this 
stage and the precoder shall not be applied towards the joining lines. The O-P-VECTOR 2-1 signal shall use 
all subcarriers from the SUPPORTEDCARRIERSds set. The probe sequence modulating sync symbols shall be 
continued from O-P-VECTOR 2 and O-P-SYNCHRO 3-1 signals with no interruption. 

The FTU-O shall start transmission of O-P-VECTOR 2-1 signal after the last symbol of O-P-SYNCHRO-3-1 
signal (starting from the symbol with index 0 of the first logical frame following the last symbol of  
O-P-SYNCHRO-3-1 signal). From the start of O-P-VECTOR 2-1 signal the FTU-O shall transmit O-IDLE. 

Upon reception of R-VECTOR-FEEDBACK messages sufficient to perform channel estimation, the  
FTU-O computes the precoder coefficients and PSD updates for all active and all joining lines.  

The FTU-O shall not acknowledge R-VECTOR-FEEDBACK messages; the FTU-O terminates transmission of R-
VECTOR-FEEDBACK messages and completes this stage by sending the O-P-SYNCHRO 4 signal. 

The actual duration of the O-P-VECTOR 2 signal is determined by the VCE. The start time of the  
O-P-SYNCHRO 4 signal transmission shall be at the symbol with index 0 of the first downstream logical 
frame of the superframe. Transmission of the O-P-SYNCHRO 4 signal may terminate transmission of O-IDLE 
prior to the completion of the last SOC symbol repetition. 

After transmission of the O-P-SYNCHRO 4 signal, the FTU-O shall transition to the PARAMETER UPDATE 
stage. 

12.3.3.3.7.3 R-P-VECTOR 2 

The R-P-VECTOR 2 signal shall have the same structure as the R-P-CHANNEL-DISCOVERY 1 signal and shall 
consist of upstream sync symbols and initialization symbols. The SOC shall be in its active state and use a 
robust bit mapping. The SOC quadrant scrambler shall be in reset mode. The transmit PSD shall be equal to 
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the CDPSDus obtained during the CHANNEL DISCOVERY 2 stage. The probe sequence modulating sync 
symbols shall be continued from the previous stage with no interruption. 

The FTU-R shall start transmission of the R-P-VECTOR 2 signal upon reception of the O-P-SYNCHRO 3 signal, 
from symbol 0 of the first upstream logical frame following transmission of the O-P-SYNCHRO 3 signal. 
From the start of R-P-VECTOR 2, the SOC shall send R-IDLE until the FTU-R acknowledges the O-VECTOR-
FEEDBACK message by sending R-ACK message. Then it shall wait for the reception of the O-P-SYNCHRO  
3-1 signal while sending R-IDLE.  

12.3.3.3.7.4 R-P-VECTOR 2-1 

During transmission of the R-P-VECTOR 2-1 signal, the FTU-R computes VF samples from the received  
O-P-VECTOR 2-1 signal and communicates to the FTU-O the VF samples, as requested by the FTU-O in the  
O-VECTOR-FEEDBACK message. 

The R-P-VECTOR 2-1 signal shall have the same structure as the R-P-CHANNEL-DISCOVERY 1 signal and shall 
consist of the upstream sync symbols and initialization symbols. The SOC shall be in its active state and use 
a normal bit mapping with SOC tone repetition rate p communicated in the O-VECTOR-FEEDBACK message. 
The SOC quadrant scrambler shall be in reset mode. The transmit PSD shall be equal to the CDPSDus 
obtained during the CHANNEL DISCOVERY 2 stage. The R-P-VECTOR 2 signal shall use all subcarriers from 
the SUPPORTEDCARRIERSus set. The probe sequence modulating sync symbols shall be continued from the 
previous stage with no interruption. 

At the beginning of the first upstream logical frame following the O-P-SYNCHRO 3-1 signal, the FTU-R shall 
modify the modulation of its upstream SOC and send R-IDLE for at least one superframe followed by R-
VECTOR-FEEDBACK messages separated by R-IDLE. Each R-VECTOR-FEEDBACK message contains a report on 
clipped error samples or DFT samples requested in the received O-VECTOR-FEEDBACK message, as defined 
in Table 12-30. Reception of O-P-SYNCHRO 4 signal terminates the transmission of R-VECTOR-FEEDBACK 
messages. 

The timing diagram of the R-VECTOR-FEEDBACK message transmission is presented in Figure 12-11. The 
vectoring feedback report on a particular element X of the downstream probe sequence shall begin 
transmission at a symbol time period between the upstream RMC symbol position of the sync frame in the 
superframe that carries element X and the upstream RMC symbol position of the next sync frame. The 
exact symbol at which the vectoring feedback report starts is under FTU-R control. If the SOC channel is 
busy sending the previous report at the specified time period for which a new report is to be started, the 
new vectoring feedback report shall be discarded. The maximum number of superframes (q) that the 
vectoring feedback report may utilize is determined by the vectoring feedback report parameters 
communicated in the O-VECTOR-FEEDBACK message (see Table 12-28). If the number of symbols required 
to convey the actual content of the report is less than the number of available upstream symbol positions 
(equal to MF×q×sus), R-IDLE symbols shall be transmitted to fill up the gap. The R-VECTOR-FEEDBACK 
message shall be transmitted in non-repeat (NR) mode with no acknowledgement on the R-VECTOR-
FEEDBACK messages or their segments. The FTU-O shall select the vectoring feedback report parameters 
and the US SOC tone repetition rate such that the duration of the vectoring feedback report transmission, 
including the statistical overhead due to HDLC framing, is less than or equal to q superframes if time 
identification is used (see clause 10.3.2.5.2). In the case where frequency identification is used (see clause 
10.3.2.5.1), q =1. 
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Figure 12-11 – Vectoring feedback timing diagram 

The actual duration of the VECTOR 2 stage is determined by the VCE. Upon reception of the 
O-P-SYNCHRO 4 signal, the FTU-R shall complete transmission of the R-P-VECTOR 2-1 signal and transition 
to the PARAMETER UPDATE stage. 

12.3.3.3.7.5 O-P-SYNCHRO 3-1 

The O-P-SYNCHRO 3-1 signal provides an exact time marker for transition from robust bit mapping to 
normal bit mapping in the upstream direction. The O-P-SYNCHRO 3-1 signal shall have the same format, 
start time and duration as the O-P-SYNCHRO 1 signal. During transmission of the O-P-SYNCHRO 3-1 signal, 
the SOC is inactive. 

The element of the probe sequence carried by the sync symbol of the O-P-SYNCHRO 3-1 signal shall 
continue the probe sequence transmitted during the O-P-VECTOR 2 signal with no interruption. 

The symbols of the O-P-SYNCHRO 3-1 signal shall use all subcarriers from the SUPPORTEDCARRIERSds 
modulated as defined in clause 10.2.2.2. 

The transmit PSD of the O-P-SYNCHRO 3-1 signal shall be V2PSDds. 

12.3.3.3.7.6 O-P-SYNCHRO 4 

The O-P-SYNCHRO 4 signal provides an exact time marker for transition from the VECTOR 2 stage to the 
PARAMETER UPDATE stage. The O-P-SYNCHRO 4 signal shall have the same format, start time and duration 
as the O-P-SYNCHRO 1 signal. During transmission of the O-P-SYNCHRO 4 signal, the SOC is inactive. 

The element of the probe sequence carried by the sync symbol of the O-P-SYNCHRO 4 signal shall continue 
the probe sequence transmitted during the VECTOR 2 stage with no interruption. 

The symbols of the O-P-SYNCHRO 4 signal shall use all subcarriers from the SUPPORTEDCARRIERSds set 
modulated as defined in clause 10.2.2.2. 

The transmit PSD of the O-P-SYNCHRO 4 signal shall be V2PSDds. 

12.3.3.3.8  Signals during PARAMETER UPDATE stage 

12.3.3.3.8.1 O-P-PRM-UPDATE 1 

During transmission of the O-P-PRM-UPDATE 1 signal, the FTU-O further optimizes its transmit PSD and 
communicates with the FTU-R to request a downstream SNR report. 

The O-P-PRM-UPDATE 1 signal shall have the same structure as the O-P-CHANNEL-DISCOVERY 1 signal and 
shall consist of downstream sync symbols and initialization symbols. The SOC shall be in its active state and 
use robust bit mapping. The SOC symbol repetition rate shall be set to 0 (no repetitions) and no IDS shall be 
applied. The SOC quadrant scrambler shall be in free running mode. The scrambler shall be initialized at the 
first SOC symbol of O-P-PRM-UPDATE 1 signal with the value communicated during the ITU-T G.994.1 



Transport aspects  2 
 

935 

handshake reset. The probe sequence modulating sync symbols shall be continued from the previous stage 
with no interruption. 

At the first symbol of the stage, the VCE updates the precoder and the downstream transmit PSD in all 
active and joining lines using the channel estimation results obtained during the VECTOR 2 stage. The 
transmit PSD after the update will be PRMPSDds. The O-P-PRM-UPDATE 1 signal shall use all subcarriers 
from the SUPPORTEDCARRIERSds set. 

NOTE – The PRMPSDds might be different from V2PSDds (e.g., the PSD might be higher at some subcarrier frequencies 
while lower at other subcarrier frequencies). 

The FTU-O shall start transmission of the O-P-PRM-UPDATE 1 signal upon completion of transmission of the 
O-P-SYNCHRO 4 signal. From the start of the first downstream logical frame of the O-P-PRM-UPDATE 1 
signal, the SOC shall send O-IDLE and continue sending O-IDLE during at least ten superframes followed by 
an O-SNR message defined in Table 12-31. The O-SNR message shall be sent in the RQ mode. 

After the FTU-R acknowledges by the R-SNR message defined in Table 12-33, the FTU-O shall send O-IDLE 
for a time period from 3 to 15 superframes, followed by transmission of the O-P-SYNCHRO 4-1 signal. The 
O-P-SYNCHRO 4-1 signal transmission shall start from the symbol with index 0 of the first downstream 
logical frame of a superframe and is determined by the VCE. 

12.3.3.3.8.2 O-P-PRM-UPDATE 2 

During transmission of the O-P-PRM-UPDATE 2 signal, the FTU-O further optimizes its transmit PSD and 
communicates to the FTU-R the updated downstream and upstream PSD and other relevant parameters 
obtained during the PARAMETER UPDATE stage. 

After transmission of O-P-SYNCHRO 4-1 signal is complete, FTU-O shall start transmission of the  
O-P-PRM-UPDATE 2 signal from the symbol with index 0 of the following logical frame. The O-P-PRM-
UPDATE 2 signal shall differ from O-P-PRM-UPDATE 1 signal only by: 

– the SOC shall use normal bit mapping with SOC tone repetition rate pds indicated in R-SNR 
message; 

– the SOC quadrant scrambler shall be back in reset mode; 

– transmission shall use the MEDLEYds subcarriers. 

After starting transmission of O-P-PRM-UPDATE 2 signal, the FTU-O shall first transmit O-IDLE for at least 
three superframes, followed by O-PRM message, as defined in Table 12-35. Upon reception of the R-PRM 
message defined in Table 12-37, the FTU-O shall continue transmitting O-IDLE for at least three 
superframes. The FTU-O completes this stage by sending the O-P-SYNCHRO 5 signal. The O-PRM message 
shall be sent using the RQ mode (see clause 12.2.2.2). 

The actual duration of the O-P-PRM-UPDATE 2 signal is determined by the VCE. The O-P-SYNCHRO 5 
transmission shall start at the symbol with index 0 of the first downstream logical frame of a superframe. 
After transmission of the O-P-SYNCHRO 5 signal, the FTU-R shall transition to the channel analysis and 
exchange phase. 

12.3.3.3.8.3 R-P-PRM-UPDATE 1 

During transmission of the R-P-PRM-UPDATE 1 signal, the FTU-R communicates to the FTU-O the 
downstream SNR report. 

The R-P-PRM-UPDATE 1 signal shall have the same structure as the R-P-CHANNEL-DISCOVERY 1 signal and 
shall consist of upstream sync symbols and initialization symbols. The SOC shall be in its active state and use 
normal bit mapping with SOC tone repetition rate p communicated in the O-VECTOR-FEEDBACK message. 
The SOC quadrant scrambler shall be in free running mode. The scrambler shall be initialized at the first 
SOC symbol of R-P-PRM-UPDATE 1 signal with the value communicated during the ITU-T G.994.1 
handshake. The transmit PSD shall be equal to CDPSDus (obtained during the CHANNEL DISCOVERY 2 
stage). The R-P-PRM-UPDATE 1 signal shall use all subcarriers from the SUPPORTEDCARRIERSus set. The 
probe sequence modulating sync symbols shall be continued from the previous stage with no interruption.  
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At the beginning of the first upstream logical frame following the O-P-SYNCHRO 4 signal, the FTU-R shall 
start transmission of the R-P-PRM-UPDATE 1 signal. From the start of the first upstream logical frame of the 
R-P-PRM-UPDATE signal, the SOC shall send R-IDLE until the FTU-R receives the O-SNR message. The FTU-R 
shall acknowledge by sending the R-SNR message and wait to receive the O-P-SYNCHRO 4-1 signal. 

12.3.3.3.8.4 R-P-PRM-UPDATE 2 

During transmission of the R-P-PRM-UPDATE 2 signal, the FTU-R communicates to FTU-O relevant 
parameters obtained during the VECTOR 2 and PARAMETER UPDATE stages. 

At the beginning of the first upstream logical frame following the O-P-SYNCHRO 4-1 signal, the FTU-R starts 
transmission of R-P-PRM-UPDATE 2 signal which is the same as R-P-PRM-UPDATE 1 signal except SOC 
quadrant scrambler shall be in reset mode. The SOC continues transmission of R-IDLE and waits for the  
O-PRM message. The FTU-R shall acknowledge by sending the R-PRM message and shall continue 
transmission of R-IDLE. 

The actual duration of the R-P-PRM-UPDATE 2 signal is determined by the VCE. Upon reception of the O-P-
SYNCHRO 5 signal, the FTU-R shall complete transmission of the R-P-PRM-UPDATE 2 signal and transition to 
the channel analysis and exchange phase starting from the symbol with index 0 of the first upstream logical 
frame of the superframe following transmission of the O-P-SYNCHRO 5 signal. 

12.3.3.3.8.5 O-P-SYNCHRO 4-1 

The O-P-SYNCHRO 4-1 signal provides an exact time marker for transition from transmission of the  
O-P-PRM-UPDATE 1 signal to transmission of the O-P-PRM-UPDATE 2. The O-P-SYNCHRO 4-1 signal shall 
have the same format, start time and duration as the O-P-SYNCHRO 1 signal, except that the SOC quadrant 
scrambler shall be in free running mode continued from the previous signal and the IDS shall not be 
applied. During transmission of the O-P-SYNCHRO 4-1 signal, the SOC is inactive. 

The element of the probe sequence carried by the sync symbol of the O-P-SYNCHRO 4-1 signal shall 
continue the probe sequence transmitted during the O-P-PRM-UPDATE 1 stage with no interruption. 

The symbols of the O-P-SYNCHRO 4-1 signal shall use all subcarriers from the SUPPORTEDCARRIERSds set 
modulated as defined in clause 10.2.2.2. 

The transmit PSD of the O-P-SYNCHRO 4-1 signal shall be PRMPSDds. 

12.3.3.3.8.6 O-P-SYNCHRO 5 

The O-P-SYNCHRO 5 signal provides an exact time marker for transition from the PARAMETER UPDATE 
stage to the channel analysis and exchange phase. The O-P-SYNCHRO 5 signal shall have the same format, 
start time and duration as the O-P-SYNCHRO 1 signal, except that the inverted symbols containing SOC IDLE 
(see clause 12.2.3 for the equivalent definition when the SOC is in the active state) shall use normal bit 
mapping and the IDS shall not be applied. During transmission of the O-P-SYNCHRO 5 signal, the SOC is 
inactive. 

The element of the probe sequence carried by the sync symbol of the O-P-SYNCHRO 5 signal shall continue 
the probe sequence transmitted during the PARAMETER UPDATE stage with no interruption.  

The symbols of the O-P-SYNCHRO 5 signal shall use all subcarriers from the MEDLEYds set modulated as 
defined in clause 10.2.2.2. 

The transmit PSD of the O-P-SYNCHRO 5 signal shall be PRMPSDds. 

12.3.4 Channel analysis and exchange phase 

12.3.4.1 Overview 

The channel analysis and exchange phase is the final phase of initialization. During this phase: 

– the FTU-O and FTU-R are transmitting sync symbols modulated by probe sequences; 

– the SOC is active in both upstream and downstream; 
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– the FTU-O and FTU-R exchange capabilities and negotiate relevant parameters of TPS-TC (e.g., DTU 
size), PMS-TC (e.g., FEC parameters) and PMD (e.g., bits and gains tables) for showtime; 

– for bits and gains setting, the FTU-O and FTU-R estimate the actual SNR in upstream and 
downstream directions, respectively. 

At the end of this stage, both FTU-O and FTU-R apply the exchanged bits and gains tables and transition to 
showtime as described in clause 12.3.5. 

Figure 12-12 presents the timing diagram for the stages of the channel analysis and exchange phase. It 
gives an overview of the sequence of signals transmitted and the sequence of SOC messages sent by the 
FTU-O and FTU-R during the channel analysis and exchange phase. The two inner columns show the 
sequences of signals that are transmitted (see clause 12.3.4.3), and the two outer columns identify the 
messages sent in the SOC (see clause 12.3.4.2). The shaded areas correspond to periods of time when SOC 
is inactive. 
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Figure 12-12 – Timing diagram of the channel analysis and exchange phase 

The SOC messages shown in Figure 12-12 shall use the rules of the communication protocol defined in 
clause 12.2.2, using RQ mode. Symbol encoding of symbols shall be as defined in clause 10.2.2.2. 

The channel analysis and exchange phase, as shown in Figure 12-12, involves the following steps: 

1) The FTU-O sends the O-MSG 1 message, which contains the FTU-O's TPS-TC, PMS-TC and PMD 
related capabilities and main requirements for downstream transmission. 
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2) The FTU-R replies by sending the R-MSG 2 message, which indicates the FTU-R's TPS-TC, PMS-TC 
and PMD related capabilities and time synchronization requirement and period. 

3) The FTU-O sends the O-TPS message to indicate the configuration of the TPS-TC and its required 
capabilities for both the upstream and the downstream directions. 

4) The FTU-R acknowledges the O-TPS message with the R-ACK 1 message. 

5) The FTU-O conveys the required PMS-TC parameters by sending the O-PMS message. 

6) The FTU-R conveys the required PMS-TC parameters by sending the R-PMS message. 

7) The FTU-O sends the O-PMD message, which contains the bit loading and tone ordering tables for 
the upstream. 

8) The FTU-R sends the R-PMD message, which contains the bit loading and tone ordering tables for 
the downstream. 

9) After exchanging O-PMD and R-PMD messages, the FTUs are ready to transition to showtime. The 
FTU-O acknowledges R-PMD message by sending O-ACK message and further triggers the 
transition into showtime by transmitting the O-P-SYNCHRO 6 signal. 

The PMD, PMS-TC and TPS-TC parameter settings negotiated during the channel analysis and exchange 
phase shall be applied starting from the first symbol of showtime. During the showtime some of these 
parameters can be modified using various OLR procedures (see clause 13), although in the range 
determined by the exchanged FTU capabilities. 

12.3.4.2 SOC messages exchanged during channel analysis and exchange phase 

Figure 12-13 illustrates the SOC message exchange between the FTU-O and FTU-R during the channel 
analysis and exchange phase. It also summarizes the main content of each message. 

 

O-MSG 1 
– Conveys FTU-O capabilities (e.g., TPS-TC, PMS-TC, ToD) 

 

 R-MSG 2 
– Conveys FTU-R capabilities (e.g., TPS-TC, PMS-TC, ToD) 

O-TPS 
– Sets properties of TPS-TCs 

– Sets properties of NTR and ToD 

 

 R-ACK 1 
– Acknowledge reception of the O-TPS message 

O-PMS 
– Conveys PMS-TC parameter selection for upstream 

 

 R-PMS 
– Conveys PMS-TC parameter selection for downstream 

O-PMD 
– Conveys (bi, ti) for use in upstream 

 

 R-PMD 
– Conveys (bi, ti) for use in downstream 

O-ACK 
– Acknowledge reception of the R-PMD message 

 

Figure 12-13 – SOC messages exchanged during the channel analysis and exchange phase 

12.3.4.2.1 O-MSG 1 

The O-MSG 1 message contains the capabilities of the FTU-O and the main requirements for downstream 
transmission (such as margin). The list of parameters carried by the O-MSG 1 message is shown 
in Table 12-38. 
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Table 12-38 – O-MSG 1 message 

Field   Field name Format 

1 Message descriptor Message code 

2 NTR One byte 

3 TPS-TC capabilities See Table 12-39 

4 PMS-TC capabilities See Table 12-41 

5 Downstream rate adaptation downshift SNR margin (RA-DSNRMds) Two bytes 

6 Downstream rate adaptation downshift time interval (RA-DTIMEds) Two bytes 

7 Downstream rate adaptation upshift SNR margin (RA-USNRMds) Two bytes 

8 Downstream rate adaptation upshift time interval (RA-UTIMEds) Two bytes 

9 Downstream FRA time window (FRA-TIMEds) One byte 

10 Downstream FRA minimum percentage of degraded tones (FRA-NTONESds) One byte 

11 Downstream FRA minimum number of rtx-uc anomalies (FRA-RTX-UCds) Two bytes 

12 Downstream FRA vendor discretionary criteria (FRA-VENDISCds) One byte 

13 Channel-initialization policy (CIpolicy) One byte 

14 Fast retrain policy (FRpolicy) One byte 

15 Downstream los defect persistency (LOS-PERSISTENCYds) One byte 

16 Downstream lom defect persistency (LOM-PERSISTENCYds) One byte 

17 Downstream lor defect persistency (LOR-PERSISTENCYds) One byte 

18 Downstream reinit time threshold (REINIT-TIME-THRESHOLDds) One byte 

19 Downstream low ETR threshold (LOW-ETR-THRESHOLDds) One byte 

20 Downstream target SNR margin for RMC (TARSNRM-RMCds) Two bytes 

21 Downstream minimum SNR margin for RMC (MINSNRM-RMCds) Two bytes 

22 Downstream maximum bit loading for RMC (MAXBL-RMCds) One byte 

23 L2 link state control parameter field See Table 12-41.1 

24 PMD capabilities See Table 12-41.2 

25 CD_time_out_1 during fast retrain One byte 

26 CD_time_out_2 during fast retrain One byte 

27 Supported Options  Two bytes 

28 Annex X descriptor Variable 

Field 1 "Message descriptor" is a unique one-byte code (0716) that identifies the message. See Table 12-7 
for a complete list of codes. 

Field 2 "NTR" shall be set to 0116 if the FTU-O is transporting the NTR signal in the downstream direction, 
otherwise it shall be set to 0016. 

Field 3 "TPS-TC capabilities" indicates the TPS-TC capabilities of the FTU-O as shown in Table 12-39. 
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Table 12-39 – TPS-TC capabilities of the FTU-O 

Field name Format Description 

Support of TPS-TCs 
(Note) 

One byte: [p0000000] Indicates TPS-TCs of each type that the FTU-O is capable to 
support (both upstream and downstream directions): 

• p=1 – supports PTM TPS-TCs 

Downstream PTM 
TPS-TC capabilities 

Bearer channel 
descriptor 

Contains downstream capabilities of the supported PTM TPS-TC 

Upstream PTM TPS-TC 
capabilities 

Bearer channel 
descriptor 

Contains upstream capabilities of the supported PTM TPS-TC 

NOTE – For each supported TPS-TC, a bearer channel descriptor (see Table 12-40) shall be appended to the message. 

The bearer channel descriptors shall have a format as defined in Table 12-40. 

Table 12-40 – Bearer channel descriptor 

Byte Content of field 

1 and 2 Maximum NDR (NDR_max) 

3 and 4 Minimum ETR (ETR_min) 

5 Maximum delay (delay_max) 

6 and 7 Minimum Impulse Noise Protection against SHINE (INP_min_shine) 

8 SHINE ratio (SHINEratio) 

9 Minimum Impulse Noise Protection against REIN (INP_min_rein) 

10 Inter arrival time flag of REIN (iat_rein_flag) 

11 Minimum R/N ratio (rnratio_min) 

In the field "Maximum NDR", the parameter value for NDR_max represents the maximum net data rate 
(NDR) allowed by the FTU-O for the bearer channel. The value shall not exceed the NDR_max value defined 
in clause 11.4.2.2. The value shall be coded as an unsigned integer representing the data rate as a multiple 
of 96 kbit/s. All other fields of the bearer channel descriptor in O-MSG 1 message shall be set to 0 and shall 
be ignored by the FTU-R as those values are not negotiated. Those other fields are set in the O-TPS message 
(see clause 12.3.4.2.3). 

Field 4 "PMS-TC capabilities" indicates the PMS-TC capabilities of the FTU-O as shown in Table 12-41.  

Table 12-41 – PMS-TC capabilities of the FTU-O 

Field name Format Description 

Max DS net data rate  Two bytes Indicates the maximum downstream net data rate supported. The 
unsigned 16-bit value is the net data rate divided by 96 kbit/s. 

Max US net data rate  Two bytes Indicates the maximum upstream net data rate supported. The unsigned 
16-bit value is the net data rate divided by 96 kbit/s. 

MB upstream One byte Minimal initial value of the logical frame down count (LFDC) supported by 
the FTU in the upstream direction. Valid values are zero and one. 

Field 5 "Downstream rate adaptation downshift SNR margin (RA-DSNRMds)": The definition and use of this 
parameter is specified in clause 13.2.1.1.2. The field shall be formatted as a 16-bit unsigned integer with 
LSB weight of 0.1 dB and has a valid range between zero and 31.0 dB (013616). 
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Field 6 "Downstream rate adaptation downshift time interval (RA-DTIMEds)": The definition and use of this 
parameter is specified in clause 13.2.1.1.2. The field shall be formatted as a 16-bit unsigned integer with 
LSB weight of one second and has a valid range between zero and 16 383 s (3FFF16). 

Field 7 "Downstream rate adaptation upshift SNR margin (RA-USNRMds)": The definition and use of this 
parameter is specified in clause 13.2.1.1.2. The field shall be formatted as a 16-bit unsigned integer with 
LSB weight of 0.1 dB and has a valid range between zero and 31.0 dB (013616). 

Field 8 "Downstream rate adaptation upshift time interval (RA-UTIMEds)": The definition and use of this 
parameter is specified in clause 13.2.1.1.2. The field shall be formatted as a 16-bit unsigned integer with 
LSB weight of one second and has a valid range between 0 and 16 383 s (3FFF16). 

Field 9 "Downstream FRA time window (FRA-TIMEds)" contains the value of the FRA triggering parameter 
fra-time-ds. The parameter is used in the specification of the FRA procedure and is defined in clause 
13.3.1.1.1.1. 

The valid range of non-zero values is from one logical frame length to one superframe length in steps of 
one logical frame length. The valid value 0 shall be used to indicate that both monitoring of the percentage 
of degraded subcarriers (see clause 13.3.1.1.1.2) and monitoring of the number of rtx-uc anomalies 
(see clause 13.3.1.1.1.3) are disabled (see clause 13.3.1.1.1.5). 

Field 10 "Downstream FRA minimum percentage of degraded tones (FRA-NTONESds)" contains the value of 
the FRA triggering parameter fra-ntones-ds. The parameter is used in the specification of the FRA 
procedure and defined in clause 13.3.1.1.1.2. 

The valid range of non-zero values is from 1 to 100 (6416) in steps of 1. The valid value 0 shall be used to 
indicate that monitoring of the percentage of degraded subcarriers is disabled (see clause 13.3.1.1.1.5). If 
the value of fra-time-ds is 0, then the value of fra-ntones-ds shall be set to 0. 

Field 11 "Downstream FRA minimum number of rtx-uc anomalies (FRA-RTX-UCds)" contains the value of the 
FRA triggering parameter fra-rtx-uc-ds. The parameter is used in the specification of the FRA procedure and 
defined in clause 13.3.1.1.1.3. 

The valid range of non-zero values is from 1 to 1 023 (03FF16) in steps of 1. The valid value 0 shall be used to 
indicate that monitoring of the number of rtx-uc anomalies is disabled (see clause 13.3.1.1.1.5). If the value 
of fra-time-ds is 0, then the value of fra-trx-uc-ds shall be set to 0. 

Field 12 "Downstream FRA vendor discretionary criteria (FRA-VENDISCds)" contains the value of the FRA 
triggering parameter fra-vendisc-ds. The parameter is used in the specification of the FRA procedure and 
defined in clause 13.3.1.1.1.4. 

If set to ONE, then vendor discretionary FRA triggering criteria may be used. If set to ZERO, then vendor 
discretionary FRA triggering criteria shall not be used (see clause 13.3.1.1.1.5). 

Field 13 "Channel-initialization policy (CIpolicy)" indicates the channel-initialization policy. 

The field is formatted as [0000 000p]. 

– p = 0 to indicate that CIpolicy=0 shall be used 

– p = 1 is reserved by ITU-T. 

Field 14 "Fast-retrain policy (FRpolicy)" indicates the fast-retrain policy. 

The field is formatted as [0000 000p]. 

– p = 0 to indicate that FRpolicy=0 shall be used 

– p = 1 is reserved by ITU-T. 

Field 15 "Downstream los defect persistency (LOS-PERSISTENCYds)" contains the value of the control 
parameter los_persistency-ds divided by 100. The parameter is used in the fast-retrain trigger criteria (see 
clause 12.1.4.2) and is defined in clause 12.1.4.3.1. The field has valid values from 1 to 20 (1416) in  
steps of 1. 
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Field 16 "Downstream lom defect persistency (LOM-PERSISTENCYds)" contains the value of the control 
parameter lom_persistency-ds. The parameter is used in the fast-retrain trigger criteria (see clause 12.1.4.2) 
and is defined in clause 12.1.4.3.2. The field has valid values from 2 to 20 (1416) in steps of 1. 

Field 17 "Downstream lor defect persistency (LOR-PERSISTENCYds)" contains the value of the control 
parameter lor_persistency-ds divided by 100. The parameter is used in the fast-retrain trigger criteria (see 
clause 12.1.4.2) and is defined in clause 12.1.4.3.3. The field has valid values from 1 to 20 (1416) in steps 
of 1. 

Field 18 "Downstream reinit time threshold (REINIT-TIME-THRESHOLDds)" contains the value of the control 
parameter reinit_time_threshold-ds. The parameter is used in the conditions for declaring a High_BER 
event (see clause 12.1.4.3.4) and is defined in clause 12.1.4.3.4. The field has valid values from 5 to  
31 (1F16) in steps of 1. 

Field 19 "Downstream low ETR threshold (LOW-ETR-THRESHOLDds)" contains the value of the control 
parameter low_ETR_threshold-ds. The parameter is used in the conditions for declaring a High_BER event 
(see clause 12.1.4.3.4) and is defined in clause 12.1.4.3.4. The field has non-zero valid values from 1 to 30 
(1E16) in steps of 1. The valid value 0 indicates that no High_BER event shall be declared based on ETR being 
below the ETR_min_eoc. 

Field 20 "Downstream target SNR margin for RMC (TARSNRM-RMCds)" indicates the target SNR margin for 
the downstream RMC. For definition of TARSNRM-RMC see clause 13.2.1.3.1. The field shall be formatted 
as a 16-bit unsigned integer with LSB weight of 0.1 dB and the valid range between 0 and 31 dB. 

Field 21 "Downstream minimum SNR margin for RMC (MINSNRM-RMCds)" indicates the minimum SNR 
margin for the downstream RMC. For definition of MINSNRM-RMC see clause 13.2.1.3.1. The field shall be 
formatted as a 16-bit unsigned integer with LSB weight of 0.1 dB and the valid range between 0 and 31 dB. 

Field 22 "Downstream maximum bit-loading for RMC (MAXBL-RMC)" indicates the maximum allowed  
bit-loading for the downstream RMC subcarriers. For definition of MAXBL-RMC see clause 13.2.1.3.1. The 
field shall be formatted as an eight-bit unsigned integer with valid range from 2 to 6. 

Field 23 contains the "L2 link state control parameter field". This field is a variable length field that contains 
multiple fields as represented in Table 12-41.1. 

Table 12-41.1 – L2 link state control parameter field in O-MSG1 

Field Field name Format 

1 L2 link state control parameter field length One byte (Note) 

2 Downstream target SNR margin for L2.1 and L2.2 (L2_TARSNRM) Two bytes 

3 Downstream maximum SNR margin for L2.1 (L2.1_MAXSNRM) Two bytes 

4 Downstream maximum NDR in L2.1 (L2.1_NDR_max) Two bytes 

5 Downstream minimum ETR in L2.1 (L2.1_ETR_min) Two bytes 

6 Downstream minimum ETR at L2.1 exit (L2.1_Exit_ETR_min) Two bytes 

7 Downstream and upstream maximum NDR in L2.2 (L2.2_NDR_max) Two bytes 

8 Downstream and upstream minimum ETR in L2.2 (L2.2_ETR_min) Two bytes 

9 Downstream rate adaptation downshift SNR margin in L2.1 (L2.1_RA_DSNRMds) Two bytes 

10 Downstream rate adaptation upshift SNR margin in L2.1 (L2.1_RA_USNRMds) Two bytes 

NOTE – This length field is included to allow correct parsing of O-MSG1. For this version of the Recommendation, the transmitter 
shall set the value of this field to 0016 or 1216. Receivers need to be deal with larger values and shall ignore the fields that they do 
not understand. 
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The fields are defined as follows: 

Field 1 "L2 link state control parameter field length", indicates the length of the L2 link state control 

parameter field in bytes, excluding the L2 link state control parameter field length field. The length shall be 

represented as an unsigned integer. 

Field 2 "Downstream target SNR margin for L2.1 and L2.2 (L2_TARSNRM)" indicates the target SNR margin 
for data subcarriers of the downstream RMC symbols during L2.1 and L2.2 operation (see clause 13.4.1.3 
and clause 13.4.2.3, respectively). The definition, formatting and range of valid values is specified in 
clause 13.4.1.5.3.  

Field 3 "Downstream maximum SNR margin for L2.1 (L2.1_MAXSNRM)" indicates the maximum SNR margin 
for data subcarriers of the downstream RMC symbols during L2.1 operation (see clause 13.4.1.3). The 
definition, formatting and range of valid values is specified in clause 13.4.1.5.4. 

Field 4 "Downstream maximum NDR in L2.1 (L2.1_NDR_max)" indicates the maximum NDR in the L2.1 link 
state in downstream. The definition, formatting and range of valid values is specified in clause 13.4.1.5.2. 

Field 5 "Downstream minimum ETR in L2.1 (L2.1_ETR_min)" indicates the minimum ETR in the L2.1 link 
state in downstream. The definition, formatting and range of valid values is specified in clause 13.4.1.5.1. 

Field 6 "Downstream minimum ETR at L2.1 exit (L2.1_Exit_ETR_min)" indicates the minimum ETR after the 
exit out of the L2.1 link state in downstream. The definition, formatting and range of valid values is 
specified in clause 13.4.1.5.6. 

Field 7 "Downstream and upstream maximum NDR in L2.2 (L2.2_NDR_max)" indicates the maximum NDR 
in the L2.2 link state for both directions. The definition, formatting and range of valid values is specified in 
clause 13.4.2.5.2. 

Field 8 "Downstream and upstream minimum ETR in L2.2 (L2.2_ETR_MIN)" indicates the minimum ETR in 
the L2.2 link state for both directions. The definition, formatting and range of valid values is specified in 
clause 13.4.2.5.1. 

Field 9 "Downstream Rate adaptation downshift SNR margin in L2.1 (L2.1_RA_DSNRMds)": The definition, 
formatting and range of valid values is specified in clause 13.4.1.5.7. 

Field 10 "Downstream Rate adaptation upshift SNR margin in L2.1 (L2.1_RA_USNRMds)": The definition, 
formatting and range of valid values is specified in clause 13.4.1.5.7. 

Field 24 "PMD capabilities" indicates the PMD capabilities of the FTU-O as shown in Table 12-41.2. 

Table 12-41.2 – PMD capabilities of the FTU-O 

Field name Format Description 

FTU-O maximum bit 
loading 

One byte: [000000aa] 

 

Indicates the maximum bit loading supported by the FTU-O 
transmitter: 

• aa = 00 – maximum bit loading = 12 bits 

• aa = 01 – maximum bit loading = 13 bits 

• aa = 10 – maximum bit loading = 14 bits 

• aa = 11 – Reserved by ITU-T 

Field 25 ''CD_time_out_1 during fast retrain'' indicates the timeout for the transmission of O-P-CHANNEL-
DISCOVERY 1-1 in case of a fast retrain. The value shall be encoded as one byte with valid values from 1 to 
40 representing the timeout in steps of 1 second. The value shall be less than or equal to the 
CD_time_out_1 value negotiated during the last ITU-T G.994.1 session. The FTU-R shall support all valid 
values if it indicated support for ''CD time_out'' during the last ITU-T G.994.1 session. 

Field 26 ''CD_time_out_2 during fast retrain'' indicates the timeout for the initialization after the beginning 
of O-P-CHANNEL-DISCOVERY 1-1 in case of a fast retrain. The value shall be encoded as one byte with valid 
values from 1 to 80 representing the timeout in steps of 1 second. The value shall be less than or equal to 
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the CD_timeout_2 value negotiated during the last ITU-T G.994.1 session. The FTU-R shall support all valid 
values if it indicated support for ''CD time_out'' during the last ITU-T G.994.1 session. 

Field 27 "Supported options" indicates various options supported by the FTU-O. It is encoded as a bitmap in 
each byte.  

The first byte shall be used to indicate only the options for which settings are conveyed via the upstream 
RMC command field "settings associated with supported options" (see Table 9-8): 

– Bit 0 (LSB) shall be set to 1 if the FTU-O supports the RPF indicator bits in the upstream RMC 
command (see Table 9-8), set to 0 otherwise.  

– Other bits of the first byte are reserved by ITU-T.  

The second byte shall be used to indicate all other options: 

– Bit 0 shall be set to 1 if FTU-O supports datagram eoc command (see clause 11.2.2.4.2) and shall 
be set to 0 otherwise; 

– Other bits of the second byte are reserved by ITU-T. 

All bits reserved by ITU-T shall be set to 0 and ignored by the receiver. 

Field 28 "Annex X descriptor" contains Annex X related parameters indicated by the FTU-O. The field has 
variable length; the format and content of this descriptor is defined in Table 12-41.3. 

Table 12-41.3 – Format of Annex X descriptor 

Field name Format Description 

Annex X parameter field 
length 

One byte Indicates the number of bytes in the Annex X parameter field. This field 
shall be set to ZERO if the Annex X parameter field is not present. 

Annex X parameter field Variable 
length 

See clause X.7.2.1 

12.3.4.2.2 R-MSG 2 

The R-MSG 2 message conveys FTU-R information to the FTU-O. The full list of parameters carried by the 
R-MSG 2 message is shown in Table 12-42. 

Table 12-42 – R-MSG 2 message 

Field  Field name Format 

1 Message descriptor Message code 

2 TPS-TC capabilities See Table 12-43 

3 PMS-TC capabilities See Table 12-44 

4 Time synchronization requirement One byte 

5 Time synchronization period (TSP) One byte 

6 Battery operation capability One byte 

7 PMD capabilities See Table 12-44.1 

8 Supported Options Two bytes 

9 Annex X descriptor Variable 

Field 1 "Message descriptor" is a unique one-byte code (8616) that identifies the message. See Table 12-7 
for a complete list of codes. 

Field 2 "TPS-TC capabilities" indicates the TPS-TC capabilities of the FTU-R, as shown in Table 12-43.  
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Table 12-43 – TPS-TC capabilities of FTU-R 

Field name Format Description 

Support of TPS-TCs 
(Note) 

One byte: [p0000000] 

 

Indicates TPS-TCs of each type that the FTU-O is capable to 
support (both upstream and downstream directions): 

• p=1 – Supports PTM TPS-TCs 

Downstream PTM 
TPS-TC capabilities 

Bearer channel 
descriptor 

Contains downstream capabilities of the supported 
PTM TPS-TC 

Upstream PTM TPS-TC 
capabilities 

Bearer channel 
descriptor 

Contains upstream capabilities of the supported PTM  

TPS-TC 

NOTE – For each supported TPS-TC, a bearer channel descriptor (see Table 12-40) shall be appended to the message. 

Each bearer channel descriptor shall have a format defined in Table 12-40. In the field "Maximum NDR", the 
parameter value for NDR_max represents the maximum net data rate (NDR) capability of the FTU-R for the 
bearer channel. The value shall be coded as an unsigned integer representing the data rate as a multiple of 
96 kbit/s. All other fields of the bearer channel descriptor shall be set to 0 and shall be ignored by the 
FTU-O as those values are not negotiated. 

Field 3 "PMS-TC capabilities" indicates the PMS-TC capabilities of the FTU-R as shown in Table 12-44. 

Table 12-44 – PMS-TC capabilities of FTU-R 

Field name Format Description 

Max DS net data rate  Two bytes Indicates the maximum downstream net data rate supported. The 
unsigned 16-bit value is the net data rate divided by 96 kbit/s. 

Max US net data rate  Two bytes Indicates the maximum upstream net data rate supported. The unsigned 
16-bit value is the net data rate divided by 96 kbit/s. 

MB downstream One byte Minimal initial value of the logical frame down count (LFDC) supported 
by the FTU in the downstream direction. Valid values are zero and one. 

Field 4 "Time synchronization request" indicates whether or not ToD synchronization is required by the NT. 
The field shall be coded as a single byte [0000 000t], where: 

– t=0 indicates that ToD synchronization is not required; 

– t=1 indicates that ToD synchronization is required.  

Field 5 indicates the time synchronization period (TSP), defined as maximum increment in number of 
superframes of the t1 instant number (see clause 8.5.1 and Figure 8-13) contained in two consecutive 
transmissions of the time synchronization eoc message. TSP is represented as an unsigned integer n with 
valid values n = 10…255 (FF16), indicating TSP = 16 × n. 

Field 6 "Battery operation capability" indicates whether battery backup of CPE is available during power 
failures at the customer premises. The field shall be set to 0116 if backup battery is available and set to 0016 
otherwise. 

Field 7 "PMD capabilities" indicates the PMD capabilities of the FTU-R as shown in Table 12-44.1. 
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Table 12-44.1 – PMD capabilities of the FTU-R 

Field name Format Description 

FTU-R maximum bit 
loading 

One byte: [000000aa] 

 

Indicates the maximum bit loading supported by the FTU-R 
transmitter:  

• aa = 00 – maximum bit loading = 12 bits 

• aa = 01 – maximum bit loading = 13 bits 

• aa = 10 – maximum bit loading = 14 bits 

• aa = 11 – Reserved by ITU-T 

Field 8 "Supported options" indicates various options supported by the FTU-R. It is encoded as a bitmap in 
each byte.  

The first byte shall be used to indicate only the options for which settings are conveyed via the upstream 
RMC command field "settings associated with supported options" (see Table 9-8): 

– Bit 0 (LSB) shall be set to 1 if the FTU-R supports the RPF indicator bits in the upstream RMC 
command (see Table 9-8), set to 0 otherwise;  

– Other bits of the first byte are reserved by ITU-T.  

The second byte shall be used to indicate all other options: 

– Bit 0 shall be set to 1 if FTU-O supports datagram eoc command (see clause 11.2.2.4.2) and shall 
be set to 0 otherwise;  

– Other bits of the second byte are reserved by ITU-T.  

All bits reserved by ITU-T shall be set to 0 and ignored by the receiver.Field 9 "Annex X descriptor" contains 
Annex X related parameters indicated by the FTU-R. The field has variable length; the format and content of 
this descriptor is defined in Table 12-44.2. 

Table 12-44.2 – Format of Annex X descriptor 

Field name Format Description 

Annex X parameter 
field length 

One byte Indicates the number of bytes in the Annex X parameter field. This field 
shall be set to ZERO if the Annex X parameter field is not present. 

Annex X parameter 
field 

Variable 
length 

See clause X.7.2.2 

12.3.4.2.3 O-TPS 

The O-TPS message conveys the TPS-TC configuration for both the upstream and the downstream 
directions (determined by FTU-O). It is based on the capabilities that were indicated in O-MSG 1 and R-MSG 
2 messages. The list of parameters carried by the O-TPS message is shown in Table 12-45. 

Table 12-45 – O-TPS message 

Field  Field name Format 

1 Message descriptor Message code 

2 TPS-TC configuration See Table 12-46 

3 Time synchronization enable One byte 

Field 1 "Message descriptor" is a unique one-byte code (0816) that identifies the message. See Table 12-7 
for a complete list of codes. 
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Field 2 "TPS-TC configuration" specifies the TPS-TC configuration in the upstream and downstream 
directions, and is structured as shown in Table 12-46. 

Table 12-46 – TPS-TC configuration 

Field name Format Description 

TPS-TC type (Note) One byte: 
[aa000000] 

aa = TPS-TC type that is mapped (both upstream and 
downstream): 

• aa=10: Reserved by ITU-T 

• aa=01: Reserved by ITU-T 

• aa=11: PTM-TC 

• aa=00: Reserved to ITU-T 

Downstream bearer channel 
configuration 

Bearer channel 
descriptor 

Contains the required configuration of the downstream 
bearer channel. 

Upstream bearer channel 
configuration 

Bearer channel 
descriptor 

Contains the required configuration of the upstream bearer 
channel. 

NOTE – For the specified TPS-TC a bearer channel descriptor (see Table 12-40) shall be appended to the message. 

In each bearer channel descriptor as defined in Table 12-40:  

The field "Maximum NDR” shall contain the value for NDR_max selected by the FTU-O. This value of 
NDR_max shall not exceed the value of NDR_max indicated by the FTU-O in O-MSG 1 message and shall not 
exceed the value of NDR_max indicated by the FTU-R in R-MSG 2 message for the bearer channel. The 
value shall be coded as an unsigned integer representing the data rate as a multiple of 96 kbit/s. 

The field "Minimum ETR" shall contain the value of ETR_min (see clause 11.4.2.1) selected by the FTU-O. 
The value shall be coded as an unsigned integer representing the data rate as a multiple of 96 kbit/s. 

The field "Maximum delay" shall contain the value of delay_max (see clause 11.4.2.3) selected by the 
FTU-O. The value shall be coded as an unsigned integer representing the delay in multiple of 0.25 ms. 

The field "Minimum impulse noise protection against SHINE" shall contain the value of INP_min_shine 
(see clause 11.4.2.4) selected by the FTU-O. The value shall be coded as an unsigned integer representing 
the INP in multiple of symbol periods. 

The field "SHINE ratio" shall contain the value SHINEratio (see clause 11.4.2.5) selected by the FTU-O. The 
value shall be coded as an unsigned integer representing the SHINEratio as a multiple of 0.001. 

The field "Minimum impulse noise protection against REIN" shall contain the value of INP_min_rein 
(see clause 11.4.2.6) selected by the FTU-O. The value shall be coded as an unsigned integer representing 
the INP in multiple of symbol periods. 

The field "Inter-arrival time flag of REIN" shall contain the value of iat_rein_flag (see clause 11.4.2.7) 
selected by the FTU-O. The value shall be coded as an unsigned integer with valid values 0 to 3. 

The field "Minimum R/N ratio" shall contain the value of rnratio_min (see clause 11.4.2.8) as selected by 
the FTU-O. The value shall be coded as an unsigned integer representing the R/N ratio as a multiple of 1/32. 

Field 3 "Time synchronization enable" indicates whether ToD synchronization is enabled. The field shall be 
formatted as [0000 0b2b1b0]. 

Bits b1b0 define the status of ToD synchronization. The valid values are: 

– If b1b0=00, ToD synchronization is disabled. 

– If b1b0=01, ToD frequency synchronization with the PMD sample clock being frequency locked to 
the ToD network clock is used for time synchronization. 

– If b1b0=10, ToD frequency synchronization via the processing of ToD phase difference values is 
used for time synchronization. 

– b1b0=11 is reserved by ITU-T. 
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Bit b2 defines the status of NTR frequency synchronization:  

– If b2=1, PMD sample clock is locked to the NTR 

– If b2=0, PMD sample clock is independent from the NTR 

12.3.4.2.4 R-ACK 1 

R-ACK 1 is a one-byte SOC message that acknowledges correct reception of the O-TPS message. The format 
shall be as defined in Table 12-47. 

Table 12-47 – R-ACK 1 message 

Field  Field name Format 

1 Message descriptor Message code 

Field 1 "Message descriptor" is a unique one-byte code (8716) that identifies the message. See Table 12-7 
for a complete list of codes. 

12.3.4.2.5 O-PMS 

The O-PMS message conveys the initial PMS-TC parameter settings that shall be used in the upstream 
direction during showtime. The list of parameters carried by the O-PMS message is shown in Table 12-48. 

Table 12-48 – O-PMS message 

Field  Field name Format 

1 Message descriptor Message code 

2 DPus Data path descriptor 

3 RMCPus US RMC path descriptor 

4 RMCPds DS RMC path descriptor 

5 Upstream ACK window shift One byte 

6 Upstream MNDSNOI One byte 

Field 1 "Message descriptor" is a unique one-byte code (0916) that identifies the message. See Table 12-7 
for a complete list of codes. 

Field 2 "DPus" is a field that contains the PMS-TC parameters required for data path in the upstream 
direction. The "Data path descriptor" format specified in Table 12-49 shall be used. All values in Table 12-49 
are unsigned integers. 

Table 12-49 – Data path descriptor 

Byte Field Format Description 

1 and 2 BD Two bytes Contains the value of BD for the data symbol 

3 and 4 BDR Two bytes Contains the value of BDR for the RMC symbol 

5 RD One byte  Contains the value of RFEC for the data path 

6 ND One byte Contains the value of NFEC for the data path 

7 Q One byte Number of FEC codewords per DTU 

Field 3 "RMCPus" is a field that contains the PMS-TC parameters required for RMC in the upstream 
direction. The "RMC path descriptor" format specified in Table 12-50 shall be used. All values in Table 12-50 
are unsigned integers. 
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Table 12-50 – RMC path descriptor 

Byte Field Format Description 

1 KRMC One byte Contains the value of KFEC for the RMC path. 

Field 4 "RMCPds" is a field that contains the PMS-TC parameters required for RMC in the downstream 
direction. The "RMC path descriptor" format specified in Table 12-50 shall be used. 

Field 5 "Upstream ACK window shift" is a field that contains the ACK window shift in symbol periods for the 
upstream direction (see clause 9.7), expressed as an unsigned integer. 

Field 6 "Upstream MNDSNOI" is the minimum number of data symbols in the NOI for the upstream 
direction. Valid values are zero, one and two. This number does not include the RMC symbol. 

12.3.4.2.6 R-PMS 

The R-PMS message conveys the initial PMS-TC parameter settings that shall be used in the downstream 
direction during showtime. The list of parameters carried by the R-PMS message is shown in Table 12-51. 

Table 12-51 – R-PMS message 

Field  Field name Format 

1 Message descriptor Message code 

2 DPds Data path descriptor 

3 Downstream ACK window shift One byte 

4 Downstream MNDSNOI One byte 

Field 1 "Message descriptor" is a unique one-byte code (8816) that identifies the message. See Table 12-7 
for a complete list of codes. 

Field 2 "DPds" is a field that contains the PMS-TC parameters required for data path in the downstream 
direction. The data path descriptor format specified in Table 12-49 shall be used. 

Field 3 "Downstream ACK window shift" is a field that contains the ACK window shift in symbol periods for 
the downstream direction (see clause 9.7), expressed as an unsigned integer. 

Field 4 "Downstream MNDSNOI" is the minimum number of data symbols in the NOI for the downstream 
direction. Valid values are 0, 1 and 2. This number does not include the RMC symbol. 

12.3.4.2.7 O-PMD 

The O-PMD message conveys the initial PMD parameter settings that shall be used in the upstream 
direction during showtime. The list of parameters carried by the O-PMD message is shown in Table 12-52. 

Table 12-52 – O-PMD message 

Field  Field name Format 

1 Message descriptor Message code 

2 Bit-loading table for data symbol during NOI ceiling(NSCus/2) bytes 

3 Number of RMC US subcarriers (NSCRus) Two bytes 

4 Upstream RMC tone set (RTSus) 3 × ceiling(NSCRus/2) bytes coded as follows: 

• Bits 0-11: rsc2n–1 

• Bits 12-23: rsc2n 

5 Bit-loading table for RMC US subcarriers ceiling(NSCRus/2) bytes 
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Table 12-52 – O-PMD message 

Field  Field name Format 

6 Tone ordering table 3 × ceiling(NSCus/2) bytes coded as follows: 

• Bits 0-11: t2n–1 

• Bits 12-23: t2n 

7 Initialization status One byte 

8 Upstream gi table 3 × ceiling(NSCus/2) bytes 

9 Upstream FRA sub-bands Sub-band descriptor 

Field 1 "Message descriptor" is a unique one-byte code (0A16) that identifies the message. See Table 12-7 
for a complete list of codes. 

Field 2 "Bit-loading table for data symbol during NOI" contains the bi values for every subcarrier in 
MEDLEYus. The bi shall indicate the number of bits to be mapped by the FTU-R to the subcarrier i. 

The bi shall only be defined for subcarriers from the MEDLEYus set (as indicated in O-PRM message), and 
shall be sent in ascending order of subcarrier index i. 

Each bi value shall be represented as an unsigned 4-bit integer with valid range from zero to 12. The four 
least significant bits of the first byte of this field represent the bit loading of the first subcarrier from the 
MEDLEYus set. The four most significant bits of the first byte of this field represent the bit loading of the 
second subcarrier from the MEDLEYus set. The four least significant bits of the second byte of this field 
represent the bit loading of the third subcarrier from the MEDLEYus set, etc. 

Field 3 "Number of RMC US subcarriers (NSCRus)" indicates the number of subcarriers assigned for 
upstream RMC symbol represented as an unsigned integer. The valid range is from 1 to 512 (020016). 

Field 4 "Upstream RMC tone set (RTSus)" indicates the indices of the subcarriers used to encode the RMC in 
the upstream direction. Each subcarrier index shall be represented as a 12-bit value. Pairs of subcarrier 
indices shall be mapped to a field of three bytes. For example, if the value of the nth field is 40020016, 
rsc2n−1 = 20016 = 512 and rsc2n = 40016 = 1 024. If the number of subcarriers in the RTSus set is odd, the 
last 12 bits of the field shall be set to ZERO (and ignored by the receiver). The first encoded value shall 
correspond to the lowest subcarrier used to encode the RMC. The remaining indices shall be sent in 
increasing frequency order. The subcarriers for RTSus shall be selected from the MEDLEYus set. 

Field 5 "Bit-loading table for RMC US subcarriers" contains the bi values for every subcarrier in upstream 
RMC subcarrier set presented in field 3. The bi shall indicate the number of bits to be mapped by the FTU-R 
to the subcarrier i. The bi values shall be sent in ascending order of subcarrier index i. Each bi value shall be 
represented as an unsigned 4-bit integer with valid values of 0 and from 2 to 6. 

Field 6 "Tone ordering table" contains the tone ordering table t for the upstream direction. The tone 
ordering table contains the order in which the subcarriers shall be assigned bits in the upstream direction. 
The table shall include all subcarriers of the MEDLEYus set and only these subcarriers. Each subcarrier index 
shall be represented as a 12-bit value. Pairs of subcarrier indices shall be mapped to a field of three bytes. 
For example, if the value of the nth field is 40020016, t2n−1 = 20016 = 512 and t2n = 40016 = 1 024. If the 
number of subcarriers in the MEDLEYus set is odd, the last 12 bits of the field shall be set to ZERO (and 
ignored by the receiver). The value of the first index sent shall be equal to the index of the first entry in the 
tone ordering table (t1, see clause 10.2.1.2). The remaining indices shall be sent in increasing order of the 
tone ordering table t entries (t2, t3, ... tNSCus).  

Field 7 "Initialization status": 

If, within the constraints of the channel initialization policies defined in clause 12.3.7, the receiver is unable 
to select a set of configuration parameters, the receiver shall reply with an "Initialization success/failure 
code" indicating the initialization failure cause.  
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If, within the constraints of the channel initialization policies defined in clause 12.3.7, the receiver is able to 
select a set of configuration parameters, the "Initialization success/failure code" indicates the initialization 
success. Valid “Initialization success/failure codes” are as follows: 

8016: Initialization success; 

8116: Configuration error; 

8216: Configuration not feasible on line;  

0016: Feature not supported. 

Other values are reserved by the ITU-T. 

If an initialization success/failure code 0016, 8116 or 8216 is set:  

– all values in fields 3, 4, 5 and 6 shall be set to 0; and 

– the FTU-O shall return to L3 link state instead of L0 link state at the completion of the initialization 
procedures. 

Field 8: "upstream gi table" contains the gi values for every subcarrier in MEDLEYus. The gi shall indicate the 
scale factor that shall be applied to subcarrier i, relative to the gain that was used for that subcarrier during 
the transmission of R-P-MEDLEY. The gis shall only be defined for subcarriers from the MEDLEYus set 
(as indicated in R-PRM message), and shall be sent in ascending order of subcarrier indices i. Each gi value 
shall be represented as an unsigned 12-bit fixed-point quantity, with the binary point assumed just to the 
right of the third most significant bit. For example, a gi with binary representation (MSB listed first) 
000.0100000002 would instruct the FTU-R to scale the constellation for subcarrier i by a gain of 0.25, so that 
the power of that subcarrier would be 12.04 dB lower than it was during R-P-MEDLEY. Each two gi values of 
subcarriers 2i and 2i+1 shall be mapped onto a 24-bit field as follows: [g2iMg2ig2ig2i g2ig2ig2ig2i g2ig2ig2ig2i 
g2i+1Mg2i+1g2i+1g2i+1 g2i+1g2i+1g2i+1g2i+1 g2i+1g2i+1g2i+1g2i+1], where g2iM and g2i+1M are the MSBs of the g2i and g2i+1 

binary representations, respectively. If the NSCus is odd, the last 12 bits are padded by 0. 

Field 9 "Upstream FRA sub-bands" contains the start and stop frequencies of the FRA subbands (see clause 
13.3.1.1) for the upstream direction. It shall be formatted as a band descriptor (see Table 12-21) and shall 
specify up to eight contiguous subbands. 

12.3.4.2.8 R-PMD 

The R-PMD message conveys the initial PMD parameter settings that shall be used in the downstream 
direction during the showtime. The list of parameters carried by the R-PMD message is shown in  
Table 12-53. 

Table 12-53 – R-PMD message 

Field  Field name Format 

1 Message descriptor Message code 

2 Bit-loading table for data symbol ceiling(NSCds/2) bytes 

3 Number of RMC DS subcarriers (NSCRds) Two bytes 

4 Downstream RMC tone set (RTSds) 3 × ceiling(NSCRds/2) bytes coded as follows: 

Bits 0-11: rsc2n–1 

Bits 12-23: rsc2n 

5 Bit-loading table for RMC DS subcarriers ceiling(NSCRds/2) bytes 

6 Tone ordering table 3 × ceiling(NSCds/2) bytes coded as follows: 

Bits 0-11: t2n−1 

Bits 12-23: t2n 

7 Showtime pilot tones  Tone descriptor 

8 Initialization status One byte 

9 Downstream FRA sub-bands Sub-band descriptor 
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Field 1 "Message descriptor" is a unique one-byte code (8916) that identifies the message. See Table 12-7 
for a complete list of codes. 

Field 2 "Bit-loading table for data symbol" contains the bi values for every subcarrier in MEDLEYds. The bi 
shall indicate the number of bits to be mapped by the FTU-O to subcarrier i. 

The bi shall only be defined for subcarriers from the MEDLEYds set (as indicated in O-PRM message), and 
shall be sent in ascending order of subcarrier index i.  

Each bi value shall be represented as an unsigned 4-bit integer with valid range from 0 to 12. Pairs of bis 
shall be packed into bytes in the same way as in the bit-loading table field of O-PMD message  
(see Table 12-52). 

Field 3 "Number of RMC DS subcarriers (NSCRds)" indicates the number of subcarriers assigned for 
downstream RMC symbol represented as an unsigned integer. The valid range is from 1 to 512. 

Field 4 "Downstream RMC tone set (RTSds)" indicates the indices of the subcarriers used to encode the 
RMC in the downstream direction. Each subcarrier index shall be represented as a 12-bit value. Pairs of 
subcarrier indices shall be mapped to a field of three bytes. For example, if the value of the nth field is 
40020016, rsc2n−1 = 20016 = 512 and rsc2n = 40016 = 1 024. If the number of subcarriers in the RTSus set is odd, 
the last 12 bits of the field shall be set to ZERO (and ignored by the receiver). The first encoded value shall 
correspond to the lowest subcarrier used to encode the RMC. The remaining indices shall be sent in 
increasing frequency order. The subcarriers for RTSds shall be selected from the MEDLEYds set. 

Field 5 "Bit-loading table for RMC DS subcarriers" contains the bi values for every subcarrier in the 
downstream RMC subcarrier set presented in field 4 of the R-PMD message. The bi shall indicate the 
number of bits to be mapped by the FTU-O to the subcarrier i. The bi values shall be sent in ascending order 
of subcarrier indices i. Each bi value shall be represented as an unsigned 4-bit integer with valid values of  
0 and from 2 to 6. 

Field 6 "Tone ordering table" contains the tone ordering table t for the downstream direction. The tone 
ordering table contains the order in which the subcarriers shall be assigned bits in the downstream 
direction. The table shall include all subcarriers of the MEDLEYds set and only these subcarriers. Each 
subcarrier index shall be represented as a 12-bit value. Pairs of subcarrier indices shall be mapped to a field 
of three bytes. For example, if the value of the nth field is 40020016, t2n−1 = 20016 = 512 and t2n = 40016 =  
1 024. If the number of subcarriers in the MEDLEYds set is odd, the last 12 bits of the field shall be set to 
ZERO (and ignored by the receiver). The value of the first index sent shall be equal to the index of the first 
entry in the tone ordering table (t1, see clause 10.2.1.2). The remaining indices shall be sent in increasing 
order of the tone ordering table t entries (t2, t3, ... tNSCds). 

Field 7 "Showtime pilot tones" indicates the selection of pilot tones that the FTU-R intends to use during 
the showtime. The field shall be formatted as a tone descriptor, as shown in Table 12-34.  

The FTU-R shall only select a tone as a pilot tone if the bit loading for that tone, as given in the bit-loading 
table (field 2), is equal to zero. The showtime pilot tones shall be modulated as specified in clause 10.2.2.3. 
The total number of showtime pilot tones shall not exceed 16. 

Field 8 "Initialization status": 

If, within the constraints of the channel initialization policies defined in clause 12.3.7, the receiver is unable 
to select a set of configuration parameters, the "Initialization success/failure code" indicates the 
initialization failure cause. If, within the constraints of the channel initialization policies defined in clause 
12.3.7, the receiver is able to select a set of configuration parameters, the "Initialization success/failure 
code" indicates the initialization success. Valid “Initialization success/failure codes” are as follows: 

8016: Initialization success; 

8116: Configuration error; 

8216: Configuration not feasible on line;  

0016: Feature not supported. 
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Other values are reserved by the ITU-T. 

If an initialization success/failure code 0016, 8116 or 8216 is set:  

– all values in fields 3, 4, 5 and 6 shall be set to 0; and 

– the FTU-R shall return to L3 link state instead of L0 link state at the completion of the initialization 
procedures. 

Field 9 "Downstream FRA sub-bands" contains the start and stop frequencies of the FRA sub-bands (see 
clause 13.3.1.1) for the downstream direction. It shall be formatted as a band descriptor (see Table 12-21) 
and shall specify up to eight contiguous sub-bands. 

12.3.4.2.9 O-ACK 

The O-ACK is a one-byte SOC message that acknowledges correct reception of the R-PMD message. The 
format shall be as defined in Table 12-54. 

Table 12-54 – O-ACK message 

Field   Field name Format 

1 Message descriptor Message code 

Field 1 "Message descriptor" is a unique one-byte code (0B16) that identifies the message. See Table 12-7 
for a complete list of codes. 

12.3.4.3 Signals transmitted during the channel analysis and exchange phase 

All signals transmitted during the channel analysis and exchange phase shall use only subcarriers from the 
MEDLEYds set in the downstream direction and subcarriers from the MEDLEYus set in the upstream 
direction, as determined during PARAMETER UPDATE stage of the channel discovery phase. 

The downstream transmit PSD shall be MREFPSDds, and the upstream transmit PSD shall be MREFPSDus 
that were established at the end of the channel discovery phase. The MREFPSDds and MREFPSDus shall be 
applied starting from the symbol with index 0 of the first downstream logical frame and the first upstream 
logical frame, respectively, of the first superframe of the channel analysis and exchange phase. The values 

of CE, us and ds shall be those determined at the end of the ITU-T G.994.1 handshake phase and channel 
discovery phase. 

12.3.4.3.1 O-P-MEDLEY 

During transmission of the O-P-MEDLEY signal the FTU-O communicates to the FTU-R and receives from the 
FTU-R using SOC messages specified in clause 12.2.4.2 carrying the relevant parameters, including generic 
parameters and parameters of the TPS-TC, PMS-TC and PMD in the aim to set or negotiate common values 
of these parameters at the FTU-O and FTU-R. The O-P-MEDLEY is also used by the FTU-R to estimate the 
downstream SNR. The SNR may be estimated over the first Sds-snr symbol positions in the downstream 
logical frame. 

The O-P-MEDLEY signal has the same structure as the O-P-CHANNEL-DISCOVERY 1 signal and shall consist of 
the downstream sync symbols and the initialization symbols. Sync symbols shall be transmitted at each 
downstream sync symbol position. SOC symbols shall be transmitted at the first sds symbol positions of each 
downstream logical frame; all other initialization symbols shall be quiet. The sync symbols shall be 
generated and modulated by probe sequences as described in clause 10.2.2.1. The SOC shall be in its active 
state. 

The probe sequence modulating sync symbols shall be continued from the last stage of the channel 
discovery phase with no interruption. 

SOC symbols shall use normal bit mapping (see clause 10.2.2.2.1). The SOC tone repetition rate pds shall be 
as determined during the channel discovery phase. The SOC symbol repetition rate shall be set to zero 
(no repetitions) and no IDS shall be applied. The SOC quadrant scrambler shall be kept in free running mode 
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(see clause 10.2.2.4.2). The scrambler shall be initialized at the first SOC symbol of O-P-MEDLEY signal with 
the seed obtained during the ITU-T G.994.1 handshake and continued until the end of O-P-MEDLEY signal. 
The FTU-O shall transmit all SOC messages in RQ mode. 

The FTU-O shall start transmission of the O-P-MEDLEY signal right upon completion of transmission of the 
O-P-SYNCHRO 5 signal, from symbol with index zero of the following downstream logical frame. From the 
start of the first superframe of the O-MEDLEY, the SOC shall transmit O-IDLE for the three subsequent 
superframes and then transmit the O-MSG 1 message. After receiving acknowledgement from the FTU-R 
(via R-MSG 2 message), the FTU-O sends O-TPS message. After O-TPS message is acknowledged by the 
FTU-R (via R-TPS), the FTU-O sends O-PMS message. After O-PMS message is acknowledged by FTU-R (via 
R-PMS message), the FTU-O sends O-PMD message. 

After the O-PMD message has been acknowledged by the FTU-R (via R-PMD message), the FTU-O 
completes the message exchange by sending the O-ACK message and further terminates O-P-MEDLEY 
signal after transmitting six superframes of O-IDLE by sending the O-P-SYNCHRO 6 signal. The start time of 
O-P-SYNCHRO 6 signal transmission shall be at the symbol with index zero of the first downstream logical 
frame of a superframe, but the time between transmission of O-ACK message and transmission of O-P-
SYNCHRO 6 signal shall not exceed nine superframes. 

12.3.4.3.2 O-P-SYNCHRO 6 

The O-P-SYNCHRO 6 signal provides an exact time marker for transition from the channel analysis and 
exchange phase to showtime. The structure of O-P-SYNCHRO 6 signal shall be the same as O-P-SYNCHRO 1 
signal, except that the SOC quadrant scrambler shall be in free running mode and the inverted symbols 
containing SOC IDLE (see clause 12.2.3 for the equivalent definition when the SOC is in the active state) 
shall use normal bit mapping and the IDS shall not be applied. During transmission of the O-P-SYNCHRO 6 
signal, the SOC shall be inactive. 

The element of the probe sequence carried by the sync symbol of the O-P-SYNCHRO 6 signal shall continue 
the probe sequence transmitted during the O-P-MEDLEY signal with no interruption. 

12.3.4.3.3 R-P-MEDLEY 

During transmission of the R-P-MEDLEY signal the FTU-R receives from the FTU-O and communicates to the 
FTU-O using SOC messages specified in clause 12.2.4.2 carrying the relevant parameters, including generic 
parameters and parameters of the TPS-TC, PMS-TC and PMD in the aim to set or to negotiate common 
values of these parameters at the FTU-O and FTU-R. The R-P-MEDLEY signal is also used by the FTU-O to 
estimate the upstream SNR. 

The R-P-MEDLEY signal has the same structure as the R-P-CHANNEL-DISCOVERY 1 signal and shall consist of 
upstream sync symbols and initialization symbols. Sync symbols shall be transmitted at each upstream sync 
symbol position. SOC symbols shall be transmitted at the first sus symbol positions of each upstream logical 
frame; all other initialization symbols shall be quiet. The sync symbols shall be generated and modulated by 
probe sequences as described in clause 10.2.2.1. The SOC shall be in its active state. 

The probe sequence modulating sync symbols shall be continued from the last stage of the channel 
discovery phase with no interruption. 

SOC symbols shall use normal bit mapping (see clause 10.2.2.2.1) with the number of repetitions p 
determined during the channel discovery phase. The SOC symbol repetition rate shall be set to 0 
(no repetitions) and no IDS shall be applied. The SOC quadrant scrambler shall be kept in free running 
mode. The scrambler shall be initialized at the first SOC symbol of R-MEDLEY with the seed obtained during 
the ITU-T G.994.1 handshake and continued until the end of R-P-MEDLEY signal. The FTU-R shall transmit all 
SOC messages in RQ mode. 

The FTU-R shall start transmission of the R-P-MEDLEY signal after reception of the O-P-SYNCHRO 5 signal, 
from the symbol with index 0 of the upstream logical frame that follows the last symbol of O-P-SYNCHRO 5 
signal. From the start of the first superframe of the R-P-MEDLEY signal, the SOC shall transmit O-IDLE until 
reception of the O-MSG 1 message. The FTU-R shall acknowledge O-MSG 1 message by sending R-MSG 2 
message and wait for reception of O-TPS message. The FTU-R shall acknowledge the O-TPS message by 
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sending a R-TPS message and shall then wait for reception of an O-PMS message. The FTU-R shall 
acknowledge the O-PMS message by sending a R-PMS message and shall then wait for reception of an 
O-PMD message. 

The FTU-R shall acknowledge the O-PMD message by sending a R-PMD message and shall then wait for 
reception of an O-ACK message followed by an O-P-SYNCHRO 6 signal (transmitted six superframes after 
O-ACK). After reception of the O-P-SYNCHRO 6 signal, the FTU-R shall transition into showtime as described 
in clause 12.3.5. 

12.3.5 Transition to showtime 

The FTU-O shall transition to showtime starting from the symbol with index 0 of the downstream logical 
frame immediately following the O-P-SYNCHRO 6 signal. The FTU-R shall transition to showtime one 
superframe after the FTU-O transitions to showtime, starting from the symbol with index 0 of the first 
upstream logical frame. Before that transition, the FTU-R shall send R-IDLE. All DTU’s of the downstream 
logical frames of the first superframe following O-P-SYNCHRO 6 shall be dummy DTUs. 

The baseline bit-loading table of the NOI of the first downstream logical frame in showtime shall be the one 
specified in R-PMD message. The baseline bit-loading table and the gi values of the NOI of the first 
upstream logical frame in showtime shall be one specified in O-PMD message. The baseline bit-loading 
table of the DOI of the first downstream logical frame and the first upstream logical frame in showtime 
shall be, respectively, the same as for NOI (both bi and gi values). Those baseline bit-loading tables shall be 
indicated with SCCC=0 in the RMC. The FRA adjustment "no adjustment" shall be applied on the baseline 
bit-loading tables in the first logical frame of showtime. This adjustment shall have an FCCC equal to 0. 

If MB downstream is equal to 1, the configuration of the first downstream logical frame in showtime shall 
be TTRds=sds, TAds=0, TBUDGETds=sds. Otherwise, the configuration of the first downstream logical frame is 
indicated in the first downstream RMC message. The configuration of the first upstream logical frame in 
showtime shall be as specified in previously received downstream RMC messages. If no RMC messages are 
decoded correctly, the default value shall be TTRus=sus, TAus=0, TBUDGETus=sus. 

The transmit PSD of the first showtime logical frame in the downstream and upstream directions shall be 
STPSDds and STPSDus, respectively (NOI symbol position only). The STPSDds and STPSDus in the first 
showtime logical frame in the downstream and upstream directions shall use the tssi that was used during 
the channel analysis and exchange phase of initialization. The transmit PSD may be further adjusted using 
the corresponding OLR procedures (see clauses 13.2.1.1 and 13.2.2.1). 

The superframe count after transition into showtime and the probe sequences used during the initialization 
for sync symbols shall continue from initialization with no interruption. 

12.3.5.1 Establishment of DOI 

In the downstream, the establishment of DOI shall be in two steps: 

1) The VCE/DRA initiates a TIGA procedure (see clause 13.2.2.1) with a TIGA command containing 
settings for the DOI interval (this TIGA command may or may not contain settings for the NOI as 
well). 

2) After a successful completion of the TIGA procedure, transmission in the DOI may be enabled by 
the VCE/DRA by setting TBUDGET > TTR. 

In the upstream, the establishment of DOI shall be in two steps: 

1) The VCE/DRA initiates a SRA procedure (see clause 13.2.1.1) with an SRA command containing 
settings for the DOI interval (this SRA command may or may not contain settings for the NOI as 
well). 

2) After a successful completion of the SRA procedure, transmission in the DOI may be enabled by 
the VCE/DRA by setting TBUDGET > TTR. 
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12.3.6 Alignment of initialization procedures of multiple joining lines (Informative) 

The procedures and rules described in this clause do not concern interoperability between the FTU-O and 
FTU-R, but are necessary to ensure vectored operation of joining lines, including FEXT cancellation and 
minimum distortions in active lines during the joining of multiple lines.  

In case multiple lines are joining to the vectored group, their initialization procedures should be aligned. 
First, the line that completes the ITU-T G.994.1 handshake becomes a member of the joining group (joining 
line) or a member of the waiting group (waiting line) using the rules presented in clause 12.3.6.1. Further, 
the line proceeds depending on the group it has been assigned to as described in the following clauses. 

12.3.6.1 Joining group and waiting group (Informative) 

The FTU-O of the line that completes the ITU-T G.994.1 handshake, while in O-QUIET 1 stage, monitors the 
status of the joining group. If the joining group gets open after FTU-O transitions into O-QUIET 1, the FTU-O 
considers the line being in the joining group, and terminates the O-QUIET 1 stage, and continues 
initialization procedure as defined in clause 12.3.2. 

If the joining group is closed, the FTU-O is in the waiting group. The FTU-O stays in the waiting group and 
goes back to ITU-T G.994.1 handshake after the CD_time_out_1 timeout is reached or by request of the VCE 
(in case the VCE does not expect the joining group to open during a relevant time).  

The FTU-R, after entering the QUIET 1 stage, attempts to receive the O-P-CHANNEL-DISCOVERY 1-1 signal. If 
no reception of O-P-CHANNEL-DISCOVERY 1-1 signal occurs within CD_time_out_1 timeout after the start 
of the QUIET 1 stage, the FTU-R goes back to the ITU-T G.994.1 handshake. 

12.3.6.2 Alignment of the initialization procedures of multiple joining lines (Informative) 

If the joining group contains multiple lines, initialization procedures of all joining lines are aligned, while 
each FTU-O performs the initialization procedure with the peer FTU-R, as defined in clause 12.3.2. The 
alignment includes at least the following rules: 

1) The VCE controls the start and the end of O-P-VECTOR 1 signal transmission in all joining lines. This 
is necessary to ensure that downstream FEXT into active lines is estimated when all joining lines 
transmit simultaneously. It's also beneficial if transmission of O-VECTOR 1 stage ends in all lines 
simultaneously.  

2) If a special probe sequence is used, the VCE controls the entry to O-P-CHANNEL-DISCOVERY 1-1 
signal of all joining lines. This is necessary to ensure that downstream direct channel of the joining 
lines are properly estimated. 

3) Transmission of O-P-SYNCHRO 1-1 signal is simultaneous in all joining lines. This is necessary to 
synchronize IDS in all joining lines. 

4) Transmission of O-P-SYNCHRO 1 signal is simultaneous in all joining lines. This is necessary to align 
R-P-VECTOR 1 signals in all lines to ensure that upstream FEXT between all lines is estimated when 
all joining lines transmit simultaneously.  

5) Transmission of O-P-SYNCHRO 3 signal is simultaneous in all joining lines. This is necessary to align 
R-P-VECTOR 1-1 signals in all lines and ensure that upstream FEXT between all lines is estimated 
when all joining lines transmit simultaneously. 

6) Transmission of O-P-SYNCHRO 4 signal is simultaneous in all joining lines. This is necessary to align 
O-P-VECTOR 2 signals in all lines to ensure that downstream FEXT into joining lines is estimated 
when all joining lines transmit simultaneously. 

7) Transmission of O-P-SYNCHRO 4-1 signal is simultaneous in all joining lines. This is necessary to 
align downstream PSD updates in all active and joining lines after VECTOR 2 stage. 

12.3.6.3 Alignment of the parameters of multiple joining lines (Informative) 

The VCE configures the following parameters for all joining lines: 

1) A CE length that is equal to the value assigned for the active lines, 
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2) A TDD frame that has a number of symbol periods (MF) equal to the value assigned for the active 
lines, 

3) The number of downstream symbol positions (Mds) that is the same as the value assigned for the 
active lines in a TDD frame, 

4) Seeds for the quadrant scrambler that are different for all lines, 

5) An IDS length that is the same as the length assigned for the active lines, where each line gets a 
particular IDS value determined by the VCE, 

6) The number of SOC symbol repetitions, RS, that is the same for all joining lines, 

7) The number of initialization data symbols in the downstream direction (sds) that is the same for all 
joining lines, 

8) The positions of upstream and downstream RMC symbols that are equal to the values assigned for 
the active lines, 

9) Superframe timing of all initializing lines that is aligned with the superframe timing of active lines, 
as described in clause 10.8. 

12.3.7 Channel initialization policies 

The method used by the receiver to select the values of transceiver parameters described in this clause is 
implementation dependent. However, within the limit of the net data rate achievable by the local PMD, the 
selected values shall meet all of the constraints communicated by the transmitter prior to the end of the 
Channel Analysis & Exchange phase, including: 

• ETR ≥ ETR_min_eoc. 

• NDR≤ NDR_max. 

• Impulse noise protection  

– at least against a combined threat of worst-case REIN impulses as described by the 
retransmission control parameters INP_min_rein and iat_rein_flag and of worst-case SHINE 
impulses as described by the retransmission control parameter INP_min_shine, and 

– within the latency bounds defined by the control parameter delay_max  

– within the minimum RFEC/NFEC ratio rnratio_min 

• SNRM ≥ TARSNRM  

• SNRM_RMC ≥ TARSNRM-RMC. 

If within these constraints, the receiver is unable to select a set of configuration parameters, then the 
transmitter shall enter the SILENT state instead of the showtime state at the completion of the initialization 
procedures. 

Within those constraints, the receiver shall select the values so as to optimize in the priority specified by 
the channel-initialization policy (CIpolicy). The channel-initialization policy applies only for the selection of 
the values exchanged during initialization, and does not apply during the showtime. 

The following channel-initialization policy is defined: 

– Policy ZERO 

If CIpolicy = 0, then: 

For downstream, 

1) Maximize the NDR until the limit of NDR_max 

For upstream, 

1) Maximize the NDR until the limit of NDR_max 

2) Maximize SNRM until the limit of MAXSNRM 

3) Minimize excess margin with respect to MAXSNRM through gain adjustments (see 
clause 10.2.1.5.2) 
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Support of CIpolicy = 0 is mandatory. 

The CIpolicy parameter values other than 0 are reserved for use by the ITU-T.  

G.9701(14)-Cor.1(15)_F12-14

2) Maximize margin until MAXSNRM
3) Minimize excess-margin

NDR_max
a)

Achievable NDR

No connect
Failed Init

a) Control parameters
b) Test parameters

NDR
b)

ETR
b)

1) Maximize NDR

ETR_min_eoc
a)

 

Figure 12-14 – Illustration of CIpolicy = 0 

12.4 Loop diagnostics mode 

For further study. 

13 Online reconfiguration (OLR) 

13.1 Overview 

13.1.1 Types of online reconfiguration 

Types of OLR include seamless rate adaptation (SRA), bit swapping, transmitter initiated gain adjustment 
(TIGA), RMC parameter adjustment (RPA), fast rate adaptation (FRA), and L2 transmission schedule 
adaptation (L2TSA). 

Seamless rate adaptation (SRA) is used to reconfigure the NDR by modifying the bits and gains (bi, gi), the 
data frame parameters (BDR, BD), and the DTU size (parameters KFEC, RFEC and Q). This SRA procedure is not 
applicable to the RMC. SRA is a mandatory capability. The procedures for SRA are defined in clause 13.2.1.1 
and shall be implemented using OLR request types 1 and 2 eoc commands defined in Table 11-9. 

Bit swapping is used to reallocate the bits and transmit power among the allowed subcarriers without 
changing the total number of data bytes loaded onto a data symbol, BD. Bit swapping reconfigures the bits 
and gains (bi, gi) without changing any other PMD or PMS-TC control parameters. Bit swapping is a 
mandatory capability. The procedure for bit swapping shall be implemented using OLR request types 1 and 
2 eoc commands defined in Table 11-9. The bit swapping procedure is not applicable to the RMC tone set; a 
similar feature for the RMC tone set is implemented by using RPA. 

Transmitter-initiated gain adjustment (TIGA) provides the VCE means to address changes in the 
downstream precoded direct channel gain (e.g., due to a change in the precoder). TIGA is a mandatory 
capability. The procedure for TIGA is defined in clause 13.2.2.1 and shall be implemented using the OLR 
request type 3 eoc command defined in Table 11-9. 
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RMC parameter adjustment (RPA) provides reconfiguration of the RMC parameters and shall be used to 
update the RMC tone set (RTS) and the bit loading for RMC subcarriers. RPA is a mandatory capability. The 
procedure for RPA is defined in clause 13.2.1.3 and shall be implemented using the OLR request type 4 eoc 
command defined in Table 11-9. 

Fast rate adaptation (FRA) provides fast adaptation of the bit rate. FRA changes the bit-loading (bi) of some 
groups of subcarriers (sub-bands). FRA is a mandatory capability. The procedure for FRA is defined in 
clause 13.3.1.1 using RMC commands defined in clause 9.6.4 and shall be implemented using RMC. 

L2 transmission schedule adaptation (L2TSA) is intended to modify the transmission schedule of RMC 
symbols during L2.1 link state. L2TSA is a mandatory capability. The procedure for L2TSA is defined in 
clause 13.2.1.4 and shall be implemented using the OLR request type 5 eoc command defined in Table 11-9. 

13.1.2 Types of bit-loading tables 

The following two bit-loading tables are defined for OLR purposes: 

1) Baseline (reference) bit-loading table(s); 

2) Active bit-loading table. 

The symbol encoder (see clause 10.2) shall only use the active bit-loading table for encoding symbols. The 
baseline bit-loading table serves as a reference to construct the active bit-loading table. The active bit-
loading table shall be constructed by applying adjustments to the given baseline bit-loading table 
communicated via RMC (see clause 9.6.4, Receiver initiated FRA request command). These adjustments to 
construct the active bit-loading table shall not change the baseline bit-loading table. 

The baseline bit-loading table(s) shall only be updated via SRA, or TIGA procedures. After a baseline bit-
loading table update, the active bit-loading table shall be equal to the current baseline bit-loading table 
unless an adjustment is applied through an FRA procedure. The baseline bit-loading table may be again 
modified through an SRA or a TIGA procedure. 

13.1.3 Summary of OLR types 

Table 13-1 includes a summary of the different OLR types and their relations with the different 
management channels and bit-loading types: 

Table 13-1 – Summary of OLR types 

OLR type 
eoc-based OLR RMC-based OLR 

Loading table 
affected Receiver 

initiated 
Transmitter 

initiated 
Receiver 
initiated 

Transmitter 
initiated 

SRA √ – – – Baseline 

Bit swapping √ – – – Baseline 

TIGA – √ – – Baseline 

RPA √ – – – Baseline 

FRA – – √ For further study Active 

L2TSA √ (Note) – – N/A 

NOTE – The L2TSA is initiated by the FTU-O for both directions simultaneously. 

13.2 Eoc-based procedures 

13.2.1 Receiver initiated procedures 

Upon sending a receiver initiated OLR command, the initiator shall await a response. The OLR response may 
be an RMC command indicating when the reconfiguration requested by the OLR command shall take effect 
(see clause 13.2.1.1.5 for details and timing for SRA and clause 13.2.1.2.3 for bit swapping), or an eoc 
response indicating when the reconfiguration shall take place (see clause 13.2.1.3.3 for RPA) or a 
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combination of the above (depending upon the OLR type), or an eoc response deferring or rejecting the 
reconfiguration. If the initiator receives an eoc response to defer or reject the reconfiguration, it shall 
abandon the last requested OLR command. A new OLR command may be initiated immediately, with the 
exception of reason code "wait", as defined in Table 11-20, for which initiation of a new eoc-based OLR 
procedure shall be deferred for at least 1 second. 

Upon reception of a receiver initiated OLR command, the responder shall send either an OLR response to 
defer or to reject the reconfiguration, or an indication when the reconfiguration shall take effect (see 
clause 13.2.1.1.5 for details and timing for SRA and clause 13.2.1.3.3 for RPA). After sending the response, 
the responder shall reconfigure the affected PMD, PMS-TC and TPS-TC functions. The responder may defer 
or reject the OLR request; in this case it shall supply a reason code from those specified in Table 11-20. 

An FTU receiver shall initiate an SRA when the conditions in clause 13.2.1.1.3 or clause 13.2.1.1.4 are 
satisfied. 

An FTU receiver shall initiate bit swapping when the conditions in clause 13.2.1.2.2 are satisfied. 

An FTU receiver shall initiate a RPA when the conditions in clause 13.2.1.3 are satisfied. 

An FTU receiver shall only send OLR request commands that meet all of following constraints: 

– Impulse noise protection 

• at least against a combined threat of worst-case REIN impulses as described by the 
retransmission control parameters INP_min_rein and iat_rein_flag and of worst-case SHINE 
impulses as described by the retransmission control parameter INP_min_shine, and 

• within the latency bounds defined by the control parameter delay_max  

• within the minimum RFEC/NFEC ratio rnratio_min 

– Net Data Rate NDR ≤ NDR_max  

13.2.1.1 SRA procedures 

13.2.1.1.1 Parameters controlled by the SRA procedures 

The SRA function concerning the adjustment of PMD parameters is accomplished by a coordinated change 
to the bits and gain values on the number of subcarriers in the baseline table.  

13.2.1.1.1.1 Parameters controlled by autonomous SRA in downstream 

The parameters are described in Table 13-2. 

Table 13-2 – PMD parameters in autonomous SRA request in downstream 

Parameter Definition 

d_SRA Delta gain change in the FTU-O transmitter requested by the FTU-R.  

This parameter is a frequency independent real scalar.  

Valid values are 0.5 ≤ d_SRA ≤ 1 (see clause 11.2.2.5).  

bi The actual number of bits per subcarrier requested by the FTU-R. 

Valid values are all integers in the [0:FTU-O maximum bit loading] range, and with bi ≤ the bi 
values requested in the last TIGA message. "FTU-O maximum bit loading" is a capability indicated 
by the FTU-O during initialization in the O-MSG 1 message. 

Autonomous SRA in downstream without change in d_SRA may be implemented using OLR request type 1 
or 2. Autonomous SRA in downstream with change in d_SRA shall be implemented using OLR request 
type 1. 

To implement the SRA, the FTU-R shall multiply its current settings of the gain stage in the receiver, for any 
subcarrier with gi >0, by the value: 

  1/d_SRA 



Transport aspects  2 
 

961 

The timing to apply SRA is specified in clause 13.2.1.1.5. 

Both the receiver and the transmitter shall support all valid bi values and shall support any change of these 
values provided the resulting bi value is within the specified valid range. 

SRA is accomplished by a change of the following PMS-TC parameters: BD, BDR, KFEC, RFEC and Q  
(see Table 9-2). 

13.2.1.1.1.2 Parameters controlled by autonomous SRA in upstream 

The details on formatting of bits and gains parameters are described in Table 13-3. 

Table 13-3 – PMD parameters in autonomous SRA request in upstream 

Parameter Definition 

bi The number of bits per subcarrier with valid values all integers in the [0:FTU-R maximum bit 
loading] range. "FTU-R maximum bit loading" is a capability indicated by the FTU-R during 
initialization in the R-MSG 2 message. 

gi The subcarrier gain adjustments. Valid values for the upstream are specified in clause 11.2.2.5. 

Autonomous SRA in upstream without change in gi may be implemented using OLR request type 1 or 2. 
Autonomous SRA in upstream with change in gi shall be implemented using OLR request type 2. 

Both the receiver and transmitter shall support all valid bi values and shall support any change of these 
values provided the resulting bi value is within the specified valid range. 

SRA is accomplished by a change of the following PMS-TC parameters: BD, BDR, KFEC, RFEC and Q (see  
Table 9-2). 

13.2.1.1.2 Parameters controlling the SRA procedures 

The list of parameters controlling SRA procedures is presented in Table 13-4. 
 

Table 13-4 – Parameters controlling the SRA procedures 

Parameter Definition 

RA-USNRM 
RA-UTIME 

(Note) 

The rate adaptation upshift SNR margin and time interval.  

These parameters define the interval of time the SNR margin should stay above the upshift SNR 
margin before the FTU shall attempt to increase the net data rate..  

The parameter can be different for the FTU-O (RA-USNRMus and RA-UTIMEus) and the FTU-R 
(RA-UTIMEds, RA-USNRMds). 

FTU-O: Configured through the DPU-MIB. 

FTU-R: Configured through the DPU-MIB and communicated to the FTU-R during initialization 
(O-MSG 1 message). 

The valid values for RA-USNRMus and RA-USNRMds are values from zero to 31.0 dB in steps of 0.1 
dB. 

The valid values for RA-UTIMEus and RA-UTIMEds are values from 0 to 16 383 s in steps of 1 
second. 

RA-DSNRM 
RA-DTIME 

(Note) 

The rate adaptation downshift SNR margin and time interval.  

These parameters define the interval of time the SNR margin should stay below the downshift 
SNR margin before the FTU shall attempt to decrease the net data rate. 

The parameter can be different for the FTU-O (RA-DSNRMus and RA-DTIMEus) and the FTU-R 
(RA-DTIMEds, RA-DSNRMds). 

FTU-O: Configured through the DPU-MIB. 

FTU-R: Configured through the DPU-MIB and communicated to the FTU-R during initialization 
(O-MSG 1 message). 

 



2 Transport aspects   
 

962 

Table 13-4 – Parameters controlling the SRA procedures 

Parameter Definition 

The valid values for RA-DSNRMus and RA-DSNRMds are values from 0 to 31.0 dB in steps of 
0.1 dB. 

The valid values for RA-DTIMEus and RA-DTIMEds are values from 0 to 16 383 s in steps of 1 
second. 

NOTE – The parameters RA-USNRM and RA-DSNRM shall relate to the baseline bit-loading table. They have the same values as 
the DPU-MIB SRA-USNRM and SRA-DSNRM configuration parameters, respectively. 

 

13.2.1.1.3 SRA downshift procedure  

If the SNR margin is below the downshift SNR margin (RA-DSNRM) and stays below that for more than the 
time specified by the minimum downshift rate adaptation interval (RA-DTIME), the FTU shall attempt to 
decrease the net data rate, such that the SNR margin is increased to a level higher than or equal to 
RA-DSNRM + 1 dB (see Figure 13-1). 

The SNR margin and downshift SNR margin here both relate to the baseline bit-loading table, i.e., the SNR 
margin shall be calculated under the assumption that the active bit-loading table is identical to the baseline 
bit-loading table. 

RA-DSNRM +1 dB

Continue SNR margin decrease

Steady state operation

Continue net data rate decrease

Start net data rate decrease

RA-DSNRM

 

Figure 13-1 – SRA downshift procedure 

13.2.1.1.4 SRA upshift procedure 

If the SNR margin is above the upshift SNR margin (RA-USNRM) and stays above that for more than the 
time specified by the minimum upshift rate adaptation interval (RA-UTIME), the FTU shall attempt to 
increase the net data rate, such that the SNR margin is decreased to a level lower than or equal to 
RA-USNRM – 1 dB (see Figure 13-2). 

The SNR margin and upshift SNR margin here both relate to the baseline bit-loading table, i.e., the SNR 
margin shall be calculated under the assumption that the active bit-loading table is identical to the baseline 
bit-loading table. 
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RA-USNRM

Continue SNR margin increase Continue net data rate increase

Start net data rate increase

Steady state operation

RA-USNRM -1 dB

 

Figure 13-2 – SRA upshift procedure 

13.2.1.1.5 Timing and synchronization for SRA 

Update of the baseline bit-loading tables at the FTU-O and FTU-R requested via OLR requests types 1, 2 or 3 
is synchronized by the associated RMC reply (SRA-R command, see Table 9-15). 

Two counts shall be used to maintain synchronization between the configurations imposed by SRA (see 
clause 13.2.1.1.1) at the transmitter and the receiver ends: 

1) The 4-bit SRA configuration change count (SCCC) is used to identify the particular configuration to 
be used. The SRA configuration change count shall be incremented whenever a new configuration 
change is initiated by the receiver and wrap around at count 11002, i.e., incrementing from 1100 to 
0000, avoiding values 1101 through 1111, which are special values reserved for the TIGA 
procedure (see clause 13.2.2.1). In this way, the value of SCCC serves as a unique identifier for the 
configuration to be used. 

 The SCCC shall only be incremented by the receiver. 

 The SCCC is incremented separately for the NOI and DOI baseline bit loading tables. 

2) The 4-bit SRA superframe down count (SFDC) is used to indicate when a new configuration shall 
take effect. SFDC shall be decremented in the first RMC symbol of every superframe until reaching 
the value zero, which indicates the activation time of the new configuration. The decremented 
value shall be repeated in all subsequent RMC symbols of the respective superframe. The d_SRA 
scaling factor and new bi, gi, BD and BDR settings shall take effect at the RMC symbol of the first 
logical frame of the superframe for which the expected SFDC is 0. The new DTU setting (KFEC, RFEC, 
Q) shall take effect at the first DTU following the application of the new bi. Figure 13-3 depicts the 
timing of the SRA transition. 

The FTU that sends the RMC SRA-R command shall monitor the acknowledgement to this RMC command as 
received from the far end via the RMC (RMC ACK bit, see Table 9-5 and Table 9-8). If none of the RMC 
messages carrying the SRA-R command was acknowledged, upon reaching SFDC=0, the FTU shall continue 
transmitting the same SRA-R command using SFDC=0 until the SRA-R command is acknowledged for the 
first time. After acknowledgement is received, the FTU shall consider the procedure complete. 
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Figure 13-3 – Timing diagram of SRA transition 

The receiver shall not initiate a new SRA procedure until the ongoing procedure, if any, has completed 
successfully or has failed due to rejection or has timed-out.  

The timeout for OLR request (high priority command) is specified in Table 11-2. This timeout serves for both 
the eoc response (see Table 11-19) and the RMC response (SRA-R). If the sourcing FTU hasn't received SRA-
R during this timeout and it has received at least the last RMC prior to expiration of this timeout with 
errors, the sourcing FTU shall wait an additional 100 ms for SRA-R before initiating another SRA request. 

NOTE – The response time of the FTU needs to take into account that, assuming no errors, the SRA-R should be 
received by the sourcing FTU at least once during the 50 ms timeout specified in Table 11-2.   

The rules for repeating SRA requests are specified in clause 11.2.1.3. However, if the receiver extended the 
timeout by the additional 100 ms as specified above, it shall also not repeat the SRA request in this 
extended timeout. All SRA requests relating to a given operation interval (NOI or DOI) with the same SCCC 
count shall be considered identical. The transmitter shall discard request with SCCC equal or lower than the 
one currently in use, taking SCCC wraparound into account. 

The range of valid initial values of SFDC shall be from 4 to 15. 

13.2.1.1.6 Retransmission of DTUs across SRA transitions 

Retransmissions of erroneous DTUs shall be supported across the SRA transition, by re-framing with the 
new DTU control parameters the data and/or management frame(s) previously transmitted with the old 
DTU parameters. This shall take place as follow: 

– In case of DTU size increase, the transmitter shall construct the new DTU by either including an 
idle frame at the end of the data or management frames previously sent in the original DTU, or by 
extending the idle frame already present in the original DTU. An example of DTU size increase with 
the retransmission of two DTUs after the transition is depicted in the Figure 13-4. 

– In case of DTU size decrease, the transmitter shall insure that, during a time interval equal to the 
configured delay_max parameter preceding the DTU size change, all DTUs sent according to the 
old control parameters end with an idle frame whose size is at least equal to the difference 
between the new and old DTU sizes. Any of those DTUs that would need to be retransmitted after 
the DTU size decrease shall be constructed by truncating bytes of the idle frame of the original 
DTU to fit into the new DTU size. The ECS of the new DTU shall be calculated. An example of DTU 
size decrease with the retransmission of one DTU after the transition is depicted in the  
Figure 13-5. 
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Figure 13-4 – Example of mapping of retransmitted DTU 0 and DTU 1 of old 
DTU size into a larger new DTU size. 

0 Rtx-01 2Idl Idl

H-1 P-1 Idle ECS

3 Idl

DTU size 
decrease

Rtx-1 4 5 6 7 8

0 1 2 3 4 5 6 7 8 9 10

delay_max

H-1 P-1 ECS

DTUs

 

Figure 13-5 – Example of mapping of retransmitted and new DTU 
during the transition time of delay_max. 

13.2.1.2 Bit swapping procedure 

13.2.1.2.1 Parameters controlled by bit swapping procedure 

Bitswapping in downstream may be implemented using OLR request type 1 or 2. Bitswapping in upstream 
without change in gi may be implemented using OLR request type 1 or 2. Bitswapping in upstream with 
change in gi shall be implemented using OLR request type 2. 

Bit swapping is accomplished by a coordinated change to the bits and gain values on the number of 
subcarriers in the baseline table. The details on formatting of bits and gains parameters are described in 
Table 13-3. 

Both the receiver and transmitter shall support any change of the bi and gi values, provided these values 
are within the specified valid range and the constraints in clause 13.2.1.2.3 are met. 

13.2.1.2.2 Bit swapping procedure 

When the value of the SNR on particular subcarriers in the FTU drops below a vendor discretionary 
threshold, while the SNRM is still above the value of the downshift SNR margin (RA-DSNRM), the FTU shall 
initiate a bit swapping procedure. The SNR and the SNRM shall both be calculated under the assumption 
that the active bit-loading table is identical to the baseline bit-loading table. 

The procedure comprises the following steps: 

– The initiating FTU computes the set of bi and gi values (or only bi values if modification of gi is not 
applicable) that is necessary to resolve the drop of the SNR. 

– The initiating FTU sends an OLR command of OLR request type 1 or type 2 (depending on whether 
both bi and gi need to be modified or the modification is for bi only) that includes the new values 
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of bi and gi together with the appropriate value of SCCC. The setting of the SCCC shall be as 
defined in clause 13.2.1.1.5. 

– After sending the OLR command of OLR request type 1 or OLR request type 2, the initiating FTU 
shall wait for an SRA-R RMC command from the responding FTU, indicating the time of parameter 
modification. 

– Upon reception of an OLR command of OLR request type 1 or OLR request type 2, the responding 
FTU shall either send an SRA-R RMC command or a valid eoc response (as defined in Table 11-19) 
to reject or defer the command. 

13.2.1.2.3 Timing and synchronization for bit swapping 

Timing and synchronization for bit swapping shall be maintained using the SCCC and SFDC, as defined in 
clause 13.2.1.1.5. The new bi, gi setting shall take effect at the RMC symbol of the first logical frame of the 
superframe for which the expected SFDC is 0 (see 13.2.1.1.5). The settings for the DTU (KFEC, RFEC, Q) and BD 
shall remain unchanged, whilst the setting of BDR may change. 

NOTE 1 – The ETR, NDR and DPR may change with bit swapping, in the case the bitswapping is changing the BDR. 

NOTE 2 – Due to change of BDR, the NDR may change up to a value of 512 subcarriers x 12 bits/TF. For example for 
TF=750µsec, this corresponds to 8.192 Mbit/s. 

13.2.1.3 RPA procedure 

The RPA procedure described in this clause is intended to modify one or more parameters of the RMC 
channel defined in clause 13.2.1.3.2. 

The FTU shall initiate the RPA procedure when at least one of the following conditions (RPA-conditions) is 
met: 

– The SNR margin of the RMC (SNRM-RMC) has dropped below the minimum threshold (MINSNRM-
RMC) specified in the DPU-MIB; 

– a lor defect has occurred (see clause 11.3.1.3); 

In addition to the conditions above, the FTU may initiate the RPA procedure based on vendor-discretionary 

criteria. Examples for such conditions are: 

– The SNR of the RMC has improved, allowing the usage of higher bit-loading for the RMC; 

– The SNR value on a particular subcarrier drops below a vendor discretionary threshold. 

The RPA procedure initiated from the FTU-O and FTU-R is the same and shall include the following steps. 

• Upon detection of RPA-conditions in the received RMC, the FTU receiver shall identify the new 
RMC parameters (see Table 13-6) and initiate the RPA procedure by sending an OLR command of 
OLR request type 4 (Update RMC parameters, see Table 11-9) via the eoc that indicates, for the 
receive direction: 

– the list of new RMC parameter values (new configuration); 

– the superframe count on which the new RMC parameters shall take effect. The minimum 
superframe count indicated in the first transmission of the RPA request shall be at least four 
superframes later than the superframe count when the eoc message carrying the RPA request 
is expected to be received (the value shall take into account the maximum transmission delay 
of the eoc message over the line); 

– the 4-bit RPA configuration change count (RCCC) associated with the new configuration. The 
RCCC shall be incremented whenever the configuration changes, with wrap around at count 
11112 The RCCC for a valid new configuration shall be greater than (accounting for wrapping 
around) the RCCC for the current configuration. 

• After sending the "Update RMC parameters" command, the initiating FTU shall wait for the 
response that may be received via RMC (see Table 9-16) or via eoc (see Table 11-19) or via both, 
and may keep repeating the "Update RMC parameters" command until either the response is 
received via the RMC or eoc (whichever happens first). If no response is received, the initiating 
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FTU may keep repeating the ''Update RMC parameters'' command until the sync frame of the 

superframe with the superframe count on which the new RMC parameters are expected to take 
effect. 

• Upon reception of the "Update RMC parameters" command, the responding FTU shall respond via 
both the eoc (see Table 11-19) and the RMC (see Table 9-16), and perform the required parameter 
modifications starting from the RMC symbol of the sync frame of the superframe with the 
superframe count indicated in the "Update RMC parameters" command. 

– The responding FTU shall include the response over RMC (RPA-R command) into all 
transmitted RMC frames until the RMC frame transmitted in the sync frame of the superframe 
in which the update of RMC parameter occurs. 

– The responding FTU shall respond to each received ''Update RMC parameters'' command, as 
defined in clause 11.2.2.5. 

• The initiating FTU shall modify its RMC parameters starting from the RMC symbol of the sync 
frame of the superframe with the superframe count indicated in the "Update RMC parameters" 
command. The initiating FTU shall modify the parameters even in case it gets no 
acknowledgement over the eoc or over the RMC (including if it detects that RMC is dysfunctional). 
However, the initiating FTU shall abort the procedure if it receives a reject OLR request type 4 on 
the "Update RMC parameters" command via the eoc or if it receives a RPA-R command with a 
reject indication via the RMC, i.e., the initiating FTU shall refrain from the requested changes in the 
RMC and perform another type of OLR to fix the transmission channel first. 

NOTE – If the eoc, or the RMC, or both are unreliable, the initiating FTU cannot get confirmation whether the RPA 
request arrived or not. To improve robustness, the initiating FTU may continuously repeat the RPA request message, 
until acknowledgement via eoc or RMC arrives.  

If a persistent lor defect on the upstream or downstream RMC (see clause 12.1.4.3.3) or a high BER event 
reinit_time_threshold occurs (see clause 12.1.4.3.4), the line shall go to a controlled restart as defined in 
clause 12.1.4. 

 

13.2.1.3.1 Parameters controlling the RPA procedures 

The list of DPU-MIB parameters controlling RPA procedures is presented in Table 13-5. 

The parameter values can be different for the upstream and downstream. 

• FTU-O (upstream): Configured through the DPU-MIB. 

• FTU-R (downstream):  Configured through the DPU-MIB and communicated to the FTU-R 
during initialization (in O-MSG 1 message). 

Table 13-5 – Parameters controlling the RPA procedures 

Parameter Definition 

TARSNRM-RMC The target SNR margin of the RMC is the minimum SNRM-RMC value that the FTU receiver 
shall achieve to successfully complete initialization. 

The valid values for TARSNRM-RMCus and TARSNRM-RMCds are values between 0 and 31.0 
dB in steps of 0.1 dB. 

MINSNRM-RMC The minimum SNR margin of the RMC that is used to trigger a RPA procedure (see clause 
13.2.1.3). 

The valid values for MINSNRM-RMCus and MINSNRM-RMCds are values between 0 and 31.0 
dB in steps of 0.1 dB. 

MAXBL-RMC The maximum bit loading allowed for RMC subcarriers.  

The valid values for MAXBL-RMCus and MAXBL-RMCds are integer values from 2 to 6. 
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13.2.1.3.2 Parameters controlled by the RPA procedure 

The RPA function shall be used for adjustment of PMD parameters related to the RMC. These adjustments 
are accomplished by a change to the bit loading, or set of subcarriers used for conveying RMC data. The 
details of these adjustments are described in Table 13-6. 

Table 13-6 – Reconfigurable parameters of the RPA function 

Parameter Definition 

RMC tone set 
(RTS) 

Set of used subcarriers to be loaded with RMC data. The number of subcarriers used shall not 
exceed 512. 

bRMC-i The number of bits per RMC subcarrier with valid values of 0 and from 2 to 6. 

Both the receiver and transmitter shall support all valid bRMC-i values and shall support any change of these 
values provided the resulting bRMC-i value is within the specified valid range. The values of bRMC-i shall also 
not exceed the DPU-MIB parameter MAXBL-RMC for the corresponding direction of transmission. 

The RTS may be modified beyond the set determined during the initialization (see RTSus and RTSds in 
clause 12.3.4.2). If the RTS is modified, the new bit loading and re-ordered tone table of the RMC symbol 
shall be recomputed as specified in clause 10.2.1.2. 

13.2.1.3.3 Timing and synchronization for RPA 

The FTU shall respond to the OLR command of OLR request type 4 within one superframe duration using 
the responses defined in Table 9-16 (over RMC) and Table 11-19 (over eoc). 

The new RMC parameters requested by the RPA shall be applied by both FTUs starting from the RMC 

symbol of the sync frame of the superframe with the superframe count indicated in the OLR command of 
OLR request type 4 sent by the initiating FTU. 

13.2.1.4 L2TSA procedure  

The L2TSA (L2 transmission schedule adaptation) procedure described in this clause is intended to modify 
the transmission schedule of RMC symbols during L2.1 link state. The procedure may be applied during 
both L2.1N and L2.1B link states. 

The FTU-O shall initiate the L2TSA procedure when either of the following conditions are met in either 
upstream or downstream or both directions of transmission: 

• The SNRM is lower than MINSNRM and cannot be increased to L2_TARSNRM with an  
ETR ≥ L2.1_ETR_min by using an SRA procedure (clause 13.2.1);  

• The SNRM is higher than L2.1_MAXSNRM and cannot be decreased to L2_TARSNRM with an NDR ≤ 
L2.1_NDR_max by using an SRA procedure (clause 13.2.1). 

The FTU-O shall poll the actual downstream SNRM through the eoc (see clause 11.2.2.13). The FTU-O shall 
also observe the lom indicator bit to detect the critical decrease of margin. 

The FTU-O may also initiate L2TSA for the case when the bit rate is inside the boundaries defined by the 
DPU-MIB (L2.1_ETR_min, L2.1_NDR_max), for L2.1 performance optimization (adjusting the SNRM, or the 
bit rate, or increasing power savings). The criteria to initiate L2TSA in this case is vendor discretionary. 

The L2TSA procedure shall only be initiated by the FTU-O and shall include the following steps. 

1) Upon detection of L2TSA conditions in the received RMC of upstream, downstream or both 
directions, the FTU-O shall initiate the L2TSA procedure by sending an L2TSA request (OLR request 
type 5, see Table 11-9) via the eoc that indicates the required transmission schedule for both 
transmission directions. Once the L2TSA request has been sent, the FTU-O shall reject all OLR 
requests type 1 and type 2 from the FTU-R with reason code "wait" until the L2TSA procedure has 
been completed. 
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2) Upon reception of the L2TSA request command, the FTU-R shall reply by sending L2TSA response 
(response to OLR request type 5, see Table 11-19). The response may confirm (acknowledge) the 
L2TSA request or reject it (see Table 11-19). 

3) Upon reception of the L2TSA acknowledgement, the FTU-O shall transmit the L2TSA-R RMC 
command (see Table 9-17.2) indicating to the FTU-R at which superframe count L2TSA shall be 
implemented. If the FTU-O doesn't receive the L2TSA confirmation within the timeout specified in 
Table 11-2 or receives a reject, it may repeat the L2TSA request.   

4) At the superframe whose index is indicated in L2TSA-R, both FTUs shall change the RMC schedule 
to the one indicated in the L2TSA command for each transmission direction. 

13.2.1.4.1 Parameters controlling the L2TSA procedures  

The list of control parameters controlling L2TSA procedures is presented in Table 13-6.1. The values of 
these parameters are configured through the DPU-MIB; the relevant parameters are communicated to the 
FTU-R during initialization in O-MSG1 (see clause 12.3.4.2.1). 

Table 13-6.1 – Parameters controlling the L2TSA procedures 

Parameter Definition 

L2.1_ETR_min  See clause 13.4.1.5.1. 

L2.1_NDR_max See clause 13.4.1.5.2. 

L2_TARSNRM See clause 13.4.1.5.3. 

L2.1_MAXSNRM See clause 13.4.1.5.4. 

MINSNRM See clause 13.2.1.4. 

13.2.1.4.2 Parameters controlled by the L2TSA procedure  

The L2TSA procedure controls the RMC transmission schedule during L2.1 (i.e., it defines which TDD frame 
shall be used for RMC transmission in the L2.1 link state. The schedule is defined in a format of a bitmap 
(see Table 11-9). 

13.2.1.4.3 Timing and synchronization for L2TSA  

The FTU-R shall respond over the eoc to the OLR command of OLR request type 5 using the responses 
defined in Table 11-19. The FTU-O shall send the L2TSA-R within 50 ms after receiving response 
confirmation from the FTU-R.  

Two counts shall be used to maintain synchronization between the configurations imposed by L2TSA (see 
clause 13.2.1.4.2) at the transmitter and the receiver ends: 

1) The 4-bit L2 configuration change count (L2CCC) is used to identify the particular configuration to 
be used. The L2 configuration change count shall be incremented whenever a new RMC schedule 
change is initiated and wrap around at count 11112. In this way, the value of L2CCC serves as a 
unique identifier for the configuration to be used. The L2CCC value shall be set to 0000 when the 
line enters L2.1 link state from L0. The L2CCC value shall not be changed during L2.2, i.e., from the 
entry into L2.2 until the first successful L2TSA procedure after transitioning back to L2.1. 

2) The 4-bit L2 superframe down count (SFDC) is used to indicate when a new configuration shall take 
effect. SFDC shall be decremented in the first RMC symbol of every superframe until reaching the 
value zero, which indicates the activation time of the new configuration. The decremented value 
shall be repeated in all subsequent RMC symbols of the respective superframe. The new RMC 
transmission schedule shall take effect starting from the first logical frame of the superframe for 
which the expected SFDC is 0. 

After sending the L2TSA-R command, The FTU-O shall monitor the acknowledgement to this RMC command 
as received from the far end via the RMC (RMC ACK bit, Table 9-8). If none of the RMC messages carrying 
the L2TSA-R command was acknowledged, upon reaching SFDC=0, the FTU-O shall continue transmitting 
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the same L2TSA-R command using SFDC=0 until the L2TSA-R command is acknowledged for the first time. 
After acknowledgement is received, the FTU shall consider the procedure complete. 

13.2.2 Transmitter initiated procedures 

13.2.2.1 TIGA procedure 

Upon instruction of the VCE over the γ_MGMT interface, the FTU-O shall send an eoc command of OLR 
request type 3 (TIGA), after which the FTU-O shall await a response. After reception of the OLR request 
type 3, the FTU-R shall not initiate any new SRA procedures until the TIGA procedure is complete. The FTU-
R shall acknowledge the reception of the TIGA command by setting the TIGA-ACK bit to ONE in the 
upstream RMC command (see Table 9-4 and Table 9-8) and shall then send an OLR request type 1 
(TIGARESP) command via the upstream eoc (see Table 11-9) or shall reject the TIGA command using an eoc 
response reject OLR request type 3 (see Table 11-19). The timeout on the setting of the TIGA-ACK bit (FTU-
O TIGA-ACK timeout in Figure 13-6) or on sending the reject OLR request type 3 shall be equal to the 
timeout of the high priority eoc command (50ms). If a reject OLR request type 3 is sent, the TIGA-ACK bit 
shall not be set to ONE. The maximal time between the setting of the TIGA-ACK bit and the first 
transmission of the OLR request type 1 command in response to TIGA (TIGARESP) shall be 100ms. 

If FTU-O receives an OLR request type 1 or type 2 during or after transmission of OLR request Type 3 prior 
to receiving a TIGA-ACK, it shall reject the OLR request using corresponding reject response (see Table 11-
19) with reason code "wait".  

NOTE – It is expected that in the aim to speed up starting TIGA, the FTU-O may reject already submitted SRA request 
because the modification of transmission parameters implied by this request will be anyway overridden by TIGA. 

If the FTU-O has not detected the setting of the TIGA-ACK bit to ONE after the TIGA-ACK timeout expires, it 
may resend one or multiple time the TIGA command within two seconds from the first timeout, after which 
it shall abandon the message. 

The OLR command of OLR request type 3 (TIGA) sent by the FTU-O may include a subcarrier parameter 
block for NOI only, for DOI only, or for both NOI and DOI.  

If the FTU-R can accept the gains and bits requested in TIGA, it shall send the TIGARESP message with bb 
bits set to 00 (i.e., no subcarrier parameter blocks included, see Table 11-9). In this case, it is implied that 
d_TIGARESP = 1 for the respective NOI or DOI or both NOI and DOI indicated in the corresponding TIGA 
command. 

If the FTU-R cannot accept the gain compensation factors or bit loadings requested in TIGA, it shall send a 
TIGARESP message with bb bits set to an identical value as the bb bits in the corresponding TIGA. 

The FTU-O shall acknowledge the reception of the TIGARESP by setting the TIGARESP-ACK bit to ONE in the 
downstream RMC command (see Table 9-5) followed by sending an SRA-R RMC command in the 
downstream RMC message (see Table 9-4 and Table 9-15) or shall reject the TIGARESP command using an 
eoc response reject OLR request type 1 (see Table 11-19). The timeout on the setting of the TIGARESP-ACK 
bit (FTU-R TIGARESP-ACK timeout in Figure 13-6) or the reject OLR request shall be equal to the timeout of 
the high priority eoc command (50ms). If a reject OLR request type 1 is sent, the TIGARESP-ACK bit shall not 
be set to ONE. 

If the FTU-R has not detected the setting of the TIGARESP-ACK bit to ONE and has not received an SRA-R 
with a special SCCC value (see below) when TIGARESP-ACK timeout expires, it may re-send the TIGARESP 
command until the expiration time of the FTU-R TIGA timeout minus the time sufficient for the TIGARESP 
command to be applied (i.e., 50 ms). The FTU-R TIGA timeout starts when the TIGA-ACK bit is set to 1. The 
value of the FTU-R TIGA timeout is 1 second. When the FTU-R detects the SRA-R command with SFDC=0 or 
the FTU-R TIGA timeout expires, it shall set the TIGA-ACK bit to ZERO. 

The FTU-O shall set the TIGARESP-ACK bit to ZERO when the first SRA-R command is transmitted. 

Figure 13-6 shows the transactions over the eoc and RMC between the FTU-O and the FTU-R of a single line 
as well as the timing of the TIGA procedure in case of non-segmented eoc messages. 
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Figure 13-6 – TIGA procedure with non-segmented messages 

In response to a TIGA-ACK or TIGARESP message, the VCE shall instruct (over the γ_MGMT interface), the 
FTU-O to either: 

– send an SRA-R RMC command (see Table 9-4 and Table 9-15), to indicate the symbol position on 
which both FTU-O and FTU-R implement the new parameters values (see clause 13.2.2.1.2 for 
details and timing). The value of SCCC that the FTU-O shall send in the SRA-R command, shall be 
instructed by the VCE over the γ_MGMT interface with one of the following options: 

• the value of SCCC as received in the TIGARESP message, to indicate that the FTU-O did receive 
the TIGARESP message, and that the precoder, the relative gain compensation factors ri, the 
baseline bit loading table and all other parameter values shall be established corresponding to 
the values requested in the TIGARESP message, or 

• the special value SCCC=1111, to indicate that the FTU-O did not receive the TIGARESP 
message, but that nevertheless the precoder, the relative gain compensation factors ri, and 
the baseline bit loading table shall be established corresponding to the values indicated in the 
TIGA command, while all other parameter values which are part of a TIGARESP message shall 
stay unchanged, or 

• the special value SCCC=1110, to indicate that the FTU-O did not receive the TIGARESP 
message, but that nevertheless the precoder and the relative gain compensation factors ri 
shall be established corresponding to the values indicated in the TIGA command, while the 
baseline bit loading tables and all other parameter values that are part of a TIGARESP message 
shall stay unchanged, or  

• the special value SCCC=1101, to indicate that the FTU-O did not receive a TIGA-ACK, but that 
nevertheless the precoder and the relative gain compensation factors ri shall be established 
corresponding to the values indicated in the TIGA command while the baseline bit loading 
table and all other parameter values that are part of a TIGARESP message shall stay 
unchanged, or 

• resend the OLR request type 3 (TIGA) command in case the FTU-O did not receive the TIGA 
ACK. 
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Figure 13-7 shows the flowchart of the above TIGA procedure. 

NOTE 1 – The detailed behaviour of the decision process by the VCE and management functions above the γ_MGMT 
interface are out of the scope of this Recommendation. Appendix II gives example use cases. 

 

Figure 13-7 – Flowchart of TIGA procedure 

The FTU-R shall implement the received SRA-R command as follows: 

– If the value of SCCC is as initiated in the TIGARESP message, the FTU-R shall implement the 
parameter values it indicated in the TIGARESP message. 

– If the SCCC value is the special value SCCC=1111, the FTU-R shall adapt its receiver settings in 
accordance with the gains and the baseline bit loading table as indicated in the last TIGA command 
(all other parameter values which are part of a TIGARESP message shall be unchanged). 

– If the SCCC value is the special value SCCC=1110, the FTU-R shall adapt its receiver settings in 
accordance with the gains as indicated in the last TIGA command (the baseline bit loading table 
and other parameter values which are part of a TIGARESP message shall be unchanged). 

– If the SCCC value is the special value SCCC=1101, the FTU-R should expect an unknown change in 
received signal magnitude and phase when SFDC reaches zero.  

NOTE 2 – Use of the special values SCCC=1111, 1110 and 1101 may cause errors and/or may cause retrain. 

13.2.2.1.1 Parameters controlled by the TIGA procedure 

13.2.2.1.1.1 Parameters controlled by the TIGA request 

The parameters are described in Table 13-7. 

Table 13-7 – Parameters in a TIGA request 

Parameter Definition 

i_start Start subcarrier index.  

i_stop Stop subcarrier index. 

ri Relative gain compensation factors for the FTU-R receiver gain stage, specified per subcarrier.  

Values may be real or complex. Valid values are specified in clause 11.2.2.5. 

bi Requested number of bits per subcarrier to be allocated by the FTU-R.  

Valid values are all integers in the [0:FTU-O maximum bit loading] range. "FTU-O maximum bit 
loading" is a capability indicated during initialization by the FTU-O in the O-MSG 1 message. 
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13.2.2.1.1.2 Parameters controlled by the TIGA response 

The parameters are described in Table 13-8. 

Table 13-8 – Parameters in a TIGA response 

Parameter Definition 

d_TIGARESP Delta factor requested by the FTU-R relative to the gain correction factors ri in the TIGA 
message. This parameter is a frequency independent real scalar.  

Valid values are specified in clause 11.2.2.5.  

i_start Start subcarrier index.  

i_stop Stop subcarrier index. 

bi Actual number of bits per subcarrier requested by the FTU-R.  

Valid values are all integers in the [0:12] range, and with bi values that do not exceed those 
requested in the corresponding TIGA message 

NOTE 1 – Table 13-8 states that the bit loading for the NOI in the TIGARESP message (bi_TIGARESP_NOI) is upper 
limited by the bit loading for the NOI in the TIGA message (bi_TIGA_NOI). In addition to this mandatory upper limit, 
the bit loading bi_TIGARESP_NOI should be upper limited by the bit loading that is based on the change in the SNR 
expected from the new values of ri, and might be upper limited by other factors. 

NOTE 2 – Table 13-8 states that the bit loading for the DOI in the TIGARESP message (bi_TIGARESP_DOI) is upper 
limited by the bit loading for the DOI in the TIGA message (bi_TIGA_DOI). In addition to this mandatory upper limit, 
the bit loading bi_TIGARESP_DOI might be upper limited by other factors. 

To implement the TIGA and TIGA response, the following rules shall apply: 

For subcarriers with ri ≠ 0, 

– For the NOI interval, the FTU-R shall multiply its current settings of the gain stage in the receiver, 
for any subcarrier i with gi >0, by the value (NOI_ri/ NOI_d_TIGARESP) 

 new_NOI_gainstagei = current_NOI_gainstagei × (NOI_ri/NOI_d_TIGARESP) 

– For the DOI interval, the FTU-R shall multiply its current settings of the gain stage in the receiver of 
the NOI interval, for any subcarrier i with gi >0, by the value (DOI_ri/ DOI_d_TIGARESP) and use 
these values for the new settings of the gain stage in the receiver during the DOI interval, i.e., 

 new_DOI_gainstagei = current_NOI_gainstagei × (DOI_ri/DOI_d_TIGARESP) 

For both NOI and DOI, the new gain settings shall take effect starting from the RMC symbol of the first 
logical frame of the superframe for which the expected SFDC is 0. 

NOTE 1 – This scaling is to help the FTU-R to keep its receiver gain adjusted after a precoder update.  

For subcarriers with ri = 0, the FTU-R shall set its receiver gain to a vendor discretionary non-zero value. 

NOTE 2 – To revive suppressed carriers (ri=0 and bi=0), the VCE may facilitate FEQ training by the FTU-R receiver by 
precoding the sync symbols such that the phase of the channel measured at the FTU-R does not deviate significantly 
between the sync symbol and the data symbols in the NOI. 

13.2.2.1.2 Timing and synchronization for TIGA 

The final command in a TIGA procedure is the SRA-R. Timing and synchronization shall be identical as in 
SRA. 

NOTE – By controlling the timing of the TIGA command and the reply to TIGARESP (SRA-R) at multiple FTU-Os, the VCE 
can control the precoder gain adaptation to be applied synchronously on all lines or asynchronously. See Appendix II 
for use cases. 
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13.3 RMC-based procedures 

13.3.1 Receiver initiated procedures 

13.3.1.1 FRA procedure 

The list of DPU-MIB parameters controlling the FRA procedure is presented in Table 13-9. These parameters 
are used in the FRA triggering criteria defined in clause 13.3.1.1.1.5. This can be used in case of sudden 
noise increase or moderate changes in the channel transfer and crosstalk functions. FRA may be initiated by 
either FTU-O or FTU-R. 

FRA may change the bit-loading (bi) of some subcarrier groups (sub-bands) and thus may result in a change 
to the number of bytes per data frame BD and BDR. For the RMC symbol, FRA shall have no effect on RMC 
carriers. The procedure for FRA shall be implemented using messages carried over RMC (see clause 9.6.4). 

The FRA updates the active bit-loading table by providing adjustments to the baseline bit-loading table. 
These adjustments are defined per sub-band by the receiver and conveyed over the RMC using receiver 
initiated FRA request command (see Table 9-10 and Table 9-11). Eight sub-bands are defined in the 
upstream and in the downstream direction (see Table 9-12). The start and stop subcarriers of each sub-
band for each direction are set during initialization (see clause 12.3.4.2.7 and clause 12.3.4.2.8). Different 
sub-bands may be used for upstream and downstream directions. 

The FTU initiating FRA may apply the following adjustment tools when indicating FTU the active loading 
table (per sub-band) to the peer: 

– Use the current baseline bit-loading table as the active bit-loading table with no adjustments. 

– Relative decrease tool – the same reduction of bit loading is applied to all the subcarriers in the 
specified sub-band, except for subcarriers allocated for RMC (RTS). 

– Bit-loading ceiling tool – limit the maximum bit loading according to the specified parameter value. 
The ceiling is applied to all the subcarriers in the specified sub-band except for subcarriers 
allocated for RMC (RTS). 

No change shall be made to the re-ordered tone table t' upon implementation of FRA. The following rules 
shall apply to avoid the need to update table t': 

– No new subcarriers with bi =1 shall be created as a result of the implementation of FRA. After 
applying the adjustments required by the FRA, subcarriers resulting in loading values bi =1 shall be 
zeroed (bi =0). Thus, no new one-bit loading will be created by FRA. If the resulting bi contains an 
odd number of one-bit constellation points, the last one-bit constellation according to re-ordered 
tone ordering table shall be set to bi=0. 

– Tables t' (re-ordered tone table) shall not be recalculated and the ordering of table b' (re-ordered 
bit allocation table) shall not change, even if one or more subcarriers previously loaded with bi =1 
are now loaded with bi =0. 

The upper limit on DTU size defined in clause 8.2 may result in a violation after a FRA. In this case, the DTU 
size shall be modified back to its valid range through a standard OLR procedure as soon as possible after the 
FRA. 

After an FTU receives an FRA request, it shall respond within 5 ms by sending an indication via RMC when 
the requested new configuration shall take effect (see the 'Reply to FRA request (FRA-R)' command in Table 
9-13 and Table 9-14).  

The FTU sourcing the FRA request may repeat the same FRA request in every TDD frame until it receives an 
ACK or FRA-R, or it decides to abandon the FRA request, in which case the next FRA request initiated by the 
FTU shall have at least a new FCCC value. 

After FRA-R is received, the sourcing FTU shall complete the FRA procedure by applying requested 
transmission parameters as defined in clause 13.3.1.1.3. 

If the sourcing FTU does not receive FRA-R within 20 ms after the last FRA request (which might be a 
repeated FRA request) was sent, the sourcing FTU shall abandon the request. 
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NOTE: If RMC frames are received with no errors, the FRA-R is expected to arrive in less than 6ms (this takes into 

account the response time and some margin for transmission time). 

13.3.1.1.1 Parameters controlling the FRA procedure 

The list of DPU-MIB parameters controlling the FRA procedure is presented in Table 13-9. These parameters 
are used in the FRA triggering criteria defined in clause 13.3.1.1.1.5. 

Each of the four FRA triggering parameters can have different values for the FTU-O (upstream) and the 
FTU-R (downstream). 

• FTU-O (upstream): Configured through the DPU-MIB. 

• FTU-R (downstream): Configured through the DPU-MIB and communicated to the FTU-R during 
initialization (in O-MSG 1 message). 

Table 13-9 – Parameters controlling the FRA procedures 

Parameter Definition 

FRA-TIME FRA-TIME determines the duration of the FRA time window used in the standard FRA 
triggering criteria. 

FRA-NTONES FRA-NTONES determines the minimum percentage of subcarriers with bi>0 that are to be 
detected as degraded ones over the time window equal to FRA–TIME in order to arm the first 
FRA triggering criterion.  

FRA-RTX-UC FRA-RTX-UC determines the minimum number of rtx–uc anomalies received throughout a time 
window equal to FRA–TIMEds in order to arm the second FRA triggering criterion. 

FRA-VENDISC Determines whether vendor-discretionary FRA triggering criteria may be used. 

The control parameters fra-ntones (see clause 13.3.1.1.1.2), fra-rtx-uc (see clause 13.3.1.1.1.3), and  
fra-time (see clause 13.3.1.1.1.1) are derived from the DPU-MIB parameters FRA-NTONES, FRA-RTX-UC, and 
FRA-TIME. The value zero for FRA-TIME in the DPU-MIB indicates that vendor discretionary values for  
fra-ntones, fra-rtx-uc, and fra-time may be used instead of the values configured in the DPU-MIB for 
FRA-NTONES, FRA-RTX-UC, and FRA-TIME, respectively. 

The control parameter fra-vendisc is equal to the DPU-MIB parameter FRA-VENDISC. The value ONE for 
FRA-VENDISC indicates that vendor discretionary FRA triggering criteria may be used. The value ZERO for 
FRA-VENDISC indicates that vendor discretionary FRA triggering criteria shall not be used. 

13.3.1.1.1.1 FRA time window (fra-time) 

The fra-time is the duration of the time window used in the standard FRA triggering criteria (see clause 
13.3.1.1.1.5). This time window shall be applied to contiguous non-overlapping time steps. The start time of 
this window is vendor discretionary. The valid range of non-zero values is from one logical frame length to 
one superframe length in steps of one logical frame length. The special valid value zero shall be used to 
indicate that both monitoring of the percentage of degraded subcarriers (see clause 13.3.1.1.1.2) and 
monitoring of the number of rtx-uc anomalies (see clause 13.3.1.1.1.3) are disabled. 

The fra-time defined for the downstream and upstream are denoted as fra-time-ds and fra-time-us, 
respectively. 

13.3.1.1.1.2 Minimum percentage of degraded tones (fra-ntones) 

The fra-ntones is the minimum percentage of loaded subcarriers (i.e., subcarriers with bi>0) that are 
detected as degraded throughout a time window equal to fra-time in order to arm the first FRA triggering 
criteria (see clause 13.3.1.1.1.5). 

A degraded subcarrier is a subcarrier that has been identified as needing a reduction in active bit loading 
because, with its current active bit loading, it is expected to contribute substantially to the decrease of 
SNRM. The valid range of non-zero values is from one to 100 in step of one. The valid value zero shall be 
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used to indicate that monitoring of the percentage of degraded subcarriers is disabled. If the value of fra-
time is 0, then the value of fra-ntones shall be set to 0. 

The fra-ntones defined for the downstream and upstream are denoted as fra-ntones-ds and fra-ntones-us, 
respectively. 

13.3.1.1.1.3 Minimum number of rtx-uc anomalies (fra-rtx-uc) 

The fra-rtx-uc is the minimum number of rtx-uc anomalies received throughout a time window equal to fra-
time in order to arm the second FRA triggering criteria (see clause 13.3.1.1.1.5). 

The valid range of non-zero values is from 1 to 1 023 in steps of 1. The valid value 0 shall be used to indicate 
that monitoring of the number of rtx-uc anomalies is disabled. If the value of fra-time is 0, then the value of 
fra-rtx-uc shall be set to 0. 

The fra-rtx-uc defined for the downstream and upstream are denoted as fra-rtx-uc-ds and fra-rtx-uc-us, 
respectively. 

13.3.1.1.1.4 Vendor discretionary criteria (fra-vendisc) 

The fra-vendisc is set to ONE in order to allow vendor discretionary FRA triggering criteria to arm the third 
FRA triggering criteria (see clause 13.3.1.1.1.5). 

If set to ONE, vendor discretionary FRA triggering criteria may be used. If set to ZERO, vendor discretionary 
FRA triggering criteria shall not be used. 

The fra-vendisc defined for the downstream and upstream are denoted as fra-vendisc-ds and fra-vendisc-
us, respectively. 

13.3.1.1.1.5 FRA triggering criteria 

The default setting of BLT status (see Table 9-12) for FRA is aa=002, i.e., no adjustment. 

If and only if at least one of the following conditions hold: 

• The fra-time>0 and the fra-ntones>0 and the percentage of subcarriers in the MEDLEY SET with 
bi>0 that are degraded throughout a time window equal to fra-time is at least fra-ntones; 

• The fra-time>0 and the fra-rtx-uc>0 and the number of rtx-uc anomalies throughout a time 
window equal to fra-time is at least fra-rtx-uc; 

• The fra-vendisc is set to ONE and the vendor discretionary FRA triggering criteria are met; 

then the FTU shall initiate an FRA request with BLT status being aa=012 or 102, see Table 9-12. 

13.3.1.1.2 Parameters controlled by the FRA procedure 

The FRA function allows updates to the active bit loading table of both the normal operation interval and 
the discontinuous operation interval. These updates are accomplished by a coordinated change to the bits 
values in the different sub-bands. The parameters controlled by FRA specify a configuration. These 
parameters are summarized in Table 13-10. 

Table 13-10 – Reconfigurable parameters of the FRA function 

Parameter Definition 

bi The number of bits per subcarrier with valid values all integers in the [0:Maximum bit loading] range, 
subject to the limitations in clause 13.3.1.1. "Maximum bit loading" is a capability indicated during 
initialization in the O-MSG 1 and R-MSG 2 messages for the FTU-O and FTU-R, respectively (and denoted 
"FTU-O maximum bit loading" and "FTU-R maximum bit loading" accordingly). 

BD The number of DTU bytes in a normal (non-RMC) data frame. According to the FRA command, BD of NOI or 
DOI is updated. 

BDR The number of DTU bytes in an RMC data frame. According to the FRA command, BDR of NOI or DOI is 
updated. 
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13.3.1.1.3 Timing and synchronization for receiver initiated FRA 

Two counts are used to maintain synchronization between the configurations requested via FRA (see 
Table 9-10 to Table 9-14) at the transmitter and the receiver ends: 

1) The 4-bit FRA configuration change count (FCCC) is used to identify the particular configuration to 
be used. The FCCC shall be incremented whenever a new configuration change is initiated by the 
receiver and shall wrap around at count 11112, i.e., incrementing from 11112 to 00002. In this way, 
the FCCC serves as a unique identifier for the configuration to be used. 

 The FCCC is incremented separately for the NOI and DOI active bit loading tables. 

2) The 4-bit FRA logical frame down count (LFDC) is used by the transmitter to indicate when a new 
configuration shall take effect. The initial LFDC value P0 is first set by the Reply to FRA request 
command. In the following P0 logical frames the Reply to FRA commands shall include LFDC values 
decreased by 1 in every subsequent logical frame. The LFDC value is updated until reaching the 
value zero which indicates the activation time of the new configuration. The new FRA 
configuration shall take effect from the first symbol in the logical frame for which the expected 
LFDC indicated in the reply to FRA RMC command is 0. Further, the FTU shall update the identifier 
of the active bit-loading table accordingly (see Table 9-5 and Table 9-8 for the current active bit-
loading table identifier field and Table 9-13 and Table 9-14 for the reply to FRA request 
commands). 

All FRA requests with the same FCCC shall be considered identical. The transmitter shall discard FRA 
requests with an FCCC equal to or lower than the one currently in use, taking wraparound into account. 

The allowed minimum initial LFDC shall be an indicated capability of the receiver exchanged during 
initialization (see parameter MB upstream in Table 12-41 and parameter MB downstream in Table 12-44). 
The maximum bound for the initial LFDC is 15. 

Example of a synchronization process for a receiver initiated FRA is given in Table 13-11. It depicts the 
transition from one FRA configuration (with FCCC = 10) to another one, with FCCC = 11, using the initial 
LFDC of 3 repeating the FRA change indication 3 times (with LFDC = 2, 1 and 0) by the transmitter before 
the new FRA configuration takes effect. 

Table 13-11 – Example of a synchronization process for a receiver initiated FRA 

Logical 
frame 

number 

Receiver Transmitter Comments 

Configuration 
in use 

FRA request 
command 

Configuration 
in use 

Reply to FRA 
message 

Initial 
stage 

FCCC = 10  FCCC = 10   

1 FCCC = 10 FCCC = 11 FCCC = 10  Receiver initiates FRA request 
for a new configuration with 
FCCC = 11. 

2 FCCC = 10 FCCC = 11 FCCC = 10  The receiver may repeat the 
same request using the same 
FCCC. 

3 FCCC = 10  FCCC = 10 FCCC = 11, 
LFDC = 3 

Transmitter replies to the FRA 
request message with a reply to 
FRA command and indicates 
the configuration change after 
three logical frames. 

4 FCCC = 10  FCCC = 10 FCCC = 11, 
LFDC = 2 

 

5 FCCC = 10  FCCC = 10 FCCC = 11, 
LFDC = 1 
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Table 13-11 – Example of a synchronization process for a receiver initiated FRA 

Logical 
frame 

number 

Receiver Transmitter Comments 

Configuration 
in use 

FRA request 
command 

Configuration 
in use 

Reply to FRA 
message 

6 FCCC = 11  FCCC = 11 FCCC = 11, 
LFDC = 0 

The requested FRA 
configuration takes effect, the 
active configuration identifier is  
FCCC = 11. 

13.3.1.1.4 Aligning FRA with SRA and L2-TRNS 

For a receiver initiated FRA, for a given operation interval (NOI or DOI), the transmitter shall not initiate 
countdown towards implementation of FRA request unless the baseline bit-loading table indicated in the 
FRA request is identical to the baseline bit-loading table that will be in use when the FRA request is 
implemented. The transmitter may refuse to initiate a countdown to an FRA request if a countdown to an 
SRA-R or a countdown to an L2-TRNS has started. 

13.3.2 Transmitter initiated procedures 

13.3.2.1 FRA procedures 

For further study. 

13.4 Low power link states 

13.4.1 Low power link state L2.1 

13.4.1.1 L2.1 transmission format  

The transmission format described in this clause shall be used for both L2.1N and L2.1B link states.  

In the L2.1 link states, only RMC symbols shall be used for data transmission in both the upstream and 
downstream directions. Sync symbols shall also be transmitted to maintain synchronization and channel 
estimation. Pilot symbols shall be transmitted to maintain loop timing, if requested by the FTU-R during 
initialization (see clause 12.3.3.2.12), at RMC symbol positions not used by RMC symbols. Quiet symbols 
shall be transmitted at all symbol positions except sync symbol positions and RMC symbol positions 
assigned for transmission of RMC symbols or pilot symbols. 

The RMC symbols shall be transmitted only during N dedicated TDD frames of each superframe. The RMC 
symbol position in logical frames during L2.1 shall be the same as during L0. The particular TDD frames used 
for transmission during L2.1 are assigned at the entry into L2.1, by the L2.1-Entry-Request eoc command 
(see clause 11.2.2.16), separately for upstream and downstream, and may be updated during the L2.1 
session by using the L2TSA eoc command (see clause 13.2.1.4). The valid values of N are from 2 to MSF. In 
the downstream direction, the sync frame shall be one of the N dedicated TDD frames. All of the N 
dedicated TDD frames shall be indicated as active in the L2.1-Entry-Request and the L2TSA eoc commands. 
Other TDD frames shall be indicated as inactive.  

An example of an L2.1 transmission format is shown in Figure 13-8. This example is for N = 2 active TDD 
frames per superframe for both upstream and downstream (MSF = 8) using the same active TDD frames for 
upstream and downstream. The RMC transmission schedule bit map in both upstream and downstream is 
0000 0000 0001 0001. In this example, pilot symbols are not used. 
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Figure 13-8 – Example L2.1 transmission format for N=2, MSF = 8 

The PSD of the upstream RMC symbols may be reduced during the L2.1 link states. The number of used 
upstream data subcarriers in RMC symbols may be reduced during the L2.1 link states. The particular value 
of PSD reduction L2_PSDRus relative to L0, the highest subcarrier on which the PSD reduction is applied 
(fL2_PSDR-US), the set of upstream active data subcarriers and the bit loading of active data subcarriers, are 
determined at the entry into an L2.1 link state by the L2.1-Entry-Request eoc command and response (see 
clause 11.2.2.16). The indices and parameters (bi, gi) of RMC subcarriers at the transition into an L2.1 link 
state shall be kept the same as were assigned during L0. In L2.1 link states, the indices and parameters of 
the RMC subcarriers may change through the RPA procedure. 

The PSD of the downstream RMC symbols may be reduced during the L2.1 link states. The number of used 
downstream data subcarriers in RMC symbols may be reduced during the L2.1 link states. The particular 
value of PSD reduction L2_PSDRds, the highest subcarrier on which it is applied (fL2_PSDR-DS), the set of 
downstream active data subcarriers and the bit loading of active data subcarriers, and the relative gain 
compensation factors are determined at the entry into an L2.1 link state by the L2.1-Entry-Request eoc 
command and response (see clause 11.2.2.16). The indices and bi values of RMC subcarriers at the 
transition into an L2.1 link state shall be kept the same as were assigned during L0. In L2.1 link states, the 
indices and parameters of the RMC subcarriers may change through the RPA procedure. 

The L2_PSDRus and L2_PSDRds can be adjusted by steps of 1dB and shall not exceed the value of 
L2_PSDR_max; the valid range of L2_PSDR is from 0 to 10 dB. The value of L2_PSDR in both directions 
determines the flat cutback on the tssi in L2.1 and L2.2, which shall be applied on the subcarriers with 
indices ranging from 0 to fL2_PSDR of the corresponding transmission direction. No cutback shall be applied on 
subcarriers with indices greater than fL2_PSDR.  

NOTE – In the upstream direction, reduction of tssi by L2_PSDR will result in reduction of the PSD on the U-R interface 
by L2_PSDR. In the downstream direction, reduction of tssi by L2_PSDR will result in reduction of the PSD on the U-R 
interface by L2_PSDR. However, on the U-O interface this reduction may be somewhat less than L2_PSDR due to 
presence of pre-compensation signals. 

The FTU-R shall apply the PSD reduction requested by the L2.1-Entry-Request eoc command in the 
upstream direction. The FTU-O shall apply the PSD reduction indicated by the L2.1-Entry-Request eoc 
command in the downstream direction.    

Sync symbols during the L2.1 link state shall be transmitted at their standard positions of every superframe. 
For upstream, the PSD reduction for sync symbols shall be the same as the PSD reduction of the RMC 
symbols, and all sync symbol subcarriers that are active during L0 shall stay active in both L2.1N and L2.1B 
link states. The gi on the upstream subcarriers located at the frequencies that become unused on the RMC 
symbols at the L2.1 entry shall have the same gi as in the L0 state in both the L2.1N and L2.1B link states. If 
some upstream subcarriers on the RMC symbols become unused at the L2.1 entry, the gi on those 
subcarriers may differ between the sync symbols and RMC symbols. For downstream, the PSD reduction for 
sync symbols shall be the same as the PSD reduction of the RMC symbols and all sync symbol subcarriers 
that are active during L0 shall stay active in both L2.1N and L2.1B link states (the same gi as in the L0 state). 

13.4.1.2 L2.1 entry procedure   

The procedure defined in this clause shall be used to transition from L0 into L2.1N or L2.1B. The transition 
times for L2.1N and L2.1B link states defined in Table 12-1 shall be applied. 
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Entry into L2.1 shall be initiated by the FTU-O. Upon reception of a LinkState.request (L2.1N or L2.1B) 
primitive from the γ-O interface (see Table 8-3), the FTU-O shall complete or terminate all OLR procedures 
and send to the FTU-R an L2.1-Entry-Request eoc command, which includes relevant parameters for 
upstream transmission and the constraint for the FTU-R to determine the downstream transmission 
parameters during L2.1, sourced by the FTU-O (see clause 11.2.2.16). The L2.1 entry procedure is jointly 
coordinated by the FTU-O and the VCE. 

Upon reception of this L2.1-Entry-Request eoc command, the FTU-R shall respond within a time consistent 
with the timeout value specified in Table 11-3 by sending either an L2.1-Entry-Confirm eoc response with 
the downstream transmission parameters, if the L2.1-Entry-Request eoc command is accepted, or an 
L2.1-Entry-Reject eoc response with the appropriate reason code, as defined in Table 11-48.6 (see 
clause 11.2.2.16).  

The FTU-R shall reject the L2.1-Entry-Request eoc command with reason code "invalid parameters" if using 
the requested downstream value of L2_PSDR in conjunction with the requested schedule of RMC symbol 
transmission cannot provide the required bit rate described in the L2.1 entry policy. 

The FTU-R shall reject the L2.1-Entry-Request eoc command with reason code "wait for RPA" if the 
implementation of the L2.1-Entry-Request requires a reconfiguration of the downstream RMC (e.g., to 
provide sufficient SNRM-RMC after the requested PSD reduction, see Table 11-48.1). Within 100 ms after 
rejecting the L2.1-Entry-Request, the FTU-R shall send an OLR request type 4 (RPA) to reconfigure the RMC. 
The value of CNTSF indicated in this RPA command shall not exceed the current superframe count by more 
than 16. After the completion of the RPA procedure, or if no RPA request is received before the timeout, 
the FTU-O may send another L2-Entry-Request command.    

The FTU-O shall not initiate an L2.1 entry procedure before all running OLR procedures have been 
completed (i.e., either rejected or accomplished). After sending an L2.1-Entry-Request eoc command, the 
FTU-O shall reject all Type 1 and Type 2 OLR requests from the FTU-R, until the end of the L2.1 entry 
procedure using the corresponding reject OLR request response with reason code "wait". After reception of 
an L2.1-Entry-Request eoc command, the FTU-R shall not send any Type 1 or Type 2 OLR requests until the 
end of the L2.1 entry procedure.  

NOTE – Type 1 and type 2 OLR requests are rejected because the final bit loading is determined by the parameters 
negotiated during the L2.1 entry procedure.   

After reception of an L2.1-Entry-Confirm eoc response, the FTU-O shall send an RMC L2-TRNS command 
indicating at which superframe count the transition from L0 to L2.1 shall occur. This superframe count shall 
be jointly coordinated by the FTU-O and the VCE consistent with the L0  L2.1 transition time, as defined 
in clause 12.1.1 and is the same for both upstream and downstream. The parameters conveyed in the  
L2.1-Entry-Request eoc command and L2.1-Entry-Confirm eoc response shall be applied by both FTUs 
starting from the first RMC symbol of the indicated superframe, in the upstream and in the downstream, 
respectively. Once these parameters have been applied, the link is in the L2.1N or L2.1B link state, and the 
FTU-O shall respond to the DRA over the γ-O interface (see Table 8-3) with a LinkState.confirm (L2.1N or 
L2.1B) primitive within the time shown in Table 12-1. 

If the FTU-R does not receive the L2-TRNS command within 1 s after transmission of the L2.1-Entry-Confirm 
eoc response has finished, it shall consider that the L0  L2.1 transition has failed and shall continue to 
operate in L0. If the FTU-O receives no response to an L2.1-Entry-Request eoc command within the timeout 
specified in Table 11-3, or upon reception of an L2.1-Entry-Reject eoc response, the L2.1 entry procedure 
shall be considered as failed, and the FTU-O shall respond to the DRA over the γ-O interface (see Table 8-3) 
with a LinkState.confirm (FAIL) primitive within the time shown in Table 12-1. If the L2.1 entry criteria are 
still met, the DRA may send a new LinkState.request (L2.1N or L2.1B) primitive to the FTU-O, for which the 
FTU-O shall send a new L2.1-Entry-Request eoc command to the FTU-R. 

13.4.1.2.1 L2.1 entry policy   

The method used by the transceivers to select the values of RMC transmission schedule, transmission and 
framing parameters described in this clause is vendor discretionary. However, the selected values shall 
meet all of the following constraints. 
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For the settings of L2.1 upstream RMC transmission schedule and upstream transmission parameters in the 
L2.1-Entry-Request eoc command: 

• L2.1_ETR ≥ L2.1_ETR_min_eoc;  

• L2.1_NDR ≤ L2.1_NDR_max; 

• L2.1_Exit_ETR ≥ L2.1_Exit_ETR_min; 

• L2_TARSNRM ≤ SNRM ≤ L2.1_MAXSNRM. 

For the settings of L2.1 downstream RMC transmission schedule and downstream transmission parameters 
in L2.1-Entry-Request eoc command: 

• L2.1_ETR ≥ L2.1_ETR_min_eoc; 

• L2.1_NDR ≤ L2.1_NDR_max; 

• L2.1_Exit_ETR ≥ L2.1_Exit_ETR_min; 

• BDR ≥ L2.1_BDR_min. 

For the settings of L2.1 downstream transmission parameters in the L2.1-Entry-Confirm eoc response:  

• L2.1_ETR ≥ L2.1_ETR_min_eoc; 

• L2.1_NDR ≤ L2.1_NDR_max; 

• L2.1_Exit_ETR ≥ L2.1_Exit_ETR_min; 

• L2_TARSNRM ≤ SNRM ≤ L2.1_MAXSNRM; 

• bi values shall be not greater than the bi values proposed in the L2.1-Entry-Request eoc command; 

• BDR ≥ L2.1_BDR_min. 

For both the upstream and downstream transmission parameters: 

• DTU size restriction: 

NDTU + Q × RFEC ≤ (N-1) × BDR, 

 where N is the number of active TDD frames per superframe in L2.1 (see clause 13.4.1.1). 

 NOTE 1 – This requirement on the L2.1 framing parameters implies the one-way latency without 
retransmission in the L2.1 link state does not exceed the duration of 1 superframe (TSF).  

• Impulse noise protection: 

• at least against a combined threat of worst-case REIN impulses as described by the 
retransmission control parameters INP_min_rein and iat_rein_flag and of worst-case SHINE 
impulses as described by the retransmission control parameter INP_min_shine, and 

• within the latency bounds defined by the control parameter delay_max. 

• The control parameter delay_max during L2.1 shall be set to delay_max = max(2×TSF, DELAYMAX). 
This setting allows at least two retransmission attempts with any selected value of N.RFEC/NFEC ratio 
≥ rnratio_min. 

• SNRM ≥ L2_TARSNRM for all active data subcarriers. 

• SNRM_RMC ≥ TARSNRM-RMC for all RMC subcarriers. 

Within the above constraints, for upstream, the FTU-O and VCE shall jointly select the values in the L2.1-
Entry-Request eoc command so as to optimize in the priority specified: 

1) While keeping same PSD as in L0, the FTU-O determines via a vendor discretionary method 

– the set of L2.1 subcarriers 

– the bit loading table 

– the framing parameters 

– the number of RMC symbols per superframe (N) 
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2) Reduce the PSD to achieve SNRM ≤ L2.1_MAXSNRM within the constraint PSD reduction L2_PSDR 
≤ L2_PSDR_max. 

Within the above constraints, for downstream, the FTU-O and VCE shall jointly select the values in the L2.1-
Entry-Request eoc command so as to optimize in the priority specified: 

1) While keeping same PSD as in L0, the FTU-O determines via a vendor discretionary method 

– the set of L2.1 subcarriers 

– the proposed bit loading table 

– the number of RMC symbols per superframe (N) 

2) Reduce the PSD to achieve SNRM ≤ L2.1_MAXSNRM within the constraint PSD reduction L2_PSDR 
≤ L2_PSDR_max. 

Within the above constraints, for downstream, the FTU-R shall select the bit loading table and the framing 
parameters values in the L2.1-Entry-Confirm eoc response so as to minimize the bit loading. 

NOTE 2 – The above policy allows a vendor discretionary compromise between robustness and power saving.  

13.4.1.3 Operation during L2.1  

At the entry into an L2.1 link state, FTUs apply the RMC transmission schedule and transmission parameters 
and framing parameters determined during the L2.1 entry procedure, as defined in clause 13.4.1.2.1. 
During an L2.1 link state, the RMC schedule and transmission/framing parameters of the FTUs may be 
updated using appropriate OLR procedure.  

13.4.1.3.1 L2.1 operation policy  

The method used by the transceivers to select the updated values of RMC transmission schedule, 
transmission and framing parameters described in this clause is vendor discretionary. However, the 
selected values shall meet all of the following constraints. 

For the settings of L2.1 upstream RMC transmission schedule and transmission parameters: 

• L2.1_ETR ≥ L2.1_ETR_min_eoc;  

• L2.1_NDR ≤ L2.1_NDR_max; 

• L2.1_Exit_ETR ≥ L2.1_Exit_ETR_min; 

For the settings of L2.1 downstream RMC transmission schedule and transmission parameters:  

• L2.1_ETR ≥ L2.1_ETR_min_eoc; 

• L2.1_NDR ≤ L2.1_NDR_max; 

• L2.1_Exit_ETR ≥ L2.1_Exit_ETR_min; 

• bi values shall be not greater than the bi values proposed in the L2.1-Entry-Request eoc command, 
unless they are modified through a following TIGA procedure; 

• BDR ≥ L2.1_BDR_min. 

For both the upstream and downstream transmission parameters: 

• DTU size restriction: 

NDTU + Q × RFEC ≤ (N-1) × BDR, 

 where N is the number of active TDD frames per superframe in L2.1 (see clause 13.4.1.1). 

NOTE – This requirement on the L2.1 framing parameters implies the one-way latency without retransmission in the 
L2.1 link state does not exceed the duration of 1 superframe (TSF).  

• Impulse noise protection:  

• at least against a combined threat of worst-case REIN impulses as described by the 
retransmission control parameters INP_min_rein and iat_rein_flag and of worst-case SHINE 
impulses as described by the retransmission control parameter INP_min_shine, and 



Transport aspects  2 
 

983 

• within the latency bounds defined by the control parameter delay_max.  

 The control parameter delay_max during L2.1 shall be set to delay_max = max(2×TSF, 
DELAYMAX). This setting allows at least two retransmission attempts with any selected value 
of N. 

• RFEC/NFEC ratio ≥ rnratio_min 

• SNRM limited by autonomous SRA procedures within L2.1-RA-DSNRM ≤ SNRM ≤ L2.1-RA-USNRM 
for all active data subcarriers 

• SNRM_RMC ≥ MINSNRM-RMC for all RMC subcarriers. 

Within the above constraints, for upstream, the FTU-O receiver shall select the values so as to minimize 
power consumption in the following order: 

1) While keeping the same RMC transmission schedule, adjust transmission parameters using SRA. 

2) While keeping the same transmission parameters, perform L2TSA (trigger conditions see clause 
13.2.1.4).Within the above constraints, for downstream, the FTU-R and FTU-O shall select the 
values so as to minimize power consumption in the following order: 

1) FTU-R: While keeping the same downstream RMC transmission schedule, adjust transmission 
parameters using SRA. 

2) FTU-O: While keeping the same downstream transmission parameters, perform L2TSA (trigger 
conditions see clause 13.2.1.4). 

NOTE 1 – Values for downstream and upstream should be selected with due attention to link robustness. 

NOTE 2 – There is no change of transmit PSD during L2.1. 

13.4.1.3.2 L2.1 operation procedures  

To keep the data-related parameters in the required range, the FTUs shall apply the bit swapping 
procedure defined in clause 13.2.1.2, or the SRA procedure defined in clause 13.2.1.1, or the FRA procedure 
defined in clause 13.3.1.1, or the L2TSA procedure defined in clause 13.2.1.4. The FTU-O may initiate the 
TIGA procedure, as defined clause 13.2.1.4. Upstream gi values may be changed by OLR procedures.  

To keep the RMC-related transmission parameter in the required range, the FTUs shall apply the RPA 
procedure, as defined in clause 13.2.1.3.   

To support the mentioned OLR procedures, the values of relevant control parameters defined in 
clause 13.4.1.5 shall be communicated to the FTU-R during initialization in O-MSG1 (see clause 12.3.4.2.1).  

Fast retrain shall be applied according to the fast retrain policy (L2.1-FRpolicy = 0, see clause 12.1.4.2). 

When the OLR procedures do not allow SNRM ≥ MINSNRM with an ETR ≥ L2.1_ETR_min to be maintained, 
an L2.1_lom anomaly occurs. When the SNRM is equal to or greater than MINSNRM, an L2.1_lom anomaly 
terminates. Upon an L2.1_lom anomaly occurring, the DRA may send a LinkState.Request primitive to exit 
from the L2.1N link state to the L0 link state. If the line is in the L2.1B link state, the DRA may first send a 
LinkState.Request primitive to transition from the L2.1B link state to the L2.1N link state, and then send a 
LinkState.Request primitive to exit from the L2.1N link state to the L0 link state. 

When the OLR procedures do not allow L2.1_EXIT_ETR equal to or greater than the L2.1_EXIT_ETR_min to 
be maintained, an L2.1_low_EXIT_ETR anomaly occurs. When the L2.1_EXIT_ETR is equal to or greater than 
the L2.1_EXIT_ETR_min, an L2.1_low_EXIT_ETR anomaly terminates. Upon an L2.1_low_EXIT_ETR anomaly 
occurring, the DRA may send a LinkState.Request primitive to exit from the L2.1N link state to L0 link state. 
If the line is in the L2.1B link state, the DRA may first send a LinkState.Request primitive to transition from 
the L2.1B link state to the L2.1N link state, and then send a LinkState.Request primitive to exit from the 
L2.1N link state to the L0 link state. 
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13.4.1.4 L2.1 exit procedure  

13.4.1.4.1 Procedures at exit of L2.1 

Exit from the L2.1N link state into the L0 link state shall be initiated by the FTU-O. Exit from the L2.1B link 
state into the L0 link state is not allowed. If the link is in the L2.1N link state, upon reception of a 
LinkState.request (L0) primitive from the γ-O interface (see Table 8-3), the FTU-O shall terminate all OLR 
procedures and send an L2.1-Exit-Request eoc command to the FTU-R (see clause 11.2.2.16). The FTU-O 
shall ignore the L2.1 exit request primitive if the link is in the L2.1B link state. The L2.1 exit procedure is 
jointly coordinated by the FTU-O and the VCE. 

Upon reception of the L2.1-Exit-Request eoc command, the FTU-R shall respond within a time consistent 
with the timeout value specified in Table 11-2 by sending an L2.1-Exit-Confirm eoc response. The FTU-R 
shall not reject the L2.1-Exit-Request eoc command. After reception of L2.1-Exit-Request, the FTU-R shall 
not send any SRA and RPA request commands until the end of the L2.1 exit procedure. After the FTU-O 
receives the LinkState primitive containing L2.1 exit request from the DRA and before it sends the 
associated L2.1-Exit-Request, it shall reject all not yet replied SRA requests using the rejection code "wait" 
and facilitate completion of replied SRA request (i.e., one on which SRA-R RMC command was sent). After 
sending an L2.1-Exit-Request eoc command, the FTU-O shall reject all SRA requests from the FTU-R, until 
the end of the L2.1 exit procedure using rejection code "wait". 

If, during the maximum response time for L2.1-Exit-Request (75 ms), the FTU-R receives no rejection of the 
SRA request that it has sent prior to the reception of the L2.1-Exit-Request eoc command, the FTU-R should 
continue in the same way as in the case that an SRA rejection was received. This also covers the case in 
which the FTU-R, instead of a rejection, receives the SRA-R command (which is an invalid reply) associated 
with the mentioned SRA request. 

After reception of L2.1-Exit-Confirm eoc response, the FTU-O shall send an RMC L2-TRNS command 
indicating at which superframe count the transition from L2.1N to L0 shall occur. This superframe count 
shall be jointly coordinated by the FTU-O and the VCE consistent with the L2.1N  L0 transition time, as 
defined in clause 12.1.1, and is the same for both upstream and downstream. The L0 logical frame 
configuration parameters shall be communicated during the L2.1N link state over RMC (see clause 9.6.4). 
The other L0 parameters shall be set according to clause 13.4.1.4.2. The L0 parameters shall be applied by 
both FTUs starting from the first logical frame of the indicated superframe, in the upstream and in the 
downstream, respectively. Once the L0 parameters have been applied, the link is in the L0 link state, and 
the FTU-O shall respond to the DRA over the γ-O interface (see Table 8-3) with a LinkState.confirm (L0) 
primitive within the time shown in Table 12-1. 

If the FTU-R doesn't receive the L2-TRNS RMC command within 100 ms after transmission of L2.1-Exit-
Confirm eoc response is complete, it shall consider that the L2.1N  L0 transition has failed and shall 
continue to operate in the L2.1N link state. 

If the FTU-O receives no response to the L2.1-Exit-Request eoc command within the timeout value specified 
in Table 11-3, the L2.1 exit procedure shall be considered as failed, and the FTU-O shall respond to the DRA 
over the γ-O interface (see Table 8-3) with a LinkState.confirm (FAIL) primitive within the time shown in 
Table 12-1. If the L2.1 exit criteria are still met, the DRA may send a new LinkState.request (L0) primitive to 
the FTU-O, upon which the FTU-O shall send a new L2.1-Exit-Request eoc command to the FTU-R. 

At the indicated superframe count both the FTU-O and FTU-R, both in upstream and downstream 
directions, shall transition to L0. The L0 transmission parameters shall be applied by both FTUs starting 
from first RMC symbol of the indicated superframe.  

13.4.1.4.2 L2.1 exit policy 

The L0 parameters other than the logical frame configuration parameters shall have the following settings, 
in both upstream and downstream: 

– framing parameters (Q, NFEC, RFEC): same as the latest in L2.1;  
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– transmission parameters of the upstream RMC symbols (bi, gi) and transmission parameters of the 
downstream RMC symbols (bi): same as the latest in L2.1, respectively;  

– the PSD reduction in both upstream and downstream shall be removed on the RMC and sync 
symbols by restoring the tssi values;  

– transmission parameters of upstream data symbols (bi, gi) and transmission parameters of the 
downstream data symbols (bi): same as the latest in L2.1 in the RMC symbols (the subcarriers from 
the RMC set in data symbols shall use the same transmission parameters as in RMC symbols); 

– transmission parameters of the upstream sync symbols (gi) shall be the same as in L2.1 (If some 
upstream subcarriers on the RMC symbols were deactivated at the L2.1 entry, the gi on those 
subcarriers may differ from the sync symbols, data symbols, or RMC symbols after the L2.1 exit);  

– data symbols shall be transmitted on valid symbol positions determined by the logical frame 
configuration parameters communicated over RMC; 

– the values of SCCC for upstream and downstream: the SCCC values for NOI shall be the same as 
corresponding SCCC values the latest in L2.1, the SCCC values for DOI shall be set to 0000. 

The bit rate obtained at the moment of the exit back into the L0 link state shall provide ETR ≥ 
L2.1_EXIT_ETR_min, but may be lower than the original L0 bit rate (before entering L2.1).  

13.4.1.4.3 Procedures after entry into L0 

After transitioning to the L0 link state, the FTUs shall further adjust transmission parameters in both the 
upstream and downstream directions with the goal to optimize L0 performance and comply with the 
relevant control parameters. This includes: 

– reinstating upstream subcarriers of the corresponding MEDLEY set that were not used during L2.1 
through SRAs done with OLR Request Type 2. At the completion of the first upstream SRA with 
OLR of Request Type 2 following the exit from L2.1, the gi values of the sync symbol shall be set 
the same as the gi values of the data symbols for all subcarriers of the MEDLEY set. 

– reinstating downstream subcarriers of the corresponding MEDLEY set that were not used during 
L2.1 through TIGA. Other adjustments in upstream and downstream shall be performed using 
standard procedures of SRA (OLR Request Type 1 or Type 2) and TIGA (OLR Request Type 3), as 
defined in clause 13.2.  

13.4.1.4.4 Aligning L2.1 exit and TIGA 

Upon detection of a condition requiring L2.1 exit, the DRA coordinates its request for L2.1 exit with the 
VCE, so that TIGA is not requested during L2.1 exit procedure. If the FTU-O receives the LinkState primitive 
containing L2.1 exit request from the DRA at a time or after the TIGA-Request was sent, it may send the 
L2.1-Exit-Request eoc command either during the TIGA procedure, at least 150 ms before the instant at 
which the FTU-O shall send the SRA-R command for implementing TIGA, or after TIGA command is 
complete, if L2.1 exit transition time allows. In case the L2.1-Exit-Request is sent during the TIGA 
procedure, the transition into L0 shall be synchronized with implementation of TIGA, i.e., the superframe 
count indicated in L2-TRNS command shall be the same as indicated in SRA-R command, while L2-TRNS and 
SRA-R commands may be sent in the same or in different RMC symbols. In this case, the FTUs shall use the 
following steps: 

1) After reception of TIGA-ACK, the FTU-O sends L2.1-Exit-Request and waits for L2.1-Exit-Confirm. 

2) Upon reception of L2.1-Exit-Request, the FTU-R continues its preparations for TIGA as usual, but 
also prepares to transition into L0 simultaneously with implementation of TIGA. 

3) After reception of L2.1-Exit-Confirm, the FTU-O shall send the L2-TRNS command that indicates 
the same superframe count for transition into L0 as in the SRA-R command associated with TIGA 
procedure (to synchronize L2.1 exit with TIGA).  

4) The timeout for FTU-R waiting L2-TRNS is 900 ms (since complete together with TIGA). 
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5) Upon the synchronized completeness of TIGA and L2.1 Exit procedure, the downstream bit 
loading, framing parameters, and FTU-R receiver gains shall be updated as specified by the TIGA 
procedure. 

6) In case L2.1-Exit-Confirm is not received or timed out, the FTU-O shall continue TIGA procedure 
while defer the L2.1-Exit-Request after completing the TIGA. 

7) In case TIGARESP is not received or timed out while L2.1-Exit-Confirm is received, the FTU-O shall 
continue the TIGA procedure with synchronized L2-TRNS command and SRA-R command, 
indicating the same superframe count for implementing the TIGA procedure and transition to L0. 

NOTE 1 – Synchronization of the instants of TIGA implementation and L2.1 exit requires only one downstream 
parameter settings update. 

NOTE 2 – If L2.1 exit transition time permits, the FTU-O might decide not to overlap the L2.1 exit procedure and the 
TIGA procedure and perform L2.1 exit after TIGA procedure ends. 

13.4.1.5 L2.1 control parameters  

– The following control parameters facilitate L2.1 operation: 

– Maximum NDR in L2.1 (L2.1_NDR_max); 

– Minimum ETR in L2.1 (L2.1_ETR_min); 

– Target SNR margin in L2 (L2_TARSNRM); 

– Maximum SNR margin in L2.1 (L2.1_MAXSNRM); 

– Maximum PSD reduction (L2_PSDR_max); 

– Minimum ETR upon returning from the L2.1 link state to the L0 link state (L2.1_Exit_ETR_min); 

– Rate adaptation upshift SNR margin (L2.1-RA-USNRM) and rate adaptation downshift SNR margin 
(L2.1-RA-DSNRM). 

NOTE 1 – Higher values of L2.1-RA-USNRM improve stability of a L2.1 line. 

Primary control parameters are listed in Table 13-12. Derived control parameters are specified in  
Table 13-13. 

The DPU-MIB parameters MINSNRM and MINSNRM-RMC shall be used as they are for L0 link state  
(see clauses 12.1.4.3.2, 12.1.4.3.3).  

To declare lom defects and high_BER events, the L2.1_ETR_min_eoc derived framing parameter (see 
Table 13-13) shall be used, in the same way as ETR_min_eoc is used in the L0 link state. 

In L2.1 a lor defect occurs when the percentage of errored RMC messages within a 2 second interval 
exceeds the 50% threshold. The lor defect terminates when this level is at or below the threshold. 

NOTE 2 – The definition of the lor defect in L2.1 is different from one used in L0. 

13.4.1.5.1 Minimum expected throughput in L2.1 (L2.1_ETR_min)  

The L2.1_ETR_min is a control parameter that specifies the minimum allowed value for the expected 
throughput rate at L2.1 entry and during the L2.1 link state, L2.1_ETR (see clause 13.4.4.2).  

The L2.1_ETR_min is used in the L2.1 entry policy (see clause 13.4.1.2.1), in the L2.1 operation policy (see 
clause 13.4.1.3). 

The field shall be formatted as a 16-bit unsigned integer with LSB weight of 16 kbit/s and has a valid range 
of values from 16 kbit/s to 1 024 kbit/s, further limited to the possible values based on valid values of 
framing parameters.  

The control parameter L2.1_ETR_min is derived by the DRA from the DPU-MIB minimum expected 
throughput in the L2.1 link state (L2.1-MINETR) configuration parameter.  

This control parameter is defined separately for upstream and downstream. 
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13.4.1.5.2 Maximum Net Data Rate in L2.1 (L2.1_NDR_max) 

The L2.1_NDR_max is a control parameter that specifies the maximum allowed value for the net data rate 
at L2.1 entry and during the L2.1 link state, L2.1_NDR (see clause 13.4.4.2).  

It is used in the L2.1 entry policy and in the L2.1 operation policy. 

The field shall be formatted as a 16-bit unsigned integer with LSB weight of 16 kbit/s and has a valid range 
of values from 4 × L2.1_ETR_min kbit/s to (216-1)×16 kbit/s (see clause 13.4.4.1), further limited to the 
possible values based on valid values of framing parameters.  

The control parameter L2.1_NDR_max is derived by the DRA from the DPU-MIB maximum net data rate in 
the L2.1 link state (L2.1-MAXNDR) configuration parameters.  

This control parameter is defined separately for upstream and downstream. 

13.4.1.5.3 Target SNR margin in L2 (L2_TARSNRM)  

The L2_TARSNRM is a control parameter that specifies the target SNR margin for the FTU receiver. This is 
the SNRM value that the FTU receiver shall achieve, or better, to successfully complete L2.1 entry. 

It is used in the L2.1 entry policy, L2.1 L2TSA procedure and L2.2 entry policy. 

The field shall be formatted as a 16-bit unsigned integer with LSB weight of 0.1 dB and has a valid range of 
values from 0 to 31.0 dB (013616) (see clause 13.4.4.1). 

The control parameter L2_TARSNRM shall be set to the same value as the DPU-MIB configuration 
parameter L2TARSNRM. 

The parameter values may be different for upstream and downstream. 

13.4.1.5.4  Maximum SNR margin in L2.1 (L2.1_MAXSNRM)  

The L2.1_MAXSNRM is a control parameter that specifies the maximum SNR margin for the  

FTU receiver. This is the maximum SNRM value that the FTU receiver shall achieve, or lower, to successfully 
complete L2.1 entry. 

It is used in the L2.1 entry policy and L2.1 L2TSA procedure. 

The field shall be formatted as a 16-bit unsigned integer with LSB weight of 0.1 dB and has a valid range of 
values from 0 to 31.0 dB (013616) (see clause 13.4.4.1).  

NOTE – Configuration of too high L2.1_MAXSNRM values may lead to lower power savings. 

The control parameter L2.1_MAXSNRM shall be set to the same value as the DPU-MIB configuration 
parameter L2.1MAXSNRM. 

The parameter values may be different for upstream and downstream. 

13.4.1.5.5 Maximum PSD reduction in L2 (L2_PSDR_max) 

The L2_PSDR_max is a control parameter that specifies the maximum PSD reduction L2_PSDR allowed to be 
requested by the FTU-O in the L2.1-Entry-Request (i.e. L2_PSDR≤ L2_PSDR_max). 

It is used in the L2.1 entry policy. 

The field shall be formatted as a 16-bit unsigned integer with LSB weight of 1 dB and has a valid range of 
values from 0 to 10 dB (000A16) (see clause 13.4.4.1).  

The control parameter L2_PSDR_max shall be set to the same value as the DPU-MIB configuration 
parameter L2-MAXPSDR. 

The parameter value is identical for upstream and downstream. 
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13.4.1.5.6 Minimum expected ETR upon returning from the L2.1 link state to the L0 link state 
(L2.1_Exit_ETR_min)  

The L2.1_Exit_ETR_min is a control parameter that specifies the minimum allowed value for the expected 
throughput rate ETR upon returning from the L2.1N or L2.1B link state to the L0 link state, L2.1_Exit_ETR 
(see clause 13.4.1.5.8).  

It is used in the L2.1 and L2.2 entry policy, and in the L2.1 and L2.2 operation policy. 

The field shall be formatted as a 16-bit unsigned integer with LSB weight of 16 kbit/s and has a valid range 
of values from 0 kbit/s to ETR_min kbit/s. 

The control parameter L2.1_Exit_ETR_min is derived by the DRA from the DPU-MIB L2.1-MINETR-EXIT 
configuration parameter.  

This control parameter is defined separately for upstream and downstream. 

13.4.1.5.7 Rate adaptation upshift & downshift SNR margin (L2.1-RA-USNRM & L2.1-RA-DSNRM) 

Autonomous SRA upshift procedures during the L2.1N and L2.1B link states shall be controlled by the 
parameters L2.1-RA-USNRM and RA-UTIME. 

Autonomous SRA downshift procedures during the L2.1N and L2.1B link states shall be controlled by the 
parameters L2.1-RA-DSNRM and RA-DTIME. 

The definition of the L2.1 rate adaptation up and downshift SNR margin parameters (L2.1-RA-USNRM & 
L2.1-RA-DSNRM) are identical to the definition of the rate adaptation up and downshift SNR margin 
parameters of L0 link state (RA-USNRM & RA-DSNRM, see Table 13-4). 

The L2.1 rate adaptation up and downshift time interval values are identical to the values used during the 
L0 link state (RA-UTIME & RA-DTIME, see Table 13-4). 

The control parameters L2.1-RA-USNRM and L2.1-RA-DSNRM have same values as the DPU-MIB L2.1-SRA-
USNRM and L2.1-SRA-DSNRM configuration parameters.  

The parameter values may be different for the upstream and downstream. 

It is used in the L2.1 operation policy. 

13.4.1.5.8 Expected ETR upon returning from the L2.1 link state to the L0 link state (L2.1_Exit_ETR)  

The L2.1_Exit_ETR is an estimate of the expected ETR upon returning from the L2.1N or L2.1B link state to 
the L0 link state. The exact method to estimate the L2.1_Exit_ETR is vendor discretionary. 

It is used in the L2.1 and L2.2 entry policy, and in the L2.1 and L2.2 operation policy. 

This parameter is defined separately for upstream and downstream. 

13.4.2  Low power link state L2.2 

13.4.2.1 L2.2 transmission format  

During the L2.2 link state, only RMC symbols shall be used for data transmission in both upstream and 
downstream directions. Sync symbols shall be also transmitted to maintain synchronization and channel 
estimation. Pilot symbols, if requested by the FTU-R during initialization (see clause 12.3.3.2.12), shall be 
transmitted to maintain loop timing at RMC symbol positions that are not used by RMC symbols. Quiet 
symbols shall be transmitted at all symbol positions except sync symbol positions and RMC symbol 
positions assigned for transmission of RMC symbols or pilot symbols. 

The RMC symbol shall be transmitted only during one dedicated TDD frame of each superframe indicated 
as an active superframe in each block of X consecutive superframes, where X is in the range from 1 to 32; 
during all other superframes (inactive superframes) no RMC symbols shall be transmitted. The RMC symbol 
position in logical frames during the L2.2 link state shall be the same as during the L0 link state. The active 
superframes shall be only those for which CNTSF mod (X) = 0. The value of X is assigned at the transition to 
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the L2.2 link state by the L2.2-Entry-Request eoc command (see clause 11.2.2.16, Table 11-48.1), and shall 
be kept during the entire session in the L2.2 link state.  

The value of X shall be set the same for upstream and downstream. The downstream RMC symbol shall 
only be sent during the sync frame of a superframe. The time position of the upstream RMC symbols 
relative to the downstream RMC symbols shall be delayed by floor(X×MSF/2) logical frames plus the time 
period between the upstream and downstream RMC symbol positions of the same logical frame.  

The PSD reduction (relative to the L0 link state) and the set of active subcarriers in RMC symbols at the 
transition to the L2.2 link state shall not change (it shall stay the same as in the L2.1 link state whence the 
transition was performed).  

The PSD reduction (relatively to the L0 link state) of the sync symbols shall not change at the transition to 
the L2.2 link state (shall stay the same as in the L2.1 link state whence the transition was performed). Sync 
symbols shall be transmitted at the same symbol position as in the L0 link state. The subcarrier set used by 
sync symbols during the L2.2 link state shall be the same as in L2.1. 

NOTE – During the L2.2 link state, downstream and upstream probe sequences may include one or more zero-
elements set at the VCE's discretion, and can be updated for channel estimation and tracking. Those sync symbols 
modulated by zero-elements are essentially quiet symbols and facilitate power saving. 

During the L2.2 link state, BDR shall be a multiple of the DTU size (DTU size = NDTU + Q × RFEC) and the timing 
of DTUs shall be synchronized with RMC symbol boundaries so that an integer number of complete DTUs is 
transmitted per RMC symbol. 

13.4.2.2 L2.2 Entry procedure 

The procedure defined in this clause shall be used to transition from the L2.1B link state to the L2.2 link 
state. Transition to the L2.2 link state shall be initiated by the FTU-O. Upon reception of a LinkState.request 
(L2.2) primitive across the γ-O interface (see Table 8-3), the FTU-O shall complete or terminate all OLR 
procedures and send an L2.2-Entry-Request eoc command to the FTU-R that indicates the RMC symbol 
transmission schedule, the relevant upstream transmission parameters and the constraint for the FTU-R to 
determine the downstream transmission parameters during the L2.2 link state (see clause 11.2.2.16). 

Upon reception of L2.2-Entry-Request, the FTU-R shall respond to the L2.2-Entry-Request eoc command 
within a time consistent with the timeout value specified in Table 11-3 by sending either an L2.2-Entry-
Confirm eoc response with the downstream transmission parameters, if the L2.2-Entry-Request eoc 
command is accepted, or an L2.2-Entry-Reject eoc response with an appropriate rejection code, as defined 
in Table 11-48.6 (see clause 11.2.2.16).  

The FTU-O shall not initiate an L2.2 entry procedure before all running OLR procedures have been 
completed (i.e., either rejected or accomplished). After sending an L2.2-Entry-Request eoc command, the 
FTU-O shall reject all Type 1 and Type 2 OLR requests from the FTU-R, until the end of the L2.2 entry 
procedure using rejection code "wait". After reception of an L2.2-Entry-Request eoc command, the FTU-R 
shall not send any Type 1 and Type 2 OLR requests until the end of the L2.2 entry procedure.  

NOTE – Type 1 and type 2 OLR requests are rejected because the final bit loading is determined by the parameters 
negotiated during the L2.1 entry procedure.  

After reception of L2.2-Entry-Confirm eoc response, the FTU-O shall send an RMC L2-TRNS command 
indicating at which superframe count the transition from the L2.1B to the L2.2 link state shall occur. This 
superframe count shall be jointly coordinated by the FTU-O and VCE according to the L2.1B  L2.2 
transition time, as defined in Table 12-1, and the L2.2 RMC transmission schedule (see clause 13.4.2.1). 
Starting from this superframe count, the transmission of RMC symbols, in both upstream and downstream, 
shall change from the L2.1 schedule to the L2.2 schedule and all other L2.2 transmission parameters 
requested by L2.2-Entry-Request shall be applied by both FTUs starting from the first RMC symbol of the 
indicated superframe, in the upstream and in the downstream, respectively. Once the L2.2 schedule and all 
other L2.2 transmission parameters are applied, the link is in the L2.2 link state, and the FTU-O shall 
respond to the DRA over the γ-O interface (see Table 8-3) with a LinkState.confirm (L2.2) primitive within 
the time shown in Table 12-1. 
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If the FTU-R doesn't receive the L2-TRNS command within 50 ms after transmission of the L2.2-Entry-
Confirm eoc response has finished, it shall consider that the L2.1B  L2.2 transition has failed and continue 
to operate in the L2.1B link state.  

If the FTU-O receives no response to the L2.2-Entry-Request eoc command within the timeout specified in 
Table 11-3, or upon reception of an L2.2-Entry-Reject eoc response, the L2.2 entry procedure shall be 
considered as failed, and the FTU-O shall respond to the DRA over the γ-O interface (see Table 8-3) with a 
LinkState.confirm (FAIL) primitive within the time shown in Table 12-1. If the L2.2 entry criteria are still met, 
the DRA may send a new LinkState.request (L2.2) primitive to the FTU-O, upon which the FTU-O shall send 
a new L2.2-Entry-Request eoc command to the FTU-R.  

13.4.2.2.1 L2.2 entry policy 

The method used by the transceivers to select the values of RMC transmission schedule, transmission and 
framing parameters described in this clause is vendor discretionary. However, the selected values shall 
meet all of the following constraints. 

For the settings of the L2.2 upstream RMC transmission schedule and upstream transmission parameters in 
the L2.2-Entry-Request eoc command: 

• L2.2_ETR ≥ L2.2_ETR_min_eoc; 

• L2.2_NDR ≤ L2.2_NDR_max; 

• SNRM ≥ L2_TARSNRM. 

For the settings of L2.2 downstream RMC transmission schedule and downstream transmission parameters 
in the L2.2-Entry-Request eoc command:  

• L2.2_ETR ≥ L2.2_ETR_min_eoc; 

• L2.2_NDR ≤ L2.2_NDR_max; 

• BDR ≥ L2.2_BDR_min. 

For the settings of L2.2 downstream transmission parameters in the L2.2-Entry-Confirm eoc response:  

• L2.2_ETR ≥ L2.2_ETR_min_eoc; 

• L2.2_NDR ≤ L2.2_NDR_max; 

• SNRM ≥ L2_TARSNRM; 

• bi values shall be not greater than the bi values proposed in the L2.2-Entry-Request eoc command; 

• BDR ≥ L2.2_BDR_min. 

For both upstream and downstream transmission parameters: 

• DTU size restriction: 

 (NDTU + Q × RFEC)×d= BDR, 

 where d is a integer equal to or bigger than 1. 

NOTE – This requirement on the L2.2 framing parameters implies the one-way latency without retransmission in the 
L2.2 link state does not exceed the duration of X superframes (X × TSF).  

• Impulse noise protection: 

• at least against a combined threat of worst-case REIN impulses as described by the 
retransmission control parameters INP_min_rein and iat_rein_flag and of worst-case SHINE 
impulses as described by the retransmission control parameter INP_min_shine, and 

• within the latency bounds defined by the control parameter delay_max. 

 The control parameter delay_max during L2.2 shall be set to (2 × X) +1 superframes; the 
configuration parameter DELAYMAX shall be ignored. This setting allows two retransmission 
attempts. 

• RFEC/NFEC ratio ≥ rnratio_min. 
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• SNRM ≥ L2_TARSNRM for all active data subcarriers. 

• SNRM_RMC ≥ TARSNRM-RMC for all RMC subcarriers. 

Within the above constraints, the FTU-O and VCE shall jointly select the values in the L2.2-Entry-Request 
eoc command:  

While keeping same PSD, set of data subcarriers and set of RMC subcarriers as in L2.1, the FTU-O and 
VCE jointly determine via a vendor discretionary method: 

– the upstream bit loading table and framing parameters 

– the proposed downstream bit loading table 

– the value of X (the time interval between two adjacent downstream RMC symbols represented as 
a number of superframes see clause 13.4.2.1) 

Within the above constraints, for downstream, the FTU-R in the L2.2-Entry-Confirm eoc response shall 
select a bit loading table as close as possible to the proposed bit loading table in the L2.2-Entry-Request eoc 
command. 

NOTE 1 – The above policy allows a vendor discretionary compromise between robustness and power saving. 

NOTE 2 – There is no change of transmit PSD. 

At the transition from L2.1B to L2.2, synchronization of DTUs with RMC symbols defined in clause 13.4.2.1 
shall not cause uncorrectable DTUs. 

NOTE 3 – Uncorrectable DTUs during the transition from L2.1B to L2.2 may be avoided by sending only dummy DTUs 
prior to the transition. 

13.4.2.3 Operation during L2.2 

13.4.2.3.1 L2.2 operation policy 

During operation in L2.2, the constraints defined in clause 13.4.2.2 shall apply, except for the SNR margin 
constraints which shall satisfy: 

• SNRM ≥ MINSNRM for all active data subcarriers 

• SNRM_RMC ≥ MINSNRM-RMC for all RMC subcarriers 

13.4.2.3.2 L2.2 operation procedures  

If during L2.2 any of the L2.2 constraints are not met, the FTU-O ME in coordination with the VCE shall raise 
an L2.2_constraints anomaly. Upon an L2.2_constraints anomaly occurring, the DRA may send a 
LinkState.Request primitive to exit from the L2.2 link state to the L2.1B link state, as defined in clause 
12.1.1.6. The DRA may also send a LinkState.Request primitive to transition from the L2.2 link state to the 
L2.1N link state when the FTU-R is no longer operating with battery power. The transition shall be initiated 
by the FTU-O using the L2.2 exit procedure defined in clause 13.4.2.4. No OLR procedures shall be used 
during L2.2. 

NOTE – Since no OLR procedures are defined for use during L2.2, the way to fix performance issues during L2.2 is by 
transition into L2.1. In L2.1 the upstream and downstream transmission parameters are modified appropriately, and 
the link, upon request from the DRA, goes back to L2.2 with updated RMC transmission schedule or other relevant 
L2.2 parameters using the procedure defined in clause 13.4.2.1. 

Fast retrain shall be applied according to the fast retrain policy L2.2_FRpolicy = 0 (see clause 12.1.4.2). 

13.4.2.4 L2.2 Exit procedure 

13.4.2.4.1 Procedures at exit of L2.2 

The procedure defined in this clause shall be used to transition from the L2.2 link state to the L2.1N or 
L2.1B link state. Transition from the L2.2 link state to the L2.1N or L2.1B link state shall be initiated by the 
FTU-O. Upon reception of the LinkState.request (L2.1N or L2.1B) primitive across the γ-O interface (see 
Table 8-3), the FTU-O shall send to the FTU-R an L2.2-Exit-Request eoc command (see clause 11.2.2.16). 
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Upon reception of the L2.2-Exit-Request eoc command, the FTU-R shall respond within a time consistent 
with the timeout value in Table 11-3 by sending an L2.2-Exit-Confirm eoc response. The FTU-R is not 
allowed to reject the L2.2-Exit-Request eoc command. 

After reception of the L2.2-Exit-Confirm eoc response, the FTU-O shall send within 200 ms an RMC L2-TRNS 
command indicating at which superframe the transition from L2.2 to L2.1 shall occur. This superframe 
count shall be jointly coordinated by the FTU-O and VCE according to the L2.2  L2.1 transition time, as 
defined in clause 12.1.1, and is the same for both upstream and downstream. The L2.1 RMC transmission 
schedule (see clause 13.4.2.4.2) shall be applied by both FTUs starting from the first logical frame of the 
indicated superframe. No change in transmission parameters of RMC symbols shall be made. Once the L2.1 
schedule is applied, the link is in the L2.1N or L2.1B link state, and the FTU-O shall respond to the DRA over 
the γ-O interface (see Table 8-3) with a LinkState.confirm (L2.1N or L2.1B) primitive within the time shown 
in Table 12-1. 

After the link has transitioned to the L2.1 link state, the FTUs may modify transmission parameters and the 
RMC transmission schedule in both the upstream and downstream with the goal to optimize performance 
and comply with the relevant control parameters. The adjustment shall be performed using OLR 
procedures, as defined in clause 13.4.1.3.  

If the FTU-O receives no response to the L2.2-Exit-Request eoc command within the timeout specified in 
Table 11-3, the L2.2 exit procedure shall be considered as failed, and the FTU-O shall respond to the DRA 
over the γ-O interface (see Table 8-3) with a LinkState.confirm (FAIL) primitive within the time shown in 
Table 12-1. If the L2.2 exit criteria are still met, the DRA may send a new LinkState.request (L2.1N or L2.1B) 
primitive to the FTU-O, upon which the FTU-O shall send a new L2.2-Exit-Request eoc command to the  
FTU-R.  

13.4.2.4.2 L2.2 exit policy 

The L2.1 RMC transmission schedule shall include RMC symbols in all TDD frames of the superframe  
(N = MSF). 

13.4.2.5 L2.2 control parameters  

The following control parameters facilitate L2.2 operation: 

• Maximum NDR in L2.2 (L2.2_NDR_max); 

• Minimum ETR in L2.2 (L2.2_ETR_min); 

• Target SNR margin in L2 (L2_TARSNRM). 

Primary control parameters are listed in Table 13-12. Derived control parameters are specified in  
Table 13-13. 

The DPU-MIB parameters MINSNRM and MINSNRM-RMC shall be used as they are for L0 link state (see 
clause 12.1.4.3.2 with respect to lom defect and clause 12.1.4.3.3 with respect to lor defect).  

To declare lom defects and high_BER events, the L2.2_ETR_min_eoc derived framing parameter (see Table 
13-13) shall be used, in the same way as ETR_min_eoc is used in the L0 link state. In L2.2, a lor defect occurs 
when the percentage of errored RMC messages within a 2 second interval exceeds the 50% threshold. The 
lor defect terminates when this level is at or below the threshold.   

NOTE – The definition of the lor defect in L2.2 is different from one used in L0. 

13.4.2.5.1 Minimum expected throughput in L2.2 (L2.2_ETR_min)  

L2.2_ETR_min is a control parameter that specifies the minimum allowed value for the expected 
throughput rate at L2.2 entry and during the L2.2 link state, L2.2_ETR (see clause 13.4.4.2).  

L2.2_ETR_min is used in the L2.2 entry policy (see clause 13.4.2.2.1). 

The field shall be formatted as a 16-bit unsigned integer with LSB weight of 4 kbit/s and has a valid range of 
values from 4 kbit/s to 1 024 kbit/s, further limited to the possible values based on valid values of framing 
parameters.  
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The control parameter L2.2_ETR_min is derived by the DRA from the DPU-MIB minimum expected 
throughput in the L2.2 link state (L2.2-MINETR) configuration parameter.  

The parameter value is identical for upstream and downstream. 

13.4.2.5.2 Maximum Net Data Rate in L2.2 (L2.2_NDR_max) 

L2.2_NDR_max is a control parameter that specifies the maximum allowed value for the net data rate at 
L2.2 entry and during the L2.2 link state, L2.2_NDR (see clause 13.4.4.2).  

It is used in the L2.2 entry policy. 

The field shall be formatted as a 16-bit unsigned integer with LSB weight of 16 kbit/s and has a valid range 
of values from 4 × L2.2_ETR_min kbit/s to 4 096 kbit/s, further limited to the possible values based on valid 
values of framing parameters.  

The control parameter L2.2_NDR_max is derived by the DRA from the DPU-MIB maximum net data rate in 
the L2.2 link state (L2.2-MAXNDR) configuration parameters.  

The parameter value is identical for upstream and downstream. 

13.4.3 Transition between L2.1N and L2.1B 

The procedure defined in this clause shall be used to transition from L2.1N into L2.1B and from L2.1B into 
L2.1N. The transition shall be initiated by the FTU-O. Upon reception of a LinkState.request primitive across 
the γ-O interface (see Table 8-3), the FTU-O shall complete or terminate all OLR procedures and send to the 
FTU-R an L2.1-Transition-Request eoc command, which indicates the requested transition (see clause 
11.2.2.16). Upon reception of an L2.1-Transition-Request eoc command, the FTU-R shall respond within a 
time consistent with the timeout value in Table 11-2 by sending an L2.1-Transition-Confirm eoc response 
(see clause 11.2.2.16). The FTU-R shall not reject the L2.1-Transition-Request eoc command. 

The FTU-O shall not initiate an L2.1 transition procedure before all running OLR procedures have been 
completed (i.e., either rejected or accomplished). After sending an L2.1-Transition-Request eoc command, 
the FTU-O shall reject all Type 1 and Type 2 OLR requests from the FTU-R, until the reception of an L2.1-
Transition-Confirm eoc response using the corresponding reject OLR request response with reason code 
"wait". After reception of an L2.1-Transition-Request, the FTU-R shall not send any Type 1 or Type 2 OLR 
requests until it sends an L2.1-Transition-Confirm eoc response.  

After reception of an L2.1-Transition-Confirm eoc response, the FTU-O shall confirm to the DRA using the 
LinkState.confirm (LinkStateResult) primitive. 

The L2.1 parameters and transmission format shall remain unchanged in this transition. 

In the case that an L2.1-Transition-Request eoc command times out (see Table 11-2), the FTU-O shall send a 
new L2.1-Transition-Request with the same requested transition. The FTU-O shall repeat this until a valid 
L2.1-Transition-Confirm eoc response is received from the FTU-R. The FTU-O shall continue repeating the 
request, until a fast retrain condition is reached according to the L2.1-FRpolicy = 0 (see clause 12.1.4.2). 

Upon reception of an L2.1-Transition-Request with the same requested transition as a previous 
L2.1-Transition-Request, the FTU-R shall respond by sending an L2.1-Transition-Confirm eoc response.  

NOTE 1 – An FTU-O may send multiple L2.1-Transition-Requests with the same requested transition, for example in 
the case when the L2.1-Transition-Confirm was not received due to impulse noise. 

NOTE 2 – The L2.1 transmission schedule may be adapted using a subsequent L2TSA procedure, for example, for more 
power savings in L2.1B state. 
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13.4.4 Low power link state control parameters 

13.4.4.1 Primary control parameters 

Table 13-12 – Primary control parameters in L2.1 and L2.2 link states 

Parameter Definition 

L2.1_NDR_max Maximum allowed value for L2.1_NDR in kbit/s (see clause 13.4.1.5.2). 

L2.2_NDR_max Maximum allowed value for L2.2_NDR in kbit/s (see clause 13.4.2.5.2). 

L2.1_ETR_min Minimum allowed value for L2.1_ETR in kbit/s (see clause 13.4.1.5.1). 

L2.2_ETR_min Minimum allowed value for L2.2_ETR in kbit/s (see clause 13.4.2.5.1). 

L2_TARSNRM   Target SNR margin in L2 in dB (see clause 13.4.1.5.3). 

L2.1_MAXSNRM   Maximum SNR margin in L2.1 in dB (see clause 13.4.1.5.4). 

L2_PSDR_max  Maximum PSD reduction in L2 in dB (see clause 13.4.1.5.5). 

L2.1_Exit_ETR_min Minimum expected ETR upon returning from the L2.1 link state to the L0 link state, in 
kbit/s (see clause 13.4.1.5.6). 

13.4.4.2   Derived framing parameters  

Derived framing parameters can be computed using the primary parameters as input. The derived 
parameters can be used to verify data rates or to identify additional constraints on the validity of the 
primary parameters. The derived parameters defined in Table 13-13 utilization L2.1 and L2.2 transmission 
formats defined in clause 13.4.1 and clause 13.4.2, respectively. 

Table 13-13 – Derived framing parameters in L2.1 and L2.2 link states 

Parameter Definition 

fDMT Symbol rate of transmission expressed in Hz as specified in clause 10.4.4 (same for 
upstream and downstream). 

L2.x- RMCf  

(Note 3) 

The RMC symbol rate: 
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where N (see clause 13.4.1.1) and X (see clause 13.4.2.1) are parameters that 
determine RMC schedule during L2.1 and L2.2 link states, respectively. For L2.1 link 
state, X=1 and for L2.2 link state, N=1.  

L2.x_DPR 

(Note 3) 

DTU payload rate: 

DRDPRDPR   
L2.x_DPRDR 

(Note 3) 

DTU payload rate part corresponding to the data portion of the RMC symbol: 

 OHDTUframing
N

K
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L2.x_DPReoc 

(Note 3) 

DTU payload rate corresponding to eoc:  

DPReoc = ( 8 × Beoc-R ) / (MF / fDMT ) (Note 1) 

L2.x_DTUframingOH 

(Note 3) 

The relative overhead due to DTU framing: 

FECKQ
OHDTUframing




7

 
L2.x_NDR 

(Note 3) 

The net data rate (for each direction): 

eocDPRDPRNDR   , 
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Table 13-13 – Derived framing parameters in L2.1 and L2.2 link states 

Parameter Definition 

L2.x_ANDR 

(Note 3) 

The aggregate net data rate: 

USDS NDRNDRANDR   

L2.x_RTxOH 

(Note 3) 

The retransmission overhead needed to protect against the worst-case impulse noise 
environment as configured in the DPU-MIB and stationary noise.  

OHSTATOHSHINEOHREINRTxOH ___   
If INP_min_rein = 0, then REIN_OH = 0 

If INP_min_rein  > 0, then:  

DMT

REINSFF

f

f

N

MM
OHREINL 


_:1.2

 , 

%20_:2.2 OHREINL  (Note 2) 

 

 where fREIN is the repetition frequency of REIN in Hz. 

SHINEratioOHSHINE _  

410_ OHSTAT  

where STAT_OH is the statistical overhead due to retransmission 

L2.x_ETR 

(Note 3) 

The expected throughput: 

NDRRTxOHETR  )1(  

L2.x_ETR_min_eoc 

(Note 3) 

The minimum expected throughput including the eoc rate: 

ETR_min_eoc = ETR_min 

NOTE 1 – The value of Beoc-R is an internal parameter determined by the VCE at entry into L2.1 or L2.2, representing the 

maximum number of eoc bytes (i.e., all bytes contained in a DTU frame assigned to eoc at the  reference point, see clause 
8.3.1) averaged per logical frame period that is allowed to be sent per direction, depending on the maximum required eoc bit 
rate necessary for supporting vectoring feedback and OLR procedures, but not more than the number of eoc bytes per logical 
frame defined in Table 6-1. With the selected value of Beoc-R for L2.1, the line shall provide ETR ≥ L2.1_ETR_min for L2.1. The 
VCE may select different values of Beoc-R in the upstream and in the downstream. 

NOTE 2 – The REIN-OH value for L2.2 depends on the particular frequency shifts between AC and G.9701 symbol rate, which is 
difficult to account. The defined value of 20% is expected to be conservative. A more accurate estimation is left for further 
study. The same reservation relates also to SHINE-OH. 

NOTE 3 – The prescript L2.x designates either L2.1 or L2.2. In the formulas, for clarity, the prescript is not added. 

14 Electrical requirements 

14.1 Balance 

14.1.1 Longitudinal conversion loss 

Longitudinal conversion loss (LCL) is a measure of the degree of unwanted transversal signal produced at 
the input of the FTU transceiver due to the presence of a longitudinal signal on the connecting leads. The 
longitudinal voltage (Vcm) to transversal voltage (Vdiff) ratio shall be measured in accordance with  
[ITU-T G.117] and [ITU-T O.9]. During the measurement, the transceiver under test shall be powered, and in 
the L3 state (see clause 12.1). 

   dB
V

V
log20

diff

cm
10LCL
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The LCL of the FTU transceiver shall be greater than or equal to 38 dB in the frequency band up to 12 MHz. 
The LCL above 12 MHz is for further study. The termination impedance of the transceiver for LCL 
measurement shall be RV = 100 Ohm. The LCL shall be measured at the U-O2 (U-R2) interface. LCL shall be 
measured in the frequency band between the lower of the lowest pass-band frequency in the upstream 
and downstream directions and Fmax. 

NOTE 1 – The equipment balance should be better than the anticipated access network balance in order to minimize 
the unwanted emissions and susceptibility to external RFI. 

NOTE 2 – FTU performance may benefit from even higher balance. Where subject to repetitive electrical impulse 
noise, systems operating at frequencies where the cable balance may be 50 dB could be limited in capacity by a 38 dB 
balance. 

NOTE 3 – The required LCL may be increased in a future revision of this Recommendation. 

NOTE 4 – LCL requirements may be extended in a future revision of this Recommendation, to include dynamic balance 
requirements to include perturbations due to active to quiescent impedance state changes in low power link states 
driven by fluctuating traffic demand. 

14.1.2 Common mode port impedance 

For further study. 

14.2 Differential port impedance 

The port impedance at the U reference point of an FTU-R at a given frequency and point in time is defined 
as Z(f,t). 

The measurement of Z(f,t) shall be taken separately: 

– over the time interval when the transceiver is transmitting (symbol positions from 0 to Mus-1, 
including quiet symbol transmissions) resulting in Z_TX(f,t), and  

– over the time interval when the transceiver is receiving (symbol positions from 0 to Mds-1) 
resulting in Z_RX(f,t) 

At any given frequency f between ftr1 and ftr2 as defined in [ITU-T G.9700], and for any set (t1, t2) of a 
time interval the Z_TX(f, t) shall satisfy: 

  
20.01

 t2)Z_TX(f,

 t1)Z_TX(f,


 

At any given frequency f between ftr1 and ftr2 as defined in [ITU-T G.9700], and for any set (t1, t2) of a 
time interval the Z_RX(f,t) shall satisfy: 

  
20.01

 t2)Z_RX(f,

 t1)Z_RX(f,
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Annex A to Annex R 

(Annexes A to R have been intentionally left blank.) 
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Annex S 
 

NT software upgrade 

(This annex forms an integral part of this Recommendation.) 

Editorial note: This annex was introduced by Cor.3 to ITU-T G.9701, but is not shown in revision marks for 
readability purposes. 

S.1 Scope 

This annex provides means to upgrade the software of an NT where the executable software can be 
upgraded with a single vendor-specific image file. The executable software may exist in multiple parts of 
the equipment (e.g., DSP firmware and higher layer application software). Two images are maintained at 
the NT so that one can be upgraded while the other one is executed. The contents of this software image 
file and the upgrade of individual components of an NT are beyond the scope of this annex.  

This annex is beyond the scope of transceiver functionality and is optional for system implementations. 

S.2 References 

[IETF RFC 1321]  R. Rivest, "The MD5 Message-Digest Algorithm, 1992", IETF RFC 1321, April 1992. 

[ITU-T I.363.5]  Recommendation ITU-T I.363.5 (1996), B-ISDN ATM Adaptation Layer specification : 
Type 5 AAL. 

S.3 Reference model 

The reference model for the NT software upgrade is shown in Figure S.1. It contains the associated OAM 
entities of the DPU and NT. The DPU entity contains the software image management function as a part of 
the ME-O. The ME-O will act as a master for the software image upgrades at the ME-R, which contains two 
instances of software images (0 and 1). Those two instances of software images at the NT are managed 
independently by the software management function of the DPU. Additional vendor specific files may be 
managed (see clause S.4.2). 

 

Figure S.1 – Software image management reference model 

The status of each software image at the ME-R is reflected in DPU-MIB. The ME-O and ME-R use a 
transparent communication channel to exchange software management commands and data between 
them as system-related OAM data. The clauses of this annex describe the software image management 
process and the details of messages exchanged. 
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S.4 Software image management process 

The ME-O manages executable software images stored in the NT (documented here as its fundamental 
usage, clause S.4.1). This process may also be used to manage vendor-specific files at the NT (documented 
here as vendor-specific usage, see clause S.4.2). 

S.4.1 Fundamental usage 

The NT contains two software image instances, each independently manageable. 

Some pluggable equipment might not contain software. Others may contain software that is intrinsically 
bound to the NT's own software image. No software image can be managed for such equipment, though it 
may be convenient for the NT to support the retrieval of attributes of the software image. In this case, the 
ME-R would support only the 'get software image' action. 

S.4.1.1 Software images attributes for fundamental usage 

The following manageable attributes are specified for each software image instance: 

Managed software image: This attribute distinguishes between the two software image instances (0, 1). 
(mandatory) (1 byte) 

Version: This string attribute identifies the version of the software. (mandatory) (14 bytes) 

Is committed: This attribute indicates whether the associated software image is committed (1) or 
uncommitted (0). By definition, the committed software image is loaded and executed upon reboot of the 
NT. Normally, one of the two software images is committed, while the other is uncommitted. Under no 
circumstances are both software images allowed to be committed at the same time. On the other hand, 
both software images could be uncommitted at the same time if both were invalid. Upon NT first time 
startup, instance 0 is initialized to committed, while instance 1 is initialized to uncommitted (that is, the NT 
ships from the factory with image 0 committed). (mandatory) (1 byte) 

Is active: This attribute indicates whether the associated software image is active (1) or inactive (0). By 
definition, the active software image is one that is currently loaded and executing in the NT. Normally, one 
of the two software images is active while the other is inactive. Under no circumstances are both software 
images allowed to be active at the same time. On the other hand, both software images could be inactive 
at the same time if both were invalid. (mandatory) (1 byte) 

Is valid: This attribute indicates whether the associated software image is valid (1) or invalid (0). By 
definition, a software image is valid if it has been verified to be an executable code image. The verification 
mechanism is vendor discretionary; however, it should include at least a data integrity (e.g., CRC) check of 
the entire code image. Upon software download completion, the NT validates the associated code image 
and sets this attribute according to the result. (mandatory) (1 byte) 

Product code: This attribute provides a way for a vendor to indicate product code information on a file. It is 
a character string, padded with trailing nulls if it is shorter than 25 bytes. (optional) (25 bytes) 

Image hash: This attribute is an MD5 hash of the software image. It is computed as specified in [IETF RFC 
1321] at completion of the end download action (optional) (16 bytes). 

S.4.1.2 Actions supporting the software upgrade process 

All of the following actions are mandatory for NTs with remotely manageable software.  

Get software image: Retrieve attributes of a software image instance. This action is valid for all software 
image instances. 

Start download: Initiate a software download sequence. This action is valid only for a software image 
instance that is neither active nor committed. 

Download section: Download a section of a software image. This action is valid only for a software image 
instance that is currently being downloaded (image 1 in state S2, image 0 in state S2' as shown in 
Figure S.3). 
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End download: Signal the completion of a download image sequence, providing both CRC and version 
information for final verification. This action is valid only for a software image instance that is currently 
being downloaded (image 1 in state S2, image 0 in state S2' as shown in Figure S.3). 

Activate image: Load/execute a software image. When this action is applied to a software image that is 
currently inactive, execution of the current code image is suspended, the associated software image is 
loaded from non-volatile memory, and execution of this new code image is initiated (that is, the associated 
entity reboots on the previously inactive image). When this action is applied to a software image that is 
already active, a soft restart is performed. The software image is not reloaded from non-volatile memory; 
the current volatile code image is simply restarted. Set the is active attribute value to 1 for the target 
software image instance and set the is active attribute value to 0 for the other software image. This action 
is only valid for a valid software image.  

Commit image: Set the is committed attribute value to 1 for the target software image instance and set the 
is committed attribute value to 0 for the other software image. This causes the committed software image 
to be loaded and executed by the boot code upon subsequent start-ups. This action is only applicable when 
the target software image is valid. 

NOTE – Software upgrade process using the above actions is exemplified in clause S.6. 

S.4.2 Vendor-specific usage 

In this application, the software image management is flexible, in keeping with the needs of particular 
vendors and applications. The distinction between fundamental and vendor-specific usage is that the 
managed software image instance shall not be a value that could be used in the fundamental usage 
application. That is, this byte shall be neither 0016 nor 0116. 

The NT automatically instantiates as many software image instances as it is prepared to support. 

• In its vendor-specific usage, the support of attributes of the software image instances are optional. 

• The actions are optional. 

• Files might or might not exist in versioned pairs (previous revision, next revision). 

S.4.2.1 File attributes for the vendor-specific usage 

Each software image instance has the following manageable attributes: 

Managed software image: This attribute distinguishes between software image instances, and in vendor-
specific usage is required to have neither the value 0016 nor the value 0116. It is suggested that the software 
image be numbered consecutively beginning from 2 (mandatory) (1 byte). 

Version: If this attribute is supported, its meaning is the same as that of the fundamental usage application 
(optional) (14 bytes). 

Is committed: This attribute indicates whether the associated file is committed (1) or uncommitted (0). 
Vendor-specific instances might or might not exist in pairs, and might or might not support the concept of a 
commit (optional) (1 byte). 

Is active: This attribute indicates whether the associated file is active (1) or inactive (0). Vendor-specific 
instances might or might not support the concept of an active state (optional) (1 byte). 

Is valid: This attribute indicates whether the associated file is valid (1) or invalid (0). Vendor-specific 
instances might or might not include a way to determine their validity (optional) (1 byte). 

Product code: This attribute provides a way for a vendor to indicate product code information on a file. It is 
a character string, padded with trailing nulls if it is shorter than 25 bytes (optional) (25 bytes). 

Image hash: This attribute is an MD5 hash of the software image. It is computed at completion of the end 
download action (optional) (16 bytes). 
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S.4.2.2 Actions for vendor-specific usage and download process 

The following actions are available for vendor-specific use, but optional. If the NT does not support a given 
action, it should respond with a reason code indicating "command not supported". 

Get software image: Retrieve attributes of a software image instance. This action is valid for all software 
image instances. 

Start download: Initiate a software download sequence. 

Download section: Download a section of a file. 

End download: Signal the completion of a file download, providing CRC and version information for final 
verification, if supported. This action causes the file to be stored in the NT's non-volatile memory. 

NOTE – The download mechanism supports downloading of a zero byte file to the NT. This is done using a start 
download command specifying an image size of zero, followed by an immediate end download, with a zero CRC and 
also specifying an image size of zero. The action the NT takes from this messaging is beyond the scope of this annex. It 
is vendor discretionary whether the NT recognizes downloading a file of size zero as a file delete operation, or as a file 
replace operation, or as any other vendor discretionary operation. 

Activate image: Effectuate the file, for example by loading its contents into NT hardware. If appropriate, 
the hardware or application may be reinitialized. Set the is active attribute value to 1 for the target file 
instance. 

Commit image: Set the is committed attribute value to 1 for the target file instance, if supported. The 
semantics of this operation are vendor-specific; there is no de-commit action. 

S.4.3 OAM data for software management 

The OAM data for software management process is transparently exchanged between ME-O and ME-R. The 
messages described in the subsequent section are to be included in the payload of a datagram eoc 
command (see clause 11.2.2.4.2). Each message in clause S.5 sent from ME-O to ME-R or from ME-R to ME-
O is included as payload of exactly one datagram eoc command without additional data or protocol. The 
message size is limited by the maximum payload size of the datagram eoc command (up to 1018 bytes in 
length). 

Support of the datagram eoc command (see Table 11-6) is mandatory for Annex S. 

Some of the messages in clause S.5 require a response. The response shall be sent within 300 ms. The 
sending ME shall consider the message as lost if the corresponding response is not received within 400ms. 

S.4.3.1 Transaction correlation identifier 

The transaction correlation identifier is used to associate a request message with its response message. For 
request messages, the DPU shall select a transaction identifier that avoids the possibility of ambiguous 
responses from NTs. A response message carries the transaction identifier of the message to which it is 
responding.  

S.4.3.2 Message type field 

The message type field is subdivided into four parts. These are shown in Figure S.2. 

 

 

Bit 

7 6 5 4    0 

0 AR AK MT 

Figure S.2  Message type field subdivision 

Bit 7, the most significant bit, is reserved for future use by ITU-T. It shall be set to 0 by the transmitter and 
ignored by the receiver. 
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Bit 6, acknowledge request (AR), indicates whether or not the message requires an acknowledgement. An 
acknowledgement is a response to an action request. If an acknowledgement is expected, this bit shall be 
set to 1. If no acknowledgement is expected, this bit shall be set to 0. In messages sent by the NT, this bit 
shall be set to 0. 

Bit 5, acknowledgement (AK), indicates whether or not this message is an acknowledgement to an action 
request. If a message is an acknowledgement, this bit shall be set to 1. If the message is not an 
acknowledgement, this bit shall be set to 0. In messages sent by the DPU, this bit shall be set to 0. 

Bits 4..0, message type (MT), indicate the message type, as defined in Table S.1. Values not shown in the 
table are reserved by ITU-T. 

Table S.1  NT software management message types 

MT Type Purpose AR AK 

30 Get software image DPU requests one or more attributes of a managed 

software image instance from the NT.  

1 0 

Get software image 

response 

NT provides the attributes of a managed software image 

instance requested by the DPU 

0 1 

19 Start software 

download 

DPU requests to start a software download 1 0 

Start software 

download response 

NT acknowledges that a software download may start 0 1 

20 Download section Download a section of a software image Note No 

Download section 

response 

NT acknowledges reception of last section within a 

window 

0 1 

21 End software download End of a software download action 1 0 

End software download 

response 

NT informs the DPU whether the download command 

was successful or not 

0 1 

22 Activate software DPU requests the NT to activate the indicated software 

image under the provided condition 

1 0 

Activate software 

response 

NT informs the DPU whether the activate software 

command was successful or not 

0 1 

23 Commit software DPU requests the NT to commit the indicated software 

image 

1 0 

Commit software 

response 

NT informs the DPU whether the commit software 

command was successful or not 

0 1 

NOTE 1 – The download section action is acknowledged only for the last section within a window. See clause S.6. 

S.4.3.3 Get software image and get software image response messages 

The get software image and get software image response messages are used to transfer attributes of 
software image instances from the NT to the DPU. 

For an attribute mask, a bit map is used in the get software image and get software image response 
messages. This bit map indicates which attributes are requested (in the case of get software image) or 
provided (in the case of get software image response). The bit map is composed as given in Table S.2. 
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Table S.2  NT software image attributes 

Byte 
Bit 

7 6 5 4 3 2 1 0 

1 Attribute 1 Attribute 2 Attribute 3 Attribute 4 Attribute 5 Attribute 6 Attribute 7 Attribute 8 

2 Attribute 9 Attribute 10 Attribute 11 Attribute 12 Attribute 13 Attribute 14 Attribute 15 Attribute 16 

The attribute numbers in Table S.2 correspond to the specific attributes as given in Table S.3. An attribute is 
'set' if the corresponding bit in the attribute mask is equal to 1 and is not set if the bit is 0. 

Table S.3  NT software image attributes 

Attribute Number Description 

1 Version 

2 Is committed 

3 Is active 

4 Is valid 

5 Product code 

6 Image hash 

7..16 Reserved 

S.5 Message set 

S.5.1 Get software image 

Table S.4  Get software image message 

Field Byte 7 6 5 4 3 2 1 0 Comments 

Datagram protocol 

identifier 

1 0 0 0 0 0 0 0 1 NT software management = 0116 

Transaction correlation 

identifier 

2-3          

Message type 4 0 1 0 1 1 1 1 0 AR = 1, AK = 0, MT = 30 

Action = get software image. 

Managed software 

image instance 

5         Software image instance 

0 instance 0 

1 instance 1 

2..254 vendor-specific use 

255 reserved by ITU-T 

Message contents 

length 

6-7         Length of message contents field in bytes 

= 2(Note). 

Message contents 8-9         Attribute mask 

NOTE – This field shall be coded as an unsigned integer on 16 bits [b15 … b0], where b0 is the LSB. Byte 6 shall represent [b15 … b8] 
and byte 7 shall represent [b7 … b0]. 
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S.5.2 Get software image response 

Table S.5  Get software image response message 

Field Byte 7 6 5 4 3 2 1 0 Comments 

Datagram protocol 

identifier 

1 0 0 0 0 0 0 0 1 NT software management = 0116 

Transaction correlation 

identifier 

2-3          

Message type 4 0 0 1 1 1 1 1 0 AR = 0, AK = 1, MT = 30 

Action = get software image response. 

Managed software 

image instance 

5         Software image instance 

0 instance 0 

1 instance 1 

2..254 vendor-specific use 

255 reserved by ITU-T 

Message contents 

length 

6-7         Length of message contents field in bytes, 

variable for this message type (Note). 

Message contents 8 0 0 0 0 x x x x Result, reason 

0000 command processed successfully 

0001 command processing error 

0010 command not supported 

0011 parameter error 

0100 reserved by ITU-T 

0101 unknown managed software 

image instance 

0110 device busy 

1001 attribute(s) failed or unknown 

9-10         Attribute mask  

11-12         Optional-attribute mask, used with 1001 

encoding: 

0 default 

1 unsupported attribute 

13-14         Attribute execution mask, used with 1001 

encoding: 

0 default 

1 failed attribute 

15-n         Value of first attribute included (size 

depending on the type of attribute). 

         … 

         Value of last attribute included. 

NOTE – This field shall be coded as an unsigned integer on 16 bits [b15 … b0], where b0 is the LSB. Byte 6 shall represent [b15 … b8] 
and byte 7 shall represent [b7 … b0]. 
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Bytes 11-14 are allocated for the optional-attribute and attribute execution masks; however, the contents 
of these bytes are only valid in conjunction with result code 1001 used to indicate failed or unknown 
attributes. When the result code is not 1001, these bytes shall be set to 0 by the NT transmitter and 
ignored by the DPU receiver. 

S.5.3 Start software download 

Table S.6 – Start software download message 

Field Byte 7 6 5 4 3 2 1 0 Comments 

Datagram protocol 

identifier 

1 0 0 0 0 0 0 0 1 NT software management = 0116 

Transaction correlation 

identifier 

2-3          

Message type 4 0 1 0 1 0 0 1 1 AR = 1, AK = 0, MT = 19 

Action = start software download. 

Managed software 

image instance 

5         Software image instance 

0 instance 0 

1 instance 1 

2..254 vendor-specific use 

255 reserved by ITU-T  

Message contents 

length 

6-7         Length of message contents field in bytes 

= 5 (Note 1). 

Message contents 8         Window size (represented as a number of 

sections) minus one (Note 2). 

9-12         Image size in bytes  (Note 3). 

NOTE 1 – This field shall be coded as an unsigned integer on 16 bits [b15 … b0], where b0 is the LSB. Byte 6 shall represent [b15 … 
b8] and byte 7 shall represent [b7 … b0]. 

NOTE 2 – This value shall be coded as an unsigned integer on 8 bits [b7 … b0], where b0 is the LSB.  

NOTE 3 – This value shall be coded as an unsigned integer on 32 bits [b31 … b0], where b0 is the LSB. Byte 9 shall represent [b31 … 
b24] and byte 12 shall represent [b7 … b0]. 

S.5.4 Start software download response 

The response contains a result code in byte 8, and a window size counter-proposal (which may be the same 
as that suggested by the DPU in the original request) in byte 9.  

Table S.7 – Start software download response message 

Field Byte 7 6 5 4 3 2 1 0 Comments 

Datagram protocol 

identifier 

1 0 0 0 0 0 0 0 1 NT software management = 0116 

Transaction correlation 

identifier 

2-3          

Message type 4 0 0 1 1 0 0 1 1 AR = 0, AK = 1, MT = 19 

bits 5-1: action = start software download 

response. 
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Table S.7 – Start software download response message 

Field Byte 7 6 5 4 3 2 1 0 Comments 

Managed software 

image instance 

5         Software image instance 

0 instance 0 

1 instance 1 

2..254 vendor-specific use 

255 reserved by ITU-T 

Message contents 

length 

6-7         Length of message contents field in bytes 

= 2 (Note 1). 

Message contents 8 0 0 0 0 x x x x Result, reason  

0000 command processed successfully 

0001 command processing error 

0010 command not supported 

0011 parameter error 

0100 reserved by ITU-T 

0101 unknown managed software 

image instance 

0110 device busy  

9         Window size (represented as a number of 

sections) minus one (Note 2). 

NOTE 1 – This field shall be coded as an unsigned integer on 16 bits [b15 … b0], where b0 is the LSB. Byte 6 shall represent [b15 … 
b8] and byte 7 shall represent [b7 … b0]. 

NOTE 2 – This value shall be coded as an unsigned integer on 8 bits [b7 … b0], where b0 is the LSB. 

S.5.5 Download section 

Table S.8 – Download section message 

Field Byte 7 6 5 4 3 2 1 0 Comments 

Datagram protocol 

identifier 

1 0 0 0 0 0 0 0 1 NT software management = 0116 

Transaction correlation 

identifier 

2-3          

Message type 4 0 x 0 1 0 1 0 0 AR = x, AK = 0, MT = 20 

x = 0 no response expected (section 

within a window) 

x = 1 response expected (last section of 

a window) 

Action = download section 

Managed software 

image instance 

5         Software image instance 

0 instance 0 

1 instance 1 

2..254 vendor-specific use 

255 reserved by ITU-T  
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Table S.8 – Download section message 

Field Byte 7 6 5 4 3 2 1 0 Comments 

Message contents 

length 

6-7         Length of message contents field in bytes, 

variable for this message type (Note 1). 

Message contents 8         Download section number (Note 2). 

9-n         Software image data. 

NOTE 1 – This field shall be coded as an unsigned integer on 16 bits [b15 … b0], where b0 is the LSB. Byte 6 shall represent [b15 … 
b8] and byte 7 shall represent [b7 … b0]. 

NOTE 2 – This value shall be coded as an unsigned integer on 8 bits [b7 … b0], where b0 is the LSB. 

S.5.6 Download section response  

Table S.9 – Download section response message 

Field Byte 7 6 5 4 3 2 1 0 Comments 

Datagram protocol 

identifier 

1 0 0 0 0 0 0 0 1 NT software management = 0116 

Transaction correlation 

identifier 

2-3          

Message type 4 0 0 1 1 0 1 0 0 AR = 0, AK = 1, MT = 20 

Action = download section response. 

Managed software 

image instance 

5         Software image instance 

0 instance 0 

1 instance 1 

2..254 vendor-specific use 

255 reserved by ITU-T  

Message contents 

length 

6-7         Length of message contents field in 

bytes = 2 (Note 1). 

Message contents 8 0 0 0 0 x x x x Result, reason 

0000 command processed successfully 

0001 command processing error 

0010 command not supported 

0011 parameter error 

0100 reserved by ITU-T 

0101 unknown managed software 

image instance 

0110 device busy  

9         Download section number (Note 2). 

NOTE 1 – This field shall be coded as an unsigned integer on 16 bits [b15 … b0], where b0 is the LSB. Byte 6 shall represent [b15 … 
b8] and byte 7 shall represent [b7 … b0]. 

NOTE 2 – This value shall be coded as an unsigned integer on 8 bits [b7 … b0], where b0 is the LSB. 
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S.5.7 End software download 

The format of this command is similar to that of the start software download message.  

Table S.10 – End software download message 

Field Byte 7 6 5 4 3 2 1 0 Comments 

Datagram protocol 

identifier 

1 0 0 0 0 0 0 0 1 NT software management = 0116 

Transaction correlation 

identifier 

2-3          

Message type 4 0 1 0 1 0 1 0 1 AR = 1, AK = 0, MT = 21 

Action = end software download. 

Managed software 

image instance 

5         Software image instance 

0 instance 0 

1 instance 1 

2..254 vendor-specific use 

255 reserved by ITU-T  

Message contents 

length 

6-7         Length of message contents field in bytes 

= 8 (Note 1). 

Message contents 8-11         CRC-32, computed over all bytes of the 

software image, as specified in 

[ITU-T I.363.5]. 

12-15         Image size in bytes (Note 2). 

NOTE 1 – This field shall be coded as an unsigned integer on 16 bits [b15 … b0], where b0 is the LSB. Byte 6 shall represent [b15 … 
b8] and byte 7 shall represent [b7 … b0]. 

NOTE 2 – This value shall be coded as an unsigned integer on 32 bits [b31 … b0], where b0 is the LSB. Byte 12 shall represent [b31 
… b24] and byte 15 shall represent [b7 … b0]. 

S.5.8 End software download response 

The response message informs the DPU whether the download command was successful. Byte 8 reports 
the result of the process, and indicates device busy as long as the instances is busy writing the image to a 
non-volatile store. Once the NT has stored all images successfully, it responds to continued end software 
download commands with a 0 in byte 8. 
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Table S.11 – End software download response message 

Field Byte 7 6 5 4 3 2 1 0 Comments 

Datagram protocol 

identifier 

1 0 0 0 0 0 0 0 1 NT software management = 0116 

Transaction correlation 

identifier 

2-3          

Message type 4 0 0 1 1 0 1 0 1 AR = 0, AK = 1, MT = 21 

Action = end software download 

response. 

Managed software 

image instance 

5         Software image instance 

0 instance 0 

1 instance 1 

2..254 vendor-specific use 

255 reserved by ITU-T  

Message contents 

length 

6-7         Length of message contents field in bytes 

= 1 (Note). 

Message contents 8 0 0 0 0 x x x x Result, reason 

0000 command processed successfully 

(CRC correct) 

0001 command processing error (CRC 

incorrect, in addition to the 

normal criteria) 

0010 command not supported 

0011 parameter error 

0100 reserved for use by ITU-T 

0101 unknown managed software 

image instance 

0110 device busy  

NOTE – This field shall be coded as an unsigned integer on 16 bits [b15 … b0], where b0 is the LSB. Byte 6 shall represent [b15 … b8] 
and byte 7 shall represent [b7 … b0]. 
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S.5.9 Activate image 

Table S.12 – Activate image message 

Field Byte 7 6 5 4 3 2 1 0 Comments 

Datagram protocol 

identifier 

1 0 0 0 0 0 0 0 1 NT software management = 0116 

Transaction correlation 

identifier 

2-3          

Message type 4 0 1 0 1 0 1 1 0 AR = 1, AK = 0, MT = 22 

Action = activate image. 

Managed software 

image instance 

5          Software image instance 

0 first instance 

1 second instance 

2..254 vendor-specific use 

Message contents 

length 

6-7         Length of message contents field in bytes 

= 1 (Note 1). 

Flags 8 0 0 0 0 0 0 F F Bits FF: 

00 Activate image unconditionally 

01 Activate image only if no 

POTS/VoIP calls are in progress 

10 Activate image only if no 

emergency call is in progress 

(Note 2) 

11 Reserved 

If the NT denies the activate image 

command because of the FF field, it 

returns result, reason code 0110, device 

busy. 

NOTE 1 – This field shall be coded as an unsigned integer on 16 bits [b15 … b0], where b0 is the LSB. Byte 6 shall represent [b15 … 
b8] and byte 7 shall represent [b7 … b0]. 

NOTE 2 – The NT determines the presence of an originating emergency call on a vendor discretionary basis.  
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S.5.10 Activate image response 

Table S.13 – Activate image response message 

Field Byte 7 6 5 4 3 2 1 0 Comments 

Datagram protocol 

identifier 

1 0 0 0 0 0 0 0 1 NT software management = 0116 

Transaction correlation 

identifier 

2-3          

Message type 4 0 0 1 1 0 1 1 0 AR = 0, AK = 1, MT = 22 

Action = activate image response. 

Managed software 

image instance 

5          Software image instance 

0 first instance 

1 second instance 

2..254 vendor-specific use 

Message contents 

length 

6-7         Length of message contents field in bytes 

= 1 (Note). 

Message contents 8 0 0 0 0 x x x x Result, reason 

0000 command received successfully, 

activation of new image will 

follow according to clause S.6.3 

0001 command processing error 

0010 command not supported 

0011 parameter error 

0100 reserved by ITU-T 

0101 unknown managed software 

image instance 

0110 device busy  

NOTE – This field shall be coded as an unsigned integer on 16 bits [b15 … b0], where b0 is the LSB. Byte 6 shall represent [b15 … b8] 
and byte 7 shall represent [b7 … b0]. 

S.5.11 Commit image 

Table S.14 – Commit image message 

Field Byte 7 6 5 4 3 2 1 0 Comments 

Datagram protocol 

identifier 

1 0 0 0 0 0 0 0 1 NT software management = 0116 

Transaction correlation 

identifier 

2-3          

Message type 4 0 1 0 1 0 1 1 1 AR = 1, AK = 0, MT = 23 

Action = commit image. 

Managed software 

image instance 

5         Software image instance 

0 first instance 

1 second instance 

2..254  vendor-specific use 
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Table S.14 – Commit image message 

Field Byte 7 6 5 4 3 2 1 0 Comments 

Message contents 

length 

6-7         Length of message contents field in 

bytes = 0 (Note). 

NOTE – This field shall be coded as an unsigned integer on 16 bits [b15 … b0], where b0 is the LSB. Byte 6 shall represent [b15 … b8] 
and byte 7 shall represent [b7 … b0]. 

S.5.12 Commit image response 

Table S.15 – Commit image response message 

Field Byte 7 6 5 4 3 2 1 0 Comments 

Datagram protocol 

identifier 

1 0 0 0 0 0 0 0 1 NT software management = 0116 

Transaction correlation 

identifier 

2-3          

Message type 4 0 0 1 1 0 1 1 1 AR = 0, AK = 1, MT = 23 

Action = commit image response. 

Managed software 

image instance 

5         Software image instance 

0 first instance 

1 second instance 

2..254 vendor-specific use 

Message contents 

length 

6-7         Length of message contents field in bytes 

= 1 (Note). 

Message contents 8 0 0 0 0 x x x x Result, reason 

0000 command processed successfully 

0001 command processing error 

0010 command not supported 

0011 parameter error 

0100 reserved by ITU-T  

0101 unknown managed software 

image instance 

0110 device busy  

NOTE – This field shall be coded as an unsigned integer on 16 bits [b15 … b0], where b0 is the LSB. Byte 6 shall represent [b15 … b8] 
and byte 7 shall represent [b7 … b0]. 

S.6 Software upgrade (informative) 

S.6.1 Overview 

The software image management is specified in clause S.4. The NT creates two software image instances, 0 
and 1. Each image has three Boolean attributes: committed, active and valid. An image is valid if the 
contents have been verified to be an executable code image. An image is committed if it will be loaded and 
executed upon reboot of the NT. An image is active if it is currently loaded and executing in the NT. At any 
given time, at most one image may be active and at most one image may be committed. 

An NT goes through a series of states to download and activate a software image as shown in Figure S.3. 
Each state is determined by the status of both software images. For example, S3 is the state where both 
images are valid but only image 0 is committed and active. State S0 is a conceptual initialization state. 
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The DPU controls the state of the NT through a series of commands specified in clause S.4. For example, an 
NT in state S3 will transition to state S4 upon receipt of the activate (1) command. The specified commands 
are start download, download section, end download, activate image and commit image. 

 

NOTE 1 – In Figure S.3, states S1 and S2 (and S1' and S2') are distinguished only for convenience in understanding the flow. Upon 
receipt of a start download message, and particularly when the NT reboots, any partial downloads in progress are discarded. 

NOTE 2 – In Figure S.3, state transitions occur when any of the listed actions occur. 

Figure S.3  Software image state diagram 
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S.6.2 Software image download 

The software image download operation is a file transfer from the DPU to the NT.  

The atomic unit of file transfer is the section, the amount of data that can be transferred in a single 
download section message. The maximum size of the section is limited by the maximum payload size of the 
datagram eoc command (see clause 11.2.2.4.2). The DPU may send smaller sections at will, including the 
final section of a file transfer. Because the message format allows for variable length, software image 
sections are never padded. 

A number of sections comprise a so-called window. A window shall not exceed 256 sections. Figure S.4 
illustrtes the relationship between a software image and its decomposition into windows and sections. 

 

Figure S.4 – Relationship between image, windows and sections 

During the initial software download message exchange, the DPU proposes a maximum window size, but a 
lower value can be stipulated by the NT, which shall be accepted by the DPU. The DPU may send windows 
with fewer sections than this negotiated maximum, but shall not exceed the maximum. Though it is not a 
preferred choice, the DPU may send all windows at the full negotiated maximum size, with the final 
window of the download operation with download section messages containing only null bytes. 

Each download section message contains a sequence number, which begins anew at 0 with each window. 
By tracking the incrementing sequence numbers, the NT can confirm that it has in fact received each 
section of code. 

In the message type field of the last download section message of each window, the DPU indicates the end 
of the window by setting the AR (acknowledgement request) bit – prior download section messages are 
unacknowledged. If the NT has not received the entire window correctly, i.e., if it misses a sequence 
number, it acknowledges with a command processing error result, whereupon the DPU falls back to the 
beginning of the window and tries again. To improve the chance of successful transmission, the DPU may 
choose to reduce the size of the window on its next attempt. 

When the final window has been successfully downloaded, the DPU sends an end software download 
message whose contents include the size of the downloaded image in bytes, along with a CRC-32 computed 
according to [ITU-T I.363.5], across the entire image. If the NT agrees with both of these values, it updates 
the software image validity attribute to indicate that the newly downloaded image is valid. Figure S.5 
illustrates this process. 
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Figure S.5  Software download 

The NT positively acknowledges an end download message only after it has performed whatever 
operations may be necessary – such as storage in non-volatile memory – to accept an immediate activate 
or commit message from the DPU. As illustrated in Figure S.6, the NT responds with a device busy result 
code until these operations are complete, and the DPU periodically retries the end download command. 
The DPU includes a timeout to detect an NT that never completes the download operation. 
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Figure S.6 – Busy response handling 

The nested state machines in the DPU and NT can conceivably get out of step in a number of unspecified 
ways; nor is it specified how to escape from a loop of transmission failure and retry. As a recovery 
mechanism from detectable state errors, it is recommended that the NT reply with command processing 
error result codes to both the acknowledged download section and end software download commands, 
and that the DPU send a final end software download command with a known bad CRC and image size (e.g., 
all 0), whereupon both the DPU and NT reset to the state in which no download is in progress, that is, state 
S1/S1' of Figure S.3. Likewise, the DPU can abort the download operation at any time by sending an end 
software download message with invalid CRC and image size. 

S.6.3 Software image activate and commit 

Figure S.7 shows the details of software image activate and commit. When the NT has downloaded and 
validated a new image, that image is initially not-committed and not-activated. The DPU may then send the 
activate image command. After the NT sends a positive activate image response, the NT loads and executes 
the new software image, but without changing the committed state of either image. The DPU may then 
send the commit image command, causing the NT to set the commit state true for the new image, and false 
for the previous image. The time between the download, activate and commit phases is not specified. 

If there is a problem with the newly activated image that causes the NT to fail (e.g., watchdog timeout), the 
NT may do a soft restart on the (other) committed image. Activating prior to committing may thereby allow 
for automatic failure recovery by the NT. 
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Figure S.7 – Software activate and commit 
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Annex T 
 

Dynamic time assignment (DTA) – higher-layer control aspects 

(This annex forms an integral part of this Recommendation.) 

Editorial note: This annex was introduced by Cor.3 to ITU-T G.9701, but is not shown in revision marks for 
readability purposes. 

T.1 Scope 

This annex specifies the cross-layer control aspects of dynamic time assignment (DTA). According to  
Annex X, the DRA block monitors traffic-related information and decides when to make changes in the TDD 
frame configuration of each FTU-O. The update of the TDD frame configuration is done using the DTA 
procedure described in clause X.6.2. This annex specifies the parameters to control the behaviour of the 
DRA functionality that determines DTA. These parameters are individual to each line managed by the DRA. 

T.2 DTA control parameters  

The following DRA control parameters facilitate DTA operation: 

• Annex X operation mode (Annex_X_mode); 

• Allow DTA (DTA_allowed); 

• Handshake Mds (hs_Mds) 

• Preferred Mds for DTA (DTA_pref_Mds); 

• Maximum step size for DTA changes (DTA_SMax); 

• Minimum Mds for DTA (DTA_min_Mds); 

• Maximum Mds for DTA (DTA_max_Mds); 

• Minimum expected throughput for DTA (DTA_ETR_min); 

• Maximum net data rate for DTA (DTA_NDR_max); 

• Maximum net data rate (NDR_max); 

• Minimum expected throughput (ETR_min) 

The control parameter hs_Mds represents the Mds selected during the ITU-T G.994.1 handshake phase (see 
Table 11.70.3 of ITU-T G.994.1) and provides the number of downstream symbol periods in a TDD frame 
from the time the FTU-O enters showtime until the first DTA update. The control parameter hs_Mds is not 
specific to the application of DTA but its definition is different if DTA is enabled (see clauses T.2.7, X.6.9 and 
X.6.10). 

The control parameters NDR_max and ETR_min are not specific to the application of DTA but their 
definition is different if DTA is enabled (see clauses X.6.7.6 and X.6.7.7). 

If DTA operation is disabled, these parameters shall be ignored. 

T.2.1 Annex X operation mode (Annex_X_mode) 

See clause X.6.7.1. 

T.2.2 DTA allowed (DTA_allowed) 

See clause X.6.7.2. 

T.2.3 Preferred Mds for DTA (DTA_pref_Mds) 

The control parameter DTA_pref_Mds represents the preferred Mds value and provides the number of 
downstream symbol periods in a TDD frame requested by the DRA in a first DTA update after the FTU-O 
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enters showtime, if DTA operation is enabled on the line and Act_min_Mds ≤ DTA_pref_Mds ≤ Act_max_Mds 
(see clause T.2.7). 

On lines where DTA operation is enabled, the DRA shall request a DTA update (using the DTA.request 
primitive, see clause X.6.1) with the value of DTA_pref_Mds at the first opportunity after the FTU-O enters 
showtime. DTA_pref_Mds shall be within the valid range specified for Mds in clause X.6.3. DTA_pref_Mds 
shall be greater than or equal to DTA_min_Mds and less than or equal to DTA_max_Mds. 

NOTE – The preferred Mds value (DTA_pref_Mds) may also be used by DTA control algorithms to return to that value in 
case of low traffic.  

The control parameter DTA_pref_Mds shall be set to the same value as the DPU-MIB configuration 
parameter DTA_PREF_Mds. 

T.2.4 Maximum step size for DTA changes (DTA_SMax) 

The control parameter DTA_SMax represents the maximum step size for DTA changes and is the maximum 
change in Mds that the DRA is allowed to request for a single DTA update (see clause X.6.2). The absolute 
value of the difference between the number of downstream symbol periods Mds in a TDD frame just prior 
to and immediately after any DTA update shall be less than or equal to DTA_SMax. The valid values for 
DTA_SMax are all integers between 1 and 25 for MF = 36 and between 1 and 12 for MF = 23. 

The control parameter DTA_Smax shall be set to the same value as the DPU-MIB configuration parameter 
DTA_SMAX. 

T.2.5 Minimum Mds for DTA (DTA_min_Mds) 

See clause X.6.7.3. 

T.2.6 Maximum Mds for DTA (DTA_max_Mds) 

See clause X.6.7.4. 

T.2.7 Minimum expected throughput for DTA (DTA_ETR_min) 

The control parameter DTA_ETR_min represents the minimum expected throughput for DTA and provides a 
target minimum ETR that the DRA should meet when DTA operation is enabled.  

In order to meet the DTA_ETR_min configured value for the downstream direction, the DRA shall calculate 
the number of downstream symbols min_Mds needed to provide an expected throughput of at least 
DTA_ETR_min. This shall be done according to the derived framing parameters given in Table 9-21 such that 
ETR would be greater than or equal to the downstream DTA_ETR_min assuming a downstream data symbol 
rate of: 
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For the upstream direction the DRA shall calculate the maximum value max_Mds such that at least an 
expected throughput of the upstream DTA_ETR_min will be available. This shall be done according to the 
derived framing parameters given in Table 9-21 such that ETR would be greater than or equal to the 
upstream DTA_ETR_min assuming an upstream data symbol rate: 
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The calculated minimum and maximum values min_Mds and max_Mds shall further constrain the dynamic 
range of Mds given by DTA_max_Mds and DTA_min_Mds using the following definitions: 



2 Transport aspects   
 

1020 

Act_min_Mds = max(min_Mds, DTA_min_Mds)  
Act_max_Mds = min(max_Mds, DTA_max_Mds) 

The DRA shall select an Mds value such that Act_min_Mds ≤ Mds ≤ Act_max_Mds. In case Act_min_Mds > 

Act_max_Mds, the value of hs_Mds shall be used by the DRA for the TDD frame configuration. In this case, 
the ETR is lower than DTA_ETR_min but is still greater than or equal to ETR_min.  

Upon completion of an OLR occurring on the line, the values of min_Mds, max_Mds, Act_min_Mds and 
Act_max_Mds shall be updated by the DRA. If the ETR falls below DTA_ETR_min after an OLR procedure, the 
DRA shall recalculate the values of min_Mds, max_Mds, Act_min_Mds and Act_max_Mds. If, as a result of this 
recalculation, a change of Mds is needed to increase the rate above DTA_ETR_min, the DRA shall request a 
change from the FTU-O, in compliance with the configured value of DTA_SMax. If the needed change 
cannot be accomplished with one request, the DRA shall make the necessary number of requests. The valid 
values and coding for DTA_ETR_min shall be the same as for ETR_min as specified in clause 11.4.2.1. 

The control parameter DTA_ETR_min is derived by the DRA from the DPU-MIB configuration parameter for 
the minimum expected throughput for DTA (DTA_MINETR). 

NOTE 1 – To comply with the requirement ETR ≥ DTA_ETR_min in the upstream, under unfavourable loop conditions, 
the Act_max_Mds might be lower than DTA_max_Mds. In this case the DRA will report in the DPU-MIB a GDRds (see 
clause 7.11.1.3 of [ITU-T G.997.2]) that is lower than the NDRds, even in case the DRA or L2+ functions do not have 
any intrinsic throughput capability limitations. 

NOTE 2 – To comply with the requirement ETR ≥ DTA_ETR_min in the downstream, under unfavourable loop 
conditions, the Act_min_Mds might be higher than DTA_min_Mds. In this case the DRA will report in the DPU-MIB a 
GDRus (see clause 7.11.1.3 of [ITU-T G.997.2]) that is lower than the NDRus, even in case the DRA or L2+ functions do 
not have any intrinsic throughput capability limitations. 

T.2.8 Maximum net data rate for DTA (DTA_NDR_max) 

See clause X.6.7.5. 

T.3 Coordination between the link state request and the DTA request 

The DRA shall only send a DTA.request primitive (see clause X.6.1) if the current link state is L0. Moreover, 
the DRA shall not send the DTA.request primitive after a LinkState.Request is sent by the DRA to the FTU-O 
until the corresponding LinkState.Confirm is received by the DRA. 
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Annex U to Annex W 
 

(Annexes U to W have been intentionally left blank.) 
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Annex X 
 

Operation without multi-line coordination intended for a crosstalk-free 
environment 

(This annex forms an integral part of this Recommendation.) 

Editorial note: This annex was introduced by Cor.3 to ITU-T G.9701, but is not shown in revision marks for 
readability purposes. 

X.1 Scope 

This annex specifies operation of G.fast transceivers in a crosstalk free environment. In a crosstalk free 
environment, vectoring is not used and synchronization between lines is not needed. The annex is 
applicable for either twisted-pair (TP) or coaxial cables. 

Unless otherwise and specifically stated in this annex, all definitions and requirements specified in the main 
body of this Recommendation are applicable for transceivers compliant with this annex. 

X.2 Definitions 

This annex defines the following terms: 

X.2.1 Crosstalk-free environment: an operational environment with no or negligible crosstalk between 
lines. Negligible crosstalk is such that, with no coordination between the lines, there is no impact on the 
performance of any line due to operation of other lines.  

X.3 Abbreviations and acronyms 

This annex uses the following abbreviations and acronyms: 

DTA Dynamic Time Assignment 

X.4 Reference model(s) 

The reference model of a DPU intended for operation in a crosstalk-free environment is given in Figure X.1. 
The reference model in Figure X.1 is consistent with the one in Figure 5-2, except it has no ɛ-c-1 and ɛ-1-n 
signal exchanges and has introduced DTA functionality. The VCE is still present to support test parameters 
(see clause 11.4.1.2). 
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Figure X.1 – Reference model of a DPU intended for operation in  
a crosstalk-free environment 

For DTA, the DRA block monitors traffic-related information from each FTU-O and the L2+ block (given for 
each direction, downstream and upstream). Based on this information, and knowledge of the current Mds 
and Mus, the DRA decides when to make changes to the TDD frame configuration of each FTU-O in order to 
modify the number of symbol periods to be allocated to the downstream (Mds), thereby resulting in a 
change to the number of symbol periods allocated to the upstream (Mus). To implement this change to the 
TDD frame configuration, the DRA initiates the DTA procedure defined in clause X.6.2. See Annex T for 
higher layers control aspects of DTA. 

X.5 Profiles 

X.5.1 Annex X profiles 106c and 212c for operation over coaxial cables in a crosstalk-free environment 

ITU-T G.9701 transceivers for operation over coaxial cables in a crosstalk-free environment shall comply 
with at least one profile specified in Table X.1. Compliance with more than one profile is allowed. 

To be compliant with a specific profile, the transceiver shall comply with all parameter values presented in 
Table X.1 associated with the specific profile. 
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Table X.1 – Annex X profiles for operation over coaxial cables 

X.5.2  Profiles for operation over twisted-pair cables in a crosstalk-free environment 

ITU-T G.9701 transceivers for operation over twisted-pair cables in a crosstalk-free environment shall 
comply with at least one profile specified in Table 6-1 except that precoding is not applicable. Compliance 
with more than one profile is allowed. 

X.5.3  Profile compliance 

See clause § 6.2 for rules regarding profile compliance. 

Parameter 
Parameter value for profile Reference 

106c 212c 

Maximum aggregate downstream transmit 

power (dBm) 
+2 dBm +2 dBm 

See clause X.12.3 

Maximum aggregate upstream transmit 

power (dBm) 
+2 dBm +2 dBm 

See clause X.12.3 

Precoding type Not applicable Not applicable  

Subcarrier spacing (kHz) 51.75 51.75 See clause 10.4.2 

Aggregate net data-rate (ANDR) capability  1 000 Mbit/s  

(Note 1) 

2 000 Mbit/s  

(Note 1) 

See clause 3.2.2 

Maximum number of FEC codewords in one 

DTU (Qmax) 

16 16 See clause 8.2 

Parameter (1/S)max downstream 12 24 (Note 2) 

Parameter (1/S)max upstream 12 24 (Note 2) 

Index of the lowest supported downstream 

data-bearing subcarrier (lower band-edge 

frequency (informative)) 

43 

(2.22525 MHz) 

43 

(2.22525 MHz) 

(Note 3) 

Index of the lowest supported upstream 

data-bearing subcarrier (lower band-edge 

frequency (informative)) 

43 

(2.22525 MHz) 

43 

(2.22525 MHz) 

(Note 3) 

Index of the highest supported downstream 

data-bearing subcarrier (upper band-edge 

frequency (informative)) 

2047 

(105.93225 MHz) 

4095 

(211.91625 MHz) 

(Note 3) 

Index of the highest supported upstream 

data-bearing subcarrier (upper band-edge 

frequency (informative)) 

2047 

(105.93225 MHz) 

4095 

(211.91625 MHz) 

(Note 3) 

Maximum number of eoc bytes per direction 
per logical frame period (Note 4) 

MF = 36 MF = 23 MF = 36 MF = 23 See clause 10.5 

1500 1100 1500 1100 

NOTE 1 – Achievable aggregate net data rate will depend on channel conditions and system configurations. 

NOTE 2 – The value of 1/S is the number of FEC codewords transmitted during one symbol period and shall be computed as the 
total number of data bytes loaded onto a discrete multitone (DMT) symbol, which is equal to the maximum of BD and BDR divided 
by the applied FEC codeword size NFEC (see clauses 9.3 and 9.5). Parameter (1/S)max defines the maximum value of 1/S. 

NOTE 3 – The allowed frequency band is further determined by applicable PSD mask requirements specified in [ITU-T G.9700], 
constrained by the capabilities guaranteed by the profile(s) that the implementation supports. The band-edge frequency in MHz 
appears in parentheses below the subcarrier index (informative). 

NOTE 4 – Other values of MF and the corresponding maximum number of eoc bytes are for further study. 

http://handle.itu.int/11.1002/1000/12010
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X.6 Dynamic time assignment (DTA) 

DTA is used to dynamically set and update the sharing of the TDD frame between upstream and 

downstream, by changing the number of downstream symbol periods (Mds) of the TDD frame during 

showtime upon request by the DRA. 

Support of DTA is optional for the FTU-O and mandatory for the FTU-R. 

X.6.1 DTA-related primitives at the γO reference point 

In addition to the DRA primitives specified in Table 8-3 of clause 8.1.1, the DTA-related DRA primitives at 
the γO reference point are summarized in Table X.2. The physical implementation of these primitives is 
vendor discretionary.  

Table X.2 – DTA-related DRA primitives of the data flow at the γO reference point 

Primitive name (parameters) Direction Description 

DTA.request (Mds) DRA → FTU-O Requests the FTU-O to initiate a DTA update using the 

provided Mds.  

DTA.confirm (Mds, CNTLF) FTU-O → DRA Confirms to the DRA that the DTA update corresponding 

to the DTA.request has been scheduled by the FTU-O. The 

implementation of the change will be applied starting 

from the first symbol of the TDD frame in which the 

logical frame indicated by CNTLF starts (i.e., the logical 

frame at which DTAFDC will be decremented to zero 

during the countdown). See clause X.6.6. 

If the FTU-O receives a DTA.request primitive, the FTU-O shall initiate the DTA update as specified in 
clause X.6.2 at the earliest opportunity. Once the update is scheduled, the FTU-O shall send the 
DTA.confirm primitive to the DRA at the earliest opportunity before the update takes effect. The DRA shall 
only send another DTA.request primitive after the time instant associated with the logical frame count 
indicated in the DTA.confirm primitive. 

The DRA shall coordinate sending the DTA.request primitive with the link state request as described in 
clause T.3. 

X.6.2 The DTA procedure 

The DRA indicates the request for a DTA update to the FTU-O via the DRA primitive DTA.request 
(See clause X.6.1). Upon such an indication, the FTU-O initiates the DTA update by sending the 'DTA update' 
RMC command (see clause X.6.11) to the FTU-R. This command synchronizes the update of the Mds 
parameter at the FTU-O and FTU-R as specified in clause X.6.6. The details of updating Mds, the 
requirements, and the impact on the TDD frame parameters is described in clauses X.6.3 and X.6.4. 

NOTE – The DRA makes the decision to initiate the DTA updates. See Annex T for higher-layer control aspects of the 
DTA. 

X.6.3 Valid values of Mds for DTA 

With DTA enabled per a specific line, the FTU shall support the ranges of values of Mds as a function of MF 
according to Table X.3 (rather than those in Table 10-13):  

Table X.3 – Mds values to support as a function of MF 

MF Mds values supported 

36 from 5 to 30 

23 from 5 to 17 
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For a given Mds, the value of Mus results from the following equation:  

  Mus = MF – 1 – Mds 

X.6.4 The TDD frame prior to and after a DTA update 

The DTA procedure modifies the number of downstream symbol periods Mds in a TDD frame, and 
correspondingly the number of upstream symbol periods Mus, while the duration of the TDD frame  
MF = Mds + Mus +1 and all other parameters of the TDD frame remain unchanged. The RMC symbol offsets 
(DRMCds and DRMCus) and the downstream and upstream ACK window shifts (DS_ACK_WINDOW_SHIFT and 
US_ACK_WINDOW_SHIFT) shall also remain unchanged by the DTA update. 

If DTA is enabled, the RMC symbol offsets DRMCds and DRMCus shall be selected during initialization such that 
just prior to and immediately after any DTA update, the following conditions are met (see Figure X.2): 

 Mus – DRMCus – 1 + DRMCds ≥ 4 (1) 

 Mds – DRMCds – 1 + DRMCus ≥ DTA_min_DRMCds2us (2) 

where DTA_min_DRMCds2us is indicated by the FTU-R during initialization (see the NPar(3) field 
'DTA_min_DRMCds2us' in Table X.13 in clause X.7.1), with valid values being 4 and 5. 

NOTE – Equation (1) and (2) ensure that: 

• The time period between the US RMC to the DS RMC (sent in the following TDD frame) is at least 4 symbols; 

• The time period between the DS RMC to the US RMC (of the same TDD frame), is at least 
DTA_min_DRMCds2us symbols. 

 

Figure X.2 – TDD frame structure before and after a DTA update 

NOTE – As explained above, the only parameter of the TDD frame that is changed by a DTA update is Mds (and Mus as a 
result), while the other parameters of the TDD frame such as the duration of the TDD frame, the RMC symbol offsets 
and the ACK window shifts are unchanged. As a result, the size of the downstream ACK window, associated with the 
first TDD frame that is using the new Mds value: 

• will be greater than the downstream ACK window size of the previous TDD frame if Mds increased due to 
the DTA update.  

• will be less than the downstream ACK window size of the previous TDD frame if Mds decreased due to the 
DTA update. 

The upstream ACK window size will not be affected by a DTA update. A few examples to illustrate this are 
given in Figure X.3. 
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c) US ACK window is not affected due to DTA updates  

Figure X.3 – Examples to illustrate the impact of a DTA update on the ACK window size 

X.6.4.1 Performance during transitions 

After a DTA procedure, for a period no longer than the configured maximum delay (delay_max), the 
ErrorFreeThroughput (EFTR), and INP may be worse than the EFTR and INP expected with the new TDD 
frame parameters. 

NOTE – Jitter on the packets may also increase for the same period of time. 

X.6.5 Superframe structure for DTA 

The superframe structure shall be as specified in clause 10.6 except that TDD frames within the 
superframes during which DTA updates are applied may have different values of Mds. 

X.6.6 Timing and synchronization for DTA 

The 'DTA update' RMC command contains the Mds that determines the new TDD frame configuration, and a 
4-bit DTA frame down count (DTAFDC) that indicates when the new Mds value shall take effect. The 
minimum initial value of DTAFDC shall be greater than or equal to 2 and is a capability of the FTU-R, 
indicated during initialization with the R-MSG 2 message (see parameter 'min initial DTAFDC' in Table X.18). 
The FTU-O shall use an initial value of DTAFDC that is between this 'min initial DTAFDC' and 15, inclusive. 

The first 'DTA update' RMC command initiating a new DTA update contains a DTAFDC value in the range of 
valid initial values indicated by the FTU-R during initialization. Following this command, the FTU-O shall 
repeat the 'DTA update' RMC command with the new requested Mds value for the subsequent logical 
frames, while decrementing DTAFDC in each logical frame by 1 until DTAFDC reaches the value of zero, 
which indicates the activation of the new TDD frame configuration. The new Mds setting shall be applied 
starting from the TDD frame that contains the 'DTA update' RMC command with DTAFDC = 0 
(see Figure X.2). For the reason of robustness, the FTU-O shall continue to send the 'DTA update' RMC 
command with the updated Mds value and DTAFDC=0 at least until it has received an upstream transmission 



2 Transport aspects   
 

1028 

from the FTU-R according to the new Mds value with an US RMC symbol at the correct position. This 
completes the DTA update procedure. 

The FTU-O may continue sending the 'DTA update' RMC command with the updated Mds value and 
DTAFDC=0 in the following frames, until a new request to update the Mds is received from the DRA. 

The FTU-O shall not initiate a new DTA update procedure until the current update procedure has been 
completed.  

X.6.7 Transceiver related DTA control parameters 

The following control parameters facilitate DTA and Annex X operation on transceiver level: 

• Annex X operation mode (Annex_X_mode); 

• DTA allowed (DTA_allowed); 

• Handshake Mds (hs_Mds); 

• Minimum Mds for DTA (DTA_min_Mds); 

• Maximum Mds for DTA (DTA_max_Mds); 

• Maximum net data rate for DTA (DTA_NDR_max); 

• Maximum net data rate (NDR_max); 

• Minimum expected throughput (ETR_min). 

Some of the parameters specified in this section are DRA control parameters (see Annex T) that are also 
used by the FTUs. 

X.6.7.1 Annex X operation mode (Annex_X_mode) 

The control parameter Annex_X_mode is used to control the activation of Annex X operation.  

This parameter has 3 valid values: 

0: AnnexX_FORBIDDEN: Operation according to Annex X is not allowed. Annex X operation mode 
shall not be selected during the handshake phase of initialization. In this case the "Annex X 
operation" bit in the FTU-O CL message NPar(2) (see Table X.5) shall be set to ZERO. 

1: AnnexX_PREFERRED: Operation according to Annex X is preferred. Annex X operation mode shall 
be selected during the handshake phase of initialization if and only if both FTUs support Annex X 
operation mode and they share a common profile. In this case the "Annex X operation" bit in the 
FTU-O CL message NPar(2) (see Table X.5) shall be set to ZERO if the FTU-O does not support 
operation according to Annex X and shall be set to ONE if the FTU-O supports operation according 
to Annex X. 

2: AnnexX_FORCED: Operation according to Annex X is forced. If one or both of the FTUs does not 
support Annex X, the handshake procedure shall terminate with 'no mode selected' (see 
Figures 12-4 and 12-5). In this case the "Annex X operation" bit in the FTU-O CL message NPar(2) 
(see Table X.5) shall be set to ZERO if the FTU-O does not support operation according to Annex X 
and shall be set to ONE if the FTU-O supports operation according to Annex X.  

The control parameter Annex_X_mode shall be set to the same value as the DPU-MIB configuration 
parameter ANNEX_X_MODE. 

X.6.7.2 DTA allowed (DTA_allowed) 

The control parameter DTA_allowed determines whether DTA operation is allowed with valid values 1 
(allowed) and 0 (not allowed). If DTA operation is allowed and Annex X operation mode is selected, the 
FTU-O shall enable DTA and indicate this to the FTU-R during initialization (see clause X.7.2.1).  

The control parameter DTA_allowed shall be set to the same value as the DPU-MIB configuration 
parameter DTA_ALLOWED. 
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X.6.7.3 Minimum Mds for DTA (DTA_min_Mds) 

The control parameter DTA_min_Mds provides the minimum number of downstream symbol periods Mds in 
a TDD frame the DRA is allowed to request. DTA_min_Mds shall be greater than or equal to the minimum 
valid value for Mds specified in clause X.6.3. 

The control parameter DTA_min_Mds shall be set to the same value as the DPU-MIB configuration 
parameter DTA_MIN_Mds. 

X.6.7.4 Maximum Mds for DTA (DTA_max_Mds) 

The control parameter DTA_max_Mds provides the maximum number of downstream symbol periods Mds in 
a TDD frame the DRA is allowed to request using a DTA update procedure. DTA_max_Mds shall be less than 
or equal to the maximum valid value for Mds specified in clause X.6.3. 

The control parameter DTA_max_Mds shall be set to the same value as the DPU-MIB configuration 
parameter DTA_MAX_Mds. 

X.6.7.5 Maximum net data rate for DTA (DTA_NDR_max) 

The control parameter DTA_NDR_max provides the value of the maximum NDR if DTA operation is enabled, 
and is defined for downstream and upstream direction separately. The bit loading for the downstream shall 
be determined such that the downstream NDR (defined in clause X.6.8.3.1) does not exceed 
DTA_NDR_max_ds. The bit loading for the upstream shall be determined such that the upstream NDR 
(defined in clause X.6.8.3.1) does not exceed DTA_NDR_max_us. 

The valid values and coding for DTA_NDR_max shall be the same as for NDR_max as specified in 
clause 11.4.2.2. 

The control parameter DTA_NDR_max is derived by the DRA from the DPU-MIB configuration parameter 
DTA_MAXNDR. 

X.6.7.6 Maximum net data rate (NDR_max) 

The value of NDR_max shall be ignored if DTA operation is enabled. 

X.6.7.7 Minimum expected throughput (ETR_min) 

The value of ETR_min shall be ignored if DTA operation is enabled, except for the purpose of comparing ETR 
against ETR_min_eoc, as defined in clauses X.6.9 and X.6.10. 

X.6.8 Transceiver related DTA status parameters 

The following status parameters indicate the state of DTA and Annex X operation at the transceiver level: 

• Annex X operation enabled (Annex_X_enabled);  

• DTA enabled (DTA_enabled). 

The following status parameters, specified in clause X.6.8.3, are used for data rate reporting if DTA is 
enabled: 

• Net data rate (NDR); 

• Attainable net data rate (ATTNDR); 

• Expected throughput (ETR); 

• Attainable expected throughput (ATTETR). 

X.6.8.1 Annex X operation enabled (Annex_X_enabled) 

The status parameter Annex_X_enabled indicates whether Annex X operation is enabled. The 
Annex_X_enabled value is reported as ANNEX_X_ENABLED in the DPU-MIB. 
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X.6.8.2 DTA enabled (DTA_enabled) 

The status parameter DTA_enabled indicates whether DTA operation is enabled. The DTA_enabled value is 
reported as DTA_ENABLED in the DPU-MIB. 

X.6.8.3 Data rate reporting if DTA is enabled 

X.6.8.3.1 Net data rate (NDR) 

If DTA is enabled, the status parameter net data rate (NDR) shall be calculated as defined in Table 9-21, 
assuming: 

  Mds = DTA_max_Mds 

  Mus = MF – 1 – DTA_min_Mds 

The calculation of the NDR shall be done according to the derived framing parameters given in Table 9-21 
assuming a downstream data symbol rate of 
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The NDR updates, valid values, representation and DPU-MIB reporting shall be as defined in 
clause 11.4.1.1.1. 

X.6.8.3.2 Attainable net data rate (ATTNDR) 

If DTA is enabled, the status parameter attainable net data rate (ATTNDR) is defined as the NDR that 
would be achieved if control parameter DTA_NDR_max were configured at the maximum valid value 
of DTA_NDR_max (see clause X.6.7.5), while other control parameters remain at the same value. 

The ATTNDR updates, valid values, representation and DPU-MIB reporting shall be as defined in 
clause 11.4.1.1.2. 

X.6.8.3.3 Expected throughput (ETR) 

If DTA is enabled, the status parameter expected throughput (ETR) shall be derived from the NDR 
(as defined in clause X.6.8.3.1) and the RTxOH (as defined in Table 9-21), as ETR = (1 – RTxOH) x NDR. 

NOTE – For the purpose of verifying that ETR ≥ ETR_min_eoc, the ETR is calculated differently, as defined in 
clause X.6.9. 

The ETR updates, valid values, representation and DPU-MIB reporting shall be as defined in 
clause 11.4.1.1.3. 

X.6.8.3.4 Attainable expected throughput (ATTETR) 

If DTA is enabled, the status parameter attainable expected throughput (ATTETR) shall be derived from the 
ATTNDR (as defined in clause X.6.8.3.2) and the RTxOH (as defined in Table 9-21), as ATTETR = (1 – RTxOH) x 
ATTNDR. 

The ATTETR updates, valid values, representation and DPU-MIB reporting shall be as defined in 
clause 11.4.1.1.4. 
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X.6.9 Channel initialization policy for DTA 

The channel initialization policy for DTA shall be as specified in clause 12.3.7, except for the following two 
constraints:  

1) ETR ≥ ETR_min_eoc, where 

a) For the purpose of verifying that ETR ≥ ETR_min_eoc, the ETR shall be calculated as defined in 
clause X.6.8.3.3, however using the data symbol rate corresponding to the value of hs_Mds 
instead of the values DTA_min_Mds and DTA_max_Mds. 

b) The ETR_min_eoc calculation shall be done as described in Table 9-21. ETR_min might be 
different from DTA_ETR_min. 

NOTE – This implies that for the purpose of verifying that ETR ≥ ETR_min_eoc, the ETR and ETR_min_eoc 
are calculated as if DTA were disabled, i.e., Mds = hs_Mds. 

2) NDR ≤ NDR_max, where 

a) The NDR for the downstream direction shall be calculated using the value Mds = DTA_max_Mds 
(see clause X.6.7.4). 

b) The NDR for the upstream direction shall be calculated using the value DTA_min_Mds 
(see clause X.6.7.3). 

c) The NDR_max shall be replaced with the value determined by the control parameter 
DTA_NDR_max (see clause X.6.7.5). 

X.6.10 High_BER event for DTA 

The High_BER event for DTA shall be as specified in clause 12.1.4.3.4, except for the definition of the ETR, 
which for DTA, and for the purpose of verifying that ETR ≥ ETR_min_eoc, shall be as described in 
clause X.6.9. 

X.6.11 RMC commands 

RMC commands for use with DTA are shown in Table X.4. 

Table X.4 – RMC commands 

Command name Command ID Description/comments Reference 

DTA update 1316 Indicates a request for DTA update. May be 

included in any downstream RMC message. 

See Table X.4.1 

Table X.4.1 – DTA update command (sent by the FTU-O only) 

Field name Format Description 

Command header 1 byte: [00 aaaaaa] aaaaaa = 1316 

Number of downstream 

symbol periods (Mds) 

1 byte: [00 aaaaaa] aaaaaa = the updated number of downstream 

symbol periods in the TDD frame, represented as an 

unsigned integer. 

DTA frame down count 

(DTAFDC) 

1 byte: [0000 aaaa] aaaa = The logical frame down count to 

implemention of the DTA update, represented as an 

unsigned integer.  

X.7 Initialization messages 

X.7.1 ITU-T G.994.1 Handshake phase 

This clause describes the ITU-T G.994.1 message fields specific to Annex X operation and their usage. See 
also clause 12.3.2. 
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X.7.1.1 Handshake – FTU-O 

See clause 12.3.2.1. 

X.7.1.1.1  CL messages 

See clause 12.3.2.1.1. For operation with Annex X, the FTU-O shall include the following fields in the CL 
message of ITU-T G.994.1: 

Table X.5 – FTU-O CL message NPar(2) bit definitions for Annex X operation 

ITU-T G.994.1 NPar(2) bit Definition of NPar(2) bit 

Annex X operation If set to ZERO, indicates that FTU-O does not support operation according to Annex X. If 

set to ONE, indicates that the FTU-O supports operation according to Annex X. 

 

Table X.6 – FTU-O CL message SPar(2) bit definitions 

ITU-T G.994.1 SPar(2) bit Definition of Spar(2) bit 

DTA_min_DRMCds2us Always set to ZERO. 

 

Table X.7 – FTU-O CL message Npar(3) bit definitions  

G.994.1 SPar(2) Bit Definition of Npar(3) bits 

Profiles Each valid profile is represented by one bit in a field of 6 bits. The valid profiles are: 

106a, 106b, 106c, 212a and 212c. Profiles 106c and 212c shall only be indicated if the 

NPar(2) bit "Annex X operation" is set to ONE. Each profile supported by the FTU-O is 

indicated by setting its corresponding bit to ONE.  

X.7.1.1.2  MS messages 

See clause 12.3.2.1.2. For operation with Annex X, the FTU-O shall include the following fields in the MS 
message of ITU-T G.994.1: 

Table X.8 – FTU-O MS message NPar(2) bit definitions 

ITU-T G.994.1 NPar(2) bit Definition of NPar(2) bit 

Annex X operation Set to ONE if and only if this bit is set to ONE in both the last previous capabilities list 

request (CLR) message and the last previous CL message. If set to ONE, both the FTU-O 

and the FTU-R shall enable Annex X operation. 

 

Table X.9 – FTU-O MS message SPar(2) bit definitions 

ITU-T G.994.1 SPar(2) bit Definition of SPar(2) bit 

DTA_min_DRMCds2us Always set to ZERO.  
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Table X.10 – FTU-O MS message NPar(3) bit definitions 

ITU-T G.994.1 SPar(2) bit Definition of NPar(3) bits 

Profiles Each valid profile is represented by one bit in a field of six bits. The valid profiles are: 

106a, 106b, 106c, 212a and 212c. Profiles 106c and 212c shall only be indicated if the 

NPar(2) bit "Annex X operation" is set to ONE. The profile selected by the FTU-O is 

indicated by setting its corresponding bit to ONE. 

X.7.1.2 Handshake – FTU-R 

See clause 12.3.2.2. 

X.7.1.2.1  CLR messages 

See clause 12.3.2.2.1. For operation with Annex X, the FTU-R shall include the following fields in the CLR 
message of ITU-T G.994.1: 

Table X.11 – FTU-R CLR message NPar(2) bit definitions 

ITU-T G.994.1 NPar(2) bit Definition of NPar(2) bit 

Annex X operation If set to ZERO, indicates that FTU-R does not support Annex X operation. If set to ONE, 

indicates that the FTU-R supports Annex X operation. 

 

Table X.12 – FTU-R CLR message SPar(2) bit definitions 

ITU-T G.994.1 SPar(2) bit Definition of SPar(2) bit 

DTA_min_DRMCds2us Shall be set to ONE if and only if the NPar(2) bit for Annex X operation is set to ONE. 

 

Table X.13 – FTU-R CLR message NPar(3) bit definitions 

ITU-T G.994.1 SPar(2) bit Definition of NPar(3) bits 

Profiles Each valid profile is represented by one bit in a field of 6 bits. The valid profiles are: 

106a, 106b, 106c, 212a and 212c. Profiles 106c and 212c shall only be indicated if the 

NPar(2) bit "Annex X operation" is set to ONE. Each profile supported by the FTU-R is 

indicated by setting its corresponding bit to ONE.  

DTA_min_DRMCds2us 
This 3-bit field indicates the minimum number of symbols between the DS RMC and US 

RMC, supported by the FTU-R. The valid values of DTA_min_DRMCds2us are 4 and 5.  
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X.7.1.2.2  MS messages 

See clause 12.3.2.2.2. For operation with Annex X, the FTU-R shall include the following fields in the MS 
message of ITU-T G.994.1: 

Table X.14 – FTU-R MS message NPar(2) bit definitions 

ITU-T G.994.1 NPar(2) bit Definition of NPar(2) bit 

Annex X operation Set to ONE if and only if this bit is set to ONE in both the last previous capabilities list 

request (CLR) message and the last previous CL message. If set to ONE, both the 

FTU-O and the FTU-R shall enable Annex X operation. 

 

Table X.15 – FTU-R MS message SPar(2) bit definitions 

ITU-T G.994.1 SPar(2) bit Definition of Spar(2) bit 

DTA_min_DRMCds2us Always set to ZERO. 

 

Table X.16 – FTU-R MS message NPar(3) bit definitions 

ITU-T G.994.1 SPar(2) bit Definition of NPar(3) bits 

Profiles Each valid profile is represented by one bit in a field of six bits. The valid profiles are: 

106a, 106b, 106c, 212a and 212c. Profiles 106c and 212c shall only be indicated if the 

NPar(2) bit for Annex X operation is set to ONE. The profile selected by the FTU-R is 

indicated by setting its corresponding bit to ONE. 

X.7.2 Channel analysis and exchange phase 

X.7.2.1 O-MSG 1 

See clause 12.3.4.2.1. The Annex X parameter field (see Table 12-41.3) in O-MSG 1 is shown in Table X.17.  

Table X.17 – Annex X parameter field 

Field name Format Description 

DTA_enabled One byte Indicates whether DTA operation is enabled or disabled. If the FTU-O does 

not support DTA, the field shall indicate that DTA is disabled. 

Valid values are 0016 (disabled) and 0116 (enabled). 

DTA_max_Mds One byte Indicates the upper bound to the maximum number of downstream 

symbol periods Mds in a TDD frame the DRA is allowed to request 

represented as an unsigned 8-bit integer. The valid values are specified in 

clause X.6.7.4.  

If DTA is disabled, the field shall be set to 0. 

DTA_NDR_max_ds Two bytes Indicates the maximum NDR for the downstream if DTA operation is 
enabled (as specified in clause X.6.7.4) 

represented as an unsigned 16-bit integer in multiples of 96 kbit/s. 

If DTA is disabled, the field shall be set to 0.  
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X.7.2.2 R-MSG 2 

See clause 12.3.4.2.2. The Annex X parameter field (see Table 12-44.2) in R-MSG 2 is shown in Table X.18. 

Table X.18 – Annex X parameter field 

Field name Format Description 

Min initial DTAFDC One byte Minimum initial value of the DTA frame down count (DTAFDC) supported 

by the FTU-R represented as an unsigned 8-bit integer. Valid values are 

from 2 to 15. 

If DTA is disabled (see Table X.17), the field shall be set to 0. 

X.8 Discontinuous operation 

For Annex X operation, the logical frame parameters (see clause 10.7 for definition and Tables 9-6 and 9-7 
for valid values) shall be configured as follows: 

  TTRds = Mds, TBUDGETds ≤ Mds, TAds = 0, TIQ = 0 

  TTRus = Mus,TBUDGETus ≤ Mus, TAus = 0. 

During idle symbol periods the FTU may turn its transmitter off. 

NOTE – With these settings, only NOI exists, and power saving is achieved by using idle symbols. Idle symbols carry no 
pre-compensation signals and thus during idle symbols the FTU transmitter can be turned off, as in case of quiet 
symbols. With precoding disabled, idle symbols and quiet symbols are equivalent at the U-interface. 

X.9 On-line reconfiguration 

For Annex X operation, the FTU-O shall not use OLR Request Type 3 (see clause 11.2.2.5) and the FTU-R 
shall reject any received OLR Request Type 3. 

X.10  Initialization 

For Annex X operation, no vectoring is involved, which reduces the expected duration of initialization. 
Therefore, timeout values CD_time_out_1 and CD_time_out_2 shall be set to the default values, which are 
10s and 20s, respectively (see clause 12.3.1). 

X.11 Low power states 

DTA update commands shall not be included in RMC messages during low power link states, i.e., L2.1N, 
L2.1B and L2.2.  

NOTE – Upon re-entering the L0 link state, the FTUs continue to use the same Mds value that was used in the last L0 
link state prior to entering the low power link state. 
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X.12 Adaptation to the coaxial cable medium 

X.12.1 Application reference model 

 

Figure X.4 – Application reference model for coaxial cable medium 

X.12.2 Termination impedance  

See clause X.2 of [ITU-T G.9700]. 

X.12.3 Maximum aggregate transmit power  

See clause X.3 of [ITU-T G.9700] and Table X.1 of [ITU-T G.9700]. 

X.12.4 MDU coaxial cable configurations (informative) 

In Figure X.5, all coaxial cable sections are RG-6 type [b-Freeman] and all connectors are F type [b-IEC]. 
Polyethylene foam is used for coaxial cable insulation; the center conductor may be copper-clad steel. 

 

Figure X.5 – Coaxial cable configurations for two North American use cases:  
(a) G.fast with Satellite TV, (b) G.fast only 

http://handle.itu.int/11.1002/1000/12010
http://handle.itu.int/11.1002/1000/12010
http://handle.itu.int/11.1002/1000/12010
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Both diplexers have identical characteristics. There are typically no splitters or bridged taps in the G.fast 
path. There are no in-line amplification devices in the G.fast or satellite signal path. The signals at the 
Satellite port reside at 2.3 MHz and 950 to 2150 MHz. 

Typical diplexer characteristics from G.fast port to Common port: 

Passband: 0-0.5 and 5-806 MHz  

Insertion loss:  5 dB from 30 kHz to 500 kHz  

   4 dB from 4 to 5 MHz  

   2 dB from 6 to 7 MHz  

   1.5 dB from 6 to 212 MHz  

   2.5 dB 212 to 806 MHz 

   >40 dB out of band 

Return loss with all ports terminated with 75 Ohms: 10 dB  

The coaxial cable signal loss characteristics in dB per 100 m are shown in Table X.19. 

Table X.19 – Insertion loss characteristic of coaxial  
cable types [b-Freeman]. 

  RG-59 RG-6 RG-11 

1 MHz 1.31 0.66 0.66 

10 MHz 4.59 1.97 1.31 

50 MHz 5.90 4.59 3.28 

100 MHz 8.86 6.56 5.25 

200 MHz 11.81 9.18 7.54 

400 MHz 16.07 14.10 11.48 

700 MHz 22.63 18.37 15.42 

900 MHz 25.58 19.68 17.71 

1000 MHz 27.22 20.00 18.37 

2150 MHz 39.69 32.47 21.65 

IL (dB)/ 100 m 

The maximum distance of the deployment is modelled by RG-6 coaxial cable as shown in Figure X.5. A 
longer deployment distance is possible by utilizing the lower loss RG-11 coaxial cable. Conversely, the 
maximum distance could be reduced with RG-59 coaxial cable to the equivalent loss distance of the RG-6 
coaxial cable. 

In order to assist the simulation and modelling of the coaxial cable insertion loss characteristics for typical 
DMT frequency grid, the exponential approximation formula is provided below. 

  f = frequency in MHz 

  IL = a×f b + c×f + d    (dB/100 m) 
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Figure X.6 – Exponential approximation of insertion loss vs. frequency for RG-6 coaxial cable 

 

Figure X.7 – Exponential approximation of insertion loss vs.  
frequency for RG-59 coaxial cable 
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Figure X.8 – Exponential approximation of insertion loss vs.  
frequency for RG-11 coaxial cable 

The approximation coefficients for each type of coaxial cable are given in Table X.20 below with MAE 
(Mean Absolute Error) < 0.5 dB within 1GHz band. 

Table X.20 – Exponential approximation of coaxial cable insertion loss coefficients. 

Cable Type/coefficients a b c d 

RG-6 0.5904 0.525 0 0 

RG-59 0.5904 0.545 0 0.82 

RG-11 0.5248 0.5 0.0015 0 

In addition to the attenuation approximation, there is interest in simulating the time domain models of the 
coaxial cable based on circuit analysis. 

 

Figure X.9 – Typical coaxial cable construction [b-Large] 

D = the inner diameter of the shield 

d = the outer diameter of the core conductor 

The characteristic impedance of the coaxial cable can be calculated as 

𝑍0 =
138

√𝜀𝑟
 log (

𝐷

𝑑
) 
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where: 

 εr = the relative dielectric constant of the dielectric between the outer shield and the 
core  

Table X.21 – Typical coaxial cable characteristic [b-Large]  

Cable Type d (mm) D (mm)  Z0 (Ohm) RDC(Ohm/km) C(pF/m) Vp 

RG-6 1.024 4.7 75 18.04 53 0.83 

RG-59 0.58 3.7 75 33.292 67 0.68 

RG-11 1.63 7.25 75 5.6 66 0.84 

The relative propagation velocity is the ratio between velocity in cable and the free-space velocity which is 
near the speed of light at 3 x 108 m/sec or 984 ft/µs.  

𝑉𝑃 =
1

√ε𝑟
 

The RLGC parameters could be derived from these basic circuit elements for construction of the impulse 
response of the coaxial cable similar to what is done for the twisted-pair cable.  

 

 

  L = 
μ𝑜𝜇𝑟

2𝜋
 ln (

𝐷

𝑑
) ;  C = 

2πε𝑜𝜀𝑟

ln(
𝐷

𝑑
)

; G ~ = 0  

Figure X.10 – RLGC circuit model for coaxial cable 

NOTE – The relative permeability (µr) of the copper and aluminium used in typical coaxial cables (such as RG-6, RG-11 
and RG-59) approximately equals to 1. 
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Annex Y  
 

Upstream dynamic resource reports 

(This annex forms an integral part of this Recommendation.) 

(This annex forms an integral part of this Recommendation.)An upstream dynamic resource report (DRRus) 
shall represent the total amount of data in each of the QoS queues located in the NT in terms of reporting 
blocks. The size of reporting blocks shall be configured and updated via a DRR configuration request eoc 
command (see Table 11-49 and the DRRdata for DRR configuration request field of Table Y.2). 

The number of QoS queues supported by the NT shall be represented by NQ, with 1 ≤ NQ ≤ 4. Queues shall 
be numbered starting from 0 up to NQ-1. A higher queue number shall indicate a higher priority level. An 
eoc response message shall indicate the value NQ. The FTU-R reports the value of NQ as part of the DRR 
configuration data at initialization (R-MSG1) and during showtime in the reply to the eoc DRR configuration 
command (Table 11-50), field "DRRdata for DRR configuration confirm" defined in Table Y.2. The value NQ 
is implementation dependent but shall not change until the next initialization. 

The resource metric shall consist of NQ bytes, a single byte per queue, transmitted in the order of 
ascending queue number. Each byte shall represent the queue fill. The queue fill for queue number 0 shall 
be transmitted first. 

The queue fill, expressed in reporting blocks, shall be obtained by rounding up the corresponding value in 
bytes. If k packets with lengths Li bytes (i = 1,…,k) are stored in the queue, the queue fill, R, shall be 
calculated as follows. 

  













 



k

i

iL
B

ceilingR

1

1
 

where B is the reporting block size in bytes. 

For DRRus, the queue fill value R shall be encoded into a fixed-size single byte field. This non-linear 
encoding shall be as specified in Table Y.1. 

Table Y.1 – Encoding of queue fill in blocks 

Queue fill, R, in blocks Binary input (FTU-R) 
Encoding in upstream 

RMC message  
Binary output (FTU-O) 

0 – 127 00000000abcdefg 0abcdefg 00000000abcdefg 

128 – 255 00000001abcdefx 10abcdef 00000001abcdef1 

256 – 511 0000001abcdexxx 110abcde 0000001abcde111 

512 – 1023 000001abcdxxxxx 1110abcd 000001abcd11111 

1 024 – 2 047 00001abcxxxxxxx 11110abc 00001abc1111111 

2 048 – 4 095 0001abxxxxxxxxx 111110ab 0001ab111111111 

4 096 – 8 191 001axxxxxxxxxxx 1111110a 001a11111111111 

8 191 – 16 383 01xxxxxxxxxxxxx 11111110 011111111111111 

>16 383 1xxxxxxxxxxxxxx 11111111 111111111111111 

The format of the DRRdata field in the DRR configuration request for the FTU-O (Table 11-49) and the DRR 
configuration confirm for the FTU-R (Table 11-50) shall be as defined in Table Y.2. 
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Table Y.2 – DRRdata field sent by FTU 

Name 
Length 
(bytes) 

Byte Content 

DRRdata for DRR 
configuration request 

(FTU-O only) 

(Note 2) 

5 1 0116 (Note 1) 

2 One byte for the reporting block size for queue number 
0 (B0) 

3 One byte for the reporting block size for queue number 
1 (B1) 

4 One byte for the reporting block size for queue number 
2 (B2) 

5 One byte for the reporting block size for queue number 
3 (B3) 

DRRdata for DRR 
configuration confirm 

(FTU-R only) 

(Note 2) 

2 1 8116 (Note 1) 

2 Number of QoS queues supported by the NT (NQ) 

NOTE 1 – Byte 1 is used as a message identifier for the DRRdata type. All other values for this byte are reserved by ITU-T. 

NOTE 2 – The sizes of the reporting blocks are given in bytes. The reporting block size in the DRR configuration request message 
for queues that are not supported by the NT shall bet set to zero 

The DRR configuration data sent during the initialization in R-MSG1 shall be identical to the two-byte DRR 
configuration confirm data in Table Y.2. The DRA determines the size of the DRRus resources metric (NRM) in 
the upstream RMC as one byte per queue with NQ ≤ NRM ≤ 4. The size of the resource metric NRM is 
conveyed from the DRA to the FTU-O in the DRRus.request (see Table 8-3) and from the FTU-O to the FTU-R 
in the DRR configuration commands (see clause 11.2.2.17). 

The means by which a given data packet is mapped to a queue and its associated priority is beyond the 
scope of this Recommendation. 

NOTE 1 – As an example, Annex I of [b-IEEE 802.1Q-2011] discusses mapping of traffic types to queues (priorities), 
where each queue represents a specific QoS behaviour distinct from other queues. In Table I.1 of  
[b-IEEE 802.1Q-2011], if there are four queues (i.e., NQ=4), then the traffic types will be mapped to queues (priorities) 
as follows: 

 Queue number  Traffic type 
  0    {Best effort, Background} 
  1    {Critical applications, Excellent effort} 
  2    {Voice, Video} 
  3    {Network control, Internetwork control} 

NOTE 2 – As another example, IETF has defined Diffserv forwarding per-hop behaviours (PHBs): best effort (BE) or 
default, expedited forwarding (EF), and assured forwarding (AF). If there are three queues (i.e., NQ=3), then these 
PHBs will be mapped to queues (priorities) as follows: 

 Queue number  PHB 

  0    BE 

  1    AF 

  2    EF 
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Annex Z  
 

Cross-layer traffic monitoring functions and link state control 

(This annex forms an integral part of this Recommendation.) 

Z.0 Introduction 

This annex describes coordination of the G.fast PHY-layer with higher layers in order to implement traffic 
monitoring and to control link state transition to support low power operation. Transition between various 
link states is driven by traffic demand variations evident in inlet queue arrival and occupancy. Also, external 
influences, such as battery operation are taken into account. 

This annex is beyond the scope of transceiver functionality and is optional for system implementations. 

Z.1 Definition of Terms 

This annex defines the following terms: 

Z.1.1 data stream metric: The number of bytes in a data stream observed during a defined period. 

Z.1.2 QoS queue: A logical queue associated with a particular traffic priority class. 

Z.1.3 queue arrival metric: The number of bytes arriving at the inlet of a QoS queue in a defined period. 

Z.1.4 queue fill metric: The number of bytes held in a QoS queue at the time of measurement. 

Z.2 Abbreviations and acronyms 

This annex uses the following abbreviations and acronyms: 

DRRUSF DRR Upstream Function at the NT 

LRCC-O LinkState Rate Configuration Control function at the DPU 

QAD Queue Arrival metric in Downstream 

QAU Queue Arrival metric in Upstream 

QFD Queue Fill metric in Downstream 

QFU Queue Fill metric in Upstream 

QSI-US-QF Queue Status Indication UpStream with per queue QFU at the DPU 

QSR-DS-QA Queue Status Report DownStream with per queue QAD at the DPU 

QSR-DS-QF Queue Status Report DownStream with per queue QFD at the DPU 

QSR-US-QA Queue Status Report UpStream with aggregate QAU for the data stream upstream at the 
DPU 

QSR-US-QF Queue Status Report UpStream with per queue QFU at the NT 

TMF-O Traffic Monitor Function at the DPU 

TMF-R Traffic Monitor Function at the NT 

USSM UpStream Stream Monitor at the DPU 

Z.3 Reference models 

Reference models shown in clause 5.1 and in Figures Z.1 and Z.2 show how traffic monitoring and link state 

control functions in L2+ (above the O and R  reference points) relate to G.fast functions in the reference 
models shown in Figures 5-2 and 5-3 of the main body of this Recommendation. 
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Figure Z.1 – FTU-O reference model with traffic monitoring and cross-layer link state control 

 

Figure Z.2 – FTU-R reference model with traffic monitoring and cross-layer link state control 
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Z.4 Generic traffic monitoring functions 

Z.4.1 Traffic monitor function (TMF) 

The traffic monitor functions (TMF-O and TMF-R) observe the status of the inlet queues at the DPU and the 
NT respectively in order to provide queue fill metrics on a per queue basis. The DRA and LRCC-O functions 

receive the downstream queue fill metrics from the TMF-O over the  reference point and receive the 

upstream queue fill metrics through the DRRUSF from the TMF-R over the R reference point. 

The TMF-O sends downstream queue arrival metrics (QADQ), downstream queue fill metrics (QFDQ) and 
upstream data stream metrics (QAUA) directly to the LRCC-O and to the DRA. These metrics are provided on 
requests from the DRA. The TMF-O shall support requests sourced as low as every 6 ms and shall respond 
to such a request in less than 1 ms. 

QADQ represents the queue arrival metric for downstream QoS queue Q with a measurement period 
starting from the last previous receipt of a QS.request primitive. QADQ

 values are measured by the TMF-O 
on receipt of a QS.request primitive, to form a downstream queue arrival status report (QSR-DS-QA). 

QFDQ represents the queue fill metric for downstream QoS queue Q at the time the QS.request primitive is 
received. QFDQ

 values are measured by the TMF-O on receipt of a QS.request primitive, to form a 
downstream queue fill status report (QSR-DS-QF). 

QAUA represents the data stream metric for STREAMus with a measurement period starting from the last 
previous receipt of a QS.request primitive. QAUA

 values are measured by the USSM function in the TMF-O 
on receipt of a QS.request primitive, to form an upstream stream status report (QSR-US-QA).  

Upon request from the DRRUSF, the TMF-R sends an upstream queue fill status report (QSR-US-QF at the 
NT), which contains the upstream queue fill metrics, to the DRRUSF. The DRRUSF uses this report to create 
DRRus (see clause Z.4.2). 

The TMF-R shall support requests sourced as low as every logical frame (0.75 ms default value) and shall 
respond to such a request in less than 1 ms. 

The TMF-O functional reference model is shown in Figure Z.3. 

 

Figure Z.3 – TMF-O and DRA functional models 

The TMF-R functional reference model is shown in Figure Z.4. 
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Figure Z.4 – TMF-R functional model 

Z.4.2 DRRUSF 

The DRRUSF forwards the DRRus.request from the FTU-R to the TMF-R, formats the QSR-US-QF  
(see Table Z.4) received from the TMF-R into an upstream dynamic resource report (DRRus), (see Annex Y) 

that is forwarded to the FTU-R over the R reference point as shown in Figure Z.5. The DRA extracts the 
DRRus and forms the QSI-US-QF (see Table Z.2) sent to the LRCC-O. 

QFUQ represents the queue fill metric for upstream QoS queue Q contained in each upstream queue fill 
status report (QSR-US-QF). QFUQ

 values are indicated by the DRA on receipt of a DRRus.indicate primitive 
from the FTU-O, to form an upstream queue fill status report (QSI-US-QF at the DPU). 

 

Figure Z.5 – DRRUSF functional model 

Z.5 Generic information flows 

Z.5.1 Data flows 

The following are requirements for information flows to and from the transceiver. 

Z.5.1.1 The  reference point 

Flow control primitives at the  reference point are the same as for the  reference point as defined in 
Table 8-1. 

Data flow primitives at the  reference point are the same as for the  reference point as defined in  
Table 8-2. 
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Z.5.2 Control Flows 

Z.5.2.1 The O reference point 

Table Z.1 defines the traffic monitoring primitives at the DPU associated with the  reference point. 
Table Z.2 defines the parameters of these primitives. With these control flows, these parameters are 
known to the DRA and the LRCC-O. 

Table Z.1 – Information flows at the O reference point 

Primitive name Content Direction 

QS.request 

Requests queue status information for all DS QoS 
queues 

DRA → TMF-O 

DRA → LRCC-O 

QS.response 
Queue status information for all DS QoS queues in 
response to QS.request (See Table Z.2) 

TMF-O → LRCC-O 

TMF-O → DRA 

QS.indicate 
Queue status information for all US QoS queues as 
contained in the most recently received DRRus 
information 

DRA → LRCC-O 

 

Table Z.2 – Traffic monitoring parameters at the O reference point 

Primitive name Primitive parameter Description 

QS.response QSR-DS-QA Array [1  NQOSQds] of QADQ, the number of bytes 
arriving at the inlet of L2+ downstream QoS Queue Q, for 
all provisioned queues in the DPU, measured since the 
last previous receipt of QS.request 

QSR-DS-QF Array [1  NQOSQds] of QFDQ the number of bytes in the 
L2+ downstream QoS Queue Q, for all provisioned queues 
in the DPU,  measured on receipt of QS.request 

QSR-US-QA QAUA the number of bytes observed in STREAMus, 
measured since last previous receipt of QS.request 

QS.indicate QSI-US-QF Array [1  NQOSQus] of QFUQ the number of bytes in the 
L2+ upstream QoS Queue Q, for all provisioned queues in 
the NT, contained in the most recently received DRRus 
information 

Z.5.2.2 The R reference point 

Table Z.3 defines the traffic monitoring primitives at the NT associated R reference point. Table Z.4 defines 
the parameters of these primitives. With these control flows and control flows defined at other reference 
points, these parameters are known to the DRA and the LRCC-O. 
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Table Z.3 – Information flows at the R reference point 

Primitive name Content Direction 

QS.request (Note 1) 
Requests queue status information for all US 
QoS queues  

DRRUSF → TMF-R 

QS.response 
Queue status information for all US QoS queues 
in response to QS.request request (See Table 
Z.4) 

TMF-R  → DRRUSF 

NOTE – QS.request is a forwarding of the DRRus.request (see Figure Z.5), which is asserted by the FTU-R periodically at a rate of 
once per NDRR logical frames and is synchronised with upstream RMC transmission. 

Table Z.4 – Traffic monitoring parameters at the R reference point 

Primitive name Primitive parameter Description 

QS.response QSR-US-QF Array [1  NQOSQus] of QFUQ the number of bytes in 
the L2+ upstream QoS Queue Q, for all provisioned 
queues in the NT, measured on receipt of the 
QS.request. 

Z.5.2.3 The O reference point 

Traffic monitoring primitives at the O reference point are the same as for the O reference point as defined 
in Table Z.1 and Table Z.2. 

Link state primitives at the O reference point are listed in Table Z.5. 

Table Z.5 – Link state primitives at the O reference point 

Primitive name (parameters) Content Direction 

Battery Operation (BAT) 

Boolean: True if at least one of the 
FTU-R or PSE indicates it is 
operating on reserve battery 
power. False otherwise. 

DRA → LRCC-O 

LinkState.request (LinkState) 
Request link to transition to 
LinkState (Note 1) 

LRCC-O → DRA 

LinkState.confirm (LinkStateResult) 
Confirmation whether or not the 
link has transitioned to LinkState 
(Note 2) 

DRA → LRCC-O 

NOTE 1 – LinkState  {L0, L2.1N, L2.1B, L2.2} 

NOTE 2 – LinkStateResult  {L0, L2.1N, L2.1B, L2.2, FAIL} and is either equal to LinkState or equal to ''FAIL''. 

Z.5.2.4 The R reference point 

Traffic monitoring primitives at the R reference point are the same as for the γR reference point defined in 
Table 8-4. They are also listed in Table Z.6 for introduction of the DRRUSF. 

Table Z.6 – Traffic monitoring primitives at the R reference point 

Primitive name (parameters) Content Direction 

DRRus.request Described in Table 8-4 FTU-R → DRRUSF 

DRRus.confirm (DRRus) Described in Table 8-4 DRRUSF → FTU-R 

DRRus.indicate (NDRR, NRM) Described in Table 8-4 FTU-R → DRRUSF 

DRR.config.request (DRRdata) Described in Table 8-4 FTU-R → DRRUSF 

DRR.config.confirm (DRRdata) Described in Table 8-4 DRRUSF → FTU-R 
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Link state primitives at the R reference point are the same as for the γR reference point defined in  
Table 8-4. They are also listed in Table Z.7 for introduction of the parameter values. 

Table Z.7 – Link state primitives at the R reference point 

Primitive name (parameters) Content Direction 

LinkState.indicate (LinkState) 
Indication that the link has 
transitioned to LinkState (Note) 

FTU-R → L2+ 

NOTE – LinkState  {L0, L2.1N, L2.1B, L2.2} 

Z.5.2.5 The γR reference point 

Link state primitives at the γR reference point are defined in Table 8-4. They are also listed in Table Z.8 for 
introduction of the PSE and ME. 

Table Z.8 – Link state primitives at the γR reference point 

Primitive name (parameters) Content Direction 

Battery Operation (BAT) 

Boolean: True if the PSE 
indicates it is operating on 
reserve battery power. False 
otherwise. 

PSE → FTU-R  

LinkState.indicate (LinkState) 
Indication that the link has 
transitioned to LinkState (Note) 

FTU-R → ME 

NOTE – LinkState  {L0, L2.1N, L2.1B, L2.2} 

Z.6 Link state specific functions 

Z.6.1 LRCC-O function 

The LRCC-O acts on flows of downstream and upstream queue fill metrics to determine which link state 
should be activated, based on link state dependent trigger criteria described in clause Z.6.2, with managed 
parameters as described in clause Z.7. Separate downstream and upstream triggers are defined. Transitions 
from a higher rate (power) state to a lower rate (power) state (L0-L2.1N and L2.1B-L2.2) based on traffic 
conditions shall require both of upstream and downstream trigger criteria to be met. Transitions from a 
lower rate (power) state to a higher rate (power) state (L2.1-L0 and L2.2-L2.1B) based on traffic conditions 
shall be activated if either upstream or downstream trigger criteria are met.  

The LRCC-O also reacts to the BAT signal sourced by the DRA, which is derived from the BAT-NT and  
BAT-RPF signals. The BAT-NT signal is generated by the NT, and indicates that the FTU-R, and any integrated 
emergency telephony functions, are running on reserve battery power. It is passed to the FTU-O from the 
FTU-R via the EOC battery state indicator. The BAT-RPF signal is generated by a reverse power feed PSE 
function where this function is physically separated from the FTU-R, and indicates that the PSE is operating 
on reserve battery power which may be separate from that supporting the FTU-R. The BAT signal SHALL be 
asserted by the DRA if the BAT-RPF or BAT-NT signal is TRUE, and the LRCC-O shall unconditionally issue a 
request (LinkState.request) to change to the appropriate link state as described in clause Z.5, and on 
detection of return to normal powering conditions, the LRCC-O shall unconditionally issue a request 
(LinkState.request) to change to the appropriate link state as described in clause Z.5.In order to request a 
change of link state, the LRCC-O issues a LinkState.request to the DRA. The DRA forwards this request to 
the FTU-O and may coordinate actions amongst lines, for example to apply power sharing policies. The 
LRCC-O records the change of link state on reception of a confirmation (LinkState.confirm) primitive.  

The functional model for the LRCC-O is shown in Figure Z.6.  
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Figure Z.6 – LRCC-O functional model 

Z.6.2 Triggers for link state change – Principles of operation 

Figure 12-1 shows the valid link states and link state transitions. Table Z.9 shows short names for the link 
state transitions. 
  



Transport aspects  2 
 

1051 

Table Z.9 – Short names for valid link state transitions  

Permitted link state 
transitions 

To 

L0 L2.1N L2.1B L2.2 

 

From 

L0 – L0_L2.1N L0_L2.1B N/A 

L2.1N L2.1N_L0 – L2.1N_L2.1B N/A 

L2.1B N/A L2.1B_L2.1N – L2.1B_L2.2 

L2.2 N/A L2.2_L2.1N L2.2_L2.1B – 

Z.6.2.1 Input information 

Triggers for link state change operate on data flow and queue fill metrics as described in clause Z.6.2.2. 

Z.6.2.2 Traffic information processing 

Z.6.2.2.1 Queue arrival processing 

QADA represents the aggregate downstream queue arrival, and is the sum of the QADQ over NQOSQds 
downstream QoS queues provisioned at the DPU. QADA is calculated by the LRCC-O on receipt of a 
 QSR-DS-QA from the TMF-O.  

Z.6.2.2.2 Queue fill processing 

QFDA represents the aggregate downstream queue fill, and is the sum of the QFDQ over NQOSQds 
downstream QoS queues provisioned at the DPU. QFDA is calculated by the LRCC-O on receipt of a QSR-DS-
QF from the TMF-O. 

QFUA represents the aggregate upstream queue fill, and is the sum of the QFUQ over NQOSQus upstream 
QoS queues provisioned at the NT. QFUA is calculated by the LRCC-O on receipt of a QSI-US-QF from the 
DRA.  

Z.6.2.3 Trigger criteria – principles of operation 

Each valid transition has trigger criteria. There are two types of trigger criteria: traffic driven, and battery 
operation status driven.  

Z.6.2.3.1 Traffic-driven link state transitions 

Valid traffic driven link state transitions are shown in Table Z.10.  

Table Z.10 – Valid traffic driven link state transitions 

Permitted traffic 
driven link state 

transitions 

To 

L0 L2.1N L2.1B L2.2 

 

From 

L0 – L0_L2.1N N/A N/A 

L2.1N L2.1N_L0 – N/A N/A 

L2.1B N/A N/A – L2.1B_L2.2 

L2.2 N/A N/A L2.2_L2.1B – 

In the L0 and L2.1B states, two traffic driven link state change trigger criteria are defined with separate 
parameterisation for each direction: 

1. US_TRAFFIC_TRIGR  (LinkState, QAUA) 

2. DS_TRAFFIC_TRIGR (LinkState, QADA) 

In the L2.1N and L2.2 states, two traffic driven link state change trigger criteria are defined with separate 
parameterisation for each direction: 
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1. US_TRAFFIC_TRIGR  (LinkState, QFUA) 

2. DS_TRAFFIC_TRIGR (LinkState, QFDA) 

The trigger criteria for transitioning from a higher rate (power) state to a lower rate (power) state, are 
based on the aggregate downstream queue arrival (QADA) and the upstream data stream metric (QAUA). 
The LRCC-O aggregates the QADA and QAUA for the trigger period (TRIGR_PERIOD) and compares with 
trigger thresholds (TRIGR_THRESH) according to the threshold criteria in Table Z.11. The LRCC-O shall 
request a transition from L0 to L2.1N or from L2.1B to L2.2 if and only if the related threshold criteria are 
met for both QADA and QAUA over a trigger persistency period (TRIGR_PERSIST). 

The trigger criteria for transitioning from a lower rate (power) state to a higher rate (power) state, are 
based on the aggregate downstream queue fill (QFDA) and the aggregate upstream queue fill (QFUA). The 
LRCC-O aggregates the QFDA and QFUA for the trigger period (TRIGR_PERIOD) and compares with trigger 
thresholds (TRIGR_THRESH) according to the threshold criteria in Table Z.11. The LRCC-O shall request a 
transition from L2.1N to L0 or from L2.2 to L2.1B if and only if the related threshold criteria are met for 
QFDA or QFUA or both over a trigger persistency period (TRIGR_PERSIST).  

Each valid transition is either positive (increasing traffic rate) or negative (reducing traffic rate). Trigger 
criteria for the valid traffic driven link state transitions of Table Z.10 are shown in Table Z.11. 

Table Z.11 – Trigger criteria for the valid traffic driven link state transitions 

Trigger Type Threshold criteria Persistency criteria 
Conditional state 

change 

L0_L2.1N negative QADA, QAUA <  

L0_L2.1N_TRIGR_ 
THRESH_QA  

TRUE for period > 

L0_L2.1N_TRIGR_PERSIST_QA 

Both DS and US 
trigger TRUE 

L2.1N_L0 positive QFDA, QFUA >  

L2.1N_L0_TRIGR_ 
THRESH_QF 

TRUE for period > 

L2.1N_L0_TRIGR_PERSIST_QF 

DS or US or both 
trigger TRUE 

L2.1B_L2.2 negative QADA, QAUA <  

L2.1B_L2.2_TRIGR_ 
THRESH_QA 

TRUE for period > 

L2.1B_L2.2_TRIGR_PERSIST_QA 

Both DS and US 
trigger TRUE 

L2.2_L2.1B positive QFDA, QFUA > 

L2.2_L2.1B_TRIGR_ 
THRESH_QF 

TRUE for period > 

L2.2_L2.1B_TRIGR_PERSIST_QF 

DS or US or both 
trigger TRUE 

Z.6.2.3.2 Battery operation status driven link state transitions 

Valid battery operation status driven link state transitions are shown in Table Z.12. 
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Table Z.12 – Valid battery operation status driven link state transitions 

Permitted battery 
operation status driven link 

state transitions 

To 

L0 L2.1N L2.1B L2.2 

 

From 

L0 – N/A Normal to Battery N/A 

L2.1N N/A – Normal to Battery N/A 

L2.1B N/A Battery to Normal – N/A 

L2.2 N/A  Battery to Normal  N/A – 

In each of these four link states, one battery operation state driven link state change trigger criterion is 
defined: 

1. BAT_TRIGR  (LinkState) 

The LRCC-O shall request a transition L0_L2.1B or L2.1N_L2.1B only on detection of a TRUE BAT signal and 
after a trigger persistency check with period L0_L2.1B_TRIGR_PERSIST_BAT or 
L2.1N_L2.1B_TRIGR_PERSIST_BAT respectively. 

The LRCC-O shall request transition L2.1B_L2.1N or L2.2_L2.1N only on detection of a FALSE BAT signal and 
after trigger persistency check for a period L2.1B_L2.1N_TRIGR_PERSIST_BAT or 
L2.2_L2.1N_TRIGR_PERSIST_BAT respectively. 

Trigger criteria for the valid battery operation status driven low power mode state transitions of Table Z.12 
are shown in Table Z.13. 

Table Z.13 – Trigger criteria for the valid battery operation status driven link state transitions 

Trigger BAT criterion Persistency criterion 

L0_L2.1B BAT=TRUE  TRUE for period > L0_L2.1B_TRIGR_PERSIST_BAT 

L2.1N_L2.1B BAT=TRUE  TRUE for period > L2.1N_L2.1B_TRIGR_PERSIST_BAT 

L2.1B_L2.1N BAT=FALSE FALSE for period > L2.1B_L2.1N_TRIGR_PERSIST_BAT 

L2.2_L2.1N BAT=FALSE  FALSE for period > L2.2_L2.1N_TRIGR_PERSIST_BAT 

Z.7 Link state management and reporting parameters 

The management parameters and their valid values for configuration of the link state operation are listed in 
Table Z.14.  

A DPU supporting Annex Z shall support these management parameters and all their valid values. 
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Table Z.14 – DPU-MIB configuration parameters related to link state 

Category/object 
Defined  
in clause 

Description 
Valid values 

Link state control (LINK_STATE_CTRL) N/A 

Selects the operation mode 
for link state control (either 
vendor discretionary or 
according to this Annex) 

0: vendor discretionary 

1: Annex Z 

Cross-layer link state control (Duplicated for upstream and downstream)  

L0_L2.1N_TRIGR_THRESH_QA Z.6.2.3.1 L0_L2.1N bytes arriving 
criteria: threshold for bytes 
arriving in trigger period 
aggregated over all queues 

1..127 (1 to 127 kbytes in 
steps of 1000 bytes) 

L0_L2.1N_TRIGR_PERIOD_QA Z.6.2.3.1 6..255 (6 to 255 ms in steps 
of 1 ms) 

L0_L2.1N_TRIGR_PERSIST_QA Z.6.2.3.1 L0_L2.1N bytes arriving 
trigger criteria: persistence 
guard time. 

1..4095 (1 to 4095 s in 
steps of 1 s) 

L2.1N_L0_TRIGR_THRESH_QF Z.6.2.3.1 L2.1N_L0 queue fill trigger 
criteria: aggregated buffer 
fill in bytes  

64.. 65535 (64 to 65535 
bytes in steps of 1 byte) 

L2.1N_L0_TRIGR_PERSIST_QF Z.6.2.3.1 L2.1N_L0 queue fill trigger 
criteria: persistence guard 
time. 

0..255 (0 to 255 ms in steps 
of 1 ms) 

L2.2_L2.1B _TRIGR_THRESH_QF Z.6.2.3.1 L2.2_L2.1B queue fill 
trigger criteria: aggregated 
buffer fill in bytes  

64..65535 (64 to 65535 
bytes in steps of 1 byte) 

L2.2_L2.1B _TRIGR_PERSIST_QF Z.6.2.3.1 L2.2_L2.1B queue fill 
trigger criteria: persistence 
guard time. 

1..255 (10 to 2550 ms in 
steps of 10 ms) 

L2.1B_L2.2_TRIGR_THRESH_QA Z.6.2.3.1 L2.1B_L2.2 bytes arriving 
criteria: threshold for bytes 
arriving in trigger period 
aggregated over all queues 

1..255 (1 to 255 bytes in 
steps of 1 byte) 

L2.1B_L2.2 _TRIGR_PERIOD_QA Z.6.2.3.1 L2.1B_L2.2 bytes arriving 
trigger criteria: persistence 
guard time. 

6..255 (6 to 255 ms in steps 
of 1 ms) 

L2.1B_L2.2_TRIGR_PERSIST_QA Z.6.2.3.1 L2.1B_L2.2 bytes arriving 
trigger criteria: persistence 
guard time. 

1..255 (1 to 255 s in steps 
of 1 s) 

L0_L2.1B_TRIGR_PERSIST_BAT Z.6.2.3.2 L0_L2.1B battery trigger 
BAT=TRUE, persistence 
guard time. 

0..255 (0 to 255 ms in steps 
of 1 ms) 

L2.1N_L2.1B_TRIGR_PERSIST_BAT Z.6.2.3.2 L2.1N_L2.1B battery trigger 
BAT=TRUE, persistence 
guard time. 

0..255 (0 to 255 ms in steps 
of 1 ms) 

L2.1B_L2.1N_TRIGR_PERSIST_BAT Z.6.2.3.2 L2.1B_L2.1N battery trigger 
BAT=FALSE, persistence 
guard time. 

0..255 (0 to 255 ms in steps 
of 1 ms) 

L2.2_L2.1N_TRIGR_PERSIST_BAT Z.6.2.3.2 L2.2_L2.1N battery trigger 
BAT=FALSE, trigger 
persistence guard time. 

0..255 (0 to 255 ms in steps 
of 1 ms) 
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Appendix I 
 

Wiring topologies and reference loops 

(This appendix does not form an integral part of this Recommendation.) 

I.1 Wiring topologies 

 

Figure I.1 – Modified star wiring topology 

 

Figure I.2 – Distributed wiring topology 

I.2 Reference loops 

I.2.1 The final drop 

 

Figure I.3 – Overview of the final drop 
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Table I.1 – Detailed loop and noise characteristics of the final drop 

Loop Patch section Proximal section Radial section 

 Metres Type Xtalk Metres Type Xtalk Metres Type Xtalk 

D1-US 0.6 A26j 2 60 A26u 10 93 A24u 0 

D2-US 0.6 A26j 2 – – – 90 A24u 0 

D3-UK 0.6 B05 1 Null 35 B05a 1 

D4-UK 0.3 B05 1 3 B05u 2 70 B05a 1 

D5 0.0 N/A 0 Figure I.4 B05a 0 and 1 Figure I.4 B05a 0 

D6-NL 0.6 A26j 2 50 T05u 2 x 20 30 T05b 2 x 5 

D7  6 PE4-ALT 
TK 

47 120 PE4D-
ALT 

47 80 PE4D-
ALT  

10 

D8 
(Note) 

1 PE4-ALT 
TK 

47 250 PE-AQB-
T-ALT 

47 0 – 0 

NOTE – The overall length of this loop exceeds the expected maximum length for reliable operation of ITU-T G.9701. 

 

 

Figure I.4 – Primary final drop loop (D5) 

DP NTc
0.6 m

A26j

60 m

A26u

93 m

A24u

DP NTc
0.6 m

A26j

0 m

- - -

93 m

A24u

D1-USA

D2-USA

DP NTc
0.6 m

B05???

0 m

- - -

35 m

B05a

DP NTc
0.6 m

B05???

3 m

B05u

70 m

B05a

D3-UK

D4-UK

 

DP NTc
0.6 m

A26j

50 m

T05u

30 m

T05b
D6-NL

 

 

Figure I.5 – Illustration of final drop loops 
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I.2.2 In-premises wiring 

 

Figure I.6 – Overview of the in-premises wiring 

Table I.2 – Detailed loop and noise characteristics of the in-premises wiring 

Loop Proximal section 

(needed for fibre to the 
building applications) 

Star section 1 Star section 2 

Metres Type Xtalk Metres Type Xtalk Metres Type Xtalk 

H1-US Null Null 22.5 CAT5 0 

H2-US Null 45 CAT3 0 1.5 CAT5 0 

30 CAT3 0 Null 

22.5 CAT3 0 Null 

15 CAT3 0 Null 

7.5 CAT3 0 Null 

3.8 CAT3 0 Null 

H3-UK Null 10 B05cw 0 5 B05cw 0 

10 B05cw 0 

H4-UK Null 5 B05cw 0 Null 

10 B05cw 0 Null 

H5-UK Null 10 B05cw 0 Null 

H6-NL Null 10 T05h 1 
5 T05h 0 

10 T05h 1 

H7 Null 25 I51 10 15 I51 0 

25 I51 0 

H8 25 I51 4 10 I51 0 10 I51 0 

10 I51 0 

30 I51 0    

Hnew 25 I51 4 0 N/A N/A 1 I51 0 

1 I51 0 

2 I51 0 

3 I51 0 
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Figure I.7 – Illustration of in-premises loops 
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I.2.3 Reference combinations 

Table I.3 – Reference combinations 

Final drop In-premises 

D1-US H1-US 

D2-US H2-US 

D2-US H1-US 

D3-UK H5-UK 

D4-UK H5-UK 

D4-UK H3-UK 

D6-NL H6-NL 

D6-NL None 
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Figure I.8 – Illustration of the reference combinations 
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I.2.4 Wire types 

NOTE – The high-frequency crosstalk environment is currently not properly specified. The crosstalk coupling functions, 
including their dependence at high frequencies on length, frequency and number of disturbers, is for further study. 

Table I.4 – Wire types 

Short 
name 

Type Reference 

A26u 26 AWG twisted buried distribution cable (gel filled PIC)  

A26j 26 AWG twisted loose jumper wire   

A22b 22 AWG twisted buried drop wire with metal sleeve (BSW-2-22, has 2 pairs)   

CAT3 24 AWG CAT-3   

CAT5 24 AWG CAT-5 Clause I.2.4.1 

B05a 0.5 mm 2-pair unshielded aerial Clause I.2.4.1 

B05b 0.5 mm 2-pair unshielded aerial  

B05du 0.5 mm 2-pair unshielded aerial Multipair unshielded underground  

T05a Four-pair shielded indoor  

T05b In-building cable: Multiquad shielded Clause I.2.4.1 

T05h In-house cable: Two or more pairs of unshielded, untwisted wires Clause I.2.4.1 

T05u Multiquad shielded underground Clause I.2.4.1 

B08a One-pair unshielded aerial  

B05cw Two or more pairs of unshielded untwisted wires. Common in premises cabling in 
UK. Active connection uses 3 wires with capacitive coupling between two. 

 

I.2.4.1 Cable model for wiring types B05a (CAD55), CAT5, T05u, T05b and T05h 

The parameterized model for the wire types CAT5, T05u, T05b and T05h is defined in Table I.5. The 
parameter values for these wire types are defined in Table I.6. 

Table I.5 – Parameterized model for wire types B05a 
(CAD55), CAT5, T05u, T05b and T05h 

[Zs, Yp] = Model (Z0, ηVF, Rs0, qL, qH, qc, qx, qy, , fd) 
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Table I.6 – Parameter values for wire types B05a (CAD55), CAT5, T05u, T05b and T05h 

Cable type Parameters of reference model 

B05a (CAD55) Z0 = 105.0694 

ηVF = 0.6976 

Rs0 = 0.1871 

qL = 1.5315 

qH = 0.7415 

qx = 1 

qy = 0 

qc = 1.0016 

 = -0.2356 

fd =1 

CAT5 Z0 = 98.000000 

ηVF = 0.690464 

Rs0 = 165.900000e-3 

qL = 2.150000 

qH = 0.859450 

qx = 0.500000 

qy = 0.722636 

qc = 0 

 = 0.973846e-3 

fd = 1.000000; 

T05u Z0 = 125.636455 

ηVF = 0.729623 

Rs0 = 180.000000e-3 

qL = 1.666050 

qH = 0.740000 

qx = 0.848761 

qy = 1.207166 

qc = 0 

 = 1.762056e-3 

fd = 1.000000 

T05b Z0 = 132.348256 

ηVF = 0.675449 

Rs0 = 170.500000e-3 

qL = 1.789725 

qH = 0.725776 

qx = 0.799306 

qy = 1.030832 

qc = 0 

 = 0.005222e-3 

fd = 1.000000 
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Table I.6 – Parameter values for wire types B05a (CAD55), CAT5, T05u, T05b and T05h 

Cable type Parameters of reference model 

T05h Z0 = 98.369783 

ηVF = 0.681182 

Rs0 = 170.800000e-3 

qL = 1.700000 

qH = 0.650000 

qx =0.777307 

qy = 1.500000 

qc = 0 

 = 3.023930e-3 

fd = 1.000000 
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Appendix II 
 

Example OLR use cases 

(This appendix does not form an integral part of this Recommendation.) 

II.1 Transmitter initiated gain adjustment (TIGA) 

This clause includes a number of examples of the use of TIGA in a vectoring configuration. Interactions 
between an FTU-O and an FTU-R on a single line are described as well as the interactions between the  
FTU-Os on multiple lines and the VCE. 

II.1.1 Flow chart 

The possible combinations of TIGA and SRA are illustrated in Figure 13-7. 

The normal procedure would follow the following steps: 

– First, the VCE may initiate a TIGA request when a precoder coefficient update is scheduled. The 
VCE instructs the FTU-O to send a TIGA command to the FTU-R. 

– After TIGA-ACK received, the VCE gives instruction to the FTU-O to proceed further with the 
procedure.  

– After TIGA-response received: Upon instruction of the VCE, the FTU-O shall send an SRA-R RMC 
response message to execute the SRA. 

There are two exception cases to the normal procedure: 

In the case of TIGA-ACK is not received, 

– the VCE may decide to initiate a new TIGA command, to have another try, or  

– the VCE may decide to not uphold the whole vectored group due to this line and proceed with 
sending an SRA-R RMC command with SCCC= 1101 (special value) indicating that the FTU-O will 
enable only the precoder corresponding with the TIGA command, but not the bit tables. 

In the case of TIGA-ACK is received, but TIGA Response (SRA) is not received, 

– the VCE may decide to initiate a new TIGA command, to have another try, or  

– the VCE may decide to not uphold the whole vectored group due to this line and proceed with 
sending an SRA-R RMC command with SCCC= 1110 (special value) indicating that the FTU-O will 
enable only the precoder corresponding to the TIGA command, but not the bit loading tables. 
(e.g., in case the VCE knows that bit loading table indicated in TIGA command may not be 
sufficiently accurate), or 

– the VCE may decide to not uphold the whole vectored group due to this line and proceed with 
sending an SRA-R RMC command with SCCC= 1111 (special value) indicating that the FTU-O will 
enable both the precoder and the bit loading tables corresponding to the TIGA command. (e.g., in 
case the VCE knows that bit loading table in TIGA command is an accurate proposal). 

The goal of indicating SCCC=1111/1110/1101: 

In case of "TIGA-ACK is received, but TIGA Response (SRA) is not received" 

The advantage of indicating SCCC=1111/1110 to the FTU-R, is that it may be able to "live with" the TIGA 
values, although it preferred the SRA values. Therefore the FTU-R is able to continue showtime with the 
TIGA gains and bit loading values, and later further adapt the gains and the bit loading using autonomous 
SRA. 

In case of "TIGA-ACK is not received" 

One possibility is that the TIGA command was not received by the FTU-R. In this case, the advantage of 
indicating SCCC=1101 to the FTU-R, is that it gets warned about a precoder change, but without change of 
bit loading tables. This avoids de-synchronization in the bit-loading tables between the FTU-O and FTU-R. 
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Nevertheless, the FTU-R's FEQ values may not be correct anymore (on some or all tones), and therefore 
SNRM loss and possibly constellation decision errors may occur. The FTU-R may be able to continue 
showtime by lowering the bit loading via an FRA procedure (which may be further followed by autonomous 
SRA to optimize the bit loading). 

Another possibility is that the TIGA command was received by the FTU-R but the TIGA-ACK got lost (e.g., 
due to impulse noise). In principle, in this case the FTU-R knows the settings indicated in TIGA command, 
however the VCE/FTU-O cannot be sure of it. Therefore, using SCCC=1101 is a prudent approach, avoiding 
de-synchronization in the bit loading tables between the FTU-O and FTU-R. 
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Appendix III 
 

Motivation of MTBE accelerated test 

(This appendix does not form an integral part of this Recommendation.) 

This appendix provides motivation for the PDTU requirement in the accelerated test for MTBE. 

Stationary noise can trigger retransmissions depending on the noise level. It can be assumed that the 
probability that a DTU is corrupted due to stationary noise is identical for all retransmissions of the same 
DTU. That is because the time between the retransmissions is large compared to effects from the Viterbi 
decoder. 

When considering an environment with only stationary noise, the MTBE after retransmission can be 
calculated as: 
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where: 

 MTBERET is the MTBE after retransmissions, expressed in seconds 

 PDTU is the probability that a DTU is corrupted, i.e., a DTU is not received correctly in a 
single transmission 

 TDTU is the time duration of a DTU expressed in seconds 

 MRET is the number of retransmissions allowed for additional robustness against stationary 
noise errors. This is the number of retransmissions that the system can support in 
addition to the number of retransmissions that are needed to meet the various 
impulse noise protection requirements. 

Inversely, for a given required MTBERET, the required PDTU can be calculated as: 
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In this edition of the Recommendation, it is assumed that MRET = 1. Operation conditions which allow 
further optimization of the performance are for further study. In this case,  

  

 
2

1











RET

DTU

MTBE

T
P

DTU

 

It is further assumed that MTBERET = 14 400 seconds (see clause 10.3). With this,  
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where:  

 fD is the data symbol rate in Hz either upstream( US

Df ) or downstream ( DS

Df ) 

 TDTU_in_DMT is the duration of the DTU expressed in symbol periods. This is identical to Q × S1. 

The retransmission overhead due to a correction of stationary noise (STAT_OH, see Table 9-21) is 
approximately equal to PDTU. In Table 9-21, this value is approximated as a single value 10–4, independent of 
DTU size and symbol rate.  
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Appendix IV 

(Appendix intentionally left blank. Its contents have been moved to Annex Y) 
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Appendix V 
 

Retransmission buffer size and the achievable bit-rate 

(This appendix does not form an integral part of this Recommendation.) 

This appendix presents the relationship between the size of the retransmission memory and the achievable 
bit rate. For simplicity, the description relates to downstream transmission only (ACK transmitted in the 
upstream direction). The parameters used in the analysis are listed below: 

PMD parameters: 

• TF: Duration of one TDD frame in ms. 

• Tsymb: Symbol period in ms. 

• Tack and Tret: Acknowledgement and retransmission latency in ms as defined in clause 9.8.1. 

• Mds: Number of symbols allocated for downstream in one TDD frame. 

• Mus: Number of symbols allocated for upstream in one TDD frame. 

• MEMDS: The memory assigned to the downstream direction. 

• NDTU: DTU size in bytes. NDTU = Q × KFEC. 

Derived parameters: 

• NSYM: Number of symbols (DS+US excluding switching gap) in one TDD frame. NSYM=Mds+Mus 

• NSYMack, Retransmission acknowledgement time in symbols. NSYMack = ceiling(Tack/Tsymb) 

• NSYMret: Retransmission time in symbols. NSYMret= ceiling(Tret/Tsymb) 

Three cases are analysed in the following clauses and an upper bound for memory size is concluded. For 
case 1 and case 2 the following assumptions are made: 

• NSYMret+NSYMack<NSYM. 

• Each symbol holds exactly one DTU. 

• The switching times Tg1 and Tg2 are zero. 

• The effect of SYNC symbol is ignored. 

• The difference in the bit loading between RMC symbols and data symbols is ignored. 

The above assumptions are relaxed for case 3 in order to reflect a more realistic configuration. However, 
due to the wide dynamic range of parameter configurations for the ITU-T G.9701 framing, it is not easy to 
derive a closed form expression for the relationship between net data rate and buffer size. Instead a lower 
bound for the achievable net data rate for a given memory is provided as a design guideline. 

V.1 Case 1: NSYMret+NSYMack+1 ≤ Mus 

In this case, all transmitted DTUs in the downstream direction are acknowledged. Furthermore, the 
transmitter has enough time to process the acknowledgement and free the retransmission buffer within 
the same TDD frame before the new frame starts.  

To optimize the response time, the upstream RMC symbol is shifted from the beginning of the upstream 
portion of the TDD frame by a time period greater than or equal to NSYMack. This will allow the 
acknowledgment of all downstream DTUs over the same acknowledgment message.  

When these conditions are met, the achievable average downstream net data rate can be calculated as: 
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Figure V.1 shows an example of this case, where one TDD frame holds 11 symbols, NSYMack is 2 symbols 
long, and NSYMret is one symbol long. All downstream DTUs (D1 to D7) are acknowledged within the same 
TDD frame (A1-7 means acknowledgement of DTUs 1-7, etc.) 

 

Figure V.1 – Balanced asymmetric ratio 

V.2 Case 2: NSYMret+NSYMack+1≥Mus 

In this case, the last transmitted DTUs in the downstream frame are too close to the upstream RMC symbol 
or NSYMack+NSYMret is greater than Mus. As a result, the FTU-R cannot acknowledge these last DTUs. Hence 
the DTU queue is not flushed completely and some DTUs have to be stored in the queue until they get 
acknowledged in the next TDD frame. Furthermore, in this case, the first DTUs in the new TDD frame are 
transmitted before the upstream acknowledgement is processed. Hence, these first DTUs have to be stored 
for some more time. 

Considering the worst case situation (although unrealistic) where only one symbol is assigned to the US 
direction, there are NSYMack symbols (DTUs) not acknowledged that remain in the DTU queue and NSYMret 
symbols (DTUs) from the next frame whose acknowledgment is delayed. Figure V.2 illustrates this case. The 
second ACK (A9-18) contains in this case information on DTUs D9 and D10 and they need NSYMret 
processing time for the transmitting node. In this configuration, ACK window offset is NSYMack. 

 

Figure V.2 – Case 2 

The achievable downstream net data rate for this case is given by: 
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NOTE – Equation V-2 reduces to Equation V-1 when NSYMack+NSYMret+1=Mus. 

V.3 Case 3: Lower bound for the achievable net data rate 

From the above analysis it can be observed that, if a DTU is partially transmitted in the downstream 
direction in one TDD frame, extra memory is required to store this DTU. Since a DTU size varies from 0.25 
symbols to four symbols, a closed form expression for the achievable net data rate is not straightforward. 
Nevertheless, the following equation gives a reasonable lower bound for the achievable net data rate 
assuming a worst case that an entire DTU is held in the transmitter's buffer: 
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V.4 Memory size example 

Assumptions: 

• TF: 0.75ms 

• NSYM: 35 symbols 

• NSYMack+ NSYMret: 20 or 30 symbols 

• Target average downstream bit-rate: 500 Mbit/s 

Table V.1 presents the downstream retransmission memory size for number of different scenarios 
assuming case 2. 

Table V.1 – Example for downstream retransmission memory size 

Down/Up allocation 

{Mds, Mus} 

NSYMack+NSYMret 

90%/10% 

{31, 4} 

50%/50% 

{18, 17} 

20 72.6 KBytes 57.3 KBytes 

30 87.7 KBytes 83.3 KBytes 

For the worst case calculation (case 3), a memory size equal to one DTU should be added to each entry in 
Table V.1. 
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Appendix VI 
 

Example applications of discontinuous operation 

(This appendix does not form an integral part of this Recommendation.) 

VI.1 Discontinuous operation with vectoring disabled 

In deployment scenarios where there is no expected self-FEXT, such as in the case of a single-line DPU or a 
DPU connected to drop wires with no common cable sheath, the vectoring function may become inactive 
or be disabled. Should vectoring become inactive or disabled, only one bit loading table and one set of 
gains needs to be maintained by each transceiver in the DPU per direction of transmission. In every logical 
frame the transmitter may send data symbols only during symbol periods when data is available for 
transmission and send only quiet symbols during all remaining symbol periods in the logical frame where 
no data is available. One way to achieve this is to set TTR = TBUDGET, which effectively disables the 
discontinuous operations interval. 

Figure VI.1 shows an example timing diagram of autonomous discontinuous operation over a single line 
when DRA/VCE has vectoring disabled. Figure VI.1(a) gives an example for the downstream direction and 
Figure VI.1(b) gives a similar example for the upstream, where in each case the FTU sends a contiguous 
block of data for duration of TTR = TBUDGET symbol periods followed by a block of quiet symbols for the 
remainder of the logical frame.  

Each of the examples given in this appendix uses the valid frame value of MF = 23 symbol periods with 
Mds = 14 symbol periods and Mus = 8 symbol periods. The examples mainly demonstrate the configurations 
of TTR, TBUDGET and TA per the rules defined in clause 10.7.  

Each of the examples show the configuration of TBUDGET, TTR and TA communicated to the receiver in the 
RMC for each line in the vectored group. Shown in square brackets are the values of TIQ, B' and B. The 
value of TIQ is set by the DRA/VCE block(s) in the DPU and communicated to the FTU-O indicating that if 
there is no data available for a data symbol position spanned by TBUDGET interval in the DOI, it may be 
filled with a quiet symbol if TIQ=0 or an idle symbol if TIQ=1. 

...

G.9701(14)_FVI.1a
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Figure VI.1 – Discontinuous operation without vectoring (autonomous discontinuous operation) 
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VI.2 Examples of discontinuous operation with vectoring enabled 

If vectoring is enabled, different bit loading tables and different sets of gains may be defined for NOI and 
DOI. The settings of TTR, TBUDGET, TA and TIQ are determined by the DRA/VCE based on the data traffic as 
defined in clause 10.7. The value of TIQ is set by the DRA/VCE and communicated to the FTU-O's in the 
vectored group. The values of B' and B are derived and dependent on the sync symbol presence (or non-
presence) in the logical and its position in the logical frame. 

Figure 10-29 (for the downstream direction) and Figure 10-30 (for the upstream direction) show examples 
of coordinated discontinuous operation where the vector processing (i.e., vectored group matrix size) is 
reduced in the DOI, thereby achieving some power savings with fewer operations in matrix multiplications. 
For each line the DRA/VCE has set TIQ=1 indicating to the FTU-O to insert an idle symbol if there is no data 
available for the remaining intervals in TBUDGET allocated for data in the DOI. 

The symbol periods in the DOI across all the lines of the vectored group should be configured in a manner 
that achieves a good balance between performance and power savings. Transceiver power saving may be 
achieved through the use of quiet symbols when no data is present and in the alignment of data symbols 
among selected lines in the vector group to reduce the cancellation matrix size.  

Figures VI.2(a) and VI.2(b) show examples of reduced matrix sizes in the DOI for the downstream and the 
upstream channels respectively.  

In the downstream DOI of Figure VI.2(a), the DPU operates with a 3x3 vector group for the first six symbol 
intervals in the DOI and the remainder of the logical frame has data available only on line 4.  

On line 2, the fifth and sixth symbol intervals are loaded with idle symbols per the setting and indication of 
TIQ=1 by the DRA/VCE to the FTU-O. The first logical frame shown in this figure contains a sync symbol in 
the last symbol interval position of the logical frame.  

Line 1 is configured with TBUDGET=TTR=5 and TA=0, indicating that data is sent only in the NOI and none in 
the DOI. The index of the last data bearing symbol is TBUDGET+TA-1=5+0-1=4, where the symbol index 
counting begins with the value 0.  

Lines 2 and 3 each have TBUDGET=11 and TA=0 indicating that the index of the last symbol interval of the 
logical for which data may be transmitted is TBUDGET+TA-1=11+0-1=10.  

Line 4 in this example has data available for all time slots in the logical frame. Since this logical frame has a 
sync symbol allocated for the last slot, the value of TBUDGET may be configured with either 13 or 14. In a 
downstream logical frame, the last symbol position is allocated for the sync symbol, which takes 
precedence over the logical frame. With this understanding, the logical frame with the sync symbol may set 
TBUDGET=13 or 14; if set to 14, it is understood that the sync symbol takes precedence over any data. This 
understanding is required in the computing of NB(k+1) as defined in clause 9.5. For the subsequent logical 
frame in this example, line 4 has TBUDGET=Mds=14, since there is no sync symbol present.  

For the upstream direction, Figure VI.2(b) shows an example with a 3x3 vector matrix in the DOI. The first 
logical frame is shown to contain a sync symbol in the DOI. In this example, the RMC symbol is offset by 
three symbol positions (DRMCus=3) relative to the beginning of the TDD frame; the first symbol position in 
the TDD Sync Frame is allocated for the sync symbol. The first logical frame in the figure contains a sync 
symbol in symbol position with index 5 on all of the lines in the vectored group.  

In line 1, data symbols are only sent in the NOI so TBUDGET=TTR=4 and TA=0; the index of the symbol in 
the logical frame eligible for sending data is TBUDGET+TA-1=4+0-1=3.  

On lines 2, 3 and 4 the logical frame with the sync symbol has the sync symbol located in position 5 
surrounded by eligible data symbols spanned by TBUDGET; in this case the sync symbol position is counted 
as a data symbol position in the determination of TBUDGET.  

Lines 2, 3, and 4 each have TBUDGET=8 and TA=0; the index of the last symbol position eligible for data 
symbols in this logical frame for these two lines is TBUDGET+TA-1=8+0-1=7. Lines 2 and 3 have an idle 
symbol inserted in the eligible data symbol positions in the DOI that do not have available data, given the 
setting of TIQ=1 by the DRA/VCE. 
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The next upstream logical frame in Figure VI.2(b) is configured for a 2x2 vector matrix with lines 3 and 4 in 
the DOI. This logical frame does not contain a sync symbol. Lines 1 and 2 are only transmitting in the NOI. 
Lines 1 and 2 are configured with TBUDGET=TTR=4 and TA=0. Lines 3 and 4 are both configured with 
TBUDGET=8 and TA=0 and the DRA/VCE has assigned TIQ=0 indicating that if there is no data available for 
the slots in the DOI, a quiet symbol may be sent. 

...

...

...

...
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Figure VI.2 – Example 1: Reduction of vector matrix size in the DOI 

If the traffic patterns allow, it is possible that the vector processing may be turned off in the DOI if the data 
symbols are distributed across the available symbol periods so as to avoid any common slots with the other 
lines in the vector group. An example is given in Figure VI.3. 

Figure VI.3(a) shows a downstream example where no symbols from different lines in the vector group 
occupy the same symbol intervals in the DOI. In all cases, the DRA/VCE would likely set TIQ=0 forcing a 
quiet symbol to be sent in a data eligible symbol position in the DOI. An example is shown for line 3 in the 
logical frame that is without the sync symbol. 
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The upstream example in Figure VI.3(b) is a similar configuration as for the downstream. In all lines the 
DRA/VCE has set TIQ=0. For line 3 in the logical frame with the sync symbol, an alternate valid configuration 
for the DO parameters are TTR=3, TBUDGET=5, and TA=2, where the index of the last symbol interval 
eligible for data is TBUDGET+TA-1=5+2-1=6, but the derived parameters have B'=2 and B=1. 
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Figure VI.3 – Example 2: Avoiding common symbol periods in DOI to 
turn off crosstalk cancellation processing 

Figure VI.4 shows the example of DOI operating with two distributed vector groups, each with size 2x2 
cancellation matrices. 

Figure VI.4(a) shows a downstream channel configuration with 2x2 crosstalk cancellation of lines 1 and 2 for 
the first four symbols in the DOI and 2x2 crosstalk cancellation with lines 3 and 4 for the remainder of the 
DOI. The TIQ value is set to 0 for all lines by the DRA/VCE, such that when a line does not have data 
available for the eligible data slots in the DOI, the FTU-O may substitute a quiet symbol in that location. This 
case is shown in line 3 for the logical frame that does not contain a sync symbol. 
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Figure VI.4(b) shows a similar configuration for the upstream. An item worth mentioning is that for lines 3 
and 4 in the logical frame containing the sync symbol, the alternative configuration of the DO parameters 
communicated in the RMC are TTR=3, TBUDGET=6, and TA=2. The corresponding derived parameters are 
B'=3 and B=2 for line 3 and B=1 for line 4. 
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Figure VI.4 – Example 3: Two distributed vector groups in DOI 

Figure VI.5 shows example of discontinuous operation in the NOI with TBUDGET < TTR. When the 
TBUDGET<TTR, only idle symbols may be inserted in the remaining time slots of the NOI to preserve 
operation of the vector group. 
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Figure VI.5 – Example 4: Use of idle symbols in case TBUDGET < TTR 
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Appendices VII to YX 

(Appendices VII to YX have been intentionally left blank.) 
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Appendix YY  
 

Calculation of loop attenuation (LATN) 

(This appendix does not form an integral part of this Recommendation.) 

The loop attenuation is denoted as LATN. This appendix defines a common method of calculating LATN 
from Hlog. 

LATN is the average of the squared magnitude of H(f) , converted to dB. LATN is computed as: 

  
 

























VN
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Valid_Hi

_
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log10LATN
log
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10  

Where {Valid_Hlog} is the set of subcarriers with reported Hlog (as defined in clause 11.4.1.2.1) different 
from the special value, N_V is the number of these valid subcarriers, and H(f) = 10Hlog(f)/10 (converted to 
linear values for use in the above equation). If the grouping used to report Hlog is greater than 1, (G > 1), 
then in the above summation Hlog(i × Δf) is represented by Hlog(k × G × Δf) with k such that k × G is the 
closest value to i. 
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Summary 

Recommendation ITU-T G.709/Y.1331 defines the requirements for the optical transport network (OTN) 
interface signals of the optical transport network, in terms of: 

– OTN hierarchy 

– functionality of the overhead in support of multi-wavelength optical networks 

– frame structures 

– bit rates 

– formats for mapping client signals. 

Edition 5.0 of this Recommendation includes the text of Amendments 2, 3, 4, Corrigendum 2 and Erratum 1 
to Edition 4.0 of this Recommendation, support for frequency and time synchronisation, addition of Beyond 
100 Gbit/s OTU, ODU and OPU frame formats, overhead, ODU multiplexing, client mappings and optical 
layer terminology updates. Edition 5.0 furthermore deleted the OPUk concatenation specifications and the 
ATM mapping into OPUk specification and changed the TCM ACT and FTFL overhead bytes into EXP 
overhead bytes. 

This amendment contains extensions to the fifth edition (06/2016) of Recommendation ITU-T 
G.709/Y.1331, related to the: 

– Addition of paragraph that describes that ITU-T G.798 complements ITU-T G.709 (1) 

– Addition of references to Recommendation ITU-T G.8260 (2) 

– Addition of definitions and conventions that have been included in the past in ITU-T G.870 (3, 5) 

– Deletion and addition of abbreviations (4)  

– Addition of a sentence that describes that 3R regeneration is used on both sides of an interface 
interconnecting user and provider administrations and two provider administrations (6)  

– Corrections to the STU, MOTU, SOTUm and MOTUm descriptions (8.1, 8.2, 8.3, 8.4) 

– Addition of a note describing a vendor specific mode in the GCC0 communication channel 
deployment (15.7.2.2) 

– Deletion of OTUCn OSMC (15, 15.7.1, 15.7.2.4, 15.7.2.4.1.2) 

– Deletion of reference to concatenation (15.9.2) 

– Aligning the OPUk/OPUflex clock performance requirement in case of BMP based client mapping 
with ITU-T G.8251 and ITU-T G.798 (17.2, 17.19, 17.12) 

– Clarify the 2-bit alignment when mapping 66-bit blocks into the OPUflex payload area (17.11, 
17.12) 

– Changing the minimum number of FlexE signals in a FlexE aware mapping into an OPUflex (17.12) 

– Addition of 25GE client signal (2, 15.9.2.1.1, 17.13, 17.13.1) 

– Deletion of ODUCn HAO reference (20.4.3.1). 

 

Keywords 

Client mappings, frame formats, multiplexing, OTN. 
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1 Scope 

The optical transport network (OTN) supports the operation and management aspects of optical networks 
of various architectures, e.g., point-to-point, ring and mesh architectures. 

This Recommendation defines the interfaces of the OTN to be used within and between subnetworks of the 
optical network, in terms of: 

– OTN hierarchy; 

– functionality of the overhead in support of multi-wavelength optical networks; 

– frame structures; 

– bit rates; 

– formats for mapping client signals. 

Functions and process flows associated with the defined interfaces are specified in [ITU-T G.798]. 

The interfaces defined in this Recommendation can be applied at user-to-network interfaces (UNI) and 
network node interfaces (NNI) of the OTN.  

2 References 

The following ITU-T Recommendations and other references contain provisions which, through reference in 
this text, constitute provisions of this Recommendation. At the time of publication, the editions indicated 
were valid. All Recommendations and other references are subject to revision; users of this 
Recommendation are therefore encouraged to investigate the possibility of applying the most recent 
edition of the Recommendations and other references listed below. A list of the currently valid ITU-T 
Recommendations is regularly published. The reference to a document within this Recommendation does 
not give it, as a stand-alone document, the status of a Recommendation. 

[ITU-T G.652] Recommendation ITU-T G.652 (2009), Characteristics of a single-mode optical 
fibre and cable. 

[ITU-T G.693] Recommendation ITU-T G.693 (2009), Optical interfaces for intra-office 
systems. 

[ITU-T G.695] Recommendation ITU-T G.695 (2015), Optical interfaces for coarse wavelength 
division multiplexing applications. 

[ITU-T G.698.1] Recommendation ITU-T G.698.1 (2009), Multichannel DWDM applications with 
single-channel optical interfaces. 

[ITU-T G.698.2] Recommendation ITU-T G.698.2 (2009), Amplified multichannel dense 
wavelength division multiplexing applications with single channel optical 
interfaces. 

[ITU-T G.698.3]   Recommendation ITU-T G.698.3 (2012), Multichannel seeded DWDM 
applications with single-channel optical interfaces. 

[ITU-T G.707] Recommendation ITU-T G.707/Y.1322 (2007), Network node interface for the 
synchronous digital hierarchy (SDH). 

[ITU-T G.780] Recommendation ITU-T G.780/Y.1351 (2010), Terms and definitions for 
synchronous digital hierarchy (SDH) networks. 

[ITU-T G.798] Recommendation ITU-T G.798 (2012), Characteristics of optical transport 
network hierarchy equipment functional blocks. 

[ITU-T G.805] Recommendation ITU-T G.805 (2000), Generic functional architecture of 
transport networks. 
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[ITU-T G.806] Recommendation ITU-T G.806 (2012), Characteristics of transport equipment – 
Description methodology and generic functionality. 

[ITU-T G.870] Recommendation ITU-T G.870/Y.1352 (2016), Terms and definitions for optical 
transport networks (OTN). 

[ITU-T G.872] Recommendation ITU-T G.872 (2012), Architecture of optical transport 
networks. 

[ITU-T G.873.1] Recommendation ITU-T G.873.1 (2014), Optical Transport Network (OTN): 
Linear protection. 

[ITU-T G.873.2]   Recommendation ITU-T G.873.2 (2015), ODUk shared ring protection (SRP). 

[ITU-T G.959.1] Recommendation ITU-T G.959.1 (2016), Optical transport network physical 
layer interfaces. 

[ITU-T G.984.6] Recommendation ITU-T G.984.6 (2008), Gigabit-capable passive optical 
networks (GPON): Reach extension. 

[ITU-T G.987.4] Recommendation ITU-T G.987.4 (2012), 10 Gigabit-capable passive optical 
networks (XG-PON): Reach extension. 

[ITU-T G.7041] Recommendation ITU-T G.7041/Y.1303 (2016), Generic framing procedure 
(GFP). 

[ITU-T G.7044]   Recommendation ITU-T G.7044/Y.1347 (2011), Hitless Adjustment of 
ODUflex(GFP). 

[ITU-T G.7712]   Recommendation ITU-T G.7712/Y.1703 (2010), Architecture and specification 
of data communication network. 

[ITU-T G.7714.1]   Recommendation ITU-T G.7714.1/Y.1705.1 (2010), Protocol for automatic 
discovery in SDH and OTN networks. 

[ITU-T G.8011.1] Recommendation ITU-T G.8011.1/Y.1307.1 (2009), Ethernet private line 
service. 

[ITU-T G.8260]  Recommendation ITU-T G.8260 (2015), Definitions and terminology for 
synchronization in packet networks. 

[ITU-T G.8601] Recommendation ITU-T G.8601/Y.1391 (2006), Architecture of service 
management in multi-bearer, multi-carrier environment. 

[ITU-T M.1400] Recommendation ITU-T M.1400 (2001), Designations for interconnections 
among operators' networks. 

[ITU-T M.3100 Amd.3] Recommendation ITU-T M.3100 (1995) Amd.3 (2001), Generic network 

information model  Amendment 3: Definition of the management interface 
for a generic alarm reporting control (ARC) feature. 

[ITU-T O.150] Recommendation ITU-T O.150 (1996), General requirements for 
instrumentation for performance measurements on digital transmission 
equipment. 

[ITU-T T.50] Recommendation ITU-T T.50 (1992), International Reference Alphabet (IRA) 
(Formely International Alphabet No. 5 or IA5) – Information technology – 7-bit 
coded character set for information interchange. 

[IEEE 802.3] IEEE Std. 802.3:2015, IEEE Standard for Information Technology – 
Telecommunications and Information Exchange Between Systems – Local and 
Metropolitan Area Networks – Specific Requirements Part 3: Carrier Sense 
Multiple Access With Collision Detection (CSMA/CD) Access Method and 
Physical Layer Specifications. 
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[IEEE 802.3by] IEEE Std. 802.3by:2016, IEEE Standard for Ethernet – Amendment 2: Media 
Access Control Parameters, Physical Layers, and Management Parameters for 
25 Gb/s Operation. 

[OIF FlexE IA] OIF, Flex Ethernet Implementation Agreement (2016).  

3 Definitions 

3.1 Terms defined elsewhere 

This Recommendation uses the following terms defined elsewhere: 

3.1.1 Terms defined in [ITU-T G.780]: 

– BIP-X 

– network node interface 

3.1.2 Terms defined in [ITU-T G.805]: 

– adapted information (AI) 

– characteristic information (CI) 

– network 

– subnetwork 

3.1.4 Terms defined in [ITU-T G.872]: 

– optical multiplex section (OMS) 

– optical transmission section (OTS) 

3.1.5 Terms defined in [ITU-T G.959.1]: 

– optical tributary signal (OTSi). 

3.2 Terms defined in this Recommendation 

This Recommendation defines the following terms: 

3.2.1 ODUk.ts: The ODUk.ts is an increment of bandwidth which when multiplied by a number of 
tributary slots gives the recommended size of an ODUflex(GFP) optimized to occupy a given number of 
tributary slots of an OPUk. 

3.2.2 OTU0 low latency: The OTU0 low latency (OTU0LL) is the information structure used for transport 
of an ODU0 over a multi-vendor optical network interface in one administrative domain at the edge of the 
optical transport network.  

NOTE – The OTU0LL is not transported over an SOTU, MOTUm, MOTU. 

3.2.3 optical tributary signal assembly (OTSiA): The OTSiG together with the non-associated overhead 
(OTSiG-O). 

3.2.4 optical tributary signal group (OTSiG): The set of OTSi signals that supports an OTU. 

3.2.5 optical tributary signal overhead (OTSiG-O): The non-associated overhead for an OTSiG. 

3.2.6 connection monitoring end-point (CMEP): Connection monitoring end-points represent 
end-points of trails and correspond as such with the trail termination functions. Connection monitoring 
overhead (CMOH) is inserted and extracted at the CMEPs. 

For the ODU and OTU the CMEPs are categorized in three classes: 

– OTU section CMEP (OS_CMEP), which represents the end-points of the OTUk/OTUCn trail. The SM 
overhead field contains the related CMOH. 

– ODU tandem connection CMEP (TC_CMEP), which represents the end-points of ODUkT/ODUCnT 
trails. The TCM1..6 overhead fields contain the related CMOH. 
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– ODU path CMEP (P_CMEP), which represents the end-points of the ODUkP/ODUCnP trail. The PM 
overhead field contains the related CMOH. 

3.2.7 non-associated overhead: Supervisory information transported in an optical supervisory signal, 
overhead communication channel or other means. 

3.2.8 optical data unit (ODU): The ODU is an information structure consisting of the information 
payload (OPU) and ODU related overhead, either as ODUk or ODUCn. 

3.2.9 optical payload unit (OPU): The OPU is the information structure used to adapt client information 
for transport over the OTN, either as an OPUk or an OPUCn. It comprises client information together with 
any overhead needed to perform rate adaptation between the client signal rate and the OPU payload rate, 
and other OPU overheads supporting the client signal transport. The index k or Cn (see clause 5) is used to 
identify the approximate bit rate and different versions. 

3.2.9 optical transport unit (OTU): The OTU is the information structure used for transport of an ODU 
over an optical layer trail, either as an OTUk or an OTUCn.  

When the optical layer trail does not support a complete set of overhead (i.e., in case of OCh, OPS), the 
OTU overhead is used as overhead for such optical layer trail, and the OTU must terminate where the 
optical layer trail is terminated. Otherwise (i.e., in case of OTSiA), the OTU overhead may or may not be 
terminated where the optical layer trail is terminated. 

Three versions of the OTUk are defined: completely standardized OTUk (OTUk), functionally standardized 
OTUk (OTUkV) and an OTUk with completely standardized overhead and functionally standardized FEC 
(OTUk-v). The completely standardized OTUk is used on OTN IrDIs and may be used on OTN IaDIs. The other 
two are used on OTN IaDIs.  

3.2.10 OCh: The OCh is the information structure used to support the OCh trail. The OCh is an 
information structure consisting of the information payload (OCh_PLD) with a certain bandwidth and 
non-associated overhead (OCh_OH) for management of the OCh. 

3.2.11 optical physical section (OPS): A layer network that provides functionality for transmission of a 
multi-wavelength optical signal on optical media of various types (e.g., [ITU-T G.652], [ITU-T G.653] and 
[ITU-T G.655] fibre). Note that a "multi-wavelength" signal includes the case of just one OTU signal.  

3.2.12 optical transport network: An optical transport network (OTN) is composed of a set of optical 
network elements connected by optical fibres, that provide functionality to encapsulate, transport, 
multiplex, route, manage, supervise and provide survivability of client signals. The information of the client 
signals is processed in the digital domain and carried across the media, according to the requirements given 
in [ITU-T G.872]. 

3.2.13 optical transport network node interface (ONNI): The interface at an optical transport network 
node which is used to interconnect with another optical transport network node. 

4 Abbreviations and acronyms 

This Recommendation uses the following abbreviations and acronyms: 

16FS 16 columns with Fixed Stuff 

3R Reamplification, Reshaping and Retiming 

AI Adapted Information 

AIS Alarm Indication Signal 

AMP Asynchronous Mapping Procedure 

API Access Point Identifier 

APS Automatic Protection Switching 

ASI Asynchronous Serial Interface for DVB 
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BDI Backward Defect Indication 

BDI-O Backward Defect Indication Overhead 

BDI-P Backward Defect Indication Payload 

BEI Backward Error Indication 

BI Backward Indication 

BIAE Backward Incoming Alignment Error 

BIP Bit Interleaved Parity 

BMP Bit-synchronous Mapping Procedure 

CAUI (Chip to) 100 Gb/s Attachment Unit Interface 

CB Control Block  

CBR Constant Bit Rate 

CI Characteristic Information 

CM Connection Monitoring 

Cm number of m-bit Client data entities 

CMEP Connection Monitoring End Point 

CMGPON_D Continuous Mode GPON Downstream 

CMGPON_U2 Continuous Mode GPON Upstream 2 

CMOH Connection Monitoring Overhead 

CMXGPON_D Continuous Mode XGPON Downstream 

CMXGPON_U2 Continuous Mode XGPON Upstream 2 

Cn number of n-bit client data entities 

CnD difference between Cn and (m/n x Cm)  

CPRI Common Public Radio Interface 

CRC Cyclic Redundancy Check 

CS Client Specific 

CSF Client Signal Fail 

CTRL Control word sent from source to sink 

DAPI Destination Access Point Identifier 

DDR Double Data Rate 

DMp Delay Measurement of ODUk path 

DMti Delay Measurement of TCMi 

DNU Do Not Use 

DVB Digital Video Broadcast 

EDC Error Detection Code 

EOS End Of Sequence 

ESCON Enterprise Systems Connection 

EXP Experimental 
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ExTI Expected Trace Identifier 

FA Frame Alignment  

FAS Frame Alignment Signal 

FC Fibre Channel 

FC Flag Continuation 

FDI Forward Defect Indication 

FDI-O Forward Defect Indication Overhead 

FDI-P Forward Defect Indication Payload 

FEC Forward Error Correction 

GCC General Communication Channel 

GID Group Identification 

GMP Generic Mapping Procedure 

GPON Gigabit-capable Passive Optical Networks 

IAE Incoming Alignment Error 

IB InfiniBand 

IMP Idle Mapping Procedure 

IP Internet Protocol 

JC Justification Control 

JOH Justification Overhead 

LF Local Fault 

LLM Logical Lane Marker 

LSB Least Significant Bit 

MFAS MultiFrame Alignment Signal 

MFI Multiframe Indicator 

MOTU Multi-OTU 

MOTUm Multi-OTU with management 

MPLS Multi Protocol Label Switching 

MPLS-TP Multi Protocol Label Switching – Transport Profile 

MS Maintenance Signal 

MSB Most Significant Bit 

MSI Multiplex Structure Identifier 

NJO Negative Justification Opportunity 

NNI Network Node Interface 

NOS Not_Operational Sequence 

OCC Overhead Communication Channel 

OCI Open Connection Indication 

ODTUG Optical Data Tributary Unit Group 
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ODTUGk/Cn Optical Data Tributary Unit Group-k/Cn 

ODTUjk Optical Data Tributary Unit j into k 

ODTUk/Cn.ts Optical Data Tributary Unit k/Cn with ts tributary slots 

ODU Optical Data Unit 

ODUk/Cn Optical Data Unit-k/Cn 

ODUk/Cn.ts Optical Data Unit k/Cn fitting in ts tributary slots 

ODUk/CnP Optical Data Unit-k/Cn Path monitoring level 

ODUk/CnT Optical Data Unit-k/Cn Tandem connection monitoring level 

OH Overhead 

OMFI OPU Multi-Frame Identifier 

OMS Optical Multiplex Section 

OMS-O Optical Multiplex Section Overhead 

OMS-P Optical Multiplex Section Payload 

ONNI Optical Network Node Interface 

OPS Optical Physical Section 

OPSM Optical Physical Section Multilane 

OPU Optical Payload Unit 

OPUk/Cn Optical Payload Unit-k/Cn 

OSC Optical Supervisory Channel 

OSMC  OTN synchronization messaging channel 

OTL Optical Transport Lane  

OTLk.n group of n Optical Transport Lanes that carry one OTUk 

OTLC.n group of n Optical Transport Lanes that carry one OTUC of an OTUCn 

OTN Optical Transport Network 

OTS Optical Transmission Section 

OTS-O Optical Transmission Section Overhead 

OTS-P Optical Transmission Section Payload 

OTSi Optical Tributary Signal 

OTSiA Optical Tributary Signal Assembly 

OTSiG Optical Tributary Signal Group 

OTSiG-O Optical Tributary Signal Group - Overhead 

OTU Optical Transport Unit 

OTU0LL Completely standardized Optical Transport Unit-0 Low Latency 

OTUCn-M Optical Transport Unit-Cn with n OxUC overhead instances and M 5G  
 tributary slots 

OTUk/Cn completely standardized Optical Transport Unit-k/Cn 

OTUkV functionally standardized Optical Transport Unit-k 

OTUk-v Optical Transport Unit-k with vendor specific OTU FEC 



2 Transport aspects   
 

1092 

PCC Protection Communication Channel 

P-CMEP Path-Connection Monitoring End Point 

PCS Physical Coding Sublayer 

PJO Positive Justification Opportunity 

PKT Packet 

PLD Payload 

PM Path Monitoring 

PMA Physical Medium Attachment sublayer 

PMI Payload Missing Indication 

PMOH Path Monitoring Overhead 

PN Pseudo-random Number 

POS Position field 

ppm parts per million 

PRBS Pseudo Random Binary Sequence 

PSI Payload Structure Identifier 

PT Payload Type 

QDR Quad Data Rate 

RES Reserved for future international standardization 

RF Remote Fault 

RS Reed-Solomon 

RS-Ack Re-sequence Acknowledge 

SAPI Source Access Point Identifier 

SBCON Single-Byte command code sets Connection 

SDI Serial Digital Interface 

SDR Single Data Rate 

Sk Sink 

SM Section Monitoring 

SMOH Section Monitoring Overhead 

SNC Subnetwork Connection 

SNC/I Subnetwork Connection protection with Inherent monitoring 

SNC/N Subnetwork Connection protection with Non-intrusive monitoring 

SNC/S Subnetwork Connection protection with Sublayer monitoring 

So Source 

SOTU Single-OTU 

SOTUm Single-OTU with management 

TC Tandem Connection 

TC-CMEP Tandem Connection-Connection Monitoring End Point 
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TCM Tandem Connection Monitoring 

TCMOH Tandem Connection Monitoring Overhead 

TS Tributary Slot 

TSI Transmitter Structure Identifier 

TSOH Tributary Slot Overhead 

TTI Trail Trace Identifier 

TTT Timing Transparent Transcoding 

TxTI Transmitted Trace Identifier 

UNI User-to-Network Interface 

XC Cross Connect 

XGPON 10 Gigabit-capable Passive Optical Networks 

5 Conventions 

This Recommendation uses the following conventions: 

– k or Cn: The index "k" is used to represent a supported bit rate and the different versions of OPUk, 
OPUCn, ODUk, ODUCn, OTUk and OTUCn. Examples for k are "1" for an approximate bit rate of 2.5 
Gbit/s, "2" for an approximate bit rate of 10 Gbit/s, "3" for an approximate bit rate of 40 Gbit/s, 
and "4" for an approximate bit rate of 100 Gbit/s. When the "Cn" index is used the approximate bit 
rate is n*100 Gbit/s. For example for Cn = C4 the approximate bit rate is 400 Gbit/s. 

– x: The index x gives the approximate bit rate for a CBR signal. It is used in the form "unit value, 
unit, [fractional unit value]". The currently defined unit value is "G" for Gbit/s. Examples for x are 
"40G" for 40 Gbit/s and "2G5" for 2.5 Gbit/s. 

– -P: The suffix -P is used to identify the payload element of the signal. 

– -O: The suffix -O is used to identify the non-associated overhead element of the signal. 

– ODUj: is used to indicate an ODUk where k>j (e.g., for ODUk multiplexing). 

The functional architecture of the optical transport network as specified in [ITU-T G.872] is used to derive 
the ONNI. The ONNI is specified in terms of the adapted and characteristic information present in each 
layer as described in [ITU-T G.805]. 

Transmission order: The order of transmission of information in all the diagrams in this Recommendation is 
first from left to right and then from top to bottom. Within each byte the most significant bit is transmitted 
first. The most significant bit (bit 1) is illustrated at the left in all the diagrams. 

Mapping order: The serial bit stream of a constant bit rate signal is inserted into the OPU payload so that 
the bits will be transmitted on the OPU/ODU in the same order that they were received at the input of the 
AMP, BMP or GMP mapper function. If m bits ba, bb, bc up to bm are client signal bits of which ba is the bit 
that is received first and bm is the bit that is received last, then ba will be mapped into bit 1 of a first OPU 
byte and bm will be mapped into bit 8 of an nth OPU byte (with n = m/8). 

Value of reserved bit(s): The value of an overhead bit, which is reserved or reserved for future 
international standardization shall be set to "0". 

Value of non-sourced bit(s): Unless stated otherwise, any non-sourced bits shall be set to "0". 

OTUk, OTUCn, ODUk, ODUCn, OPUk and OPUCn overhead assignment: The assignment of an overhead in 
the optical transport/data/payload unit signal to each part is defined in Figure 5-1. OTUk, ODUk, OPUk 
contain one instance of OTU, ODU, OPU overhead. OTUCn, ODUCn and OPUCn contain n instances of OTU, 
ODU, OPU overhead, numbered 1 to n. 
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Interleaved versions of the OTU, ODU and OPU overhead may be present on OTUCn interfaces. This 
interleaving is interface specific and specified for OTN interfaces with standardized application codes in the 
interface specific Recommendations (ITU-T G.709.x series). Within the other clauses of this 
Recommendation an OTUCn, ODUCn and OPUCn are presented in an interface independent manner, by 
means of n OTUC, ODUC and OPUC instances that are marked #1 to #n. 

 

Figure 5-1  OTU, ODU and OPU overhead 

6 Optical transport network interface structure 

The optical transport network as specified in [ITU-T G.872] defines two interface types, each with two sub-
types: 

– Single optical transport unit interfaces: 

• without optical layer overhead (SOTU); 

• with optical layer overhead (SOTUm). 

– Multi optical transport unit interfaces: 

• without optical layer overhead (MOTU); 

• with optical layer overhead (MOTUm).  

The OTN interfaces without optical layer overhead are defined with 3R processing at each end of the 
interface. 

The interfaces consist of digital and management information defined in this Recommendation as carried 
by a physical interface, the specifications of which are outside the scope of this Recommendation. 

Each interface may be associated with one or more application identifiers. Each application identifier 
represents either a standardized application code or a vendor specific identifier. An interface with an 
application code may be used to interconnect (OTN) equipment from different vendors. An interface with a 
vendor specific identifier is to be used to interconnect (OTN) equipment from the same vendor. When 
considering interconnection over an interface between user and provider administrations or provider to 
provider administrations, 3R termination shall be used on either side of the interface, unless mutually 
agreed otherwise. 

6.1 Basic signal structure 

The basic structure is shown in Figures 6-1 and 6-2 and consists of a digital and an optical structure. 

6.1.1 OTN digital structure  

The OTN digital structure (see Figure 6-1) consists of two classes of optical transport units (OTU); the OTUk 
and OTUCn. The OTUk signal consists of a 4080 column by 4 row frame, which includes 256 columns 
allocated to contain a forward error correction code (FEC) and is operated at various bit rates that are 
represented by the value of k. The OTUCn signal consists of n interleaved 3824 column by 4 row frames, 
which do not include a FEC area and is operated at n times a basic rate that is represented by OTUC. FEC for 
the OTUCn signal is interface specific and not included in the OTUCn definition. 

. . .. . .
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The OTUk contains an optical data unit (ODUk) and the ODUk contains an optical payload unit (OPUk). The 
OTUk and its ODUk perform digital section and path layer roles. 

The OTUCn contains an optical data unit (ODUCn) and the ODUCn contains an optical payload unit (OPUCn). 
The OTUCn and its ODUCn perform digital section layer roles only. 

– The completely standardized OTUk or functionally standardized OTUk-v and OTUkV provide 
supervision and conditions the signal for transport between 3R regeneration points in the OTN. 

– The ODUk which provides: 

• tandem connection monitoring (ODUkT) 

• end-to-end path supervision (ODUkP)  

• adaptation of client signals via the OPUk 

• adaptation of client ODUk signals via the OPUk.  

– The OTUCn provides supervision for transport between 3R regeneration points in the OTN. Note 
that the OTUCn does not condition the signal for transport between 3R regeneration points 
because encapsulation and forward error correction are not included in the OTUCn definition. 

– The ODUCn provides supervision for transport between ODUk aware points in the OTN. 

• tandem connection monitoring (ODUCnT) 

• end-to-end section supervision (ODUCnP)  

• adaptation of ODUk signals via the OPUCn. 

 

Figure 6-1  Digital structure of the OTN interfaces  

6.1.2 OTN optical structure 

The OTN optical structure (see Figure 6-2) consists of two classes of optical interfaces: the single optical 
transport unit interfaces (SOTU, SOTUm) and the multi optical transport unit interfaces (MOTU, MOTUm).  

These interfaces may support optical layer overhead (represented by the *-O entities in Figure 6-2, top). 
Such overhead may be transported within the optical supervisory channel (OSC), the overhead 
communication channel (OCC) that is provided by the overhead communication network (OCN) (refer to 
[ITU-T G.7712]) or an alternative communication channel. Interfaces that support OCh-O and/or OTSiG-O 
support switching in the optical layer of the OCh and/or OTSiA signals which carry one optical transport unit 
signal between 3R regeneration points. Interfaces that support OTS-O and OMS-O also support deployment 
of in-line optical amplifiers between optical layer switching points.  

Interfaces that do not support optical layer overhead are designed to transport the optical transport unit 
signals over a single optical span with 3R regeneration points at each end. For such cases there are no OCh 
or OTSiA layers present in the interface stack (see Figure 6-2, bottom). 
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NOTE – Figure 6-2 (bottom) describes the optical structure of OTUk interfaces. The optical structure of OTUCn 
interfaces with standardized application code are described in the interface specific Recommendations (ITU-T G.709.x 
series). 

 

Figure 6-2  Optical structure of the OTN interfaces 

6.2 Information structure for OTN interfaces 

The information structure for OTN interfaces is represented by information containment relationships and 
flows. The principal information containment relationships are described in Figures 6-3, 6-4, 6-5, 6-6, 6-7 
and 6-8. 

For supervision purposes in OTN interfaces with optical layer overhead, the OTUk/OTUk-v/OTUkV signal is 
terminated whenever the OCh signal is terminated and the OTUCn signal may be terminated when the 
OTSiA signal is terminated. For supervision purposes in OTN interfaces without optical layer overhead, the 
OTUk/OTUk-v/OTUkV and OTUCn signals are terminated whenever the interface signal is terminated. 
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Figure 6-3 – MOTUm interface principal information containment relationships 

 

Figure 6-4 – B100G MOTUm interface principal information containment relationships  

 

Figure 6-5 – SOTU interface principal information containment relationships 
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Figure 6-6 – MOTU interface principal information containment relationships 

 

Figure 6-7 – Multi-lane SOTU interface principal information containment relationships 
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Figure 6-8 – SOTUm interface principal information containment relationships 

7 Multiplexing/mapping principles and bit rates 

Figure 7-1 shows the relationship between various information structure elements and illustrates the 
multiplexing structure and mappings for the OTU. In the multi-domain OTN any combination of the ODU 
multiplexing layers may be present at a given OTN NNI. The interconnection of and visibility of ODU 
multiplexing layers within an equipment or domain is outside the scope of this Recommendation. Figure 7-
1 shows that a (non-OTN) client signal is mapped into an OPU. This OPU signal is mapped into the 
associated ODU. This ODU signal is either mapped into the associated OTU[V] signal, or into an ODTU. This 
ODTU signal is multiplexed into an ODTU Group (ODTUG). The ODTUG signal is mapped into an OPU. This 
OPU signal is mapped into the associated ODU, etc.  

The OPUk (k=0,1,2,2e,3,4,flex) are the same information structures, but with different client signals. The 
OPUCn has a different information structure than the OPUk; the OPUCn information structure consists of n 
times the information structure of the OPU while the OPUk contain a single instance of the OPU 
information structure. 
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Figure 7-1 – OTN multiplexing and mapping structures  
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7.1 Mapping 

The client signal or an optical data tributary unit group (ODTUG) is mapped into the OPU. The OPU is 
mapped into an ODU and the ODU is mapped into an OTU. The OTU is mapped into an OCh-P or OTSiG. The 
OTUk may also be mapped into an OTLk.n and an OTLk.n is then mapped into an OTSiG. 

7.2 Wavelength division multiplex 

Up to n (n ≥ 1) OCh-P/OTSiG are multiplexed into an OMS-P or OPS using wavelength division multiplexing 
for transport over a MOTUm interface or MOTU interface. 

For the case of the MOTUm interfaces the OSC is multiplexed into the MOTUm interface using wavelength 
division multiplexing. 

n OTSi are aggregated into n frequency slots in an OPS-P using wavelength division multiplexing for 
transport over a multi-lane SOTU interface.  

7.3 Bit rates and capacity 

The bit rates and tolerance of the OTU signals are defined in Table 7-1.  

The bit rates and tolerance of the ODU signals are defined in clause 12.2 and Table 7-2.  

The bit rates and tolerance of the OPU payload are defined in Table 7-3. 

The OTU, ODU and OPU frame periods are defined in Table 7-4. 

The types and bit rates of the OTL signals are defined in Table 7-5.  

The 2.5G and 1.25G tributary slot related OPUk multiframe periods and 5G tributary slot OPUCn multiframe 
periods are defined in Table 7-6.  

The ODTU payload area bandwidths are defined in Table 7-7. The bandwidth depends on the OPU type and 
the mapping procedure (AMP or GMP). The AMP bandwidths include the bandwidth provided by the NJO 
overhead byte. GMP is defined without such NJO bytes. 

The bit rates and tolerance of the ODUflex(GFP) are defined in Table 7-8. 

The number of OPU tributary slots required by a client ODU are summarized in Table 7-9 and specified in 
clauses 19.6 and 20.5. 

Table 7-1  OTU types and bit rates 

OTU type OTU nominal bit rate OTU bit-rate tolerance 

OTU1 255/238 × 2 488 320 kbit/s 

20 ppm 

OTU2 255/237 × 9 953 280 kbit/s 

OTU3 255/236 × 39 813 120 kbit/s 

OTU4 255/227 × 99 532 800 kbit/s 

OTUCn n × 239/226 × 99 532 800 kbit/s 

NOTE 1 – The nominal OTU rates are approximately: 2 666 057.143 kbit/s (OTU1), 10 709 225.316 kbit/s (OTU2), 43 018 413.559 
kbit/s (OTU3), 111 809 973.568 kbit/s (OTU4) and n × 105 258 138.053 kbit/s (OTUCn).  

NOTE 2 – OTU0, OTU2e and OTUflex are not specified in this Recommendation. ODU0 signals are to be transported over ODU1, 
ODU2, ODU3, ODU4 or ODUCn signals, ODU2e signals are to be transported over ODU3, ODU4 and ODUCn signals and ODUflex 
signals are transported over ODU2, ODU3, ODU4 and ODUCn signals.  

NOTE 3 – The OTUk (k=1,2,3,4) signal bit rates include the FEC overhead area. The OTUCn signal bit rates do not include a FEC 
overhead area. 
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Table 7-2  ODU types and bit rates 

ODU type ODU nominal bit rate ODU bit-rate tolerance 

ODU0 1 244 160 kbit/s 

20 ppm 

ODU1 239/238 × 2 488 320 kbit/s 

ODU2 239/237 × 9 953 280 kbit/s 

ODU3 239/236 × 39 813 120 kbit/s 

ODU4 239/227 × 99 532 800 kbit/s 

ODUCn n × 239/226 × 99 532 800 kbit/s 

ODU2e 239/237 × 10 312 500 kbit/s 100 ppm 

ODUflex for CBR  
client signals 

239/238 × client signal bit rate 
100 ppm (Notes 2, 3) 

ODUflex for GFP-F mapped 
client signals 

Configured bit rate (see Table 7-8) 100 ppm 

ODUflex for IMP mapped client 
signals 

s × 239/238 × 5 156 250 kbit/s 
s = 2, 8, n × 5 with n ≥ 1 (Note 4) 

100 ppm 

ODUflex for FlexE-aware client 
signals 

103 125 000 × 240/238 × n/20 kbit/s 

(n = n1 + n2 + .. + np)  

± 100 ppm 

NOTE 1 – The nominal ODU rates are approximately: 2 498 775.126 kbit/s (ODU1), 10 037 273.924 kbit/s (ODU2), 40 319 218.983 
kbit/s (ODU3), 104 794 445.815 kbit/s (ODU4), 10 399 525.316 kbit/s (ODU2e), n × 105 258 138.053 kbit/s (ODUCn).  

NOTE 2 – The bit-rate tolerance for ODUflex(CBR) signals is specified as 100 ppm. This value may be larger than the tolerance 

for the client signal itself (e.g., 20 ppm). For such case, the tolerance is determined by the ODUflex(CBR) maintenance signals, 

which have a tolerance of 100 ppm. 

NOTE 3 – For ODUflex(CBR) signals with nominal bit rates close to the maximum ODTUk.ts payload bit rate and client rate 

tolerances less than 100 ppm (e.g., 10 ppm), the ODUflex(CBR) maintenance signal bit rates may exceed the ODTUk.ts payload 
bit rate. For such cases either an additional tributary slot may be used (i.e., ODTUk.(ts+1)), or the nominal bit rate of the 
ODUflex(CBR) signal may be artificially reduced to a value of 100 ppm below the maximum ODUflex(CBR) signal bit rate. 

NOTE 4 – Refer to clause 12.2.6 for considerations on the values of "s". 

Table 7-3  OPU types and bit rates 

OPU type OPU payload nominal bit rate OPU payload bit-rate tolerance 

OPU0 238/239 × 1 244 160 kbit/s 

20 ppm 

OPU1 2 488 320 kbit/s 

OPU2 238/237 × 9 953 280 kbit/s 

OPU3 238/236 × 39 813 120 kbit/s 

OPU4 238/227 × 99 532 800 kbit/s 

OPUCn n × 238/226 × 99 532 800 kbit/s 

OPU2e 238/237 × 10 312 500 kbit/s 100 ppm 

OPUflex for CBR  
client signals 

client signal bit rate client signal bit-rate tolerance,  

with a maximum of 100 ppm 

OPUflex for GFP-F mapped 
client signals 

238/239 × ODUflex signal rate  100 ppm 

OPUflex for IMP mapped client 
signals 

s × 5  156 250 kbit/s 
s = 2, 8, n × 5 with n ≥ 1 (Note 2) 

100 ppm 

OPUflex for FlexE-aware client 
signals 

103 125 000 × 240/239 × n/20 kbit/s 

(n = n1 + n2 + .. + np)  

± 100 ppm 
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Table 7-3  OPU types and bit rates (end) 

OPU type OPU payload nominal bit rate OPU payload bit-rate tolerance 

NOTE 1 – The nominal OPU payload rates are approximately: 1 238 954.310 kbit/s (OPU0 Payload), 2 488 320.000 kbit/s (OPU1 
Payload), 9 995 276.962 kbit/s (OPU2 Payload), 40 150 519.322 kbit/s (OPU3 Payload), 104 355 975.330 (OPU4 Payload), 10 356 
012.658 kbit/s (OPU2e Payload),  
n × 104 817 727.434 kbit/s (OPUCn Payload).  

NOTE 2 – Refer to 12.2.6 for considerations on the values of "s". 

Table 7-4  OTU/ODU/OPU frame periods 

OTU/ODU/OPU type Period (Note) 

ODU0/OPU0 98.354 μs 

OTU1/ODU1/OPU1 48.971 μs 

OTU2/ODU2/OPU2 12.191 μs 

OTU3/ODU3/OPU3 3.035 μs 

OTU4/ODU4/OPU4 1.168 μs 

ODU2e/OPU2e 11.767 μs 

OTUCn/ODUCn/OPUCn 1.163 μs 

ODUflex/OPUflex CBR client signals: 121856/client_signal_bit_rate  

GFP-F mapped client signals: 122368/ODUflex_bit_rate 

IMP mapped client signals: 122368/ODUflex_bit_rate  

FlexE-aware client signals: 122368/ODUflex_bit_rate 

NOTE – The period is an approximated value, rounded to 3 decimal places. 

Table 7-5 – OTL types and bit rates 

OTL type OTL nominal bit rate OTL bit-rate tolerance 

OTL3.4 4 lanes of 255/236 × 9 953 280 kbit/s 
20 ppm 

OTL4.4 4 lanes of 255/227 × 24 883 200 kbit/s 

NOTE – The nominal OTL rates are approximately: 10 754 603.390 kbit/s (OTL3.4) and 27 952 493.392 kbit/s (OTL4.4). 

Table 7-6  OPUk multiframe periods for 2.5G and 1.25G tributary slots and ODUCn multiframe periods 
for 5G tributary slots 

OPU type 
1.25G tributary slot 

multiframe period (Note) 
2.5G tributary slot multiframe 

period (Note) 
5G tributary slot multiframe 

period (Note) 

OPU1 97.942 μs – – 

OPU2 97.531 μs 48.765 μs – 

OPU3 97.119 μs 48.560 μs – 

OPU4 93.416 μs – – 

OPUCn – – 23.251 μs 

NOTE – The period is an approximated value, rounded to 3 decimal places. 
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Table 7-7 – ODTU payload bandwidth (kbit/s) 

ODTU type ODTU payload nominal bandwidth 
ODTU payload  

bit-rate tolerance 

ODTU01 (1904 + 1/8)/3824  ODU1 bit rate 

20 ppm 

ODTU12 (952 + 1/16)/3824  ODU2 bit rate 

ODTU13 (238 + 1/64)/3824  ODU3 bit rate 

ODTU23 (952 + 4/64)/3824  ODU3 bit rate 

ODTU2.ts ts  476/3824  ODU2 bit rate 

ODTU3.ts ts  119/3824  ODU3 bit rate 

ODTU4.ts ts  47.5/3824  ODU4 bit rate 

ODTUCn.ts ts  190.4/3824  ODUCn bit rate/n 

 Minimum Nominal Maximum 

ODTU01 1 244 216.796 1 244 241.681 1 244 266.566 

ODTU12 2 498 933.311 2 498 983.291 2 499 033.271 

ODTU13 2 509 522.012 2 509 572.203 2 509 622.395 

ODTU23 10 038 088.048 10 038 288.814 10 038 489.579 

ODTU2.ts ts  1 249 384.632 ts  1 249 409.620 ts  1 249 434.608 

ODTU3.ts ts  1 254 678.635 ts  1 254 703.729 ts  1 254 728.823 

ODTU4.ts ts  1 301 683.217 ts  1 301 709.251 ts  1 301 735.285 

ODTUCn.ts ts  5 240 781.554 ts  5 240 886.372 ts  5 240 991.189 

NOTE – The bandwidth is an approximated value, rounded to 3 decimal places. 

Table 7-8 – Recommended ODUflex (GFP) bit rates and tolerance 

ODU type Nominal bit-rate Tolerance 

ODU2.ts (Note 1) 1'249'177.230 kbit/s  

ODU3.ts (Note 1) 1'254'470.354 kbit/s  

ODU4.ts (Note 1) 1'301'467.133 kbit/s  

ODUflex(GFP) of n 1.25G tributary slots, 1  n  8 n  ODU2.ts 100 ppm 

ODUflex(GFP) of n 1.25G tributary slots, 9  n  32 n  ODU3.ts 100 ppm 

ODUflex(GFP) of n 1.25G tributary slots, 33  n  80 (Note 
2) 

n  ODU4.ts 100 ppm 

NOTE 1 – The values of ODUk.ts are chosen to permit a variety of methods to be used to generate an ODUflex(GFP) clock. See 
Appendix XI for the derivation of these values and example ODUflex(GFP) clock generation methods. 

NOTE 2 – Transport of packet clients via an ODUflex(GFP) is specified up to 100 Gbit/s.  
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Table 7-9 – Number of tributary slots required for ODUj into OPUk  
and for ODUk into OPUCn 

 
# 5G TS # 2.5G  

tributary slots 
# 1.25G  

tributary slots 

 OPUCn OPU2 OPU3 OPU1 OPU2 OPU3 OPU4 

ODU0 1 – – 1 1 1 1 

ODU1 1 1 1 – 2 2 2 

ODU2 2 – 4 – – 8 8 

ODU2e 2 – – – – 9 8 

ODU3 8 – – – – – 31 

ODUflex(CBR)        

– ODUflex(IB SDR) 1 – – – 3 3 2 

– ODUflex(IB DDR) 1 – – – 5 4 4 

– ODUflex(IB QDR) 2 – – – – 9 8 

– ODUflex(FC-400) 1 – – – 4 4 4 

– ODUflex(FC-800) 2 – – – 7 7 7 

– ODUflex(FC-1600) 3 – – – – 12 11 

– ODUflex(FC-3200) 6 – – – – 23 22 

– ODUflex(3G SDI) 

      (2 970 000) 

1 – – – 3 3 3 

– ODUflex(3G SDI)  
     (2 970 000/1.001) 

1 – – – 3 3 3 

– ODUflex(GFP) Note – – – n n n 

– ODUflex(IMP) Note – – – – Note Note 

– ODUflex(FlexE) Note – – – – Note Note 

NOTE – Refer to equations 19-1a, 19-1b, 20-1a and 20-1b in clauses 19.6 and 20.5. 

7.4 ODUk time-division multiplex 

Figure 7-1 shows the relationship between various time-division multiplexing elements that are defined 
below and illustrates possible multiplexing structures. Table 7-10 provides an overview of valid tributary 
slot types and mapping procedure configuration options. 

Up to 2 ODU0 signals are multiplexed into an ODTUG1 (PT=20) using time-division multiplexing. The 
ODTUG1 (PT=20) is mapped into the OPU1. 

Up to 4 ODU1 signals are multiplexed into an ODTUG2 (PT=20) using time-division multiplexing. The 
ODTUG2 (PT=20) is mapped into the OPU2. 

A mixture of p (p  4) ODU2 and q (q  16) ODU1 signals can be multiplexed into an ODTUG3 (PT=20) using 
time-division multiplexing. The ODTUG3 (PT=20) is mapped into the OPU3. 

A mixture of p (p  8) ODU0, q (q  4) ODU1, r (r  8) ODUflex signals can be multiplexed into an ODTUG2 
(PT=21) using time-division multiplexing. The ODTUG2 (PT=21) is mapped into the OPU2. 

A mixture of p (p  32) ODU0, q (q  16) ODU1, r (r  4) ODU2, s (s  3) ODU2e and t (t  32) ODUflex signals 
can be multiplexed into an ODTUG3 (PT=21) using time-division multiplexing. The ODTUG3 (PT=21) is 
mapped into the OPU3. 

A mixture of p (p  80) ODU0, q (q  40) ODU1, r (r  10) ODU2, s (s  10) ODU2e, t (t  2) ODU3 and u  

(u  80) ODUflex signals can be multiplexed into an ODTUG4 (PT=21) using time-division multiplexing. The 
ODTUG4 (PT=21) is mapped into the OPU4. 
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NOTE 1 – The ODTUGk is a logical construct and is not defined further. ODTUjk and ODTUk.ts signals are directly time-
division multiplexed into the tributary slots of an OPUk. 

A mixture of p (p  10n) ODU0, q (q 10n) ODU1, r (r  10n) ODU2, s (s  10n) ODU2e, t (t int(10n/4)) 

ODU3, u (u  n) ODU4 and v (v  10n) ODUflex signals can be multiplexed into an ODTUGCn (PT=22) using 
time-division multiplexing. The ODTUGCn (PT=22) is mapped into the OPUCn. 

NOTE 2 – The ODTUGk and ODTUGCn are logical constructs and are not defined further. ODTUjk and ODTUk.ts signals 
are directly time-division multiplexed into the tributary slots of an OPUk. ODTUCn.ts signals are directly time-division 
multiplexed into the tributary slots of an OPUCn. 

NOTE 3 – Implementations should support the multiplexing of up to 10n ODUk (k=0,1,2,2e,3,4,flex) signals into an 
OPUCn. Support for the multiplexing of up to 20n ODUk (k=0,1,flex) signals into the OPUCn is not required.  

Table 7-10 – Overview of ODUj into OPUk and ODUk into OPUCn mapping types 

 5G tributary slots 2.5G tributary slots 1.25G tributary slots 

 
OPUCn 
(PT=22) 

OPU2 
(PT=20) 

OPU3 
(PT=20) 

OPU1 
(PT=20) 

OPU2 
(PT=21) 

OPU3 
(PT=21) 

OPU4 
(PT=21) 

ODU0 GMP - Note – – AMP GMP GMP GMP 

ODU1 GMP - Note AMP AMP – AMP AMP GMP 

ODU2 GMP – AMP – – AMP GMP 

ODU2e GMP – – – – GMP GMP 

ODU3 GMP – – – – – GMP 

ODU4 GMP – – – – – – 

ODUflex GMP – – – GMP GMP GMP 

NOTE – Mapping ODU0 and ODU1 into a 5G tributary slot of the OPUCn does not fully occupy the tributary slot’s bandwidth. 

Figures 7-2, 7-3 and 7-4 show how various signals are multiplexed using the ODTUG1/2/3 (PT=20) 
multiplexing elements. Figure 7-2 presents the multiplexing of four ODU1 signals into the OPU2 signal via 
the ODTUG2 (PT=20). An ODU1 signal is extended with a frame alignment overhead and asynchronously 
mapped into the optical data tributary unit 1 into 2 (ODTU12) using the AMP justification overhead (JOH). 
The four ODTU12 signals are time-division multiplexed into the optical data tributary unit group 2 
(ODTUG2) with payload type 20, after which this signal is mapped into the OPU2. 

 

Figure 7-2  ODU1 into ODU2 multiplexing method via ODTUG2 (PT=20) 
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Figure 7-3 presents the multiplexing of up to 16 ODU1 signals and/or up to 4 ODU2 signals into the OPU3 
signal via the ODTUG3 (PT=20). An ODU1 signal is extended with a frame alignment overhead and 
asynchronously mapped into the optical data tributary unit 1 into 3 (ODTU13) using the AMP justification 
overhead (JOH). An ODU2 signal is extended with a frame alignment overhead and asynchronously mapped 
into the optical data tributary unit 2 into 3 (ODTU23) using the AMP justification overhead (JOH). "x" 

ODTU23 (0  x  4) signals and "16-4x" ODTU13 signals are time-division multiplexed into the optical data 
tributary unit group 3 (ODTUG3) with payload type 20, after which this signal is mapped into the OPU3. 

 

Figure 7-3  ODU1 and ODU2 into ODU3 multiplexing method via ODTUG3 (PT=20) 

Figure 7-4 presents the multiplexing of two ODU0 signals into the OPU1 signal via the ODTUG1 (PT=20). An 
ODU0 signal is extended with a frame alignment overhead and asynchronously mapped into the optical 
data tributary unit 0 into 1 (ODTU01) using the AMP justification overhead (JOH). The two ODTU01 signals 
are time-division multiplexed into the optical data tributary unit group 1 (ODTUG1) with payload type 20, 
after which this signal is mapped into the OPU1. 

 

Figure 7-4  ODU0 into ODU1 multiplexing method via ODTUG1 (PT=20) 
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Figures 7-5, 7-6 and 7-7 show how various signals are multiplexed using the ODTUG2/3/4 (PT=21) 
multiplexing elements. 

Figure 7-5 presents the multiplexing of up to eight ODU0 signals, and/or up to four ODU1 signals and/or up 
to eight ODUflex signals into the OPU2 signal via the ODTUG2 (PT=21). An ODU1 signal is extended with a 
frame alignment overhead and asynchronously mapped into the optical data tributary unit 1 into 2 
(ODTU12) using the AMP justification overhead (JOH). An ODU0 signal is extended with a frame alignment 
overhead and asynchronously mapped into the optical data tributary unit 2.1 (ODTU2.1) using the GMP 
justification overhead. An ODUflex signal is extended with a frame alignment overhead and asynchronously 
mapped into the optical data tributary unit 2.ts (ODTU2.ts) using the GMP justification overhead. Up to 
eight ODTU2.1 signals, up to four ODTU12 signals and up to eight ODTU2.ts signals are time-division 
multiplexed into the optical data tributary unit group 2 (ODTUG2) with payload type 21, after which this 
signal is mapped into the OPU2 

.  

Figure 7-5  ODU0, ODU1 and ODUflex into ODU2 multiplexing method via ODTUG2 (PT=21) 

Figure 7-6 presents the multiplexing of up to thirty-two ODU0 signals and/or up to sixteen ODU1 signals 
and/or up to four ODU2 signals and/or up to three ODU2e signals and/or up to thirty-two ODUflex signals 
into the OPU3 signal via the ODTUG3 (PT=21). An ODU1 signal is extended with a frame alignment 
overhead and asynchronously mapped into the optical data tributary unit 1 into 3 (ODTU13) using the AMP 
justification overhead (JOH). An ODU2 signal is extended with a frame alignment overhead and 
asynchronously mapped into the optical data tributary unit 2 into 3 (ODTU23) using the AMP justification 
overhead. An ODU0 signal is extended with a frame alignment overhead and asynchronously mapped into 
the optical data tributary unit 3.1 (ODTU3.1) using the GMP justification overhead. An ODU2e signal is 
extended with a frame alignment overhead and asynchronously mapped into the optical data tributary 
unit 3.9 (ODTU3.9) using the GMP justification overhead. An ODUflex signal is extended with a frame 
alignment overhead and asynchronously mapped into the optical data tributary unit 3.ts (ODTU3.ts) using 
the GMP justification overhead. Up to thirty-two ODTU3.1 signals, up to sixteen ODTU13 signals, up to four 
ODTU23 signals, up to three ODTU3.9 and up to thirty-two ODTU3.ts signals are time-division multiplexed 
into the optical data tributary unit group 3 (ODTUG3) with payload type 21, after which this signal is 
mapped into the OPU3. 
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Figure 7-6  ODU0, ODU1, ODU2, ODU2e and ODUflex into ODU3 multiplexing method  
via ODTUG3 (PT=21) 

Figure 7-7 presents the multiplexing of up to eighty ODU0 signals and/or up to forty ODU1 signals and/or 
up to ten ODU2 signals and/or up to ten ODU2e signals and/or up to two ODU3 signals and/or up to eighty 
ODUflex signals into the OPU4 signal via the ODTUG4 (PT=21). An ODU0 signal is extended with a frame 
alignment overhead and asynchronously mapped into the optical data tributary unit 4.1 (ODTU4.1) using 
the GMP justification overhead (JOH). An ODU1 signal is extended with a frame alignment overhead and 
asynchronously mapped into the optical data tributary unit 4.2 (ODTU4.2) using the GMP justification 
overhead. An ODU2 signal is extended with a frame alignment overhead and asynchronously mapped into 
the optical data tributary unit 4.8 (ODTU4.8) using the GMP justification overhead (JOH). An ODU2e signal 
is extended with a frame alignment overhead and asynchronously mapped into the optical data tributary 
unit 4.8 (ODTU4.8) using the GMP justification overhead. An ODU3 signal is extended with a frame 
alignment overhead and asynchronously mapped into the optical data tributary unit 4.31 (ODTU4.31) using 
the GMP justification overhead. An ODUflex signal is extended with a frame alignment overhead and 
asynchronously mapped into the optical data tributary unit 4.ts (ODTU4.ts) using the GMP justification 
overhead (JOH). Up to eighty ODTU4.1 signals, up to forty ODTU4.2 signals, up to ten ODTU4.8 signals, up 
to two ODTU4.31 and up to eighty ODTU4.ts signals are time-division multiplexed into the optical data 
tributary unit group 4 (ODTUG4) with payload type 21, after which this signal is mapped into the OPU4. 
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Figure 7-7  ODU0, ODU1, ODU2, ODU2e, ODU3 and ODUflex 
into ODU4 multiplexing method via ODTUG4 (PT=21) 

Figure 7-8 presents the multiplexing of up to 10n ODU0 signals and/or up to 10n ODU1 signals and/or up to 
10n ODU2 signals and/or up to 10n ODU2e signals and/or up to int(10n/4) ODU3 signals and/or up to n 
ODU4 signals and/or up to 10n ODUflex signals into the OPUCn signal via the ODTUGCn (PT=22). An ODUk 
signal is extended with frame alignment overhead and asynchronously mapped into the Optical Data 
Tributary Unit Cn.ts (ODTUCn.ts) (<k,ts> = <0,1>, <1,1>, <2,2>, <2e,2>, <3,8>, <4,20>, <flex,ts>) using the 
GMP justification overhead (JOH). Up to 10n ODTUCn.1 signals, up to int(10n/4) ODTUCn.4 signals, up to n 
ODTUCn.10 signals and up to 10n ODTUCn.ts signals are time-division multiplexed into the Optical Data 
Tributary Unit Group Cn (ODTUGCn) with Payload Type 22, after which this signal is mapped into the 
OPUCn. 

 

Figure 7-8  ODU0, ODU1, ODU2, ODU2e, ODU3, ODU4 and ODUflex  
into ODUCn multiplexing method via ODTUGCn (PT=22) 
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Details of the multiplexing method and mappings are given in clause 19 for OPUk and clause 20 for OPUCn. 

Some examples illustrating the multiplexing of 2 ODU0 signals into an ODU1 and of 4 ODU1 signals into an 
ODU2 are presented in Appendix III. 

8 OTN Interfaces 

8.1 Single-OTU (SOTU) interface 

The SOTU interface supports one OTU on one OTSiG on a single optical span with 3R regeneration at each 
end. The OTSiG is composed of one or more OTSi. 

Application codes of the optical tributary signal carrying the OTUk are contained in [ITU-T G.959.1] and 
[ITU-T G.693].  

Application codes of the optical tributary signal carrying an OTLk.n lane are contained in [ITU-T G.959.1] 
and [ITU-T G.695]. 

Vendor specific application identifiers of the OTSi or OTSiG carrying these OTUs are outside the scope of 
this Recommendation. 

8.2 Multi-OTU (MOTU) interface 

The MOTU interface supports n OTUs on n OTSiG on a single optical span with 3R regeneration at each end. 
Each OTSiG is composed of one or more OTSi. 

At least one of the OTU signals is present during normal operation. 

There is no predefined order in which the OTU signals are taken into service. 

NOTE – MOTU interface overhead is not defined. The interface will use the OTU SMOH in this multi-channel interface 
for supervision and management. MOTU interface connectivity (TIM) failure reports will be computed from the 
individual OTU reports by means of failure correlation in fault management. Refer to the equipment 
Recommendations for further details. 

Application codes of the optical tributary signal carrying an OTUk are contained in [ITU-T G.959.1] and [ITU-
T G.695]. 

Vendor specific application identifiers of the OTSi or OTSiG carrying these OTUs are outside the scope of 
this Recommendation. 

8.3 Single-OTU with management (SOTUm) interface 

The SOTUm interface supports one OTUk or one OTUCn and non-associated overhead carried by an 
Overhead Communication Channel (OCC). The OTUk is carried over an OTSi and the OTUCn is carried over 
an OTSiG. 

NOTE – The OTSi is referred to in other clauses as an OCh-P that carries an OTUk. 

Application codes of the optical tributary signal carrying the OTUk are contained in [ITU-T G.698.1] and 
[ITU-T G.698.2].  

Specifications of the OCC carrying the OCh-O are contained in [ITU-T G.7712].  

Vendor specific application identifiers of the OTSi or OTSiG carrying these OTUks or OTUCns are outside the 
scope of this Recommendation.  
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8.4  Multi-OTU with management (MOTUm) interface  

The MOTUm interface supports n (n ≥ 1) OTUs on n OTSiG and non-associated overhead carried by an OSC 
or other means. 3R regeneration is not required at the interface. 

NOTE – The OTSiG carrying an OTUk is referred to in other clauses as an OCh-P. 

Vendor specific application identifiers of the OTSi or OTSiG carrying these OTUs are outside the scope of 
this Recommendation. 

9 Media Element 

A description of the media element will be provided in [ITU-T G.872]. 

10 OCh and OTSiA 

The OCh and OTSiA transport a digital client signal between 3R regeneration points. The OCh and OTSiA 
client signals defined in this Recommendation are the OTUk, OTUk-v, OTUkV and OTUCn signals.  

10.1 OCh 

The OCh structure is conceptually shown in Figure 10-1. The OCh contains two parts: an overhead part 
(OCh-O) and a payload part (OCh-P). 

 

Figure 10-1  OCh information structure 

10.2 Optical tributary signal assembly (OTSiA) 

The OTSiA structure is conceptually shown in Figure 10-2. The OTSiA contains two parts: a payload part 
(OTSiG) and an overhead part (OTSiG-O).  

 

Figure 10-2  OTSiA information structure 

11 Optical transport unit (OTU) 

The OTUk[V] conditions the ODUk for transport over an OCh network connection. The OTUk frame 
structure, including the OTUk FEC is completely standardized. The OTUkV is a frame structure, including the 
OTUkV FEC that is only functionally standardized (i.e., only the required functionality is specified); refer to 
Appendix II. Besides these two, there is an OTUkV in which the completely standardized OTUk frame 
structure is combined with a functionally standardized OTUkV FEC; refer to appendix II. This combination is 
identified as OTUk-v. 

The OTUCn frame structure is defined without an OTUCn FEC area. The FEC associated with an OTUCn is 
interface dependent, and specified as an element of each interface. 

modified version of G.709-Y.1331(12)_F10-1

OTSiGOTSiG-O
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11.1 OTUk frame structure 

The OTUk (k = 1,2,3,4) frame structure is based on the ODUk frame structure and extends it with a forward 
error correction (FEC) as shown in Figure 11-1. 256 columns are added to the ODUk frame for the FEC and 
the reserved overhead bytes in row 1, columns 8 to 14 of the ODUk overhead are used for an OTUk specific 
overhead, resulting in an octet-based block frame structure with four rows and 4080 columns. The MSB in 
each octet is bit 1, the LSB is bit 8.  

NOTE – This Recommendation does not specify an OTUk frame structure for k=0, k=2e or k=flex. See Annex G for the 
specification of OTU0LL. 

 

Figure 11-1  OTUk frame structure 

The bit rates of the OTUk signals are defined in Table 7-1. 

The OTUk (k=1,2,3,4) forward error correction (FEC) contains the Reed-Solomon RS(255,239) FEC codes. 
Transmission of the OTUk FEC is mandatory for k=4 and optional for k=1,2,3. If no FEC is transmitted, fixed 
stuff bytes (all-0s pattern) are to be used. 

The RS(255,239) FEC code shall be computed as specified in Annex A. 

For interworking of equipment supporting FEC, with equipment not supporting FEC (inserting fixed stuff all-
0s pattern in the OTUk (k=1,2,3) FEC area), the FEC supporting equipment shall support the capability to 
disable the FEC decoding process (ignore the content of the OTUk (k=1,2,3) FEC). 

The transmission order of the bits in the OTUk frame is left to right, top to bottom, and MSB to LSB (see 
Figure 11-2). 

 

Figure 11-2  Transmission order of the OTUk frame bits 
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11.2 Scrambling 

The OTUk signal must have sufficient bit timing content at the ONNI. A suitable bit pattern, which prevents 
a long sequence of "1"s or "0"s, is provided by using a scrambler. 

The operation of the scrambler shall be functionally identical to that of a frame synchronous scrambler of 
sequence length 65535 operating at the OTUk rate. 

The generating polynomial shall be 1 + x + x3 + x12 + x16. Figure 11-3 shows a functional diagram of the frame 
synchronous scrambler. 

 

Figure 11-3  Frame synchronous scrambler 

The scrambler shall be reset to "FFFF" (HEX) on the most significant bit of the byte following the last 
framing byte in the OTUk frame, i.e., the MSB of the MFAS byte. This bit, and all subsequent bits to be 
scrambled shall be added modulo 2 to the output from the x16 position of the scrambler. The scrambler 
shall run continuously throughout the complete OTUk frame. The framing bytes (FAS) of the OTUk 
overhead shall not be scrambled. 

Scrambling is performed after FEC computation and insertion into the OTUk signal. 

11.3 OTUCn frame structure 

The OTUCn frame structure (Figure 11-4) is based on the ODUCn frame structure and deploys the reserved 
overhead bytes in row 1, columns 8 to 14 of each ODU frame structure in the ODUCn overhead for an 

OTUCn specific overhead, resulting in an octet-based block frame structure with n  four rows and 3824 
columns. The MSB in each octet is bit 1, the LSB is bit 8.  

Interleaving of the n frame and multi-frame synchronous OTU frame structure instances within the OTUCn, 
forward error correction, encoding (e.g., scrambling), deskewing and transmission order of the OTUCn are 
interface specific and specified for inter-domain OTN interfaces with application codes in the interface 
specific Recommendations (ITU-T G.709.x series). For OTN interfaces with vendor specific application 
identifiers these specifications are vendor specific and out of scope of this Recommendation. 

The bit rates of the OTUCn signals are defined in Table 7-1. 
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Figure 11-4  OTUCn frame structure 

12 Optical data unit (ODU) 

12.1 ODU frame structure 

The ODU frame structure is shown in Figure 12-1. It is organized in an octet-based block frame structure 
with four rows and 3824 columns. 

The ODUk (k=0,1,2,2e,3,4,flex) frame structure contains one instance of the ODU frame structure. The 
ODUCn frame structure contains n frame and multi-frame synchronous instances of the ODU frame 
structures, numbered 1 to n (ODU #1 to ODU #n). 

 

Figure 12-1  ODU frame structure 

The two main areas of the ODU frame are: 

– ODU overhead area 

– OPU area. 
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Columns 1 to 14 of the ODU are dedicated to ODU overhead area. 

NOTE – Columns 1 to 14 of row 1 are reserved for a frame alignment and OTU specific overhead. 

Columns 15 to 3824 of the ODU are dedicated to OPU area. 

12.2 ODU bit rates and bit-rate tolerances 

ODUk signals may be generated using either a local clock, or the recovered clock of the client signal. In the 
latter case the ODUk frequency and frequency tolerance are locked to the client signal's frequency and 
frequency tolerance. In the former case the ODUk frequency and frequency tolerance are locked to the 
local clock's frequency and frequency tolerance. The local clock frequency tolerance for the OTN is specified 

to be 20 ppm. 

ODUCn signals are generated using a local clock. The ODUCn frequency and frequency tolerance are locked 
to the local clock's frequency and frequency tolerance. The local clock frequency tolerance for the OTN is 

specified to be 20 ppm. 

ODU maintenance signals (ODU AIS, OCI, LCK) are generated using a local clock. In a number of cases this 
local clock may be the clock of a server ODU signal over which the ODU signal is transported between 
equipment or through equipment (in one or more of the tributary slots). For these cases, the nominal 
justification ratio should be deployed to comply with the ODU's bit-rate tolerance specification. 

12.2.1 ODU0, ODU1, ODU2, ODU3, ODU4, ODUCn 

The local clocks used to create the ODU0, ODU1, ODU2, ODU3, ODU4 and ODUCn signals are generated by 
clock crystals that are also used for the generation of SDH STM-N signals. The bit rates of these ODUk 
(k=0,1,2,3,4) and ODUCn signals are therefore related to the STM-N bit rates and the bit-rate tolerances are 
the bit-rate tolerances of the STM-N signals.  

The ODU0 bit rate is 50% of the STM-16 bit rate. 

The ODU1 bit rate is 239/238 times the STM-16 bit rate. 

The ODU2 bit rate is 239/237 times 4 times the STM-16 bit rate. 

The ODU3 bit rate is 239/236 times 16 times the STM-16 bit rate. 

The ODU4 bit rate is 239/227 times 40 times the STM-16 bit rate. 

The ODUCn bit rate is n times 239/226 times 40 times the STM-16 bit rate. 

ODU1, ODU2 and ODU3 signals which carry an STM-N (N = 16, 64, 256) signal may also be generated using 
the timing of these client signals. 

Refer to Table 7-2 for the nominal bit rates and bit-rate tolerances. 

12.2.2 ODU2e 

An ODU2e signal is generated using the timing of its client signal. 

The ODU2e bit rate is 239/237 times the 10GBASE-R client bit rate. 

Refer to Table 7-2 for the nominal bit rate and bit-rate tolerances. 

12.2.3 ODUflex for CBR client signals 

An ODUflex(CBR) signal is generated using the timing of its client signal. 

The ODUflex bit rate is 239/238 times the adapted CBR client bit rate.  

The client signal may have a bit-rate tolerance up to 100 ppm. 
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Figure 12-2 – ODUflex clock generation for CBR signals 

12.2.4 ODUflex for PRBS and Null test signals 

ODUflex(CBR) connections may be tested using a PRBS or NULL test signal as the client signal instead of the 
CBR client signal. For such a case, the ODUflex(PRBS) or ODUflex(NULL) signal should be generated with a 
frequency within the tolerance range of the ODUflex(CBR) signal.  

If the CBR client clock is present such ODUflex(PRBS) or ODUflex(NULL) signal may be generated using the 
CBR client clock, otherwise the ODUflex(PRBS) or ODUflex(NULL) signal is generated using a local clock. 

12.2.5 ODUflex for GFP-F mapped packet client signals 

ODUflex(GFP) signals are generated using a local clock. This clock may be the local server ODUk (or OTUk) 
clock, the local ODUCn (or OTUCn) clock, or an equipment internal clock of the signal over which the 
ODUflex is carried through the equipment.  

Any bit rate is possible for an ODUflex(GFP) signal, however it is suggested for maximum efficiency that the 
ODUflex(GFP) fills an integral number of tributary slots of the smallest server ODUk or ODUCn path over 
which the ODUflex(GFP) may be carried. The recommended bit-rates to meet this criterion are specified in 
Table 7-8. The derivation of the specific values is provided in Appendix XI. 
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Figure 12-3 – ODUflex clock generation for GFP-F mapped packet client signals 

12.2.6 ODUflex for IMP mapped client signals  

ODUflex(IMP) signals are generated using a local clock or the timing of its client signal. The local clock may 
be the local server ODUk (or OTUk) clock, the local ODUCn (or OTUCn) clock, or an equipment internal clock 
of the signal over which the ODUflex is carried through the equipment.  

In the first method, the clock of the server ODU is used as reference clock and adjusted by means of a fixed 
Cm value, similar to the case of ODUflex(GFP). The main difference with the ODUflex(GFP) clock rate is that 
this latter rate is the maximum rate that can be supported by M trib slots whereas the ODUflex(IMP) clock 
rate should not be such maximum rate, but instead just a rate that is sufficient to carry the FlexE client 
signal or the PKT client encapsulated in a FlexE client signal. 

In the second method, a local free run clock is used as reference clock and adjusted by means of a fixed X/Y 
value.  

In the third method, the clock of the FlexE Client signal is used as reference clock and adjusted by means of 
a fixed X/Y value, with X = 239 and Y = 238. 
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Figure 12-4 – ODUflex clock generation for IMP mapped packet client signals 

13 Optical payload unit (OPU) 

The OPU frame structure is shown in Figure 13-1. It is organized in an octet-based block frame structure 
with four rows and 3810 columns. 

The OPUk (k=0,1,2,2e,3,4,flex) frame structure contains one instance of the OPU frame structure. The 
OPUCn frame structure contains n frame and multi-frame synchronous instances of the OPU frame 
structure, numbered 1 to n (OPU #1 to OPU #n). 

 

Figure 13-1  OPU frame structure 

The two main areas of the OPU frame are: 

– OPU overhead area; 

– OPU payload area. 

Columns 15 to 16 of the OPU are dedicated to an OPU overhead area. 

Columns 17 to 3824 of the OPU are dedicated to an OPU payload area. 

NOTE – OPU column numbers are derived from the OPU columns in the ODU frame. 
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14 Overhead information carried over the OSC and OCC 

The overhead information carried over the OSC consists of the OTS-O, OMS-O, OCh-O and OTSiG-O. The 
information content of this overhead is defined in clause 15. The format, structure and bit rate of this 
overhead is not defined in this Recommendation.  

The overhead information carried over the OCC consists of the OCh-O. The information content of this 
overhead is defined in clause 15. The format, structure and bit rate of this overhead is defined in  
[ITU-T G.7712].  

General management communications (COMMS) 

Depending on an operator's logical management overlay network design, general management 
communications (COMMS) may also be transported within the OSC. Therefore, the OSC for some 
applications may also transport general management communications. General management 
communications may include signalling, voice/voiceband communications, software download, operator-
specific communications, etc. 

OTN synchronisation message channel (OSMC) 

For synchronisation purposes, the OSC OSMC signal is defined as an OTN synchronisation message channel 
to transport SSM and PTP messages. 

NOTE 1 – Support of OSC OSMC in a MOTUm interface is optional. 

NOTE 2 – Equipment designed prior to Edition 4.6 of this recommendation may not be able to support OSC OSMC. 

15 Overhead description 

An overview of OTS-O, OMS-O, OCh-O and OTSiG-O information carried within the OSC is presented in 
Figure 15-1. An overview of OCh-O information carried within the OCC is presented in Figure 15-2. 

 

Figure 15-1  OTS-O, OMS-O, OCh-O and OTSiG-O information carried within the OSC 
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Figure 15-2  OCh-O information carried within the OCC 

An overview of OTUk, ODUk and OPUk overhead is presented in Figures 15-3 and 15-5. An overview of OTUCn, ODUCn 
and OPUCn overhead is presented in Figures 15-4 and 15-6. 

 

Figure 15-3  OTUk frame structure, frame alignment and OTUk overhead 
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Figure 15-4  OTUCn frame structure, frame alignment and OTUCn overhead 
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Figure 15-5  ODUk frame structure, ODUk and OPUk overhead 
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Figure 15-6  ODUCn frame structure, ODUCn and OPUCn overhead 

15.1 Types of overhead 

15.1.1 Optical payload unit overhead (OPU OH) 

OPU OH information is added to the OPU information payload to create an OPU. It includes information to 
support the adaptation of client signals. The OPU OH is terminated where the OPU is assembled and 
disassembled. The specific OH format and coding is defined in clause 15.9. 

15.1.2 Optical data unit overhead (ODU OH) 

ODU OH information is added to the ODU information payload to create an ODU. It includes information for 
maintenance and operational functions to support ODU connections. The ODU OH consists of portions 
dedicated to the end-to-end ODU path and to six levels of tandem connection monitoring. The ODU path 
OH is terminated where the ODU is assembled and disassembled. The TC OH is added and terminated at 
the source and sink of the corresponding tandem connections, respectively. The specific OH format and 
coding is defined in clauses 15.6 and 15.8. 
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15.1.3 Optical transport unit overhead (OTU OH) 

OTU OH information is part of the OTU signal structure. It includes information for operational functions to 
support the transport via one or more OCh connections. The OTU OH is terminated where the OTU signal is 
assembled and disassembled. The specific OH format and coding is defined in clauses 15.6 and 15.7. 

The specific frame structure and coding for the non-standard OTUkV OH is outside the scope of this 
Recommendation. Only the required basic functionality that has to be supported is defined in clause 15.7.3. 

15.1.4 OCh-O 

OCh-O is the non-associated overhead information that accompanies an OCh-P. It includes information for 
maintenance functions to support fault management. The OCh-O is generated or modified at intermediate 
points along the OCh trail. All information elements of the OCh-O are terminated where the OCh-P signal is 
terminated. 

The OCh-O information is defined in clause 15.5. 

15.1.5 OMS-O 

OMS-O is the non-associated overhead information that accompanies an OMS-P. It includes information for 
maintenance and operational functions to support optical multiplex sections. The OMS-O is generated or 
modified at intermediate points along the OMS trail and generated and terminated where the OMS-P signal 
is assembled and disassembled. 

The OMS-O information is defined in clause 15.4. 

15.1.6 OTS-O 

OTS-O is the non-associated overhead information that accompanies an OTS-P. It includes information for 
maintenance and operational functions to support optical transmission sections. The OTS-O is terminated 
where the OTS-P signal is assembled and disassembled. 

The OTS-O information is defined in clause 15.3. 

15.1.7 General management communications overhead (COMMS OH) 

COMMS OH information is added to the information payload to create a MOTUm interface signal. It 
provides general management communication between network elements. The specific frame structure 
and coding for the COMMS OH is outside the scope of this Recommendation. 

15.1.8 OTSiG-O 

OTSiG-O is the non-associated overhead information that accompanies an OTSiG. It includes information 
for maintenance functions to support fault management. The OTSiG-O TSI, TTI, BDI-P and BDI-O are 
generated where the OTSiA signal is assembled and the OCI, FDI-P and FDI-O are modified or generated at 
intermediate points along the OTSiA trail. All information elements of the OTSiG-O are terminated where 
the OTSiA is disassembled.  

The OTSiG-O information is defined in clause 15.5. 

15.2 Trail trace identifier and access point identifier definition 

A trail trace identifier (TTI) is defined as a 64-byte string with the following structure (see Figure 15-7): 

 TTI[0] contains the SAPI[0] character, which is fixed to all-0s. 

 TTI[1] to TTI[15] contain the 15-character source access point identifier (SAPI[1] to SAPI[15]). 

 TTI[16] contains the DAPI[0] character, which is fixed to all-0s. 

 TTI[17] to TTI[31] contain the 15-character destination access point identifier (DAPI[1] to 
DAPI[15]). 

 TTI[32] to TTI[63] are operator specific. 
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Figure 15-7  TTI structure 

The features of access point identifiers (APIs) are: 

– Each access point identifier must be globally unique in its layer network. 

– Where it may be expected that the access point may be required for path set-up across an inter-
operator boundary, the access point identifier must be available to other network operators. 

– The access point identifier should not change while the access point remains in existence. 

– The access point identifier should be able to identify the country and network operator which is 
responsible for routing to and from the access point. 

– The set of all access point identifiers belonging to a single administrative layer network should 
form a single access point identification scheme. 

– The scheme of access point identifiers for each administrative layer network can be independent 
from the scheme in any other administrative layer network. 

It is recommended that the ODUk, OTUk and OTS should each have the access point identification scheme 
based on a tree-like format to aid routing control search algorithms. The access point identifier should be 
globally unambiguous. 

The access point identifier (SAPI, DAPI) shall consist of a three-character international segment and a 
twelve-character national segment (NS) (see Figure 15-8). These characters shall be coded according to 
[ITU-T T.50] (International Reference Alphabet – 7-bit coded character set for information exchange). 
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IS character # NS character # 

1 2 3 4 5 6 7 8 9 10 11 12 13 14 15 

CC ICC UAPC 

CC ICC UAPC 

CC ICC UAPC 

CC ICC UAPC 

CC ICC UAPC 

CC ICC UAPC 

Figure 15-8  Access point identifier structure 

The international segment field provides a three-character ISO 3166 geographic/political country code 
(G/PCC). The country code shall be based on the three-character uppercase alphabetic ISO 3166 country 
code (e.g., USA, FRA). 

The national segment field consists of two subfields: the ITU carrier code (ICC) followed by a unique access 
point code (UAPC). 

The ITU carrier code is a code assigned to a network operator/service provider, maintained by the ITU-T 
Telecommunication Standardization Bureau (TSB) as per [ITU-T M.1400]. This code shall consist of 1-6 left-
justified characters, alphabetic, or leading alphabetic with trailing numeric. 

The unique access point code shall be a matter for the organization to which the country code and ITU 
carrier code have been assigned, provided that uniqueness is guaranteed. This code shall consist of 6-11 
characters, with trailing NUL, completing the 12-character national segment. 

15.3 OTS-O description 

The following OTS-O information elements are defined: 

 OTS-TTI 

 OTS-BDI-P 

 OTS-BDI-O 

 OTS-PMI 

15.3.1 OTS trail trace identifier (TTI) 

The OTS-TTI is defined to transport a 64-byte TTI as specified in clause 15.2 for OTSn section monitoring. 

15.3.2 OTS backward defect indication – Payload (BDI-P) 

For OTS section monitoring, the OTS-BDI-P signal is defined to convey in the upstream direction the OTS-P 
signal fail status detected in the OTS-P termination sink function. 

15.3.3 OTS backward defect indication – Overhead (BDI-O) 

For OTS section monitoring, the OTS-BDI-O signal is defined to convey in the upstream direction the OTS-O 
signal fail status detected in the OTS-O termination sink function. 

15.3.4 OTS payload missing indication (PMI) 

The OTS PMI is a signal sent downstream as an indication that upstream at the source point of the OTS-P 
signal no payload is added, in order to suppress the report of the consequential loss of signal condition.  
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15.4 OMS-O description 

The following OMS-O information elements are defined:  

 OMS-FDI-P 

 OMS-FDI-O 

 OMS-BDI-P 

 OMS-BDI-O 

 OMS-PMI 

 OMS-MSI 

15.4.1 OMS forward defect indication – Payload (FDI-P) 

For OMS section monitoring, the OMSn-FDI-P signal is defined to convey in the downstream direction the 
OMS-P signal status (normal or failed). 

15.4.2 OMS forward defect indication – Overhead (FDI-O) 

For OMS section monitoring, the OMSn-FDI-O signal is defined to convey in the downstream direction the 
OMS-O signal status (normal or failed). 

15.4.3 OMS backward defect indication – Payload (BDI-P) 

For OMS section monitoring, the OMSn-BDI-P signal is defined to convey in the upstream direction the 
OMS-P signal fail status detected in the OMS-P termination sink function. 

15.4.4 OMS backward defect indication – Overhead (BDI-O) 

For OMS section monitoring, the OMSn-BDI-O signal is defined to convey in the upstream direction the 
OMS-O signal fail status detected in the OMS-O termination sink function. 

15.4.5 OMS payload missing indication (PMI) 

The OMS PMI is a signal sent downstream as an indication that upstream at the source point of the OMS-P 
signal none of the frequency slots contain an optical tributary signal, in order to suppress the report of the 
consequential loss of signal condition.  

15.4.6 OMS multiplex structure identifier (MSI) 

The OMS multiplex structure identifier (MSI) signal encodes the OCh-P/OTSiG multiplex structure and 
occupied frequency slots in the OMS-P at the source end point. It is sent downstream to enable detection 
of OCh-P/OTSiG multiplex structure configuration mismatches between sink and source end points.  

The OMS multiplex structure identifier (MSI) signal also encodes the media channel structure which is 
independent of the OCh-P/OTSiG in the OMS-P at the source and sink end points. It is sent downstream to 
enable detection of media channel structure configuration mismatches between sink and source end 
points.  

The OMS MSI is defined for flex grid MOTUm interfaces. Fixed grid MOTUm interfaces may not support the 
OMS MSI. Flex grid MOTUm interfaces designed prior to Edition 5.0 of this Recommendation may not 
support the OMS MSI. 

15.5 OCh-O and OTSiG-O description 

The following OCh-O and OTSiG-O information elements are defined:  

 OCh-FDI-P and OTSiA-FDI-P 

 OCh-FDI-O and OTSiA-FDI-O 

 OCh-OCI and OTSiA-OCI 

 OTSiA-BDI-P 
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 OTSiA-BDI-O 

 OTSiA-TTI 

 OTSiG-TSI 

15.5.1 OCh and OTSiA forward defect indication – Payload (FDI-P) 

For OCh and OTSiA trail monitoring, the OCh-FDI-P or OTSiA-FDI-P signal is defined to convey in the 
downstream direction the OCh-P or OTSiG signal status (normal or failed). 

15.5.2 OCh and OTSiA forward defect indication – Overhead (FDI-O) 

For OCh and OTSiA trail monitoring, the OCh-FDI-O or OTSiA-FDI-O signal is defined to convey in the 
downstream direction the OCh-O or OTSiG-O overhead signal status (normal or failed). 

15.5.3 OCh and OTSiA open connection indication (OCI) 

The OCh and OTSiA OCI is a signal sent downstream as an indication that upstream in a connection function 
the OCh (i.e., OCh-P and OCh-O) or OTSiA (i.e., OTSiG and OTSiG-O) matrix connection is opened as a result 
of a management command. The consequential detection of the OCh or OTSiA loss of signal condition at 
the OCh or OTSiA termination point can now be related to an open matrix. 

15.5.4 OCh-O transport over SOTUm interface 

In the case of a MOTUm interface, the coding and method of OCh-O information transfer is vendor specific. 
For a SOTUm interface, the OCh-O is transferred over the overhead communication network (OCN) as 
described in [ITU-T G.7712]. 

NOTE – A SOTUm interface which transfers OCh-O over an OCN cannot provide fate-sharing of the OCh-O with the 
OCh-P across this interface.  

The OCh FDI-P, FDI-O and OCI Overhead primitives are communicated over the OCN. The specification of 
the encapsulation, identification and transmission of this information is outside the scope of this 
Recommendation and specified in [ITU-T G.7712]. This information must be communicated with the peers 
such that the OCh-O primitives come into sync within one second in the absence of changes to OCh FDI-P, 
FDI-O or OCI. In the event of changes to any OCh-O primitive, the update must be sent within 10 ms of the 
change and with a mechanism to guarantee receipt in the event of packet loss. 

15.5.5 OTSiA backward defect indication – Payload (BDI-P) 

For OTSiA path monitoring, the OTSiA-BDI-P signal is defined to convey in the upstream direction the OTSiG 
signal fail status detected in the OTSiG termination sink function. 

15.5.6 OTSiA backward defect indication – Overhead (BDI-O) 

For OTSiA path monitoring, the OTSiA-BDI-O signal is defined to convey in the upstream direction the 
OTSiG-O signal fail status detected in the OTSiG-O termination sink function. 

15.5.7 OTSiA trail trace identifier (TTI) 

The OTSiA-TTI is defined to transport a 64-byte TTI as specified in clause 15.2 for OTSiA path monitoring. 

15.5.8 OTSiG transmitter structure identifier (TSI) 

The OTSiG-TSI is defined to transport a TSI for monitoring consistent configuration of the OTSiG 
transmitter(s) at source end points and OTSiG receiver(s) at sink end points. 
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15.6 OTU/ODU frame alignment OH description 

15.6.1 OTU/ODU frame alignment overhead location 

The OTU/ODU frame alignment overhead location is shown in Figure 15-9. The OTU/ODU frame alignment 
overhead is applicable for both the OTU and ODU signals. 

The OTUk/ODUk contains one instance of OTU/ODU frame alignment overhead. The OTUCn/ODUCn 
contains n instances of OTU/ODU frame alignment overhead, numbered 1 to n. 

 

Figure 15-9  OTU/ODU frame alignment overhead 

15.6.2 OTU/ODU frame alignment overhead definition 

15.6.2.1 Frame alignment signal (FAS) 

A six byte OTU-FAS signal (see Figure 15-10) is defined in row 1, columns 1 to 6 of the OTU overhead. OA1 is 
"1111 0110". OA2 is "0010 1000". 

The OTUk contains one instance of OTU multi-frame alignment overhead. The OTUCn contains n instances 
of OTU multi-frame alignment overhead, numbered 1 to n. 

 

Figure 15-10  Frame alignment signal overhead structure 

15.6.2.2 Multiframe alignment signal (MFAS) 

Some of the OTU and ODU overhead signals will span multiple OTU/ODU frames. Examples are the TTI and 
TCM-ACT overhead signals. These and other multiframe structured overhead signals require multiframe 
alignment processing to be performed, in addition to the OTU/ODU frame alignment. 

A single multiframe alignment signal (MFAS) byte is defined in row 1, column 7 of the OTU/ODU overhead 
for this purpose (see Figure 15-11). The value of the MFAS byte will be incremented each OTU/ODU frame 
and provides as such a 256-frame multiframe. 

The OTUk contains one instance of OTU multi-frame alignment overhead. The OTUCn contains n instances 
of OTU multi-frame alignment overhead, numbered 1 to n. All n MFAS bytes carry the same 256-frame 
sequence and in each frame all n MFAS bytes carry the same value. 
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Figure 15-11  Multiframe alignment signal overhead 

Individual OTU/ODU overhead signals may use this central multiframe to lock their 2-frame, 4-frame, 8-
frame, 16-frame, 32-frame, etc., multiframes to the principal frame. 

NOTE 1 – The 80-frame OPU4 multiframe cannot be supported. A dedicated 80-frame OPU4 multiframe indicator 
(OMFI) is used instead. 

NOTE 2 – The 20-frame OPUCn multiframe cannot be supported by MFAS. A dedicated 20-frame OPUCn multiframe 
indicator (OMFI) is used instead. 

15.7 OTU OH description 

15.7.1 OTU overhead location 

The OTU overhead location is shown in Figures 15-12 and 15-13. 

The OTUk contains one instance of OTU overhead. The OTUCn contains n instances of OTU overhead, 
numbered 1 to n (OTU OH #1 to OTU OH #n). 

 

 

Figure 15-12  OTU overhead 
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Figure 15-13  OTU section monitoring overhead 

15.7.2 OTU overhead definition 

15.7.2.1 OTU section monitoring (SM) overhead 

One field of OTU section monitoring (SM) overhead is defined in row 1, columns 8 to 10 to support section 
monitoring. 

The OTUk contains one instance of OTU SM overhead. The OTUCn contains n instances of the OTU SM 
overhead, numbered 1 to n (SM #1 to SM #n). 

The SM and SM #1 field contains the following subfields (see Figure 15-13): 

 trail trace identifier (TTI); 

 bit interleaved parity (BIP-8); 

 backward defect indication (BDI); 

 backward error indication and backward incoming alignment error (BEI/BIAE); 

 incoming alignment error (IAE); 

 status bits indicating the presence of an incoming alignment error or a maintenance signal (STAT); 

 bits reserved for future international standardization (RES). 

The SM #2 to #n fields contain the following subfields (see Figure 15-13): 

 bit interleaved parity (BIP-8); 

 backward error indication and backward incoming alignment error (BEI/BIAE); 

 bits reserved for future international standardization (RES). 

15.7.2.1.1  OTU SM trail trace identifier (TTI) 

For section monitoring, a one-byte trail trace identifier (TTI) overhead is defined to transport the 64-byte 
TTI signal specified in clause 15.2 or a discovery message as specified in [ITU-T G.7714.1]. 

The OTUk and OTUCn contain one instance of OTU TTI overhead. 

The 64-byte TTI signal shall be aligned with the OTU multiframe (see clause 15.6.2.2) and transmitted four 
times per multiframe. Byte 0 of the 64-byte TTI signal shall be present at OTU multiframe positions 0000 
0000 (0x00), 0100 0000 (0x40), 1000 0000 (0x80) and 1100 0000 (0xC0). 
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15.7.2.1.2  OTU SM error detection code (BIP-8) 

For section monitoring, a one-byte error detection code signal is defined in the OTU SM overhead. This byte 
provides a bit interleaved parity-8 (BIP-8) code. 

NOTE – The notation BIP-8 refers only to the number of BIP bits and not to the EDC usage (i.e., what quantities are 
counted). For definition of BIP-8 refer to BIP-X definition in [ITU-T G.707]. 

The OTU BIP-8 is computed over the bits in the OPU (columns 15 to 3824) area of OTU frame i, and inserted 
in the OTU BIP-8 overhead location in OTU frame i+2 (see Figure 15-14). 

The OTUk contains one instance of OTU BIP-8 overhead. The OTUCn contains n instances of the OTU BIP-8 
overhead, numbered 1 to n (BIP-8 #1 to BIP-8 #n). 

 

Figure 15-14  OTU SM BIP-8 computation 

15.7.2.1.3  OTU SM backward defect indication (BDI) 

For section monitoring, a single-bit backward defect indication (BDI) signal is defined to convey the signal 
fail status detected in a section termination sink function in the upstream direction. 

BDI is set to "1" to indicate an OTU backward defect indication; otherwise, it is set to "0". 

The OTUk and OTUCn contain one instance of OTU BDI overhead. 

15.7.2.1.4  OTU SM backward error indication and backward incoming alignment error  (BEI/BIAE) 

For section monitoring, a four-bit backward error indication (BEI) and backward incoming alignment error 
(BIAE) signal is defined. This signal is used to convey in the upstream direction the count of interleaved-bit 
blocks that have been detected in error by the corresponding OTU section monitoring sink using the BIP-8 
code. It is also used to convey in the upstream direction an incoming alignment error (IAE) condition that is 
detected in the corresponding OTU section monitoring sink in the IAE overhead. 

During an IAE condition the code "1011" is inserted into the BEI/BIAE field and the error count is ignored. 
Otherwise the error count (0-8) is inserted into the BEI/BIAE field. The remaining six possible values 
represented by these four bits can only result from some unrelated condition and shall be interpreted as 
zero errors (see Table 15-1) and BIAE not active. 
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The OTUk contains one instance of OTU BEI/BIAE overhead. The OTUCn contains n instances of the OTU 
BEI/BIAE overhead, numbered 1 to n (BEI/BIAE #1 to BEI/BIAE #n).  

NOTE – The BIAE indication of an OTUCn is transported n times (ie. in OTUC SM # 1 to SM #n) and detected in OTUC 
SM #1 only. 

Table 15-1  OTU SM BEI/BIAE interpretation 

OTU SM BEI/BIAE 

bits 1 2 3 4 
BIAE BIP violations 

0 0 0 0 false 0 

0 0 0 1 false 1 

0 0 1 0 false 2 

0 0 1 1 false 3 

0 1 0 0 false 4 

0 1 0 1 false 5 

0 1 1 0 false 6 

0 1 1 1 false 7 

1 0 0 0 false 8 

1 0 0 1, 1 0 1 0 false 0 

1 0 1 1 true 0 

1 1 0 0  
to 

1 1 1 1 

false 0 

15.7.2.1.5  OTUk SM incoming alignment error overhead (IAE) 

A single-bit incoming alignment error (IAE) signal is defined to allow the S-CMEP ingress point to inform its 
peer S-CMEP egress point that an alignment error in the incoming signal has been detected. 

IAE is set to "1" to indicate a frame alignment error, otherwise it is set to "0". 

The S-CMEP egress point may use this information to suppress the counting of bit errors, which may occur 
as a result of a frame phase change of the OTUk at the ingress of the section. 

15.7.2.1.6  OTU SM reserved overhead (RES) 

For section monitoring of the OTUk, two bits in the SM overhead are reserved (RES) for future international 
standardization. They are set to "00". 

For section monitoring of the OTUCn, 12 bits in the SM overhead in the OTU frame structures #2 to #n are 
reserved for future international standardization. The value of these bits is set to "0". 

15.7.2.1.7  OTUCn SM status (STAT) 

For section monitoring, three bits are defined as status bits (STAT). They indicate the presence of a 
maintenance signal or if there is an incoming alignment error at the source S-CMEP, (see Table 15-2). 
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Table 15-2  OTUCn SM status interpretation 

SM byte 3 

bits  6 7 8 
Status 

0 0 0 Reserved for future international standardization 

0 0 1 In use without IAE 

0 1 0 In use with IAE 

0 1 1 Reserved for future international standardization 

1 0 0 Reserved for future international standardization 

1 0 1 Reserved for future international standardization 

1 1 0 Reserved for future international standardization 

1 1 1 Maintenance signal: OTUCn-AIS 

A S-CMEP ingress point sets these bits to either "001" to indicate to its peer S-CMEP egress point that there 
is no incoming alignment error (IAE), or to "010" to indicate that there is an incoming alignment error. 

The S-CMEP egress point may use this information to suppress the counting of bit errors, which may occur 
as a result of a frame phase change of the ODUCn at the ingress of the section. 

15.7.2.2 OTU general communication channel 0 (GCC0) 

Two bytes are allocated in the OTU overhead to support a general communications channel or a discovery 
channel as specified in [ITU-T G.7714.1] between OTU termination points.  

This general communication channel is a clear channel and any format specification is outside of the scope 
of this Recommendation. These bytes are located in row 1, columns 11 and 12 of the OTU overhead. 

The OTUk contains one instance of OTU GCC0 overhead. The OTUCn contains n instances of the OTU GCC0 
overhead, numbered 1 to n (GCC0 #1 to GCC0 #n).  

The GCC0 #1 to #n overhead are combined to provide one communication channel as illustrated in Figure 
15-15 with an approximated bandwidth of n × 13.768 Mbit/s. 

NOTE – For vendor specific interfaces it is an option not to combine the GCC0 #1 to #n and instead use only the first 
GCC0 (GCC0 #1) as communication channel with an approximate bandwidth of 13.768 Mbit/s. GCC0 #2 to #n are not 
used. 

 

Figure 15-15 – OTUCn GCC0 transmission order 

15.7.2.3 OTU reserved overhead (RES) 

One byte of the OTU overhead in OTU frame structure #1 is reserved for future international 
standardization. This byte is located in row 1, column 14. This byte is set to all-0s. 

Two bytes of the OTU overhead in OTU frame structures #2 to #n are reserved for future international 
standardization. These bytes are located in the OTU overhead in row 1, columns 13 and 14. These bytes are 
set to all-0s. 
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15.7.2.4 OTU OTN synchronisation message channel (OSMC) 

For synchronisation purposes, one byte is defined in the OTU overhead as an OTN synchronisation message 
channel to transport SSM and PTP messages within SOTU and MOTU interfaces. The OSMC bandwidth is 
listed in Table 15-3.  

The OTUk contains one instance of OTU OSMC overhead.  

NOTE 1 – OTU OSMC is not defined for MOTUm and SOTUm interfaces.  

NOTE 2 – Support of OTU OSMC in a SOTU or MOTU interface is optional. 

NOTE 3 – Equipment designed prior to Edition 5.0 of this Recommendation may not be able to support OTU OSMC via 
their SOTU or MOTU interfaces.  

NOTE 4 – SOTU and MOTU interfaces with vendor specific application identifiers may support an OSMC function. The 
encapsulation of the messages and overhead location are then vendor specific. 

Table 15-3 – OSMC bandwidth 

OTUk OSMC Bandwidth (kbit/s) 

OTU1 163.361 

OTU2 656.203 

OTU3 2,635.932 

OTU4 6,851.101 

The SSM and PTP messages within a SOTU or MOTU interface are encapsulated into GFP-F frames as 
specified into [ITU-T G.7041]. PTP event messages are timestamped and after encapsulation into GFP-F 
frames inserted into the OSMC as specified in clause 15.7.2.4.1. GFP-F encapsulated SSM messages (and 
PTP non-event messages) are inserted into the OSMC at the earliest opportunity. GFP Idle frames may be 
inserted between successive GFP frames.  

The mapping of generic framing procedure (GFP) frames is performed by aligning the byte structure of 
every GFP frame with the byte of the OSMC overhead field. Since the GFP frames are of variable length and 
longer than one byte, a frame crosses the OTUk (k=1,2,3,4) frame boundary. 

15.7.2.4.1  Generation of event message timestamps 

15.7.2.4.1.1 SOTU and MOTU interface event message timestamp point 

The SOTU and MOTU interface message timestamp point [ITU-T G.8260] for a PTP event message 
transported over the OSMC shall be the X-frame multiframe event preceding the beginning of the GFP 
frame in which the PTP event message is carried. See Figure 15-16. Since the GFP frames may be longer 
than X-4 bytes, a frame may cross the X-frame multiframe boundary. The X-frame multiframe contains 
frames numbered 0, 1, .., X-1.  

15.7.2.4.1.2 Event timestamp generation 

All PTP event messages are timestamped on egress and ingress SOTU and MOTU interfaces. The timestamp 
shall be the time at which the event message timestamp point passes the reference plane [ITU-T G.8260] 
marking the boundary between the PTP node (i.e., OTN node) and the network. 

OTUk 

Event message timestamps are generated every X-frame multiframe period at the OTUk Access Point. X is 
64 for k = 1 and 256 for k = 2,3,4. 

The first byte of a GFP(PTP event message) frame is inserted into the OTUk OSMC between 4 and X-1 
frames after the X-frame multiframe boundary.  

NOTE 1 – The first byte of a GFP(PTP event message) frame is not inserted into the OTUk OSMC in frame 0…3 of the 
 X-frame multiframe. 
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Figure 15-16 – Timing diagram example for OTUk 

NOTE 3 – This time synchronization over SOTU and MOTU interface implementation does not generate event message 
timestamps using a point other than the message timestamp point [ITU-T G.8260].  

In this time synchronization over SOTU and MOTU interface implementation, the timestamps are 
generated at a point removed from the reference plane. Furthermore, the time offset from the reference 
plane is likely to be different for inbound and outbound event messages. To meet the requirement of this 
subclause, the generated timestamps should be corrected for these offsets. Figure 19 in [b-IEEE 1588] 
illustrates these offsets. Based on this model, the appropriate corrections are as follows: 

 <egressTimestamp> = <egressMeasuredTimestamp> + egressLatency 

 <ingressTimestamp> = <ingressMeasuredTimestamp> ─ ingressLatency 

where the actual timestamps <egressTimestamp> and <ingressTimestamp> measured at the reference 
plane are computed from the detected, i.e., measured, timestamps by their respective latencies. Failure to 
make these corrections results in a time offset between the slave and master clocks. 

15.7.3 OTUkV overhead 

The functionally standardized OTUkV frame should support, as a minimum capability, section monitoring 
functionality comparable to the OTUk section monitoring (see clause 15.7.2.1) with a trail trace identifier as 
specified in clause 15.2. Further specification of this overhead is outside the scope of this 
Recommendation. 

15.8 ODU OH description 

15.8.1 ODU OH location 

The ODU overhead location is shown in Figures 15-17, 15-18 and 15-19. 

The ODUk contains one instance of ODU overhead. The ODUCn contains n instances of ODU overhead, 
numbered 1 to n (ODU OH #1 to ODU OH #n). 
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Figure 15-17  ODU overhead 

 

Figure 15-18  ODU path monitoring overhead 

 

Figure 15-19  ODU tandem connection monitoring #i overhead 
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15.8.2 ODU OH definition 

15.8.2.1 ODU path monitoring (PM) overhead 

One field of an ODU path monitoring overhead (PM) is defined in row 3, columns 10 to 12 to support path 
monitoring and one additional bit of path monitoring is defined in row 2, column 3, bit 7.  

The ODUk contains one instance of ODU PM overhead. The ODUCn contains n instances of the ODU PM 
overhead, numbered 1 to n (PM #1 to PM #n). 

The PM and PM #1 field contains the following subfields (see Figure 15-18): 

 trail trace identifier (TTI); 

 bit interleaved parity (BIP-8); 

 backward defect indication (BDI); 

 backward error indication (BEI); 

 status bits indicating the presence of a maintenance signal (STAT). 

The PM #2 to #n fields contains the following subfields (see Figure 15-18): 

 bit interleaved parity (BIP-8) 

 backward error indication (BEI) 

 reserved (RES). 

The PM&TCM field contains the following PM subfield (see Figure 15-18): 

 path delay measurement (DMp). 

For the case of ODUk, the content of the PM field, except the STAT subfield, will be undefined (pattern will 
be all-1s, 0110 0110 or 0101 0101 repeating) during the presence of a maintenance signal (e.g., ODU-AIS, 
ODU-OCI, ODU-LCK). The content of the PM&TCM field will be undefined (pattern will be all-1s, 0110 0110 
or 0101 0101 repeating) during the presence of a maintenance signal. Refer to clause 16.5. 

For the case of ODUCn, the content of the PM field, except the STAT subfield, will be undefined (pattern 
will be all-1s or 0101 0101 repeating) during the presence of a maintenance signal (e.g., ODUCn-AIS, 
ODUCn-LCK). Refer to clause 16.5. 

15.8.2.1.1  ODU PM trail trace identifier (TTI) 

For path monitoring, a one-byte trail trace identifier (TTI) overhead is defined to transport the 64-byte TTI 
signal specified in clause 15.2 or a discovery message as specified in [ITU-T G.7714.1]. 

The ODUk and ODUCn contain one instance of ODU PM TTI overhead. 

The 64-byte TTI signal shall be aligned with the ODU multiframe (see clause 15.6.2.2) and transmitted four 
times per multiframe. Byte 0 of the 64-byte TTI signal shall be present at ODU multiframe positions 0000 
0000 (0x00), 0100 0000 (0x40), 1000 0000 (0x80) and 1100 0000 (0xC0). 

15.8.2.1.2  ODU PM error detection code (BIP-8) 

For path monitoring, a one-byte error detection code signal is defined in the ODU PM overhead. This byte 
provides a bit interleaved parity-8 (BIP-8) code. 

NOTE  The notation BIP-8 refers only to the number of BIP bits and not to the EDC usage (i.e., what quantities are 
counted). For definition of BIP-8, refer to the BIP-X definition in [ITU-T G.707]. 

Each ODU BIP-8 is computed over the bits in the OPU (columns 15 to 3824) area of ODU frame i, and 
inserted in the ODU PM BIP-8 overhead location in the ODU frame i+2 (see Figure 15-20). 

The ODUk contains one instance of ODU PM BIP-8 overhead. The ODUCn contains n instances of the ODU 
PM BIP-8 overhead, numbered 1 to n (BIP-8 #1 to BIP-8 #n). 
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Figure 15-20  ODU PM BIP-8 computation 

15.8.2.1.3  ODU PM backward defect indication (BDI) 

For path monitoring, a single-bit backward defect indication (BDI) signal is defined to convey the signal fail 
status detected in a path termination sink function in the upstream direction. 

BDI is set to "1" to indicate an ODU backward defect indication, otherwise it is set to "0". 

The ODUk and ODUCn contain one instance of ODU PM BDI overhead. 

15.8.2.1.4  ODU PM backward error indication (BEI) 

For path monitoring, a four-bit backward error indication (BEI) signal is defined to convey in the upstream 
direction the count of interleaved-bit blocks that have been detected in error by the corresponding ODU 
path monitoring sink using the BIP-8 code. This count has nine legal values, namely 0-8 errors. The 
remaining seven possible values represented by these four bits can only result from some unrelated 
condition and shall be interpreted as zero errors (see Table 15-2). 

The ODUk contains one instance of ODU PM BEI overhead. The ODUCn contains n instances of the ODU PM 
BEI overhead, numbered 1 to n (BEI #1 to BEI #n). 
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Table 15-4  ODU PM BEI interpretation 

ODU PM BEI 

bits     1 2 3 4 
BIP violations 

0 0 0 0 0 

0 0 0 1 1 

0 0 1 0 2 

0 0 1 1 3 

0 1 0 0 4 

0 1 0 1 5 

0 1 1 0 6 

0 1 1 1 7 

1 0 0 0 8 

1 0 0 1 

to 

1 1 1 1 

0 

15.8.2.1.5  ODU PM status (STAT) 

For path monitoring, three bits are defined as status bits (STAT). They indicate the presence of a 
maintenance signal (see Table 15-3).  

A P-CMEP sets these bits to "001". 

The ODUk and ODUCn contain one instance of ODU PM STAT overhead. 

Table 15-5  ODU PM status interpretation 

PM byte 3 

bits      6 7 8 
Status 

0 0 0 Reserved for future international standardization 

0 0 1 Normal path signal 

0 1 0 Reserved for future international standardization 

0 1 1 Reserved for future international standardization 

1 0 0 Reserved for future international standardization 

1 0 1 Maintenance signal: ODU-LCK 

1 1 0 
ODUk: Maintenance signal: ODU-OCI 

ODUCn: Reserved for future international standardization 

1 1 1 Maintenance signal: ODU-AIS 

15.8.2.1.6  ODU PM delay measurement (DMp) 

For ODU path monitoring, a one-bit path delay measurement (DMp) signal is defined to convey the start of 
the delay measurement test. 

The ODUk and ODUCn contain one instance of ODU PM DMp overhead. 

The DMp signal consists of a constant value (0 or 1) that is inverted at the beginning of a two-way delay 

measurement test. The transition from 01 in the sequence …0000011111…, or the transition from 10 
in the sequence …1111100000… represents the path delay measurement start point. The new value of the 
DMp signal is maintained until the start of the next delay measurement test.  
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This DMp signal is inserted by the DMp originating P-CMEP and sent to the far-end P-CMEP. This far-end P-
CMEP loops back the DMp signal towards the originating P-CMEP. The originating P-CMEP measures the 
number of frame periods between the moment the DMp signal value is inverted and the moment this 
inverted DMp signal value is received back from the far-end P-CMEP. The receiver should apply a 
persistency check on the received DMp signal to be tolerant for bit errors emulating the start of delay 
measurement indication. The additional frames that are used for such persistency checking should not be 
added to the delay frame count. The looping P-CMEP should loop back each received DMp bit within 
approximately 100 µs.  

Refer to [ITU-T G.798] for the specific path delay measurement process specifications.  

NOTE 1 – Path delay measurements can be performed on-demand, to provide the momentary two-way transfer delay 
status, and pro-active, to provide 15-minute and 24-hour two-way transfer delay performance management 
snapshots. 

NOTE 2 – Equipment designed according to the 2008 or earlier versions of this Recommendation may not be capable 
of supporting this path delay monitoring. For such equipment, the DMp bit is a bit reserved for future international 
standardization and set to zero. 

NOTE 3 – This process measures a round trip delay. The one way delay may not be half of the round trip delay in the 
case where the transmit and receive directions of the ODU network connection are of unequal lengths (e.g., in 
networks deploying unidirectional protection switching). 

15.8.2.1.7  ODU PM reserved overhead (RES) 

For path monitoring of the OTUCn, 12 bits in the PM overhead in the ODU OH #2 to #n are reserved for 
future international standardization. The value of these bits is set to "0". 

The ODUk contains no ODU PM RES overhead. The ODUCn contains n-1 instances of the ODU PM RES 
overhead. 

15.8.2.2 ODU tandem connection monitoring (TCM) overhead 

Six fields of an ODU tandem connection monitoring (TCM) overhead are defined in row 2, columns 5 to 13 
and row 3, columns 1 to 9 of the ODU overhead; and six additional bits of tandem connection monitoring 
are defined in row 2, column 3, bits 1 to 6.  

TCM supports monitoring of ODUk connections for one or more of the following network applications 
(refer to [ITU-T G.805], [ITU-T G.872], [ITU-T G.873.2] and [ITU-T G.7714.1]): 

 optical UNI-to-UNI tandem connection monitoring; monitoring the ODU connection through the 
public transport network (from public network ingress network termination to egress network 
termination); 

 optical NNI-to-NNI tandem connection monitoring; monitoring the ODU connection through the 
network of a network operator (from operator network ingress network termination to egress 
network termination); 

 sublayer monitoring for linear 1+1, 1:1 and 1:n ODUk subnetwork connection protection switching, 
to determine the signal fail and signal degrade conditions; 

 sublayer monitoring for ODUk shared ring protection (SRP-1) protection switching as specified in 
[ITU-T G.873.2], to determine the signal fail and signal degrade conditions; 

 sublayer monitoring for ODUk connection passing through two or more concatenated ODUk link 
connections (supported by back-to-back OTU trails), to provide a discovery message channel as 
specified in [ITU-T G.7714.1]; 

 monitoring an ODUk tandem connection for the purpose of detecting a signal fail or signal degrade 
condition in a switched ODUk connection, to initiate automatic restoration of the connection 
during fault and error conditions in the network; 

 monitoring an ODUk tandem connection for, e.g., fault localization or verification of delivered 
quality of service. 
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TCM supports monitoring of segments of ODUCn connections which span multiple OTSiA subnetworks. The 
ODUCn TC-CMEP are located on OTUCn SOTU and MOTU interface ports at the edge of OTSiA subnetworks 
and/or on OTUCn SOTUm and MOTUm interface ports in ODUCn terminating nodes (e.g., in ODUk cross 
connects). 

The six TCM fields are numbered TCM1, TCM2, ..., TCM6. 

The ODUk contains one instance of ODU TCM1 to TCM6 overhead. The ODUCn contains n instances of the 
ODU TCM1 to TCM6 overhead, numbered 1 to n (TCMi #1 to TCMi #n). 

Each TCMi and TCMi #1 field contains the following subfields (see Figure 15-19):  

 trail trace identifier (TTI); 

 bit interleaved parity 8 (BIP-8); 

 backward defect indication (BDI); 

 backward error indication and backward incoming alignment error (BEI/BIAE); 

 status bits indicating the presence of a TCM overhead, incoming alignment error, or a 
maintenance signal (STAT). 

Each TCMi #2 to #n field contains the following subfields (see Figure 15-19):  

 bit interleaved parity 8 (BIP-8); 

 backward error indication and backward incoming alignment error (BEI/BIAE); 

 reserved (RES). 

The PMandTCM field contains the following TCM subfields (see Figure 15-19): 

 tandem connection delay measurement (DMti, i=1 to 6). 

For the case of ODUk, the content of the TCM fields, except the STAT subfield, will be undefined (pattern 
will be all-1s, 0110 0110 or 0101 0101 repeating) during the presence of a maintenance signal (e.g., ODUk-
AIS, ODUk-OCI, ODUk-LCK). The content of the PM&TCM field will be undefined (pattern will be all-1s, 0110 
0110 or 0101 0101 repeating) during the presence of a maintenance signal. Refer to clause 16.5. 

For the case of ODUCn, the content of the TCM field groups, except the STAT subfield, will be undefined 
(pattern will be all-1s or 0101 0101 repeating) during the presence of a maintenance signal (e.g., ODUCn-
AIS, ODUCn-LCK). The content of the PMand TCM field will be undefined (pattern will be all-1s or 0101 0101 
repeating) during the presence of a maintenance signal. Refer to clause 6.5. 

A TCM field and PM&TCM bit is assigned to a monitored connection as described in clause 15.8.2.2.6. The 
number of monitored connections along an ODU trail may vary between 0 and 6. These monitored 
connections may be nested, cascaded or both. Nesting and cascading are the default operational 
configurations. Overlapping is an additional configuration for testing purposes only. Overlapped monitored 
connections must be operated in a non-intrusive mode in which the maintenance signals ODU-AIS and 
ODU-LCK are not generated. For the case where one of the endpoints in an overlapping monitored 
connection is located inside an SNC protected domain while the other endpoint is located outside the 
protected domain, the SNC protection should be forced to working when the endpoint of the overlapping 
monitored connection is located on the working connection, and forced to protection when the endpoint is 
located on the protection connection.  

Nesting and cascading configurations are shown in Figure 15-21. Monitored connections A1-A2/B1-B2/C1-
C2 and A1-A2/B3-B4 are nested, while B1-B2/B3-B4 are cascaded. Overlapping is shown in Figure 15-22 
(B1-B2 and C1-C2). 
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Figure 15-21  Example of nested and cascaded ODU monitored connections 

 

Figure 15-22  Example of overlapping ODU monitored connections 

15.8.2.2.1  ODU TCM trail trace identifier (TTI) 

For each tandem connection monitoring field, one byte of overhead is allocated for the transport of the 64-
byte trail trace identifier (TTI) specified in clause 15.2 or a discovery message as specified in  
[ITU-T G.7714.1] for TCM6. 

The ODUk and ODUCn contain one instance of ODU TTI overhead. 

The 64-byte TTI signal shall be aligned with the ODU multiframe (see clause 15.6.2.2) and transmitted four 
times per multiframe. Byte 0 of the 64-byte TTI signal shall be present at ODU multiframe positions 0000 
0000 (0x00), 0100 0000 (0x40), 1000 0000 (0x80) and 1100 0000 (0xC0). 
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15.8.2.2.2  ODU TCM error detection code (BIP-8) 

For each tandem connection monitoring field, a one-byte error detection code signal is defined in the ODU 
TCMi overhead. This byte provides a bit interleaved parity-8 (BIP-8) code. 

NOTE – The notation BIP-8 refers only to the number of BIP bits, and not to the EDC usage (i.e., what quantities are 
counted). For definition of BIP-8 refer to the BIP-X definition in [ITU-T G.707]. 

Each ODU TCM BIP-8 is computed over the bits in the OPU (columns 15 to 3824) area of ODU frame i, and 
inserted in the ODU TCM BIP-8 overhead location (associated with the tandem connection monitoring 
level) in ODU frame i+2 (see Figure 15-23). 

The ODUk contains one instance of ODU TCMi BIP-8 overhead. The ODUCn contains n instances of the ODU 
TCMi BIP-8 overhead, numbered 1 to n (BIP-8 #1 to BIP-8 #n). 

 

Figure 15-23  ODU TCM BIP-8 computation 

15.8.2.2.3  ODU TCM backward defect indication (BDI) 

For each tandem connection monitoring field, a single-bit backward defect indication (BDI) signal is defined 
to convey the signal fail status detected in a tandem connection termination sink function in the upstream 
direction. 

BDI is set to "1" to indicate an ODUk backward defect indication; otherwise, it is set to "0". 

The ODUk and ODUCn contain one instance of ODU TCMi BDI overhead. 

15.8.2.2.4  ODU TCM backward error indication (BEI) and backward incoming alignment  error 
(BIAE) 

For each tandem connection monitoring field, a 4-bit backward error indication (BEI) and backward 
incoming alignment error (BIAE) signal is defined. This signal is used to convey in the upstream direction the 
count of interleaved-bit blocks that have been detected as being in error by the corresponding ODU 
tandem connection monitoring sink using the BIP-8 code. It is also used to convey in the upstream direction 
an incoming alignment error (IAE) condition that is detected in the corresponding ODU tandem connection 
monitoring sink in the IAE overhead. 
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During an IAE condition the code "1011" is inserted into the BEI/BIAE field and the error count is ignored. 
Otherwise the error count (0-8) is inserted into the BEI/BIAE field. The remaining six possible values 
represented by these four bits can only result from some unrelated condition and shall be interpreted as 
zero errors (see Table 15-4) and BIAE not active. 

The ODUk contains one instance of ODU TCM BEI/BIAE overhead. The ODUCn contains n instances of the 
ODU TCMi BEI/BIAE overhead, numbered 1 to n (BEI/BIAE #1 to BEI/BIAE #n). 

Table 15-6  ODU TCM BEI/BIAE interpretation 

ODUk TCM BEI/BIAE 

bits     1 2 3 4 
BIAE BIP violations 

0 0 0 0 false 0 

0 0 0 1 false 1 

0 0 1 0 false 2 

0 0 1 1 false 3 

0 1 0 0 false 4 

0 1 0 1 false 5 

0 1 1 0 false 6 

0 1 1 1 false 7 

1 0 0 0 false 8 

1 0 0 1, 1 0 1 0 false 0 

1 0 1 1 true 0 

1 1 0 0 to 1 1 1 1 false 0 

15.8.2.2.5  ODU TCM status (STAT) 

For each tandem connection monitoring field, three bits are defined as status bits (STAT). They indicate the 
presence of a maintenance signal, if there is an incoming alignment error at the source TC-CMEP, or if there 
is no source TC-CMEP active (see Table 15-7). 

The ODUk and ODUCn contain one instance of ODU TCM STAT overhead. 

Table 15-7  ODU TCM status interpretation 

TCM byte 3 

bits      6 7 8 
Status 

0 0 0 No source TC 

0 0 1 In use without IAE 

0 1 0 In use with IAE 

0 1 1 Reserved for future international standardization 

1 0 0 Reserved for future international standardization 

1 0 1 Maintenance signal: ODU-LCK 

1 1 0 
ODUk: Maintenance signal: ODUk-OCI 

ODUCn: Reserved for future international standardization 

1 1 1 Maintenance signal: ODU-AIS 
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A P-CMEP sets these bits to "000". 

A TC-CMEP ingress point sets these bits to either "001" to indicate to its peer TC-CMEP egress point that 
there is no incoming alignment error (IAE), or to "010" to indicate that there is an incoming alignment 
error. 

The TC-CMEP egress point may use this information to suppress the counting of bit errors, which may occur 
as a result of a frame phase change of the ODU at the ingress of the tandem connection. 

15.8.2.2.6  TCM overhead field assignment 

Each TC-CMEP will be inserting/extracting its TCM overhead from one of the 6 TCMi overhead fields and 
one of the 6 DMti fields. The specific TCMi/DMti overhead field is provisioned by the network operator, 
network management system or switching control plane. 

At a domain interface, it is possible to provision the maximum number (0 to 6) of tandem connection levels 
which will be passed through the domain. The default is three. These tandem connections should use the 
lower TCMi/DMti overhead fields TCM1/DMt1...TCMMAX/DMtMAX. Overhead in TCM/DMt fields beyond the 
maximum (TCMmax+1/DMtmax+1 and above) may/will be overwritten in the domain. 

The TCM6 overhead field is assigned to monitor an ODUk connection which is supported by two or more 
concatenated ODUk link connections (supported by back-to-back OTUk trails). [ITU-T G.7714.1] specifies a 
discovery application which uses the TCM6 TTI SAPI field as discovery message channel. [ITU-T G.873.2] 
specifies an ODUk SRP-1 protection application which uses the TCM6 field to monitor the 
status/performance of the ODUk connection between two adjacent ODUk SRP-1 nodes. 

Example 

For the case of an ODUk leased circuit, the user may have been assigned one level of TCM, the service 
provider one level of TCM and each network operator (having a contract with the service provider) four 
levels of TCM. For the case where a network operator subcontracts part of its ODUk connection to another 
network operator, these four levels are to be split; e.g., two levels for the subcontracting operator. 

This would result in the following TCM OH allocation: 

– User: TCM1/DMt1 overhead field between the two user subnetworks, and 
TCM1/DMt1..TCM6/DMt6 within its own subnetwork; 

– Service provider (SP): TCM2/DMt2 overhead field between two UNIs; 

– Network operators NO1, NO2, NO3 having contract with service provider: TCM3/DMt3, 
TCM4/DMt4, TCM5/DMt5, TCM6/DMt6. Note that NO2 (which is subcontracting) cannot use 
TCM5/DMt5 and TCM6/DMt6 in the connection through the domain of NO4; 

– NO4 (having subcontract with NO2): TCM5/DMt5, TCM6/DMt6. 

See Figure 15-24. 

 

Figure 15-24 – Example of TCM overhead field assignment 
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15.8.2.2.7  Blank clause 

This clause is intentionally left blank. 

15.8.2.2.8  ODU TCM delay measurement (DMti, i=1 to 6) 

For ODU tandem connection monitoring, a one-bit tandem connection delay measurement (DMti) signal is 
defined to convey the start of the delay measurement test. 

The ODUk and ODUCn contain one instance of ODU TCM DMti overhead. 

The DMti signal consists of a constant value (0 or 1) that is inverted at the beginning of a two-way delay 

measurement test. The transition from 01 in the sequence …0000011111…, or the transition from 10 
in the sequence …1111100000… represents the path delay measurement start point. The new value of the 
DMti signal is maintained until the start of the next delay measurement test.  

This DMti signal is inserted by the DMti originating TC-CMEP and sent to the far-end TC-CMEP. This far-end 
TC-CMEP loops back the DMti signal towards the originating TC-CMEP. The originating TC-CMEP measures 
the number of frame periods between the moment the DMti signal value is inverted and the moment this 
inverted DMti signal value is received back from the far-end TC-CMEP. The receiver should apply a 
persistency check on the received DMti signal to be tolerant for bit errors emulating the start of delay 
measurement indication. The additional frames that are used for such persistency checking should not be 
added to the delay frame count. The looping TC-CMEP should loop back each received DMti bit within 
approximately 100 µs.  

Refer to [ITU-T G.798] for the specific tandem connection delay measurement process specifications. 

NOTE 1 – Tandem connection delay measurements can be performed on-demand, to provide the momentary two-
way transfer delay status, and pro-active, to provide 15-minute and 24-hour two-way transfer delay performance 
management snapshots.  

NOTE 2 – Equipment designed according to the 2008 or earlier versions of this Recommendation may not be capable 
of supporting this tandem connection delay monitoring. For such equipment, the DMti bit is a bit reserved for future 
international standardization. 

NOTE 3 – This process measures a round trip delay. The one way delay may not be half of the round trip delay in the 
case where the transmit and receive directions of the ODUk tandem connection are of unequal lengths (e.g., in 
networks deploying unidirectional protection switching).  

15.8.2.2.9  ODU TCM reserved overhead (RES) 

For tandem connection monitoring, 12 bits in the TCMi overhead are reserved for future international 
standardization in TCMi OH #2 to #n. The value of these bits is set to "0". 

The ODUk contains no ODU TCMi RES overhead. The ODUCn contains n-1 instances of the ODU TCMi RES 
overhead. 

15.8.2.3 ODU general communication channels (GCC1, GCC2) 

Two fields of two bytes are allocated in the ODU overhead to support two general communications 
channels or two discovery channels as specified in [ITU-T G.7714.1] between any two network elements 
with access to the ODU frame structure (i.e., at 3R regeneration points).  

These general communication channels are clear channels and any format specification is outside of the 
scope of this Recommendation. The bytes for GCC1 are located in row 4, columns 1 and 2, and the bytes for 
GCC2 are located in row 4, columns 3 and 4 of the ODU overhead. 

The ODUk contains one instance of ODU GCC1, GCC2 overhead. The ODUCn contains n instances of the 
ODU GCC1, GCC2 overhead, numbered 1 to n (GCC1 #1 to GCC1 #n, GCC2 #1 to GCC2 #n).  

The GCC1 #1 to #n overhead are combined to provide one communication channel as illustrated in Figure 
15-25 with an approximated bandwidth of n × 13.768 Mbit/s.  

The GCC2 #1 to #n overhead are combined to provide another communication channel as illustrated in 
Figure 15-25 with an approximated bandwidth of n × 13.768 Mbit/s. 
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The GCC1 #1 to #n plus GCC2 #1 to #n overhead may be combined to provide one communication channel 
as illustrated in Figure 15-25 with an approximated bandwidth of n × 27.525 Mbit/s. 

 

Figure 15-25 – OTUCn GCC1, GCC2 and GCC1+2 transmission order 

15.8.2.4 ODU automatic protection switching and protection communication channel (APS/PCC) 

A four-byte ODU-APS/PCC signal is defined in row 4, columns 5 to 8 of the ODU overhead. Up to eight levels 
of nested APS/PCC signals may be present in this field.  

The ODUk and ODUCn contain one instance of ODU APS/PCC overhead. 

For ODUk, the APS/PCC bytes in a given frame are assigned to a dedicated connection monitoring level 
depending on the value of MFAS as follows: 

Table 15-8  Multiframe to allow separate APS/PCC for each monitoring level 

MFAS 

bits 6 7 8 

APS/PCC channel applies to 
connection monitoring level 

Protection scheme using the 
APS/PCC channel (Note 1) 

0 0 0 ODUk Path ODUk SNC/Ne, ODUj CL-SNCG/I, Client SNC/I, ODU 
SRP-p 

0 0 1 ODUk TCM1 ODUk SNC/S, ODUk SNC/Ns 

0 1 0 ODUk TCM2 ODUk SNC/S, ODUk SNC/Ns 

0 1 1 ODUk TCM3 ODUk SNC/S, ODUk SNC/Ns 

1 0 0 ODUk TCM4 ODUk SNC/S, ODUk SNC/Ns 

1 0 1 ODUk TCM5 ODUk SNC/S, ODUk SNC/Ns 

1 1 0 ODUk TCM6 ODUk SNC/S, ODUk SNC/Ns, ODU SRP-1 

1 1 1 ODUk server layer trail (Note 2) ODUk SNC/I 

NOTE 1 – An APS channel may be used by more than one protection scheme and/or protection scheme instance. In case of 
nested protection schemes, care should be taken when an ODUk protection is to be set up in order not to interfere with the APS 
channel usage of another ODUk protection on the same connection monitoring level, e.g., protection can only be activated if 
that APS channel of the level is not already being used.  

NOTE 2 – Examples of ODUk server layer trails are an OTUk or a server ODUk (e.g., an ODU3 transporting an ODU1). 

For ODUCn, the APS/PCC signal is used to support coordination of the end points in linear (ODUk CL-
SNCG/I) and ring (ODUk SRP) protection applications. 

For linear protection schemes, the bit assignments for these bytes and the bit-oriented protocol are given 
in [ITU-T G.873.1]. Bit assignment and byte-oriented protocol for ring protection schemes are given in  
[ITU-T G.873.2]. 
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15.8.2.5 Blank clause 

This clause is intentionally left blank. 

15.8.2.6 ODU experimental overhead (EXP) 

Four bytes are allocated in the ODU overhead for experimental use. These bytes are located in row 2, 
columns 4 and 14 and row 3, columns 13 and 14 of the ODU overhead. 

The ODUk contains one instance of ODU EXP overhead. The ODUCn contains n instances of the ODU EXP 
overhead, numbered 1 to n (EXP #1 to EXP #n). 

The use of these bytes is not subject to standardization and outside the scope of this Recommendation. 

An experimental overhead is provided in the ODU OH to allow a vendor and/or a network operator within 
their own (sub)network to support an application, which requires an additional ODU overhead. 

There is no requirement to forward the EXP overhead beyond the (sub)network; i.e., the operational span 
of the EXP overhead is limited to the (sub)network with the vendor's equipment, or the network of the 
operator. 

15.8.2.7 ODU reserved overhead (RES) 

For the case of an ODUk, eight bytes and one bit are reserved in the ODU overhead for future international 
standardization. These bytes are located in row 2, columns 1 to 2 and row 4, columns 9 to 14 of the ODU 
overhead. The bit is located in row 2, column 3, bit 8 of the ODU overhead. These bytes are set to all-0s. 

For the case of an ODUCn, eigth bytes and one bit in the ODU OH #1 and thirteen bytes in the ODU OH #2 
to #n are reserved for future international standardization. These bytes are located in row 2, columns 1 to 2 
and row 4, columns 9 to 14 of the ODU OH #1 and in row 2, columns 1 to 3 and row 4, columns 5 to 14 of 
the ODU OH #2 to #n. The bit is located in row 2, column 3, bit 8 of the ODU OH #1. These bytes and bit are 
set to all-0s. 

15.9 OPU OH description 

15.9.1 OPU OH location 

The OPU overhead consists of: payload structure identifier (PSI) including the payload type (PT), the 
overhead associated with concatenation, the overhead associated with the mapping of client signals into 
the OPU payload and the overhead associated with the hitless adjustment of ODUflex client signals. The 
OPU PSI and PT overhead locations are shown in Figure 15-26. 

The OPUk contains one instance of OPU overhead. The OPUCn contains n instances of OPU overhead, 
numbered 1 to n (OPU OH #1 to #n). 



Transport aspects  2 
 

1151 

 

Figure 15-26  OPU overhead 

15.9.2 OPU OH definition 

15.9.2.1 OPU payload structure identifier (PSI) 

One byte is allocated in the OPU overhead to transport a 256-byte payload structure identifier (PSI) signal. 
The byte is located in row 4, column 15 of the OPU overhead. 

The OPUk contains one instance of OPU PSI overhead. The OPUCn contains n instances of the OPU PSI 
overhead, numbered 1 to n (PSI #1 to PSI #n). 

The 256-byte PSI signal is aligned with the ODU multiframe (i.e., PSI[0] is present at ODU multiframe 
position 0000 0000, PSI[1] at position 0000 0001, PSI[2] at position 0000 0010, etc.). 

PSI[0] contains a one-byte payload type or is reserved for future international standardization. PSI[1] to 
PSI[255] are mapping and concatenation specific, except for PT 0x01 (experimental mapping) and PTs 80-
0x8F (for proprietary use). 

15.9.2.1.1  OPU payload type (PT) 

A one-byte payload type signal is defined in the PSI[0] byte of the payload structure identifier to indicate 
the composition of the OPU signal. The code points are defined in Table 15-9. 

The OPUk and OPUCn contain one instance of OPU PT overhead. 
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Table 15-9  Payload type code points 

MSB 
1 2 3 4 

LSB 
5 6 7 8 

Hex code 
(Note 1) 

Interpretation 

0 0 0 0 0 0 0 1 01 Experimental mapping (Note 3) 

0 0 0 0 0 0 1 0 02 Asynchronous CBR mapping, see clause 17.2 

0 0 0 0 0 0 1 1 03 Bit-synchronous CBR mapping, see clause 17.2 

0 0 0 0 0 1 0 0 04 Not available (Note 2) 

0 0 0 0 0 1 0 1 05 GFP mapping, see clause 17.4 

0 0 0 0 0 1 1 0 06 Not available (Note 2) 

0 0 0 0 0 1 1 1 07 PCS codeword transparent Ethernet mapping: 

1000BASE-X into OPU0, see clauses 17.7.1 and 17.7.1.1 

40GBASE-R into OPU3, see clauses 17.7.4 and 17.7.4.1 

100GBASE-R into OPU4, see clauses 17.7.5 and 17.7.5.1 

0 0 0 0 1 0 0 0 08 FC-1200 into OPU2e mapping, see clause 17.8.2 

0 0 0 0 1 0 0 1 09 GFP mapping into extended OPU2 payload, see clause 17.4.1 (Note 
5) 

0 0 0 0 1 0 1 0 0A STM-1 mapping into OPU0, see clause 17.7.1 

0 0 0 0 1 0 1 1 0B STM-4 mapping into OPU0, see clause 17.7.1 

0 0 0 0 1 1 0 0 0C FC-100 mapping into OPU0, see clause 17.7.1 

0 0 0 0 1 1 0 1 0D FC-200 mapping into OPU1, see clause 17.7.2 

0 0 0 0 1 1 1 0 0E FC-400 mapping into OPUflex, see clause 17.9 

0 0 0 0 1 1 1 1 0F FC-800 mapping into OPUflex, see clause 17.9 

0 0 0 1 0 0 0 0 10 Bit stream with octet timing mapping, see clause 17.6.1 

0 0 0 1 0 0 0 1 11 Bit stream without octet timing mapping, see clause 17.6.2 

0 0 0 1 0 0 1 0 12 IB SDR mapping into OPUflex, see clause 17.9 

0 0 0 1 0 0 1 1 13 IB DDR mapping into OPUflex, see clause 17.9 

0 0 0 1 0 1 0 0 14 IB QDR mapping into OPUflex, see clause 17.9 

0 0 0 1 0 1 0 1 15 SDI mapping into OPU0, see clause 17.7.1 

0 0 0 1 0 1 1 0 16 (1.485/1.001) Gbit/s SDI mapping into OPU1, see clause 17.7.2 

0 0 0 1 0 1 1 1 17 1.485 Gbit/s SDI mapping into OPU1, see clause 17.7.2 

0 0 0 1 1 0 0 0 18 (2.970/1.001) Gbit/s SDI mapping into OPUflex, see clause 17.9 

0 0 0 1 1 0 0 1 19 2.970 Gbit/s SDI mapping into OPUflex, see clause 17.9 

0 0 0 1 1 0 1 0 1A SBCON/ESCON mapping into OPU0, see clause 17.7.1  

0 0 0 1 1 0 1 1 1B DVB_ASI mapping into OPU0, see clause 17.7.1  

0 0 0 1 1 1 0 1 1D FlexE Client mapping into OPUflex, see clause 17.11 

0 0 1 0 0 0 0 0 20 ODU multiplex structure supporting ODTUjk only, see clause 19 
(AMP only) 

0 0 1 0 0 0 0 1 21 ODU multiplex structure supporting ODTUk.ts or ODTUk.ts and 
ODTUjk, see clause 19 (GMP capable) (Note 6) 

0 0 1 0 0 0 1 0 22 ODU multiplex structure supporting ODTUCn.ts, see clause 20 
(GMP capable)  

0 0 1 1 0 0 0 0 30 25GBASE-R mapping into OPUflex, see clause 17.13 

0 1 0 1 0 1 0 1 55 Not available (Note 2) 
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Table 15-9  Payload type code points 

MSB 
1 2 3 4 

LSB 
5 6 7 8 

Hex code 
(Note 1) 

Interpretation 

0 1 1 0 0 1 1 0 66 Not available (Note 2) 

1 0 0 0 x x x x 80-8F Reserved codes for proprietary use (Note 4) 

1 1 1 1 1 1 0 1 FD NULL test signal mapping, see clause 17.5.1 

1 1 1 1 1 1 1 0 FE PRBS test signal mapping, see clause 17.5.2 

1 1 1 1 1 1 1 1 FF Not available (Note 2) 

NOTE 1 – There are 200 spare codes left for future international standardization. Refer to Annex A of [ITU-T G.806] for the 
procedure to obtain one of these codes for a new payload type. 

NOTE 2 – These values are excluded from the set of available code points. These bit patterns are present in ODUk maintenance 
signals or were used to represent client types that are no longer supported. 

NOTE 3 – Value "01" is only to be used for experimental activities in cases where a mapping code is not defined in this table. 
Refer to Annex A of [ITU-T G.806] for more information on the use of this code. 

NOTE 4 – These 16 code values will not be subject to further standardization. Refer to Annex A of [ITU-T G.806] for more 
information on the use of these codes. 

NOTE 5 – Supplement 43 (2008) to the ITU-T G-series of Recommendations indicated that this mapping recommended using 
payload type 87. 

NOTE 6 – Equipment supporting ODTUk.ts for OPU2 or OPU3 must be backward compatible with equipment which supports only 
the ODTUjk. ODTUk.ts capable equipment transmitting PT=21 which receives PT=20 from the far end shall revert to PT=20 and 
operate in ODTUjk only mode. Refer to [ITU-T G.798] for the specification. 

15.9.2.2 OPU mapping specific overhead 

Seven bytes are reserved in the OPUk overhead for the mapping, concatenation and hitless adjustment 
specific overhead. These bytes are located in rows 1 to 3, columns 15 and 16 and column 16 row 4. In 
addition, 255 bytes in the PSI #1 and 256 byte in PSI #2 to #n are reserved for mapping and concatenation 
specific purposes. 

The use of these bytes depends on the specific client signal mapping (defined in clauses 17, 19 and 20) and 
use of hitless adjustment of ODUflex(GFP) (see [ITU-T G.7044]). 

16 Maintenance signals 

An alarm indication signal (AIS) is a signal sent downstream as an indication that an upstream defect has 
been detected. An AIS signal is generated in an adaptation sink function. An AIS signal is detected in a trail 
termination sink function to suppress defects or failures that would otherwise be detected as a 
consequence of the interruption of the transport of the original signal at an upstream point. 

A forward defect indication (FDI) is a signal sent downstream as an indication that an upstream defect has 
been detected. An FDI signal is generated in an adaptation sink function. An FDI signal is detected in a trail 
termination sink function to suppress defects or failures that would otherwise be detected as a 
consequence of the interruption of the transport of the original signal at an upstream point. 

NOTE – AIS and FDI are similar signals. AIS is used as the term when the signal is in the digital domain. FDI is used as 
the term when the signal is in the optical domain; FDI is transported as a non-associated overhead. 

An open connection indication (OCI) is a signal sent downstream as an indication that upstream the signal is 
not connected to a trail termination source. An OCI signal is generated in a connection function and output 
by this connection function on each of its output connection points, which are not connected to one of its 
input connection points. An OCI signal is detected in a trail termination sink function. 

A locked (LCK) is a signal sent downstream as an indication that upstream the connection is "locked", and 
no signal has passed through. 
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A payload missing indication (PMI) is a signal sent downstream as an indication that upstream at the source 
point of the signal none of the frequency slots have an optical tributary signal. This indicates that the 
transport of the optical tributary signals is interrupted or no optical tributary signals are present. 

A PMI signal is generated in the adaptation source function and it is detected in the trail termination sink 
function which suppresses the LOS defect that arises under this condition. 

16.1 OTS maintenance signals 

16.1.1 OTS payload missing indication (OTS-PMI) 

OTS-PMI is generated as an indication that the OTS payload does not contain an optical signal. 

16.2 OMS maintenance signals 

Three OMS maintenance signals are defined: OMS-FDI-P, OMS-FDI-O and OMS-PMI. 

16.2.1 OMS forward defect indication – Payload (OMS-FDI-P) 

OMS-FDI-P is generated as an indication of an OMS server layer defect in the OTS network layer.  

16.2.2 OMS forward defect indication – Overhead (OMS-FDI-O) 

OMS-FDI-O is generated as an indication when the transport of OMS OH via the OSC is interrupted due to a 
signal fail condition in the OSC.  

16.2.3 OMS payload missing indication (OMS-PMI) 

OMS-PMI is generated as an indication when none of the frequency slots contain an optical tributary signal. 

16.3 OCh and OTiSA maintenance signals 

Three OCh and OTiSA maintenance signals are defined: OCh-FDI-P, OCh-FDI-O and OCh-OCI. 

16.3.1 OCh and OTiSA forward defect indication – Payload (OCh-FDI-P, OTSiA-FDI-P) 

OCh-FDI-P and OCh-FDI-P are generated as an indication for an OCh and OTSiA server layer defect in the 
OMS network layer.  

When the OTUk or OTUCn is terminated, the OCh-FDI-P and OTSiA_FDI-P is continued as an ODUk-AIS 
signal.  

When the OTUCn is not terminated, the OCh-FDI-P and OTSiA_FDI-P are continued as an OTUCn-AIS signal.  

16.3.2 OCh and OTiSA forward defect indication – Overhead (OCh-FDI-O, OTSiA-FDI-O) 

OCh-FDI-O is generated as an indication when the transport of OCh OH via the OSC or OCC is interrupted 
due to a signal fail condition in the OSC or OCC. 

16.3.3 OCh and OTiSA open connection indication (OCh-OCI, OTSiA-OCI) 

The OCh-OCI/OTSiA-OCI signal indicates to downstream transport processing functions that the OCh/OTSiA 
connection is not bound to, or not connected (via a matrix connection) to a termination source function. 
The indication is used in order to distinguish downstream between a missing OCh/OTSiA signal due to a 
defect or due to the open connection (resulting from a management command). 

NOTE – OCI is detected at the next downstream OCh or OTSiA trail terminating equipment. If the connection was 
opened intentionally, the related alarm report from this trail termination should be disabled by using the alarm 
reporting control mode (refer to [ITU-T M.3100]). 
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16.4 OTU maintenance signals 

16.4.1 OTUk alarm indication signal (OTUk-AIS) 

The OTUk-AIS (see Figure 16-1) is a generic-AIS signal (see clause 16.6.1). Since the OTUk capacity 
(130 560 bits) is not an integer multiple of the PN-11 sequence length (2047 bits), the PN-11 sequence may 
cross an OTUk frame boundary. 

NOTE – OTUk-AIS is defined to support a future server layer application. OTN equipment should be capable of 
detecting the presence of such a signal within OTUk (k=1,2,3) SOTU and OTUk (k=1,2) MOTU interface signals; it is not 
required to generate such a signal. 

 

Figure 16-1  OTUk-AIS 

16.4.2 OTUCn alarm indication signal (OTUCn-AIS) 

The OTUCn-AIS is specified as all "1"s in the entire OTUCn signal, excluding the frame alignment overhead 
(FA OH) (see Figure 16-2). 

The presence of the OTUCn-AIS is detected by monitoring the OTUCn SM STAT bits in the SM overhead 
fields.  

NOTE – OTUCn-AIS is defined to support a future 3R regenerator application in which the OTUCn is not terminated 
and an OTUCn subrating application. OTN equipment should be capable of detecting the presence of such a signal 
within OTUCn signals on SOTUm and MOTUm interfaces. 

 

Figure 16-2  OTUCn-AIS 

16.5 ODU maintenance signals 

Three ODU maintenance signals are defined: ODU-AIS, ODU-OCI and ODU-LCK. 
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16.5.1 ODU alarm indication signal (ODU-AIS) 

ODUk-AIS is specified as all "1"s in the entire ODU signal, excluding the frame alignment overhead (FA OH), 
OTU overhead (OTU OH) (see Figure 16-3). 

The ODUk contains one instance of ODU AIS. The ODUCn contains n instances of ODU AIS, numbered 1 to n 
(ODU AIS #1 to #n). 

 

Figure 16-3  ODU-AIS 

In addition, the ODU-AIS signal may be extended with one or more levels of ODU tandem connection, 
GCC1, GCC2, EXP and/or APS/PCC overhead before it is presented at the OTN interface. This is dependent 
on the functionality between the ODU-AIS insertion point and the OTN interface. 

The presence of the ODU-AIS is detected by monitoring the ODU STAT bits in the PM and TCMi overhead 
fields. 

16.5.2 ODUk open connection indication (ODUk-OCI) 

ODUk-OCI is specified as a repeating "0110 0110" pattern in the entire ODUk signal, excluding the frame 
alignment overhead (FA OH) and OTUk overhead (OTUk OH) (see Figure 16-4). 

NOTE – ODUCn OCI is not defined. 

 

Figure 16-4  ODUk-OCI 

NOTE – The repeating "0110 0110" pattern is the default pattern; other patterns are also allowed as long as the STAT 
bits in the PM and TCMi overhead fields are set to "110". 

In addition, the ODUk-OCI signal may be extended with one or more levels of ODUk tandem connection, 
GCC1, GCC2, EXP and/or APS/PCC overhead before it is presented at the OTM interface. This is dependent 
on the functionality between the ODUk-OCI insertion point and the OTM interface. 

The presence of ODUk-OCI is detected by monitoring the ODUk STAT bits in the PM and TCMi overhead 
fields. 
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16.5.3 ODU locked (ODU-LCK) 

ODU-LCK is specified as a repeating "0101 0101" pattern in the entire ODU signal, excluding the frame 
alignment overhead (FA OH) and OTU overhead (OTU OH) (see Figure 16-5). 

 

Figure 16-5  ODU-LCK 

NOTE – The repeating "0101 0101" pattern is the default pattern; other patterns are also allowed as long as the STAT 
bits in the PM and TCMi overhead fields are set to "101". 

In addition, the ODU-LCK signal may be extended with one or more additional levels of ODU tandem 
connection, GCC1, GCC2, EXP and/or the APS/PCC overhead before it is presented at the OTN interface. 
This is dependent on the functionality between the ODU-LCK insertion point and the OTN interface. 

The presence of ODU-LCK is detected by monitoring the ODU STAT bits in the PM and TCMi overhead fields. 

16.6 Client maintenance signal 

16.6.1 Generic AIS for constant bit rate signals 

The generic-AIS signal is a signal with a 2 047-bit polynomial number 11 (PN-11) repeating sequence. 

The PN-11 sequence is defined by the generating polynomial 1 + x9 + x11 as specified in clause 5.2 of  
[ITU-T O.150]. (See Figure 16-6.) 

 

Figure 16-6  Generic-AIS generating circuit 

17 Mapping of client signals 

This clause specifies the mapping of: 

– STM-16, STM-64, STM-256 constant bit rate client signals into OPUk using client/server specific 
asynchronous or bit-synchronous mapping procedures (AMP, BMP); 

– 10GBASE-R constant bit rate client signal into OPU2e using client/server specific bit-synchronous 
mapping procedure (BMP); 

– FC-1200 constant bit rate client signal after timing transparent transcoding (TTT) providing a 50/51 
rate compression into OPU2e using client/server specific byte-synchronous mapping procedure; 

– constant bit rate client signals with bit rates up to 1.238 Gbit/s into OPU0 and up to 2.488 Gbit/s 
into OPU1 using a client agnostic generic mapping procedure (GMP) possibly preceded by a timing 
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transparent transcoding (TTT) of the client signal to reduce the bit rate of the signal to fit the OPUk 
payload bandwidth; 

– constant bit rate client signals into OPU1, OPU2, OPU3 or OPU4 respectively using a client agnostic 
generic mapping procedure (GMP) possibly preceded by a timing transparent transcoding (TTT) of 
the client signal to reduce the bit rate of the signal to fit the OPUk payload bandwidth; 

– other constant bit rate client signals into OPUflex using a client agnostic bit-synchronous mapping 
procedure (BMP); 

– packet streams (e.g., Ethernet, MPLS, IP) which are encapsulated with the generic framing 
procedure (GFP-F); 

– test signals; 

– continuous mode GPON constant bit rate client signal into OPU1 using asynchronous mapping 
procedure (AMP); 

– continuous mode XGPON constant bit rate client signal into OPU2 using asynchronous mapping 
procedure (AMP); 

– FlexE-aware client signal into OPUflex using bitsynchronous mapping procedure (BMP); 

– FlexE Client client signal into OPUflex using idle mapping procedure; 

– packet streams (e.g., Ethernet, MPLS, IP) which are encapsulated with the Idle mapping procedure 
(IMP) 

into OPU. 

17.1 OPU client signal fail (CSF) 

For support of local management systems, a single-bit OPU client signal fail (CSF) indicator is defined to 
convey the signal fail status of the CBR and Ethernet private line client signal mapped into an OPU at the 
ingress of the OTN to the egress of the OTN.  

OPU CSF is located in bit 1 of the PSI[2] byte of the payload structure identifier. Bits 2 to 8 of the PSI[2] byte 
are reserved for future international standardization. These bits are set to all-0s. 

OPU CSF is set to "1" to indicate a client signal fail indication, otherwise it is set to "0". 

NOTE – Equipment designed prior to Edition 3.0 of the Recommendation will generate a "0" in the OPUk CSF and will 
ignore any value in OPUk CSF.  

17.2 Mapping of CBR2G5, CBR10G, CBR10G3 and CBR40G signals into OPUk 

The mapping of a CBR2G5, CBR10G or CBR40G signal (with up to 20 ppm bit-rate tolerance) into an OPUk 
(k = 1,2,3) may be performed according to the bit-synchronous mapping procedure based on one generic 
OPUk frame structure (see Figure 17-1). The mapping of a CBR2G5, CBR10G or CBR40G signal (with up to 

45 ppm bit-rate tolerance) into an OPUk (k = 1,2,3) may be performed according to the asynchronous 

mapping procedure. The mapping of a CBR10G3 signal (with up to 100 ppm bit-rate tolerance) into an 
OPUk (k = 2e) is performed using the bit-synchronous mapping procedure.  

NOTE 1 – Examples of CBR2G5, CBR10G and CBR40G signals are STM-16 and CMGPON_D/U2 (refer to  
[ITU-T G.984.6]), STM-64 and CMXGPON_D/U2 [ITU-T G.987.4] and STM-256. An example of a CBR10G3 signal is 
10GBASE-R. 

NOTE 2 – The maximum bit-rate tolerance between an OPUk and the client signal clock, which can be accommodated 

by the asynchronous mapping scheme, is 65 ppm. With a bit-rate tolerance of 20 ppm for the OPUk clock, the client 

signal's bit-rate tolerance can be 45 ppm.  

NOTE 3 – For OPUk (k=1,2,3) the clock tolerance is 20 ppm. For OPU2e the clock tolerance is 100 ppm and 
asynchronous mapping cannot be supported with this justification overhead. 
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Figure 17-1  OPUk frame structure for the mapping of a CBR2G5,  
CBR10G or CBR40G signal 

The OPUk overhead for these mappings consists of a payload structure identifier (PSI) including the payload 
type (PT), a client signal fail (CSF) indicator and 254 bytes plus 7 bits reserved for future international 
standardization (RES), three justification control (JC) bytes, one negative justification opportunity (NJO) 
byte, and three bytes reserved for future international standardization (RES). The JC bytes consist of two 
bits for justification control and six bits reserved for future international standardization. 

The OPUk payload for these mappings consists of 4  3808 bytes, including one positive justification 
opportunity (PJO) byte. 

The justification control (JC) signal, which is located in rows 1, 2 and 3 of column 16, bits 7 and 8, is used to 
control the two justification opportunity bytes NJO and PJO that follow in row 4. 

The asynchronous and bit-synchronous mapping processes generate the JC, NJO and PJO according to 
Tables 17-1 and 17-2, respectively. The de-mapping process interprets JC, NJO and PJO according to Table 
17-3. Majority vote (two out of three) shall be used to make the justification decision in the de-mapping 
process to protect against an error in one of the three JC signals. 

Table 17-1  JC, NJO and PJO generation by an asynchronous mapping process 

JC 

bits     7 8 
NJO PJO 

0 0 justification byte data byte 

0 1 data byte data byte 

1 0 not generated 

1 1 justification byte justification byte 

Table 17-2  JC, NJO and PJO generation by a bit-synchronous mapping process 

JC 

bits     7 8 
NJO PJO 

0 0 justification byte data byte 

0 1 

not generated 1 0 

1 1 
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Table 17-3  JC, NJO and PJO interpretation 

JC 

bits    7 8 
NJO PJO 

0 0 justification byte data byte 

0 1 data byte data byte 

1 0  
(Note) 

justification byte data byte 

1 1 justification byte justification byte 

NOTE – A mapper circuit does not generate this code. Due to bit errors a de-mapper circuit might receive this code. 

The value contained in NJO and PJO when they are used as justification bytes is all-0s. The receiver is 
required to ignore the value contained in these bytes whenever they are used as justification bytes. 

During a signal fail condition of the incoming CBR2G5, CBR10G or CBR40G client signal (e.g., in the case of a 
loss of input signal), this failed incoming signal is replaced by the generic-AIS signal as specified in clause 
16.6.1, and is then mapped into the OPUk. 

During a signal fail condition of the incoming 10GBASE-R type CBR10G3 client signal (e.g., in the case of a 
loss of input signal), this failed incoming 10GBASE-R signal is replaced by a stream of 66B blocks, with each 
block carrying two local fault sequence ordered sets (as specified in [IEEE 802.3]). This replacement signal is 
then mapped into the OPU2e. 

During the signal fail condition of the incoming ODUk/OPUk signal (e.g., in the case of an ODUk-AIS, ODUk-
LCK, ODUk-OCI condition) the generic-AIS pattern as specified in clause 16.6.1 is generated as a 
replacement signal for the lost CBR2G5, CBR10G or CBR40G signal. 

During the signal fail condition of the incoming ODU2e/OPU2e signal (e.g., in the case of an ODU2e-AIS, 
ODU2e-LCK, ODU2e-OCI condition) a stream of 66B blocks, with each block carrying two local fault 
sequence ordered sets (as specified in [IEEE 802.3]) is generated as a replacement signal for the lost 
10GBASE-R signal. 

NOTE 4 – Local fault sequence ordered set is /K28.4/D0.0/D0.0/D1.0/. The 66B block contains the following value 
SH=10 0x55 00 00 01 00 00 00 01. 

NOTE 5 – Equipment developed prior to Edition 2.5 of this Recommendation may generate a different 10GBASE-R 
replacement signal (e.g., Generic-AIS) than the local fault sequence ordered set. 

Asynchronous mapping 

The OPUk signal for the asynchronous mapping is created from a locally generated clock (within the limits 
specified in Table 7-3), which is independent of the CBR2G5, CBR10G or CBR40G (i.e., 4(k– 1) × 2 488 320 
kbit/s (k = 1,2,3)) client signal. 

The CBR2G5, CBR10G, CBR40G (i.e., 4(k–1) × 2 488 320 kbit/s (k = 1,2,3)) signal is mapped into the OPUk 
using a positive/negative/zero (pnz) justification scheme.  

Bit-synchronous mapping 

The OPUk clock for bit-synchronous mapping is derived from the CBR2G5, CBR10G, CBR40G or CBR10G3 
client signal. During signal fail conditions of the incoming CBR2G5, CBR10G, CBR40G or CBR10G3 signal 
(e.g., in the case of a loss of input signal), the OPUk payload signal bit rate shall be within the limits 
specified in Table 7-3 and the limits defined for the ODCb clock in [ITU-T G.8251] and no OPUk frame phase 
discontinuity shall be introduced in this case and when resynchronizing on the incoming CBR2G5, CBR10G, 
CBR40G or CBR10G3 signal.  

The CBR2G5, CBR10G, CBR40G or CBR10G3 signal is mapped into the OPUk without using the justification 
capability within the OPUk frame: NJO contains a justification byte, PJO contains a data byte, and the JC 
signal is fixed to 00.  
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17.2.1 Mapping a CBR2G5 signal (e.g., STM-16, CMGPON_D/CMGPON_U2) into OPU1 

Groups of eight successive bits (not necessarily being a byte) of the CBR2G5 signal are mapped into a data 
(D) byte of the OPU1 (see Figure 17-2). Once per OPU1 frame, it is possible to perform either a positive or a 
negative justification action. 

 

Figure 17-2  Mapping of a CBR2G5 signal into OPU1 

17.2.2 Mapping a CBR10G signal (e.g., STM-64, CMXGPON_D/CMXGPON_U2) into OPU2 

Groups of eight successive bits (not necessarily being a byte) of the CBR10G signal are mapped into a data 
(D) byte of the OPU2 (see Figure 17-3). 64 fixed stuff (FS) bytes are added in columns 1905 to 1920. Once 
per OPU2 frame, it is possible to perform either a positive or a negative justification action. 

 

Figure 17-3  Mapping of a CBR10G signal into OPU2 

17.2.3 Mapping a CBR40G signal (e.g., STM-256) into OPU3 

Groups of eight successive bits (not necessarily being a byte) of the CBR40G signal are mapped into a data 
(D) byte of the OPU3 (see Figure 17-4). 128 fixed stuff (FS) bytes are added in columns 1265 to 1280 and 
2545 to 2560. Once per OPU3 frame, it is possible to perform either a positive or a negative justification 
action. 

 

Figure 17-4  Mapping of a CBR40G signal into OPU3 

17.2.4 Mapping a CBR10G3 signal (e.g., 10GBASE-R) into OPU2e 

Groups of eight successive bits (not necessarily being a byte) of the CBR10G3 signal are bit-synchronously 
mapped into a data (D) byte of the OPU2e (see Figure 17-5). 64 fixed stuff (FS) bytes are added in columns 
1905 to 1920. 
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NOTE – The NJO byte will always carry a stuff byte, the PJO byte will always carry a data (D) byte and the JC bytes will 
always carry the all-0s pattern. 

 

Figure 17-5  Mapping of a CBR10G3 signal into OPU2e 

17.3 Blank clause 

This clause is intentionally left blank. 

17.4 Mapping of GFP frames into OPUk (k=0,1,2,3,4,flex) 

The mapping of generic framing procedure (GFP) frames is performed by aligning the byte structure of 
every GFP frame with the byte structure of the OPUk payload (see Figure 17-6). Since the GFP frames are of 
variable length (the mapping does not impose any restrictions on the maximum frame length), a frame may 
cross the OPUk (k=0,1,2,3,4,flex) frame boundary. 

 

Figure 17-6  OPUk frame structure and mapping of GFP frames into OPUk 

GFP frames arrive as a continuous bit stream with a capacity that is identical to the OPUk payload area, due 
to the insertion of idle frames at the GFP encapsulation stage. The GFP frame stream is scrambled during 
encapsulation. 

NOTE 1 – There is no rate adaptation or scrambling required at the mapping stage; this is performed by the GFP 
encapsulation process. 

The OPUk overhead for the GFP mapping consists of a payload structure identifier (PSI) including the 
payload type (PT), a client signal fail (CSF) indicator and 254 bytes plus 7 bits reserved for future 
international standardization (RES), and seven bytes reserved for future international standardization (RES). 
The CSF indicator should be used only for Ethernet private line type 1 services; for other packet clients the 
CSF bit is fixed to 0. 

The OPUk payload for the GFP mapping consists of 4 × 3808 bytes. 

NOTE 2 – The OPUflex(GFP) bit rate may be any configured bit rate as specified in Tables 7-3 and 7-8.  
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17.4.1 Mapping of GFP frames into an extended OPU2 payload area 

The mapping of generic framing procedure (GFP) frames in an extended OPU2 payload area is performed 
by aligning the byte structure of every GFP frame with the byte structure of the extended OPU2 payload 
(see Figure 17-7). Since the GFP frames are of variable length (the mapping does not impose any 
restrictions on the maximum frame length), a frame may cross the OPU2 frame boundary. 

 

Figure 17-7  OPU2 frame structure and mapping of GFP frames 
into an extended OPU2 payload area 

GFP frames arrive as a continuous bit stream with a capacity that is identical to the OPU2 payload area, due 
to the insertion of GFP-idle frames at the GFP encapsulation stage. The GFP frame stream is scrambled 
during encapsulation. 

NOTE – There is no rate adaptation or scrambling required at the mapping stage; this is performed by the GFP 
encapsulation process. 

The OPU2 overhead for the GFP mapping consists of a payload structure identifier (PSI) including the 
payload type (PT), a client signal fail (CSF) indicator and 254 bytes plus 7 bits of reserved for future 
international standardization (RES). 

The extended OPU2 payload for the GFP mapping consists of 4 × 3808 bytes from the OPU2 payload plus 7 
bytes from the OPU2 overhead. 

17.5 Mapping of test signal into OPU 

17.5.1 Mapping of a NULL client into OPU 

An OPU payload signal with an all-0s pattern (see Figure 17-8) is defined for test purposes. This is referred 
to as the NULL client. 



2 Transport aspects   
 

1164 

 

Figure 17-8  OPU frame structure and mapping of a NULL client into OPU 

The OPU overhead for the NULL mapping consists of a payload structure identifier (PSI) including the 
payload type (PT) and 255 bytes reserved for future international standardization (RES), and seven bytes 
reserved for future international standardization (RES). 

The OPU payload for the NULL mapping consists of 4 × 3808 bytes. 

The OPUk contains one instance of the NULL client. The OPUCn contains n instances of the NULL client, 
numbered 1 to n. 

17.5.2 Mapping of PRBS test signal into OPU 

For end-to-end and segment turn-up test purposes, a 2 147 483 647-bit pseudo-random test sequence 

(231  1) as specified in clause 5.8 of [ITU-T O.150] can be mapped into the OPU payload. Groups of eight 
successive bits of the 2 147 483 647-bit pseudo-random test sequence signal are mapped into 8 data bits 
(8D) (i.e., one byte) of the OPU payload (see Figure 17-9). 

 

Figure 17-9  OPU frame structure and mapping of 2 147 483 647-bit 
pseudo-random test sequence into OPU 

The OPU overhead for the PRBS mapping consists of a payload structure identifier (PSI) including the 
payload type (PT) and 255 bytes reserved for future international standardization (RES), and seven bytes 
reserved for future international standardization (RES).  

The OPU payload for the PRBS mapping consists of 4  3808 bytes. 
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The OPUk contains one instance of the 2 147 483 647-bit pseudo-random test sequence. The OPUCn 
contains n instances of the 2 147 483 647-bit pseudo-random test sequence, numbered 1 to n. 

NOTE – This PRBS test pattern is not intended to be deployed for stress testing of the physical interface. 

17.6 Mapping of a non-specific client bit stream into OPUk 

In addition to the mappings of specific client signals as specified in the other subclauses of this clause, a 
non-specific client mapping into OPUk is specified. Any (set of) client signal(s), which after encapsulation 
into a continuous bit stream with a bit rate of the OPUk payload, can be mapped into the OPUk payload 
(see Figure 17-10). The bit stream must be synchronous with the OPUk signal. Any justification must be 
included in the continuous bit stream creation process. The continuous bit stream must be scrambled 
before mapping into the OPUk payload. 

 

Figure 17-10  OPUk frame structure for the mapping of a synchronous constant bit stream 

The OPUk overhead for the mapping consists of a payload structure identifier (PSI) including the payload 
type (PT) and 255 bytes reserved for future international standardization (RES), and seven bytes for client-
specific (CS) purposes. The definition of these CS overhead bytes is performed within the encapsulation 
process specification. 

The OPUk payload for this non-specific mapping consists of 4  3808 bytes. 

17.6.1 Mapping bit stream with octet timing into OPUk 

If octet timing is available, each octet of the incoming data stream will be mapped into a data byte (octet) 
of the OPUk payload. 

17.6.2 Mapping bit stream without octet timing into OPUk 

If octet timing is not available, groups of eight successive bits (not necessarily an octet) of the incoming 
data stream will be mapped into a data byte (octet) of the OPUk payload. 

17.7 Mapping of other constant bit-rate signals with justification into OPUk 

Mapping of other CBR client signals (with up to 100 ppm bit-rate tolerance) into an OPUk (k = 0, 1, 2, 3, 4) 
is performed by the generic mapping procedure as specified in Annex D.  

During a signal fail condition of the incoming CBR client signal (e.g., in the case of a loss of input signal), this 
failed incoming signal is replaced by the appropriate replacement signal as defined in the clauses hereafter. 

During a signal fail condition of the incoming ODUk/OPUk signal (e.g., in the case of an ODUk-AIS, ODUk-
LCK, ODUk-OCI condition), the failed client signal is replaced by the appropriate replacement signal as 
defined in the clauses hereafter. 
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The OPUk overhead for this mapping consists of a: 

– payload structure identifier (PSI) including the payload type (PT) as specified in Table 15-9, the 
client signal fail (CSF) and 254 bytes plus 7 bits reserved for future international standardization 
(RES);  

– three justification control (JC1, JC2, JC3) bytes carrying the value of GMP overhead Cm; 

– three justification control (JC4, JC5, JC6) bytes carrying the value of GMP overhead CnD and 

– one byte reserved for future international standardization (RES).  

The JC1, JC2 and JC3 bytes consist of a 14-bit Cm field (bits C1, C2, .., C14), a 1-bit Increment Indicator (II) 
field, a 1-bit Decrement Indicator (DI) field and an 8-bit CRC-8 field which contains an error check code over 
the JC1, JC2 and JC3 fields.  

The JC4, JC5 and JC6 bytes consist of a 10-bit CnD field (bits D1, D2, .., D10), a 5-bit CRC-5 field which 
contains an error check code over the bits 4 to 8 in the JC4, JC5 and JC6 fields and nine bits reserved for 

future international standardization (RES). The default value of n in CnD is 8. The support for n=1 is client 
dependent and specified in the clauses hereafter when required. 

The values of m, Cm,min, Cm,max, n, Cn,min and Cn,max for CBR client into OPUk are as follows: 
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(i.e., min. client/max. OPU and max. client/min. OPU). In steady state, given instances of client/OPU offset 
combinations should not result in generated Cm and Cn values throughout this range but rather should be 
within as small a range as possible.  
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Under transient ppm offset conditions (e.g., AIS to normal signal), it is possible that Cn and Cm values 
outside the range Cn,min to Cn,max and Cm,min to Cm,max may be generated and a GMP de-mapper should be 
tolerant of such occurrences. Refer to Annex D for a general description of the GMP principles. 

17.7.1 Mapping a sub-1.238 Gbit/s CBR client signal into OPU0 

Table 17-4 specifies the clients defined by this Recommendation and their GMP mn and CnD parameter 
values. Table 17-5 specifies the replacement signals for those clients. 

The support for 1-bit timing information (C1) is client dependent. Clients for which the 8-bit timing 

information in Cm with m=8 is sufficient will not deploy the ability to transport C1D and the JC4/5/6 value 
will be fixed to all-0s. 

The OPU0 payload for this mapping consists of 4  3808 bytes. The bytes in the OPU0 payload area are 
numbered from 1 to 15232. The OPU0 payload byte numbering for GMP 1-byte (8-bit) blocks is illustrated 
in Figure 17-11. In row 1 of the OPU0 frame the first byte will be labelled 1, the next byte will be labelled 2, 
etc. 

Groups of eight successive bits (not necessary being a byte) of the client signal are mapped into a byte of 
the OPU0 payload area under control of the GMP data/stuff control mechanism. Each byte in the OPU0 
payload area may either carry 8 client bits, or carry 8 stuff bits. The stuff bits are set to zero. 

 

Figure 17-11  OPU0 frame structure for the mapping of a sub-1.238 Gbit/s client signal 

Table 17-4 – m, n and CnD for sub-1.238G clients into OPU0 

Client signal 
Nominal 
bit rate 
(kbit/s) 

Bit rate 
tolerance 

(ppm) 
m n CnD  

Transcoded 1000BASE-X 
(see clause 17.7.1.1) 

15/16   
1 250 000 

100 8 8 No 

STM-1 155 520 20 8 1 Yes 

STM-4 622 080 20 8 1 Yes 

FC-100 1 062 500 100 8 8 No 

SBCON/ESCON 200 000 200 8 8 No 

DVB-ASI 270 000 100 8 8 No 

SDI 270 000 2.8 8 TBD TBD 
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Table 17-5 – Replacement signal for sub-1.238G clients 

Client signal Replacement signal Bit-rate tolerance (ppm) 

STM-1 Generic-AIS 20 

STM-4 Generic-AIS 20 

1000BASE-X Link Fault 100 

FC-100 NOS 100 

SBCON/ESCON NOS 200 

DVB-ASI Generic-AIS 100 

SDI Generic-AIS For further study 

17.7.1.1 1000BASE-X transcoding 

The 1000BASE-X signal (8B/10B coded, nominal bit rate of 1 250 000 kbit/s and a bit-rate tolerance up to 
100 ppm) is synchronously mapped into a 75-octet GFP-T frame stream with a bit rate of 15/16  1 250 
000 kbit/s 100 ppm (approximately 1 171 875 kbit/s 100 ppm). This process is referred to as "timing 
transparent transcoding (TTT)". The 15/16  1 250 000 kbit/s 100 ppm signal is then mapped into an OPU0 
by means of the generic mapping procedure as specified in clause 17.7.1 and Annex D. 

For 1000BASE-X client mapping, 1-bit timing information (C1) is not needed, so OPU0 JC4/JC5/JC6 OH value 
will be fixed to all-0s. 

The mapping of the 1000BASE-X signal into GFP-T is performed as specified in [ITU-T G.7041] with the 
following parameters: 

– Each GFP-T frame contains one superblock 

– The 65B_PAD character is not used 

– GFP idle frames are not used 

– The GFP frame pFCS is not used. 

During a signal fail condition of the incoming 1000BASE-X client signal (e.g., in the case of a loss of input 
signal), either: 

– This failed incoming 1000BASE-X signal is replaced by a stream of 10B blocks, with a bit rate of 1 
250 000 kbit/s 100 ppm, each carrying a link fault indication as specified in [IEEE 802.3], which 
stream is then applied at the GFP-T mapper, or 

– The GFP-T signal is replaced by a stream of GFP client signal fail (CSF) and GFP-idle frames as 
specified in [ITU-T G.7041] with a bit rate of 15/16 x 1 250 000 kbit/s 100 ppm. 

During either  

– A signal fail condition of the incoming ODU0/OPU0 signal (e.g., in the case of an ODU0-AIS, ODU0-
LCK, ODU0-OCI condition), or 

– Incoming CSF frames as specified in [ITU-T G.7041]. 

The GFP-T de-mapper process generates a stream of 10B blocks, with each block carrying a link fault 
indication as specified in [IEEE 802.3] as a replacement signal for the lost 1000BASE-X signal. 

NOTE – The Ethernet link fault indication is a stream of repeating /C1/C2/C1/C2/ … ordered sets, where 
C1 = /K28.5/D21.5/D0.0/D0.0/ and C2 = /K28.5/D2.2/D0.0/D0.0/. This character stream is then processed by the GFP-
T mapper process in the same manner as if it were the received 8B/10B data stream, mapping it into GFP-T 
superblocks for transmission.  

17.7.1.2  FC-100 

During a signal fail condition of the incoming FC-100 signal (e.g., in the case of a loss of input signal), this 
failed incoming FC-100 signal is replaced by an NOS primitive sequence as specified in [b-INCITS 470].  

NOTE – The NOS primitive sequence ordered set is defined as /K28.5/D21.2/D31.5/D5.2/. 
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During a signal fail condition of the incoming ODU0 signal (e.g., in the case of an ODU0-AIS, ODU0-LCK, 
ODU0-OCI condition), NOS primitive sequence ordered sets as specified in [b-INCITS 470] are generated as 
a replacement signal for the lost FC-100 signal. 

17.7.1.3 SBCON/ESCON 

During a signal fail condition of the incoming SBCON/ESCON signal (e.g., in the case of a loss of input signal), 
this failed incoming SBCON/ESCON signal is replaced by an NOS sequence as specified in [b-ANSI INCITS 
296]. 

NOTE – The NOS sequence ordered set is defined as /K28.5/D0.2/. 

During a signal fail condition of the incoming ODU0 signal (e.g., in the case of an ODU0-AIS, ODU0-LCK, 
ODU0-OCI condition), NOS sequence ordered sets as specified in [b-ANSI INCITS 296] are generated as a 
replacement signal for the lost SBCON/ESCON signal. 

17.7.2 Mapping a supra-1.238 to sub-2.488 Gbit/s CBR client signal into OPU1 

Table 17-6 specifies the clients defined by this Recommendation and their GMP m, n and CnD parameter 
values. Table 17-7 specifies the replacement signals for those clients. 

The support for 8-bit timing information (C8D) in the OPU1 JC4/JC5/JC6 OH is required.  

The support for 1-bit timing information (C1D) in the OPU1 JC4/JC5/JC6 OH is client dependent.  

The OPU1 payload for this mapping consists of 4  3808 bytes. The groups of 2 bytes in the OPU1 payload 
area are numbered from 1 to 7616. The OPU1 payload byte numbering for GMP 2-byte (16-bit) blocks is 
illustrated in Figure 17-12. In row 1 of the OPU1 frame the first 2-bytes will be labelled 1, the next 2-bytes 
will be labelled 2, etc. 

Groups of sixteen successive bits of the client signal are mapped into a group of 2 successive bytes of the 
OPU1 payload area under control of the GMP data/stuff control mechanism. Each group of 2 bytes in the 
OPU1 payload area may either carry 16 client bits, or carry 16 stuff bits. The stuff bits are set to zero. 

 

Figure 17-12  OPU1 frame structure for the mapping of a supra-1.238  
to sub-2.488 Gbit/s client signal 
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Table 17-6 – Cm (m=16) for supra-1.238 to sub-2.488G clients into OPU1 

Client signal 
Nominal 
bit rate 
(kbit/s) 

Bit-rate 
tolerance 

(ppm) 
m n CnD  

FC-200 2 125 000 100 16 8 Yes 

1.5G SDI 1 485 000 10 16 TBD Yes 

1.5G SDI 1 485 000/1.001 10 16 TBD Yes 

Table 17-7 – Replacement signal for supra-1.238 to sub-2.488 Gbit/s clients 

Client signal Replacement signal Bit-rate tolerance (ppm) 

FC-200 NOS 100 

1.5G SDI Generic-AIS For further study 

17.7.2.1 FC-200 

During a signal fail condition of the incoming FC-200 signal (e.g., in the case of a loss of input signal), this 
failed incoming FC-200 signal is replaced by an NOS primitive sequence as specified in [b-INCITS 470]. 

NOTE – The NOS primitive sequence ordered set is defined as /K28.5/D21.2/D31.5/D5.2/. 

During a signal fail condition of the incoming ODU1 signal (e.g., in the case of an ODU1-AIS, ODU1-LCK, 
ODU1-OCI condition), NOS primitive sequence ordered sets as specified in [b-INCITS 470] are generated as 
a replacement signal for the lost FC-200 signal. 

17.7.3 Mapping CBR client signals into OPU2 

Table 17-8 specifies the clients defined by this Recommendation and their GMP m, n and CnD parameter 
values. Table 17-9 specifies the replacement signals for those clients. 

The support for 8-bit timing information (C8D) in the OPU2 JC4/JC5/JC6 OH is required.  

The support for 1-bit timing information (C1D) in the OPU2 JC4/JC5/JC6 OH is client dependent.  

The OPU2 payload for this mapping consists of 4  3808 bytes. The groups of eight bytes in the OPU2 
payload area are numbered from 1 to 1904. The OPU2 payload byte numbering for GMP 8-byte (64-bit) 
blocks is illustrated in Figure 17-13. In row 1 of the OPU2 frame the first 8-bytes will be labelled 1, the next 
8-bytes will be labelled 2, etc. 

Groups of sixty-four successive bits of the client signal are mapped into a group of eight successive bytes of 
the OPU2 payload area under control of the GMP data/stuff control mechanism. Each group of eight bytes 
in the OPU2 payload area may either carry 64 client bits, or carry 64 stuff bits. The stuff bits are set to zero. 
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Figure 17-13  OPU2 frame structure for the mapping of a CBR client signal 

Table 17-8 – m, n and CnD for CBR clients into OPU2 

Client signal 
Nominal  
bit rate 
(kbit/s) 

Bit rate 
tolerance 

(ppm) 
m n CnD  

For further study      

Table 17-9 – Replacement signal for CBR clients 

Client signal Replacement signal 
Bit-rate tolerance 

(ppm) 

For further study   

17.7.4 Mapping CBR client signals into OPU3 

Table 17-10 specifies the clients defined by this Recommendation and their GMP m, n and CnD parameter 
values. Table 17-11 specifies the replacement signals for those clients. 

The support for 8-bit timing information (C8D) in the OPU3 JC4/JC5/JC6 OH is required.  

The support for 1-bit timing information (C1D) in the OPU3 JC4/JC5/JC6 OH is client dependent.  

The OPU3 payload for this mapping consists of 4  3808 bytes. The groups of 32 bytes in the OPU3 payload 
area are numbered from 1 to 476. The OPU3 payload byte numbering for GMP 32-byte (256-bit) blocks is 
illustrated in Figure 17-14. In row 1 of the OPU3 frame the first 32-bytes will be labelled 1, the next  
32-bytes will be labelled 2, etc. 

Groups of two hundred-fifty-six successive bits of the client signal are mapped into a group of 32 successive 
bytes of the OPU3 payload area under control of the GMP data/stuff control mechanism. Each group of  
32 bytes in the OPU3 payload area may either carry 256 client bits, or carry 256 stuff bits. The stuff bits are 
set to zero. 
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Figure 17-14  OPU3 frame structure for the mapping of a CBR client signal 

Table 17-10 – m, n and CnD for CBR clients into OPU3 

Client signal 
Nominal 
bit rate 
(kbit/s) 

Bit rate 
tolerance 

(ppm) 
m n CnD  

Transcoded 40GBASE-R 
(see clause 17.7.4.1) 

1027/1024  64/66  41 
250 000 

100 256 8 Yes 

Table 17-11 – Replacement signal for CBR clients 

Client signal Replacement signal 
Bit-rate tolerance 

(ppm) 

40GBASE-R Continuous 40GBASE-R local fault sequence ordered sets 
with four PCS lane alignment markers inserted after each 
16383 x 4 sixty-six-bit blocks  

100 

A 40GBASE-R local fault sequence ordered set is a 66B control block (sync header = 10) with a block type of 
0x4B, an "O" code of 0x00, a value of 0x01 to indicate "local fault" in lane 3, and all of the other octets 
(before scrambling) equal to 0x00. 

17.7.4.1 40GBASE-R multi-lane processing and transcoding 

The 40GBASE-R client signal (64B/66B encoded, nominal aggregate bit-rate of 41 250 000 kbit/s, 100 ppm) 
is recovered using the process described in Annex E for parallel 64B/66B interfaces. The lane(s) of the 
physical interface are bit-disinterleaved, if necessary, into four streams of 10 312 500 kbit/s. 66B block lock 
and lane alignment marker lock are acquired on each PCS lane, allowing the 66B blocks to be de-skewed 
and reordered.  

The resulting sequence is descrambled and transcoded according to the process described in Annex B into 
513B code blocks. Each pair of two 513B code blocks is combined according to the process described in 
Annex F into a 1027B block, resulting in a bit stream of 1027/1024  40 000 000 kbit/s 100 ppm 
(40,117,187.500 kbit/s 100 ppm). This process is referred to as "timing transparent transcoding (TTT)", 
mapping a bit stream which is 1027/1056 times the bit-rate of the aggregate Ethernet signal.  
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In the mapper, the received Ethernet PCS lane BIP may be compared with the expected Ethernet PCS lane 
BIP as a non-intrusive monitor. 

The de-mapper will insert a compensated Ethernet PCS lane BIP as described in Annex E. In addition, as 
described in Annex E, the combined error mask resulting from the PCS BIP-8 error mask and the OTN BIP-8 
error mask may be used as a non-intrusive monitor. 

For 40GBASE-R client mapping, 1-bit timing information (C1) is not needed. 

The de-mapper will recover from the output of the GMP processor 1027B block lock, and then 
trans-decode each 1027B block to sixteen 66B blocks as described in Annex E. Trans-decoded lane 
alignment markers are constructed with a compensated BIP-8. The 66B blocks are then re-distributed 
round-robin to PCS lanes. If the number of PCS lanes is greater than the number of physical lanes of the 
egress interface, the appropriate numbers of PCS lanes are bit-multiplexed onto the physical lanes of the 
egress interface. 

17.7.5 Mapping CBR client signals into OPU4 

Table 17-12 specifies the clients defined by this Recommendation and their GMP m, n and CnD parameter 
values. Table 17-13 specifies the replacement signals for those clients. 

The support for 8-bit timing information (C8D) in the OPU4 JC4/JC5/JC6 OH is required.  

The support for 1-bit timing information (C1D) in the OPU4 JC4/JC5/JC6 OH is client dependent. 

The OPU4 payload for this mapping consists of 4  3800 bytes for client data and 4  8 bytes with fixed 
stuff. The groups of 80 bytes in the OPU4 payload area are numbered from 1 to 190. The OPU4 payload 
byte numbering for GMP 80-byte (640-bit) blocks is illustrated in Figure 17-15. In row 1 of the OPU4 frame 
the first 80-bytes will be labelled 1, the next 80-bytes will be labelled 2, etc. 

Groups of six hundred and forty successive bits of the client signal are mapped into a group of 80 successive 
bytes of the OPU4 payload area under control of the GMP data/stuff control mechanism. Each group of 80 
bytes in the OPU4 payload area may either carry 640 client bits, or carry 640 stuff bits. The stuff bits are set 
to zero. 

 

Figure 17-15  OPU4 frame structure for the mapping of a CBR client signal 
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Table 17-12 – m, n and CnD for CBR clients into OPU4 

Client signal 
Nominal bit rate 

(kbit/s) 

Bit-rate 
tolerance 

(ppm) 
m n CnD  

100GBASE-R (see 
17.7.5.1) 

103 125 000 100 640 8 Yes 

Table 17-13 – Replacement signal for CBR clients 

Client signal Replacement signal Bit-rate tolerance (ppm) 

100GBASE-R 
(see 17.7.5.1) 

Continuous 100GBASE-R local fault sequence ordered 
sets with 20 PCS lane alignment markers inserted after 
each 16383 x 20 sixty-six-bit blocks 

100 

A 100GBASE-R local fault sequence ordered set is a 66B control block (sync header = 10) with a block type 
of 0x4B, an "O" code of 0x00, a value of 0x01 to indicate a "local fault" in lane 3, and all of the other octets 
(before scrambling) equal to 0x00. 

17.7.5.1 100GBASE-R multi-lane processing 

The 100GBASE-R client signal (64B/66B encoded, nominal aggregate bit-rate of 103 125 000 kbit/s 100 
ppm) is recovered using the process described in Annex E for parallel 64B/66B interfaces. The lane(s) of the 
physical interface are bit-disinterleaved, if necessary, into twenty streams of 5 161 250 kbit/s. 66B block 
lock and lane alignment marker lock are acquired on each PCS lane, allowing the 66B blocks to be de-
skewed and reordered.  

In the mapper, the received Ethernet PCS lane BIP may be compared with the expected Ethernet PCS lane 
BIP as a non-intrusive monitor. 

The de-mapper will pass through the PCS lane BIP from the ingress as described in Annex E. In addition, the 
received Ethernet PCS lane BIP may be compared with the expected Ethernet PCS lane BIP as a non-
intrusive monitor. 

For 100GBASE-R client mapping, 1-bit timing information (C1) is not needed. 

The de-mapper will recover from the output of the GMP processor 64B/66B block lock per the state 
diagram in Figure 82-10 [IEEE 802.3]. The 66B blocks are re-distributed round-robin to PCS lanes. If the 
number of PCS lanes is greater than the number of physical lanes of the egress interface, the appropriate 
numbers of PCS lanes are bit-multiplexed onto the physical lanes of the egress interface.  

17.8 Mapping a 1000BASE-X and FC-1200 signal via timing transparent transcoding into OPUk 

17.8.1 Mapping a 1000BASE-X signal into OPU0 

Refer to clause 17.7.1 for the mapping of the transcoded 1000BASE-X signal and to clause 17.7.1.1 for the 
transcoding of the 1000BASE-X signal. 

17.8.2 Mapping an FC-1200 signal into OPU2e 

The nominal line rate for FC-1200 is 10 518 750 kbit/s ± 100 ppm, and must therefore be compressed to a 
suitable rate to fit into an OPU2e. 

The adaptation of the 64B/66B encoded FC-1200 client is done by transcoding a group of eight 66B blocks 
into one 513B block (as described in Annex B), assembling eight 513B blocks into one 516-octet superblock 
and encapsulating seventeen 516-octet superblocks into an 8800 octet GFP frame as illustrated in Figure 
17-17. The GFP frame consists of 2200 rows with 32 bits per row. The first row contains the GFP core 
header, the second row the GFP payload header. The next four rows contain 16 bytes reserved for future 
international standardization. The next seventeen times 129 rows contain the seventeen superblocks #1 to 
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#17. The last row contains the GFP payload FCS. The flag (F) bit of 513B block #i (i = 0..7) is carried in Flag #i 
bit located in the superblock flags field. The remaining 512 bits of each of the eight 513B blocks of a 
superblock are carried in 16 rows of the superblock data field; bits of 513B block #0 in the first 16 rows of 
the superblock, bits of 513B block #1 in the next 16 rows, etc. Each 513B block contains 'j' (j = 0..8) control 
blocks (CB1 to CBj) and '8-j' all-data blocks (DB1..DB8-j) as specified in Annex B. Figure 17-17 presents a 
513B block with three control blocks and five all-data blocks. A 513B block may contain zero to eight 
control blocks and a superblock may contain thus zero to sixty-four control blocks. 

NOTE 1 – The GFP encapsulation stage does not generate GFP-idle frames and therefore the generated GFP stream is 
synchronous to the FC-1200 client stream. The adaptation process performs a 50/51 rate compression, so the 

resulting GFP stream has a signal bit rate of 50/51  10.51875 Gbit/s ± 100 ppm (i.e., 10 312 500 kbit/s ± 100 ppm). 

The stream of 8800 octet GFP frames is byte-synchronous mapped into the OPU2e payload by aligning the 
byte structure of every GFP frame with the byte structure of the OPU2e payload (see Figure 17-16). Sixty-
four fixed stuff (FS) bytes are added in columns 1905 to 1920 of the OPU2e payload. All the GFP frames 
have the same length (8800 octets). The GFP frames are not aligned with the OPU2e payload structure and 
may cross the boundary between two OPU2e frames. 

During a signal fail condition of the incoming FC-1200 signal (e.g., in the case of a loss of input signal), this 
failed incoming FC-1200 signal is replaced by a stream of 66B blocks, with each block carrying two local 
fault sequence ordered sets as specified in [b-ANSI INCITS 364]. This replacement signal is then applied at 
the transcoding process. 

NOTE 2 – Local fault sequence ordered set is /K28.4/D0.0/D0.0/D1.0/. The 66B block contains the following value 
SH=10 0x55 00 00 01 00 00 00 01. 

During a signal fail condition of the incoming ODU2e/OPU2e signal (e.g., in the case of an ODU2e-AIS, 
ODU2e-LCK, ODU2e-OCI condition) a stream of 66B blocks, with each block carrying two local fault 
sequence ordered sets as specified in [b-ANSI INCITS 364] is generated as a replacement signal for the lost 
FC-1200 signal. 

 

Figure 17-16  Mapping of transcoded FC-1200 into OPU2e 
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Figure 17-17  GFP frame format for FC-1200 

GFP framing is used to facilitate delineation of the superblock structure by the receiver. The leading flag 
bits from each of the eight 513B blocks are relocated into a single octet at the end of the 513-octet 
superblock data field (labelled "Superblock flags"). 

To minimize the risk of incorrect decoding due to errors in the 1 to 65 octets of "control" information 
(Flags, FC, POS, CB_Type), a CRC-24 is calculated over the 65 octets within each superblock that may 
contain such "control" information and appended to form a 516 octet superblock. The 65 octets in the 516-
octet superblock over which the CRC-24 is calculated are the octets (1+8n) with n=0..64 (i.e., octets 1, 9, 17, 
.., 513). The generator polynomial for the CRC-24 is G(x) = x24+ x21 + x20 + x17 + x15 + x11 + x9 + x8 + x6 + x5 + x + 1 
with an all-ones initialization value, where x24 corresponds to the MSB and x0 to the LSB. This superblock 
CRC is generated by the source adaptation process using the following steps: 

1) The 65 octets of "control" information (Flags, POS, CB_Type) are taken in network octet order (see 
Figure 17-17), most significant bit first, to form a 520-bit pattern representing the coefficients of a 
polynomial M(x) of degree 519. 

2) M(x) is multiplied by x24 and divided (modulo 2) by G(x), producing a remainder R(x) of degree 23 
or less. 

3) The coefficients of R(x) are considered to be a 24-bit sequence, where x23 is the most significant 
bit. 

4) After inversion, this 24-bit sequence is the CRC-24. 

Exactly 17 of these 516-octet superblocks are prefixed with the standard GFP core and type headers and 16 
octets of "reserved" (padding). Because the number of 516-octet superblocks per GFP frame is known a 
priori, it is possible for this mapping scheme to operate in a cut-through (as opposed to store and forward) 
fashion, thus minimizing the mapping latency. 
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The payload FCS (a CRC-32) is appended to the end of each GFP frame and is calculated across the payload 
information field of the GFP frame as per [ITU-T G.7041]. The purpose of the payload FCS is to provide 
visibility of bit errors occurring anywhere in the GFP payload information field and thus augments the 
coverage provided by the per-superblock CRC-24 (which only provides coverage for the "control" overhead 
in each superblock). The payload FCS is only for the purposes of gathering statistics. 

All octets in the GFP payload area are scrambled using the X43 + 1 self-synchronous scrambler, again as per 
[ITU-T G.7041]. 

17.9 Mapping a supra-2.488 Gbit/s CBR signal into OPUflex using BMP 

Mapping of a supra-2.488 Gbit/s CBR client signal (with up to 100 ppm bit-rate tolerance) into an OPUflex 
is performed by a bit-synchronous mapping procedure (BMP). Table 17-14 specifies the clients defined by 
this Recommendation. 

The bit-synchronous mapping process deployed to map constant bit rate client signals into an OPUflex does 
not generate any justification control signals. 

The OPUflex clock for the bit-synchronous mapping is derived from the client signal. During a signal fail 
condition of the incoming client signal (e.g., in the case of a loss of input signal), this failed incoming signal 
is replaced by the appropriate replacement signal as defined in Table 17-15. The OPUflex payload signal bit 
rate shall be within the limits specified in Table 7-3 and the limits for the ODCb clock defined in [ITU-T 
G.8251] and no frame phase discontinuity shall be introduced in this case and when resynchronization on 
the incoming client signal.  

During a signal fail condition of the incoming ODUflex/OPUflex signal (e.g., in the case of an ODUflex-AIS, 
ODUflex-LCK, ODUflex-OCI condition), the failed client signal is replaced by the appropriate replacement 
signal as defined in Table 17-15. 

The OPUflex overhead for this mapping consists of: 

– A payload structure identifier (PSI) including the payload type (PT) as specified in Table 15-9, the 
client signal fail (CSF) and 254 bytes plus 7 bits reserved for future international standardization 
(RES);  

– Three justification control (JC) bytes, consisting of two bits for justification control (with fixed 00 
value) and six bits reserved for future international standardization; 

– One negative justification opportunity (NJO) byte (carrying a justification byte); and 

– Three bytes reserved for future international standardization (RES).  

NOTE – To allow the use of a common asynchronous/bit-synchronous de-mapper circuit for CBR client signals into 
ODUk (k=1,2,3 and flex), JC, NJO and PJO fields are assumed to be present in the OPUflex frame structure for the 
mapping of a supra-2.488G CBR client signal (Figure 17-18). This OPUflex frame structure is now compatible with the 
OPUk frame structure for the mapping of a CBR2G5, CBR10G or CBR40G signal (Figure 17-1). As a CBR signal is mapped 
into the OPUflex without justification, the NJO field contains a justification byte (stuff), the PJO field contains a data 
byte (D), and the JC bits are fixed to 00. 

The OPUflex payload for this mapping consists of 4  3808 bytes (Figure 17-18). Groups of eight successive 
bits (not necessarily being a byte) of the client signal are mapped into a data (D) byte of the OPUflex 
payload area under control of the BMP control mechanism. Each data byte in the OPUflex payload area 
carries 8 client bits. 
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Figure 17-18  OPUflex frame structure for the mapping of a supra-2.488 Gbit/s client signal 

Table 17-14 – supra-2.488G CBR clients 

Client signal Nominal bit rate (kbit/s) Bit-rate tolerance (ppm) 

FC-400 4 250 000 100 

FC-800 8 500 000 100 

FC-1600 14 025 000 100 

FC-3200 28 050 000 100 

IB SDR 2 500 000 100 

IB DDR 5 000 000 100 

IB QDR 10 000 000 100 

3G SDI 2 970 000  10 

3G SDI 2 970 000/1.001 10 

 

Table 17-15 – Replacement signal for supra-2.488 Gbit/s clients 

Client signal Replacement signal Bit-rate tolerance (ppm) 

FC-400 NOS 100 

FC-800 NOS 100 

FC-1600 NOS 100 

FC-3200 NOS 100 

IB SDR For further study 100 

IB DDR For further study 100 

IB QDR For further study 100 

3G SDI Generic-AIS For further study 
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17.9.1 FC-400 and FC-800 

During a signal fail condition of the incoming FC-400/FC-800 signal (e.g., in the case of a loss of input signal), 
this failed incoming FC-400/FC-800 signal is replaced by an NOS primitive sequence as specified in  
[b-INCITS 470]. 

NOTE – The NOS primitive sequence ordered set is defined as /K28.5/D21.2/D31.5/D5.2/. 

During a signal fail condition of the incoming ODUflex signal (e.g., in the case of an ODUflex-AIS, ODUflex-
LCK, ODUflex-OCI condition), NOS primitive sequence ordered sets as specified in [b-INCITS 470] are 
generated as a replacement signal for the lost FC-400/FC-800 signal. 

17.9.2 FC-1600 

The characteristic information of the mapped FC-1600 client signal consists of a sequence of 64B/66B 

encoded blocks with a nominal bit-rate of 14 025 000 kbit/s, 100 ppm. 

In case the FC-1600 interface at the mapper has FEC enabled the mapper must recover the FEC code word 
synchronization, extract the FEC parity bits, perform error correction and transdecode the 64B/65B blocks 
to 64B/66B blocks as specified in [b-INCITS 470]. 

In case the FC-1600 interface at the demapper has FEC enabled the demapper must recover 66B block lock 
from the demapped CBR signal, transcode the 64B/66B blocks to 64/65B blocks, generate and insert the 
FEC parity bits as specified in [b-INCITS 470]. 

NOTE − FC-1600 interface ports designed prior to Edition 4.6 may not be able to support termination of the FEC or 
transdecoding of 64B/65B blocks. 

During a signal fail condition of the incoming FC-1600 signal (e.g., in the case of a loss of input signal), this 
failed incoming FC-1600 signal is replaced by a NOS primitive sequence as specified in [b-INCITS 470].  

During signal fail condition of the incoming ODUflex signal (e.g., in the case of an ODUflex-AIS, ODUflex-LCK, 
ODUflex-OCI condition), NOS primitive sequence ordered sets as specified in [b-INCITS 470] are generated 
as a replacement signal for the lost FC-1600 signal. 

17.9.3 FC-3200 

The characteristic information of the mapped FC-3200 client signal consists of a sequence of 64B/66B 

encoded blocks with a nominal bit-rate of 28 050 000 kbit/s, 100 ppm. 

The mapper must recover the FEC code word synchronization, extract the FEC parity bits, perform error 
correction and transdecode the 256B/257B blocks to 64B/66B blocks as specified in [b-INCITS 488]. 
Uncorrectable FEC code words shall be replaced with error control blocks at the output of the 
transdecoder. 

The demapper must recover 66B block lock from the demapped CBR signal, transcode the 64B/66B blocks 
to 256/257B blocks, generate and insert the FEC parity bits as specified in [b-INCITS 488]. 

During a signal fail condition of the incoming FC-3200 signal (e.g., in the case of a loss of input signal), this 
failed incoming FC-3200 signal is replaced by a NOS primitive sequence as specified in [b-INCITS 488] at the 
output of the transdecoder.  

During signal fail condition of the incoming ODUflex signal (e.g., in the case of an ODUflex-AIS, ODUflex-LCK, 
ODUflex-OCI condition), NOS primitive sequence ordered sets as specified in [b-INCITS 488] are generated 
as a replacement signal for the lost FC-3200 signal at the input of the transcoder. 

17.10 Mapping of packet client signals into OPUk 

A set of packet client signals with an aggregated bandwidth of less or equal than 100 Gbit/s is encapsulated 
into GFP-F as specified in [ITU-T G.7041] and then mapped into an OPUk or OPUflex as specified in 17.4. 

A set of packet client signals with an aggregated bandwidth of more than 100 Gbit/s is presented (see Note) 
as an n×25 Gbit/s stream of Ethernet MAC frames and interframe gaps and then 64b/66b encoded as 
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specified in [IEEE 802.3] Table 82-5 into a FlexE Client signal [OIF FlexE IA] which is then mapped into an 
OPUflex as specified in clause 17.11.  

A set of packet client signals with an aggregated bandwidth of less or equal than 100 Gbit/s may be 
presented (see Note) as a 10, 25, 40, 50, 75 or 100 Gbit/s stream of Ethernet MAC frames and interframe 
gaps and then 64b/66b encoded as specified in [IEEE 802.3] Table 82-5 into a FlexE Client signal [OIF FlexE 
IA] which is then mapped into an OPUflex as specified in clause 17.11.  

NOTE – Non Ethernet packet clients are assumed to be encapsulated into Ethernet MAC frames before they are 
presented. Encapsulation is outside the scope of this Recommendation. Ethernet MAC framed packet clients are 
presented directly.  

17.11 Mapping of FlexE client signals into OPUflex using IMP 

FlexE client signal bit rates are s × 5,156,250.000 kbit/s ± 100 ppm, with s = 2, 8, n*5 (n ≥ 1). Refer to  
[OIF FlexE IA].  

NOTE – Other FlexE client bit rates are for further study. 

The 66b block stream shall be scrambled after rate adaptation and before mapping into the OPUflex. In the 
reverse operation, following termination of the OPUflex signal, the 66 block stream will be descrambled 
before being passed to the FlexE Client layer.  

A self-synchronizing scrambler with generator polynomial 1+ x39 +x58 shall be used, that is identical to the 
scrambler specified in clause 49.2.6 [IEEE 802.3]. 66b block stream scrambling is required to provide 
security against false 66b block delineation (as the two sync header bits bypass the scrambler), the 66b 
codewords replicating the OTU and ODU frame alignment signal and the 66b codewords combined with the 
OTU scrambler pattern used for the interface replicating the OTU and ODU frame alignment signal. 

Mapping of a FlexE client signal (with up to 100 ppm bit-rate tolerance) into an OPUflex is performed by 
the idle mapping procedure (IMP). The OPUflex payload bit rate is s × 5,156,250.000 kbit/s ± 100 ppm, with 
s = 2, 8, n*5 (n ≥ 1). The ODUflex bit rate is s × 239/238 × 5,156,250.000 kbit/s ± 100 ppm. 

The Idle mapping procedure deploys a clock rate adaptation scheme based on Idle control character (/I/) 
insert/delete as per clause 82.2.3.6 of [IEEE 802.3] and/or sequence ordered set (/O/) delete as per clause 
82.2.3.9 of [IEEE 802.3].  

The OPUflex overhead for this mapping consists of a: 

– payload structure identifier (PSI) including the payload type (PT) as specified in Table 15-9, the 
client signal fail (CSF) and 254 bytes plus 7 bits reserved for future international standardization 
(RES);  

– seven bytes reserved for future international standardization (RES).  

The OPUflex payload for this mapping consists of 4  3808 bytes (Figure 17-19). Scrambled 66b blocks of 
the client signal are mapped into 66-bits of the OPUflex payload area under control of the IMP control 
mechanism. The 66b blocks are aligned so that the first bit of the sync header appears in one of the bit 
positions 1, 3, 5, or 7 of a byte in the OPUflex payload. 
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Figure 17-19  OPUflex frame structure for the mapping of a FlexE client signal 

During a signal fail condition of the incoming FlexE client signal (e.g., in the case of a loss of input signal), 
this failed incoming FlexE client signal is replaced by a stream of 66B blocks, with each block carrying one 
local fault sequence ordered set (as specified in [FlexE IA]). This replacement signal is then mapped into the 
OPUflex. 

During a signal fail condition of the incoming ODUflex/OPUflex signal (e.g., in the case of an ODUflex-AIS, 
ODUflex-LCK, ODUflex-OCI condition), a stream of 66B blocks, with each block carrying one local fault 
sequence ordered sets (as specified in [FlexE IA]) is generated as a replacement signal for the lost FlexE 
client signal. 

NOTE 1 – A FlexE client signal local fault sequence ordered set is a 66B control block (sync header = 10) with a block 
type of 0x4B, an "O" code of 0x00, a value of 0x01 to indicate a "local fault" in lane 3, and all of the other octets 
(before scrambling) equal to 0x00. 

17.12 Mapping of FlexE aware signals into OPUflex 

In the FlexE aware service p (1 ≤ p ≤ m ≤ 252) 100G FlexE signals – out of an m × 100G FlexE Group signal – 
are crunched, padded and interleaved as per Figure 17-20. This results in a FlexE partial rate (sub)group 
signal with a length of 1024*n blocks, with n = n1 + n2 + .. + np (FlexEp-n): 

– i = 1 .. p represent the FlexE signals in ascending PHY number order.  

– ni (i = 1..p) represents the number of FlexE calendar slots that are to be transferred.  

– The value of ni for each of the p FlexE signals is negotiated between the FlexE partial rate 
(sub)group mapping port and the FlexE Shim in the customer equipment. q (0 ≤ q ≤ p) out of the p 
FlexE signals may have their ni set to 20 while the other p-q FlexE signals may have their ni set to 
values lower than 20. 

– Bits of the Ethernet error control blocks in 20-ni calendar slots that are marked unavailable are 
located at the end of the sub-calendar and are dropped by the mapper to reduce the rate and 
reinserted by the demapper to restore the original rate.  

– The FlexE partial rate (sub)group interleaving is simplified by adding ni-1 padding blocks between 
the overhead block and the first sub-calendar block in each of the p FlexE signals. The value of 
each padding block is an Ethernet error control block. 
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– The p OH blocks are interleaved in the order #1, #2 to #p. The p ni-1 padding blocks are interleaved 
in the order #1, #2 to #p. The p sub-calendar blocks (of length n1, n2 to np) are interleaved in the 
order #1, #2 to #p. 

NOTE 1 – An Ethernet error control block is a 66B control block (sync header = 10) with a block type of 0x1E and the 
other eight 7-bit characters equal to 0x1E. 

NOTE 2 – The remaining m-p 100G FlexE signals – out of an m × 100G FlexE group signal – are carried via other 
ODUflex signals carried in other ODUCn/OTUCn/OTSiA signals. 

NOTE 3 –  Values of p and n (in FlexEp-n) supported and the subset of the p×20 calendar slots that are included in the 
FlexEp-n mapped into the OPUflex are vendor specific and outside the scope of this Recommendation. 

 

Figure 17-20 – Full/partial rate FlexE signal interleaving 

The 66b block stream of the FlexE partial rate (sub)group signal shall be scrambled after rate adaptation 
and before mapping into the OPUflex. In the reverse operation, following termination of the OPUflex signal, 
the 66 block stream will be descrambled before being passed to the FlexE deinterleaving, depadding and 
decrunching process.  

A self-synchronizing scrambler with generator polynomial 1+ x39 +x58 shall be used, that is identical to the 
scrambler specified in clause 49.2.6 [IEEE 802.3]. 66b block stream scrambling is required to provide 
security against false 66b block delineation (as the two sync header bits bypass the scrambler), the 66b 
codewords replicating the OTU and ODU frame alignment signal and the 66b codewords combined with the 
OTU scrambler pattern used for the interface replicating the OTU and ODU frame alignment signal. 

The FlexE partial rate (sub)group signal (with up to 100 ppm bit-rate tolerance) is mapped into the 
OPUflex as per the encoding and stuffing distribution described below. The OPUflex payload bit rate is 
100GE_bit_rate × 240/239 × n/20 kbit/s ± 100 ppm, with n = n1 + n2 + .. + np. The ODUflex bit rate is 
100GE_bit_rate × 240/238 × n/20 kbit/s ± 100 ppm. 

On the transmit side, the stuffing is inserted as 16-byte blocks and systematically controlled using a 15 bit 
sigma-delta as: 

100GE_rate × (16k-1)/16k × n × 1024/(1+20×1023) = 100GE_rate × n/20 × 240/238 × 238/239 × (4×238-3-
s)/(4×238) → s = 3373/23384 (Numerator=3373, Denominator=23384) 

This encoding uses a bitsynchronous generic mapping procedure (BGMP) for the distribution and encoding 
of the stuffing. The GMP is operated in a special mode, where the Cm value does not come from a 
synchronizer but is generated deterministically, and ∑CnD is unused (Cn = Cm).  
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As shown in the Figure 17-22, a value of n = m =128 (16-Byte) is chosen. Given the deterministic generation 
of the stuffing, only two C128(t) values are used for this mapping (C128 = 948 or 949). Generating C128 = 949 
(vs. C128 = 948) is deterministic at the source (s = 3373/23384, 15-bit sigma-delta). 

Cm(t) is deterministically generated using a sigma-delta Cm=948/Cm=949 justification distribution with  
s = 3373/23384: 

The distribution of the deterministic justification (Cm(t)= 948, instead of Cm(t) =949) follows the sigma-delta 
equation below: 

–             Cm(t) = 948         if (j × 3373) mod 23384 < 3373 (17-13) 

–             Cm(t) = 949         if (j × 3373) mod 23384 ≥ 3373 (17-14) 

The index 'j' in equations (17-13) and (17-14) enumerates frames in the 23384 frame sequence. It counts 
from 1 to 23384. 

 

Figure 17-21 – Sigma-delta accumulator for deterministic justification generation 

The OPUflex overhead for this mapping consists of a: 

– payload structure identifier (PSI) including the payload type (PT) as specified in Table 15-9, the 
client signal fail (CSF) and 253-p bytes plus 7 bits reserved for future international standardization 
(RES);  

– PSI[3] carries the value of p 

– PSI[4] to PSI[3+p] carries the values of n1 to np 

– three justification control (JC1, JC2, JC3) bytes carrying the value of GMP overhead Cm; 

– four bytes reserved for future international standardization (RES).  

The JC1, JC2 and JC3 bytes consist of a 14-bit Cm field (bits C1, C2, .., C14), a 1-bit increment indicator (II) 
field, a 1-bit decrement indicator (DI) field and an 8-bit CRC-8 field which contains an error check code over 
the JC1, JC2 and JC3 fields.  

The OPUflex payload for this mapping consists of 4  3808 bytes (Figure 17-22). Blocks of 16 bytes in the 
OPUflex payload area are numbered from 1 to 952. The OPUflex payload byte numbering for GMP 16-byte 
(128-bit) blocks is illustrated in Figure 17-22. In row 1 of the OPUflex frame the first 16-byte block will be 
labelled 1, the next 16-byte block will be labelled 2, etc. 

Groups of one hundred twenty-eigth successive bits of the client signal are mapped into a 16-byte block of 
the OPUflex payload area under control of the BGMP data/stuff control mechanism. For the case of C128 = 
948, 16 byte blocks #1, #239, #477 and #715 are carrying stuff bits and the other 16-bye blocks are carrying 
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client bits. For the case of C128 = 949, 16 byte blocks #1, #318 and #635 are carrying stuff bits and the other 
16-byte blocks are carrying client bits. The stuff bits are set to zero. 

Scrambled 64b/66b blocks of the client signal are mapped into 66-bits of the OPUflex payload area skipping 
the 16-byte Stuff blocks under control of the BGMP control mechanism. The 66b blocks are aligned so that 
the first bit of the sync header appears in one of the bit positions 1, 3, 5, or 7 of a byte in the OPUflex 
payload. 

 

Figure 17-22 – Mapping of the combined FlexE stream into ODUflex  
via deterministic stuffing and using GMP encoding  

During a signal fail condition of an incoming FlexE signal (e.g., in the case of a loss of input signal or FlexE 
local fault condition), this failed incoming FlexE signal and the p-1 other FlexE signals are not mapped into 
the payload of the OPUflex. Instead the OPUflex payload is filled with the stuff blocks, 66b blocks that carry 
a local fault sequence ordered set (as specified in [FlexE IA]) and the OPU CSF bit is set to "1". The OPUflex 
clock is derived from a local clock. The OPUflex payload signal bit rate shall be within the limits specified in 
Table 7-3 and the limits for the ODCb defined in [ITU-T G.8251] and no frame phase discontinuity shall be 
introduced in this case and when resynchronization on the incoming client signal. 

During a signal fail condition of the incoming ODUflex/OPUflex signal (e.g., in the case of an ODUflex-AIS, 
ODUflex-LCK, ODUflex-OCI condition) or a CSF condition is present in the OPUflex overhead, a stream of 
66b blocks, with each block carrying one local fault sequence ordered sets (as specified in [FlexE IA]) is 
generated as a replacement signal for each of the p lost FlexE signals.  

NOTE 4 – A FlexE signal local fault sequence ordered set is a 66B control block (sync header = 10) with a block type of 
0x4B, an "O" code of 0x00, a value of 0x01 to indicate a "local fault" in lane 3, and all of the other octets (before 
scrambling) equal to 0x00. 
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17.13 Mapping a 64b/66b PCS coded signal into OPUflex using BMP and 2-bit alignment of 66b code 
words 

Mapping of a 64b/66b PCS coded (xGBASE-R) client signal (with up to 100 ppm bit-rate tolerance) into an 
OPUflex is performed by a bit-synchronous mapping procedure (BMP). Table 17-16 specifies the clients 
defined by this Recommendation. 

The bit-synchronous mapping process deployed to map constant bit rate client signals into an OPUflex does 
not generate any justification control signals. 

The 66b block stream of the xGBASE-R client signal shall be scrambled before mapping into the OPUflex. In 
the reverse operation, following termination of the OPUflex signal, the 66 block stream will be descrambled 
after demapping from the OPUflex.  

A self-synchronizing scrambler with generator polynomial 1+ x39 +x58 shall be used, that is identical to the 
scrambler specified in clause 49.2.6 of [IEEE 802.3]. 66b block stream scrambling is required to provide 
security against false 66b block delineation (as the two sync header bits bypass the scrambler), the 66b 
codewords replicating the OTU and ODU frame alignment signal and the 66b codewords combined with the 
OTU scrambler pattern used for the interface replicating the OTU and ODU frame alignment signal. 

The OPUflex clock for the bit-synchronous mapping is derived from the client signal. During a signal fail 
condition of the incoming client signal (e.g., in the case of a loss of input signal), this failed incoming signal 
is replaced by the appropriate replacement signal as defined in Table 17-17. The OPUflex payload signal bit 
rate shall be within the limits specified in Table 7-3 and the limits defined in [ITU-T G.8251] and no frame 
phase discontinuity shall be introduced in this case and when resynchronization on the incoming client 
signal.  

During a signal fail condition of the incoming ODUflex/OPUflex signal (e.g., in the case of an ODUflex-AIS, 
ODUflex-LCK, ODUflex-OCI condition), the failed client signal is replaced by the appropriate replacement 
signal as defined in Table 17-17. 

The OPUflex overhead for this mapping consists of: 

– a payload structure identifier (PSI) including the payload type (PT) as specified in Table 15-9, the 
client signal fail (CSF) and 254 bytes plus 7 bits reserved for future international standardization 
(RES);  

– seven bytes reserved for future international standardization (RES).  

The OPUflex payload area for this mapping consists of 4  3808 bytes (see Figure 17-23). Scrambled 
64b/66b blocks of the client signal are mapped into 66-bits of the OPUflex payload area. The 66b blocks are 
aligned so that the first bit of the sync header appears in one of the bit positions 1, 3, 5, or 7 of a byte in the 
OPUflex payload. 

 

Figure 17-23 – OPUflex frame structure for the mapping of a 64b/66b PCS client signal  
with 2-bit alignment 
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Table 17-16 – Supra-2.488G CBR clients 

Client signal Nominal bit rate (kbit/s) Bit-rate tolerance (ppm) 

25GBASE-R 25 781 250 100 

Table 17-17 – Replacement signal for supra-2.488 Gbit/s clients 

Client signal Replacement signal Bit-rate tolerance (ppm) 

25GBASE-R LF 100 

NOTE – The replacement signal is a continuous stream of LF ordered sets encoded according to Table 49-7 of [IEEE 
802.3] using control block type 0x55 (two ordered sets per 66B block). 

17.13.1 25GBASE-R 

The mapped format for the signal is the 25GBASE-R PCS sublayer as defined in clause 107 of [IEEE 802.3by], 
with a bit-stream at a signalling rate of 25.78125 Gb/s consisting of 64B/66B encoded blocks.  

25GBASE-R PHYs may use one of three different operational modes: No FEC, BASE-R FEC, or RS FEC. Only 
the RS FEC operational mode is applicable to optical PHYs, while any of the three modes may be used for 
backplane and copper cable PHYs, with the operational mode selected between the endpoints of a PHY link 
via auto-negotiation. 

The No FEC mode of operation sends bits at the physical layer using the same format as the PCS: 
a continuous stream of 64B/66B blocks at 25.78125 Gb/s ±100 ppm.  

In the BASE-R FEC mode of operation, the signal is encoded according to clause 74 of [IEEE 802.3], using a 
shortened cyclical code (2112,2080). This code removes the redundant sync header bit from each of thirty-
two 66B blocks and adds 32 bits of parity to produce the 2112-bit FEC codeword. The FEC is framed by the 
mapper using a "search and test" algorithm as described in clause 73 of [IEEE 802.3]. Errors are corrected, 
the FEC parity is removed, and the second sync header bit is restored to produce the stream of 66B blocks 
to map into OPUflex. The demapper removes the redundant sync header bit from each 66B block and adds 
the 32 bits of parity to each group of thirty-two, now 65B blocks. Since this process adds and removes the 
same number of bits in the process of encoding and decoding the FEC, this mapping is timing transparent. 

In the RS FEC mode of operation, the signal is encoded according to clause 108 of [IEEE 802.3by], using a Reed-
Solomon (528,514) error correcting code based on 10-bit symbols. Each group of four 66B blocks from the PCS is 
transcoded into a 257B block. Twenty 257B blocks (5140 bits) are combined with 140 bits of FEC parity (14 FEC 
symbols) to produce a 5280-bit FEC codeword. To frame the bit-stream, a 257-bit codeword marker (CWM) is inserted 
as the first 257 bits of every 1024th FEC codeword, with sufficient idles being deleted from the PCS to make room for 
the CWM at the same bit-rate as the PCS. The mapper will reverse this process, finding the CWMs in the bit-stream, 
decoding the FEC and correcting errors, removing the CWMs, trans-decoding 257B to 64B/66B, and inserting idles to 
maintain the bit-rate as described in the Rx direction data flow of clause 108 of [IEEE 802.3by]. The demapper will 
remove idles to make room for the CWM (maintaining the bit-rate), transcode to 257B, and adding the FEC parity to 
each group of twenty 257B blocks as described in the Tx direction data flow of clause 108 of [IEEE 802.3by]. This 
process preserves the timing of the client signal, and this mapping is timing transparent. 

18 Blank clause 

This clause is intentionally left blank. 

19 Mapping ODUj signals into the ODTU signal and the ODTU into the OPUk tributary slots 

This clause specifies the multiplexing of: 

– ODU0 into OPU1, ODU1 into OPU2, ODU1 and ODU2 into OPU3 using client/server specific 
asynchronous mapping procedures (AMP); 

– other ODUj into OPUk using a client agnostic generic mapping procedure (GMP). 
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This ODUj into OPUk multiplexing is performed in two steps: 

1) asynchronous mapping of ODUj into optical data tributary unit (ODTU) using either AMP or GMP; 

2) byte-synchronous mapping of ODTU into one or more OPUk tributary slots. 

19.1 OPUk tributary slot definition 

The OPUk is divided into a number of tributary slots (TS) and these tributary slots are interleaved within the 
OPUk. A tributary slot includes a part of the OPUk OH area and a part of the OPUk payload area. The bytes 
of the ODUj frame are mapped into the ODTU payload area and the ODTU bytes are mapped into the OPUk 
tributary slot or slots. The bytes of the ODTU justification overhead are mapped into the OPUk OH area. 

There are two types of tributary slots: 

1) Tributary slot with a bandwidth of approximately 2.5 Gbit/s; an OPUk is divided into n tributary 
slots, numbered 1 to n. 

2) Tributary slot with a bandwidth of approximately 1.25 Gbit/s; an OPUk is divided into 2n tributary 
slots, numbered 1 to 2n. 

OPU2 and OPU3 interface ports supporting 1.25 Gbit/s tributary slots must also support the 2.5 Gbit/s 
tributary slot mode for interworking with interface ports supporting only the 2.5G tributary slot mode (i.e., 
interface ports compliant with issues of this Recommendation: prior to the definition of 1.25G tributary 
slots). When operated in 2.5G tributary slot mode, 1.25G tributary slots "i" and "i+n" (i = 1 to n, n = 4 
(OPU2) and n = 16 (OPU3)) function as one 2.5G tributary slot. 

19.1.1 OPU2 tributary slot allocation 

Figure 19-1 presents the OPU2 2.5G tributary slot allocation and the OPU2 1.25G tributary slot allocation. 
An OPU2 is divided into four 2.5G tributary slots numbered 1 to 4, or in eight 1.25G tributary slots 
numbered 1 to 8. 

– An OPU2 2.5G tributary slot occupies 25% of the OPU2 payload area. It is a structure with 952 

columns by 16 (4  4) rows (see Figures 19-1 and 19-7) plus a tributary slot overhead (TSOH). The 
four OPU2 TSs are byte interleaved in the OPU2 payload area and the four OPU2 TSOHs are frame 
interleaved in the OPU2 overhead area. 

– An OPU2 1.25G tributary slot occupies 12.5% of the OPU2 payload area. It is a structure with 476 

columns by 32 (8  4) rows (see Figures 19-1 and 19-7) plus a tributary slot overhead (TSOH). The 
eight OPU2 TSs are byte interleaved in the OPU2 payload area and the eight OPU2 TSOHs are 
frame interleaved in the OPU2 overhead area. 

An OPU2 2.5G tributary slot "i" (i = 1,2,3,4) is provided by two OPU2 1.25G tributary slots "i" and "i+4" as 
illustrated in Figure 19-1. 

The tributary slot overhead (TSOH) of OPU2 tributary slots is located in column 16 plus column 15, rows 1, 
2 and 3 of the OPU2 frame.  

The TSOH for a 2.5G tributary slot is available once every 4 frames. A 4-frame multiframe structure is used 
for this assignment. This multiframe structure is locked to bits 7 and 8 of the MFAS byte as shown in 
Table 19-1 and Figure 19-1. 

The TSOH for a 1.25G tributary slot is available once every 8 frames. An 8-frame multiframe structure is 
used for this assignment. This multiframe structure is locked to bits 6, 7 and 8 of the MFAS byte as shown in 
Table 19-1 and Figure 19-1. 
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Figure 19-1 – OPU2 tributary slot allocation 

Table 19-1 – OPU2 tributary slot OH allocation 

MFAS 
bits 
7 8 

TSOH 
2.5G TS 

MFAS 
bits 

6 7 8 
TSOH 1.25G TS  

0 0 1 0 0 0 1 

0 1 2 0 0 1 2 

1 0 3 0 1 0 3 

1 1 4 0 1 1 4 

  1 0 0 5 

  1 0 1 6 

  1 1 0 7 

  1 1 1 8 

19.1.2 OPU3 tributary slot allocation 

Figure 19-2 presents the OPU3 2.5G tributary slot allocation and the OPU3 1.25G tributary slot allocation. 
An OPU3 is divided into sixteen 2.5G tributary slots numbered 1 to 16, or in thirty-two 1.25G tributary slots 
numbered 1 to 32. 

– An OPU3 2.5G tributary slot occupies 6.25% of the OPU3 payload area. It is a structure with 238 

columns by 64 (16  4) rows (see Figures 19-2 and 19-8) plus a tributary slot overhead (TSOH). The 
sixteen OPU3 2.5G TSs are byte interleaved in the OPU3 payload area and the sixteen OPU3 TSOHs 
are frame interleaved in the OPU3 overhead area.  
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– An OPU3 1.25G tributary slot occupies 3.125% of the OPU3 payload area. It is a structure with 119 

columns by 128 (32  4) rows (see Figures 19-2 and 19-8) plus a tributary slot overhead (TSOH). 
The thirty-two OPU3 1.25G TSs are byte interleaved in the OPU3 payload area and the thirty-two 
OPU3 TSOHs are frame interleaved in the OPU3 overhead area. 

An OPU3 2.5G tributary slot "i" (i = 1,2,..16) is provided by two OPU3 1.25G tributary slots "i" and "i+16" as 
illustrated in Figure 19-2. 

The tributary slot overhead (TSOH) of OPU3 tributary slots is located in column 16 plus column 15, rows 1, 
2 and 3 of the OPU3 frame.  

The TSOH for a 2.5G tributary slot is available once every 16 frames. A 16-frame multiframe structure is 
used for this assignment. This multiframe structure is locked to bits 5, 6, 7 and 8 of the MFAS byte as shown 
in Table 19-2 and Figure 19-2. 

The TSOH for a 1.25G tributary slot is available once every 32 frames. A 32-frame multiframe structure is 
used for this assignment. This multiframe structure is locked to bits 4, 5, 6, 7 and 8 of the MFAS byte as 
shown in Table 19-2 and Figure 19-2. 

 

Figure 19-2 – OPU3 tributary slot allocation 
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Table 19-2 – OPU3 tributary slot OH allocation 

MFAS bits 
5 6 7 8 

TSOH 2.5G 
TS 

 
MFAS bits 
4 5 6 7 8 

TSOH 
1.25G TS 

 
MFAS bits 
4 5 6 7 8 

TSOH 
1.25G TS 

0 0 0 0 1  0 0 0 0 0 1  1 0 0 0 0 17 

0 0 0 1 2  0 0 0 0 1 2  1 0 0 0 1 18 

0 0 1 0 3  0 0 0 1 0 3  1 0 0 1 0 19 

0 0 1 1 4  0 0 0 1 1 4  1 0 0 1 1 20 

0 1 0 0 5  0 0 1 0 0 5  1 0 1 0 0 21 

0 1 0 1 6  0 0 1 0 1 6  1 0 1 0 1 22 

0 1 1 0 7  0 0 1 1 0 7  1 0 1 1 0 23 

0 1 1 1 8  0 0 1 1 1 8  1 0 1 1 1 24 

1 0 0 0 9  0 1 0 0 0 9  1 1 0 0 0 25 

1 0 0 1 10  0 1 0 0 1 10  1 1 0 0 1 26 

1 0 1 0 11  0 1 0 1 0 11  1 1 0 1 0 27 

1 0 1 1 12  0 1 0 1 1 12  1 1 0 1 1 28 

1 1 0 0 13  0 1 1 0 0 13  1 1 1 0 0 29 

1 1 0 1 14  0 1 1 0 1 14  1 1 1 0 1 30 

1 1 1 0 15  0 1 1 1 0 15  1 1 1 1 0 31 

1 1 1 1 16  0 1 1 1 1 16  1 1 1 1 1 32 

19.1.3 OPU1 tributary slot allocation 

Figure 19-3 presents the OPU1 1.25G tributary slot allocation. An OPU1 is divided into two 1.25G tributary 
slots numbered 1 to 2. 

– An OPU1 1.25G tributary slot occupies 50% of the OPU1 payload area. It is a structure with 1904 

columns by 8 (2  4) rows (see Figure 19-3) plus a tributary slot overhead (TSOH). The two OPU1 
1.25G TSs are byte interleaved in the OPU1 payload area and the two OPU1 TSOHs are frame 
interleaved in the OPU1 overhead area. 

The tributary slot overhead (TSOH) of OPU1 tributary slots is located in column 16 plus column 15, rows 1, 
2 and 3 of the OPU1 frame.  

The TSOH for a 1.25G tributary slot is available once every 2 frames. A 2-frame multiframe structure is used 
for this assignment. This multiframe structure is locked to bit 8 of the MFAS byte as shown in Table 19-3 
and Figure 19-3. 
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Figure 19-3 – OPU1 tributary slot allocation 

Table 19-3 – OPU1 tributary slot OH allocation 

MFAS 
bit 8 

TSOH 1.25G TS 

0 1 

1 2 

19.1.4 OPU4 tributary slot allocation 

Figures 19-4A and 19-4B present the OPU4 1.25G tributary slot allocation. An OPU4 is divided into eighty 
1.25G tributary slots (numbered 1 to 80), which are located in columns 17 to 3816, and 8 columns of fixed 
stuff located in columns 3817 to 3824. The OPU4 frame may be represented in a 320 row by 3810 column 
format (Figure 19-4A) and in a 160 row by 7620 column format (Figure 19-4B).  

– An OPU4 1.25G tributary slot occupies 1.247% of the OPU4 payload area. It is a structure with 95 

columns by 160 (80  4/2) rows (see Figure 19-4B) plus a tributary slot overhead (TSOH). The 
eighty OPU4 1.25G TSs are byte interleaved in the OPU4 payload area and the eighty OPU4 TSOHs 
are frame interleaved in the OPU4 overhead area. 

The tributary slot overhead (TSOH) of OPU4 tributary slots is located in rows 1 to 3, columns 15 and 16 of 
the OPU4 frame. 

The TSOH for a 1.25G tributary slot is available once every 80 frames. An 80-frame multiframe structure is 
used for this assignment. This multiframe structure is locked to bits 2, 3, 4, 5, 6, 7 and 8 of the OMFI byte as 
shown in Table 19-4. 
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Figure 19-4A – OPU4 1.25G tributary slot allocation 

 

 

Figure 19-4B – OPU4 tributary slots in 160 row x 7620 column format 
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Table 19-4 – OPU4 tributary slot OH allocation 

OMFI bits 
2 3 4 5 6 7 8 

TSOH 
1.25G TS 

 OMFI bits 
2 3 4 5 6 7 8 

TSOH 
1.25G TS 

 OMFI bits 
2 3 4 5 6 7 8 

TSOH 
1.25G TS 

 OMFI bits 
2 3 4 5 6 7 8 

TSOH 
1.25G TS 

0 0 0 0 0 0 0 1  0 0 1 0 1 0 0 21  0 1 0 1 0 0 0 41  0 1 1 1 1 0 0 61 

0 0 0 0 0 0 1 2  0 0 1 0 1 0 1 22  0 1 0 1 0 0 1 42  0 1 1 1 1 0 1 62 

0 0 0 0 0 1 0 3  0 0 1 0 1 1 0 23  0 1 0 1 0 1 0 43  0 1 1 1 1 1 0 63 

0 0 0 0 0 1 1 4  0 0 1 0 1 1 1 24  0 1 0 1 0 1 1 44  0 1 1 1 1 1 1 64 

0 0 0 0 1 0 0 5  0 0 1 1 0 0 0 25  0 1 0 1 1 0 0 45  1 0 0 0 0 0 0 65 

0 0 0 0 1 0 1 6  0 0 1 1 0 0 1 26  0 1 0 1 1 0 1 46  1 0 0 0 0 0 1 66 

0 0 0 0 1 1 0 7  0 0 1 1 0 1 0 27  0 1 0 1 1 1 0 47  1 0 0 0 0 1 0 67 

0 0 0 0 1 1 1 8  0 0 1 1 0 1 1 28  0 1 0 1 1 1 1 48  1 0 0 0 0 1 1 68 

0 0 0 1 0 0 0 9  0 0 1 1 1 0 0 29  0 1 1 0 0 0 0 49  1 0 0 0 1 0 0 69 

0 0 0 1 0 0 1 10  0 0 1 1 1 0 1 30  0 1 1 0 0 0 1 50  1 0 0 0 1 0 1 70 

0 0 0 1 0 1 0 11  0 0 1 1 1 1 0 31  0 1 1 0 0 1 0 51  1 0 0 0 1 1 0 71 

0 0 0 1 0 1 1 12  0 0 1 1 1 1 1 32  0 1 1 0 0 1 1 52  1 0 0 0 1 1 1 72 

0 0 0 1 1 0 0 13  0 1 0 0 0 0 0 33  0 1 1 0 1 0 0 53  1 0 0 1 0 0 0 73 

0 0 0 1 1 0 1 14  0 1 0 0 0 0 1 34  0 1 1 0 1 0 1 54  1 0 0 1 0 0 1 74 

0 0 0 1 1 1 0 15  0 1 0 0 0 1 0 35  0 1 1 0 1 1 0 55  1 0 0 1 0 1 0 75 

0 0 0 1 1 1 1 16  0 1 0 0 0 1 1 36  0 1 1 0 1 1 1 56  1 0 0 1 0 1 1 76 

0 0 1 0 0 0 0 17  0 1 0 0 1 0 0 37  0 1 1 1 0 0 0 57  1 0 0 1 1 0 0 77 

0 0 1 0 0 0 1 18  0 1 0 0 1 0 1 38  0 1 1 1 0 0 1 58  1 0 0 1 1 0 1 78 

0 0 1 0 0 1 0 19  0 1 0 0 1 1 0 39  0 1 1 1 0 1 0 59  1 0 0 1 1 1 0 79 

0 0 1 0 0 1 1 20  0 1 0 0 1 1 1 40  0 1 1 1 0 1 1 60  1 0 0 1 1 1 1 80 

19.2 ODTU definition 

The optical data tributary unit (ODTU) carries a justified ODU signal. There are two types of ODTUs: 

1) ODTUjk ((j,k) = {(0,1), (1,2), (1,3), (2,3)}; ODTU01, ODTU12, ODTU13 and ODTU23) in which an 
ODUj signal is mapped via the asynchronous mapping procedure (AMP) as defined in clause 19.5; 

2) ODTUk.ts ((k,ts) = (2,1..8), (3,1..32), (4,1..80)) in which a ODUj (ODU0, ODU1, ODU2, ODU2e, 
ODU3, ODUflex) signal is mapped via the generic mapping procedure (GMP) defined in clause 19.6. 

Optical data tributary unit jk  

The optical data tributary unit jk (ODTUjk) is a structure which consists of an ODTUjk payload area and an 
ODTUjk overhead area (Figure 19-5). The ODTUjk payload area has c columns and r rows (see Table 19-5) 
and the ODTUjk overhead area has "ts" times 4 bytes, of which "ts" times 1 byte can carry payload. The 
ODTUjk is carried in "ts" 1.25G or 2.5G tributary slots of an OPUk.  

The location of the ODTUjk overhead depends on the OPUk tributary slot(s) used when multiplexing the 
ODTUjk in the OPUk (see clauses 19.1.1, 19.1.2, 19.1.3). The ts instances of the ODTUjk overhead might not 
be equally distributed.  

The ODTUjk overhead carries the AMP justification overhead as specified in clause 19.4. 
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NOTE – The 1.25G and 2.5G tributary slot versions of an ODTU12 are identical when the two 1.25G tributary slots 
carrying the ODTU12 are TSa and TSa+4. The 1.25G and 2.5G tributary slot versions of an ODTU13 are identical when 
the two 1.25G tributary slots carrying the ODTU12 are TSa and TSa+16. The 1.25G and 2.5G tributary slot versions of 
an ODTU23 are identical when the eight 1.25G tributary slots carrying the ODTU23 are TSa, TSb, TSc, TSd, TSa+16, 
TSb+16, TSc+16 and TSd+16. 

 

Figure 19-5 – ODTUjk frame formats 

Table 19-5 – ODTUjk characteristics for 2.5G and 1.25G tributary slots 

2.5G TS c r ts 
ODTUjk payload 

bytes 
ODTUjk overhead 

bytes 

ODTU12 952 16 1 15232 1 x 4 

ODTU13 238 64 1 15232 1 x 4 

ODTU23 952 64 4 60928 4 x 4 

      

1.25G TS c r ts 
ODTUjk payload 

bytes 
ODTUjk overhead 

bytes 

ODTU01 1904 8 1 15232 1  4 

ODTU12 952 32 2 30464 2  4 

ODTU13 238 128 2 30464 2  4 

ODTU23 952 128 8 121856 8  4 

Optical data tributary unit k.ts  

The optical data tributary unit k.ts (ODTUk.ts) is a structure which consists of an ODTUk.ts payload area and 
an ODTUk.ts overhead area (Figure 19-6). The ODTUk.ts payload area has j x ts columns and r rows (see 
Table 19-6) and the ODTUk.ts overhead area has one times 6 bytes. The ODTUk.ts is carried in "ts" 1.25G 
tributary slots of an OPUk.  

The location of the ODTUk.ts overhead depends on the OPUk tributary slot used when multiplexing the 
ODTUk.ts in the OPUk (see clauses 19.1.1, 19.1.2, 19.1.4). The single instance of an ODTUk.ts overhead is 
located in the OPUk TSOH of the last OPUk tributary slot allocated to the ODTUk.ts.  

The ODTUk.ts overhead carries the GMP justification overhead as specified in clause 19.4. 
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Figure 19-6 – ODTUk.ts frame formats 

Table 19-6 – ODTUk.ts characteristics 

 j r ts 
ODTUk.ts payload 

bytes 
ODTUk.ts overhead 

bytes 

ODTU2.ts 476 32 1 to 8 15232  ts 1  6 

ODTU3.ts 119 128 1 to 32 15232  ts 1  6 

ODTU4.ts 95 160 1 to 80 15200  ts 1  6 

19.3 Multiplexing ODTU signals into the OPUk 

Multiplexing an ODTU01 signal into an OPU1 is realized by mapping the ODTU01 signal in one of the two 
OPU1 1.25G tributary slots. 

Multiplexing an ODTU12 signal into an OPU2 is realized by mapping the ODTU12 signal in one of the four 
OPU2 2.5G tributary slots or in two (of the eight) arbitrary OPU2 1.25G tributary slots: OPU2 TSa and TSb 

with 1  a < b  8. 

Multiplexing an ODTU13 signal into an OPU3 is realized by mapping the ODTU13 signal in one of the sixteen 
OPU3 2.5G tributary slots or in two (of the thirty-two) arbitrary OPU3 1.25G tributary slots: OPU3 TSa and 

TSb with 1  a < b  32. 

Multiplexing an ODTU23 signal into an OPU3 is realized by mapping the ODTU23 signal in four (of the 

sixteen) arbitrary OPU3 2.5G tributary slots: OPU3 TSa, TSb, TSc and TSd with 1  a < b < c < d  16 or in 
eight (of the thirty-two) arbitrary OPU3 1.25G tributary slots: OPU3 TSa, TSb, TSc, TSd, TSe, TSf, TSg and TSh 

with 1  a < b < c < d < e < f < g < h  32. 

NOTE – a, b, c, d, e, f, g and h do not have to be sequential (a = i, b = i+1, c = i+2, d = i+3, e=i+4, f=i+5, g=i+6, h=i+7); the 
values can be arbitrarily selected to prevent bandwidth fragmentation. 

Multiplexing an ODTU2.ts signal into an OPU2 is realized by mapping the ODTU2.ts signal in ts (of the eight) 

arbitrary OPU2 1.25G tributary slots: OPU2 TSa, TSb, .. , TSp with 1  a < b < .. < p  8. 

Multiplexing an ODTU3.ts signal into an OPU3 is realized by mapping the ODTU3.ts signal in ts (of the thirty-

two) arbitrary OPU3 1.25G tributary slots: OPU3 TSa, TSb, .. , TSq with 1  a < b < .. < q  32. 

Multiplexing an ODTU4.ts signal into an OPU4 is realized by mapping the ODTU4.ts signal in ts (of the 

eighty) arbitrary OPU4 1.25G tributary slots: OPU4 TSa, TSb, .. , TSr with 1  a < b < .. < r  80. 
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The OPUk overhead for these multiplexed signals consists of a payload type (PT), the multiplex structure 
identifier (MSI), the OPU4 multiframe identifier (k=4), the OPUk tributary slot overhead carrying the ODTU 
overhead and depending on the ODTU type one or more bytes reserved for future international 
standardization. 

19.3.1 ODTU12 mapping into one OPU2 tributary slot 

A byte of the ODTU12 payload signal is mapped into a byte of an OPU2 2.5G TS #i (i = 1,2,3,4) payload area, 
as indicated in Figure 19-7 (left). A byte of the ODTU12 overhead is mapped into a TSOH byte within 
column 16 of the OPU2 2.5G TS #i. 

A byte of the ODTU12 signal is mapped into a byte of one of two OPU2 1.25G TS #A,B (A,B = 1,2,..,8) 
payload areas, as indicated in Figure 19-7 (right). A byte of the ODTU12 overhead is mapped into a TSOH 
byte within column 16 of the OPU2 1.25G TS #a,b. 

The remaining OPU2 TSOH bytes in column 15 are reserved for future international standardization. 

 

Figure 19-7 – Mapping of ODTU12 into one OPU2 2.5G tributary slot (left) 
and two OPU2 1.25G tributary slots (right) 

19.3.2 ODTU13 mapping into one OPU3 tributary slot 

A byte of the ODTU13 signal is mapped into a byte of an OPU3 2.5G TS #i (i = 1,2,..,16) payload area, as 
indicated in Figure 19-8 (left). A byte of the ODTU13 overhead is mapped into a TSOH byte within column 
16 of the OPU3 2.5G TS #i. 

A byte of the ODTU13 signal is mapped into a byte of one of two OPU3 1.25G TS #A, B (A,B = 1,2,..,32) 
payload areas, as indicated in Figure 19-8 (right). A byte of the ODTU13 overhead is mapped into a TSOH 
byte within column 16 of the OPU3 1.25G TS #a,b. 

The remaining OPU3 TSOH bytes in column 15 are reserved for future international standardization. 
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Figure 19-8 – Mapping of ODTU13 into one OPU3 2.5G tributary slot (left) 
and two OPU3 1.25G tributary slots (right) 

19.3.3 ODTU23 mapping into four OPU3 tributary slots 

A byte of the ODTU23 signal is mapped into a byte of one of four OPU3 2.5G TS #A,B,C,D 
(A,B,C,D = 1,2,..,16) payload areas, as indicated in Figure 19-9 (top). A byte of the ODTU23 overhead is 
mapped into a TSOH byte within column 16 of the OPU3 TS #a,b,c,d. 

A byte of the ODTU23 signal is mapped into a byte of one of eight OPU3 1.25G TS #A, B, C, D, E, F, G, H 
(A,B,C,D,E,F,G,H = 1,2,..,32) payload areas, as indicated in Figure 19-9 (bottom). A byte of the ODTU23 
overhead is mapped into a TSOH byte within column 16 of the OPU3 1.25G TS #a,b,c,d,e,f,g,h. 

The remaining OPU3 TSOH bytes in column 15 are reserved for future international standardization. 
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Figure 19-9 – Mapping of ODTU23 into 4 OPU3 2.5G tributary slots (#A, #B, #C, #D with A<B<C<D) (top) 
and 8 OPU3 1.25G tributary slots (#A, #B, #C, #D, #E, #F, #G, #H 

with A<B<C<D<E<F<G<H) (bottom) 
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19.3.4 ODTU01 mapping into one OPU1 1.25G tributary slot 

A byte of the ODTU01 signal is mapped into a byte of an OPU1 1.25G TS #i (i = 1,2), as indicated in Figure 
19-10 for a group of 4 rows out of the ODTU01.  

A byte of the ODTU01 TSOH is mapped into a TSOH byte within column 16 of the OPU1 1.25G TS #i. 

The remaining OPU1 TSOH bytes in column 15 are reserved for future international standardization. 

 

Figure 19-10 – Mapping of ODTU01 (excluding JOH) into OPU1 1.25G tributary slot 

19.3.5 ODTU2.ts mapping into ts OPU2 1.25G tributary slots 

A byte of the ODTU2.ts payload signal is mapped into a byte of an OPU2 1.25G TS #i (i = 1,..,ts) payload 
area, as indicated in Figure 19-11.  

A byte of the ODTU2.ts overhead is mapped into a TSOH byte within columns 15 and 16, rows 1 to 3 of the 
last OPU2 1.25G tributary slot allocated to the ODTU2.ts. 

The remaining OPU2 TSOH bytes are reserved for future international standardization. 
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Figure 19-11 – Mapping of ODTU2.ts into 'ts' OPU2 1.25G tributary slots 

19.3.6 ODTU3.ts mapping into ts OPU3 1.25G tributary slots 

A byte of the ODTU3.ts payload signal is mapped into a byte of an OPU3 1.25G TS #i (i = 1,..,ts) payload 
area, as indicated in Figure 19-12.  

A byte of the ODTU3.ts overhead is mapped into a TSOH byte within columns 15 and 16, rows 1 to 3 of the 
last OPU3 1.25G tributary slot allocated to the ODTU3.ts. 

The remaining OPU3 TSOH bytes are reserved for future international standardization. 
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Figure 19-12 – Mapping of ODTU3.ts into 'ts' OPU3 1.25G tributary slots 

19.3.7 ODTU4.ts mapping into ts OPU4 1.25G tributary slots 

A byte of the ODTU4.ts payload signal is mapped into a byte of an OPU4 1.25G TS #i (i = 1,..,ts) payload 
area, as indicated in Figure 19-13.  

A byte of the ODTU4.ts overhead is mapped into a TSOH byte within columns 15 and 16, rows 1 to 3 of the 
last OPU4 1.25G tributary slot allocated to the ODTU4.ts. 

The remaining OPU4 TSOH bytes are reserved for future international standardization. 
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Figure 19-13 – Mapping of ODTU4.ts into 'ts' OPU4 1.25G tributary slots 

19.4 OPUk multiplex overhead and ODTU justification overhead 

The OPUk (k=1,2,3,4) multiplex overhead consists of a multiplex structure identifier (MSI) and an ODTU 
overhead. The OPUk (k=4) multiplex overhead contains an OPU multiframe identifier (OMFI). 

The OPUk MSI overhead locations are shown in Figures 19-14A, 19-14B and 19-14C and the OMFI overhead 
location is shown in Figure 19-14C. 

ODTUjk overhead 

The ODTUjk overhead carries the AMP justification overhead consisting of justification control (JC) and 
negative justification opportunity (NJO) signals in column 16 of rows 1 to 4. ODTUjk overhead bytes in 
column 15 rows 1, 2 and 3 are reserved for future international standardization. 

The ODTUjk overhead consists of 3 bytes of justification control (JC) and 1 byte of negative justification 
opportunity (NJO) overhead. The JC and NJO overhead locations are shown in Figures 19-14A and 19-14B. 
In addition, two or n times two positive justification overhead bytes (PJO1, PJO2) are located in the ODTUjk 
payload area. Note that the PJO1 and PJO2 locations are multiframe, ODUj and OPUk tributary slot 
dependent.  

The PJO1 for an ODU1 in OPU2 or OPU3 2.5G tributary slot #i (i: 1..4 or 1..16 respectively) is located in the 
first column of OPUk 2.5G tributary slot #i (OPUk column 16+i) and the PJO2 is located in the second 
column of OPUk 2.5G tributary slot #i (OPU2 column 20+i, OPU3 column 32+i) in frame #i of the four or 
sixteen frame multiframe.  

EXAMPLE – ODU1 in OPU2 or OPU3 TS(1): PJO1 in column 16+1=17, PJO2 in column 20+1=21 (OPU2) and 
32+1=33 (OPU3). ODU1 in OPU2 TS(4): PJO1 in column 16+4=20, PJO2 in column 20+4=24. ODU1 in OPU3 
TS(16): PJO1 in column 16+16=32, PJO2 in column 32+16=48. 

The four PJO1s for an ODU2 in OPU3 2.5G tributary slots #a, #b, #c and #d are located in the first column of 
OPU3 2.5G tributary slot #a (OPU3 column 16+a) in frames #a, #b, #c and #d of the sixteen frame 
multiframe. The four PJO2s for an ODU2 in OPU3 2.5G tributary slots #a, #b, #c and #d are located in the 
first column of OPU3 2.5G tributary slot #b (OPU3 column 16+b) in frames #a, #b, #c and #d of the sixteen 
frame multiframe. Figure 19-14A presents an example with four ODU2s in the OPU3 mapped into 2.5G 
tributary slots (1,5,9,10), (2,3,11,12), (4,14,15,16) and (6,7,8,13). 
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EXAMPLE – ODU2 in OPU3 TS(1,2,3,4): PJO1 in column 16+1=17, PJO2 in column 16+2=18. ODU2 in OPU3 
TS(13,14,15,16): PJO1 in column 16+13=29, PJO2 in column 16+14=30. 

The PJO1 for an ODU0 in OPU1 1.25G tributary slot #i (i: 1,2) is located in the first column of OPU1 1.25G 
tributary slot #i (OPU1 column 16+i) and the PJO2 is located in the second column of OPU1 1.25G tributary 
slot #i (OPU1 column 18+i) in frame #i of the two frame multiframe.  

The PJO1 for an ODU1 in OPU2 or OPU3 1.25G tributary slots #a and #b (a: 1..7 or 1..31 respectively; b: 2..8 
or 2..32 respectively) is located in the first column of OPUk 1.25G tributary slot #a (OPUk column 16+a) and 
the PJO2 is located in the first column of OPUk 1.25G tributary slot #b (OPUk column 16+b) in frames #a 
and #b of the eight or thirty-two frame multiframe.  

EXAMPLE – ODU1 in OPU2 or OPU3 TS(1,2): PJO1 in column 16+1=17, PJO2 in column 16+2=18. ODU1 in 
OPU2 TS(7,8): PJO1 in column 16+7=23, PJO2 in column 16+8=24. ODU1 in OPU3 TS(31,32): PJO1 in column 
16+31=47, PJO2 in column 16+32=48. 

The eight PJO1s for an ODU2 in OPU3 1.25G tributary slots #a, #b, #c, #d, #e, #f, #g and #h are located in 
the first column of OPU3 1.25G tributary slot #a (OPU3 column 16+a) in frames #a, #b, #c, #d, #e, #f, #g and 
#h of the thirty-two frame multiframe. The eight PJO2s for an ODU2 in OPU3 1.25G tributary slots #a, #b, 
#c, #d, #e, #f, #g and #h are located in the first column of OPU3 1.25G tributary slot #b (OPU3 column 16+b) 
in frames #a, #b, #c, #d, #e, #f, #g and #h of the thirty-two frame multiframe. Figure 19-14B presents an 
example with two ODU2s and two ODU1s in the OPU3 mapped into 1.25G tributary slots 
(1,5,9,10,17,19,20,21), (25,26,27,28,29,30,31,32), (2,3) and (4,24). 

EXAMPLE – ODU2 in OPU3 TS(1,2,3,4,5,6,7,8): PJO1 in column 16+1=17, PJO2 in column 16+2=18. ODU2 in 
OPU3 TS(25,26,27,28,29,30,31,32): PJO1 in column 16+25=41, PJO2 in column 16+26=42. 
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Figure 19-14A – OPUk (k=1,2,3) multiplex overhead associated with an ODTUjk only (payload type = 20) 
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Figure 19-14B – OPUk (k=2,3) multiplex overhead associated with an ODTUjk only 
(payload type = 21) 
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ODTUk.ts overhead 

The ODTUk.ts overhead carries the GMP justification overhead consisting of 3 bytes of justification control 
(JC1, JC2, JC3) which carry the 14-bit GMP Cm information and client/ODU specific 3 bytes of justification 

control (JC4, JC5, JC6) which carry the 10-bit GMP C8D information. 

The JC1, JC2, JC3, JC4, JC5 and JC6 overhead locations are shown in Figure 19-14C.  
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Figure 19-14C – OPUk (k=2,3,4) multiplex overhead associated with an ODTUk.ts 
(payload type = 21) 

19.4.1 OPUk multiplex structure identifier (MSI) 

The OPUk (k=1,2,3,4) multiplex structure identifier (MSI) overhead, which encodes the ODU multiplex 
structure in the OPU, is located in the mapping specific area of the PSI signal (refer to Figure 19-14A for the 
MSI location in OPUk with PT=20, refer to Figures 19-14B and 19-14C for the MSI location in OPUk with 
PT=21). The MSI has an OPU and tributary slot (2.5G, 1.25G) specific length (OPU1: 2 bytes, OPU2: 4 or 
8 bytes, OPU3: 16 or 32 bytes, OPU4: 80 bytes) and indicates the ODTU content of each tributary slot (TS) 
of an OPU. One byte is used for each TS. 

19.4.1.1 OPU2 multiplex structure identifier (MSI) – Payload type 20 

For the 4 OPU2 2.5G tributary slots four bytes of the PSI are used (PSI[2] .. PSI[5]) as MSI bytes as shown in 
Figures 19-14A and 19-15. The MSI indicates the ODTU content of each tributary slot of the OPU2. One byte 
is used for each tributary slot. 

– The ODTU type in bits 1 and 2 is fixed to 00 to indicate the presence of an ODTU12. 

– The tributary port # indicates the port number of the ODU1 that is being transported in this 2.5G 
TS; the assignment of ports to tributary slots is fixed, the port number equals the tributary slot 
number. 
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 1 2 3 4 5 6 7 8  

PSI[2] 00 00 0000 TS1 

PSI[3] 00 00 0001 TS2 

PSI[4] 00 00 0010 TS3 

PSI[5] 00 00 0011 TS4 

Figure 19-15 – OPU2-MSI coding – Payload type 20 

19.4.1.2 OPU3 multiplex structure identifier (MSI) – Payload type 20 

For the 16 OPU3 2.5G tributary slots 16 bytes of the PSI are used (PSI[2] .. PSI[17]) as MSI bytes as shown in 
Figures 19-14A, 19-16A and 19-16B. The MSI indicates the ODTU content of each tributary slot of the OPU3. 
One byte is used for each tributary slot. 

– The ODTU type in bits 1 and 2 indicates if the OPU3 TS is carrying ODTU13 or ODTU23. The default 
ODTU type is ODTU13; it is present when either a tributary slot carries an ODTU13, or is not 
allocated to carry an ODTU. Refer to Appendix V for some examples.  

– The tributary port # in bits 3 to 8 indicates the port number of the ODTU13/23 that is being 
transported in this 2.5G TS; for the case of ODTU23, a flexible assignment of tributary ports to 
tributary slots is possible, for the case of ODTU13, this assignment is fixed, the tributary port 
number equals the tributary slot number. ODTU23 tributary ports are numbered 1 to 4. 

 

 

 1 2 3 4 5 6 7 8  

PSI[2] ODTU type Tributary Port # TS1 

PSI[3] ODTU type Tributary Port # TS2 

PSI[4] ODTU type Tributary Port # TS3 

PSI[5] ODTU type Tributary Port # TS4 

PSI[6] ODTU type Tributary Port # TS5 

PSI[7] ODTU type Tributary Port # TS6 

PSI[8] ODTU type Tributary Port # TS7 

PSI[9] ODTU type Tributary Port # TS8 

PSI[10] ODTU type Tributary Port # TS9 

PSI[11] ODTU type Tributary Port # TS10 

PSI[12] ODTU type Tributary Port # TS11 

PSI[13] ODTU type Tributary Port # TS12 

PSI[14] ODTU type Tributary Port # TS13 

PSI[15] ODTU type Tributary Port # TS14 

PSI[16] ODTU type Tributary Port # TS15 

PSI[17] ODTU type Tributary Port # TS16 

Figure 19-16A – OPU3-MSI coding – Payload type 20 
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 1 2 3 4 5 6 7 8  

PSI[1+ i] ODTU type Tributary Port # TS #i 

          

 00: ODTU13 

01: ODTU23 

10: Reserved 

11: Reserved 

00 0000: Tributary Port 1 

00 0001: Tributary Port 2 

00 0010: Tributary Port 3 

00 0011: Tributary Port 4 

: 

00 1111: Tributary Port 16 

 

Figure 19-16B – OPU3 MSI coding – Payload type 20 

19.4.1.3 OPU1 multiplex structure identifier (MSI) – Payload type 20 

For the 2 OPU1 1.25G tributary slots 2 bytes of the PSI are used (PSI[2], PSI[3]) as MSI bytes as shown in 
Figures 19-14A and 19-17. The MSI indicates the ODTU content of each tributary slot of the OPU1. One byte 
is used for each tributary slot. 

– The ODTU type in bits 1 and 2 is fixed to 11 to indicate the presence of an ODTU01.  

– The tributary port # in bits 3 to 8 indicates the port number of the ODTU01 that is being 
transported in this 1.25G TS; the assignment of ports to tributary slots is fixed, the port number 
equals the tributary slot number. 

 

 1 2 3 4 5 6 7 8 1.25G TS  

PSI[2] 11 00 0000 TS1  

PSI[3] 11 00 0001 TS2  

Figure 19-17 – OPU1 MSI coding – Payload type 20 

19.4.1.4 OPU4 multiplex structure identifier (MSI) – Payload type 21 

For the eighty OPU4 1.25G tributary slots 80 bytes of the PSI are used (PSI[2] to PSI[81]) as MSI bytes as 
shown in Figures 19-14C, 19-18A and 19-18B. The MSI indicates the ODTU content of each tributary slot of 
an OPU. One byte is used for each tributary slot. 

– The TS occupation bit 1 indicates if the tributary slot is allocated or unallocated.  

– The tributary port # in bits 2 to 8 indicates the port number of the ODTU4.ts that is being 
transported in this TS; for the case of an ODTU4.ts carried in two or more tributary slots, a flexible 
assignment of tributary port to tributary slots is possible. ODTU4.ts tributary ports are numbered 1 
to 80. The value is set to all-0s when the occupation bit has the value 0 (tributary slot is 
unallocated). 
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 1 2 3 4 5 6 7 8 1.25G TS 

PSI[2] TS occupied Tributary Port # TS1 

PSI[3] TS occupied Tributary Port # TS2 

PSI[4] TS occupied Tributary Port # TS3 

PSI[5] TS occupied Tributary Port # TS4 

PSI[6] TS occupied Tributary Port # TS5 

PSI[7] TS occupied Tributary Port # TS6 

PSI[8] TS occupied Tributary Port # TS7 

PSI[9] TS occupied Tributary Port # TS8 

: : : : 

: : : : 

PSI[81] TS occupied Tributary Port # TS80 

Figure 19-18A – OPU4 1.25G TS MSI coding – Payload type 21 
 

 1 2 3 4 5 6 7 8  

PSI[1+ i] Occupation Tributary Port # TS #i 

          

    

Figure 19-18B – OPU4 MSI coding – Payload type 21 

19.4.1.5 OPU2 multiplex structure identifier (MSI) – Payload type 21 

For the eight OPU2 1.25G tributary slots 8 bytes of the PSI (PSI[2] to PSI[9]) are used as MSI bytes as show 
in Figures 19-14B, 19-19A and 19-19B. The MSI indicates the ODTU content of each tributary slot of an 
OPU. One byte is used for each tributary slot. 

– The ODTU type in bits 1 and 2 indicates if the OPU2 1.25G TS is carrying an ODTU12 or ODTU2.ts. 
The default ODTU type is 11 (unallocated); it is present when a tributary slot is not allocated to 
carry an ODTU.  

– The tributary port # in bits 3 to 8 indicates the port number of the ODTU that is being transported 
in this TS; a flexible assignment of tributary ports to tributary slots is possible, ODTU12 tributary 
ports are numbered 1 to 4, and ODTU2.ts tributary ports are numbered 1 to 8. The value is set to 
all-0s when the ODTU type has the value 11 (tributary slot is unallocated). 
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 1 2 3 4 5 6 7 8  

PSI[2] ODTU type Tributary Port # TS1 

PSI[3] ODTU type Tributary Port # TS2 

PSI[4] ODTU type Tributary Port # TS3 

PSI[5] ODTU type Tributary Port # TS4 

PSI[6] ODTU type Tributary Port # TS5 

PSI[7] ODTU type Tributary Port # TS6 

PSI[8] ODTU type Tributary Port # TS7 

PSI[9] ODTU type Tributary Port # TS8 

Figure 19-19A – OPU2 MSI coding – Payload type 21 

 
 

 1 2 3 4 5 6 7 8  

PSI[1+ i] ODTU type Tributary Port # TS #i 

          

 00: ODTU12 

01: Reserved 

10: ODTU2.ts 

11: Unallocated 

00 0000: Tributary Port 1 

00 0001: Tributary Port 2 

00 0010: Tributary Port 3 

00 0011: Tributary Port 4 

: 

00 0111: Tributary Port 8 

 

Figure 19-19B – OPU2 MSI coding – Payload type 21 

19.4.1.6 OPU3 with 1.25G tributary slots (payload type 21) multiplex structure identifier (MSI) 

For the thirty-two OPU3 1.25G tributary slots 32 bytes of the PSI (PSI[2] to PSI[33]) are used as MSI bytes as 
shown in Figures 19-14B, 19-20A and 19-20B. The MSI indicates the ODTU content of each tributary slot of 
an OPU. One byte is used for each tributary slot. 

– The ODTU type in bits 1 and 2 indicates if the OPU3 1.25G TS is carrying an ODTU13, ODTU23 or 
ODTU3.ts. The default ODTU type is 11 (unallocated); it is present when a tributary slot is not 
allocated to carry an ODTU.  

– The tributary port # in bits 3 to 8 indicates the port number of the ODTU that is being transported 
in this TS; a flexible assignment of tributary ports to tributary slots is possible, ODTU13 tributary 
ports are numbered 1 to 16, ODTU23 tributary ports are numbered 1 to 4 and ODTU3.ts tributary 
ports are numbered 1 to 32. The value is set to all-0s when the ODTU type has the value 11 
(tributary slot is unallocated). 
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 1 2 3 4 5 6 7 8  

PSI[2] ODTU type Tributary Port # TS1 

PSI[3] ODTU type Tributary Port # TS2 

PSI[4] ODTU type Tributary Port # TS3 

PSI[5] ODTU type Tributary Port # TS4 

PSI[6] ODTU type Tributary Port # TS5 

: : : : 

: : : : 

PSI[33] ODTU type Tributary Port # TS32 

Figure 19-20A – OPU3 MSI coding – Payload type 21 
 

 1 2 3 4 5 6 7 8  

PSI[1+ i] ODTU type Tributary Port # TS #i 

          

 00: ODTU13 

01: ODTU23 

10: ODTU3.ts 

11: Unallocated 

00 0000: Tributary Port 1 

00 0001: Tributary Port 2 

00 0010: Tributary Port 3 

00 0011: Tributary Port 4 

: 

01 1111: Tributary Port 32 

 

Figure 19-20B – OPU3 MSI coding – Payload type 21 

19.4.2 OPUk payload structure identifier reserved overhead (RES) 

253 (OPU1), 251 or 247 (OPU2), 239 or 223 (OPU3) and 175 (OPU4) bytes are reserved in the OPUk PSI for 
future international standardization. These bytes are located in PSI[1] and PSI[4] (OPU1), PSI[6] or PSI[10] 
(OPU2), PSI[18] or PSI[34] (OPU3), PSI[82] (OPU4) to PSI[255] of the OPUk overhead. These bytes are set to 
all-0s. 

19.4.3 OPUk multiplex justification overhead (JOH) 

Two mapping procedures are used for the mapping of ODUj: either the asynchronous mapping procedure 
(AMP) or generic mapping procedure (GMP) into ODTUjk or ODTUk.ts, respectively. AMP uses ODUj and 
OPUk specific fixed stuff and justification opportunity definitions (ODTUjk). GMP uses ODUj and OPUk 
independent stuff and justification opportunity definitions (ODTUk.ts). Stuff locations within an ODTUk.ts 
are determined by means of a formula which is specified in clause 19.4.3.2. 

19.4.3.1 Asynchronous mapping procedures (AMP) 

The justification overhead (JOH) located in column 16 of the OPUk (k=1,2,3) as indicated in Figures 19-14A 
and 19-14B consists of three justification control (JC) bytes and one negative justification opportunity 
(NJO) byte. The three JC bytes are located in rows 1, 2 and 3. The NJO byte is located in row 4. 
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Bits 7 and 8 of each JC byte are used for justification control. The other six bits are reserved for future 
international standardization. 

19.4.3.2 Generic mapping procedure (GMP) 

The justification overhead (JOH) for the generic mapping procedure consists of two groups of three bytes of 
justification control; the general (JC1, JC2, JC3) and the client to ODU mapping specific (JC4, JC5, JC6). Refer 
to Figure 19-14C. 

The JC1, JC2 and JC3 bytes consist of a 14-bit Cm field (bits C1, C2, .., C14), a 1-bit increment indicator (II) 
field, a 1-bit decrement indicator (DI) field and an 8-bit CRC-8 field which contains an error check code over 
the JC1, JC2 and JC3 fields.  

The JC4, JC5 and JC6 bytes consist of a 10-bit CnD field (bits D1, D2, .., D10), a 5-bit CRC-5 field which 
contains an error check code over bits 4 to 8 in the JC4, JC5 and JC6 fields and nine bits reserved for future 
international standardization (RES).  

The value of 'm' in Cm is 8  'ts' (number of tributary slots occupied by the ODTUk.ts).  

The value of 'n' represents the timing granularity of the GMP Cn parameter, which is also present in CnD. 
The value of n is 8.  

The value of Cm controls the distribution of groups of 'ts' ODUj data bytes into groups of 'ts' ODTUk.ts 
payload bytes. Refer to clause 19.6 and Annex D for further specification of this process. 

The value of CnD provides additional 'n'-bit timing information, which is necessary to control the jitter and 
wander performance experienced by the ODUj signal.  

The value of Cn (i.e., number of client n-bit data entities per OPUCn multiframe) is computed as follows: 

Cn(t) = m  Cm(t) + (CnD(t) – CnD(t–1)). Note that the value CnD is effectively an indication of the amount of 
data in the mapper's virtual queue that it could not send during that multiframe due to it being less than an 

M-byte word. For the case where the value of CnD in a multiframe 't' is corrupted, it is possible to recover 
from such error in the next multiframe 't+1'. 

19.4.4 OPU multiframe identifier overhead (OMFI) 

An OPU4 multiframe identifier (OMFI) byte is defined in row 4, column 16 of the OPU4 overhead (Figure 19-
21). The value of bits 2 to 8 of the OMFI byte will be incremented each OPU4 frame to provide an 80 frame 
multiframe for the multiplexing of ODUj signals into the OPU4. 

NOTE – It is an option to align the OMFI = 0 position with MFAS = 0 position every 1280 (the least common multiple of 
80 and 256) frame periods. 

 

Figure 19-21  OPU4 multiframe identifier (OMFI) overhead 
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19.5 Mapping ODUj into ODTUjk 

The mapping of ODUj signals (with up to 20 ppm bit-rate tolerance) into the ODTUjk signal ((j,k) = {(0,1), 
(1,2); (1,3), (2,3)}) is performed as an asynchronous mapping. 

NOTE 1 – The maximum bit-rate tolerance between OPUk and the ODUj signal clock, which can be accommodated by 
this mapping scheme is –130 to +65 ppm (ODU0 into OPU1), –113 to +83 ppm (ODU1 into OPU2), –96 to +101 ppm 
(ODU1 into OPU3) and –95 to +101 ppm (ODU2 into OPU3). 

The ODUj signal is extended with a frame alignment overhead as specified in clauses 15.6.2.1 and 15.6.2.2 
and an all-0s pattern in the OTUj overhead field (see Figure 19-22). 

 

 Column # 

 1  ...  7 8  ...  14 15 ... 3824 

R
o

w
 #

 

1 
FA overhead 

area 
Fixed stuff 

(all-0s) 

OPUj area 

(4  3810 bytes) 

2 

ODUj overhead 
area 

3 

4 

Figure 19-22 – Extended ODUj frame structure  
(FA OH included, OTUj OH area contains fixed stuff) 

The OPUk signal and therefore the ODTUjk (k = 1,2,3) signals are created from a locally generated clock 
(within the limits specified in Table 7-3), which is independent of the ODUj (j = 0,1,2) client signals. 

The extended ODUj (j = 0,1,2) signal is mapped into the ODTUjk (k = 1,2,3) using an asynchronous mapping 
with –1/0/+1/+2 positive/negative/zero (pnz) justification scheme.  

An extended ODUj byte is mapped into an ODTUjk byte. 

The asynchronous mapping process generates the JC, NJO, PJO1 and PJO2 according to Table 19-7. The de-
mapping process interprets JC, NJO, PJO1 and PJO2 according to Table 19-7. Majority vote (two out of 
three) shall be used to make the justification decision in the de-mapping process to protect against an error 
in one of the three JC signals. 

Table 19-7 – JC, NJO, PJO1 and PJO2 generation and interpretation 

JC 
7 8 

NJO PJO1 PJO2 Interpretation 

0 0 justification byte data byte data byte no justification (0) 

0 1 data byte data byte data byte negative justification (–1) 

1 0  
(Note) 

justification byte justification byte justification byte double positive justification (+2) 

1 1 justification byte justification byte data byte positive justification (+1) 

NOTE – Note that this code is not used for the case of ODU0 into OPU1. 

The value contained in NJO, PJO1 and PJO2 when they are used as justification bytes is all-0s. The receiver 
is required to ignore the value contained in these bytes whenever they are used as justification bytes. 

During a signal fail condition of the incoming ODUj client signal (e.g., OTUj-LOF), this failed incoming signal 
will contain the ODUj-AIS signal as specified in clause 16.5.1. This ODUj-AIS is then mapped into the 
ODTUjk. 
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For the case where the ODUj is received from the output of a fabric (ODU connection function), the 
incoming signal may contain (in the case of an open matrix connection), the ODUj-OCI signal as specified 
in clause 16.5.2. This ODUj-OCI signal is then mapped into the ODTUjk. 

NOTE 2 – Not all equipment will have a real connection function (i.e., switch fabric) implemented; instead, the 
presence/absence of tributary interface port units represents the presence/absence of a matrix connection. If such a 
unit is intentionally absent (i.e., not installed), the associated ODTUjk signals should carry an ODUj-OCI signal. If such a 
unit is installed but temporarily removed as part of a repair action, the associated ODTUjk signal should carry an ODUj-
AIS signal. 

The de-mapping of ODUj signals from the ODTUjk signal (j = 0,1,2; k = 1,2,3) is performed by extracting the 
extended ODUj signal from the OPUk under control of its justification overhead (JC, NJO, PJO1, PJO2). 

NOTE 3 – For the case where the ODUj signal is output as an OTUj signal, frame alignment of the extracted extended 
ODUj signal is to be recovered to allow frame synchronous mapping of the ODUj into the OTUj signal. 

During a signal fail condition of the incoming ODUk/OPUk signal (e.g., in the case of an ODUk-AIS, ODUk-
LCK, ODUk-OCI condition) the ODUj-AIS pattern as specified in clause 16.5.1 is generated as a replacement 
signal for the lost ODUj signal. 

19.5.1 Mapping ODU1 into ODTU12 

A byte of the ODU1 signal is mapped into an information byte of the ODTU12 (see Figure 19-23A). Once per 
4 OPU2 frames, it is possible to perform either a positive or a negative justification action. The frame in 
which justification can be performed is related to the TSOH of the OPU2 2.5G TS in which the ODTU12 is 
mapped (Figure 19-1). Figure 19-23A shows the case with mapping in OPU2 2.5G TS1. 

A byte of the ODU1 signal is mapped into an information byte of the ODTU12 (see Figure 19-23B). Twice 
per 8 OPU2 frames, it is possible to perform either a positive or a negative justification action. The frames 
in which justification can be performed are related to the TSOH of the OPU2 1.25G TSs in which the 
ODTU12 is mapped (Figure 19-1). Figure 19-23B shows the case with mapping in OPU2 1.25G TS2 and TS4. 

 

 

Figure 19-23A – ODTU12 frame format and mapping of ODU1 (mapping in 2.5G TS1) 
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Figure 19-23B – ODTU12 frame format and mapping of ODU1 
(mapping in 1.25G TS1 and TS4) 

19.5.2 Mapping ODU1 into ODTU13 

A byte of the ODU1 signal is mapped into an information byte of the ODTU13 (Figure 19-24A). Column 119 
of the ODTU13 is fixed stuff. An all-0s pattern is inserted in the fixed stuff bytes. Once per 16 OPU3 frames, 
it is possible to perform either a positive or a negative justification action. The frame in which justification 
can be performed is related to the TSOH of the OPU3 2.5G TS in which the ODTU13 is mapped (Figure 19-
2). Figure 19-24A shows the case with mapping in OPU3 2.5G TS3. 
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A byte of the ODU1 signal is mapped into an information byte of the ODTU13 (see Figure 19-24B). Column 
119 of the ODTU13 is fixed stuff. An all-0s pattern is inserted in the fixed stuff bytes. Twice per 32 OPU3 
frames, it is possible to perform either a positive or a negative justification action. The frames in which 
justification can be performed are related to the TSOH of the OPU3 1.25G TSs in which the ODTU13 is 
mapped (Figure 19-2). Figure 19-24B shows the case with mapping in OPU3 1.25G TS2 and TS25. 

 

Figure 19-24A – ODTU13 frame format and mapping of ODU1 
(mapping in 2.5G TS3) 
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Figure 19-24B – ODTU13 frame format and mapping of ODU1 
(mapping in 1.25G TS2 and TS25) 

19.5.3 Mapping ODU2 into ODTU23 

A byte of the ODU2 signal is mapped into an information byte of the ODTU23 (Figure 19-25A). Four times 
per sixteen OPU3 frames, it is possible to perform either a positive or a negative justification action. The 
four frames in which justification can be performed are related to the TSOH of the OPU3 2.5G TSs in which 
the ODTU23 is mapped (Figure 19-2). Figure 19-25A shows the case with mapping in OPU3 2.5G TS1, TS5, 
TS9 and TS10.  
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A byte of the ODU2 signal is mapped into an information byte of the ODTU23 (see Figure 19-25B). Eight 
times per 32 OPU3 frames, it is possible to perform either a positive or a negative justification action. The 
frames in which justification can be performed are related to the TSOH of the OPU3 1.25G TSs in which the 
ODTU23 is mapped (Figure 19-2). Figure 19-25B shows the case with mapping in OPU3 1.25G TS 1, 2, 5, 9, 
10, 25, 26 and 32. 

 

Figure 19-25A – ODTU23 frame format and mapping of ODU2 
(mapping in 2.5G TS 1,5,9,10) 
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Figure 19-25B – ODTU23 frame format and mapping of ODU2 
(mapping in 1.25G TS 1,2,5,9,10,25,26,32) 

19.5.4 Mapping ODU0 into ODTU01 

A byte of the ODU0 signal is mapped into an information byte of the ODTU01 (see Figure 19-26). Once per 2 
OPU1 frames, it is possible to perform either a positive or a negative justification action.  

The frame in which justification can be performed is related to the TSOH of the OPU1 TS in which the 
ODTU01 is mapped (Figure 19-3). Figure 19-26 shows the case with mapping in OPU1 TS1. 
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NOTE – The PJO2 field will always carry an information byte. 

 

Figure 19-26 – Mapping of ODU0 in OPU1 TS1 

19.6 Mapping of ODUj into ODTUk.ts 

The mapping of ODUj (j = 0, 1, 2, 2e, 3, flex) signals (with up to 100 ppm bit-rate tolerance) into the 
ODTUk.ts (k = 2,3,4; ts = M) signal is performed by means of a generic mapping procedure as specified in 
Annex D. 

The OPUk and therefore the ODTUk.ts (k = 2,3,4) signals are created from a locally generated clock (within 
the limits specified in Table 7-3), which is independent of the ODUj client signal. 

The ODUj signal is extended with a frame alignment overhead as specified in clauses 15.6.2.1 and 15.6.2.2 
and an all-0s pattern in the OTUj overhead field (see Figure 19-22). 

The extended ODUj signal is adapted to the locally generated OPUk/ODTUk.ts clock by means of a generic 
mapping procedure (GMP) as specified in Annex D. The value of n in cn and Cn(t) and CnD(t) is specified in 
Annex D. The value of M is the number of tributary slots occupied by the ODUj; ODTUk.ts = ODTUk.M. 

A group of 'M' successive extended ODUj bytes is mapped into a group of 'M' successive ODTUk.M bytes. 

The generic mapping process generates for the case of ODUj (j = 0,1,2,2e,3,flex) signals once per ODTUk.M 
multiframe the Cm(t) and CnD(t) information according to Annex D and encodes this information in the 
ODTUk.ts justification control overhead JC1/JC2/JC3 and JC4/JC5/JC6. The de-mapping process decodes 
Cm(t) and CnD(t) from JC1/JC2/JC3 and JC4/JC5/JC6 and interprets Cm(t) and CnD(t) according to Annex D. 
CRC-8 shall be used to protect against an error in JC1,JC2,JC3 signals. CRC-5 shall be used to protect against 
an error in JC4,JC5,JC6 signals. 

During a signal fail condition of the incoming ODUj signal, this failed incoming signal will contain the ODUj-
AIS signal as specified in clause 16.5.1. This ODUj-AIS is then mapped into the ODTUk.M. 

For the case where the ODUj is received from the output of a fabric (ODU connection function), the 
incoming signal may contain (in the case of an open matrix connection) the ODUj-OCI signal as specified 
in clause 16.5.2. This ODUj-OCI signal is then mapped into the ODTUk.M. 

NOTE 1 – Not all equipment will have a real connection function (i.e., switch fabric) implemented; instead, the 
presence/absence of tributary interface port units represents the presence/absence of a matrix connection. If such a 
unit is intentionally absent (i.e., not installed), the associated ODTUk.M signals should carry an ODUj-OCI signal. If such 
a unit is installed but temporarily removed as part of a repair action, the associated ODTUk.M signal should carry an 
ODUj-AIS signal. 
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A group of 'M' successive extended ODUj bytes is de-mapped from a group of 'M' successive ODTUk.M 
bytes. 

NOTE 2 – For the case where the ODUj signal is output as an OTUj signal, frame alignment of the extracted extended 
ODUj signal is to be recovered to allow frame synchronous mapping of the ODUj into the OTUj signal. 

During a signal fail condition of the incoming ODUk/OPUk signal (e.g., in the case of an ODUk-AIS,  
ODUk-LCK, ODUk-OCI condition) the ODUj-AIS pattern as specified in clause 16.5.1 is generated as a 
replacement signal for the lost ODUj signal. 

The values of M, m, Cm,min, Cm,max, n, Cn,min and Cn,max for ODUj into ODTUk.ts are as follows: 

 for ODUj with j ≠ flex(GFP) (19-1a) 

  for ODUj with j = flex(GFP) (19-1b) 

   (19-2) 

  

 (19-3) 

  

 (19-4) 

  

 (19-5) 

  
 (19-6) 

  
 (19-7) 

   (19-8) 

  

 (19-9) 

  

 (19-10) 

  

 (19-11) 

  
 (19-12) 

  
 (19-13) 

Cm,min, Cn,min (n=8), Cm,max and Cn,max (n=8) values represent the boundaries of ODUj/ODTUk.M ppm offset 
combinations (i.e., min. ODUj/max. ODTUk.M and max. ODUj/min. ODTUk.M). In steady state, given 
instances of ODUk/ODTUk.M offset combinations should not result in generated Cn and Cm values 
throughout this range but rather should be within as small a range as possible.  

NOTE – Under transient ppm offset conditions (e.g., AIS to normal signal), it is possible that Cn and Cm values outside 
the range Cn,min to Cn,max and Cm,min to Cm,max may be generated and a GMP de-mapper should be tolerant of such 
occurrences. Refer to Annex D for a general description of the GMP principles. 

19.6.1 Mapping ODUj into ODTU2.M 

Groups of M successive bytes of the extended ODUj (j = 0, flex) signal are mapped into a group of M 
successive bytes of the ODTU2.M payload area under control of the GMP data/stuff control mechanism. 
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Each group of M bytes in the ODTU2.M payload area may either carry M ODU bytes, or carry M stuff bytes. 
The value of the stuff bytes is set to all-0s. 

The groups of M bytes in the ODTU2.M payload area are numbered from 1 to 15232.  

The ODTU2.M payload byte numbering for GMP M-byte (m-bit) blocks is illustrated in Figure 19-27. In row 
1 of the ODTU2.M multiframe the first M-bytes will be labelled 1, the next M-bytes will be labelled 2, etc. 

 

Figure 19-27 – ODTU2.M GMP byte numbering 

19.6.2 Mapping ODUj into ODTU3.M 

Groups of M successive bytes of the extended ODUj (j = 0, 2e, flex) signal are mapped into a group of M 
successive bytes of the ODTU3.M payload area under control of the GMP data/stuff control mechanism. 
Each group of M bytes in the ODTU3.M payload area may either carry M ODU bytes, or carry M stuff bytes. 
The value of the stuff bytes is set to all-0s. 

The groups of M bytes in the ODTU3.M payload area are numbered from 1 to 15232.  

The ODTU3.M payload byte numbering for GMP M-byte (m-bit) blocks is illustrated in Figure 19-28. In row 
1 of the ODTU3.M multiframe the first M-bytes will be labelled 1, the next M-bytes will be labelled 2, etc. 

 

Figure 19-28 – ODTU3.M GMP byte numbering 

19.6.3 Mapping ODUj into ODTU4.M 

Groups of M successive bytes of the extended ODUj (j = 0, 1, 2, 2e, 3, flex) signal are mapped into a group 
of M successive bytes of the ODTU4.M payload area under control of the GMP data/stuff control 
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mechanism. Each group of M bytes in the ODTU4.M payload area may either carry M ODU bytes, or carry M 
stuff bytes. The value of the stuff bytes is set to all-0s. 

The groups of M bytes in the ODTU4.M payload area are numbered from 1 to 15200.  

The ODTU4.M payload byte numbering for GMP M-byte (m-bit) blocks is illustrated in Figure 19-29. In row 
1 of the ODTU4.M multiframe the first M-bytes will be labelled 1, the next M-bytes will be labelled 2, etc. 

 

Figure 19-29 – ODTU4.M GMP byte numbering 

20 Mapping ODUk signals into the ODTUCn signal and the ODTUCn into the OPUCn tributary slots 

This clause specifies the multiplexing of: 

– ODUk into OPUCn using a client agnostic generic mapping procedure (GMP). 

This ODUk into OPUCn multiplexing is performed in two steps: 

1) asynchronous mapping of ODUk into optical data tributary unit (ODTUCn) using GMP; 

2) byte-synchronous mapping of ODTUCn into one or more OPUCn tributary slots. 

The OPUCn supports up to 10n different ODUk signals. 

20.1 OPUCn tributary slot definition 

The OPUCn consists of n OPUC. Each OPUC is divided into 20 tributary slots (TS) and these tributary slots 
are 16-byte interleaved within the OPUC payload area. A tributary slot includes a part of the OPUC OH area 
and a part of the OPUC payload area. The bytes of the ODUk frame are mapped into the ODTUCn payload 
area and the ODTUCn bytes are mapped into the OPUCn tributary slot or slots. The bytes of the ODTUCn 
justification overhead are mapped into the OPUCn OH area. 

There is only one type of tributary slot: 

1) Tributary slot with a bandwidth of approximately 5 Gbit/s; an OPUCn is divided into 20n tributary 
slots, numbered 1.1 to n.20. 
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20.1.1 OPUCn tributary slot allocation 

Figures 20-1 and 20-2 present the OPUC 5G tributary slot allocation. An OPUC is divided into 20 5G 
tributary slots (named TS #A.B where A = 1…n which denotes the number of the OPUC within the OPUCn 
and B = 1…20 which denotes the number of the TS within the OPUC), which are located in columns 17 to 
3824. The OPUC multi-frame may be represented in an 80 row by 3810 column format (Figure 20-1) and in 
a 8 row by 38100 column format (Figure 20-2). 

An OPUC 5G tributary slot occupies 5% of the OPUC payload area. It is a structure with 119 16-byte 
columns by 8(20×4/10) rows (see Figure 20-2) plus a tributary slot overhead (TSOH). The 20 OPUC 5G TSs 
are 16-byte interleaved in the OPUC payload area and the 20 OPUC TSOHs are frame interleaved in the 
OPUC overhead area. 

The tributary slot overhead (TSOH) of OPUC tributary slots is located in rows 1 to 3, columns 15 and 16 of 
the OPUC frame. 

The TSOH for a 5G tributary slot is available once every 20 frames. A 20-frame multiframe structure is used 
for this assignment. This multiframe structure is locked to bits 4, 5, 6, 7 and 8 of the OMFI byte as shown in 
Table 20-1 and Figure 20-1. 

Figure 20-3 presents the 5G tributary slots in the OPUCn for the case of 16-byte interleaving of the OPUC 
instances. This interleaving presents the tributary slot order within the OPUCn. 
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Figure 20-1 – OPUC tributary slot allocation in 80 row x 3810 column format 
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Figure 20-3 – OPUCn tributary slot allocation with n OPUC 16-byte interleaved 
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Table 20-1 – OPUCn tributary slot OH allocation 

OMFI 
bits 

4 5 6 7 8 

TSOH  
5G TS  

0 0 0 0 0 A.1 

0 0 0 0 1 A.2 

0 0 0 1 0 A.3 

0 0 0 1 1 A.4 

0 0 1 0 0 A.5 

0 0 1 0 1 A.6 

0 0 1 1 0 A.7 

0 0 1 1 1 A.8 

0 1 0 0 0  A.9 

0 1 0 0 1 A.10 

0 1 0 1 0 A.11 

0 1 0 1 1 A.12 

0 1 1 0 0 A.13 

0 1 1 0 1 A.14 

0 1 1 1 0 A.15 

0 1 1 1 1 A.16 

1 0 0 0 0 A.17 

1 0 0 0 1 A.18 

1 0 0 1 0 A.19 

1 0 0 1 1 A.20 

20.2 ODTUCn definition 

The optical data tributary unit Cn (ODTUCn) carries a justified ODUk signal. There is one type of ODTUCn: 

– ODTUCn.ts (ts = 1 to 20n) in which a ODUk (k = 0,1,2,2e,3,4,flex) signal is mapped via the generic 
mapping procedure (GMP) defined in clause 20.5. 

Optical data tributary unit Cn.ts (ODTUCn.ts) 

The optical data tributary unit Cn.ts (ODTUCn.ts) is a structure which consists of an ODTUCn.ts payload area 
and an ODTUCn.ts overhead area (Figure 20-4). The ODTUCn.ts payload area has 119×ts (ts=1 to 20n)  
16-byte-columns and 8 rows (15232×ts bytes) and the ODTUCn.ts overhead area has one times 6 bytes. The 
ODTUCn.ts is carried in "ts" 5G tributary slots of an OPUCn.  

The location of the ODTUCn.ts overhead depends on the OPUCn tributary slot used when multiplexing the 
ODTUCn.ts in the OPUCn (see clause 20.1.1). The single instance of an ODTUCn.ts overhead is located in the 
OPUCn TSOH of the last OPUCn tributary slot allocated to the ODTUCn.ts.  

The ODTUCn.ts overhead carries the GMP justification overhead as specified in clause 20.4. 

The ODTUCn.ts overhead carries the GMP justification overhead consisting of 6 bytes of justification control 
(JC1, JC2, JC3, JC4, JC5, JC6) which carry the GMP Cm and ΣC8D information. 
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Figure 20-4 – ODTUCn.ts frame formats 

20.3 Multiplexing ODTUCn signals into the OPUCn 

Multiplexing an ODTUCn.ts signal into an OPUCn is realized by mapping the ODTUCn.ts signal into ts (of 
20n) arbitrary OPUCn 5G tributary slots: OPUCn TS #A1.B1, TS #A2.B2, .. , TS #Ats.Bts with 1 ≤ n*(B1-1)+A1  
< n*(B2-1)+A2 < .. < n*(Bts-1)+Ats ≤ 20n. 

NOTE 1 – TS #A1.B1, TS #A2.B2, ..., TS #Ats.Bts do not have to be sequential in the OPUCn TS sequence; the TSs can be 
arbitrarily selected to prevent bandwidth fragmentation. 

NOTE 2 – TS order is illustrated in Figure 20-5. 

 

Figure 20-5 – OPUCn TS order 

The OPUCn overhead for these multiplexed signals consists of a payload type (PT), the multiplex structure 
identifier (MSI), the OPUCn multiframe identifier, the OPUCn tributary slot overhead carrying the ODTUCn 
overhead and depending on the ODTU type one or more bytes reserved for future international 
standardization. 

20.3.1 ODTUCn.ts mapping into ts OPUCn 5G tributary slots 

A 16-byte of the ODTUCn.ts payload signal is mapped into a 16-byte of an OPUCn 5G TS #Ai.Bi (i = 1,..,ts) 
payload area, as indicated in Figure 20-6. 



2 Transport aspects   
 

1230 

A byte of the ODTUCn.ts overhead is mapped into a TSOH byte of TS #Ats.Bts within columns 15 and 16, 
rows 1 to3 of the last OPUCn 5G tributary slot allocated to the ODTUCn.ts. 

The remaining OPUCn TSOH bytes are reserved for future international standardization. 
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G.709-Y.1331(16)_F20-6

OMFI
bits

45678

00000

10011

JC
4

JC
1

JC
5

JC
2

JC
6

JC
3

1

5

1 1 1

5 5 5

2

6

2 2 2

6 6 6

3

7

3 3 3

7 7 7

4

8

4 4 4

8 8 8

1 2 3 ts

O
D

T
U

C
n

.t
s

O
P

U
C

n
 t

ri
b

u
ta

ry
sl

ot
s

OPUCn TSOH
of TS #A1.B1, A2.B2, ..., Ats.Bts

OPUCn TS #A1.B1

119
 ts

1 2 12 1 2119 119 119

JC
4

JC
1

JC
5

JC
2

JC
6

JC
3

R
E

S

R
E

S

R
E

S

R
E

S

R
E

S

R
E

S

R
E

S

R
E

S

R
E

S

R
E

S

R
E

S

R
E

S

TS #A1.B1

TS #A.2.B2

TS #Ats.Bts4

OPUCn TS #A2.B2 OPUcn TS #A ts Bts

 

Figure 20-6 – Mapping of ODTUCn.ts into 'ts' OPUCn 5G tributary slots 

20.4 OPUCn multiplex overhead and ODTU justification overhead 

The OPUCn multiplex overhead consists of a multiplex structure identifier (MSI), an OPU multiframe 
identifier (OMFI), an ODTU overhead and bytes reserved for future international standardization. 

The OPUCn MSI, OMFI and RES overhead locations are shown in Figure 20-7. 

ODTUCn.ts overhead 

The ODTUCn.ts overhead carries the GMP justification overhead consisting of 18 bits of justification control 
(JC1[3-8], JC2[3-8], JC3[3-8]) which carry the 10-bit GMP Cm information and ODUk (k=0,1,2,2e,3,4,flex) 
specific 30 bits of justification control (JC1[1-2], JC2[1-2], JC3[1-2], JC4, JC5, JC6) which carry the 18-bit GMP 

C8D information. 

The JC1, JC2, JC3, JC4, JC5 and JC6 overhead locations are shown in Figure 20-7.  
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Figure 20-7 – OPUCn multiplex overhead (payload type = 22) 

20.4.1 OPUCn multiplex structure identifier (MSI) 

The OPUCn multiplex structure identifier (MSI) overhead, which encodes the ODU multiplex structure in the 
OPU, is located in the mapping specific area of the PSI signal (refer to Figure 20-7 for the MSI location in 
OPUCn with PT=22. The MSI has a fixed length of 40n bytes and indicates the ODTU content of each 
tributary slot (TS) of an OPUCn. Two bytes are used for each TS. 

20.4.1.1 OPUCn multiplex structure identifier (MSI) – Payload type 22 

For the 20n OPUCn 5G tributary slots n times 40 bytes of the PSI are used (named PSI[x.y] where x = 1…n  
and y = 2…41, that is PSI[1.2], PSI[1.3],…PSI[1.41], PSI[2.2], PSI[2.3],…, PSI[2.41], PSI[3.2],…,PSI[n-1.41], 
PSI[n.2]…, PSI[n.41]) as MSI bytes as shown in Figure 20-7. The MSI indicates the ODTU content of each 
tributary slot of an OPU. Two bytes are used for each tributary slot as illustrated in Figure 20-8 and the 
encoding of the fields of each MSI instance is illustrated in Figure 20-9. 

– The TS availability bit 1 indicates if the tributary slot is available or unavailable.  

– The TS occupation bit 9 indicates if the tributary slot is allocated or unallocated.  

– The tributary port # in bits 2 to 8 and 10 to 16 indicates the port number of the ODTUCn.ts that is 
being transported in this TS; a flexible assignment of tributary port to tributary slots is possible. 
ODTUC.ts tributary ports are numbered 1 to 10n. The value is set to all-0s when the occupation bit 
has the value 0 (tributary slot is unallocated). 
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Figure 20-8 – OPUCn 5G TS MSI coding – Payload type 22 

G.709-Y.1331(16)_F20-9
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00 0000 0000 0011 : Tributary port #4

xx xxxx xxxx xxxx : Tributary port #10n

N  = 1...OTE – ,  = 1...20A n B  

Figure 20-9 – OPUCn MSI coding – Payload type 22 

20.4.2 OPUCn payload structure identifier reserved overhead (RES) 

216*n-1 (OPUCn) bytes are reserved in the OPUCn PSI for future international standardization. These bytes 
are located in PSI[x.1] and PSI[x.42] to PSI[x.255] of the OPUCn overhead where x = 1…n and PSI[x.0], x=2 
to n. These bytes are set to all-0s. 

20.4.3 OPUCn multiplex justification overhead (JOH) 

The generic mapping procedure (GMP) is used for the mapping of an ODUk into ODTUCn.ts. GMP uses 
ODUk and OPUCn independent stuff and justification opportunity definitions (ODTUCn.ts). Stuff locations 
within an ODTUCn.ts are determined by means of a formula which is specified in clause 20.4.3.1. 

20.4.3.1 Generic mapping procedure (GMP) 

The justification overhead (JOH) for the generic mapping procedure consists of two groups of three bytes of 
justification control; JC1, JC2, JC3 and JC4, JC5, JC6. Refer to Figure 20-7. 

The bits 3 to 8 of the JC1, JC2 and JC3 bytes consist of a 10-bit Cm field (bits C1, C2, .., C10), a 1-bit 
increment indicator (II) field, a 1-bit decrement indicator (DI) field and a 6-bit CRC-6 field which contains an 
error check code over the JC1, JC2 and JC3 bits 3 to 8 fields.  

The bits 1 and 2 of the JC1, JC2, JC3 bytes and bits 2 to 8 of the JC4, JC5 and JC6 bytes consist of a 18-bit 

CnD field (bits D1, D2, .., D18), a 9-bit CRC-9 field which contains an error check code over bits 2 to 8 in the 
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JC4, JC5 and JC6 fields plus bits 1 and 2 in the JC1, JC2 and JC3 fields, two reserved bits and a 1-bit odd 
parity (OP) field which contains an error check code over bit 1 in the JC4 and JC5 fields. 

The value of 'm' in Cm is 128'ts' (number of tributary slots occupied by the ODTUCn.ts).  

The value of 'n' represents the timing granularity of the GMP Cn parameter, which is also present in CnD. 
The value of n is 8.  

The value of Cm controls the distribution of groups of '16ts' ODUk data bytes into groups of '16ts' 
ODTUCn.ts payload bytes. Refer to clause 20.5 and Annex D for further specification of this process. 

The value of CnD provides additional 'n'-bit timing information, which is necessary to control the jitter and 
wander performance experienced by the ODUk signal.  

The value of Cn (i.e., number of client n-bit data entities per OPUCn multiframe) is computed as follows: 

Cn(t) = m  Cm(t) + (CnD(t) – CnD(t–1)). Note that the value CnD is effectively an indication of the amount of 
data in the mapper's virtual queue that it could not send during that multiframe due to it being less than a 

2M-byte word. For the case where the value of CnD in a multiframe 't' is corrupted, it is possible to recover 
from such error in the next multiframe 't+1'. 

20.4.4 OPUCn multiframe identifier overhead (OMFI) 

An OPUCn multiframe identifier (OMFI) byte is defined in row 4, column 16 of the OPUC #1 to #n overhead 
(Figure 20-10). The value of bits 4 to 8 of the OMFI byte will be incremented each OPUCn frame to provide 
a 20 frame multiframe for the multiplexing of ODUk signals into the OPUCn. 

NOTE 1 – It is an option to align the OMFI = 0 position with MFAS = 0 position every 1280 (the least common multiple 
of 20 and 256) frame periods. 

NOTE 2 – OMFI must be copied in all n OPUC instances at the source, and only 1 need to be processed at the sink. 

 

Figure 20-10 OPUCn multiframe identifier (OMFI) overhead 
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20.5  Mapping ODUk into ODTUCn.ts 

The mapping of ODUk (k = 0, 1, 2, 2e, 3, 4, flex) signals (with up to 100 ppm bit-rate tolerance) into the 
ODTUCn.ts (ts = M) signal is performed by means of a generic mapping procedure as specified in Annex D. 

The OPUCn and therefore the ODTUCn.ts signals are created from a locally generated clock (within the 
limits specified in Table 7-3), which is independent of the ODUk signal. 

The ODUk signal is extended with a frame alignment overhead as specified in clauses 15.6.2.1 and 15.6.2.2 
and an all-0s pattern in the OTUk overhead field (see Figure 19-22, read "j" by "k"). 

The extended ODUk signal is adapted to the locally generated OPUCn/ODTUCn.ts clock by means of a 
generic mapping procedure (GMP) as specified in Annex D. The value of n in cn and Cn(t) and CnD(t) is 
specified in Annex D. The value of M is the number of tributary slots occupied by the ODUk; ODTUCn.ts = 
ODTUCn.M. 

A group of M successive extended ODUk 16-byte (128-bit) words is mapped into a group of M successive 
ODTUCn.M 16-byte (128-bit) words. 

NOTE 1 – The 16-byte word alignment of the extended ODUk is preserved through the mapping procedure; e.g., the 
position of the first 16 OH bytes of the ODUk is always located after an integer number of 16-byte words from the 
start of the ODTUCn.M structure. 

The generic mapping process generates for the case of ODUk signals once per ODTUCn.M multiframe the 
Cm(t) and CnD(t) information according to Annex D and encodes this information in the ODTUCn.ts 
justification control overhead JC1/JC2/JC3 and JC4/JC5/JC6. The de-mapping process decodes Cm(t) and 
CnD(t) from JC1/JC2/JC3 and JC4/JC5/JC6 and interprets Cm(t) and CnD(t) according to Annex D. CRC-6 shall 
be used to protect against an error in bits 3 to 8 of the JC1,JC2,JC3 signals. CRC-9 and Odd Parity shall be 
used to protect against an error in bits 1 and 2 of JC1, JC2, JC3 and bits 1 to 8 of JC4,JC5, JC6 signals. 

During a signal fail condition of the incoming ODUk signal, this failed incoming signal will contain the ODUk-
AIS signal as specified in clause 16.5.1. This ODUk-AIS is then mapped into the ODTUCn.M. 

For the case where the ODUk is received from the output of a fabric (ODU connection function), the 
incoming signal may contain (in the case of an open matrix connection) the ODUk-OCI signal as specified 
in clause 16.5.2. This ODUk-OCI signal is then mapped into the ODTUCn.M. 

NOTE 2 – Not all equipment will have a real connection function (i.e., switch fabric) implemented; instead, the 
presence/absence of tributary interface port units represents the presence/absence of a matrix connection. If such a 
unit is intentionally absent (i.e., not installed), the associated ODTUCn.M signals should carry an ODUk-OCI signal. If 
such a unit is installed but temporarily removed as part of a repair action, the associated ODTUCn.M signal should 
carry an ODUk-AIS signal. 

A group of M successive extended ODUk 16-byte words is de-mapped from a group of M successive 
ODTUCn.M 16-byte blocks. 

NOTE 3 – For the case where the ODUk signal is output as an OTUk signal, frame alignment of the extracted extended 
ODUk signal is to be recovered to allow frame synchronous mapping of the ODUk into the OTUk signal. 

During a signal fail condition of the incoming ODUCn/OPUCn signal (e.g., in the case of an ODUCn-AIS 
condition) the ODUk-AIS pattern as specified in clause 16.5.1 is generated as a replacement signal for the 
lost ODUk signal. 

The values of M, m, Cm,min, Cm,max, n, Cn,min and Cn,max for ODUk into ODTUCn.ts are as follows: 

 

 for ODUk with k ≠ flex(GFP)  (20-1a) 

  

 for ODUk with k = flex(GFP) (20-1b) 

   (20-2) 
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 (20-3) 

  

 (20-4) 

  

 (20-5) 

  
 (20-6) 

  
 (20-7) 

   (20-8) 

   

(20-9) 

  

 (20-10) 

  

 (20-11) 

  
 (20-12) 

  
 (20-13) 

Cm,min, Cn,min (n=8), Cm,max and Cn,max (n=8) values represent the boundaries of ODUk/ODTUCn.M ppm offset 
combinations (i.e., min. ODUk/max. ODTUCn.M and max. ODUk/min. ODTUCn.M). In steady state, given 
instances of ODUk/ODTUCn.M offset combinations should not result in generated Cn and Cm values 
throughout this range but rather should be within as small a range as possible.  

NOTE – Under transient ppm offset conditions (e.g., AIS to normal signal), it is possible that Cn and Cm values outside 
the range Cn,min to Cn,max and Cm,min to Cm,max may be generated and a GMP de-mapper should be tolerant of such 
occurrences. Refer to Annex D for a general description of the GMP principles. 

20.5.1 Mapping ODUk into ODTUCn.M 

Groups of M successive 16-byte words of the extended ODUk (k = 0, 1, 2, 2e, 3, 4, flex) signal are mapped 
into a group of M successive 16-byte blocks of the ODTUCn.M payload area under control of the GMP 
data/stuff control mechanism. Each group of M 16-byte blocks in the ODTUCn.M payload area may either 
carry M ODUk 16-byte words, or carry M stuff 16-byte words. The value of the stuff bytes is set to all-0s. 

The groups of M 16-byte blocks in the ODTUCn.M payload area are numbered from 1 to 952.  

The ODTUCn.M payload 16-byte numbering for GMP M 16-byte (m-bit) blocks is illustrated in Figure 20-11. 
In row 1 of the ODTUCn.M multiframe the first M 16-byte blocks will be labeled 1, the next M 16-byte 
blocks will be labeled 2, etc. 
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Figure 20-11 – ODTUCn.M GMP 16-byte block numbering 
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Annex A 
 

Forward error correction using 16-byte interleaved RS(255,239) codecs 

(This annex forms an integral part of this Recommendation.) 

The forward error correction for the OTU-k uses 16-byte interleaved codecs using a Reed-Solomon 
RS(255,239) code. The RS(255,239) code is a non-binary code (the FEC algorithm operates on byte symbols) 
and belongs to the family of systematic linear cyclic block codes. 

For FEC processing, an OTU row is separated into 16 sub-rows using byte-interleaving as shown in 
Figure A.1. Each FEC encoder/decoder processes one of these sub-rows. The FEC parity check bytes are 
calculated over the information bytes 1 to 239 of each sub-row and transmitted in bytes 240 to 255 of the 
same sub-row. 

 

Figure A.1  FEC sub-rows 

The bytes in an OTU row belonging to FEC sub-row X are defined by: X + 16 × (i  1) (for i = 1...255). 

The generator polynomial of the code is given by: 

   

where  is a root of the binary primitive polynomial . 

The FEC code word (see Figure A.2) consists of information bytes and parity bytes (FEC redundancy) and is 
represented by the polynomial: 
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Figure A.2  FEC code word 

Information bytes are represented by: 

   

Where Dj (j = 16 to 254) is the information byte represented by an element out of GF(256) and: 

   

Bit  is the MSB and  the LSB of the information byte. 

 corresponds to byte 1 in the FEC sub-row and  to byte 239. 

Parity bytes are represented by: 

   

Where Rj (j = 0 to 15) is the parity byte represented by an element out of GF(256) and: 

   

Bit  is the MSB and  the LSB of the parity byte. 

 corresponds to the byte 240 in the FEC sub-row and R0 to byte 255. 

R(z) is calculated by: 

  R(z) = I(z) mod G(z) 

where "mod" is the modulo calculation over the code generator polynomial G(z) with elements out of the 

GF(256). Each element in GF(256) is defined by the binary primitive polynomial  . 

The Hamming distance of the RS(255,239) code is dmin = 17. The code can correct up to 8 symbol errors in 
the FEC code word when it is used for error correction. The FEC can detect up to 16 symbol errors in the 
FEC code word when it is used for error detection capability only. 
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      Annex B 
 
Adapting 64B/66B encoded clients via transcoding into 513B code blocks 

(This annex forms an integral part of this Recommendation.) 

Clients using 64B/66B coding can be adapted in a codeword and timing transparent mapping via 
transcoding into 513B code blocks to reduce the bit rate that is required to transport the signal. The 
resulting 513B blocks can be mapped in one of several ways depending on the requirements of the client 
and the available bandwidth of the container into which the client is mapped. This mapping can be applied 
to serial or parallel client interfaces. 

B.1 Transmission order 

The order of transmission of information in all the diagrams in this annex is first from left to right and then 
from top to bottom. 

B.2 Client frame recovery 

For 40GBASE-R and 100GBASE-R clients, framing recovery consists of the recovering 64B/66B block lock per 
the state diagram in Figure 82-10 of [IEEE 802.3]. For other 64B/66B encoded clients, block lock is achieved 
as per the state diagram in Figure 49-12 of [IEEE 802.3]. Descrambling is performed as per the process 
shown in Figure 49-10 of [IEEE 802.3].  

Each 66B codeword (after block lock) is one of the following: 

 a set of eight data bytes with a sync header of "01"; 

 a control block (possibly including seven or fewer data octets) beginning with a sync header of 
"10". 

The 64 bits following the sync header are scrambled as a continuous bit-stream (skipping sync headers and 
PCS lane markers) according to the polynomial G(x) = 1 + x39 +x58. The 64B/66B PCS receive process will 
descramble the bits other than (1) the sync header of 66B data and control blocks, and (2) the PCS lane 
markers.  

Figure B.1 illustrates the ordering of 64B/66B code blocks after the completion of the recovering process 
for an interface. 

 

Figure B.1 – Stream of 64B/66B code blocks for transcoding  

B.3 Transcoding from 66B blocks to 513B blocks 

The transcoding process at the encoder operates on an input sequence of 66B code blocks.  

66B control blocks (after descrambling) follow the format shown in Figure B.2. 

A group of eight 66B blocks is encoded into a single 513B block. The format is illustrated in Figure B.3. 
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Figure B.2 – 66B Block coding 

 

 

Figure B.3 – 513B block code format 

 

Each of the 66B blocks is encoded into a row of the 8-byte by 8-row structure. Any 66B control blocks (CBi) 
are placed into the uppermost rows of the structure in the order received, while any all-data 66B blocks 
(DBi) are placed into the lowermost rows of the structure in the order received. 

The flag bit "F" is 1 if the 513B structure contains at least one 66B control block, and 0 if the 513B structure 
contains eight all-data 66B blocks. Because the 66B control blocks are placed into the uppermost rows of 
the 513B block, if the flag bit "F" is 1, then the first row will contain a mapping of a 66B control block. 

A 66B control block is encoded into a row of the structure shown in Figure B.3 as follows: the sync header 
of "10" is removed. The byte representing the block type field (see Figure B.2) is replaced by the structure 
shown in Figure B.4: 
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Data Block
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0 1
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1 0 0110

1 0 0000

1 0 1111

C5 C6

D7O0 O4

C7

D4 D5 D6 D7

O0 C4

D6 D7
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D7O4C0 C1 C2 C30x2d

0x66

C0C1C2C3O4D5D6D7

C0C1C2C3S4D5D6D7 0x33

O0D1D2D3S4D5D6D7

D6

D0D1D2D3D4T5C6C7

D0D1D2D3D4D5T6C7

D0D1D2D3D4D5D6T7

0xd2

0xe1

0xff D2 D3 D4 D5

D0D1D2T3C4C5C6C7

D0D1D2D3T4C5C6C7

D0 D1

0xb4

0xcc

D4 C6D2

D4 D5 C7

D0 D1

D0 D1 D2 D3

D3

C5 C6 C7

C5 C6 C7

C7

D0 D1 D2 D3

D0 D1 D2 C4

C7

D0D1T2C3C4C5C6C7 D0 D1 C30xaa C4 C5 C6 C7

C70x87

D0T1C2C3C4C5C6C7 C2 C3D00x99 C4 C5 C6

63 64 65

T0C1C2C3C4C5C6C7 C1 C2 C3 C4 C5 C6

59 60 61 6255 56 57 5851 52 53 5447 48 49 5043 44 45 4639 40 41 4235 36 37 38

D1 D2 D3O0D1D2D3C4C5C6C7 0x4b

16 17 18 19 2012 13 14 15

C7

D3

D5 D6 D7

C3 C4 C5 C6

D6

S0D1D2D3D4D5D6D7 D1 D2

Block type field

C0 C1 C20x1e

0x78

C0C1C2C3C4C5C6C7

22 23

D6

28 29 30 31 32 33 34

D7

8 9 10 11 24 25 26 2721

Control block formats

D0

0 1 2 3 4 5 6

Input Data

D0D1D2D3D4D5D6D7

S

Y

N

C

Block Payload

D1

7

D2 D3 D4 D5

8 x 66B blocks 513B block

D0 D1 D2 D3 D4 D5 D6 D701

D0 D1 D2 D3 D4 D5 D6 D701

D0 D1 D2 D3 D4 D5 D6 D701

D0 D1 D2 D3 D4 D5 D6 D701

D0 D1 D2 D3 D4 D5 D6 D701

56-bit control characters (7-byte)10 Block type

56-bit control characters (7-byte)10 Block type

56-bit control characters (7-byte)10 Block type

D0 D1 D2 D3 D4 D5 D6 D7

D0 D1 D2 D3 D4 D5 D6 D7

D0 D1 D2 D3 D4 D5 D6 D7

D0 D1 D2 D3 D4 D5 D6 D7

D0 D1 D2 D3 D4 D5 D6 D7

56-bit control characters (7-byte)

56-bit control characters (7-byte)

56-bit control characters (7-byte)

F

FC POS CB type

1     2     3     4     5     6     7     8  Transmission Order

b0: LSB

b7: MSB
in IEEE 802.3

234567  Transmission Order1 8
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Figure B.4 – 513B block's control block header 

The byte indicating the control block type (one of 15 legal values) is translated into a 4-bit code according 
to the rightmost column of Figure B.2. The 3-bit POS field is used to encode the position in which this 
control block was received in the sequence of eight 66B blocks. The flag continuation bit "FC" will be set to 
a 0 if this is the final 66B control block or PCS lane alignment marker encoded in this 513B block, or to a 1 if 
one or more 66B control blocks or PCS lane alignment markers follow this one. At the decoder, the flag bit 
for the 513B block as a whole, plus the flag continuation bits in each row containing the mapping of a 66B 
control block or PCS lane alignment marker will allow identification of those rows, which can then be 
restored to their original position amongst any all-data 66B blocks at the egress according to the POS field. 
The remaining 7 bytes of the row are filled with the last 7 bytes of the 66B control block. 

An all-data 66B block is encoded into a row of the 513B block by dropping the sync header and copying the 
remaining eight bytes into the row. If all eight rows of the 513B block are placements of 66B all-data blocks, 
the flag bit "F" will be 0. If fewer than eight rows of the 513B block are placements of 66B all-data blocks, 
they will appear at the end, and the row containing the placement of the final 66B control block will have a 
flag continuation bit "FC" value of 0. 

The decoder operates in the reverse of the encoder to reconstruct the original sequence of 66B blocks. If 
flag bit "F" is 1, then 66B control blocks starting from the first row of the block are reconstructed and 
placed in the position indicated by the POS field. This process continues through all of the control blocks 
working downward from the top row. The final 66B control block placed within the 513B block will be 
identified when the flag continuation bit "FC" is zero. 

The structure of the 512B/513B code block is shown in Figure B.5. For example, if there is a single 64B/66B 
control block CB1 in a 512B/513B code block and it was originally located between 64B/66B data blocks 
DB2 and DB3, the first octet of the 64B character will contain 0.010.1101.CB1; the leading bit in the control 
octet of 0 indicates the flag continuation "FC" that this 64B control block is the last one in the 512B/513B 
code block, the value of 010 indicates CB1's position "POS" between DB2 and DB3, and the value of 1101 is 
a four-bit representation of the control code's block type "CB TYPE" (of which the eight-bit original block 
type is 0x55). 

G.709-Y.1331(12)_FB.4

POSFC CB TYPE
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Figure B.5 – 513B code block components 

B.3.1 Errors detected before 512B/513B encoder 

A set of errors might be detected at the 64B/66B PCS receive process which, in addition to appropriate 
alarming, needs to send the appropriate signal downstream.  

Errors encountered before the encoder, such as loss of client signal, will result in the insertion of an 
Ethernet LF sequence ordered set prior to this process, which will be transcoded as any other control block. 
The same action should be taken as a result of failure to achieve 66B block lock on an input signal. 

An invalid 66B block will be converted to an error control block before transcoding and the OTN BIP-8 
calculation as described in clause E.4.1. An invalid 66B block is one which does not have a sync header of 
"01" or "10", or one which has a sync header of "10" and a control block type field which does not appear in 
Figure B.2. An error control block has sync bits of "10", a block type code of 0x1E, and 8 seven-bit/E/error 
control characters. This will prevent the Ethernet receiver from interpreting a sequence of bits containing 
this error as a valid packet. 

B.3.2 Errors detected by 512B/513B decoder 

Several mechanisms will be employed to reduce the probability that the decoder constructs erroneous 
64B/66B encoded data at the egress if bit errors have corrupted. Since detectable corruption normally 
means that the proper order of 66B blocks to construct at the decoder cannot be reliably determined, if 
any of these checks fail, the decoder will transmit eight 66B error control blocks (sync="10", control block 
type=0x1e, and eight 7-bit/E/control characters). 

Mechanisms for improving the robustness and for 513B block lock are discussed in Annex F. 

B.4 Link fault signalling 

In-band link fault signalling in the client 64B/66B code (e.g., if a local fault or remote fault sequence 
ordered set is being transmitted between Ethernet equipments) is carried transparently according to this 
transcoding.  

G.709-Y.1331(12)_FB.5

512-bit (64-Octet) fieldInput client
characters

Flag
bit

All data block

8 control block

7 data block
1 control block

6 data block
2 control block

5 data block
3 control block

4 data block
4 control block

3 data block
5 control block

2 data block
6 control block

1 data block
7 control block

0

1

1

1

1

1

1

1

1

DB1

DB1

DB1

DB1

DB1

DB1

DB1

DB1

DB2

DB2

DB2

DB2

DB2

DB2

DB2

DB3

DB3

DB3

DB3

DB3

DB3

DB4

DB4

DB4

DB4

DB4

DB5

DB5

DB5

DB5

DB6

DB6

DB6

DB7

DB7

DB8

0 AAA aaaa
CB1

1 AAA aaaa
CB1

0 BBB bbbb
CB2

1 BBB bbbb
CB2

1 BBB bbbb
CB2

1 BBB bbbb
CB2

1 BBB bbbb
CB2

1 BBB bbbb
CB2

1 BBB bbbb
CB2

1 AAA aaaa
CB1

0 CCC cccc
CB3

1 CCC cccc
CB3

1 CCC cccc
CB3

1 CCC cccc
CB3

1 CCC cccc
CB3

1 CCC cccc
CB3

1 AAA aaaa
CB1

0 DDD dddd
CB4

1 DDD dddd
CB4

1 DDD dddd
CB4

1 DDD dddd
CB4

1 DDD dddd
CB4

1 AAA aaaa
CB1

0 EEE eeee
CB5

1 EEE eeee
CB5

1 EEE eeee
CB5

1 EEE eeee
CB5

1 AAA aaaa
CB1

0 FFF ffff
CB6

1 FFF ffff
CB6

1 FFF ffff
CB6

1 AAA aaaa
CB1

0 GGG gggg
CB7

1 GGG gggg
CB7

1 AAA aaaa
CB1

0 HHH hhhh
CB8

- Leading bit in a 66B control block FC = 1 if there are more than 66Bcontrol block and = 0 if this  payload contains the last control
  block in that 513B block
- AAA = 3-bit representation of the first control code's original position (First control code loca tor: POS)

- BBB = 3-bit representation of the second control code's original position (Second control code lo cator: POS)
.....
- HHH = 3-bit representation of the eighth control code's original position (Eighth control code lo cator: POS)
- aaa = 4-bit representation of the first control code's type (first control block type: CB TYPE)
- bbb = 4-bit representation of the second control code's type (Second control block type: CB TYPE)

.....
-hhh = 4-bit representation of the eighth control code's type (Eighth control block type: CB TYPE)
- CBi = 56-bit representation of the i-th control code caracters
- DBi = 64-bit representation of the i-th data value in order of transmission 
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Annex C 
 

Adaptation of OTU3 and OTU4 over multichannel parallel interfaces 

(This annex forms an integral part of this Recommendation.) 

NOTE 1 – This mechanism is designed to allow the use of the optical modules being developed for IEEE 40GBASE-R and 
100GBASE-R signals for short-reach client-side OTU3 and OTU4 interfaces respectively. The corresponding physical 
layer specifications are being added to [ITU-T G.695] and [ITU-T G.959.1]. 

OTU3 signals may be carried over parallel interfaces consisting of four lanes. This four lane format is referred to as the 
OTL3.4 format. 

OTU4 signals may be carried over parallel interfaces consisting of four or ten lanes, which are formed by bit 
multiplexing of 20 logical lanes. The four lane format is referred to as the OTL4.4 signal format and the ten lane format 
is referred to as the OTL4.10 signal format. 

NOTE 2 – Ten lane IEEE 100GBASE-R interfaces have no corresponding ITU-T physical layer interface specification. 

The OTU3 and OTU4 frames are inversely multiplexed over physical/logical lanes on a 16-byte boundary aligned with 
the OTUk frame as illustrated in Figure C.1. The OTUk frame is divided into 1020 groups of 16-bytes. 

 

Figure C.1 – OTU3 and OTU4 frames divided on 16-byte boundary 

OTU3 16-byte increment distribution 

Each 16-byte increment of an OTU3 frame is distributed round robin, to each of the four physical lanes. On 
each OTU3 frame boundary the lane assignments are rotated. 

For OTU3, the lane rotation and assignment is determined by the two LSBs of the MFAS as described in 
Table C.1 and Figure C.2, which indicates the starting group of bytes of the OTU3 frame that are sent on 
each lane.  

NOTE 3 – MFAS is scrambled as defined in clause 11.2.  

The pattern repeats every 64 bytes until the end of the OTU3 frame. The following OTU3 frame will use 
different lane assignments according to the MFAS.  

Table C.1 – Lane rotation assignments for OTU3 

MFAS 7-8 Lane 0 Lane 1 Lane 2 Lane 3 

*00 1:16 17:32 33:48 49:64 

*01 49:64 1:16 17:32 33:48 

*10 33:48 49:64 1:16 17:32 

*11 17:32 33:48 49:64 1:16 

12241:12256

9161:9176

4081:4096

1:16 (FAS)

4

3

2

1

12257:12272

9177:9192

4097:5012

17:32

12273:12288

9193:9208

5013:5028

33:48

12289:13304

9209:9224

5029:5044

49:64

16305:16320

12225:12240

9145:9160

4065:4080

1 4080
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The distribution of 16-byte blocks from the sequence of OTU3 frames is illustrated in Figure C.2: 

The parallel lanes can be reassembled at the sink by first recovering framing on each of the parallel lanes, 
then recovering the lane identifiers and then performing lane de-skewing. Frame alignment, lane identifier 
recovery and multi-lane alignment should operate under 10–3 bit error rate conditions before error 
correction. Refer to [ITU-T G.798] for the specific processing details. 

The lane rotation mechanism will place the first 16 bytes of the OTU3 frame on each lane once per 4080  4 
(i.e., 16320) bytes (the same as an OTU3 itself). The two LSBs of the MFAS will be the same in each FAS on a 
particular lane, which allows the lane to be identified. Since the MFAS cycles through 256 distinct values, 
the lanes can be de-skewed and reassembled by the receiver as long as the total skew does not exceed 127 

OTU3 frame periods (approximately 385 s). The receiver must use the MFAS to identify each received 
lane, as lane positions may not be preserved by the optical modules to be used for this application. 

OTU4 16-byte increment distribution 

Each 16-byte increment of an OTU4 frame is distributed, round robin, to each of the 20 logical lanes. On 
each OTU4 frame boundary the lane assignments are rotated. 

For distribution of OTU4 to twenty logical lanes, since the MFAS is not a multiple of 20, a different marking 
mechanism must be used. Since the frame alignment signal is 6 bytes (48 bits) and as per [ITU-T G.798] only 
32 bits must be checked for frame alignment, the third OA2 byte position will be borrowed as a logical lane 
marker (LLM). For maximum skew detection range, the lane marker value will increment on successive 
frames from 0-239 (240 values being the largest multiple of 20 that can be represented in 8-bits). LLM = 0 
position shall be aligned with MFAS = 0 position every 3840 (the least common multiple of 240 and 256) 
frame periods. The logical lane number can be recovered from this value by a modulo 20 operation. 
Table C.2 and Figure C.3 illustrate how bytes of the OTU4 are distributed in 16-byte increments across the 
20 logical lanes. 

The pattern repeats every 320 bytes until the end of the OTU4 frame.  

The following OTU4 frame will use different lane assignment according to the LLM MOD 20.  

Table C.2 – Lane rotation assignments for OTU4 

LLM MOD 20 Lane 0 Lane 1 ………………. Lane 18 Lane 19 

0 1:16 17:32  289:304 305:320 

1 305:320 1:16  273:288 289:304 

:      

18 33:48 49:64  1:16 17:32 

19 17:32 33:48  305:320 1:16 

The distribution of 16-byte blocks from the sequence of OTU4 frames is illustrated in Figure C.3. 

The parallel lanes can be reassembled at the sink by first recovering framing on each of the parallel lanes, 
then recovering the lane identifiers and then performing de-skewing of the lanes. Frame alignment, lane 
identifier recovery and multi-lane alignment should operate under 10–3 bit error rate conditions before 
error correction. Refer to [ITU-T G.798] for specific processing details. 

The lane rotation mechanism will place the first 16 bytes of the OTU4 frame on each lane once per 40804 
(i.e., 16320) bytes (the same as an OTU4 itself). The "LLM MOD 20" will be the same in each FAS on a 
particular lane, which allows the lane to be identified. Since the LLM cycles through 240 distinct values, the 
lanes can be de-skewed and reassembled by the receiver as long as the total skew does not exceed 119 

OTU4 frame periods (approximately 139 s). The receiver must use the "LLM MOD 20" to identify each 
received lane, as lane positions may not be preserved by the optical modules to be used for this 
application. 
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The lanes are identified, de-skewed, and reassembled into the original OTU4 frame according to the lane 
marker. The MFAS can be combined with the lane marker to provide additional skew detection range, the 
maximum being up to the least common multiple "LCM(240, 256)/2 – 1" or 1919 OTU4 frame periods 
(approximately 2.241 ms). In mapping from lanes back to the OTU4 frame, the sixth byte of each OTU4 
frame which was borrowed for lane marking is restored to the value OA2. 

Each physical lane of an OTL4.4 carried over a multi-lane SOTU interface is formed by simple bit 
multiplexing of five logical lanes. At the sink, the bits are disinterleaved into five logical lanes from each 
physical lane. The sink will identify each logical lane according to the lane marker in the LLM byte. The sink 
must be able to accept the logical lanes in any position as the ordering of bit multiplexing on each physical 
lane is arbitrary; the optical module hardware to be used for this application is permitted full flexibility 
concerning which physical lane will be used for output of each logical lane, and the order of bit multiplexing 
of logical lanes on each physical output lane. 

NOTE 4 – Ten-lane IEEE 100GBASE-R interfaces are specified, although not with ITU-T physical layer specifications. 
These interfaces may be compatible with a 10-lane interface for OTU4 (OTL4.10), each lane consisting of two bit-
multiplexed logical lanes. Refer to[b-ITU-T G-Sup.58]. 

This mechanism handles any normally framed OTU3 or OTU4 sequence.  

 

Figure C.2 – Distribution of bytes from OTU3 to parallel lanes 

 

Figure C.3 – Distribution of bytes from OTU4 to parallel lanes 

  

... ... ... ...

G.709-Y.1331(12)_FC.2

MFAS = xxxx xx00 MFAS = xxxx xx01 MFAS = xxxx xx10 MFAS = xxxx xx11
Rotate Rotate Rotate Rotate

Lane 0

Lane 1

Lane 2

Lane 3

1:16 (FAS) 65:80 16247:16272 16305:16320 16289:16304 16263:16288

16263:16288 16247:16272 16305:16320 16289:16304

16289:16304 16263:16288 16247:16272 16305:16320

16305:16320 16289:16304 16263:16288 16247:16272

49:64

1:16 (FAS)

1:16 (FAS)

1:16 (FAS)

1:16 (FAS)17:32 17:3281:86

17:32

17:32

33:48 33:48

33:48

33:48

97:112 17:32

49:64 49:64

49:64

49:64

113:128 33:48

1 2 255 256 510 511 765 766 1020 1

... .....
.

..
.

..
.

..
.

..
.

..
.

..
.

..
.

..
....... ...

G.709-Y.1331(12)_FC.3

LLM MOD 20 = 0 LLM MOD 20 = 1 LLM MOD 20 = 18 LLM MOD 20 = 19
Rotate Rotate Rotate Rotate

Lane 0

Lane 1

Lane 18

Lane 19

1:16 (FAS) 321:336 16001:16016 16033:16048 16017:16032

16017:16032 16049:16064 16033:16048

16289:16304 16001:16016 16305:16320

16305:16320 16017:16032 16001:16016

305:320

1:16 (FAS)

1:16 (FAS)

1:16 (FAS)

1:16 (FAS)17:32 17:32337:352

17:32

17:32

289:304 289:304

33:48

33:48

609:624 273:288

305:320 305:320

305:320

49:64

625:640 289:304

1 2 51 52 919 969 770 1020 1



2 Transport aspects   
 

1246 

Annex D 
 

Generic mapping procedure principles 

(This annex forms an integral part of this Recommendation.) 

D.1 Basic principle 

For any given CBR client signal, the number of n-bit (e.g., n = 1/8, 1, 8) data entities that arrive during one 
server frame or server multiframe period is defined by: 

   (D-1) 

 fclient:  client bit rate 

 Tserver:  frame period of the server frame or server multiframe 

 cn:  number of client n-bit data entities per server frame or server multiframe 

As only an integer number of n-bit data entities can be transported per server frame or multiframe, the 
integer value Cn(t) of cn has to be used. Since it is required that no client information is lost, the rounding 
process to the integer value has to take care of the truncated part, e.g., a cn with a value of 10.25 has to be 
represented by the integer sequence 10,10,10,11. 

   (D-2) 

 Cn(t): number of client n-bit data entities per server frame t or server multiframe t (integer) 

For the case cn is not an integer, Cn(t) will vary between: 

   (D-3) 

and  

   (D-4) 

The server frame or multiframe rate is defined by the server bit rate and the number of bits per server 
frame or multiframe: 

   (D-5) 

 fserver: server bit rate 

 Bserver: bits per server frame or multiframe 

Combining (D-5) with (D-1) and (D-2) results in: 

   (D-6) 
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and  

   (D-7) 

As the client data has to fit into the payload area of the server signal, the maximum value of Cn and as such 
the maximum client bit rate is limited by the size of the server payload area. 

   (D-8) 

  

 (D-9) 

 Pserver: maximum number of (n bits) data entities in the server payload area 

The client and server bit rate are independent. This allows specifying the server bit rate independently from 
the client bit rates. Furthermore, client clock impairments are not seen at the server clock. 

If the client or server bit rate changes due to client or server frequency tolerances, cn and Cn(t) change 
accordingly. A special procedure has to take care that Cn(t) is changed fast enough to the correct value 
during start-up or during a step in the client bit rate (e.g., when the client signal is replaced by its AIS signal 
or the AIS signal is replaced by the client signal). This procedure may be designed to prevent buffer over-
/underflow, or an additional buffer over-/underflow prevention method has to be deployed. 

A transparent mapping has to determine Cn(t) on a server (multi)frame per (multi)frame base. 

In order to extract the correct number of client information entities at the de-mapper, Cn(t) has to be 
transported in the overhead area of the server frame or multiframe from the mapper to the de-mapper.  

Figure D.1 shows the generic functionality of the mapper and de-mapper circuit.  

At the mapper, Cn(t) is determined based on the client and server clocks. The client data is constantly 
written into the buffer memory. The read out is controlled by the value of Cn(t).  

At the de-mapper, Cn(t) is extracted from the overhead. Cn(t) controls the write enable signal for the buffer. 
The client clock is generated based on the server clock and the value of Cn(t). 

Cn(t) has to be determined first, then it has to be inserted into the overhead and afterwards Cn(t) client data 
entities have to be inserted into the payload area of the server as shown in Figure D.2. 

 

Figure D.1 – Generic functionality of a mapper/de-mapper circuit 
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Figure D.2 – Processing flow 

Cn(t) client data entities are mapped into the payload area of the server frame or multiframe using a sigma-
delta data/stuff mapping distribution. It provides a distributed mapping as shown in Figure D.3. Payload 
field j (j = 1 .. Pserver) carries: 

– client data (D) if (j  Cn(t)) mod Pserver < Cn(t)  (D-10) 

– stuff (S) if (j  Cn(t)) mod Pserver ≥ Cn(t).  (D-11) 

 

Figure D.3 – Sigma-delta based mapping 

Cn(t) client data entities have to be distributed over Pserver locations. A client data entity has therefore to be 

inserted with a spacing of . This is normally not an integer value, however it can be emulated by an 

integer calculation using the sigma-delta method based on an overflow accumulator as shown in Figure D.4. 

The accumulator memory is reset to 0 at every frame start of the server frame. At every location of the 
payload area, Cn(t) is added to the memory and the result is compared with Pserver. If the result is lower than 
Pserver, it is stored back into the memory and no client data is indicated for this payload position. If it is equal 
or greater than Pserver, Pserver is subtracted from the result and the new result is stored back in the memory. 
In addition, client data is indicated for the client position. 
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Figure D.4 – Sigma-delta accumulator 

As the same start value and Cn(t) are used at the mapper and de-mapper the same results are obtained and 
interworking is achieved. 

D.2 Applying GMP in OTN 

Clauses 17.7, 19.6 and 20.5 specify GMP as the asynchronous generic mapping method for the mapping of 
CBR client signals into OPUk, the mapping of ODUk signals into a server OPUk (via the ODTUk.ts) and the 
mapping of ODUk signals into an OPUCn (via ODTUCn.ts).  

NOTE – GMP complements the traditional asynchronous client/server specific mapping method specified in clauses 
17.6 and 19.5. GMP is intended to provide the justification of new CBR type client signals into OPUk. 

Asynchronous mappings in the OTN have a default 8-bit timing granularity. Such 8-bit timing granularity is 
supported in GMP by means of a cn with n=8 (c8). The jitter/wander requirements for some of the OTN 
client signals are such that for those signals an 8-bit timing granularity may not be sufficient. For such a 
case, a 1-bit timing granularity is supported in GMP by means of cn with n=1 (c1). 

M-byte granularity mapping 

Clauses 17.7 and 19.6 specify that the mapping of CBR client bits into the payload of an OPUk and the 

mapping of ODUj bits into the payload of an ODTUk.ts is performed with 8  M-bit (M-byte) granularity. 

The insertion of CBR client data into the payload area of the OPUk frame and the insertion of ODUj data 
into the payload area of the ODTUk.ts multiframe at the mapper is performed in M-byte (or m-bit,  

m = 8  M) data entities, denoted as Cm(t). The remaining CnD(t) data entities are signalled in the 
justification overhead as additional timing/phase information. 

   (D-12) 

As only an integer number of m-bit data entities can be transported per server frame or multiframe, the 
integer value Cm(t) of cm has to be used. Since it is required that no information is lost, the rounding process 
to the integer value has to take care of the truncated part, e.g., a cm with a value of 10.25 has to be 
represented by the integer sequence 10,10,10,11. 

   (D-13) 
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For the case cm is not an integer, Cm(t) will vary between: 

   (D-14) 

The remainder of cn and Cm(t) is: 

   (D-15) 

As only an integer number of cnD n-bit data entities can be signalled per server frame or multiframe, the 
integer value CnD(t) of cnD has to be used.  

   (D-16) 

CnD(t) is a number between  and . 

16M-byte granularity mapping 

Clause 20.5 specifies that the mapping of ODUk bits into the payload of an ODUCn.ts is performed with 128 

 M-bit (16M-byte) granularity. 

The insertion of ODUk data into the payload area of the ODTUCn.ts multiframe at the mapper is performed 

in 16M-byte (or m-bit, m = 128  M) data entities, denoted as Cm(t). The remaining CnD(t) data entities are 
signalled in the justification overhead as additional timing/phase information. 

   (D-20) 

As only an integer number of m-bit data entities can be transported per server frame or multiframe, the 
integer value Cm(t) of cm has to be used. Since it is required that no information is lost, the rounding process 
to the integer value has to take care of the truncated part, e.g., a cm with a value of 10.25 has to be 
represented by the integer sequence 10,10,10,11. 

   (D-21) 

For the case cm is not an integer, Cm(t) will vary between: 

   (D-22) 

The remainder of cn and Cm(t) is: 

   (D-23) 

As only an integer number of cnD n-bit data entities can be signalled per server frame or multiframe, the 
integer value CnD(t) of cnD has to be used.  

   (D-24) 

CnD(t) is a number between  and . 
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As the client data has to fit into the payload area of the server signal, the maximum value of Cm and as such 
the maximum client bit rate is limited by the size of the server payload area. 

   (D-17) 

 Pm,server: maximum number of (m bits) data entities in the server payload area 

In order to extract the correct number of client information entities at the de-mapper, Cm(t) has to be 
transported in the overhead area of the server frame or multiframe from the mapper to the de-mapper.  

At the mapper, Cn(t) is determined based on the client and server clocks. The client data is constantly 
written into the buffer memory. The read out is controlled by the value of Cm(t).  

At the de-mapper, Cm(t) and CnD(t) are extracted from the overhead and used to compute Cn(t). Cm(t) 
controls the write enable signal for the buffer. The client clock is generated based on the server clock and 
the value of Cn(t). 

Cn(t) has to be determined first, then it has to be inserted into the overhead as Cm(t) and CnD(t) and 
afterwards Cm(t) client data entities have to be inserted into the payload area of the server as shown in 
Figure D.5. 

The Cn(t) value determines the Cm(t) and CnD(t) values; Cm(t) = floor (n/m  Cn(t)) and CnD(t) = Cn(t) – (m/n  

Cm(t)). The values of CnD(t) are accumulated and if CnD(t) ≥ m/n then m/n is subtracted from CnD(t) and 
Cm(t) is incremented with +1. These latter two values are then encoded in the overhead bytes. This Cm(t) 
value is applied as input to the sigma-delta process. 

 

Figure D.5 – Processing flow for GMP in OTN 

During start-up or during a step in the client bit rate, the value of Cn(t) will not match the actual number of 
n-bit client data entities arriving at the mapper buffer and the Cn(t) determination process has to adjust its 
value to the actual number of n-bit client data entities arriving. This adjustment method is implementation 
specific. During the mismatch period, the mapper buffer fill level may increase if more n-bit client data 
entities arrive per multiframe than there are transmitted, or decrease if less n-bit client data entities arrive 
per multiframe than there are transmitted. 

To prevent overflow or underflow of the mapper buffer and thus data loss, the fill level of the mapper 
buffer has to be monitored. For the case where too many m-bit client data entities are in the buffer, it is 
necessary to insert temporarily more m-bit client data entities in the server (multi)frame(s) than required 
by Cn(t). For the case too few m-bit client data entities are in the buffer, it is necessary to insert temporarily 
fewer m-bit client data entities in the server (multi)frame(s) than required by Cn(t). This behaviour is similar 
to the behaviour of AMP under these conditions. 

The OTN supports a number of client signal types for which transfer delay (latency) and transfer delay 
variation are critical parameters. Those client signal types require that the transfer delay introduced by the 
mapper plus de-mapper buffers is minimized and that the delay variation introduced by the mapper plus 
de-mapper buffers is minimized. 
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In steady state periods, Cn(t) is a value in the range Cn,min to Cn,max. A value outside this range indicates that 
there is a misalignment of the expected client bit rate and the actual client bit rate. During transient 
periods after e.g., a frequency step, Cn(t) may be temporarily outside the range Cn,min to Cn,max. 

Cm(t) client data entities are mapped into the payload area of the server frame or multiframe using a sigma-
delta data/stuff mapping distribution. It provides a distributed mapping as shown in Figure D.3. Payload 
field j (j = 1 .. Pm,server) carries  

– client data (D) if (j  Cm(t)) mod Pm,server < Cm(t); (D-18) 

– stuff (S) if (j  Cm(t)) mod Pm,server ≥ Cm(t). (D-19) 

Values of n, m, M, fclient, fserver, Tserver, Bserver, and Pm,server for OPUk and ODTUk.ts 

The values for n, m, M, fclient, fserver, Tserver, Bserver, and Pm,server are specified in Table D.1. 

Table D.1 – OPUk, ODTUk.ts and ODTUCn.ts GMP parameter values 

GMP 
parameter 

CBR client into OPUk ODUj into OPUk (ODTUk.ts) ODUk into OPUCn (ODTUCn.ts) 

 8 (default) 
1 (client specific) 

8 8 

  
OPU0:  8  1 = 8 

OPU1:  8  2 = 16 

OPU2:  8  8 = 64 

OPU3:  8  32 = 256 

OPU4:  8  80 = 640 

 
ODTU2.ts:  8  ts 

ODTU3.ts:  8  ts 

ODTU4.ts:  8  ts 

 

ODTUCn.ts: 128  ts 

 CBR client bit rate and 
tolerance 

ODUj bit rate and tolerance 
(Table 7-2) 

ODUk bit rate and tolerance 
(Table 7-2) 

 OPUk Payload bit rate and 
tolerance (Table 7-3) 

ODTUk.ts Payload bit rate and 
tolerance (Table 7-7) 

ODTUCn.ts Payload bit rate and 
tolerance (Table 7-7) 

 ODUk/OPUk frame period 
(Table 7-4) 

OPUk multiframe period 
(Table 7-6) 

OPUCn multiframe period (Table 
7-6) 

 OPU0:  8  15232 

OPU1:  8  15232 

OPU2:  8  15232 

OPU3:  8  15232 

OPU4:  8  15200 

ODTU2.ts:  8  ts  15232 

ODTU3.ts:  8  ts  15232 

ODTU4.ts:  8  ts  15200 

ODTUCn.ts: 128  ts  952 

 OPU0: 15232 
OPU1: 7616 
OPU2: 1904 
OPU3: 476 
OPU4: 190 

ODTU2.ts:  15232 
ODTU3.ts:  15232 
ODTU4.ts:  15200 

ODTUCn.ts: 952 

C8D range OPU0:  N/A 
OPU1:  0 to +1 
OPU2:  0 to +7 
OPU3:  0 to +31 
OPU4:  0 to +79 

ODTUk.1:  N/A 
ODTUk.2:  0 to +1  
ODTUk.3:  0 to +2 
ODTUk.4:  0 to +3 
:  
ODTUk.8:  0 to +7 
: 
ODTUk.32:  0 to +31 
:  
ODTUk.79:  0 to +78  
ODTUk.80:  0 to +79 

ODTUCn.1:  0 to +15 
ODTUCn.2:  0 to +31 
ODTUCn.3:  0 to +47 
ODTUCn.4:  0 to +59 
: 
ODTUCn.20n-1:  0 to +320n-1 
ODTUCn.20n:  0 to +320n 
 

 

C1D range OPU0:  0 to +7 Not applicable Not applicable 

n

m Mm  8 Mm  8 Mm 128

clientf

serverf

serverT

serverB

servermP ,
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Table D.1 – OPUk, ODTUk.ts and ODTUCn.ts GMP parameter values 

GMP 
parameter 

CBR client into OPUk ODUj into OPUk (ODTUk.ts) ODUk into OPUCn (ODTUCn.ts) 

(for selected 
clients) 

OPU1:  0 to +15 
OPU2:  0 to +63 
OPU3:  0 to +255 
OPU4:  0 to +639 

D.3 Cm(t) encoding and decoding 

Cm(t) is encoded in the ODTUk.ts justification control bytes JC1, JC2 and JC3 specified in clause 19.4 for the 
14-bit count and clause 20.4 for the 10-bit count field. 

Cm(t) is an L-bit binary count of the number of groups of m OPU payload bits that carry m client bits; it has 
values between Floor(Cm,min) and Ceiling(Cm,max), which are client specific. The Ci (i=1..L) bits that comprise 
Cm(t) are used to indicate whether the Cm(t) value is incremented or decremented from the value in the 
previous frame, that is indicated by Cm(t-1). Tables D.2 and D.3 show the inversion patterns for the Ci bits of 
Cm(t-1) that are inverted to indicate an increment or decrement of the Cm(t) value. Table D.2 shows the 
inversion patterns for the 14-bit count and Table D.3 shows the inversion patterns for the 10-bit count. An 
"I" entry in the table indicates an inversion of that bit.  

The bit inversion patterns apply to the Cm(t-1) value, prior to the increment or decrement operation that is 
signalled by the inversion pattern when |Cm(t) – Cm(t-1)| ≤ 2 (except Cm(t) – Cm(t-1) = 0). The incremented 
or decremented Cm(t) value becomes the base value for the next GMP overhead transmission.  

– When 0 < Cm(t) – Cm(t-1) ≤ 2, indicating an increment of +1 or +2, a subset of the Ci bits containing 
Cm(t-1) is inverted as specified in Table D.2 or Table D.3 and the increment indicator (II) bit is set to 
1.  

– When 0 > Cm(t) – Cm(t-1) ≥ -2, indicating a decrement of -1 or -2, a subset of Ci bits containing Cm(t-
1) is inverted as specified in Table D.2 or Table D.3 and the decrement indicator (DI) bit is set to 1.  

– When the value of Cm(t) is changed with a value larger than +2 or –2 from the value of Cm(t-1), 
both the II and DI bits are set to 1 and the Ci bits contain the new Cm(t) value. The associated CRC 
in JC3 verifies whether the Cm(t) value has been received correctly.  

– When the value of Cm(t) is unchanged from the value of Cm(t-1), both the II and DI bits are set to 0.  

The above encoding process is illustrated in Figure D.6. 

Table D.2 – 14-bit Cm(t) increment and decrement indicator patterns 

C1 C2 C3 C4 C5 C6 C7 C8 C9 C10 C11 C12 C13 C14 II DI Change 

U U U U U U U U U U U U U U 0 0 0 

I U I U I U I U I U I U I U 1 0 +1 

U I U I U I U I U I U I U I 0 1 –1 

U I I U U I I U U I I U U I 1 0 +2 

I U U I I U U I I U U I I U 0 1 –2 

binary value 1 1 More than  
+2/–2 

NOTE 
– I indicates inverted Ci bit 
– U indicates unchanged Ci bit 
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The CRC-8 located in JC3 is calculated over the JC1 and JC2 bits. The CRC-8 uses the g(x) = x8 + x3 + x2 + 1 
generator polynomial, and is calculated as follows: 

1) The JC1 and JC2 octets are taken in network octet order, most significant bit first, to form a 16-bit 
pattern representing the coefficients of a polynomial M(x) of degree 15. 

2) M(x) is multiplied by x8 and divided (modulo 2) by G(x), producing a remainder R(x) of degree 7 or 
less. 

3) The coefficients of R(x) are considered to be an 8-bit sequence, where x7 is the most significant bit. 

4) This 8-bit sequence is the CRC-8 where the first bit of the CRC-8 to be transmitted is the coefficient 
of x7 and the last bit transmitted is the coefficient of x0. 

The de-mapper process performs steps 1-3 in the same manner as the mapper process, except that here, 
the M(x) polynomial of step 1 includes the CRC bits of JC3, resulting in M(x) having degree 23. In the 
absence of bit errors, the remainder shall be 0000 0000.   

Table D.3 – 10-bit Cm(t) increment and decrement indicator patterns 

C1 C2 C3 C4 C5 C6 C7 C8 C9 C10 II DI Change 

U U U U U U U U U U 0 0 0 

I U I U I U I U I U 1 0 +1 

I U U I U I I U U I 0 1 –1 

U I U I I U U I U I 1 0 +2 

U I I U U I U I I U 0 1 –2 

binary value 1 1 More than  
+2/–2 

NOTE 
– I indicates inverted Ci bit 
– U indicates unchanged Ci bit 

The CRC-6 located in JC3 is calculated over bits 3-8 of JC1 and JC2 (i.e., the bits containing the GMP 
overhead value shown in Table D.3). The CRC-6 uses the g(x) = x6 + x3 + x2 + 1 generator polynomial, and is 
calculated as follows: 

1) The JC1 and JC2 octets are taken in network octet order, most significant bit first, such that bit 3 of 
JC1 through bit 8 of JC2 form a 12-bit pattern representing the coefficients of a polynomial M(x) of 
degree 11. 

2) M(x) is multiplied by x6 and divided (modulo 2) by G(x), producing a remainder R(x) of degree 5 or 
less. 

3) The coefficients of R(x) are considered to be a 6-bit sequence, where x5 is the most significant bit. 

4) This 6-bit sequence is the CRC-6 where the first bit of the CRC-6 to be transmitted is the coefficient 
of x5 and the last bit transmitted is the coefficient of x0. 

The de-mapper process performs steps 1-3 in the same manner as the mapper process, except that here, 
the M(x) polynomial of step 1 includes the CRC bits of JC3, resulting in M(x) having degree 17. In the 
absence of bit errors, the remainder shall be 000000.  
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Figure D.6 – JC1, JC2 and JC3 generation 

A parallel logic implementation of the source CRC-8 and CRC-6 are illustrated in Appendix VI. 

The GMP sink synchronizes its Cm(t) value to the GMP source through the following process, which is 
illustrated in Figure D.7 and the equivalent process in Figure D.8.  

When the received JC octets contain II = DI and a valid CRC-8, the GMP sink accepts the received C1-CLas its 
Cm(t) value for the next frame. At this point the GMP sink is synchronized to the GMP source. When II ≠ DI 
with a valid CRC in the current received frame (frame i), the GMP sink must examine the received JC octets 
in the next frame (frame i+1) in order to obtain Cm(t) synchronization. II ≠ DI in frame i indicates that the 
source is performing a count increment or decrement operation that will modify the Cm(t) value it sends in 
frame i+1. Since this modification to the Cm(t) will affect the count LSBs, the GMP sink uses the LSBs, II, and 
DI in frame i to determine its synchronization hunt state when it receives frame i+1. Specifically, in Figure 
D.7, the Hunt state (A-F) is determined using C13, C14, II and DI for the 14-bit count and C9, C10, II and DI 
for the 10-bit count. Equivalently, in Figure D.8, the Hunt state (A or B) is determined using C14, II, and DI 
for the 14-bit count and C10, II, and DI for the 10-bit count. If II = DI with a valid CRC in frame i+1, Cm(t) 
synchronization is achieved by directly accepting the received C1-CL as the new Cm(t). If II ≠ DI with a valid 
CRC in frame i+1, the sink uses the new LSBs, II and DI values to determine whether the source is 
communicating an increment or decrement operation and the magnitude of the increment/decrement 
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step. This corresponds to the transition to the lower row of states (the "S" states) in Figure D.7 and Figure 
D.8. At this point, the GMP sink has identified the type of increment or decrement operation that is being 
signalled in frame i+1. As shown in Figure D.9, the sink then applies the appropriate bit inversion pattern 
from Table D.2 to the received C1-C14 field or the bit inversion pattern from Table D.3 to the received  
C1-C10 field to determine the transmitted Cm(t) value. Synchronization has now been achieved since the 
GMP sink has determined the current Cm(t) and knows the expected Cm(t) change in frame i+2. 

 

Figure D.7 – GMP sink count synchronization process representation using the two least significant bits of 
the count as inputs 

Optimization has shown that Figure D.8 provides the same function. Either one can be chosen. For 
historical reasons both are kept. 
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Figure D.8 – GMP sink count synchronization process diagram 
 

14-bit count  10-bit count 

S state Interpretation / Action  S state Interpretation / Action 

S+2 
Count = C1-C14 after inverting C2, 
C3, C6, C7, C10, C11, & C14; 
Increment +2 for the next frame 

 S+2 Count = C1-C10 after inverting C2, 
C4, C5, C8 & C10;  

Increment +2 for the next frame 

S+1 
Count = C1-C14 after inverting C1, 
C3, C5, C7, C9, C11, & C13;  
Increment +1 for the next frame 

 S+1 Count = C1-C10 after inverting C1, 
C3, C5, C7 & C9;   
Increment +1 for the next frame 

S-1 
Count = C1-C14 after inverting C2, 

C4, C6, C8, C10, C12, & C14; 
Decrement -1 for next frame 

 S-1 Count = C1-C10 after inverting C1, 
C4, C6, C7 & C10;  

Decrement -1 for next frame 

S-2 
Count = C1-C14 after inverting C1, 

C4, C5, C8, C9, C12, C13; 
Decrement -2 for next frame 

 S-2 Count = C1-C10 after inverting C2, 
C3, C6, C8 & C9;  

Decrement -2 for next frame 

Figure D.9 – "S"-state interpretation for Figures D.7 and D.8 
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Note that the state machine of Figure D.7 or Figure D.8 can also be used for off-line synchronization 
checking. 

When the GMP sink has synchronized its Cm(t) value to the GMP source, it interprets the received JC octets 
according to the following principles: 

– When the CRC is good and II = DI, the GMP sink accepts the received Cm(t) value. 

– When the CRC is good and II ≠ DI, the GMP sink compares the received Cm(t) value to its expected 
Cm(t) value to determine the difference between these values. This difference is compared to the 
bit inversion patterns of Table D.2 or Table D.3 to determine the increment or decrement 
operation sent by the source and updates its Cm(t) accordingly. Since the CRC is good, the sink can 
use either JC1 or JC2 for this comparison. 

– When the CRC is bad, the GMP sink compares the received Cm(t) value to its expected Cm(t) value. 
The sink then compares the difference between these values, per Table D.2 or Table D.3, to the 
valid bit inversion patterns in JC1, and the bit inversion, II and DI pattern in JC2. 

• If JC1 contains a valid pattern and JC2 does not, the sink accepts the corresponding increment 
or decrement indication from JC1 and updates its Cm(t) accordingly. 

• If JC2 contains a valid pattern and JC1 does not, the sink accepts the corresponding increment 
or decrement indication from JC2 and updates its Cm(t) accordingly. 

• If both JC1 and JC2 contain valid patterns indicating the same increment or decrement 
operation, this indication is accepted and the sink updates its Cm(t) accordingly. 

• If neither JC1 nor JC2 contain valid patterns, the sink shall keep its current count value and 
begin the search for synchronization. 

NOTE – If JC1 and JC2 each contain valid patterns that are different from each other, the receiver can either 
keep the current Cm(t) value and begin a synchronization search, or it can use the CRC to determine whether 
JC1 or JC2 contains the correct pattern. 

The GMP sink uses the updated Cm(t) value to extract the client data from the next OPU frame or ODTUk.ts 
multiframe.  

D.4 CnD(t) encoding and decoding 

D.4.1 CnD(t) encoding and decoding for OPUk 

The cumulative value of CnD(t) (CnD(t)) is encoded in bits 4-8 of the OPUk and ODTUk.ts justification control 

bytes JC4, JC5 and JC6. Bits D1 to D10 in JC4 and JC5 carry the value of CnD(t). Bit D1 carries the most 
significant bit and bit D10 carries the least significant bit. 

The CRC-5 located in JC6 is calculated over the D1-D10 bits in JC4 and JC5. The CRC-5 uses the g(x) = x5 + x + 
1 generator polynomial, and is calculated as follows: 

1) The JC4 bits 4-8 and JC5 bits 4-8 octets are taken in network transmission order, most significant 
bit first, to form a 10-bit pattern representing the coefficients of a polynomial M(x) of degree 9. 

2) M(x) is multiplied by x5 and divided (modulo 2) by G(x), producing a remainder R(x) of degree 4 or 
less. 

3) The coefficients of R(x) are considered to be a 5-bit sequence, where x4 is the most significant bit. 

4) This 5-bit sequence is the CRC-5 where the first bit of the CRC-5 to be transmitted is the coefficient 
of x4 and the last bit transmitted is the coefficient of x0. 

The de-mapper process performs steps 1-3 in the same manner as the mapper process, except that here, 
the M(x) polynomial of step 1 includes the CRC bits of JC6, resulting in M(x) having degree 14. In the 
absence of bit errors, the remainder shall be 00000.  

A parallel logic implementation of the source CRC-5 is illustrated in Appendix VI. 
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D.4.2 CnD(t) encoding and decoding for OPUCn 

The cumulative value of CnD(t) (CnD(t)) is encoded in the ODTUCn.ts justification control bytes JC1, JC2, JC3, 

JC4, JC5 and JC6. Bits D1 to D18 carry the value of CnD(t). Bit D1 carries the most significant bit and bit D10 
carries the least significant bit. As shown in Figure 20-7, bits D1 to D7 are located in bits 2-8 of JC4, bits D8 
to D9 are located in bits 1-2 of JC1, bits D10 to D16 are located in JC5, and bits D17 to D18 are located in 
bits 1-2 of JC2.  

The CRC-9 located in bits 2-8 of JC6 and bits 1-2 of JC3 is calculated over the D1-D18 bits in JC4, JC1, JC5 and 
JC2. The CRC-9 uses the g(x) = x9 + x3 + x2 + 1 generator polynomial, and is calculated as follows: 

1) The JC4 bits 2-8, JC1 bits 1-2, JC5 bits 2-8, and JC2 bits 1-2 are taken in network transmission order, 
most significant bit first, to form an 18-bit pattern representing the coefficients of a polynomial 
M(x) of degree 17. 

2) M(x) is multiplied by x9 and divided (modulo 2) by G(x), producing a remainder R(x) of degree 8 or 
less. 

3) The coefficients of R(x) are considered to be a 9-bit sequence, where x8 is the most significant bit. 

4) This 9-bit sequence is the CRC-9 where the first bit of the CRC-9 to be transmitted is the coefficient 
of x8 and the last bit transmitted is the coefficient of x0. 

The de-mapper process performs steps 1-3 in the same manner as the mapper process, except that here, 
the M(x) polynomial of step 1 includes the CRC bits of JC6 and JC3, resulting in M(x) having degree 26. In 
the absence of bit errors, the remainder shall be 000000000.  

A parallel logic implementation of the source CRC-9 is illustrated in Appendix VI. 
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Annex E 
 

Adaptation of parallel 64B/66B encoded clients 

(This annex forms an integral part of this Recommendation.) 

E.1 Introduction 

IEEE 40GBASE-R and 100GBASE-R interfaces specified in [IEEE 802.3] are parallel interfaces intended for 
short-reach (up to 40 km) interconnection of Ethernet equipment. This annex describes the process of 
converting the parallel format of these interfaces into a serial bit stream to be carried over the OTN. 

The order of transmission of information in all the diagrams in this annex is first from left to right and then 
from top to bottom. 

E.2 Clients signal format 

40GBASE-R and 100GBASE-R clients are initially parallel interfaces, but in the future they may be serial 
interfaces. Independent of whether these interfaces are parallel or serial, or what the parallel interface lane 
count is, 40GBASE-R signals are comprised of four PCS lanes, and 100GBASE-R signals are comprised of 
twenty PCS lanes. If the number of physical lanes on the interface is fewer than the number of PCS lanes, 
the appropriate number of PCS lanes is bit-multiplexed onto each physical lane of the interface. Each PCS 
lane consists of 64B/66B encoded data with a PCS lane alignment marker inserted on each lane once per 
16384 66-bit blocks. The PCS lane alignment marker itself is a special format 66B codeword. 

The use of this adaptation for 40GBASE-R into OPU3 also applies the transcoding method that appears in 
Annex B and the framing method of Annex F. The adaptation described in this annex alone can be used for 
the adaptation of 100GBASE-R into OPU4. 

E.3 Client frame recovery 

Client framing recovery consists of the following: 

 bit-disinterleave the PCS lanes, if necessary. This is necessary whenever the number of PCS lanes 
and the number of physical lanes is not equal, and is not necessary when they are equal (e.g., a 4-
lane 40GBASE-R interface); 

 recover 64B/66B block lock as per the state diagram in Figure 82-10 of [IEEE 802.3]; 

 recover lane alignment marker framing on each PCS lane as per the state diagram in Figure 82-11 
of [IEEE 802.3]; 

 reorder and de-skew the PCS lanes into a serialized stream of 66B blocks (including lane alignment 
markers). Figure E.1 illustrates the ordering of 66B blocks after the completion of this process for 
an interface with p PCS lanes. 
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Figure E.1 – De-skewed/serialized stream of 66B blocks 

Each 66B codeword is one of the following: 

 a set of eight data bytes with a sync header of "01"; 

 a control block (possibly including seven or fewer data octets) beginning with a sync header of 
"10"; 

 a PCS lane alignment marker, also encoded with a sync header of "10". Of the 8 octets following 
the sync header, 6 octets have fixed values allowing the PCS lane alignment markers to be 
recognized (see Tables E.1 and E.2). The fourth octet following the sync header is a BIP-8 
calculated over the data from one alignment marker to the next as defined in Table 82-4 of [IEEE 
802.3]. The eighth octet is the complement of this BIP-8 value to maintain DC balance. Note that 
the intended operation is to pass these BIP-8 values transparently as they are used for monitoring 
the error ratio of the Ethernet link between Ethernet PCS sublayers. For the case of 100GBASE-R, 
the BIP-8 values are not manipulated by the mapping or de-mapping procedure. For the case of 
40GBASE-R, a BIP-8 compensation is done as described in clause E.4.1. 

For all-data blocks and control blocks, the 64 bits following the sync header are scrambled as a continuous 
bit-stream (skipping sync headers and PCS lane alignment markers) according to the polynomial  
G(x) = 1 + x39 +x58.  

After 64B/66B block lock recovery as per the state diagram in Figure 82-10 of [IEEE 802.3] to the single-lane 
received aggregate signal, these 66B blocks are re-distributed to PCS lanes at the egress interface. The 66B 
blocks (including PCS lane alignment markers) resulting from the decoding process are distributed round-
robin to PCS lanes. If the number of PCS lanes is greater than the number of physical lanes of the egress 
interface, the appropriate numbers of PCS lanes are bit-multiplexed onto the physical lanes of the egress 
interface.  
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E.3.1 40GBASE-R client frame recovery 

PCS lane alignment markers have the values shown in Table E.1 for 40GBASE-R signals which use PCS lane 
numbers 0-3. 

Table E.1 – PCS lane alignment marker format for 40GBASE-R 

Lane 
Number 

SH Encoding {M0, M1, M2, BIP3, M4, M5, M6, BIP7} 

0 10 0x90, 0x76, 0x47, BIP3, 0x6f, 0x89, 0xb8, BIP7 

1 10 0xf0, 0xc4, 0xe6, BIP3, 0x0f, 0x3b, 0x19, BIP7 

2 10 0xc5, 0x65, 0x9b, BIP3, 0x3a, 0x9a, 0x64, BIP7 

3 10 0xa2, 0x79, 0x3d, BIP3, 0x5d, 0x86, 0xc2, BIP7 

Since a 40GBASE-R client signal must be transcoded into 1024B/1027B for rate reduction, the 64B/66B PCS 
receive process at the ingress interface further descrambles the bit-stream skipping sync headers and PCS 
lane alignment markers, and the 64B/66B PCS transmit process at the egress interface scrambles the  
bit-stream again skipping sync headers and PCS lane alignment markers, as shown in Figure E.1.  

E.3.2 100GBASE-R client frame recovery  

PCS lane alignment markers have the values shown in Table E.2 for 100GBASE-R signals which use PCS lane 
numbers 0-19. 

The lane alignment markers transported over the OPU4 are distributed unchanged to the PCS lanes. 

Table E.2 – PCS lane alignment marker format for 100GBASE-R 

Lane 
Number 

SH 
Encoding {M0, M1, M2, BIP3, M4, M5, 

M6, BIP7} 
Lane 

Number 
SH 

Encoding {M0, M1, M2, BIP3, M4, M5, 
M6, BIP7} 

0 10 0xc1, 0x68, 0x21, BIP3, 0x3e, 0x97, 
0xde, BIP7 

10 10 0xfd, 0x6c, 0x99, BIP3, 0x02, 0x93, 
0x66, BIP7 

1 10 0x9d, 0x71, 0x8e, BIP3, 0x62, 0x8e, 
0x71, BIP7 

11 10 0xb9, 0x91, 0x55, BIP3, 0x46, 0x6e, 
0xaa, BIP7 

2 10 0x59, 0x4b, 0xe8, BIP3, 0xa6, 0xb4, 
0x17, BIP7 

12 10 0x5c, 0xb9, 0xb2, BIP3, 0xa3, 0x46, 
0x4d, BIP7 

3 10 0x4d, 0x95, 0x7b, BIP3, 0xb2, 0x6a, 
0x84, BIP7 

13 10 0x1a, 0xf8, 0xbd, BIP3, 0xe5, 0x07, 
0x42, BIP7 

4 10 0xf5, 0x 07, 0x09, BIP3, 0x0a, 0xf8, 
0xf6, BIP7 

14 10 0x83, 0xc7, 0xca, BIP3, 0x7c, 0x38, 
0x35, BIP7 

5 10 0xdd, 0x14, 0xc2, BIP3, 0x22, 0xeb, 
0x3d, BIP7 

15 10 0x35, 0x36, 0xcd, BIP3, 0xca, 0xc9, 
0x32, BIP7 

6 10 0x9a, 0x4a, 0x26, BIP3, 0x65, 0xb5, 
0xd9, BIP7 

16 10 0xc4, 0x31, 0x4c, BIP3, 0x3b, 0xce, 
0xb3, BIP7 

7 10 0x7b, 0x45, 0x66, BIP3, 0x84, 0xba, 
0x99, BIP7 

17 10 0xad, 0xd6, 0xb7, BIP3, 0x52, 0x29, 
0x48, BIP7 

8 10 0xa0, 0x24, 0x76, BIP3, 0x5f, 0xdb, 
0x89, BIP7 

18 10 0x5f, 0x66, 0x2a, BIP3, 0xa0, 0x99, 
0xd5, BIP7 

9 10 0x68, 0xc9, 0xfb, BIP3, 0x97, 0x36, 
0x04, BIP7 

19 10 0xc0, 0xf0, 0xe5, BIP3, 0x3f, 0x0f, 
0x1a, BIP7 



Transport aspects  2 
 

1263 

E.4 Additions to Annex B transcoding for parallel 64B/66B clients 

When OPUk is large enough for the serialized 66B block stream (e.g., for 100GBASE-R client signals into 
OPU4), the recovered client frames are adapted directly as per this annex.  

When used in combination with the transcoding into 513B code blocks described in Annex B (e.g., for 
40GBASE-R client signals into OPU3), this clause describes the additions to the Annex B transcoding process 
for transport of PCS lane alignment markers. 

Ethernet path monitoring is the kind of behaviour that is desirable in the case where the Ethernet 
equipment and the OTN equipment are in different domains (e.g., customer and service provider) and from 
the standpoint of the Ethernet equipment. It is also the default behaviour which would result from the 
current mapping of 100GBASE-R where the 66B blocks would be mapped into the OPU4 container after 
management of skew. It may also be perceived as a transparency requirement that BIP-8 work end-to-end. 
Additional functionality as described below has to be built in to allow BIP-8 transparency for 40GBASE-R 
client signals. 

PCS lane alignment markers are encoded together with 66B control blocks into the uppermost rows of the 
513B code block shown in Figure B.3. The flag bit "F" of the 513B structure is 1 if the 513B structure 
contains at least one 66B control block or PCS lane alignment marker, and 0 if the 513B structure contains 
eight all-data 66B blocks.  

The transcoding into 512B/513B must encode PCS lane alignment marker into a row of the structure shown 
in Figure B.3 as follows: The sync header of "10" is removed. The received M0, M1 and M2 bytes of the PCS 
alignment marker encodings as shown in Table E.1 are used to forward the lane number information. The 
first byte of the row will contain the structure shown in Figure B.4, with a CB-TYPE field of "0100". The POS 
field will indicate the position where the PCS lane alignment marker was received among the group of eight 
66B codewords being encoded into this 513B block. The flag continuation bit "FC" will indicate whether any 
other 66B control blocks or PCS lane alignment markers are encoded into rows below this one in the 513B 
block. Beyond this first byte, the next four bytes of the row are populated with the received M0, M1, M2 and 
ingress BIP3 bytes of the PCS alignment marker encodings at the encoder. At the decoder, a PCS lane 
alignment marker will be generated in the position indicated by the POS field among any 66B all-data 
blocks contained in this 513B block, the sync header of "10" is generated followed by the received M0, M1 
and M2 bytes, the egress BIP3 byte, the bytes M4, M5 and M6 which are the bit-wise inverted M0, M1 and M2 
bytes received at the decoder, and the egress BIP7 byte which is the bit-wise inverted egress BIP3 byte. 

It will then be up to the Ethernet receiver to handle bit errors within the OTN section that might have 
altered the PCS alignment marker encodings (for details refer to clause 82.2.18.3 and Figure 82-11 in  
[IEEE 802.3]). 

The egress BIP3 and the egress BIP7 bytes are calculated as described in clause E.4.1. 

Figure E.2 below shows the transcoded lane marker format. 

 

Figure E.2 – Transcoded lane marker format 

FC POS 0 1 0 0 M0

0 1 3 4 5 6 7 8 11 12 15

M2

24 31

M1

16 23

PCS BIP-8 error mask

40 47

ingress BIP3

32 39

0xFF

56 63

OTN BIP-8

48 55
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E.4.1 BIP-8 transparency 

The transcoding method used for 40GBASE-R is timing and PCS codeword transparent. In normal operation, 
the only aspects of the PCS encoded bitstream that are not preserved given the mapping described in 
annexes B, E and F are for one the scrambling, since the scrambler does not begin with a known state and 
multiple different encoded bitstreams can represent the same PCS encoded content, and secondly the 
BIP-8 value in the Ethernet path or more precisely, the bit errors that occur between the Ethernet 
transmitter and the ingress point of the OTN domain and within the OTN domain. The BIP-8 values can be 
preserved with the scheme described below. As the scrambling itself does not contain any information that 
has to be preserved, no effort has been made to synchronize the scrambler states between OTN ingress 
and OTN egress. 

Unfortunately, since the BIP-8 is calculated on the scrambled bitstream, a simple transport of the BIP-8 
across the OTN domain in the transcoded lane marker will not result in a BIP-8 value that is meaningful for 
detecting errors in the received, descrambled, transcoded, trans-decoded, and then rescrambled bit 
stream. 

To preserve the bit errors between the Ethernet transmitter and the egress side of the OTN domain, the 
bit-error handling is divided into two processes, one that takes place at the OTN ingress side, or encoder, 
and one on the OTN egress side, or decoder. 

At the OTN ingress an 8-bit error mask is calculated by generating the expected BIP-8 for each PCS lane and 
XORing this value with the received BIP-8. This error mask will have a "1" for each bit of the BIP-8 which is 
wrong, and a "0" for each bit which is correct. This value is shown as a PCS BIP-8 error mask in Figure E.2. 

In the event no errors are introduced across the OTN (as an FEC protected network can be an essentially 
zero error environment), the PCS BIP-8 error mask can be used to adjust the newly calculated PCS BIP-8 at 
the egress providing a reliable indication of the number of errors that are introduced across the full 
Ethernet path. If errors are introduced across the OTN, this particular BIP-8 calculation algorithm will not 
see these errors. 

To overcome this situation, a new BIP-8 per lane for the OTN section is introduced. In the following this 
new BIP-8 will be identified as OTN BIP-8 in order to distinguish it from the PCS BIP-8.  

It should be noted that the term OTN BIP-8 does not refer to and should not be confused with the BIP-8 
defined in the OTUk overhead (byte SM[2]). 

The OTN BIP-8 is calculated similarly to the PCS BIP-8 as described in clause 82.2.8 of [IEEE 802.3] with the 
exception that the calculation will be done over unscrambled PCS lane data, the original received lane 
alignment marker, after error control block insertion and before transcoding. Figure E.2 shows the byte 
location of the OTN BIP-8 in the transcoded lane marker. 

The transcoded lane marker is transmitted together with the transcoded data blocks over the OTN section 
as defined in Annex B. At the OTN egress after trans-decoding and before scrambling, the ingress alignment 
marker is recreated using M0, M1, M2 and ingress BIP3 of the transcoded alignment marker followed by the 
bit-wise inversion of these bytes. This recreated alignment marker together with the trans-decoded and 
unscrambled data blocks is used to calculate the expected OTN BIP-8 for each PCS lane (refer to clause 
82.2.8 of [IEEE 802.3]). The expected value will be XORed with the received OTN BIP-8. This error mask will 
have a "1" for each bit of the OTN BIP-8 which is wrong, and a "0" for each bit which is correct. 

The egress BIP3 for each PCS lane is calculated over the trans-decoded and scrambled data blocks including 
the trans-decoded alignment marker (refer to clause E.4) following the process depicted in clause 82.2.8 of 
[IEEE 802.3].  

The egress BIP3 is then adjusted for the errors that occurred up to the OTN egress by first XORing with the 
PCS BIP-8 error mask and then XORing with the OTN BIP-8 error mask. This combined error mask will be 
used to compute the number of BIP errors when used for non-intrusive monitoring. 

The BIP7 is created by bit-wise inversion of the adjusted BIP3. 
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E.4.2 Errors detected by mapper 

Errors encountered before the mapper, such as loss of client signal on any physical lane of the interface, 
will result in the insertion of an Ethernet LF sequence ordered set prior to this process. The same action 
should be taken as a result of failure to achieve 66B block lock on any PCS lane, failure to achieve lane 
alignment marker framing on each PCS lane, or failure to de-skew because the skew exceeds the buffer 
available for de-skew. 

An invalid 66B block will be converted to an error control block before transcoding. An invalid 66B block is 
one which does not have a sync header of "01" or "10", or one which has a sync header of "10", is not a 
valid PCS lane alignment marker and has a control block type field which does not appear in Figure B.2 or 
has one of the values 0x2d, 0x33, 0x66, or 0x55 which are not used for 40GBASE-R or 100GBASE-R. An error 
control block has sync bits of "10", a block type code of 0x1e, and 8 seven-bit/E/error control characters. 
This will prevent the Ethernet receiver from interpreting a sequence of bits containing this error as a valid 
packet. 

E.4.3 Errors detected by de-mapper 

Several mechanisms will be employed to reduce the probability that the de-mapper constructs erroneous 
parallel 64B/66B encoded data at the egress if bit errors have corrupted. Since detectable corruption 
normally means that the proper order of 66B blocks to construct at the de-mapper cannot be reliably 
determined, if any of these checks fail, the de-mapper will transmit eight 66B error control blocks 
(sync="10", control block type=0x1e, and eight 7-bit/E/control characters). 

Mechanisms for improving the robustness and for 513B block lock including PCS lane alignment markers 
are discussed in Annex F. 
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Annex F 
 

Improved robustness for mapping of 40GBASE-R 
into OPU3 using 1027B code blocks 

(This annex forms an integral part of this Recommendation.) 

F.1 Introduction 

When a parallel 40GBASE-R signal is transcoded as per Annexes B and E and directly mapped into OPU3 
without GFP framing, another method is needed to locate the start of 513B blocks and to provide 
protection to prevent bit errors creating an unacceptable increase in mean time to false packet acceptance 
(MTTFPA). 

F.2 513B code block framing and flag bit protection 

The mapping of 513B code blocks into OPU3 requires a mechanism for locating the start of the code blocks. 
A mechanism is also needed to protect the flag bit, whose corruption could cause data to be erroneously 
interpreted as control and vice versa. 

Both of these requirements can be addressed by providing parity across the flag bits of two 513B blocks 
produced from the transcoding of Annex B. 

Figure F.1 illustrates the flag parity bit across two 513B blocks. This creates a minimum two-bit Hamming 
distance between valid combinations of flag bits. 

 

Figure F.1 – Flag parity bit on two 513B blocks (1027B code) 

The flag parity bit creates a sequence that can be used for framing to locate the 513B blocks in a stream of 
bits. The state diagram of Figure 49-12 of [IEEE 802.3] is applied to locate a 3-bit pattern appearing once 
per 1027 bits (rather than a 2-bit pattern appearing once per 66 bits) where four out of eight 3-bit 
sequences (rather than two out of four two-bit values as used in IEEE 802.3) match the pattern. The 
additional step required is to scramble the non-flag bits so that the legal sequences of these bits are not 
systematically mimicked in the data itself. The scrambler to be used for this purpose is the Ethernet self-
synchronous scrambler using the polynomial G(x) = 1 + x39 + x58. 
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At the de-mapper, invalid flag bit parity will cause both of the 513B blocks across which the flag bit parity 

applies to be decoded as 8  2 66B error control blocks ("10" sync header, control block type 0x1e, followed 
by eight 7-bit/E/control characters). 

F.3 66B block sequence check 

Bit error corruption of the position or flag continuation bits could cause 66B blocks to be de-mapped from 
513B code blocks in the incorrect order. Additional checks are performed to prevent that this results in 
incorrect packet delineation. Since detectable corruption normally means that the proper order of 66B 
blocks to construct at the decoder cannot be reliably determined, if any of these checks fail, the decoder 
will transmit eight 66B error control blocks (sync="10", control block type=0x1e, and eight 7-bit/E/control 
characters). 

Other checks are performed to reduce the probability that invalid data is delivered at the egress in the 
event that bit errors have corrupted any of the POS fields or flag continuation bits "FC". 

If flag bit "F" is 1 (i.e., the 513B block includes at least one 64B/66B control block), for the rows of the table 
up until the first one with a flag continuation bit of zero (the last one in the block), it is verified that no two 
66B control blocks or lane alignment markers within that 513B block have the same value in the POS field, 
and further, that the POS field values for multiple control or lane alignment rows are in ascending order, 
which will always be the case for a properly constructed 513B block. If this check fails, the 513B block is 
decoded into eight 66B error control blocks. 

The next check is to ensure that the block sequence corresponds to well-formed packets, which can be 
done according to the state diagram in Figures F.2 and F.3. This check will determine if 66B blocks are in an 
order that does not correspond to well-formed packets, e.g., if during an IPG an all-data 66B block is 
detected without first seeing a control block representing packet start, or if during a packet a control/idle 
block is detected without first seeing a control block representing packet termination, control blocks have 
likely been misordered by corruption of either the POS bits or a flag continuation bit. Failure of this check 
will cause the 513B block to be decoded as eight 66B error control blocks. Note that PCS lane alignment 
markers are accepted in either state and do not change state as shown in Figure F.3. 

The sequence of PCS lane alignment markers is also checked at the decoder. For an interface with p PCS 

lanes, the PCS lane alignment markers for lanes 0 to p-1 will appear in a sequence, followed by 16383p 
non-lane-marker 66B blocks, followed by another group of PCS lane alignment markers. A counter is 
maintained at the decoder to keep track of when the next group of lane alignment markers is expected. If, 
in the process of decoding lane alignment markers from a 513B block, a lane alignment marker is found in a 
position where it is not expected, or a lane alignment marker is missing in a position where it would have 
been expected, the entire 513B block is decoded as eight 66B error control blocks as shown in Figures F.2, 
F.3, and F.4.  

F.3.1 State diagram conventions 

The body of this clause is comprised of state diagrams, including the associated definitions of variables, 
constants, and functions. Should there be a discrepancy between a state diagram and descriptive text, the 
state diagram prevails. 

The notation used in the state diagrams follows the conventions of clause 21.5 of [IEEE 802.3]. State 
diagram timers follow the conventions of clause 14.2.3.2 of [IEEE 802.3]. The notation ++ after a counter or 
integer variable indicates that its value is to be incremented.  

F.3.2 State variables 

F.3.2.1  Constants 

EBLOCK_T<65:0> 

 66-bit vector to be sent to the PCS containing /E/ in all the eight character locations. 



2 Transport aspects   
 

1268 

Mi<65:0> 

 66-bit vector containing the trans-decoded alignment marker of i-th PCS lane (0 < i ≤ p). (p=4 for 
40GBASE-R, and p=20 for 100GBASE-R). 

F.3.2.2 Variables 

1027B_block_lock 

 Indicates the state of the block_lock variable when the state diagram of Figure 49-12 of 
[IEEE 802.3] is applied to locate a 3-bit pattern appearing once per 1027 bits (rather than a 2-bit 
pattern appearing once per 66 bits) as described in clause F.2. Set true when sixty-four contiguous 
1027-bit blocks are received with valid 3-bit patterns, set false when sixteen 1027-bit blocks with 
invalid 3-bit patterns are received before sixty-four valid blocks. 

1027B_high_ber 

 Indicates a Boolean variable when the state diagram of Figure 49-13 of [IEEE 802.3] is applied to 
count invalid 3-bit sync headers of 1027-bit blocks (rather than 2-bit sync headers of 66-bit blocks) 
within the current 250 μs (rather than 125 μs). Set true when the ber_cnt exceeds 8 (rather than 
16) indicating a bit error ratio >10–4. 

Mseq_violation 

 Indicates a Boolean variable that is set and latched in each rx513_raw<527:0> PCS lane alignment 
marker cycle based on the PCS lane marker position and order. It is true if the unexpected marker 
sequence is detected and false if not. 

POS_violation 

 A Boolean variable that is set in each rx513_raw<527:0> based on the POS field values for 
rx_tcd<65:0>. It is true if the two or more have the same POS values or if they are not in ascending 
order, and false if their POS values are in ascending order. 

reset 

 A Boolean variable that controls the resetting of the PCS. It is true whenever a reset is necessary 
including when reset is initiated from the MDIO, during power on, and when the MDIO has put the 
PCS into low-power mode. 

Rx513_coded<512:0> 

 A vector containing the input to the 512B/513B decoder. 

rx513_raw<527:0> 

 A vector containing eight successive 66-bit vectors (tx_coded).  

rx_tcd<65:0> 

 A 66-bit vector transcode-decoded from a 513-bit block following the rules shown in Figure B.5. 

seq_violation 

 A Boolean variable that is set in each rx513_raw<527:0> based on the sequence check on an 
rx_tcd<65:0> stream. It is true if the unexpected sequence is detected and false if not. 

F.3.2.3 Functions 

DECODE(rx513_coded<512:0>) 

 Decodes the 513-bit vector returning rx513_raw<527 :0> which is sent to the client interface. The 
DECODE function shall decode the block as specified in Figure F.2. 
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R_BLOCK_TYPE = {C, S, T, D, E, M} 

 This function classifies each 66-bit rx_tcd vector as belonging to one of the six types depending on 
its contents.  

 Values: C, S, T, and D are defined in clause 49.2.13.2.3 of [IEEE 802.3].  

  M: the vector contains a sync header of 10 and is recognized as a valid PCS lane alignment 
marker by using the state machine shown in Figure F.3. 

  E: the vector does not meet the criteria for any other value. 

R_TYPE(rx_tcd<65:0>) 

 Returns the R_BLOCK_TYPE of the rx_tcd<65:0> bit vector. 

R_TYPE_NEXT 

 Prescient end of packet check function. It returns the R_BLOCK_TYPE of the rx_tcd vector 
immediately following the current rx_tcd vector. 

F.3.2.4  Counters 

cnt 

 Count up to a maximum of p of the number of PCS lanes. 

F.3.3 State diagrams 

The receive state machine for a series of 513-bit blocks shown in Figure F.2 determines whether the 513-bit 
block contains valid eight 66-bit blocks or not. 

 

Figure F.2 – Receive state machine for the 512B/513B code blocks 
including lane alignment markers 

The trans-decode state machine for a series of 66-bit blocks shown in Figure F.3 checks the block type 
sequence of recovered 66-bit blocks. 

The PCS lane alignment marker state machine for a series of 66-bit blocks shown in Figure F.4 detects the 

alignment markers every p  16384 blocks and checks whether the marker is in ascendant order or not. 
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Figure F.3 – Trans-decode state machine for the 64B/66B code blocks 
including the lane alignment markers 

 

Figure F.4 – Receive state machine for the lane alignment markers  
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Annex G 
 

Mapping ODU0 into a low latency OTU0 (OTU0LL) 

(This annex forms an integral part of this Recommendation.) 

G.1 Introduction 

Within the optical transport network client signals with a bit rate up to 1.25 Gbit/s are transported within 
an ODU0 and the ODU0 is transported within a server ODUk and OTUk (k = 1,2,3,4). This annex specifies a 
low latency 1.25G OTU0 (OTU0LL) frame format in which one ODU0 is transported which carries a client 
(e.g., 1G Ethernet) signal using an [ITU-T G.698.3] application code. This OTU0LL may be used at the edge of 
the optical transport network. 

G.2 Optical transport unit 0 low latency (OTU0LL) 

The OTU0LL conditions the ODU0 for transport over a multi-vendor optical network interface at the edge of 
the optical transport network. The OTU0LL frame structure, including the OTU0LL FEC is completely 
standardized. The optical aspects of the multi-vendor optical network interface at the edge of the optical 
transport network are outside the scope of this Recommendation. 

NOTE 1 – Transport of the OTU0LL over the SOTU, MOTU, SOTUm and MOTUm interfaces specified in this 
Recommendation is not supported. 

NOTE 2 – An ODU0 which is transported within an OTU0LL may be passed through the OTN and terminated at the far 
end edge of the OTN. 

G.2.1 OTUk frame structure 

The OTU0LL frame structure is based on the ODU0 frame structure and extends it with a distributed 
forward error correction (FEC) as shown in Figure G.1. Sixteen times 16 columns are added to the ODU0 
frame for the FEC and the reserved overhead bytes in row 1, columns 8 to 14 of the ODU0 overhead are 
used for an OTU0LL specific overhead, resulting in an octet-based block frame structure with four rows and 
4080 columns. The MSB in each octet is bit 1, the LSB is bit 8.  

The OTU0LL overhead is the same as the OTUk overhead. 

The bit rate of the OTU0LL signal is 255/239 × 1 244 160 kbit/s (~1 327 451.046 kbit/s). The frame period of 
the OTU0LL signal is approximately 98.354 μs. 

The sixty-four 16-byte RS(255,239) FEC fields in the OTL0LL frame contain the Reed-Solomon RS(255,239) 
FEC code. Each RS(255,339) FEC is computed over the previous 239 OTU0LL bytes. Transmission of the 
OTU0LL FEC is mandatory. 

NOTE – The distribution of the RS(255,239) FEC fields over the OTU0LL frame minimizes the transfer delay introduced 
by the processing of this FEC and the number of codecs to compute this FEC. 

The RS(255,239) FEC code shall be computed as specified in Annex A with the notion that each FEC is 
computed over the previous 239 OTU0LL bytes instead of over a sub-row as described in this annex for the 
case of an OTUk (k=1,2,3,4). 
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Figure G.1  OTU0LL frame structure, overhead and ODU0 mapping 

The transmission order of the bits in the OTU0LL frame is left to right, top to bottom, and MSB to LSB (see 
Figure G.2). 

 

Figure G.2  Transmission order of the OTU0LL frame bits 

G.2.2 Scrambling 

The OTU0LL signal must have sufficient bit timing content at the NNI. A suitable bit pattern, which prevents 
a long sequence of "1"s or "0"s, is provided by using a scrambler. 

The operation of the scrambler shall be functionally identical to that of a frame synchronous scrambler of 
sequence length 65535 operating at the OTU0LL rate. 

The generating polynomial shall be 1 + x + x3 + x12 + x16. Figure G.3 shows a functional diagram of the frame 
synchronous scrambler. 
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Figure G.3  Frame synchronous scrambler 

The scrambler shall be reset to "FFFF" (HEX) on the most significant bit of the byte following the last 
framing byte in the OTU0LL frame, i.e., the MSB of the MFAS byte. This bit, and all subsequent bits to be 
scrambled shall be added modulo 2 to the output from the x16 position of the scrambler. The scrambler 
shall run continuously throughout the complete OTU0LL frame. The framing bytes (FAS) of the OTU0LL 
overhead shall not be scrambled. 

Scrambling is performed after FEC computation and insertion into the OTU0LL signal. 
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Annex H 
 

OTUCn sub rates (OTUCn-M) 

(This annex forms an integral part of this Recommendation.) 

H.1 Introduction 

This annex defines a subrate OTUCn, note that subrates are not defined for the OPUCn and ODUCn. 
Additional descriptive text, examples and applications are provided in Appendix XIII. 

The OPUCn, ODUCn and OTUCn are defined in terms of n x 100 Gbit/s signals. For the MOTUm interface it 
may be advantageous to carry an OTUCn with a bit rate that is not constrained to be an integer multiple of 
100 Gbit/s. This OTU is described as an OTUCn-M. 

H.2 OTUCn-M frame format 

The OTUCn-M frame is a type of OTUCn frame which contains n instances of OTUC, ODUC and OPUC 
overhead and M 5 Gbit/s OPUCn tributary slots. If a particular value of M is not indicated, the frame 
contains 20*n tributary slots. See Appendix XIII for examples. 

An OTUCn-M framed signal can be carried over MOTUm interfaces. Values of M supported and the subset 
of the 20n 5 Gbit/s OPUCn tributary slots that are included in the OTUCn-M on such a MOTUm interface are 
vendor specific and outside the scope of this recommendation.  

The OPU tributary slots that are included in the OTUCn-M structure will have their availability bit in the 
OPUCn MSI overhead set to "available" (see 20.4.1.1). The OPU tributary slots which might not be carried 
transparently by the OTUCn-M structure will have their availability bit in the OPUCn MSI overhead set to 
"unavailable" (see 20.4.1.1). The data in tributary slots marked as unavailable must be set to "all 0". 
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Appendix I 
 

Range of stuff ratios for asynchronous mappings of CBR2G5, CBR10G, and CBR40G 

clients with 20 ppm bit-rate tolerance into OPUk, and for asynchronous 
multiplexing of ODUj into ODUk (k > j) 

(This appendix does not form an integral part of this Recommendation.) 

Clause 17.2 describes asynchronous and bit-synchronous mappings of CBR2G5, CBR10G, and CBR40G 

clients with 20 ppm bit-rate tolerance into ODU1, 2, and 3, respectively. Clause 19 describes asynchronous 
mapping (multiplexing) of ODUj into ODUk (k > j). For asynchronous CBR client mappings, any frequency 
difference between the client and local OPUk server clocks is accommodated by the +1/0/–1 justification 
scheme. For asynchronous multiplexing of ODUj into ODUk (k > j), any frequency difference between the 
client ODUj and local OPUk server clocks is accommodated by the +2/+1/0/–1 justification scheme. The 
OPUk payload, ODUk, and OTUk bit rates and tolerances are given in clause 7.3. The ODU1, ODU2, and 
ODU3 rates are 239/238, 239/237, and 239/236 times 2 488 320 kbit/s, 9 953 280 kbit/s, and 39 813 120 

kbit/s, respectively. The ODUk bit-rate tolerances are 20 ppm. This appendix shows that each justification 
scheme can accommodate these bit rates and tolerances for the respective mappings, and also derives the 
range of justification (stuff) ratio for each mapping. 

The +1/0/–1 mapping in clause 17.2 provides for one positive justification opportunity (PJO) and one 
negative justification opportunity (NJO) in each ODUk frame. The +2/+1/0/–1 mapping in clause 19 provides 
for 2 PJOs and one NJO in each ODUk frame. For the case of ODU multiplexing (i.e., the latter case), the 
ODUj being mapped will get only a fraction of the full payload capacity of the ODUk. There can be, in 
general, a number of fixed stuff bytes per ODUj or CBR client. Note that in both mapping cases, there is one 
stuff opportunity in every ODUk frame. For mapping of a CBR client into ODUk, the CBR client is allowed to 
use all the stuff opportunities (because only one CBR client signal is mapped into an ODUk). However, for 
mapping ODUj into ODUk (k > j), the ODUj can only use 1/2 (ODU0 into ODU1), 1/4 (ODU1 into ODU2 or 
ODU2 into ODU3) or 1/16 (ODU1 into ODU3) of the stuff opportunities. The other stuff opportunities are 
needed for the other clients being multiplexed into the ODUk. 

Traditionally, the justification ratio (stuff ratio) for purely positive justification schemes is defined as the 
long-run average fraction of justification opportunities for which a justification is done (i.e., for a very large 
number of frames, the ratio of the number of justifications to the total number of justification 
opportunities). In the +1/0/–1 scheme, positive and negative justifications must be distinguished. This is 
done by using different algebraic signs for positive and negative justifications. With this convention, the 
justification ratio can vary at most (for sufficiently large frequency offsets) from –1 to +1 (in contrast to a 
purely positive justification scheme, where the justification ratio can vary at most from 0 to 1). In the case 
of ODUk multiplexing, the justification ratio is defined relative to the stuff opportunities available for the 
client in question. Then, the justification ratio can vary (for sufficiently large frequency offsets) from –1 to 
+2. (If the justification ratio were defined relative to all the stuff opportunities for all the clients, the range 
would be –1/2 to +1 for multiplexing ODU0 into ODU1, –1/4 to +1/2 for multiplexing ODU1 into ODU2 and 
ODU2 into ODU3, and –1/16 to +1/8 for multiplexing ODU1 into ODU3.) 

Let α represent the justification ratio (1  α  1 for CBR client into ODUk mapping; –2  α  1 for ODUj into 

ODUk mapping (k > j)), and use the further convention that positive  will correspond to negative 

justification and negative  to positive justification (the reason for this convention is explained below). 

Define the following notation (the index j refers to the possible ODUj client being mapped, and the index k 
refers to the ODUk server layer into which the ODUj or CBR client is mapped): 

N = number of fixed stuff bytes in the OPUk payload area associated with the client in question (note 
that this is not the total number of fixed stuff bytes if multiple clients are being multiplexed) 

S = nominal STM-N or ODUj client rate (bytes/s) 

T = nominal ODUk frame period(s) 
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yc = client frequency offset (fraction) 

ys = server frequency offset (fraction) 

p = fraction of OPUk payload area available to this client 

Nf = average number of client bytes mapped into an ODUk frame, for the particular frequency offsets 
(averaged over a large number of frames) 

Then Nf is given by: 

   (I-1) 

For frequency offsets small compared to 1, this may be approximated: 

   (I-2) 

The quantity –1 is the net frequency offset due to client and server frequency offset. 

Now, the average number of client bytes mapped into an ODUk frame is also equal to the total number of 
bytes in the payload area available to this client (which is (4)(3808)p = 15232p), minus the number of fixed 
stuff bytes for this client (N), plus the average number of bytes stuffed for this client over a very large 

number of frames. The latter is equal to the justification ratio  multiplied by the fraction of frames p 
corresponding to justification opportunities for this client. Combining this with equation I-1 produces: 

  NST  15232  (I-3) 

In equation I-3, a positive  corresponds to more client bytes mapped into the ODUk, on average. As 

indicated above, this corresponds to negative justification. This sign convention is used so that  enters in 
equation I-3 with a positive sign (for convenience). 

Equation I-3 is the main result. For mapping STM-N (CBR clients) into ODUk, the quantity p is 1.  

The range of stuff ratio may now be determined for mapping STM-N or ODUj clients into ODUk, using 

equation I-3. In what follows, let R16 be the STM-16 rate, i.e., 2.48832 Gbit/s = 3.1104  108 bytes/s. 

Asynchronous mapping of CBR2G5 (2 488 320 kbit/s) signal into ODU1 

The nominal client rate is S = R16. The nominal ODU1 rate is (239/238)S (see clause 7.3). But the nominal 
ODU1 rate is also equal to (4)(3824)/T. Then: 

   (I-4) 

Inserting this into equation I-3, and using the fact that N = 0 (no fixed stuff bytes) for this mapping 
produces: 

   115232   (I-5) 

Since the ODUk and client frequency tolerances are each 20 ppm,  ranges from 0.99996 to 1.00004. 

Using this in equation I-5 gives as the range of : 

   (I-6) 

Asynchronous mapping of CBR10G (9 953 280 kbit/s) signal into ODU2 

The nominal client rate is S = 4R16. The nominal ODU2 rate is (239/237)S (see clause 7.3). But the nominal 
ODU2 rate is also equal to (4)(3824)/T. Then: 

    (I-7) 

s

c
f

y

y
STN






1

1

 STyySTN scf )1(

15232
239

238
)3824)(4(ST 

60928.060928.0 

15168
239

237
)3824)(4( ST



Transport aspects  2 
 

1277 

Inserting this into equation I-3, and using the fact that N = 64 (number of fixed stuff bytes) for this mapping 
produces: 

  α=15168β+64–15232=15168(β–1) (I-8) 

As before, the ODUk and client frequency tolerances are 20 ppm, and  ranges from 0.99996 to 1.00004. 

Using this in equation I-8 gives as the range of : 

   (I-9) 

Asynchronous mapping of CBR40G (39 813 120 kbit/s) signal into ODU3 

The nominal client rate is S = 16R16. The nominal ODU3 rate is (239/236)S (see clause 7.3). But the nominal 
ODU3 rate is also equal to (4)(3824)/T. Then: 

   (I-10) 

Inserting this into equation I-3, and using the fact that N = 128 (number of fixed stuff bytes) for this 
mapping produces: 

  α=15104β+128–15232=15148(β–1)  (I-11) 

As before, the ODUk and client frequency tolerances are 20 ppm, and  ranges from 0.99996 to 1.00004. 

Using this in equation I-11 gives as the range of : 

   (I-12) 

ODU1 into ODU2 multiplexing 

The ODU1 nominal client rate is (see clause 7.3): 

   (I-13) 

The ODU2 nominal frame time is: 

   (I-14) 

The fraction p is 0.25. Inserting into equation I-3 produces: 

   (I-15) 

Simplifying and solving for  produces: 

   (I-16) 

Now let  = 1 + y, where y is the net frequency offset (and is very nearly equal to yc − ys for client and server 
frequency offset small compared to 1). Then: 

   (I-17) 

The number of fixed stuff bytes N is zero, as given in clause 19.5.1. The client and mapper frequency offsets 

are in the range 20 ppm, as given in clause 7.3. Then, the net frequency offset y is in the range 40 ppm. 

Inserting these values into equation I-17 gives for the range for : 
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   (I-18) 

In addition, stuff ratios of −2 and +1 are obtained for frequency offsets of −113.65 ppm and 83.30 ppm, 
respectively. The range of frequency offset that can be accommodated is approximately 197 ppm. This is 
50% larger than the range that can be accommodated by a +1/0/−1 justification scheme (see above), and is 
due to the additional positive stuff byte. 

ODU2 into ODU3 multiplexing 

The ODU2 nominal client rate is (see clause 7.3): 

   (I-19) 

The ODU3 nominal frame time is: 

   (I-20) 

The fraction p is 0.25. Inserting into equation I-3 produces: 

   (I-21) 

Simplifying and solving for  produces: 

   (I-22) 

As before, let  = 1 + y, where y is the net frequency offset (and is very nearly equal to yc − ys for client and 
server frequency offset small compared to 1). Then: 

   (I-23) 

The number of fixed stuff bytes N is zero, as given in clause 19.5.3. The client and mapper frequency offsets 

are in the range 20 ppm, as given in clause 7.3. Then, the net frequency offset y is in the range 40 ppm. 

Inserting these values into equation I-23 gives for the range for : 

   (I-24) 

In addition, stuff ratios of −2 and +1 are obtained for frequency offsets of −95.85 ppm and 101.11 ppm, 
respectively. As above, the range of frequency offset that can be accommodated is approximately 197 ppm, 
which is 50% larger than the range that can be accommodated by a +1/0/−1 justification scheme (see 
above) due to the additional positive stuff byte. 
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ODU1 into ODU3 multiplexing 

The ODU1 nominal client rate is (see clause 7.3): 

   (I-25) 

The ODU3 nominal frame time is: 

   (I-26) 

The fraction p is 0.0625. Inserting into equation I-3 produces: 

   (I-27) 

Simplifying and solving for  produces: 

   (I-28) 

As before, let  = 1 + y, where y is the net frequency offset (and is very nearly equal to yc − ys for client and 
server frequency offset small compared to 1). Then: 

   (I-29) 

The total number of fixed stuff bytes in the ODU3 payload is 64, as given in clause 19.5.2; the number for 

one ODU1 client, N, is therefore 4. The client and mapper frequency offsets are in the range 20 ppm, as 

given in clause 7.3. Then, the net frequency offset y is in the range 40 ppm. Inserting these values into 

equation I-29 gives for the range for : 

   (I-30) 

In addition, stuff ratios of −2 and +1 are obtained for frequency offsets of −96.40 ppm and 101.39 ppm, 
respectively. As above, the range of frequency offset that can be accommodated is approximately 197 ppm, 
which is 50% larger than the range that can be accommodated by a +1/0/−1 justification scheme (see 
above) due to the additional positive stuff byte. 

ODU0 into ODU1 multiplexing 

The ODU0 nominal client rate is (see clause 7.3): 

   (I-31) 

The ODU1 nominal frame time is: 

   (I-32) 

)(
238

239
16RS 

)16(
236

239

)4)(3824(

16R

T 

N

R

R 


 952
16

)16(
236

239

)4)(3824(

238

239

16

16

1523216)15296(
238

236
 N

yN

yN

462185.151675378151.6416     

)15296(
238

236
1615232)15296(

238

236





ppm 40for                   144514.1

ppm 0for                 5378151.0

ppm 40for                   0688834.0







y

y

y

)(
2

1
16RS 

)(
238

239

)4)(3824(

16R

T 



2 Transport aspects   
 

1280 

The fraction p is 0.5. Inserting into equation I-3 produces: 

   (I-33) 

Simplifying and solving for  produces: 

   (I-34) 

As before, let  = 1 + y, where y is the net frequency offset (and is very nearly equal to yc – ys for client and 
server frequency offset small compared to 1). Then: 

   (I-35) 

The total number of fixed stuff bytes N is zero, as given in clause 19.5.4. The client and mapper frequency 

offsets are in the range 20 ppm, as given in clause 7.3. Then, the net frequency offset y is in the range 40 

ppm. Inserting these values into equation I-35 gives for the range for : 

   (I-36) 

In addition, stuff ratios of −2 and +1 are obtained for frequency offsets of −130 ppm and 65 ppm, 
respectively. As above, the range of frequency offset that can be accommodated is approximately 195 ppm. 
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Appendix II 
 

Examples of functionally standardized OTU frame structures 

(This appendix does not form an integral part of this Recommendation.) 

This appendix provides examples of functionally standardized OTU frame structures. These examples are 
for illustrative purposes and by no means imply a definition of such structures. The completely 
standardized OTUk frame structure as defined in this Recommendation is shown in Figure II.1. Functionally 
standardized OTUkV frame structures will be needed to support, e.g., alternative FEC. Examples of OTUkV 
frame structures are: 

– OTUkV with the same overhead byte allocation as the OTUk, but use of an alternative FEC as 
shown in Figure II.2; 

– OTUkV with the same overhead byte allocation as the OTUk, but use of a smaller, alternative FEC 
code and the remainder of the OTUkV FEC overhead area filled with fixed stuff as shown in 
Figure II.3; 

– OTUkV with a larger FEC overhead byte allocation as the OTUk, and use of an alternative FEC as 
shown in Figure II.4; 

– OTUkV with no overhead byte allocation for FEC as shown in Figure II.5; 

– OTUkV with a different frame structure than the OTUk frame structure, supporting a different OTU 
overhead (OTUkV overhead and OTUkV FEC) as shown in Figure II.6; 

– OTUkV with a different frame structure than the OTUk frame structure, supporting a different OTU 
overhead (OTUkV overhead) and with no overhead byte allocation for FEC as shown in Figure II.7. 

 

Figure II.1  OTUk (with RS(255,239) FEC) 

 

Figure II.2  OTUk with alternative OTUkV FEC (OTUk-v) 
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Figure II.3  OTUk with a smaller OTUkV FEC and the remainder  
of an FEC area filled with fixed stuff 

 

Figure II.4  OTUk with a larger OTUkV FEC 

 

Figure II.5  OTUk without an OTUkV FEC area 

 

Figure II.6  OTUkV with a different frame structure 

 

Figure II.7  OTUkV with a different frame structure and without FEC area 

. . . . . . . . . . . . . .

G.709-Y.1331(12)_FII.3

3825 408014 15 16 17

ODUk OH
OPUk

FA OH OTUk OH

1

1

2

3

4

3824

Column #

R
o
w

 #

OTUkV FEC
Fixed stuff

(All-0s)

. . . . . . . . . . . . . .

G.709-Y.1331(12)_FII.4

3825 x14 15 16 17

ODUk OH
OPUk

FA OH OTUk OH

1

1

2

3

4

3824

Column #

R
o
w

 #

OTUkV FEC

. . . . . . . . . . . . . .

G.709-Y.1331(12)_FII.5

14 15 16 17

ODUk OH
OPUk

FA OH OTUk OH

1

1

2

3

4

3824

Column #

R
o
w

 #

. . . . . . . . . . . . . .

G.709-Y.1331(12)_FII.6

X1 X  + 11 X  + 1 X2 X  + 1 X + 12 X  + 1 X + X2 3

OTUkV overhead

(Y  X  bytes) 1

OTUkV payload = ODUk

1

1

Y

Column #

R
o
w

 # OTUkV FEC

(Y   X bytes)3 

. . . . . . . . . . . . . .

G.709-Y.1331(12)_FII.7

X1 X  + 11 X  + 1 X2

OTUkV overhead

(Y  X  bytes) 1

OTUkV payload = ODUk

1

1

Y

Column #

R
o
w

 #



Transport aspects  2 
 

1283 

For the case of Figures II.6 and II.7, the mapping of the ODUk signal can be either asynchronous, bit-
synchronous, or frame synchronous.  

For the case of asynchronous mapping, the ODUk and OTUkV bit rates can be asynchronous. The ODUk 
signal is mapped as a bit stream into the OTUkV payload area using a stuffing technique.  

For the case of bit-synchronous mapping, the ODUk and OTUkV bit rates are synchronous. The ODUk signal 
is mapped into the OTUkV payload area without stuffing. The ODUk frame is not related to the OTUkV 
frame. 

For the case of a frame synchronous mapping, the ODUk and OTUkV bit rates are synchronous and the 
frame structures are aligned. The ODUk signal is mapped into the OTUkV payload area without stuffing and 
with a fixed position of the ODUk frame within the OTUkV frame. (See Figure II.8.) 

 

Figure II.8  Asynchronous (or bit-synchronous) mapping of ODUk into OTUkV 
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Appendix III 
 

Example of ODUk multiplexing 

(This appendix does not form an integral part of this Recommendation.) 

Figure III.1 illustrates the multiplexing of four ODU1 signals into an ODU2. The ODU1 signals including the 
frame alignment overhead and an all-0s pattern in the OTUk overhead locations are adapted to the ODU2 
clock via justification (asynchronous mapping). These adapted ODU1 signals are byte interleaved into the 
OPU2 payload area, and their justification control and opportunity signals (JC, NJO) are frame interleaved 
into the OPU2 overhead area. 

ODU2 overhead is added after which the ODU2 is mapped into the OTU2 [or OTU2V]. OTU2 [or OTU2V] 
overhead and frame alignment overhead are added to complete the signal for transport via an OTM signal. 

 

NOTE – The ODU1 floats in a quarter of the OPU2 payload area. An ODU1 frame will cross multiple ODU2 frame 
boundaries. A complete ODU1 frame (15296 bytes) requires the bandwidth of (15296/3808) 4.017 ODU2 frames. This 
is not illustrated. 

Figure III.1 – Example of multiplexing 4 ODU1 signals into an ODU2 

Figure III.2 illustrates the multiplexing of two ODU0 signals into an ODU1. The ODU0 signals including the 
frame alignment overhead and an all-0s pattern in the OTUk overhead locations are adapted to the ODU1 
clock via justification (asynchronous mapping). These adapted ODU0 signals are byte interleaved into the 
OPU1 payload area, and their justification control and opportunity signals (JC, NJO) are frame interleaved 
into the OPU1 overhead area and ODU1 overhead is added. 
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Figure III.2 – Example of multiplexing 2 ODU0 signals into an ODU1 
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Appendix IV 
 

Blank appendix 

This appendix is intentionally left blank. 
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Appendix V 
 

ODUk multiplex structure identifier (MSI) examples 

(This appendix does not form an integral part of this Recommendation.) 

The following figures present four examples of ODU1 and ODU2 carriage within an OPU3 and the 
associated MSI encoding. 

 

 

 1 2 3 4 5 6 7 8  

PSI[2] 00 000000 TS1 

PSI[3] 00 000001 TS2 

PSI[4] 00 000010 TS3 

PSI[5] 00 000011 TS4 

PSI[6] 00 000100 TS5 

PSI[7] 00 000101 TS6 

PSI[8] 00 000110 TS7 

PSI[9] 00 000111 TS8 

PSI[10] 00 001000 TS9 

PSI[11] 00 001001 TS10 

PSI[12] 00 001010 TS11 

PSI[13] 00 001011 TS12 

PSI[14] 00 001100 TS13 

PSI[15] 00 001101 TS14 

PSI[16] 00 001110 TS15 

PSI[17] 00 001111 TS16 

Figure V.1 – OPU3-MSI coding for the case of 16 ODU1s into OPU3 

 
 

 1 2 3 4 5 6 7 8  

PSI[2] 01 000000 TS1 

PSI[3] 01 000001 TS2 

PSI[4] 01 000010 TS3 

PSI[5] 01 000011 TS4 

PSI[6] 01 000000 TS5 

PSI[7] 01 000001 TS6 

PSI[8] 01 000010 TS7 

PSI[9] 01 000011 TS8 

PSI[10] 01 000000 TS9 

PSI[11] 01 000001 TS10 

PSI[12] 01 000010 TS11 

PSI[13] 01 000011 TS12 

PSI[14] 01 000000 TS13 

PSI[15] 01 000001 TS14 

PSI[16] 01 000010 TS15 

PSI[17] 01 000011 TS16 

Figure V.2 – OPU3-MSI coding for the case of 4 ODU2s into OPU3 TS#  
(1, 5, 9, 13), (2, 6, 10, 14), (3, 7, 11, 15) and (4, 8, 12, 16) 
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 1 2 3 4 5 6 7 8  

PSI[2] 01 000000 TS1 

PSI[3] 01 000001 TS2 

PSI[4] 01 000001 TS3 

PSI[5] 01 000010 TS4 

PSI[6] 01 000000 TS5 

PSI[7] 01 000011 TS6 

PSI[8] 01 000011 TS7 

PSI[9] 01 000011 TS8 

PSI[10] 01 000000 TS9 

PSI[11] 01 000000 TS10 

PSI[12] 01 000001 TS11 

PSI[13] 01 000001 TS12 

PSI[14] 01 000011 TS13 

PSI[15] 01 000010 TS14 

PSI[16] 01 000010 TS15 

PSI[17] 01 000010 TS16 

Figure V.3 – OPU3-MSI coding for the case of 4 ODU2s into OPU3 TS#  
(1, 5, 9, 10), (2, 3, 11, 12), (4, 14, 15, 16) and (6, 7, 8, 13) 

 

 1 2 3 4 5 6 7 8  

PSI[2] 01 000000 TS1 

PSI[3] 00 000001 TS2 

PSI[4] 00 000010 TS3 

PSI[5] 01 000001 TS4 

PSI[6] 01 000000 TS5 

PSI[7] 00 000101 TS6 

PSI[8] 00 000110 TS7 

PSI[9] 01 000001 TS8 

PSI[10] 01 000000 TS9 

PSI[11] 01 000001 TS10 

PSI[12] 00 001010 TS11 

PSI[13] 00 001011 TS12 

PSI[14] 01 000000 TS13 

PSI[15] 00 001101 TS14 

PSI[16] 00 001110 TS15 

PSI[17] 01 000001 TS16 

Figure V.4 – OPU3-MSI coding for the case of 5 ODU1s and 2 ODU2s 
into OPU3 TS# (2), (6), (11), (12), (14), (1, 5, 9, 13) and (4, 8, 10, 16) 

and OPU3 TS# 3, 7, 15 unallocated (default to ODU1) 

  



Transport aspects  2 
 

1289 

Appendix VI 
 

Parallel logic implementation of the CRC-9, CRC-8, CRC-5 and CRC-6 

(This appendix does not form an integral part of this Recommendation.) 

CRC-9 

Table VI.1 illustrates example logic equations for a parallel implementation of the CRC-9 using the g(x) = x9 

+ x3 + x2 + 1 polynomial over the CnD fields of JC1, JC2, JC4 and JC5. An "X" in a column of the table 
indicates that the message bit of that row is an input to the Exclusive-OR equation for calculating the CRC 
bit of that row. JC4.D1 corresponds to bit 2 of the JC4 mapping overhead octet, JC4.D2 corresponds to bit 3 
of the JC4 octet, etc. (See Figure 20-7.) After computation, CRC bits crc1 to crc9 are inserted into the JC6 
and JC3 octets with crc1 occupying bit 2 of the JC6 octet and crc9 occupying bit 2 of the JC3 octet.   

Table VI.1 – Parallel logic equations for the CRC-9 implementation  

Mapping 
overhead bits 

CRC checksum bits 

crc1 crc2 crc3 crc4 crc5 crc6 crc7 crc8 crc9 

JC4.D1  X X   X    

JC4.D2   X X   X   

JC4.D3    X X   X  

JC4.D4     X X   X 

JC4.D5 X     X  X  

JC4.D6  X     X  X 

JC4.D7 X  X    X   

JC1.D8  X  X    X  

JC1.D9   X  X    X 

JC5.D10 X   X  X X X  

JC5.D11  X   X  X X X 

JC5.D12 X  X   X X  X 

JC5.D13 X X  X      

JC5.D14  X X  X     

JC5.D15   X X  X    

JC5.D16    X X  X   

JC2.D17     X X  X  

JC2.D18      X X  X 

CRC-8 

Table VI.2 illustrates example logic equations for a parallel implementation of the CRC-8 using the g(x) = x8 
+ x3 + x2 + 1 polynomial over the JC1-JC2. An "X" in a column of the table indicates that the message bit of 
that row is an input to the Exclusive-OR equation for calculating the CRC bit of that row. JC1.C1 corresponds 
to the first bit (MSB) of the first mapping overhead octet (JC1), JC1.C2 corresponds to bit 2 of the first 
mapping overhead octet, etc. After computation, CRC bits crc1 to crc8 are inserted into the JC3 octet with 
crc1 occupying MSB and crc8 the LSB of the octet. 
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Table VI.2 – Parallel logic equations for the CRC-8 implementation  

Mapping 
overhead bits 

CRC checksum bits 

crc1 crc2 crc3 crc4 crc5 crc6 crc7 crc8 

JC1.C1  X    X  X 

JC1.C2 X  X   X   

JC1.C3  X  X   X  

JC1.C4   X  X   X 

JC1.C5 X   X   X  

JC1.C6  X   X   X 

JC1.C7 X  X    X  

JC1.C8  X  X    X 

JC2.C9 X  X  X X X  

JC2.C10  X  X  X X X 

JC2.C11 X  X  X X  X 

JC2.C12 X X  X     

JC2.C13  X X  X    

JC2.C14   X X  X   

JC2.II    X X  X  

JC2.DI     X X  X 

CRC-5 

Table VI.3 illustrates example logic equations for a parallel implementation of the CRC-5 using the g(x) = x5 
+ x + 1 polynomial over the JC4-JC5 CnD fields. An "X" in a column of the table indicates that the message bit 
of that row is an input to the Exclusive-OR equation for calculating the CRC bit of that row. JC4.D1 
corresponds to the first bit (MSB) of the first mapping overhead octet (JC1), JC4.D2 corresponds to bit 2 of 
the first mapping overhead octet, etc. After computation, CRC bits crc1 to crc5 are inserted into the JC6 
octet with crc1 occupying JC6 bit 4 and crc5 the JC6 bit 8. 

Table VI.3 – Parallel logic equations for the CRC-5 implementation  

Mapping 
overhead bits 

CRC checksum bits 

crc1 crc2 crc3 crc4 crc5 

JC4.D1 X  X X  

JC4.D2  X  X X 

JC4.D3 X  X   

JC4.D4  X  X  

JC4.D5   X  X 

JC5.D6 X   X X 

JC5.D7 X X    

JC5.D8  X X   

JC5.D9   X X  

JC5.D10    X X 
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CRC-6 

Table VI.4 illustrates example logic equations for a parallel implementation of the CRC-6 using the g(x) = x6 
+ x3 + x2 + 1 polynomial over the JC1-JC2. An "X" in a column of the table indicates that the message bit of 
that row is an input to the Exclusive-OR equation for calculating the CRC bit of that row. JC1.C1 corresponds 
to bit 3 of the first mapping overhead octet (JC1), JC1.C2 corresponds to bit 4 of the first mapping overhead 
octet, etc. After computation, CRC bits crc1 to crc6 are inserted into the JC3 octet with crc1 occupying bit 3 
and crc6 the LSB of the octet. (See Figure 20-7)   

Table VI.4 – Parallel logic equations for the CRC-6 implementation  

Mapping overhead 
bits 

CRC checksum bits 

crc1 crc2 crc3 crc4 crc5 crc6 

JC1.C1   X  X X 

JC1.C2 X    X X 

JC1.C3 X X  X X X 

JC1.C4 X X X X  X 

JC1.C5 X X X    

JC1.C6  X X X   

JC2.C7   X X X  

JC2.C8    X X X 

JC2.C9 X   X  X 

JC2.C10 X X  X   

JC2.II  X X  X  

JC2.DI   X X  X 
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Appendix VII 
 

OTL4.10 structure 

(This appendix does not form an integral part of this Recommendation.) 

The information of this appendix is included in [b-ITU-T G-Sup.58]. 
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Appendix VIII 
 

CPRI into ODU mapping 

(This appendix does not form an integral part of this Recommendation.) 

The information of this appendix is included in [b-ITU-T G-Sup.56]. 
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Appendix IX 
 

Overview of CBR clients into OPU mapping types 

(This appendix does not form an integral part of this Recommendation.) 

As there are many different constant bit rate client signals and multiple mapping procedures, Table IX.1 
provides an overview of the mapping procedure that is specified for each client. 

Table IX.1 – Overview of CBR client into OPUk mapping types 

 OPU0 OPU1 OPU2 OPU2e OPU3 OPU4 OPUflex 

STM-1 GMP 
with C1D 

– – – – – – 

STM-4 GMP  
with C1D 

– – – – – – 

STM-16 – AMP, 
BMP 

– – – – – 

STM-64 – – AMP, BMP – – – – 

STM-256 – – – – AMP, 
BMP 

– – 

1000BASE-X TTT+GMP 
no CnD 

– – – – – – 

10GBASE-R – – – 16FS+BMP – – – 

40GBASE-R – – – – TTT+GMP 
with C8D 

– – 

100GBASE-R – – – – – GMP 
with C8D 

– 

FC-100 GMP 
no CnD 

– – – – – – 

FC-200 – GMP 
with C8D 

– – – – – 

FC-400 – – – – – – BMP 

FC-800 – – – – – – BMP 

FC-1200 – – – TTT+16FS+BMP (Note) – – – 

FC-1600 – – – – – – BMP 

FC-3200 – – – – – – BMP 

        

        

        

        

        

        

CM_GPON – AMP – – – – – 

CM_XGPON – – AMP – – – – 

IB SDR – – – – – – BMP 

IB DDR – – – – – – BMP 
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Table IX.1 – Overview of CBR client into OPUk mapping types 

 OPU0 OPU1 OPU2 OPU2e OPU3 OPU4 OPUflex 

IB QDR – – – – – – BMP 

SBCON/ESCON GMP 
no CnD 

– – – – – – 

DVB_ASI GMP 
no CnD 

– – – – – – 

SDI GMP 
TBD CnD 

– – – – – – 

1.5G SDI – GMP 
TBD CnD 

– – – – – 

3G SDI – – – – – – BMP 

FlexE Client – – – – – – IMP 

FlexE-aware – – – – – – BGMP 

NOTE – For this specific case the mapping used is byte synchronous. 
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Appendix X 
 

Overview of ODUj into OPUk mapping types 

(This appendix does not form an integral part of this Recommendation.) 

As there are many different ODUj bit rate signals and multiple mapping procedures, Table X.1 provides an 
overview of the mapping procedure that is specified for each ODUj. 

Table X.1 – Overview of ODUj client into OPUk mapping types 

 2.5G tributary slots 1.25G tributary slots 

 OPU2 OPU3 OPU1 OPU2 OPU3 OPU4 

ODU0 – – ODTU01 

AMP 
(PT=20) 

ODTU2.1 

GMP 
(PT=21) 

ODTU3.1 

GMP 
(PT=21) 

ODTU4.1 

GMP 
(PT=21) 

ODU1 ODTU12 

AMP 
(PT=20) 

ODTU13 

AMP 
(PT=20) 

– ODTU12 

AMP 
(PT=21) 

ODTU13 

AMP 
(PT=21) 

ODTU4.2 

GMP 
(PT=21) 

ODU2 – ODTU23 

AMP 
(PT=20) 

– – ODTU23 

AMP 
(PT=21) 

ODTU4.8 

GMP 
(PT=21) 

ODU2e – – – – ODTU3.9 

GMP 
(PT=21) 

ODTU4.8 

GMP 
(PT=21) 

ODU3 – – – – – ODTU4.31 

GMP 
(PT=21) 

ODUflex – – – ODTU2.ts 

GMP 
(PT=21) 

ODTU3.ts 

GMP 
(PT=21) 

ODTU4.ts 

GMP 
(PT=21) 

ODUflex(IB SDR)  – – – ODTU2.3 

GMP 

(PT=21) 

ODTU3.3 

GMP 

(PT=21) 

ODTU4.2 

GMP 

(PT=21) 

ODUflex(IB DDR) – – – ODTU2.5 

GMP 

(PT=21) 

ODTU3.5 

GMP 

(PT=21) 

ODTU4.4 

GMP 

(PT=21) 

ODUflex(IB QDR) – – – – ODTU3.9 

GMP 

(PT=21) 

ODTU4.8 

GMP 

(PT=21) 

ODUflex(FC-400) – – – ODTU2.4 

GMP 

(PT=21) 

ODTU3.4 

GMP 

(PT=21) 

ODTU4.4 

GMP 

(PT=21) 

ODUflex(FC-800) – – – ODTU2.7 

GMP 

(PT=21) 

ODTU3.7 

GMP 

(PT=21) 

ODTU4.7 

GMP 

(PT=21) 

ODUflex(GFP), n=1, … ,8 (ts=n) – – – ODTU2.ts 

(GMP) 

(PT=21) 

ODTU3.ts 

(GMP) 

(PT=21) 

ODTU4.ts 

(GMP) 

(PT=21) 



Transport aspects  2 
 

1297 

Table X.1 – Overview of ODUj client into OPUk mapping types 

 2.5G tributary slots 1.25G tributary slots 

 OPU2 OPU3 OPU1 OPU2 OPU3 OPU4 

ODUflex(GFP), n=9, … ,32 (ts=n) – – – – ODTU3.ts 

(GMP) 

(PT=21) 

ODTU4.ts 

(GMP) 

(PT=21) 

ODUflex(GFP), n=33, … ,80 (ts=n) – – – – – ODTU4.ts 

(GMP) 

(PT=21) 
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Appendix XI 
 

Derivation of recommended ODUflex(GFP) bit-rates and examples of 
ODUflex(GFP) clock generation 

(This appendix does not form an integral part of this Recommendation.) 

XI.1 Introduction 

The recommended bit-rates for ODUflex(GFP) are provided in Table 7-8. While in principle an ODUflex(GFP) 
may be of any bit-rate, there are a variety of reasons for recommending particular rates: 

– To encourage a common set of bit-rates which can be expected to be supported by multiple 
manufacturers. 

– To provide the largest amount of bandwidth possible within a given amount of resource (number 
of tributary slots) independent of the ODUk over which the ODUflex(GFP) may be routed. 

– To maintain the number of tributary slots required if the ODUflex(GFP) must be rerouted, e.g., 
during a restoration. 

– To satisfy a protocol requirement for ODUflex hitless resizing that a resizable ODUflex must occupy 
the same number of tributary slots on every ODUk path over which it is carried, and that a resize 
operation must always add or remove at least one tributary slot. 

XI.2 Tributary slot sizes 

ODUflex(GFP) is mapped via GMP into a certain number of 1.25G tributary slots of a HO OPU2, OPU3, or 
OPU4 . Each of these have different tributary slot sizes: 

   

   

   

An ODUflex(GFP) that occupies 8 or fewer tributary slots may be routed over OPU2, OPU3, or OPU4. The 
smallest tributary slot that may be encountered along the route of the ODUflex(GFP) is that of OPU2. Even 
if the initially selected route does not chose a link of OPU2, the ODUflex(GFP) should be sized to a multiple 
of the OPU2 tributary slot size to preserve the possibility to restore the ODUflex(GFP) over a route that 
includes OPU2 without changing the size of the ODUflex or the number of tributary slots it occupies. 

An ODUflex(GFP) that occupies at least 9, but no more than 32 tributary slots may be routed over OPU3 or 
OPU4. It does not fit over OPU2. Therefore such an ODUflex may be sized to a multiple of the OPU3 
tributary slot size. Even if the initially selected route does not chose a link of OPU3, the ODUflex(GFP) 
should be sized to a multiple of the OPU3 tributary slot size to preserve the possibility to restore the 
ODUflex(GFP) over a route that includes OPU3 without changing the size of the ODUflex or the number of 
tributary slots it occupies. 

An ODUflex(GFP) that occupies at least 33, but no more than 80 tributary slots may only be carried via 
OPU4, and may therefore take advantage of the full size of the OPU4 tributary slot size. 

A small margin must be left between the ODUflex(GFP) size and the integral multiple of the tributary slot 
size to accommodate possible clock variation along a sequence of OPUk links without overflowing the range 
of Cm in the GMP mapper. 

20ppm kbit/s 01249409.62
3808

476
164

237

238
_2 

columns

columns
STMTSOPU

20ppm kbit/s 91254703.72
3808

119
1616

236

238
_3 

columns

columns
STMTSOPU

20ppm kbit/s 11301709.25
3808

5.47
1640

227

238
_4 

columns

columns
STMTSOPU
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Physical layers for data interfaces such as Ethernet and Fibre Channel have historically used a clock 

tolerance of 100 ppm. This range is sufficiently wide that specifying this as the clock tolerance for 
ODUflex(GFP) can accommodate a variety of mechanisms for generating an ODUflex(GFP) clock and remain 
within the clock tolerance range. 

ODUk.ts as shown in Table 7-8 is an increment of bandwidth, which, when multiplied by a number of 1.25G 
tributary slots, gives the recommended size of an ODUflex(GFP) optimized to occupy a given number of 
tributary slots of a server OPUk. These values are chosen to allow sufficient margin that allows the OPUk 
and the ODUflex(GFP) to independently vary over their full clock tolerance range without exceeding the 
capacity of the allocated tributary slots. 

The nominal values for ODUk.ts are chosen to be 186 ppm below the bandwidth of a single 1.25G tributary 
slot of a server OPUk. This allows the ODUflex(GFP) clock to be as much as 100 ppm above its nominal rate 
and the server OPUk to be as much as 20 ppm below its nominal clock rate, allowing approximately 66 ppm 
of margin to accommodate jitter and to ensure that the largest average Cm value even in the worst-case 
situation of the OPUk at -20 ppm from its nominal value and the ODUflex(GFP) at +100 ppm from its 
nominal value will be one less than the maximum value (i.e., the maximum average Cm is no more than 
15231 out of 15232 for ODUflex carried over OPU2 or OPU3, and no more than 15199 out of 15200 for 
ODUflex carried over OPU4). 

 
 

OPUk 
Nominal 

payload bit rate 

Nominal 
1.25G TS  

bit rate 

ODU2.ts     

Cm 
out of 

Bit-rate per 
TS 

    

OPU2 9'995'276.962 1'249'409.620 

1523
0 

1'249'245.570 

    

1523
2 

ODU3.ts   

 +20 ppm 1'249'270.555 Cm 
out of 

Bit-rate per TS 
  

 -20 ppm 1'249'220.585   

OPU3 40'150'519.322 1'254'703.729 

1516
5 

1'249'184.746 

1523
0 

1'254'538.983 

  

1523
2 

1523
2 

ODU4.ts 

 +20 ppm 1'249'209.729 
 

1'254'564.074 Cm 
out of 

Bit-rate per TS 
 -20 ppm 1'249'159.762 1'254'513.892 

OPU4 
104'355'975.33

0 
1'301'709.251 

1458
7 

1'249'212.687 

1464
9 

1'254'522.291 

1519
8 

1'301'537.974 
1520

0 
1520

0 
1520

0 

 +20 ppm 1'249'237.671 
 

1'254'547.381 
 

1'301'564.004 

 -20 ppm 1'249'187.703 1'254'497.200 1'301'511.943 

 
ODUk.t
s 

nominal 1'249'177.230 

 

 

1'254'470.354 

 

 

1'301'467.133 

+100 ppm 1'249'302.148 1'254'595.801 1'301'597.280 

-100 ppm 1'249'052.312 1'254'344.907 1'301'336.986 

Table XI.1 – Generation of ODUflex(GFP) clock from server OPUk clock using fixed Cm  
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XI.3 Example methods for ODUflex(GFP) clock generation 

XI.3.1 Generating ODUflex(GFP) clock from OPUk clock 

The clock for an ODUflex(GFP) may be generated from the initial server OPUk over which the ODUflex is 
carried by setting the value of Cm to a fixed value on the initial segment. Normal GMP processing on 
subsequent segments avoids the need to couple the server OPUk clocks along the path. 

Table XI-1 illustrates how a clock for an ODUflex(GFP) occupying n  ODUk.ts can be derived from the 
server OPUk clock using a fixed value of Cm in the initial segment of the path.  

For example, for an ODUflex(GFP) occupying up to 8 tributary slots should be based on ODU2.ts, and 

therefore have a clock frequency of n  1'249'177.230 kbit/s  100 ppm. This allows the ODUflex(GFP) to 

have a frequency of between n  1'249'052.312 kbit/s and n  1'249'302.148 kbit/s.  

– If the initial segment over which the ODUflex(GFP) is carried is an OPU2, a clock in this range can 
be generated by fixing the value of Cm on the initial segment to 15230, which will result in the 

ODUflex having a clock of n  1'249'245.570 kbit/s  20 ppm. While the center frequency of this 
range differs from the nominal value of ODU2.ts, the clock tolerance is narrower, being locked to 

the OPU2, so the possible clock range is fully within the 100 ppm range allowed.  

– If the initial segment is an OPU3, the ODUflex(GFP) of a multiple of ODU2.ts can be generated 
using a fixed value of Cm=15165 on the initial ODU3 segment, which will result in the ODUflex 

having a clock of n  1'249'184.746 kbit/s  20 ppm,  

– If the initial segment is an OPU4, the ODUflex(GFP) of a multiple of ODU2.ts can be generated 
using a fixed value of Cm=14587 on the initial OPU4 segment, which will result in the ODUflex 

having a clock of n  1'249'212.687 kbit/s  20 ppm.  

The center frequencies of all of these ODUflex(GFP) are slightly different, but the resulting ranges for the 

clocks all fall within the 100 ppm window (see Figure XI.1). Fixed Cm for generating ODU3.ts and ODU4.ts 
from the initial OPUk can similarly be found from this table. 

 

 

Figure XI.1 – Graphical representation of frequency ranges in Table XI.1  
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1'301'300 '400 '500 600 '700'
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'052.312 '302.148

OPU2 CK
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ODU2.ts

OPU3 CK

OPU4 CK

ODU3.ts
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XI.3.2 Generating ODUflex(GFP) clock from system clock 

The clock for an ODUflex(GFP) may be generated using a multiplier from the internal system clock. 

Normally the internal system clock will have an accuracy of at least 20 ppm, perhaps even 4.6 ppm for a 
network element that supports both SDH and OTN interfaces. The exact multiplier to be used is 
implementation specific, and be chosen so that the range of the generated clock falls within the specified 

100 ppm window around the nominal value of n  ODUk.ts. 
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Appendix XII 
 

Terminology changes between ITU-T G.709 Edition 4 and Edition 5 

(This appendix does not form an integral part of this Recommendation.) 

In Edition 5 of this Recommendation a number of terms used in Editions 1 to 4 have been modified. Table 
XII.1 provides the mapping between these terms in Editions 1 to 4 and Edition 5. 

Table XII.1 – Terminology mapping 

ITU-T G.709 Edition 1 to 4 ITU-T G.709 Edition 5 

OTM-0.m SOTU 

OTM-0.mvn (multi-lane) SOTU 

OTM-nr.m MOTU 

OTM-1.m SOTUm 

OTM-n.m MOTUm 

Optical Channel (OCh) OCh 

Optical Channel with reduced functionality (OChr) OCh-P 

Optical Channel Payload (OCh-P) OCh-P 

Optical Channel Overhead (OCh-OH) OCh-O 

Optical channel Transport Unit (OTU) Optical Transport Unit (OTU) 

Optical channel Data Unit (ODU) Optical Data Unit (ODU) 

Optical channel Payload Unit (OPU) Optical Payload Unit (OPU) 

Optical channel Data Tributary Unit (ODTU) Optical Data Tributary Unit (ODTU) 

Optical channel Data Tributary Unit Group (ODTUG) Optical Data Tributary Unit Group (ODTUG) 

Optical Multiplex Unit (OMU) - 

Optical Channel Carrier (OCC) - 

Optical Channel Carrier - overhead (OCCo) - 

Optical Channel Carrier – payload (OCCp) - 

Optical Channel Carrier with reduced functionality (OCCr) - 

Optical Carrier Group (OCG) - 

Optical Carrier Group with reduced functionality (OCGr) - 

Optical Carrier Group of order n (OCG) - 

OTM Overhead Signal (OOS) Optical Supervisory Channel (OSC) 

Optical Transport Lane (OTLk.n) OTLk.n lane 

Optical Transport Lane Carrier Group (OTLCG) - 

Optical Transport Lane Carrier (OTLC) - 

OPS0 OPS 

OPSn OPS 

OPSMnk OPS 

OTS-OH OTS-O 

OMS-OH OMS-O 

In Edition 5.0 of this Recommendation the following new terms are introduced: 
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Table XII.2 – New terms 

Optical Tributary Signal (OTSi) 

Optical Tributary Signal Group (OTSiG) 

Optical Tributary Signal Group - Overhead (OTSiG-O) 

Optical Tributary Signal Assembly (OTSiA) 

The relationship between these new terms in and the OCh, OChr, OPS0, OPSn and OPSM terms is as 
follows: 

Table XII.3 – Relationship between OCh, OChr, OPS0, OPSn, OPSM and OTSi terminology 

OCh-P OTSiG with one OTSi 

OCh-O Reduced version of OTSiG-O: 

- FDI-P, FDI-O and OCI: supported 

- TTI, BDI-P, BDI-O, TSI: not supported 

OCh Reduced version of OTSiA: 

- OTSiG with one or more OTSi 

- FDI-P, FDI-O and OCI: supported 

- TTI, BDI-P, BDI-O, TSI: not supported 

OChr OTSiG with one OTSi; no OTSiG-O 

OPS0 OTSiG with one OTSi; no OTSiG-O 

OPSMnk OTSiG with m OTSi; no OTSiG-O 

OPSn n OTSiG and no OTSiG-O; each OTSiG with one OTSi 
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Appendix XIII 
 

OTUCn sub rates (OTUCn-M) Applications 

(This appendix does not form an integral part of this Recommendation.) 

XIII.1 Introduction 

This appendix describes OTUCn-M application scenarios for the OTUCn-M signal defined in Annex H. It is 
assumed that the OTUCn-M processing is performed in the PHY module so that the interface between the 
module and framer (MFI) is not changed.  

Figures XIII.1 and XIII.2 illustrate two scenarios for subrating applications. The first scenario deploys 
subrating between two line ports connecting two L1/L0 ODU cross connects (XC). The second scenario 
deploys subrating between transponders which are in a different domain B, which are separated from the 
L1 ODU XCs in domain A and/or C. 

 

Figure XIII.1 – OTUCn sub rate application scenario A 

 

Figure XIII.2 – OTUCn sub rate application scenario B 

XIII.2 OTUCn-M frame format and rates 

As defined in Annex H, the OTUCn-M frame is a type of OTUCn frame which contains n instances of OTUC, 
ODUC and OPUC overhead and M 5 Gbit/s OPUCn tributary slots. If a particular value of M is not indicated, 
the frame contains 20*n tributary slots. 

The use of this notation is illustrated below: 
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– OTUC2-25: a 125 Gbit/s OTU signal with 25 (5 Gbit/s) tributary slots and 2 instances of OxUC 
overhead   

– OTUC2-30: a 150 Gbit/s OTU signal with 30 (5 Gbit/s) tributary slots and 2 instances of OxUC 
overhead 

– OTUC2: a 200 Gbit/s OTU signal with 40 (5 Gbit/s) tributary slots and 2 instances of OxUC 
overhead 

– OTUC3-50: a 250 Gbit/s OTU signal with 50 (5 Gbit/s) tributary slots and 3 instances of OxUC 
overhead  

The bit rate of an OTUCn-M signal is (10n + 119 * M) / (10n + 119 * 20 * n) * OTUCn bit rate. The choice of 
which TS are assigned to each of the OTUC instances, and hence the signal rate of that OTUC instance, is 
vendor or application specific. 

XIII.3 OTUCn-M fault condition 

For the case where subrating is used between transponders the following checks should be made. 

In the transmit (source) direction, transponder X should verify that the OPU tributary slots with the 
Availability bit of their OPUCn MSI overhead set to "available" are carried transparently by the OTUCn-M. 
For the case where one or more availability bits for the the tributary slots that are not carried transparently 
are set to "available", an OTUCn-AIS should be inserted by Transponder X.  

In the receive (sink) direction, transponder Y should check for a mismatch between received and expected 
OTUCn-M. If such a mismatch is detected an OTUCn-AIS should be inserted by Transponder Y. 

 

Figure XIII.3 – OTUCn sub rate mismatch fault condition 
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Summary 

Recommendation ITU-T G.709.1/Y.1331.1 specifies functions associated with the n x 100 Gbit/s FlexO 
Group interface application. The intent is to keep it separate from the main ITU-T G.709 text. 

Keywords 

B100G, FlexO, Flex OTN, IrDI, KP4 FEC, SR or short reach.  
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1 Scope 

This Recommendation specifies a flexible interoperable short-reach OTN interface, over which an OTUCn 
(n ≥ 1) is transferred, using bonded interfaces. The FlexO interfaces are covered by application codes which 
are at the time of publication 4I1-9D1F, 4L1-9C1F, C4S1-9D1F and 4L1-9D1F in [ITU-T G.695] and  
[ITU-T G.959.1]. A FlexO group interface complements the existing functions specified in [ITU-T G.709], such 
as B100G OTUCn frame, ODUk/flex, with new functions such as physical interface bonding, group 
management and OTUCn (de)mapping. The intent of the FlexO Recommendation is to capture links to 
existing [ITU-T G.709]/[ITU-T G.798] functions and to provide specifications for new functions that are 
applicable to FlexO groups. In addition, some introduction material for the addressed application is 
included. 

2 References 

The following ITU-T Recommendations and other references contain provisions which, through reference in 
this text, constitute provisions of this Recommendation. At the time of publication, the editions indicated 
were valid. All Recommendations and other references are subject to revision; users of this 
Recommendation are therefore encouraged to investigate the possibility of applying the most recent 
edition of the Recommendations and other references listed below. A list of the currently valid ITU-T 
Recommendations is regularly published. The reference to a document within this Recommendation does 
not give it, as a stand-alone document, the status of a Recommendation. 

[ITU-T G.695] Recommendation ITU-T G.695 (2015), Optical interfaces for coarse wavelength 
division multiplexing applications. 

[ITU-T G.709] Recommendation ITU-T G.709/Y.1331 (2016), Interfaces for the optical transport 
network. 

[ITU-T G.798] Recommendation ITU-T G.798 (2012), Characteristics of optical transport network 
hierarchy equipment functional blocks. 

[ITU-T G.870] Recommendation ITU-T G.870/Y.1352 (2016), Terms and definitions for optical 
transport networks (OTN). 

[ITU-T G.872] Recommendation ITU-T G.872 (2017), Terms and definitions for optical transport 
networks. 

[ITU-T G.959.1] Recommendation ITU-T G.959.1 (2016), Optical transport network physical layer 
interfaces. 

[ITU-T G.7041] Recommendation ITU-T G.7041/Y.1303 (2016), Generic framing procedure (GFP). 

[ITU-T G.8260] Recommendation ITU-T G.8260 (2015), Definitions and terminology for 
synchronization in packet networks. 

[IEEE 802.3] IEEE Std. 802.3:2015, IEEE Standard for Information Technology – 
Telecommunications and Information Exchange Between Systems – Local and 
Metropolitan Area Networks – Specific Requirements Part 3: Carrier Sense Multiple 
Access With Collision Detection (CSMA/CD) Access Method and Physical Layer 
Specifications. 

[OIF FlexE IA] Optical Interworking Forum, OIF (2016), FlexEthernet Implementation Agreement. 

3 Definitions 

3.1 Terms defined elsewhere 

This Recommendation uses the following term defined elsewhere: 
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3.1.1 Terms defined in [ITU-T G.870] 

– completely standardized OTUCn (OTUCn) 

– optical data unit (ODUCn)  

– optical payload unit (OPUCn) 

– optical transport network (OTN) 

3.2 Terms defined in this Recommendation 

This Recommendation defines the following terms: 

3.2.1 FlexO frame: Consists of frame alignment (markers), OH, FEC and payload area. 

3.2.2 FlexO lane: Refers to an electrical/optical lane of a FlexO interface, used to carry OTUC transport 
signals. 

3.2.3 FlexO interface: Refers to an individual interface that is part of a FlexO group. The acronym used 
for FlexO interface is FOICx.k. The term Cx signifies the FlexO interface rate. The term k refers to the 
number of lanes in the interface. 

NOTE – The terms member and PHY are often used to refer to a FlexO interface. 

3.2.4 FlexO group: Refers to the group of m * FlexO interfaces. 

4 Abbreviations and acronyms 

This Recommendation uses the following abbreviations and acronyms: 

AM Alignment Marker 

B100G Beyond 100G 

BMP Bit-synchronous Mapping Procedure 

CAUI (Chip to) 100 Gb/s Attachment Unit Interface 

CM Common Marker 

CRC Cyclic Redundancy Check 

FA Frame Alignment 

FAS Frame Alignment Signal 

FCC FlexO Communications Channel 

FEC Forward Error Correction 

FlexE Flexible Ethernet 

FlexO Flexible Optical Transport Network 

FOIC FlexO Interface 

GFP Generic Framing Procedure 

GID Group Identification 

IA Implementation Agreement 

LSB Least Significant Bit 

MAP PHY Map field 

MFAS Multi-Frame Alignment Signal 

MS Multiplexed Section 

MSB Most Significant Bit 
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NNI Network Node Interface 

ODU Optical Data Unit 

OH Overhead 

OPU Optical Payload Unit 

OSMC OTN synchronization messaging channel 

OTL Optical Transport Lane 

OTLk.n Group of n Optical Transport Lanes that carry one OTUk 

OTLC.n Group of n Optical Transport Lanes that carry one OTUC of an OTUCn 

OTN Optical Transport Network 

OTU Optical Transport Unit 

PCS Physical Coding Sublayer 

PHY Physical Layer 

PID Physical Identification  

PTP Precise Timing Protocol 

RES Reserved for future international standardization 

RPF Remote Physical Layer Fault 

RS Regeneration Section 

RS Reed-Solomon 

SM Section Monitoring 

SSM Source Sync Message 

STAT Status 

UM Unique Marker 

UP Unique Padding 

5 Conventions 

This Recommendation uses the following conventions defined in [ITU-T G.870]: 

– k 

– Cn 

– m 

– n 

– r 

Transmission order: The order of transmission of information in all the diagrams in this Recommendation is 
first from left to right and then from top to bottom. Within each byte the most significant bit is transmitted 
first. The most significant bit (bit 1) is illustrated on the left side of all diagrams. 

Value of reserved bit(s): The value of an overhead bit, which is reserved for future international 
standardization, shall be set to "0''. 

Value of non-sourced bit(s): Unless stated otherwise, any non-sourced bits shall be set to "0". 
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6 Introduction and applications 

A FlexO (Flexible OTN) group is defined for interoperable interfacing applications. It complements B100G 
(beyond 100G) [ITU-T G.709] Edition 5, by providing an interoperable interface for OTUCn transport signals. 
The FlexO group interface provides modularity by bonding standard-rate interfaces (e.g., m * 100G), over 
which the OTUCn (n ≥ 1) signal is adapted. The value of m is not standardized. The specification of OTUCn in 
[ITU-T G.709] excludes interface specific functions such as FEC, scrambling, and bit alignment. The FlexO 
interface wraps OTUCn, abstracting the transport signal from the interface. FlexO enables ODUflex services 
>100Gbit/s to be supported across multiple interfaces, ahead of next-gen interface standards (e.g., 400GE 
[b-IEEE 802.3bs]). 

FlexO provides OTN interfaces with comparable functionality as to what was introduced in [OIF FlexE IA] for 
Ethernet interfaces.  

6.1 FlexO considerations 

The considerations and capabilities for a FlexO group: 

– provides an interoperable system interface for OTUCn transport signals; 

– enables higher capacity ODUflex and OTUCn, by means of bonding m standard-rate interfaces; 

– provides interface rate modularity and flexibility; 

– provides a frame, alignment, deskew, group management, management communication channel, 
and such functions that are not associated with the OTUCn transport signal; and 

– reuses 100G modules (e.g., CFP2, QSFP28) by matching the interface rate to OTU4 as specified in 
[ITU-T G.709] 

The FlexO interface is specified in this recommendation at the external reference point. The logical signal 
format FOIC can be reused on a system internal interface. These requirements and the optimizations to the 
FlexO groups (e.g., lower latency by removing FEC) are beyond the scope of this recommendation and 
covered in [b-ITU-T G-Sup.58]. 

6.2 Sample applications 

FlexO group interfaces can be used for a variety of applications. Example applications for a FlexO 
interoperable interface are shown in Figure 6-1 and Figure 6-2. An interoperable interface might represent 
an OTN handoff between router (R) and transport (T) nodes, or could be a handoff between different 
administrative domains.  

 

Figure 6-1 – Example FlexO handoff router-transport 
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The R-T topology is used in Figure 6-1, to draw an analogy between FlexO and FlexE use cases presented in 
[OIF FlexE IA]. The ODUk/flex (which can be a rate higher than 100Gbit/s) is the transport service (path) and 
maintenance entity in the OTN transport/switch network. The ODUCn/OTUCn is the section and FlexO 
provides the interfacing capabilities (e.g., FEC, bonding and scrambling). 

 

Figure 6-2 – Example FlexO inter-domain handoff 

The example of Figure 6-2 shows a FlexO inter-domain interface used as a handoff between two OTN 
switch/transport administrative domains (A and B). The administrative domains can represent different 
carriers, different equipment vendors within a carrier or different segments (metro vs core) within a carrier. 
The OTUCn is the regen section (RS), the ODUCn is the multiplexed section (MS) and the m*OTUC is the 
FlexO group bonded using m*100G FlexO interfaces. 

7 Structure and processes 

This clause introduces the functions associated with a FlexO group and the basic signal structure, processes 
and atomic functions. 

7.1 Basic signal structure 

The FlexO group interface in this recommendation is only specified for short-reach applications. The FlexO 
group functional model is specified in [ITU-T G.872]. The physical optical interface specifications are beyond 
the scope of this recommendation. 

The information structure for FlexO groups is represented by information containment relationships and 
flows. The principal information containment relationship is described in Figure 7-1. 
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Figure 7-1  FlexO group principal information containment relationship 

7.2 Process flow 

Functions and process flows are specified in [ITU-T G.798]. 

8 FlexO frame 

A FlexO frame is associated with a FlexO interface and is independent of an OTUCn frame and transport 
unit, the latter being specified in [ITU-T G.709]. The OTUCn is the transport unit over OTN interfaces. 
A FlexO frame consists of frame alignment (markers), OH, FEC and payload area. 

The FlexO frames in the different interfaces of a FlexO group are frame/multi-frame aligned at the source. 

8.1 Frame structure 

The frame structure is shown in Figure 8-1 and consists of 128 rows by 5,440 1-bit columns. It contains a 
frame alignment marker area in row 1, columns 1 to 960, an overhead area in row 1 columns 961 to 1280, a 
FEC area in columns 5,141 to 5,440 in every row and a (128 × 5140 – 1280 = 656640 bit) payload area in the 
remainder of the frame. The FlexO frame period results is ~6.2us. 

Each row constitutes a 5,440-bit FEC codeword, with the last 300 bits used for the FEC parity bits. This 
results in a bit-oriented structure. The MSB in each FEC codeword is bit 1, the LSB is bit 5,440. 
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NOTE – The FlexO frame structure is derived from 100Gbit/s Ethernet clause 91 [IEEE 802.3-2015] FEC alignment and 
lane architecture, without any 66b alignment or 256b/257b transcoding functions.  

 

Figure 8-1  FlexO frame structure 

8.2 Multi-frame structure  

In order to pad the payload area and provide additional OH field locations, an 8-frame multi-frame 
structure is defined. The multi-frame structure is shown in Figure 8-2. It uses the three least significant bits 
of the multi-frame alignment signal (MFAS) overhead to identify the eight frames within the multi-frame. 

The multi-frame contains seven fixed stuff locations, each containing 1,280 bits. These fixed-stuff locations 
are distributed in row 65, columns 1 to 1,280 of the first seven frames within the multi-frame. The last 
frame within the multi-frame does not contain fixed stuff. 

The fixed stuff bits are filled with all-0s and not checked at the receiver sink function. 
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Figure 8-2  FlexO multi-frame structure 

8.3 Bit rates 

The FlexO frame payload consists of 5,244,160 bits (655,520 bytes) out of the total 5,570,560 bits (696,320 
bytes) per FlexO multi-frame. 

FlexO_rate  =  256/241 × OTUC_rate 

=  256/241 × 239/226 × 99,532,800 kbit/s ±20 ppm 

NOTE – The resulting 100G FlexO bit rate is within a -4.46 ppm offset of the OTU4 nominal bit rate. 

8.4 FEC 

FlexO FEC codewords occupy a row in the FlexO frame. The FlexO frame allocates 300 bits for FEC parity, 
per row as shown in Figure 8-1. The FEC scheme employs Reed-Solomon code operating over the Galois 
Field GF(210), where the symbol size is 10 bits. 

Reed-Solomon code is denoted as RS(n,k) where k represents the number of message symbols to generate 
2t parity symbols, which are appended to the message. The resulting formula is n=k+2t 

 n=544 

 k=514 

 t=15 
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The FEC encoder processes 20 * 257-bit data blocks, resulting in the 5140 data bits in the FEC codeword 
(row), and generates 20 * 15 = 300 bits of FEC parity.  

NOTE – The FlexO FEC is based on RS10 (544, 514), as specified in clause 91 of [IEEE 802.3-2015] for 100GBASE-KP4 
interfaces. 

9 Alignment markers and overhead 

The FlexO AM and OH areas consist of 1,280 bits, and are part of the FlexO frame structure. It includes 
information to support group management and alignment functions. The FlexO AM and OH is terminated 
where the FlexO frame is assembled and disassembled.  

An overview of FlexO AM and OH areas is presented in Figure 9-1. 

 

Figure 9-1  Overhead overview 

9.1 Lane alignment markers (AM) 

Lane alignment markers are used for lane alignment, lane delineation, lane ordering and lane deskewing. 

The AM area length for a FlexO frame is defined as 960 bits, which is a place holder for up to eight 120-bit 
lane alignment markers. 

A lane alignment marker in Figure 9-2 consists of a common portion across all lanes, a unique portion per 
lane and some pad bits. 

– CMx = 8-bit common marker field (common across lanes) – used for aligning lanes 

– UMx = 8-bit unique marker field – used for identifying lanes 

– UPx = 8-bit unique pad field – used for providing a DC balance when multiplexing lanes 

NOTE – Alignment marker area length specified by clause 91 [IEEE 802.3-2015] for 100 Gbit/s Ethernet interfaces, is 
1285-bit per AM FEC frame period (every 4096 FEC codewords). It consists of 20 AM blocks of 64-bit, plus 5-bit extra 
padding required for 257b block alignment. Since the FlexO adaptation method described in this document does not 
rely on 257b blocks, the five padding bits are unnecessary. 

 

Figure 9-2  FlexO lane alignment marker format 
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9.1.1 100G interface alignment markers 

The 100G FlexO interface consists of four logical lanes, numbered 0, 1, 2 and 3. Each lane carries a 120-bit 
lane alignment marker (ami, i = 0,1,2,3) as specified in Table 9-1 plus 120 pad bits (padi, i=0,1,2,3) that have 
a value of all-0s prior to scrambling. Rows of Table 9-1 give the values of ami transmitted over lane i. 

The 960-bit 100G FlexO alignment marker area contains 10-bit interleaved parts of am0, am1, am2, am3, 
pad0, pad1, pad2 and pad3 as illustrated in Figure 9-3. The first 480 bits contain the 10-bit interleaved parts 
of am0 to am3 in the order am0, am1, am2, am3, am0, am1, etc. The second 480 bits contain the 10-bit 
interleaved parts of pad0 to pad3 in the order pad0, pad1, pad2, pad3, pad0, pad1, etc. 

 

Figure 9-3  100G FlexO alignment marker area with four interleaved lane alignment markers and 
padding 

Table 9-1  100G FlexO lane alignment marker values 

lane Encoding 

{CM0, CM1, CM2, UP0, CM3, CM4, CM5, UP1, UM0, UM1, UM2, UP2, UM3, UM4, UM5} 

0 59 52 64 6D A6 AD 9B 9B 80 8E CF 64 7F 71 30 

1 59 52 64 20 A6 AD 9B E6 5A 7B 7E 19 A5 84 81 

2 59 52 64 62 A6 AD 9B 7F 7C CF 6A 80 83 30 95 

3 59 52 64 5A A6 AD 9B 21 61 01 0B DE 9E FE F4 

NOTE – The value in each byte of this table is in MSB-first transmission order. Note that this per-byte bit ordering is the reverse 
of AM values found in [b-IEEE 802.bs], which uses an LSB-first bit transmission format. 

9.2 Overhead description 

The FlexO OH area is contained in the 320 bits following the FlexO frame AM area. The OH structure 
amounts to 2,560 bits (320 bytes) and is distributed across an 8-frame multi-frame, as shown in Figure 9-4. 
Each frame contains 40 OH bytes. 
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Figure 9-4  FlexO OH structure 

The FlexO OH area contains the following subfields (see Figure 9-4): 

 multi-frame alignment signal (MFAS) 

 status (STAT) 

 group identification (GID) 

 PHY identification (PID) 

 PHY map (MAP) 

 OTUC availability (AVAIL) 

 cyclic redundancy check (CRC) 

 FlexO management communication channel (FCC) 

 bits reserved for future international standardization (RES) 

 OTN synchronisation message channel (OSMC) 

9.2.1 Multi-frame alignment signal (MFAS) 

An 8-bit (1 byte) multi-frame alignment signal field is provided and incremented in every frame. This MFAS 
field counts 0x00 to 0xFF and provides a 256-frame multi-frame. This central multi-frame is used to lock 
2-frame, 4-frame, 8-frame, 16-frame, 32-frame, etc. multi-frame structures of overhead and payload 
structure to the principal frame. 
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Figure 9-5  Multi-frame alignment signal overhead 

The MFAS field is located in all frames, in overhead byte 1 immediately following the AM. 

9.2.2 Group identification (GID) 

A 20-bit (2.5 bytes) FlexO Group Identification field is provided to indicate the FlexO Group instance that 
the FlexO interface is a member of. The GID provides the ability to check at the receive side that the FlexO 
interface belongs to the intended FlexO group instance. 

The GID field is located in frame 1, in overhead bytes 3, 4 and 5. 

The same FlexO Group Identification value is used in both directions of transport. 

Non-zero values for GID are valid and the value of "0" is reserved for this field. 

A FlexO interface that is not part of any group has its GID value set to "0". 

9.2.3 PHY identification (PID) 

A FlexO group is composed of m FlexO interfaces, also referred to as members or PHYs. An 8-bit (1 byte) 
field is provided to uniquely identify each member of a group and the order of each member in the group. 
This information is required in the reordering process. 

The PID values of the interfaces in a FlexO group are not necessarily arranged consecutively. The PID values 
indicate the order of the interfaces within the FlexO group, from low to high. The first FlexO interface in the 
group is the one with the lowest PID value. 

The PID field is located in frame 1, in overhead byte 6. The values ''0'' and ''255'' are reserved for this field. 

The same FlexO PHY Identification value is used in both directions of transport. 

A FlexO interface that is not part of any group has its PID value default to "0". 

9.2.4 PHY map (MAP) 

A 256-bit (8 bytes) field is provided to indicate the members belonging to the group. Each bit in the field, is 
set to ''1'' indicating a member/PHY is part of the group. The bit position of the MAP corresponds to the PID 
set for the member FlexO interface, with the MSB corresponding to lowest numbered PID. The remaining 
unused fields in the MAP are set to ''0''. The full MAP is sent and received on all members of the group. 

The MAP field is located in all frames, in overhead bytes 7, 8, 9 and 10. As shown in Figure 9-6, the MSB of 
overhead byte 7 in frame 1 is associated with PID #0 and the LSB of overhead byte 10 in frame 8 is 
associated with PID #255. 
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Figure 9-6  FlexO PHY MAP field 

9.2.5 Status (STAT) 

An 8-bit (1 byte) field is provided for general purpose status indication. 

– Remote PHY Fault 

– Reserved 

 

Figure 9-7  FlexO OH STAT field 

The STAT field is located in all frames, in overhead byte 2. 

9.2.5.1 Remote PHY fault (RPF) 

For section monitoring, a single bit remote PHY fault (RPF) indication to convey the signal fail status 
detected at the remote FlexO sink function in the upstream direction. 

RPF is set to ''1'' to indicate a remote PHY defect indication; otherwise, it is set to ''0''. 

The RPF field is located in bit 1 of the STAT field as shown in Figure 9-7. 

9.2.5.2 Reserved (RES) 

Seven bits of the STAT byte are reserved for future international standardization as shown in Figure 9-7. 
These bits are set to "0". 

9.2.6 OTUC availability (AVAIL) 

An 8-bit (1 byte) OTUC availability field is provided to indicate the number of valid and available OTUC slices 
mapped to the FlexO frame. A 100G FlexO frame has a valid count of 0 or 1. This functionality is further 
specified in clause 10.1. 

The AVAIL field is located in frame 2, in overhead byte 3. 

9.2.7 Cyclic redundancy check (CRC) 

The CRC-16 (2 bytes) is located in overhead bytes 11 and 12 of each FlexO frame. The CRC protects the 
integrity of the OH fields in bytes 2 to 10 and excludes the MFAS, OSMC and FCC fields. The CRC-16 uses the 
G(x) = x16 + x6 + x5 + x3 + 1 generator polynomial, and is calculated as follows: 

1) The overhead bytes 2 to 10 of the OH frame are taken in network byte order, most significant bit 
first, to form a 72-bit pattern representing the coefficients of a polynomial M(x) of degree 71. 

2) M(x) is multiplied by x16 and divided (modulo 2) by G(x), producing a remainder R(x) of degree 15 
or less. 
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3) The coefficients of R(x) are considered to be a 16-bit sequence, where x15 is the most significant 
bit. 

4) This 16-bit sequence is the CRC-16 where the first bit of the CRC-16 to be transmitted is the 
coefficient of x15 and the last bit transmitted is the coefficient of x0. 

The demapper process performs steps 1-3 in the same manner as the mapper process, except that here, 
the M(x) polynomial of step 1 includes the CRC-16 bits in received order, and has degree 87. In the absence 
of bit errors, the remainder shall be 0. 

9.2.8 FlexO management communications channel (FCC) 

An 896-bit (112 bytes) field per multi-frame is provided for a FlexO interface management communications 
channel. These are allocated across all 8 frames of the multi-frame. This provides a clear channel, and the 
format and content of the management channel is outside the scope of this recommendation. 

NOTE – The FCC is intended for interface management functions and is not a generic communications channel. 

The FCC field is located in all frames, in overhead bytes 13 to 26. If unused, the management channel shall 
be filled with all-0s prior to scrambling. The FCC bytes provide a communication channel per FlexO interface 
with an approximate bandwidth of 17.98 Mbit/s. 

 

Figure 9-8  FCC transmission order 

9.2.9 FlexO reserved overhead (RES) 

123.5 bytes of the FlexO overhead area in the FlexO multi-frame structure are reserved for future 
international standardization. These bytes/bits are located in frame 1/byte 5, frame 2/bytes 4, 5, 6, frames 
3 to 8/bytes 3 to 6 and frames 1 to 8/bytes 29 to 40. These bytes/bits are set to all-0s prior to scrambling. 

9.2.10 OTN Sync Message Channel (OSMC) 

A 128-bit (16 bytes) field per multi-frame is provided for an OTN synchronization message channel. These 
are allocated across all eight frames of the multi-frame. This field provides a clear channel, to transport 
SSM and PTP messages. 

The OSMC is only defined on the first FlexO interface (lowest PID value) of a FlexO group. The OSMC field is 
located in all frames, in overhead bytes 27 and 28. If unused, the OTN synchronization message channel 
bytes shall be filled with all-0s prior to scrambling. The OSMC bytes are combined to provide a messaging 
channel, as illustrated in Figure 9-9, with an approximate bandwidth of 2.56 Mbit/s per 100G interface. 

 

Figure 9-9  OSMC transmission order 

The SSM and PTP messages within a FlexO interface are encapsulated into GFP-F frames as specified into 
[ITU-T G.7041]. PTP event messages are timestamped and after encapsulation into GFP-F frames, inserted 
into the OSMC as specified in clause 9.2.9.1. GFP-F encapsulated SSM messages (and PTP non-event 
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messages) are inserted into the OSMC at the earliest opportunity. GFP Idle frames may be inserted 
between successive GFP frames. 

The mapping of generic framing procedure (GFP) frames is performed by aligning the byte structure of 
every GFP frame with the byte of the OSMC overhead field. Since the GFP frames are of variable length and 
may be longer than 16 bytes, a GFP frame may cross the FlexO multi-frame boundary. 

9.2.10.1 Generation of event message timestamp 

The message timestamp point [ITU-T G.8260] for a PTP event message transported over the OSMC shall be 
the 32-frame multi-frame event (corresponding to MFAS[4:8] = 00000) preceding the beginning of the GFP 
frame, in which the PTP event message is carried. Since the GFP frames may be longer than 64 bytes, a 
frame may cross the FlexO 32-frame multi-frame boundary. 

All PTP event messages are timestamped on egress and ingress interfaces. The timestamp shall be the time 
at which the event message timestamp point passes the reference plane [ITU-T G.8260] marking the 
boundary between the PTP node (i.e., OTN node) and the network. 

Event message timestamps are generated at the FlexO Access Point. The message timestamp point is 
specified below as the 32-frame FlexO multi-frame event corresponding to MFAS[4:8] = 00000. For this 
application, the FlexO multi-frame event is defined as when the first bit of the first alignment marker, 
corresponding to MFAS[4:8] = 00000 frame, on a lane crosses between the PTP node (i.e., OTN node) and 
the network (i.e., the analogous point to Ethernet MDI). In the case of a multi-lane PHY, the PTP path data 
delay is measured from the beginning of the alignment marker at the reference plane, which is equivalent 
to Ethernet MDI of the lane with the maximum media propagation delay. In practice: 

– On egress interfaces, since the alignment markers for all lanes are transmitted at the same time 
conceptually, any alignment marker can be used for timestamping. 

– On ingress interfaces, alignment markers are present in all the lanes, but different lanes may be 
skewed from each other. The last received alignment marker across all the lanes shall be used for 
timestamping. 

NOTE 1 – The first byte of a GFP (PTP event message) frame is inserted into the FlexO OSMC between 4 and 31 frames 

after the 32-frame multi-frame boundary. 

NOTE 2 – The guard band of four frames is defined to simplify implementation. 

 

Figure 9-10  Timing diagram example for OSMC 

NOTE 3 – This time synchronization over FlexO interface implementation does not generate event message 

timestamps using a point other than the message timestamp point [ITU-T G.8260]. 

In this time synchronization over FlexO interface implementation, the timestamps are generated at a point 
removed from the reference plane. Furthermore, the time offset from the reference plane is likely to be 
different for inbound and outbound event messages. To meet the requirement of this subclause, the 
generated timestamps should be corrected for these offsets. Figure 19 in [IEEE 1588] illustrates these 
offsets. Based on this model, the appropriate corrections are as follows: 

  <egressTimestamp> = <egressMeasuredTimestamp> + egressLatency 

  <ingressTimestamp> = <ingressMeasuredTimestamp> – ingressLatency 
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where the actual timestamps <egressTimestamp> and <ingressTimestamp> measured at the reference 
plane are computed from the detected, i.e., measured, timestamps by their respective latencies. Failure to 
make these corrections results in a time offset between the slave and master clocks. 

The PTP timestamp is associated with the first FlexO interface (lowest PID value) of a FlexO group. 

10 OTUCn mapping 

10.1 Dividing and combining OTUCn  

An OTUCn frame structure is specified in clause 11.3 [ITU-T G.709], and contains n synchronous instances of 
OTUC frame structures. The FlexO source adaptation consists of splitting the OTUCn frame into n * OTUC 
instances. Similarly, the sink adaptation combines n * OTUC instances into an OTUCn. A single or multiple 
OTUC instances are then associated to a FlexO interface. Alignment and deskewing are performed on the 
OTUC instances. 

 

Figure 10-1  OTUCn divided onto n * OTUC 

10.2 FlexO frame payload 

The FlexO payload area is divided in 128-bit blocks. The 128-bit blocks are aligned to the start of a FlexO 
payload area (following AM and OH). The FlexO frame payload consists of 5,120 blocks (frame #1-7 of the 
multi-frame, with fixed stuff payload) and 5,130 blocks (frame eight of the multi-frame, without fixed 
stuffing). 

NOTE – This 128-bit (16-byte) word/block alignment of the 100G OTUC is analogous to the 66b block alignment of a 
100G Ethernet PCS stream that is kept through the clause 91 [IEEE 802.3-2015] adaptation process. 

10.3 Mapping of OTUC into FlexO frame 

Groups of 128 successive bits (16 bytes) of the OTUC signal are mapped into a 128-bit block of the FlexO 
frame payload area using a BMP control mechanism as specified in clause 17 of [ITU-T G.709]. The 128-bit 
group of OTUC is aligned to the OTUC frame structure. The OTUC frame structure is floating in respect to 
the FlexO frame. 
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The serial bit stream of an OTUC signal is inserted into the FlexO frame payload so that the bits will be 
transmitted on the FlexO interface in the same order that they were received at the input of the mapper 
function. 

In clause 8.3, the shown bit rate ratio between FlexO frame and payload is 256/241. 

10.3.1 Mapping of OTUC into 100G FlexO frame 

There exists a one-to-one relationship between an OTUC and a 100G FlexO interface. The FlexO payload 
area is segmented in 128-bit blocks. The OTUC is mapped in contiguous 128-bit segments. 

There are (5,140*128*8 – 1,280*15) / (239*16*8*4) = 42.85 OTUC frames per FlexO multi-frame. This 
results in ~5 OTUC frames per FlexO frame, or a new OTUC frame every ~24 FlexO frame rows, as shown in 
Figure 10-2A. 

 

Figure 10-2A  OTUC mapped into 100G FlexO frame payload 

The FlexO frame payload does not divide elegantly into 128-bit blocks in a single row. The block will spill 
over and cross row boundaries as shown in Figure 10-2A. The 128-bit alignment is always consistent across 
FlexO frames and the first 128-bit block starts immediately following the overhead area. 

The AVAIL field indicates whether an OTUC is mapped into the FlexO frame payload (set to ''1'') or if the 
FlexO payload is empty (set to ''0''). Other AVAIL values are not valid for 100G FlexO interfaces. 

10.4 FlexO group alignment and deskewing 

FlexO members are identified within a group and reordered using GID, MAP and PID FlexO OH field. The PID 
sequence is used to recreate an OTUCn in proper sequence order. For example OTUC#1 is mapped into a 
FlexO frame with the minimum PID number, and so on. 

Deskewing in the sink process is performed between OTUC frames within the group, using OTUC FAS as 
specified in [ITU-T G.709]. 

The skew requirements are intended to account for variations due to digital mapping and cable lengths. 
The skew tolerance requirement is 300 ns. 

NOTE – These requirements are in line with [OIF FlexE IA] Low Skew applications. 

10.5 Scrambling 

The FlexO frame payload, AM padding, fixed stuffing and overhead must be scrambled prior to 
transmission, in order to provide DC balance and proper running disparity on the interface. The ami fields in 
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the AMs are not scrambled and the chosen values have properties of already being DC balanced. The 
padding padi fields of the AMs as shown in Figure 9-3A are scrambled. 

The operation of the scrambler shall be functionally equivalent to that of a frame-synchronous scrambler of 
sequence 65535 and the generating polynomial shall be x16 + x12 + x3 + x + 1. (See Figure 11-3 [ITU-T G.709] 
for an illustration of this scrambler.) 

The scrambler resets to 0xFFFF on the most significant bit of the start of frame and the scrambler state 
advances during each bit of the FlexO frame (Figure 10-3). In the source function, the AM values (ami fields) 
are inserted after scrambling and before the input to the FEC encoder. In other words, the FEC encoding is 
performed on unscrambled AM bits (ami fields). The FEC encoder overwrites the FEC bit fields. The sink 
then receives unscrambled AM (ami fields) and FEC fields, as illustrated in Figure 10-4. 

 

Figure 10-3  FlexO scrambler 

 

Figure 10-4  FlexO scrambler after AM and FEC insertion 

11 FOIC interface 

11.1 FOIC1.4 interface 

An FOIC1.4 interface is used as a system interface with 100G optical modules. A FlexO frame is adapted 
over multi-channel parallel interfaces, using four ~28 Gbit/s physical lanes. No bit-multiplexing is 
performed. 

The alignment markers for the FlexO frame are distributed on four lanes, resulting in 240-bit of data per 
lane. The alignment marker (AM) values are specified in clause 9.1. Each AM has unique UMx and UPx 
values. When the four AMs distributed to lanes 0, 1, 2 and 3, the differing values are used for lane 
reordering in the sink function. The CMx values are replicated on all four lanes to facilitate the searching, 
alignment and deskewing process. 
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After FEC encoding, the data and parity bits are distributed to all four lanes, in groups of 10-bits, in a round 
robin distribution scheme from the lowest to the highest numbered lanes. The resulting per-lane 
transmitted values of the AM fields are illustrated in Table 11-1 where the transmission order is from left to 
right. In other words, for example, AM0 is transmitted in Lane 0, AM1 is transmitted in Lane 1, etc., and the 
bits of each 10-bit word are transmitted MSB first. 

NOTE 1 – The inverse multiplexing function is based on clause 91 [IEEE 802.3-2015]. 

NOTE 2 – The mechanism is compatible and can reuse optical modules being developed for IEEE 100GBASE-R4, with 
OTU4 rate support. 

NOTE 3 – The electrical specifications for an FOIC1.4 25G lane is found in [b-OIF CEI IA]. 

Table 11-1 – AM bit distribution over the four FOIC1.4 lanes 

 
AM bits 

Lane 0 
10-bit symbol of AM0 

Lane 1 
10-bit symbol of AM1 

Lane 2 
10-bit symbol of AM2 

Lane 3 
10-bit symbol of AM3 

1 – 40 0101100101 0101100101 0101100101 0101100101 

41 – 80 0100100110 0100100110 0100100110 0100100110 

81 – 120 0100011011 0100001000 0100011000 0100010110 

121 – 160 0110100110 0010100110 1010100110 1010100110 

161 – 200 1010110110 1010110110 1010110110 1010110110 

201 – 240 0110111001 0110111110 0110110111 0110110010 

241 – 280 1011100000 0110010110 1111011111 0001011000 

281 – 320 0010001110 1001111011 0011001111 0100000001 

321 – 360 1100111101 0111111000 0110101010 0000101111 

361 – 400 1001000111 0110011010 0000001000 0111101001 

401 – 440 1111011100 0101100001 0011001100 1110111111 

441 – 480 0100110000 0010000001 0010010101 1011110100 

NOTE – Transmission order of each 10-bit word is left-to-right (MSB first). The transmission order within the FlexO 
frame is left-to-right across the row, and down the table. The transmission order for each lane is per-word and 
down the table. 

11.1.1 FOIC1.4 skew tolerance requirements 

The lane skew tolerance requirement is 180ns. 

NOTE – These requirements are in line with CAUI4 [IEEE 802.3-2015]. 

11.1.2 FOIC1.4 28G lane bit rate 

The FOIC1.4 lane is synchronous to the FlexO frame. There are four lanes. 

FOIC1.4_lane_rate  = 100G_FlexO_rate/4 

= 1/4 × 256/241 × 239/226 × 99 532 800 kbit/s ±20 ppm 

NOTE – The nominal lane rate is approximately: 27 952 368.611 kbit/s 

The 100G_FlexO_rate is specified in clause 8.4. 

This results in a FOIC1.4 lane bit rate with a -4.46 ppm offset from the OTL4.4 nominal bit rate. 
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11.1.3 m*FOIC1.4 interface 

The m*FOIC1.4 interface supports multiple optical tributary signals on each of the m single optical spans 
with 3R regeneration at each end. 

An m*FOIC1.4 interface signal contains one OTUCn signal striped across the m optical interfaces and the 
k=4 lanes per optical interface.  

Specifications of the optical tributary signal carrying each FOIC1.4 lane are contained in [ITU-T G.695] and 
[ITU-T G.959.1]. 
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Summary 

Recommendation ITU-T Q.3051 describes the overall signalling architecture for the control plane of 
distributed service networking. It identifies the functions, physical entities (PEs), interfaces and protocols 
that will model the control plane for distributed service networking (DSN). 

Keywords 

Control plane, DSN, signalling architecture. 
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1 Scope 

This Recommendation provides signalling architecture for control plane of distributed service networking 
(DSN). Based on the functional architecture and the service provisioning in DSN, it specifies the mapping of 
functions into PEs and the mapping of reference points to interfaces in DSN architecture when deploying 
content service and multimedia telephony (MMTel) service over DSN. It also describes the protocols used for 
interfaces and security considerations, etc. 

2 References 

The following ITU-T Recommendations and other references contain provisions which, through reference in 
this text, constitute provisions of this Recommendation. At the time of publication, the editions indicated 
were valid. All Recommendations and other references are subject to revision; users of this Recommendation 
are therefore encouraged to investigate the possibility of applying the most recent edition of the 
Recommendations and other references listed below. A list of the currently valid ITU-T Recommendations is 
regularly published. The reference to a document within this Recommendation does not give it, as a stand-
alone document, the status of a Recommendation. 

[ITU-T Q.1741.6] Recommendation ITU-T Q.1741.6 (2009), IMT-2000 references to Release 8 of GSM- 
evolved UMTS core network. 

[ITU-T Y.2012] Recommendation ITU-T Y.2012 (2010), Functional requirements and architecture of 
next generation networks. 

[ITU-T Y.2080] Recommendation ITU-T Y.2080 (2012), Functional architecture for distributed service 
networking. 

[ITU-T Y.2206] Recommendation ITU-T Y.2206 (2010), Requirements for distributed service 
networking capabilities. 

[IETF RFC 768] IETF RFC 768 (1980), User Datagram Protocol. 

[IETF RFC 2326] IETF RFC 2326 (1998), Real Time Streaming Protocol (RTSP). 

[IETF RFC 2616] IETF RFC 2616 (1999), Hypertext Transfer Protocol – HTTP/1.1. 

[IETF RFC 3550] IETF RFC 3550 (2003), RTP: A Transport Protocol for Real-Time Applications. 

[IETF RFC 4825] IETF RFC 4825 (2007), The Extensible Markup Language (XML) Configuration Access 
Protocol (XCAP). 

[IETF RFC 6940] IETF RFC 6940 (2014), REsource LOcation And Discovery (RELOAD) Base Protocol. 

3 Definitions 

3.1 Terms defined elsewhere 

This Recommendation uses the following terms defined elsewhere: 

3.1.1 distributed service networking (DSN) [ITU-T Y.2206]: An overlay networking which provides 
distributed and manageable capabilities to support various multimedia services and applications. 

3.1.2 functional entity [ITU-T Y.2012]: An entity that comprises an indivisible set of specific functions. 
Functional entities are logical concepts, while groupings of functional entities are used to describe practical, 
physical implementations. 

3.2 Terms defined in this Recommendation 

None. 
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4 Abbreviations and acronyms 

This Recommendation uses the following abbreviations and acronyms: 

AF Application Function 

CDF Content Delivery Function 

CSAF Content Service Application Function 

DHT Distributed Hash Table 

DSN Distributed Service Networking 

EF End-user Function 

HTTP Hypertext Transfer Protocol 

ID Identification 

MMTel Multimedia Telephony 

NEF Node Enrolment Function 

PE Physical Entity 

RELOAD  Resource Location And Discovery 

RF Relay Function 

RLF Resource Location Function 

RTP Real-time Transport Protocol 

RTSP Real Time Streaming Protocol 

SCF  Service Control Function 

SIP Session Initiation Protocol 

TOCF Traffic Optimization Control Function 

UDP User Datagram Protocol 

UE User Equipment 

5 Conventions 

None. 

6 Control architecture and functions 

This clause summarizes the DSN functional architecture as described in [ITU-T Y.2080], see Figure 6-1. 
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Figure 6-1 – DSN functional architecture 

6.1 Functions 

6.1.1 Node enrolment functions (NEFs) 

The NEF allocates a globally unique node identification (ID) to each enrolling DSN node, provides bootstrap 
information for a DSN node to join to the distributed hash table (DHT)-based DSN network, and maintains 
the node profile. 

6.1.2 Resource location functions (RLFs) 

The RLF maintains resource-related information and finds the required resources when inquired. 

6.1.3 Relay functions (RFs) 

The RF relays particular application traffic for DSN nodes to achieve NAT/firewall traversal and QoS 
improvement. 

6.1.4 Content delivery functions (CDFs) 

The CDF stores, processes and delivers content to DSN nodes or user equipment (UE). 

6.1.5 Traffic optimization control functions (TOCFs) 

The TOCF monitors and analyses network information, and provides guidance to DSN nodes in order to make 
the delivery and distribution of application traffic in the DSN network more efficient and cost-effective. 

6.1.6 Management functions (MFs) 

The MFs inherit the MF functions defined in [ITU-T Y.2012], which include fault management, configuration 
management, accounting management, performance management, security management functions, etc. 

6.1.7 Service control functions (SCFs) 

In DSN, the SCF defined in the NGN architecture [ITU-T Y.2012] is reused for service control. 

6.1.8 End-user functions (EFs) 

The EF is a function of DSN UE, which supports access to a DSN network and services. 
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6.1.9 Content service application functions (CSAFs) 

The CSAF is an application function (AF) responsible in the DSN functional architecture for the provision of 
content-related services to the EF. 

The functions are described in detail in [ITU-T Y.2080]. 

6.2 Reference points 

6.2.1 Reference point C1 

The C1 reference point is between NEF and RLF. 

C1 is used by RLF to request the enrolment of a DSN node in which the RLF resides in the DHT-based DSN 
network. 

C1 is used by NEF to provide configuration and bootstrap information to the RLF regarding a DSN node that 
newly joins the DHT based overlay in DSN network. 

6.2.2 Reference point C2 

The C2 reference point is between RLFs. 

C2 is used to exchange the information that constructs and maintains the DHT based overlay in a DSN 
network. 

C2 is also used to forward resource location requests or resource location update requests to RLFs. 

6.2.3 Reference point C3 

The C3 reference point is between RLF and CDF. 

C3 is used by CDF: 

• to register content to RLFs; 

• to request RLF for content location information; 

• to report to RLF the status of a node in which the CDF resides. The status information includes: CPU 
usage, memory usage, disk usage, network interface usage, etc.; 

• to report event related information to RLF, for instance, the event may be that the load of the node 
in which CDF resides reached threshold; 

• to report content related information to RLF, for instance, the content availability or content 
popularity, etc. 

6.2.4 Reference point C4 

The C4 reference point is between RF and RLF. 

C4 is used by RF to register the relay node in which it resides to RLF. 

C4 is used by RF to report the status of the node in which it resides to RLF, the status information includes: 
CPU usage, memory usage, disk usage, network interface usage, etc. 

C4 is used by RF to report event related information to RLF, for instance, the event may be that the load of 
the node in which RF resides reached threshold. 

C4 is used by RF to report the QoS measurement message to RLF. 

C4 is used by RLF to reserve resources on RF. 

6.2.5 Reference point C5 

The C5 reference point is between TOCF and RLF. 

C5 is used by RLF to enquire TOCF about network information and to request traffic optimization results from 
TOCF. 
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6.2.6 Reference point C6 

The C6 reference point is between EF and SCF. 

C6 is used to exchange service control related information between EF and SCF. For instance, registration 
information or service request information. 

6.2.7 Reference point C7 

The C7 reference point is between RLF and SCF. 

C7 is used by SCF to request resource location from RLFs. 

6.2.8 Reference point C8 

The C8 reference point is between RLF and EF. 

C8 is used by EF to request resource location from RLF. 

6.2.9 Reference point C9 

The C9 reference point is between EF and CDF. 

C9 is used by EF to query a buffer map and request content from CDF. 

6.2.10 Reference point C10 

The C10 reference point is between CDFs. 

C10 is used by CDF to query a buffer map and request content from another CDF. 

6.2.11 Reference point A1 

The A1 reference point is between EF and CSAF. 

A1 is used by EF for accessing content services and requesting content location. 

6.2.12 Reference point A2 

The A2 reference point is between SCF and CSAF. 

A2 is used for user authentication and authorization. 

6.2.13 Reference point A3 

The A3 reference point is between CSAF and RLF. 

A3 is used by CSAF to request RLF for the available content node. 

6.2.14 Reference point A4 

The A4 reference point is between AF and TOCF. 

A4 is used by AF to query and subscribe the specific traffic related information. 

6.2.15 Reference point A5 

The A5 reference point is between CDF and CSAF. 

A5 is used by CSAF to control CDF to process (e.g., transcoding, encryption) content. 

The reference points are described in detail in [ITU-T Y.2080]. 

7 Physical entities and interfaces in DSN architecture 

When implementing a DSN architecture, some of the functions identified in [ITU-T Y.2080] may be grouped 
and implemented in a number of PEs. The PEs and protocols used on the interfaces may be different when 
deploying different application services over DSN. For example, the PEs and protocols used for content 
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services may be different than those used for MMTel services. In this Recommendation, the physical 
architectures are described based on service categories deployed over DSN. 

When a PE includes several functions defined in [ITU-T Y.2080], some of the reference points between 
functions may be implemented as internal interfaces. 

7.1 PEs and interfaces for content services over DSN 

Figure 7-1 illustrates an example of grouping functions when deploying content services over DSN. 

 

Figure 7-1 – PEs and interfaces of DSN architecture for content services 

7.1.1 Mapping functions into PEs 

The mapping of functions into PEs is shown in Table 7-1. 

One PE may implement several ITU-T Y.2080 functions, and some reference points between functions may 
be converted to internal interfaces. 

Table 7-1 – Mapping functions into PEs 

Physical Entity Description Functions included 

CSAF-PE Physical entity for the content 
service application function 

Content service application function, Resource 
location functions, traffic optimization control 
functions, management functions, etc. 

SCF-PE Physical entity for the service 
control function 

Service control functions, resource location 
functions 

CDF-PE Physical entity for the content 
delivery function 

Content distribution and location control 
functions, content delivery and storage functions 

NEF-PE Physical entity for node 
enrolment functions 

NEFs, including authentication and authorization 
to a new enrolling DSN node, etc. 

End user Physical entity for the end-user 
function 

End-user functions 

7.1.2 Mapping reference points to interfaces 

The mapping of reference points to interfaces is shown in Table 7-2. 
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Table 7-2 – Mapping reference points to interfaces 

DSN architecture for content services 
Interface description 

Interfaces Mapping reference points 

Is-a A2 Interface between SCF-PE and CSAF-PE 

Is-e C6, C8 Interface between SCF-PE and end user  

Is-n C1 Interface between SCF-PE and NEF-PE  

Is-s C2 Interface between SCF-PE and SCF-PE  

Ic-c C10 Interface between CDF-PE and CDF-PE 

Ie-a A1 Interface between CSAF-PE and end user 

Ie-c C9 Interface between CDF-PE and end user 

7.2 PEs and interfaces when deploying MMTel service over DSN 

Figure 7-2 illustrates an example of grouping functions when deploying MMTel service over DSN. 

 

Figure 7-2 – PEs and interfaces of DSN architecture for MMTel service 

7.2.1 Mapping functions into PEs 

The mapping of functions into PEs is shown in Table 7-3. 

Table 7-3 – Mapping functions into PEs 

PE Description Functions included 

AF-PE Physical entity for the 
application function 

Application support functions and service support 
functions for MMTel service 

SCF-PE Physical entity for the service 
control function 

Service control functions, resource location 
functions, etc. 

NEF-PE Physical entity for node 
enrolment functions 

NEFs, including authentication and authorization 
to a new enrolling DSN node, etc. 

End user Physical entity for the end-user 
function 

End-user functions 

7.2.2 Mapping reference points to interfaces 

The mapping of reference points to interfaces is shown in Table 7-4. 
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Table 7-4 – Mapping reference points to interfaces 

DSN architecture for content services 
Interface description 

Interfaces Mapping reference points 

Is-a A2 Interface between SCF-PE and AF-PE 

Is-e C6, C8 Interface between SCF-PE and end user  

Is-n C1 Interface between SCF-PE and NEF-PE  

Is-s C2 Interface between SCF-PE and SCF-PE  

Ie-a A1 Interface between AF-PE and end user 

8 Protocols used for interfaces 

8.1 Protocols used for interfaces when deploying content services over DSN 

Interfaces which are included in Figure 7-1 of DSN architecture for content services are listed in Table 8-1. 

Table 8-1 – Protocols used for interfaces in DSN architecture  
when deploying content services 

Interfaces Interface description Protocols  Relevant specifications  

Is-a Interface between SCF-PE and 
CSAF-PE 

Hypertext Transfer Protocol 
(HTTP) 

[IETF RFC 2616] 

Is-e Interface between SCF-PE and 
end user 

Real time streaming protocol 
(RTSP) 

[IETF RFC 2326] 

Is-n Interface between SCF-PE and 
NEF-PE 

REsource LOcation And 
Discovery (RELOAD)  

[IETF RFC 6940] 

Is-s Interface between SCF-PE and 
SCF-PE for resource location 

RELOAD [IETF RFC 6940] 

Ic-c Interface between CDF-PE and 
CDF-PE 

RELOAD [IETF RFC 6940] 

Ie-a Interface between CSAF-PE and 
end user 

HTTP [IETF RFC 2616] 

Ie-c 
Interface between CDF-PE and 
end user 

Real-time Transport Protocol 
(RTP) over user datagram 

protocol (UDP) 

[IETF RFC 3550] and  
[IETF RFC 768] 

8.2 Protocols used for interfaces when deploying MMTel service over DSN 

Interfaces which are included in Figure 7-2 of DSN architecture for MMTel service are listed in Table 8-2. 

 



3 Signalling aspects  

 
 

1344    

Table 8-2 – Protocols used for interfaces in DSN architecture when deploying MMTel service 

Interfaces Interface description Protocols Relevant specifications 

Is-a Interface between SCF-PE and 
AF-PE 

Session Initiation Protocol (SIP) [ITU-T Q.1741.6] 

(Note) 

Is-e Interface between SCF-PE and 
end user for resource location 

RELOAD [IETF RFC 6940] 

Interface between SCF-PE and 
end user for session control 

SIP [ITU-T Q.1741.6] 

(Note) 

Is-n Interface between SCF-PE and 
NEF-PE 

RELOAD [IETF RFC 6940] 

Is-s Interface between SCF-PE and 
SCF-PE for resource location 

RELOAD [IETF RFC 6940] 

Interface between SCF-PE and 
SCF-PE for session control 

SIP [ITU-T Q.1741.6] 

(Note) 

Ie-a Interface between AF-PE and 
end user 

XCAP [IETF RFC 4825] 

NOTE – [ITU-T Q.1741.6] endorsed the 3GPP specifications that specify the SIP protocol used in this interface. 

9 Security considerations 

The signalling architecture for DSN is required to support security mechanisms of session control as 
supported by the protocols identified in clause 8. Other service specific security requirements are out of 
scope of this Recommendation. 
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3.2  Control plane of SDN 
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Summary 

Supplement 67 to ITU-T Q-series Recommendations provides the framework of signalling for software-
defined networking (SDN) by specifying the signalling requirements and architecture for SDN, as well as the 
interfaces and signalling protocol procedures. This Supplement should also be helpful in enabling the 
development of a signalling protocol(s) capable of supporting traffic flows. 

Keywords 

SDN, signalling model, software-defined networking. 
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1 Scope 

This Supplement provides the framework of signalling for software-defined networking (SDN) by specifying 
the signalling requirements and architecture for SDN, as well as the interfaces and signalling protocol 
procedures. These requirements and the signalling information elements identified will enable the 
development of a signalling protocol(s) capable of supporting traffic flows. 

2 References 

[ITU-T M.3400] Recommendation ITU-T M.3400 (2000), TMN management functions. 

[ITU-T Y.3300] Recommendation ITU-T Y.3300 (2014), Framework of Software-Defined Networking. 

[ITU-T Y.3500] Recommendation ITU-T Y.3500 (2014), Information technology – Cloud Computing – 
Overview and Vocabulary. 

[ITU-T Y.3501] Recommendation ITU-T Y.3501 (2013), Cloud computing framework and high-level 
requirements. 

[ITU-T Y.3512] Recommendation ITU-T Y.3512 (2014), Cloud computing – Functional requirements of 
Network as a Service. 

3 Definitions 

3.1 Terms defined elsewhere 

This Supplement uses the following terms defined elsewhere: 

3.1.1 Communication as a Service (CaaS) [ITU-T Y.3500]: Cloud service category in which the capability 
provided to the cloud service customer is real time interaction and collaboration. 

NOTE – CaaS can provide both application capabilities type and platform capabilities type. 

3.1.2 Network as a Service (NaaS) [ITU-T Y.3500]: Cloud service category in which the capability provided 
to the cloud service customer is transport connectivity and related network capabilities. 

NOTE – NaaS can provide any of the three cloud capabilities types. 

3.1.3 service chain [ITU-T Y.3512]: An ordered set of functions that is used to enforce differentiated traffic 
handling policies for a traffic flow. 

3.1.4 software-defined networking (SDN) [ITU-T Y.3300]: A set of techniques that enables to directly 
program, orchestrate, control and manage network resources, which facilitates the design, delivery and 
operation of network services in a dynamic and scalable manner. 

3.2 Terms defined in this Supplement 

This Supplement defines the following terms: 

3.2.1 middlebox: A computer networking device that caches, transforms, inspects, filters, or otherwise 
manipulates traffic for purposes other than packet forwarding. 

3.2.2 orchestration: Functionality that provides the automated management and coordination of 
network resources and services. 

3.2.3 white-box: A general purpose data processing device that provides reconfigurable and customizable 
middle box functions (e.g., network address translation (NAT), cache, deep packet inspection (DPI), intrusion 
detection systems (IDS), etc.) for purposes other than packet forwarding. It can be implemented in a 
virtualized manner. 
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4 Abbreviations and acronyms 

This Supplement uses the following abbreviations and acronyms: 

ACL  Access Control List 

API  Application Programming Interface 

AS  Autonomous System 

BGP  Border Gateway Protocol 

CaaS  Communication as a Service 

CE  Control Entity 

DPI  Deep Packet Inspection 

FCAPS  Fault, Configuration, Accounting, Performance and Security 

FE  Functional Entity 

IDS  Intrusion Detection Systems 

IoT  Internet of Things 

IP  Internet Protocol 

LBS  Location-Based Service 

M2M  Machine to Machine 

MIS  Media Independent Service 

MN  Mobile Node 

MPLS  Multi-Protocol Label Switching 

NaaS  Network as a Service 

NAT  Network Address Translation 

NE  Network Entity 

NFV  Network Function Virtualization 

ONF  Open Networking Foundation 

QoS  Quality of Service 

RAN  Radio Access Network 

SDN  Software-Defined Networking 

SLA  Service Level Agreement 

VLAN  Virtual Local Area Network 

VM  Virtual Machine 

VPN  Virtual Private Network 

5 Conventions 

In this Supplement: 

The keywords "is required to" indicate a requirement which must be strictly followed and from which no 
deviation is permitted, if conformance to this Supplement is to be claimed. 

The keywords "is recommended" indicate a requirement which is recommended but which is not absolutely 
required. Thus, this requirement need not be present to claim conformance. 
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The keywords "can optionally" indicate an optional requirement which is permissible, without implying any 
sense of being recommended. This term is not intended to imply that the vendor's implementation must 
provide the option, and the feature can be optionally enabled by the network operator/service provider. 
Rather, it means the vendor may optionally provide the feature and still claim conformance with this 
Supplement. 

6 Signalling requirements and scenarios 

6.1 SDN-enabled network 

In the SDN-enabled network scenario, the centralized SDN controller creates a traffic path from one edge of 
the network to the other edge of the network using certain protocols over the southbound interface, such 
as OpenFlow [b-ONF], which programs this traffic on each node in the path, including edge, aggregation and 
core switches/routers. The first packet of the new traffic is sent to a centralized SDN controller which applies 
policy, computes the paths and uses the southbound interface to direct this traffic into each node on the 
path. 

Considering that this approach brings several problems, the following issues are recommended to be solved: 

• It creates an explosion of forwarding states on the physical switches/routers; 

• The SDN controller should communicate with each of the physical switches/routers in the path when 
a new traffic is needed to be programed; 

• This model unavoidably brings extra latency. 

6.2 SDN-enabled overlay network 

In the SDN-enabled overlay network scenario, the centralized SDN controller uses overlay tunnels to 
virtualize the network. These tunnels generally terminate in virtual switches/routers, and can also terminate 
in physical switches/routers. This scenario reduces the size of the forwarding states in the physical underlay 
nodes and may not touch the physical switches when adding a new tenant or virtual machine (VM). Most 
importantly, the SDN controller provides a seamless migration path for introducing SDN into the existing 
production networks. 

There are multiple data plane protocols which can be used to create overlay tunnels. Taking OpenFlow as an 
example, it can just be deployed at the edge of the network and does not touch the aggregation and core 
physical switches/routers. In that case, OF-Config [b-ONF] is used to create overlay tunnels and OpenFlow is 
used to program traffic into the tunnels. 

However, in this scenario, it is very difficult to provide per-tenant or per-VM quality of service (QoS), because 
every packet is encapsulated into a tunnel. Support of fine-grained queuing is recommended in order to 
isolate tenants and provide per-tenant QoS, respectively. 

6.3 SDN controller related requirements and scenarios 

6.3.1 Hybrid network 

This deployment model allows the co-existence of traditional environments of closed vendors' 
router/switches and OpenFlow-enabled devices. This hybrid approach refers to the interconnection of both 
the control and data planes of legacy and new network elements, which can be regarded as the smooth 
migration for the existing network. Figure 6-1 depicts the hybrid network model. The legacy controller 
mentioned in this figure is not limited to the server and can be extended to other device types. The route 
reflector for example, which is the most popular way to distribute border gateway patrol (BGP) routes 
between routers of the same autonomous system (AS), can be regarded as a legacy controller. It is required 
to provide the dedicated gateway-like component between the existing legacy controllers and OpenFlow 
controllers in the new control plane. 
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Figure 6-1 – Hybrid network model 

6.3.2 Interactions between different SDN domains 

With more deployments in carrier-grade networks, it is impossible for any single SDN controller to contain 
all of the operational states for the entire system. Therefore, the issue of interoperability of SDN controllers 
(also known as east-west interface) becomes critical. It is necessary to establish controller nodes peering 
either within the same administrative domain (intra-domain), or between administrative domains (inter-
domain) in a multi-vender environment. The east-west interface signalling should guarantee the 
synchronization of states among the federated controller nodes. If there is transient inconsistency, it is 
necessary to make a local decision on which control instance state to utilize. 

Considering the combined advantages of scalability, high-availability and low-cost, the requirement of 
smooth migration from the existing network should be taken into account. It is required to reduce network 
complexity, simplify operation, prevent loss of performance, and integrate SDN systems with the existing 
infrastructure and service logic in the carrier-grade network, such as BGP, multi-protocol label switching 
(MPLS) and virtual private network (VPN). Therefore, it is realistic to adopt mature protocols for the east-
west interface which have been deployed in the production network for many years. 

Based on the above analysis and requirements, the standard BGP can optionally be the east-west interface 
for the establishment of federation for SDN controllers. 

6.3.3 Orchestration function based on cloud services 

With the development of cloud services, more networking management and orchestration ability is required. 
Network as a service (NaaS), as defined in [ITU-T Y.3500], is an example of a category of cloud services in 
which the capability provided to the CSC is transport connectivity and related network functionalities. NaaS 
general requirements described in [ITU-T Y.3501] include on-demand network configuration, secure 
connectivity, QoS-guaranteed connectivity and heterogeneous networks compatibility. SDN is one of major 
supporting technologies for NaaS delivery. 

In the SDN signalling model framework, NaaS can be regarded as an SDN-enabled application and delivered 
by cloud management platform, which needs to communicate with the SDN orchestration function. It is 
required to provide the interface between the cloud management platform and the SDN orchestration 
function in order to tightly integrate the computing and networking provision. 

Taking a concrete scenario as an example, in the multi-tenant context, VM instances of the same tenant are 
always deployed on the different computing nodes and they interconnect via a specific tenant network, i.e., 
virtual local area network (VLAN). When live migration of VM occurs across different computing nodes, even 
a geographically distributed data center, it is necessary in order for the network policies attached to the 
migrated VM to be aware of the migration and to be re-deployed at the new port of the VM automatically. 

6.3.4 Orchestration function for middlebox management 

As deployment of middleboxes (e.g., cache, firewall, NAT, etc.) inside both fixed and mobile networks have 
become increasingly more widespread, it has resulted in many challenges, as well as criticism, due to poor 
interaction with higher layer control systems (i.e., orchestration and SDN controller). See Figure 6-2. 
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Figure 6-2 – Middleboxes in the fixed and mobile networks 

In order to provide service chaining, connection establishment and fault monitoring, the SDN environment is 
required to support unified middlebox management to efficiently control and interconnect between network 
switching components and the middlebox.  

It is required to: 

– Support middlebox monitoring for checking their availability, resource status, etc.;  

– Get the topology information of all the middlebox connectivity; 

– Support middlebox control for establishing middlebox services. 

6.3.5 Orchestration function for white-box management 

Network function virtualization (NFV) [b-ETSI NFV] is a similar concept in nature to SDN in that both aim to 
transform network management from the hardware layer to the software layer. In addition, NFV is a 
technology that utilizes virtualization technologies to manage network functions via software as opposed to 
having to rely on proprietary hardware to handle these functions. 

Figure 6-3 shows one possible scenario for white-box deployment in the fixed and mobile networks.  
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Figure 6-3 – White-boxes in the fixed and mobile networks 

In order to provide installation, reconfiguration and customization regarding the SDN environment, it is 
needed to support unified white-box management to efficiently control and interconnect between SDN 
components and white-boxes. 
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It is additionally recommended to provide: 

– Functionality of monitoring white-boxes for checking their availability, resource status (e.g., CPU, 
memory, storage, etc.), capacity, etc.; 

– Functional information such as service description, service type, vendor, software versions, etc.;  

– Topology and connectivity information of middle-boxes such as internet protocol (IP) address, 
network domain, port, interface, location, etc.  

6.4 Software-defined mobile network 

Software-defined mobile network (SDMN) is an approach to the design of wireless mobile networks where 
the centralized SDN controller enables a mobility management of core network, a traffic path and resource 
management of radio access networks (RANs) using southbound and northbound application programming 
interfaces (APIs). It is the future wireless mobile network integration of various RANs connected through an 
SDN controller. The SDMN presents an SDN architecture for a mobile network composed of a controller, 
access and core commodity switches, and middleboxes supporting fine-grained policies. All protocol-specific 
features are implemented in software, maximizing the use of generic and commodity hardware and software 
in both the core network and RAN. OpenFlow-like protocol could be used to control various wireless networks 
by supporting the requirements of long term evolution (LTE) and WiFi radio access technologies with specific 
southbound and northbound APIs.  

In SDMNs, the logically centralized controller facilitates the implementation of cooperative techniques for 
mobility management in the core networks. The centralized controller will concentrate the network 
intelligence for reducing operational cost and providing automation. Moreover, network functions such as 
mobility, load balancing and firewalls will be deployed as software applications. 

The logically centralized controller also enables radio resource allocation decisions to be made with global 
visibility across many base stations, which is far more optimal than the distributed radio resource 
management (RRM) and seamless handover in use today. By centralizing network intelligence, RRM decisions 
can be adjusted based on the dynamic power and subcarrier allocation profile of each base station to support 
seamless handover.  

The network controller and the southbound and northbound protocols to be used in SDMN should be 
carefully designed and extended, and new network applications should be identified and implemented. 

7 Signalling model 

The signalling model presented in Figure 7-1 is aligned with the high-level architecture of SDN specified in 
[ITU-T Y.3300]. 
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Figure 7-1 – The signalling model of SDN framework 

Figure 7-1 depicts the basic signalling model of SDN framework which consists of three horizontal planes and 
one vertical plane. These are the: Application plane, control plane, transport plane and management plane. 

In the application plane, the application entities, i.e., SDN-enabled applications, communicate their network 
needs/policies/requirements/hints to the orchestration entities in the control plane. 

The orchestration entities in the control plane provide network service open API and service control, e.g., 
service provision, service composition/encapsulation/exposure and negotiation between different SDN 
control entities. These also provide middlebox management functions such as checking their availability, 
monitoring resource status and providing connection information (e.g., IP address, port, etc.). 

The SDN control entities (CE) in the control plane perform logically centralized control of network entities 
(NEs), translating the intention communicated with orchestration entities to detailed instructions that are 
sent to the underlying, low-level SDN data paths, and offering an abstraction of the SDN data paths to provide 
a logical view of the network. There will also be interactions between SDN control entities if they are in 
different administrative domains. 

In the transport plane, the NEs perform forwarding and processing capabilities. 

The management plane provides functionalities for traditional fault management, configuration 
management, accounting management, performance management and security management (FCAPS), as 
described in [ITU-T M.3400]. The management plane interacts with all the horizontal planes. 

8 Description of interfaces in the signalling model 

8.1 Sa 

The Sa interface permits application entities, e.g., SDN-aware network services, applications, or other users 
of SDN to interact with the orchestration entities. HTTP (such as RESTful web API) or other protocols may run 
over this interface. Applications' explicit requirements and network state, stats and events can be exchanged 
between application entities and orchestration entities via this interface. 

8.2 Sn 

The Sn interface permits interactions between orchestration entities and SDN control entities, providing the 
generation of detailed or abstracted views of the networks to permit the orchestration entities to configure/ 
manage/control the SDN CEs by interacting with the view. This interface translates the applications' 
requirements and enforces behaviours of orchestration entities. The functions of this interface include: 



Signalling aspects 3 
 

   1355 

• Topology discovery: 

 The Sn interface exchanges an abstracted view of the network topology and the application-control 
commands. It is related to the network topology and status discovery of the control domains for the 
abstract view of the network resources (e.g., abstract topology, network state, utilization) and its 
corresponding signalling requirements. 

• Service provisioning:  

 The orchestration entities coordinate multiple SDN controller entities to enable these services. The 
services may be provided automatically or manually. 

• Resilience and reliability: 

 The Sn interface shall provide reliable transfer of signalling messages related to functionalities for 
supporting fault monitoring and resilience management across multiple domains. 

8.3 Sew 

The Sew interface permits the SDN CEs to interact, either within the same administrative domain (intra-
domain), or between administrative domains (inter-domain). It is recommended that it support the following: 

• Cloud mode, as well as network and communications services, e.g., NaaS and communication as a 
service (CaaS) as defined in [ITU-T Y.3500]. The services may be provided automatically or manually. 
SDN CEs should support service establishment, release, query and restoration over the Sew 
interface; 

• Path computation element (PCE), in order to design paths that meet bandwidth, latency and other 
QoS requirements of services, and to make special computational components and cooperation 
between the different SDN domain controllers over the Sew interface. The computation of optimal 
inter-domain paths may be achieved using the services of one or more PCEs;  

• Scalability refers to the ability of the SDN CEs to support ever-increasing requests and support for 
different services with an existing SDN infrastructure;  

• Resilience and reliability refers to the ability of the CEs to continue operations under failure 
conditions and the ability of the CEs to recover their operation due to failure conditions. 

The intra-domain Sew interface is typically a single-vendor interface contained within a single-carrier 
network. Since it is single-vendor, this interface may contain proprietary elements specific to that vendor. 

The Sew interface is an inter-domain interface between controllers within the SDN networks that cross 
domain boundaries. Domain boundaries are defined by the carriers and can include administrative 
boundaries within a carrier's network, boundaries between different vendors within a carrier's network or 
boundaries between carriers. The information exchanged across the inter-domain Sew interface is usually 
more restricted than that exchanged across the intra-domain Sew interface. The intra-domain Sew interface 
may have proprietary elements, whereas the inter-domain Sew interface is standardized to allow for multi-
vendor interoperability. 

8.4 Ss 

The Ss interface permits the interaction between the network entities and the SDN control entities. The 
OpenFlow protocol and the OF-Config protocol may run over this interface. This interface drives the low-level 
control of underlying network devices. 

8.5 Sma 

The Sma interface permits the interaction between the management plane and application entities. Via this 
interface, the performance of the applications can be monitored and the service level agreement (SLA) can 
be assured. The management plane also performs the initial configuration via this interface. 
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8.6 Smo 

The Smo interface permits the interaction between the management plane and the orchestration entities. 
Via this interface, the policy configuration and the software updates of orchestration entities can be 
provided. 

8.7 Smc 

The Smc interface permits the interaction between the management plane and SDN control entities. Via this 
interface, the policy configuration and software update of control entities can be provided. In addition, the 
network status can also be collected for continuous policy adaptation over this interface. 

8.8 Smn 

The Smn interface permits the interaction between the management plane and the network entities. Via this 
interface, the initial device setup/configuration and software update of network entities can be provided. 
The network performance monitoring, fault isolation and energy-efficient operation can also be 
implemented over this interface. 

9 Signalling protocol procedures 

9.1 Procedure for VM live migration 

As described in clause 6.3.3, VM live migration across different computing nodes, even a geographically 
distributed data centre, requires network policies (such as access control list (ACL), QoS, etc.) attached to the 
migrated VM to be aware of the migration action and be re-deployed at the new port of the VM 
automatically. In this context, the management plane acts as a cloud computing management platform, 
which is responsible for the configuration, control, deployment and management of computing and storage 
resources, and interacts with orchestration entities to exchange the VM migration notice. The orchestration 
entities take the VM migration role of awareness and trigger the updated network policies on SDN entities. 
The detailed information flows are illustrated in Figure 9-1, as follows: 
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Figure 9-1 – VM live migration procedures 



Signalling aspects 3 
 

   1357 

1. Application entities ask for VM creation and corresponding network policies from the management 
plane and orchestration entities, via Sma and Sa interfaces, respectively, according to the tenant's 
demands; 

2. Management plane, acting as a cloud computing management platform, sends the command to the 
specific computing node and reports the VM creation to the orchestration entities via the Smo 
interface; 

NOTE – The execution of commands received from the management plane on computing nodes, such as VM creation, 
VM migration, etc., is out of the scope of this Supplement. 

3. Orchestration entities bind the VM and its network policies, note this mapping and register this VM 
MAC on SDN control entities and monitor its status changes; 

4. SDN control entities detect the specific VM in its controlled network and report to the orchestration 
entities; 

5. Orchestration entities check the VM and network policies mapping and distribute the bound 
network policies of the specific VM to SDN control entities; 

6. SDN control entities install the network policies at the corresponding port of the specific VM; 

7. Application entities ask for the VM migration; 

8. The management plane sends the command to the original and target computing nodes, 
respectively; 

9. SDN control entities detect the migration of the specific VM in its controlled network and report to 
the orchestration entities; 

10. Orchestration entities check the VM and network policies mapping and distribute the bound 
network policies of the specific VM to SDN control entities; 

11. SDN control entities re-install the network policies at the corresponding port of the specific VM and 
remove the ones at the original port. 
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Appendix I 
 

Scenarios and corresponding requirements of Ss for seamless handover 

Recently, about 90% of a company's traffic comes from native mobile applications. We have accomplished 
disruptive advances in mobile networks in terms of the number of mobile devices and services offered. 
Moreover, the increase in the number of mobile devices will be exponential with the explosion of the Internet 
of Things (IoT), including wearable computers and machine to machine (M2M) communications. 

Open networking foundation (ONF) listed the challenges and benefits of SDN for mobile and wireless 
networks [b-ONF]. Software-defined mobile network (SDMN) is an approach to the design of wireless mobile 
networks where the centralized SDN controller enables a traffic path and resource management of mobile 
access networks using southbound and northbound APIs. The mobile access networks utilize radio access 
technologies that are no longer homogeneous or static. 

In SDMNs, most of the mobile applications are based on radio-specific interaction functions. The interaction 
deals with L1/L2 functions, specifically the interaction among heterogeneous RAN technologies. This 
interaction also introduces new challenges in radio resource allocation or seamless handover. The SDN 
paradigm is used to control RANs since the centralized controller can simplify radio resource managements 
and lower mobility management costs. 

In SDMNs, the centralized controller will concentrate the network intelligence for reducing operational cost 
and providing seamless mobility. The logically centralized controller facilitates the lower-level control of 
underlying network entities (NE). The Ss interface permits the interaction between the NEs and the SDN CEs. 
The OpenFlow protocol and the OF-config protocol may run over this interface. The interactions to support 
mobility management, seamless handover, radio resource allocation, load balancing and firewalls will be 
deployed as software applications. 

Regarding the interaction to support mobile applications, this Supplement should present specific signalling 
scenarios on top of the network controller. The scenarios are related with radio resource allocation and 
seamless handover. 

I.1 IEEE 802.21 media independent service (MIS) 

The SDMN can be characterized by a clear separation of the control and data planes. The SDMN is the 
simplest solution for future wireless mobile networks integration where various RANs connected through 
gateways conserve their independence. It is possible to expect that the logically centralized controller 
enables the mobile node (MN) to monitor links, allocate resources and enable mobility management for MNs.  

The signalling framework of IEEE 802.21-2008 standard [b-IEEE 802.21] can be a common platform to support 
mobility management in heterogeneous networks. The signalling framework supports seamless handover in 
heterogeneous RANs by the using Ss interface. Some primitives and messages help the MN to monitor link 
status (e.g., signal strength and data rate), and some primitives and messages help the MN to control its link 
layers (physical layer and data link layer) for a seamless handover in heterogeneous RANs.  

Some primitives and messages can be used to transfer network configuration information for handover and 
mobility management via a clearly separated control plane in SDMNs, and thus they can be used to provide 
seamless network configuration for resource allocations while MN moving across RANs. Thus, the signalling 
framework using the Ss interface is appropriate for radio resource allocation and mobility management in 
SDMNs that use various heterogeneous RANs by a clear separation of the control and data plane. 

In SDMN, the signalling framework enables the support of mobility management protocols, the interfaces 
and the services to provide good handover performance without any modification. 
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I.2 Signalling protocol procedures 

In this clause, attention is given to the signalling flow to support seamless handover in heterogeneous radio 
access technologies. In order to illustrate the signalling flow, we introduce the high-level requirements 
required to support seamless handover. 

Handover refers to the ability of transferring an ongoing call or data session from one NE to another NE, 
without any interruption, to the ongoing services. The handover procedure for radio resource allocation 
comprises four stages, as shown in Figure I.1. 

In the first stage, handover initiation starts from the link corruption detection until the request for initiating 
a new link. 

In the second stage, handover preparation consists of all steps of link measurements, collection of 
information about neighbouring networks, and exchange of information about QoS offered by these 
networks. 

In the third stage, the handover decision is the procedure to decide whether the connection is to be switched 
to a new network based on parameters collected in the handover initiation phase. Radio resource allocation 
is decided by the NE or SDN CE, based on the radio link status or the radio resource allocation of neighbouring 
RANs. 

In the last stage, radio resources (e.g., frequency, time, interface mode and power) are configured by the NE 
or SDN CE. MN prepares to connect to the RAN with the newly allocated radio resources as an action of 
handover execution. After that, the NE reports its allocated radio resources to the SDN CE and neighbouring 
NE. 

 

Figure I.1 – Seamless handover in SDMNs procedures 
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Appendix II 
 

Development methodology of this Supplement 

Considering the standardization methodology and conventional study sequence, the signalling model 
including the FEs and their mutual interfaces should be based on functional requirements which are derived 
from the corresponding use cases or scenarios. Therefore, it is required to develop this Supplement with the 
following steps: 

Step 1: Signalling scenarios and their derived functional requirements (clause 6); 

Step 2: Signalling models with FEs and their mutual interaction, which are based on the functional 
requirements derived in Step 1 (clauses 7 and 8);  

Step 3: Signalling protocol procedures for typical signalling scenarios (clause 9). 

As a new paradigm, SDN mainly focuses on separation of control and forwarding. It consists of a series of 
existing and emerging technologies and can be utilized in many different scenarios, such as cloud computing, 
data centres, operators' IP carrier network, broadband access network, wireless network, network security, 
etc. Each SDN-applied scenario has its dedicated solution and different functional requirements. Therefore, 
the FEs and their reference points in a SDN high-level framework have dedicated descriptions and 
requirements in different scenarios, respectively. 
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Summary 

Recommendation ITU-T Q.3315 describes the signalling requirements, based on the service platform 
broadband network gateway (BNG) architecture, needed to achieve outstanding benefits like easy 
deployment of network services, fine grained network services, etc. This Recommendation covers the 
following three aspects for the signalling requirements: 

1) network services combination/orchestration, i.e., the packet routes between network services 

2) service configuration on the BNG 

3) BNG resources, status and event notification to the service platform. 

Keywords 

BNG, service chaining. 
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Introduction 

Network services offered by carriers are far from adequate for the ever-changing requirements of Internet 
applications. As the key position to offer broadband network services, the broadband network gateway 
(BNG) should be able to support flexible service combination, new services introduction and provisioning. 
Carriers can then greatly improve their network service capability, bandwidth utilization and end user 
experience. Thus, the BNG will achieve the following outstanding benefits: 

• easy deployment of network services, easing the strain of network updates; 

• fine-grained network service handling and bandwidth utilization; 

• greatly improved end user experience, based on the network services oriented to newly emerging 
network application techniques. 

The service platform-BNG architecture is suitable for the feature requirements. The service platform is in 
charge of the BNG. Network services deploy on the service platform. The BNG acts according to the service 
platform's control information. The following three aspects are required for the features: 

1) network services combination/orchestration, i.e., the packet routes between network services; 

2) service configuration to the BNG; 

3) BNG resources, status and event notification to the service platform. 
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1 Scope 

This Recommendation describes the signalling requirements for the flexible network service combination on 
broadband network gateway (BNG). The signalling supports the service routing, service combination, service 
deployment and service provision on the BNG. This Recommendation focuses on the signalling between the 
service platform and BNG. Signalling above the service platform is out of scope of this Recommendation. 

2 References 

The following ITU-T Recommendations and other references contain provisions which, through reference in 
this text, constitute provisions of this Recommendation. At the time of publication, the editions indicated 
were valid. All Recommendations and other references are subject to revision; users of this Recommendation 
are therefore encouraged to investigate the possibility of applying the most recent edition of the 
Recommendations and other references listed below. A list of the currently valid ITU-T Recommendations is 
regularly published. The reference to a document within this Recommendation does not give it, as a stand-
alone document, the status of a Recommendation. 

[ITU-T Y.3300]  Recommendation ITU-T Y.3300 (2014), Framework of software-defined networking. 

3 Definitions 

3.1 Terms defined elsewhere 

This Recommendation uses the following terms defined elsewhere: 

3.1.1 software-defined networking (SDN) [ITU-T Y.3300]: A set of techniques that enables users to 
directly program, orchestrate, control, and manage network resources, which facilitates the design, delivery 
and operation of network services in a dynamic and scalable manner. 

3.2 Terms defined in this Recommendation 

This Recommendation defines the following terms: 

3.2.1 broadband network gateway (BNG): The access point to the provider's IP network for wireline 
broadband services. 

3.2.2 chrysanthemum service route path: A route path in which every packet is transferred back to the 
original node from where it came when the network service handling is done. 

3.2.3 hybrid service route path: A route path in which each packet is transferred either directly to the 
next network service for handling, or to the original node when the network service handling is done. 

3.2.4 lily service route path: A route path in which each packet is transferred directly to the next node 
where network service is deployed for handling and it does not need to be transferred back to the original 
node. 

3.2.5 service chaining: A technique of linking together simpler service-enabling elements in an intended 
order to create more complex services. The method of chaining may be composition, combination, etc.4. 

4 Abbreviations and acronyms 

This Recommendation uses the following abbreviations and acronyms: 

AAA Authentication, Authorization and Accounting 

A-RS-RSP  Automatic Resource Status Response 

API Application Programming Interface 

BNG Broadband Network Gateway 
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C-REQ  Configuration Request 

C-RSP  Configuration Response 

CHS-REQ  Chain Service Request 

CHS-RSP  Chain Service Response 

COA Change of Authorization 

CS-REQ  Create Service Request 

CS-RSP  Create Service Response 

DS-REQ  Delete Service Request 

DS-RSP  Delete Service Response 

MAC Media Access Control 

NMS Network Management System 

QoS Quality of Service 

RADIUS Remote Authentication Dial In User Service 

RS-REQ  Resource Status Request 

RS-RSP  Resource Status Response 

SDK Software Development Kit 

SDN Software-Defined Networking 

SNMP Simple Network Management Protocol 

TLV Type Length Value 

UCHS-REQ  Unchain Service Request 

UCHS-RSP Unchain Service Response 

US-REQ  Update Service Request 

US-RSP  Update Service Response 

VPN Virtual Private Network 

5 Conventions 

In this Recommendation: 

The keywords "is required to" indicate a requirement which must be strictly followed and from which no 
deviation is permitted, if conformance to this Recommendation is to be claimed. 

The keywords "is recommended" indicate a requirement which is recommended but which is not absolutely 
required. Thus, this requirement need not be present to claim conformance. 

The keywords "can optionally" indicate an optional requirement which is permissible, without implying any 
sense of being recommended. This term is not intended to imply that the vendor's implementation must 
provide the option, and the feature can be optionally enabled by the network operator/service provider. 
Rather, it means the vendor may optionally provide the feature and still claim conformance with this 
Recommendation. 

6 Architecture for the BNG with flexible network service combination 

The BNG is divided into three layers, as depicted in Figure 1. The BNG is responsible for packet forwarding 
and policy enforcing, and keeps only the stable functions, such as routing process. The service platform acts 
as an intermediate layer between the network services and the BNG. The service platform provides 
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application programming interfaces (APIs) for the network services deployed on it and delivers network 
service controls to the BNG. The frequently changing network services are decoupled from the BNG to the 
external service platform, and the frequently changing network services may be the ones that are related 
with service properties. Network service can be easily deployed on the service platform with the APIs 
provided by the service platform. 

 

Figure 1 – Architecture for BNG with flexible network service combination 

Network services control the BNG through the service platform and the BNG acts based on the 
action/commands from the network services. Packets will be processed in the intended sequence by the 
network services deployed on the service platform. 

With this independent feature of the network services, the network services can be easily developed and 
deployed on the service platform. Moreover, the network services can be combined and chained flexibly to 
meet the service handlings on demand. 

Signalling between the service platform and network services is not included in this Recommendation. 
Signalling between the service platform and the BNG is stressed in clause 7 and a concrete scenario of service 
and user awareness is illustrated in Annex D. 

7 Signalling requirements of the BNG 

7.1 Service route path, service combination and orchestration 

The service platform should install the service route path to the BNG. Then packet(s) can be processed by the 
network services in the intended sequence. With the intended route path, service combination and 
orchestration on the BNG will be achieved. 

The detailed scenarios and requirements are stated in Annex A. 

7.1.1 Message types 

As illustrated in Annex A, the service platform provides APIs/software development kits (SDKs). The services 
or the orchestration layer uses the APIs/SDKs for service chaining, service combination and orchestration. 
For the service management, the message types in Figure 2 should be followed. 

As depicted in Figure 2, all the message interactions between the services platform and BNG are in request 
and response mode. The request messages may be for service creation, service deletion, service chaining, 
service unchaining and service updating. The response message contains the handling result of the 
corresponding requests and parameters to be returned to the service platform. 
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Figure 2 – Service management message types 

Detailed descriptions of the message pairs are as follows: 

1) Create service: used for setting up a service instance for a dedicated user flow. The functionalities 
of the service instance are specified by the parameters enclosed in the message. The response 
message for the create service shows the handling results, either success or failure. If it is successful, 
a service instance ID will be enclosed. The service instance ID can be used to fast index the service 
instance. 

2) Delete service: used for deleting the service instance created by the create service message. The 
service instance can only be deleted when there is no flow steering into this service instance. The 
response message for the delete service message shows the handling result. 

3) Chain service: used for steering the flow traffic across the service instances or the service nodes. 
Each service node can run multiple service instances with each one having its own service instance 
ID. 

4) Unchain service: used for stopping the steering of flow traffic to the specified service. 

5) Update service: used for updating the configurations of a specified service. 

No transport protocol for the signalling messages is specified here. No message content format is specified 
here either. 

The signalling messages may be XML-based messages over (or carried by) TCP, UDP, SCTP, TLS, etc. All of the 
messages are in the message header and message body format. 

The message header and message body format are described in Figure 3 as follows: 

 

Figure 3 – Message composition 

The message header field specifies the message types. The message body field contains the message 
contents. 

The message header field should contain the following information: 

1) Message type: uniquely specifies the type of the message; 

2) Message length: specifies the length of the message body, which comes right after the message 
header; 
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3) Message transaction ID: generated by the sender of the message. If there is a response/reply 
message for the request message, the transaction IDs of the request and response/reply messages 
should be the same. 

7.1.2 Message format 

7.1.2.1 Create service request message and response message 

The create service request (CS-REQ) message, indicated by the message type in the message header field, is 
sent by the services/service orchestrator to create a service instance. 

Message format: 

< CS-REQ-Message > ::= < Message header > 
      { Service-Platform-Id } 
      { BNG-Id } 
      { User-Id } 
    *{ Flow-Description } 
      { Service-Id} 
      { Service-Location } 
    *{ Service-Attribute } 

Meanings and explanations: 

1) Service-Platform-Id uniquely specifies the service platform; 

2) BNG-Id uniquely specifies the BNG element; 

3) User-Id uniquely identifies the user/application that created the service; 

4) Flow-Description distinguishes the flows to be handled. This contains several fields from 
network flows. The flow description may be fields in the packet headers, and in some cases, the L4-
7 information may be needed. There may be multiple flow descriptions items; 

5) Service-Id uniquely identifies the service node, which provides the specified services; 

6) Service-Location defines the location of the service node, so that the service platform can 
locate the service node; 

7) Service-Attribute is used for the service attributes associated with the service node or the 
service instance. There may be multiple service attribute items. 

The response message to the CS-REQ message is defined as the create service response (CS-RSP) message. 

The CS-RSP message, indicated by the message type in the message header field, is sent by the BNG to the 
service platform in response to the CS-REQ message. 

Message format: 

< CS-RSP-Message > ::= < Message Header > 
      { Service-Platform-Id } 
      { BNG-Id } 
      { Result } 
    *{ Service-Instance-Id } 

Meanings and explanations: 

1) Service-Platform-Id uniquely specifies the service platform; 

2) BNG-Id uniquely specifies the BNG element; 

3) Result shows the handling results of creating service instance; 

4) Service-Instance-Id uniquely identifies the service instance created. 

7.1.2.2 Delete service request message and response message 

The delete service request (DS-REQ) message, indicated by the message type in the message header field, is 
sent by the services/service orchestrator to delete a service instance. 
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Message format: 

< DS-REQ-Message > ::= < Message Header > 
     { Service-Platform-Id } 
     { BNG-Id } 
     { Service-Instance-Id } 

Meanings and explanations: 

1) Service-Platform-Id uniquely specifies the service platform; 

2) BNG-Id uniquely specifies the BNG element; 

3) Service-Instance-Id uniquely identifies the service instance to be deleted. The service instance 
is created by the CS-REQ message. 

The response message to the DS-REQ message is defined as the delete service response (DS-RSP) message. 

The DS-RSP message, indicated by the message type in the message header field, is sent by the BNG to the 
service platform in response to the DS-REQ message. This message shows the handling results of the DS-REQ 
message. 

Message Format: 

< DS-RSP-Message > ::= < Message Header > 
     { Service-Platform-Id } 
     { BNG-Id } 
     { Result } 

Meanings and explanations: 

1) Service-Platform-Id uniquely specifies the service platform; 

2) BNG-Id uniquely specifies the BNG element; 

3) Result shows the handling result of deleting the service instance. 

7.1.2.3 Chain service request message and response message 

The chain service request (CHS-REQ) message, indicated by the message type in the message header field, is 
sent by the services/service orchestrator to chain up services, i.e., to steer flow traffic to the specified service 
handlers. 

The CHS-REQ message may program the BNG to steer the traffic going out of its egress port to the ingress 
port of the service node. The service instance sends the flow through the egress port of the service node 
after the service instance handlings. 

Message format: 

< CHS-REQ-Message > ::= < Message Header > 
      { Service-Platform-Id } 
      { BNG-Id } 
      { User-Id } 
    *{ Flow-Description } 
      { Service-Id } 
      { Service-Location } 
      { Service-Instance-Id } 

Meanings and explanations: 

1) Service-Platform-Id uniquely specifies the service platform; 

2) BNG-Id uniquely specifies the BNG element; 

3) User-Id uniquely identifies the user/application that created the service; 

4) Flow-Description distinguishes the flows to be handled. This contains several fields from 
network flows. The flow description may be fields in the packet headers, and in some cases, the L4-
7 information may be needed. There may be multiple flow descriptions fields; 
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5) Service-Id uniquely identifies the service node that provides the specified services; 

6) Service-Location defines the location of the service node, so that the service platform can 
locate the service node; 

7) Service-Instance-Id is optional. If the service instance ID is not provided, it means that only 
one service instance is running in the service node. 

The response message to the CHS-REQ message is defined as the chain service response (CHS-RSP) message. 

The CHS-RSP message, indicated by the message type in the message header field, is sent by the BNG to the 
service platform in response to the CHS-REQ message. 

Message Format: 

< CHS-RSP-Message > ::= < Message Header > 
     { Service-Platform-Id } 
     { BNG-Id } 
     { Result } 

Meanings and explanations: 

1) Service-Platform-Id uniquely specifies the service platform; 

2) BNG-Id uniquely specifies the BNG element; 

3) Result shows the handling result of chaining up services. 

7.1.2.4 Unchain service request message and response message 

The unchain service request (UCHS-REQ) message, indicated by the message type in the message header 
field, is sent by the services/service orchestrator to unchain the service chains set up by CHS-REQ message, 
i.e., stopping steering flow traffic to the specified service handlers. 

Message format: 

< UCHS-REQ-Message > ::= < Message Header > 
      { Service-Platform-Id } 
      { BNG-Id } 
      { User-Id } 
    *{ Flow-Description } 
      { Service-Id } 
      { Service-Location } 
      { Service-Instance-Id} 

Meanings and explanations: 

1) Service-Platform-Id uniquely specifies the service platform; 

2) BNG-Id uniquely specifies the BNG element; 

3) User-Id uniquely identifies the user/application that created this service; 

4) Flow-Description distinguishes the flows to be handled. This contains several fields from 
network flows. The flow description may be fields in the packet headers, and in some cases, the L4-7 
information may be needed. There may be multiple flow descriptions fields; 

5) Service-Id uniquely identifies the service node that provides the specified services; 

6) Service-Location defines the location of the service node, so that the service platform can 
locate the service node; 

7) Service-Instance-Id is optional. If the service instance ID is not provided, it means only one 
service instance is running in the service node. 

The response message to the UCHS-REQ message is defined as the unchain service response (UCHS-RSP) 
message. 

The UCHS-RSP message, indicated by the message type in the message header field, is sent by the BNG to 
the service platform in response to the UCHS-REQ message. 
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Message format: 

< UCHS-RSP-Message > ::= < Message Header > 
     { Service-Platform-Id } 
     { BNG-Id } 
     { Result } 

Meanings and explanations: 

1) Service-Platform-Id uniquely specifies the service platform; 

2) BNG-Id uniquely specifies the BNG element; 

3) Result shows the handling result of unchaining services. 

7.1.2.5 Update service request message and response message 

The update service request (US-REQ) message, indicated by the message type in the message header field, is 
sent by the services/service orchestrator to update the attributes of the service nodes or service instances. 

Message format: 

< US-REQ-Message > ::= < Message Header > 
      { Service-Platform-Id } 
      { BNG-Id } 
      { Service-Id } 
      { Service-Location } 
      { Service-Instance-Id } 
    *{ Service-Attribute } 

Meanings and explanations: 

1) Service-Platform-Id uniquely specifies the service platform; 

2) BNG-Id uniquely specifies the BNG element; 

3) Service-Id uniquely identifies the service node, which provides the specified services; 

4) Service-Location defines the location of the service node, so that the service platform can 
locate the service node; 

5) Service-Instance-Id is optional. If the service instance ID is not provided, it means only one 
service instance is running in the service node; 

6) Service-Attribute is used for the service attributes associated with the service node or the 
service instance. There may be multiple service attribute items. 

The response message to the US-REQ message is defined as the update service response (US-RSP) message. 

The US-RSP message, indicated by the message type in the message header field, is sent by the BNG to the 
service platform in response to the US-REQ message. 

Message format: 

< US-RSP-Message > ::= < Message Header > 
     { Service-Platform-Id } 
     { BNG-Id } 
     { Result } 

Meanings and explanations: 

1) Service-Platform-Id uniquely specifies the service platform; 

2) BNG-Id uniquely specifies the BNG element; 

3) Result shows the handling result of updating service attributes. 
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7.2 Service configuration on the BNG 

7.2.1 Message types 

The service platform needs to configure the BNG. This is a basic requirement of the services, as well as the 
openness of the BNG functionalities and capabilities. The detailed scenarios and requirements are stated in 
Annex B. 

The message types for the service configuration on the BNG are depicted in Figure 4. 

 

Figure 4 – Service configuration message types on BNG 

As illustrated in Figure 4, services on the service platform may have multiple configurations on the BNG. The 
configuration message follows the request and response pairs, and the response message is optional. 

For the two messages: 

1) Configuration request: this message is used for conveying the service’s configurations; 

2) Configuration response: this message is used by the BNG for confirming the service's configurations. 
This message is optional. The services can configure the BNG to set its option. 

The service configurations on the BNG are executed in the configuration request/response mode, and the 
response is optional. For the message mode, two message types are defined. The services use the 
configuration request (C-REQ) message to send the configurations to the BNG. The BNG sends the 
configuration response (C-RSP) message to notify the services whether the configuration(s) have/has been 
handled correctly or not. 

The message composition of C-REQ and C-RSP is the same as clause 7.1.1, which is illustrated in Figure 3. 

7.2.2 Message format 

7.2.2.1 Network service configuration message 

The network service configuration message is defined as the C-REQ message. 

For either the static configurations or the runtime configurations, in the view of the message composition, 
there is no difference. 

All of the service configurations from the service platform to the BNG follow the format of the C-REQ 
message. 

The C-REQ message, indicated by the message type in the message header field, is sent by the services 
deployed on the service platform to configure the BNG. 

Message format: 

< C-REQ-Message > ::= < Message Header > 
       { Service-Platform-Id } 
       { BNG-Id } 
    *{ Configuration-Type-Id } 
    *{ Configuration-Value } 
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Meanings and explanations: 

1) Service-Platform-Id uniquely specifies the service platform; 

2) BNG-Id uniquely specifies the BNG element; 

3) Configuration-Type-Id uniquely specifies the type of each configuration within this C-REQ 
message; 

4) Configuration-Value is a length variable field. This field contains the parameters for the 
configuration specified by the Configuration-Type-Id. If multiple configuration parameters are 
needed, the configuration value field is organized as type length values (TLVs). The TLVs are highly 
configuration type and content dependent. 

7.2.2.2 Configuration response message 

The configuration response message is defined as the C-RSP message. 

The configuration message follows the C-REQ/C-RSP message mode, and the C-RSP message is optional. 

By default, the BNG sends the C-RSP message to the service platform. The service platform can use the C-
REQ message to set the BNG to send the C-RSP messages or not. 

The C-RSP message, indicated by the message type in the message header field, is sent by the BNG to the 
service platform to indicate whether this configuration is enforced to the BNG correctly or not. 

Message format: 

< C-RSP-Message > ::= < Message Header > 
      { Service-Platform-Id } 
      { BNG-Id } 
    *{ Configuration-Type-Id } 
    *{ Configuration-Result } 

Meanings and explanations: 

1) Service-Platform-Id uniquely specifies the service platform; 

2) BNG-Id uniquely specifies the BNG element; 

3) Configuration-Type-Id uniquely specifies the type of each configuration within this C-REQ 
message; 

4) Configuration-Result is used to indicate the configuration result for the C-REQ message, which 
is specified by the other parameters in this message. 

7.3 BNG resources, event and status notification to the service platform 

The resources, events, status, network service status, etc. may need to be reported to the service platform. 

Scenarios and requirements of BNG event and status notification to the service platform have been stressed 
in Annex C. As stated in Annex C, the three main types of events or statuses, such as resource notifications, 
failure or faults notifications, and statistics notifications should be reported to the service platform. 

7.3.1 Message types 

The network application or the service platform may need to know the resources in the BNG element. The 
enquiry of the BNG's resources is processed in the request and response mode. The service platform sends 
the resource status request (RS-REQ) message to the BNG and the BNG responds with the resource status 
response (RS-RSP) message. 

In some cases, resource notifications or resource changes should be sent to the service platform 
automatically by the BNG. The RS-REQ message is used to indicate the resources to be automatically notified 
to the service platform. The BNG sends the automatic resource status response (A-RS-RSP) message to the 
service platform for the automatic resource notifications. 

The three messages are illustrated in Figure 5. 
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Figure 5 – Messages types for the BNG resource, events and status notifications 

The message composition of RS-REQ, RS-RSP and A-RS-RSP is the same as clause 7.1.1, which is illustrated in 
Figure 3. 

7.3.2 Message format 

7.3.2.1 Resource status request message 

The resource status request message is defined as the RS-REQ message. 

The RS-REQ message, indicated by the message type in the message header field, is sent by the service 
platform to the BNG in order to get the resource status of the BNG. 

Message format: 

<RS-REQ-Message> ::= < Message Header > 
      { Service-Platform-Id } 
      { BNG-Id } 
    *{ Resource-Type-Id } 
    *[ Resource-Parameter-Id ] 
     *[ Auto-Resource-Type-Id ] 
    *[ Auto-Resource-Parameter-Id ] 

Meanings and explanations: 

1) Service-Platform-Id uniquely specifies the service platform; 

2) BNG-Id uniquely specifies the BNG element; 

3) Resource-Type-Id uniquely specifies the type of resources enquired by the service platform; 

4) Resource-Parameter-Id is optional. Some of the resources may need this ID to specify the 
intended resources. One possible example would be the port number (or ID) of the designated port; 

5) Auto-Resource-Type-Id uniquely specifies the type of resources reported to the service 
platform by BNG. Auto means the BNG will automatically report the specified resources to the 
service platform in case of changes; 

6) Auto-Resource-Parameter-Id is optional. Some of the resources may need this ID to specify 
the intended resources. One possible example would be the port number (or ID) of the designated 
port. Auto means the BNG will automatically report the specified resources to the service platform 
in case of changes. 

7.3.2.2 Resource status response message 

The resource status response message is defined as the RS-RSP message. 

The RS-RSP message, indicated by the message type in the message header field, is sent by the BNG to the 
service platform in response to the RS-REQ message. 
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Message format: 

<RS-RSP-Message> ::= < Message Header > 
      { Service-Platform-Id } 
      { BNG-Id } 
    *{ Resource-Type-Id } 
    *[ Resource-Parameter-Id ] 
    *{ Resource-Status-Value } 

Meanings and explanations: 

1) Service-Platform-Id uniquely specifies the service platform; 

2) BNG-Id uniquely specifies the BNG element; 

3) Resource-Type-Id uniquely specifies the type of resources enquired by the service platform; 

4) Resource-Parameter-Id is optional. Some of the resources may need this ID to specify the 
intended resources. One possible example would be the port number (or ID) of the designated port; 

5) Resource-Status-Value is used for describing the status of the resources specified by Resource-
Type-Id. 

7.3.2.3 Automatic resource status response message 

The automatic resource status response message is defined as the A-RS-RSP message. 

The A-RS-RSP message, indicated by the message type in the message header field, is automatically sent by 
the BNG to the service platform in order to notify resource notifications or resource changes. 

Message format: 

< A-RS-RSP-Message> ::= < Message Header > 
      { Service-Platform-Id } 
      { BNG-Id } 
    *{ Resource-Type-Id } 
    *[ Resource-Parameter-Id ] 
    *{ Resource-Status-Value } 

Meanings and explanations: 

1) Service-Platform-Id uniquely specifies the service platform; 

2) BNG-Id uniquely specifies the BNG element; 

3) Resource-Type-Id uniquely specifies the type of resources enquired by the service platform; 

4) Resource-Parameter-Id is optional. Some of the resources may need this ID to specify the 
intended resources. One possible example would be the port number (or ID) of the designated port; 

5) Resource-Status-Value is used for describing the status of the resources specified by Resource-
Type-Id. 
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Annex A 
 

Scenarios related to flexible network service combination on BNG 

(This annex forms an integral part of this Recommendation) 

A.1 Scenarios of the service route path 

Network services are deployed on the service platform. A packet goes through the BNG and network service 
in the intended order for service handling. The intended order of the service handling is called the service 
route path. The service route path is mainly determined by the following key elements: 

1) the relationship among the network services; 

2) the interactions between the network service and BNG. 

 

 

Figure A.1 – Example of packet processing by network services 

As depicted in Figure A.1, the packets are processed by the network services one by one. The way the packet 
is switched to the next network service for processing should be standardized. Three service route path 
scenarios are introduced in this Annex. 

A.1.1 Chrysanthemum service route path 

To simplify the network service design, the decision of the network service processing order for a packet is 
determined by the BNG. 

 

Figure A.2 – Scenario of Chrysanthemum service route path 

As depicted in Figure A.2, the decision about which network service a packet should go to is made by the 
BNG. The decision is made only in a single node. Every packet goes back to the original node from where it 
came when the network service handling is done. As the service route path looks like the shape of a 
chrysanthemum, it is called the Chrysanthemum service route path. 

In the Chrysanthemum service route path scenario, the network service does not need to know the next 
handling network services for the packet. Each network service only focuses on service specific handling and 
is not coupling with other network services. 
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The BNG as a central node chains all the network services. 

One possible scenario of this kind of service route path is the video caching system. First, the video caching 
network service identifies the video caching server in which the intended video is cached. Then this 
information associated with the packet is sent back to the BNG. Finally, the packet is redirected to the video 
caching server. 

A.1.2 Lily service route path 

Some network services are highly coupled with each other or have the ability to specify the next network 
service for this packet handling. 

 

Figure A.3 – Scenario of Lily service route path 

As depicted in Figure A.3, the decision about which network service a packet should go to is made by the 
network service itself. Each packet goes directly to the next network service for handling and it does not need 
to go back to the BNG. The packet should contain a certain flag for specifying the route path. As the service 
route path looks like the shape of a lily, it is called the Lily service route path. 

In the Lily service route path scenario, each network service should have the ability to route a packet to the 
next destination. Certain message, information or metadata should be conveyed between network services. 

The service route path is chained together by multiple network service nodes. 

One possible scenario of this kind of service route path is the parental control network service. Suppose the 
parental control network service is composed of two smaller network work service entities, the URL filtering 
network service and the HTTP redirect network service. After the URL filtering network service's handling, 
the permit or deny information with the packet is handed directly to the HTTP redirect network service. With 
the permit or deny information, the HTTP redirect network service will make the judgement, and finally 
redirects the packet to the blocking page in case it is not permitted, otherwise to the web server specified. 

A.1.3 Hybrid service route path 

The hybrid service route path combines the Chrysanthemum service route path with the Lily service route 
path when needed. 

 

Figure A.4 – Scenario of Hybrid service route path 
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As depicted in Figure A.4, some network services can specify the next process destination of a packet and 
some network services need the BNG to specify the next processing destination of a packet. This then 
becomes a hybrid service route path by combining the Lily service route path and Chrysanthemum service 
route path. 

The service route path is chained together by the central node (i.e., BNG) and distributed to multiple network 
service nodes. 

One possible scenario of this kind of service route path is a combination of the scenarios from clauses A.1.1 
and A.1.2. When the parental control network service and video caching network service are deployed 
simultaneously, the hybrid service route path is needed. 

A.2 Requirements of the network service combination 

The service platform may consist of some basic network service handling entities, which are called service 
atoms. The service atom has its unique, integral and undivided network service functionality. 

The service atoms within the service platform form the service atom base. By combing or linking one or more 
service atoms, a new network service will be created. The newly created network service may be viewed as 
a new service entity, which may be part of much more complicated network services. See Figure A.5. 

 

Figure A.5 – Service atoms in the service platform 

The service atom or service atoms combined together provides open APIs or SDKs to the network services 
deployed on the service platform. Based on the APIs or SDKs, network services can easily use the already 
existing service handling routine provided by the service atoms. The network service may also combine its 
own handling with the service atoms, thus providing the intended service handling. With these features, an 
open environment is provided for the ease of network service provisioning. Eventually, new technologies, 
adoption requirements and fast-to-market requirements of network service will be satisfied. 

Based on the network services request, the orchestrator in the service platform combines the service atoms 
to generate the service intended. The scenario of how the service atoms are combined or linked together is 
the same as the description in the previous clause, just like the way the network services are chained up, 
i.e., the service route path. 

For the network service combination, three types are needed and described in the following clauses. 
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A.2.1 New network service creation 

By combining or linking the service atoms, network service with intended functionalities will be generated. 
The network service creation request should provide the information about the service atoms needed and 
the service route path. 

For the most part, one service atom may have more than one linkage to other service atoms. Then the service 
route path information should also include the linkage selection information, the condition, and next service 
atoms. 

A.2.2 Network service modification 

In some uncommon cases, the generated network services need some modifications. For example, 
adding/deleting some new features, changing the service handling sequences, etc. 

For the modification information, the network service ID, added/deleted service atoms and service route 
path are all needed. 

A.2.3 Network service deletion 

If a network service is no longer needed, it should be deleted. Then the service atoms will be able to be 
released and reused. 

For the deletion, only network service ID is needed. 
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Annex B 
 

Scenarios and requirements of network service configuration on BNG 

(This annex forms an integral part of this Recommendation.) 

This annex describes some scenarios related to flexible network service combination on BNG. 

B.1 Scenarios and requirements of the network service configuration on BNG 

Network services all have different ways of packet handling. Different kinds of BNG functionalities are needed 
by different kinds of network services. 

Through the service platform, the network services enforce the functionalities required on BNG. At the same 
time, the network services may also enforce their configuration on the service platform. 

Most of the configurations fall into either the static configuration or the runtime configuration. The following 
two clauses elaborate these in detail. 

B.1.1 Static network service configuration on BNG 

Mostly, the static configurations needed by a network service are pre-installed on the BNG before the 
network service totally runs up. The static configurations mainly include the following: 

1) Resource management: 

 The resource includes physical resources as well as logical resources, which may be ports, queues, 
bandwidth, link-utilization, etc. 

2) Network service handling configuration: 

 The service platform may include some basic network service handling entities, which are called 
service atoms. For the network service composed of the service atoms, some rules/policies may be 
needed by the service atoms. Then the network service handling configuration is just for these. One 
possible example would be the URL filtering service atom, which is aimed to filter out and stop the 
forbidden URL visiting based on black/white URL lists. The default black/white URL lists are setup by 
the configuration. Some runtime configurations are also needed. 

3) BNG behaviours management: 

 The BNG may behave either in the legacy network forwarding manner or in the software defined-
networking (SDN)/OpenFlow forwarding manner. Or the BNG may behave with both of the two, in 
the hybrid manner. This main behaviour should be configurable in all levels of granularities, such as 
per port, per line card, per chassis, entire network device, etc. Additional behaviours may include 
topology discovery enabling or disabling, link monitoring enabling or disabling, statistics enabling or 
disabling, etc. The BNG behaviour configuration should be able to enable or disable these 
functionalities. 

The static configurations may be done in the following ways: 

1) by the operators/managers of the networks services; 

2) by the networks service itself at initialization stage; 

3) by the combination of the operators/managers and network service itself. 

B.1.2 Runtime network service configuration on BNG 

The runtime configurations are highly network service type and runtime packet relative. Some of the runtime 
network service configurations are in the same range with the static configurations, the only difference is 
whether the configuration is pre-determined or not. 
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Runtime configuration scenarios may be one of the following: 

1) Service route path configuration: 

 Service atoms chain up the network services. Network services may extend or shrink service 
functions by adding or deleting service atoms based on user-defined requirements. 

2) Packet handling action configuration: 

 Network services may enforce different kinds of actions on the packet received. The actions may be 
dropping the packet, redirecting the packet to some service-handling servers, specifying the 
forwarding path of the packet, modifying some fields of the packet, etc. 

3) Other configurations: 

 This may overlap with the static configurations. The runtime configurations are not the 
predetermined defaults. 
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Annex C 
 

Scenarios and requirements of BNG event and status notification  
to the service platform 

(This annex forms an integral part of this Recommendation.) 

C.1 Scenarios and requirements of BNG event and status notification to the service platform 

Network services and the service platform have the requirement of knowing what is happening in the BNG. 
Based on the running status of the BNG, network services do their specific service handing. 

The event and status notifications to the service platform may be reported in a reactive or proactive way. In 
the reactive way, only when the request from the service platform is received, will the BNG send the 
notifications. On the other hand, in the proactive way, the BNG keeps on sending the notification to the 
service platform whether it is requested or not. 

The event and status notification are categorized into three types: resource notifications, failures/faults 
notifications, and statistics notifications. The following clauses elaborate each of these in detail. 

C.1.1 Resource notifications 

Resources within the BNG are composed of general resources of IT, such as CPU, RAM, storage, etc. As a 
network entity, BNG resources include ports, bandwidth between the BNG and service platform, capacity of 
forwarding rules, line-card forwarding speed, capacity of access users, etc. 

Most of the time, these resources remain the same. Resource notification only needs to be reported to the 
service platform once. 

These notifications properly fall into the reactive way. 

C.1.2 Failure/faults notifications 

The failure/faults are of all levels of BNG malfunctions, such as port down or up, link down or up, unsupported 
rules, exceeding the capacity, line-card dump, etc. All these events are essential to specific network services. 

For example, the link down or up notifications are crucial to the network topology discovery service. Based 
on the notification, the topology can be closely in accordance with the real network topology. 

The failure and faults should to be handled promptly, and then these notifications should be in the proactive 
way. 

C.1.3 Statistics notifications 

The BNG acts according to the actions from the service platform and network services. The BGN can be 
configured to do some statistics. The statistics may include port rate, bandwidths consumed, link utilization, 
current CPU usage, percentage of forwarding rules consumed, etc. 

When the BNG receives the statistics requests, and in case this kind of statistics are enabled by the 
configuration, the statistics will be reported to the service platform or the network service. 

The statistics notifications are sent to the service platform only when they are requested. This is the reactive 
way. 
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Annex D 
 

Signalling requirements of service/user awareness and control 

(This annex forms an integral part of this Recommendation.) 

D.1 Introduction 

Smart pipe is the evolution target for the telecom operators' network, as it can have more powerful control 
on network resources and provide differentiated services based on customers' demands. Based on smart 
pipe technology, operators can reduce network construction costs by efficiently utilizing their network 
resources and can increase their income by providing differentiated services for customers. 

To build smart pipe, the key point is that the network can detect and differentiate services and users from 
network flows, and can then allocate appropriate network resources for different users/services based on 
some control policy. BNG is the important network device to perform service/user detection and control, as 
it is the access point of broadband users/services. 

It is important to study how to apply service/user detection and control under such architecture and what 
are the corresponding signalling requirements. 

D.2 Descriptions 

BNG can provide the functions of user traffic analysis, service detection and dynamic control through the 
interface between BNG and the service platform. Through service/user detection, BNG can divide user traffic 
into different virtual pipes based on some criteria (e.g., service type, user type, TCP/IP port) and then allocate 
resources and provide static/dynamic quality of service (QoS) guarantee for these virtual pipes. 

The BNG resources should not only include traditional QoS resources, but all the resources which are possibly 
allocated in a differentiated manner, so that the network can provide differentiated services to users 
according to users' demands. 

The BNG resources might include (but are not limited to): 

1) The resources in BNG, including: 

a) QoS queues and cache resources in line cards of BNG; 

b) port bandwidth resource; 

c) scheduling resources in switching queues of BNG; 

d) controllable and revisable resources related to network address translation (NAT)/deep packet 
inspection (DPI)/Firewall functions; 

e) tunneling control resources. 

2) The resources in control plane of BNG, including: 

a) volume of routing table and virtual private network (VPN) routing table; 

b) user management related resources; 

c) volume of tunneling users; 

d) media access control (MAC) table volume of layer 2 (L2) switch and L2 VPN; 

e) bandwidth/number/priority of signalling session of network protocols. 

The BNG can report the information of the above resource consumption situation to the service platform. 
The service platform allocates the appropriate resources to different users according to users' demands, 
resource consumption situations and the control policy. The allocation result can be distributed to the BNG 
through the control policy distribution/communication interface. 
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The functions and signalling requirements of BNG related to service/user detection/control may include: 

1) User access and information reporting: 

a) user access function: BNG should support access of broadband users with point to point 
protocol over Ethernet (PPPoE), IP over Ethernet (IPoE), layer 2 tunnelling protocol (L2TP), 
L2VPN/layer 3 VPN (L3VPN), etc.; 

b) user information reporting to the service platform: BNG should support reporting of the 
information of user identification to the service platform. The service platform can save the 
user identification, which will be useful when performing service/user policy control. 

2) Reporting of traffic statistics and BNG capability: BNG can calculate the statistics of different 
user/service traffic and report the information to the service platform. BNG should also report its 
capability, resources, and status to the service platform. 

3) Policy control related communication interface: 

a) open communication interface: BNG should support multiple protocols to distribute control 
policy from the service platform, e.g., remote authentication dial in user service (RADIUS) 
change of authorization (COA), Diameter, simple network management protocol (SNMP), 
OpenFlow; 

b) supporting policy control protocol: BNG can interpret different policy control protocols and 
translate to control policies, which will be used for user/service control. 

Figure D.1 shows the user/service control procedure. The BNG will report its traffic statistics, capability and 
status periodically to the service platform. After the user finishes the dial-up process between user and BNG, 
BNG will report the user identification information to the service platform. Then the service platform will 
distribute the initial control policy for that user to the BNG. The BNG will allocate the appropriate resources 
for the user and perform control. If the user demands to change its user/service policy (e.g., increasing 
priority to get QoS guarantee with more payment), it can send a request through some application (e.g., the 
portal provided by operator). The application can forward the request to the service platform. Then the 
service platform will update the control policy for that user/service and distribute the new policy to the BNG. 
Then the BNG will re-allocate the necessary resources and perform corresponding control. 

Q.3315(15)_FD.1
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Figure D.1 – Service/user control procedure 

Functions and signalling requirements related to service/user detection/control can be studied from the 
following perspectives, including: 

1) user access and information reporting; 

2) reporting of traffic statistics and BNG capability; 

3) policy control related communication interface, etc. 
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D.2.1 Signalling requirements for user information report 

The BNG can provide the functions of user traffic analysis, service detection and dynamic control through the 
interface between the BNG and the service platform. When the user finishes the dial-up process, the BNG 
will report the user identification information to the service platform. Then the service platform will 
distribute the initial control policy for that user to the BNG. The BNG will allocate the appropriate resources 
for the user and perform control. 

For user information reports, the BNG usually needs to report BNG information and user identification 
information for BNG and user network information to the service platform: 

1) The BNG information could include address information and BNG ID, which can be used to find the 
BNG by the service platform when it distributes the control policy; 

2) The user network information is used to identify the user in the network. The user network 
information is known to the service/application. When the service/application wants to request 
policy control for a user, the service/application will send the user network information to the 
service platform, and the service platform will acquire the user identification information according 
to the user network information; 

3) The user identification information for the BNG is used for policy control. The service platform will 
distribute the control policy with the user identification information to the BNG, then the BNG will 
perform control according to the user identification information. 

The user network information could include: 

1) user IP address or sub-network information; 

2) public IP address and port range of NAT; 

3) layer 2 information, e.g., MAC address; 

4) user VPN information. 

The user identification information could include: 

1) user accounting ID information; 

2) user IP address or sub-network information; 

3) layer 2 information, e.g., MAC address; 

4) user layer 2 or layer 3 VPN information; 

5) user ID generated by BNG. 

Most user network information and user identification information can be supported by current policy 
distribution protocols (e.g., RADIUS, Diameter, common open policy service (COPS)). However, some 
information might need to be supported by extending current protocols. 

The following user related information could be considered to be included in the user information report 
from BNG to the service platform: 

• user network information; 

• user identification information (for BNG); 

• BNG address information and BNG ID. 

D.2.2 Requirements for traffic statistics and BNG capability reporting 

The reported information should support accounting for users. The service platform and BNG should support 
the generation of accounting information and interact with authentication, authorization and accounting 
(AAA) servers through RADIUS or Diameter protocols. Accounting information can be generated based on 
user traffic volume or online time. The BNG needs to monitor the available traffic volume or online time for 
users. The service platform and the BNG also need to support smart accounting functions, e.g., accounting 
according to QoS policy, application type, destination address, busy/idle time, and content type. 
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To support the above accounting functions, BNG needs to report all the user traffic information to the service 
platform, which can include user identification information, destination address, service type, content type, 
QoS policy, accumulated used traffic volume, online time, busy/idle time, etc. 

The BNG needs to support reporting network or user traffic related events to the service platform. Such 
events can be pre-defined by the service platform. If the event is important, it also should be reported even 
if it is not subscribed. The BNG needs to report the events subscribed by the service platform, e.g., when 
user's accumulated online time or traffic is up to the threshold, or user's online time or traffic for visiting 
specific website is up to the threshold. BNG also needs to report network or user session related events, e.g., 
network abnormal situation, network congestion, and user offline. 

D.2.3 Requirements for control policy distribution/communication interface 

Usually the service platform can distribute the control policy to BNG through RADIUS COA, Diameter, COPS, 
or other more open protocols. 

The control policy can include the following two parts: 

1) target user, i.e., user identification information, which indicates the target user/flow for performing 
control; 

2) execution policy, which indicates the detailed control action for the target user by the BNG. It is 
composed of two components. One is the mapping rule, which can filter the target user/service 
traffic from the network traffic. The other is the control action, which defines how to control the 
target user/flow. 

When the BNG receives the control policy, the process is as follows: 

1) finding the target user/service through the user identification information contained in the received 
control policy; 

2) picking up the target traffic to form a virtual pipe according to the user identification information 
and the mapping rule contained in the control policy; 

3) performing the control action on the virtual pipe according to the policy. 

The control policy can be distributed in a static or dynamic way. 

For the static configuration mechanism, the control policy can be pre-distributed to the BNG and statically 
configured. The target user of control policy for static configuration can be physical interface or virtual 
interface, one domain of authenticated users, tunnel, pseudowire (PW), and sessions. 

For the dynamic policy configuration mechanism, the control policy can be distributed to the BNG 
dynamically in the runtime by the service platform. The distribution is through the policy control related 
communication interface, which can support RADIUS COA, Diameter, COPS, or other more open protocols. 

All the control policies can be pre-installed in the BNG, so that the service platform can only distribute the 
name of the control policy and the target user identification information to the BNG. The BNG can acquire 
the policy content from BNG policy database according to the policy name. 

If the policy control related communication interface can support more open protocols, the service platform 
can distribute the detailed content of the control policy to the BNG, and the BNG can generate the execution 
policy according to the received content of control policy. Then the BNG can find the target user/flow 
according to the user information, and perform execution control policy. 

The dynamic distribution of control policy is usually triggered by some pre-defined conditions, which may 
include: 

1) user trigger; 

2) other device trigger; 

3) network management system (NMS) trigger. 
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For user trigger, the operators can provide such pages/functions in the portal to allow users to order and 
modify the smart policy. When the user modifies the policy, the distribution of new control policy is 
automatically triggered by the service platform and distributed to the BNG. 

The BNG can also provide smart user traffic monitoring function with some user traffic monitoring and 
analysis device, which can be line card/mode for service monitoring within the BNG. The BNG can monitor 
and analyse the real-time user traffic. When the user traffic meets the pre-defined condition, the BNG will 
notify the service platform. Then the service platform can push portal pages to the user side by the way of 
re-direction. The user can know the statistics of its service traffic and order/modify the pipe policy to enhance 
the service quality. After the user order/modify the control policy, the distribution of new control policy will 
be automatically triggered. 

Other devices can also possibly trigger the modification of control policy. Suppose the BNG works together 
with individual CGN or DPI devices. When the CGN or DPI device finds user traffic abnormal, it can inform the 
service platform. The service platform can choose the appropriate control policy and distribute to the BNG. 
The user traffic might be limited, and the user will be notified through portal page pushing technology. 

The service platform/BNG can also receive the configuration commands from the NMS through SNMP or 
other protocols, and the new control policy will be accordingly generated and distributed. 
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Summary 

Recommendation ITU-T Q.3711 provides an overview of software-defined broadband access network (SBAN) 
and its procedures, and specifies the signalling requirements of the northbound interface and southbound 
interface of SBAN model. 

Keywords 

BAN, broadband access network, SDN, software-defined networking. 
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1 Scope 

This Recommendation specifies software-defined broadband access network (SBAN) by providing: 

– Overview of SBAN; 

– Procedures of SBAN; 

– Signalling requirements of the northbound interface and southbound interface of SBAN model; 

– Example of SBAN. 

2 References 

The following ITU-T Recommendations and other references contain provisions which, through reference in 
this text, constitute provisions of this Recommendation. At the time of publication, the editions indicated 
were valid. All Recommendations and other references are subject to revision; users of this Recommendation 
are therefore encouraged to investigate the possibility of applying the most recent edition of the 
Recommendations and other references listed below. A list of the currently valid ITU-T Recommendations is 
regularly published. The reference to a document within this Recommendation does not give it, as a stand-
alone document, the status of a Recommendation. 

[ITU-T Y.3300] Recommendation ITU-T Y.3300 (2014), Framework of software-defined networking. 

3 Definitions 

3.1 Terms defined elsewhere 

This Recommendation uses the following terms defined elsewhere: 

3.1.1 access network [b-ITU-T Q.1742.11]: Network that connects access technologies such as a radio 
access network to the core network. 

3.1.2 software-defined networking [ITU-T Y.3300]: A set of techniques that enables to directly program, 
orchestrate, control and manage network resources, which facilitates the design, delivery and operation of 
network services in a dynamic and scalable manner. 

3.2 Terms defined in this Recommendation 

None. 

4 Abbreviations and acronyms 

This Recommendation uses the following abbreviations and acronyms: 

APP Application 

APP-ASQ SDN Application Status Query 

APP-ASQP SDN Application Status Query Response 

APP-RE SDN Application Register 

APP-REP SDN Application Register Response 

BAN Broadband Access Network 

BTS Base Transceiver Station 

CE Customer Edge 

eNodeB Evolved Node B 

ID Identification 

IP Internet Protocol 
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MAC Media Access Control 

MPLS Multi-Protocol Label Switching 

OAM Operation, Administration and Maintenance 

OPEX Operating Expense 

QoS Quality of Service 

RAN Radio Access Network 

RNC Radio Network Controller 

SBAN Software-defined Broadband Access Network 

SBAN-FI SBAN Flow Initiation 

SBAN-FIP SBAN Flow Initiation Response 

SBAN-FQ SBAN Flow Query 

SBAN-FQP SBAN Flow Query Response 

SBAN-NQ SBAN Network Query 

SBAN-NQP SBAN Network Query Response 

SBAN-NSI SBAN Network Service Initiation 

SBAN-NSIP SBAN Network Service Initiation Response 

SBAN-NSQ SBAN Network Service Query 

SBAN-NSQP SBAN Network Service Query Response 

SBAN-PR SBAN Node Port Register 

SBAN-PRP SBAN Node Port Register Response 

SBAN-PSQ SBAN Node Port Status Query 

SBAN-PSQP SBAN Node Port Status Query Response 

SBAN-RE SBAN Node Register 

SBAN-REP SBAN Node Register Response 

SBAN-SQ SBAN Node Status Query 

SBAN-SQP SBAN Node Status Query Response 

SCTP Stream Control Transmission Protocol 

SDN Software-Defined Networking 

TCP Transmission Control Protocol 

TLS Transport Layer Security 

UDP User Datagram Protocol 

XML Extensible Markup Language 

5 Conventions 

In this Recommendation: 

– {A}: indicates that the parameter A is mandatory; 

– [B]: indicates that the parameter B is optional; 

– *: indicates that the parameter may be multiple items. 
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6 Introduction of SBAN 

Broadband business has become the main source of revenue for carriers, and broadband access network 
(BAN) plays an important role in carriers' network. But there are still a number of challenges which need to 
be addressed in BAN, especially for IP radio access network (RAN), see Appendix I. 

BAN includes two types of nodes: access nodes and aggregate nodes. The access nodes connect the user 
devices, such as: base transceiver station (BTS), evolved node B (eNodeB), or customer edge (CE), and the 
aggregate nodes connect the network devices, such as radio network controller (RNC), the IP metropolitan 
area network nodes or the IP backbone network nodes. The network topology between access nodes and 
aggregate nodes can be ring, chain or tree structure. Taking IP RAN for example, IP RAN usually uses a ring 
structure for network robustness, which is depicted in Figure 6-1. 

 

Figure 6-1 – Ring structure of BAN 

In Figure 6-1, access ports belong to access nodes that connect user devices, and aggregate ports belong to 
aggregate nodes that connect other network nodes. Within access nodes and aggregate nodes, there are 
internal ports that connect to other access nodes or other aggregate nodes. 

There are a lot of network equipment and multiple protocols in BAN, and the network topology of BAN is 
complicated, so network deployment and configuration of BAN requires complex implementation and high 
maintenance costs. On the other hand, new value-added services and applications emerge rapidly, but it 
takes weeks or even months for networks to incorporate them. 

According to the above, SBAN aims to enable to separate the forwarding function and control function of 
network equipment, and to provide an open interface to applications and network managers. 

The functional entities of the SBAN model consist of forwarding devices, SDN controller, SDN application, 
southbound interface and northbound interface. Considering the large number of access nodes, there is a 
difference between SBAN and other SDN scenarios. It is difficult for the SDN controller in SBAN to link all 
forwarding devices directly, especially for all access nodes. So in SBAN, the SDN controller only links the 
aggregate nodes, and abstracts the aggregate nodes and the access nodes as a single node composed of 
access ports and aggregate ports, which is called an SBAN node and depicted in Figure 6-2. 
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Figure 6-2 – SBAN model 

SBAN significantly contributes to reducing operating expense (OPEX) by 1) elimination of both constant 
maintenance and upgrades to the network equipment; 2) easy deployment of new services; and 
3) improvement of the service provisioning. 

In SBAN, SBAN nodes perform the actions made by the SDN controller. The SDN controller provides SBAN 
capabilities to applications and controls SBAN nodes to meet SDN applications' requirements. 

The southbound interface is the interface between the SBAN nodes and the SDN controller, which carry 
messages from the SBAN nodes to the SDN controller (e.g., the link status message) and messages from the 
SDN controller to the SBAN nodes (e.g., the quality of service (QoS) policy). 

The northbound interface is the interface between the SDN controller and the SDN applications, which carries 
messages from the SDN controller to the SDN application (e.g., the network status message) and messages 
from the SDN application to the SDN controller (e.g., the network service query). 

7 Procedures 

7.1 SBAN node initialization 

First, the access nodes and the aggregate nodes are initialized without the SDN controller. The access nodes 
send their information to the aggregate nodes through the internal interface, such as: manufacturer 
identification, equipment models, media access control (MAC) address, access ports, internal ports. The 
aggregate nodes collect the information from the access nodes or the other aggregate nodes in the same 
network. 

Then the aggregate nodes negotiate with each other to elect the master aggregate node and the slave 
aggregate nodes. The master aggregate node communicates on behalf of the SBAN node with the SDN 
controller, as depicted in Figure 7-1. 
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Figure 7-1 – SBAN node initialization 

The master aggregate node has all the information about the access ports and the aggregate ports, and 
synchronizes with the slave aggregate nodes. When the master aggregate node fails, one of the slave 
aggregate nodes will become the new master aggregate node which represents the SBAN nodes to maintain 
communication with the SDN controller. 

The internal interface between the aggregate nodes and the access nodes is not included in this 
Recommendation. 

7.2 Registration 

After the SBAN node finishes its initialization, the master aggregate node is registered in the SDN controller 
as the representation of the SBAN node. In this process, the master aggregate node announces its 
information to the SDN controller, such as: address information, the slave aggregate nodes information. The 
SDN controller responds with the registration information, and allocates an SBAN node identification (ID) to 
the master aggregate node. 

The master aggregate node registers all the ports, including the access ports and the aggregate ports of the 
SBAN node, by using the SBAN node ID in the SDN controller. 

Meanwhile, the SDN application is registered in the SDN controller. 

7.3 Status query 

After the SBAN node and the SDN application are registered in the SDN controller, the SDN controller queries 
the their status. And the SDN application queries the topology and abilities of the SBAN nodes through the 
SDN controller. 

7.4 Service creation 

The SDN application initiates the network service of the SBAN nodes, and the SDN controller receives and 
translates the initiation. Then the SDN controller initiates the flows in the SBAN nodes. 
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8 The signalling requirements of SBAN 

8.1 Overview of signalling requirements 

For controlling the SBAN network, the messages over the southbound interface and the northbound interface 
are classified by the following three categories. 

Category 1: Registration 

1-1 (southbound) SBAN Node Register message and response message; 

1-2 (southbound) SBAN Node Port Register message and response message; 

1-3 (northbound) SDN application Register message and response message. 

Category 2: Status query 

2-1 (southbound) SBAN Node Status Query message and response message; 

2-2 (southbound) SBAN Node Port Status Query message and response message; 

2-3 (southbound) SBAN Flow Query message and response message; 

2-4 (northbound) SDN application Status Query message and response message; 

2-5 (northbound) SBAN Network Query message and response message; 

2-6 (northbound) SBAN Network Service Query message and response message. 

Category 3: Service creation 

3-1 (northbound) SBAN Network Service Initiation message and response message; 

3-2 (southbound) SBAN Flow Initiation message and response message. 

NOTE – No transport protocol for the signalling messages is specified here. No message content format is specified here 
either. 

The signalling messages may be extensible markup language (XML)-based messages over (or carried by) 
transmission control protocol (TCP), user datagram protocol (UDP), stream control transmission protocol 
(SCTP), transport layer security (TLS), etc. All of the messages consist of the message header and the message 
body. 

The message format is described in Figure 8-1 as follows: 

 

Figure 8-1 – Message composition 

The message header field contains the following information: 

1) Message type: uniquely specifies the type of message; 

2) Message length: specifies the length of the message body; 

3) Message transaction ID: generated by the sender of the message. If there is a response message for 
the request message, the transaction IDs of the request and response messages are the same. 

The message body field contains the message contents. 

8.2 Signalling requirements for southbound interface 

8.2.1 Signalling requirements for registration 

8.2.1.1 SBAN Node Register message and response message 

The SBAN Node Register message is defined as SBAN-RE message. 
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The SBAN-RE message, indicated by the message type in the message header field, is sent by the master 
aggregate node to be registered in the SDN controller. 

Message format: 

< SBAN-RE-Message > ::= < Message header > 

     { SDN-controller-Address } 

     { Master-Aggregate-node-Address } 

   *{ Slave-Aggregate-node-Address } 

    *{ SBAN-node-Attribute } 

Meanings and explanations: 

1) SDN-controller-Address uniquely specifies the SDN controller; 

2) Master-Aggregate-node-Address uniquely specifies the master aggregate node; 

3) Slave-Aggregate-node-Address uniquely specifies the slave aggregate node. There may be 
multiple slave aggregate nodes; 

4) SBAN-node-Attribute is used for the aggregate node attributes. There may be multiple node 
attribute items. 

The response message to the SBAN-RE message is defined as SBAN-REP message. 

The SBAN-REP message, indicated by the message type in the message header field, is sent by the SDN 
controller to the master aggregate node in response to the SBAN-RE message. 

Message format: 

< SBAN-REP-Message> ::= < Message Header > 

     { SDN-controller-Address } 

     { Master-Aggregate-node-Address } 

     { SBAN-node-ID } 

    { Result } 

Meanings and explanations: 

1) SDN-controller-Address uniquely specifies the SDN controller; 

2) Master-Aggregate-node-Address uniquely specifies the master aggregate node, which may be 
renamed as SBAN-node-Address when the master aggregate node represents SBAN node; 

3) SBAN-node-ID uniquely specifies the SBAN node, which is assigned by the SDN controller and is 
globally validated. After the SBAN node has registered successfully, this ID is used in subsequent messages, 
including the messages from the SDN controller to the SBAN node and from the SBAN node to the SDN 
controller; 

4) Result shows the handling results of registering the SBAN node in the SDN controller. 

8.2.1.2 SBAN Node Port Register message and response message 

The port information of the SBAN Node Port Register message is defined as SBAN-PR message. 

The SBAN-PR message, indicated by the message type in the message header field, is sent by the master 
aggregate node to be registered in the SDN controller. 
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Message format: 

< SBAN-PR-Message > ::= < Message header > 

     { SDN-controller-Address } 

     { SBAN-node-Address } 

           { SBAN-node-ID } 

            *{ Port-ID } 

    *{ Port-Type-ID } 

Meanings and explanations: 

1) SDN-controller-Address uniquely specifies the SDN controller; 

2) SBAN-node-Address uniquely specifies the SBAN node address, which may be equal to Master-
Aggregate-node-Address; 

3) SBAN-node-ID uniquely specifies the SBAN node; 

4) Port-ID uniquely specifies the port of the SBAN node; 

5) Port-Type-ID uniquely specifies the type of the port, such as access port or aggregate port. 

The response message to the SBAN-PR message is defined as SBAN-PRP message. 

The SBAN-PRP message, indicated by the message type in the message header field, is sent by the SDN 
controller to the SBAN node, which is represented by the master aggregate node, in response to the SBAN-
PR message. 

Message format: 

< SBAN-PRP-Message> ::= < Message Header > 

     { SDN-controller-Address } 

     { SBAN-node-Address } 

     { SBAN-node-ID } 

    { Result } 

Meanings and explanations: 

1) SDN-controller-Address uniquely specifies the SDN controller; 

2) SBAN-node-Address uniquely specifies the SBAN node address, which may be equal to  
Master-Aggregate-node-Address; 

3) SBAN-node-ID uniquely specifies the SBAN node; 

4) Result shows the handling results of registering the ports in the SDN controller. 

8.2.2 Signalling requirements for status query 

8.2.2.1 SBAN Node Status Query message and response message 

The SBAN node status request message is defined as SBAN-SQ message. 

The SBAN-SQ message, indicated by the message type in the message header field, is sent by the SDN 
controller to the master aggregate node in order to get the node status of the SBAN node. 
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Message format: 

<SBAN-SQ-Message> ::= < Message Header > 

     { SDN-controller-Address } 

     { SBAN-node-Address } 

     { SBAN-node-ID } 

    *{ Node-Type-ID } 

    *[ Node-Parameter-ID ] 

     *[ Auto-Node-ID ] 

    *[ Auto-Node-Parameter-ID ] 

Meanings and explanations: 

1) SDN-controller-Address uniquely specifies the SDN controller; 

2) SBAN-node-Address uniquely specifies the SBAN node address, which may be equal to Master-
Aggregate-node-Address; 

3) SBAN-node-ID uniquely specifies the SBAN node; 

4) Node-Type-ID uniquely specifies the type of status enquired by the SDN controller; 

5) Node-Parameter-ID is optional, some of the status may need this ID to specify the intended 
status. One possible example would be the port number (or ID) of the designated port; 

6) Auto-Node-ID and Auto-Node-Parameter-ID are optional and have the same meaning with 
item 4 and item 5, respectively. The auto here means the aggregate node will automatically report 
the specified status to the SDN controller in case of changes. 

The SBAN node status response message is defined as SBAN-SQP message. 

The SBAN-SQP message, indicated by the message type in the message header field, is sent by the master 
aggregate node to the SDN controller in response to the SBAN-SQ message. 

Message format: 

<SBAN-SQP-Message> ::= < Message Header > 

     { SDN-controller-Address } 

     { SBAN-node-Address } 

     { SBAN-node-ID } 

    *{ Node-Type-ID } 

    *[ Node-Parameter-ID ] 

    *{ Node-Status-Value } 

Meanings and explanations: 

1) SDN-controller-Address uniquely specifies the SDN controller; 

2) SBAN-node-Address uniquely specifies the SBAN node address, which is equal to 
Master-Aggregate-node-Address; 

3) SBAN-node-ID uniquely specifies the SBAN node; 

4) Node-Type-ID uniquely specifies the type of status enquired by the SDN controller; 

5) Node-Parameter-ID is optional, some of the status may need this ID to specify the intended 
status. One possible example would be the port number (or ID) of the designated port; 

6) Node-Status-Value is used for describing the status of the SBAN node specified by  
Node-Type-ID. 



Signalling aspects 3 
 

   1403 

8.2.2.2 SBAN Node Port Status Query message and response message 

The SBAN node status request message is defined as SBAN-PSQ message. 

The SBAN-PSQ message, indicated by the message type in the message header field, is sent by the SDN 
controller to the master aggregate node in order to get the port status of the SBAN node. 

Message format: 

<SBAN-PSQ-Message> ::= < Message Header > 

     { SDN-controller-Address } 

     { SBAN-node-Address } 

     { SBAN-node-ID } 

       { Port-ID } 

    *{ Port-Type-ID } 

    *[ Port-Parameter-ID ] 

     *[ Auto-Port-ID ] 

    *[ Auto-Port-Parameter-ID ] 

Meanings and explanations: 

1) SDN-controller-Address uniquely specifies the SDN controller; 

2) SBAN-node-Address uniquely specifies the SBAN node address, which may be equal to Master-
Aggregate-node-Address; 

3) SBAN-node-ID uniquely specifies the SBAN node; 

4) Port-ID uniquely specifies the port of the SBAN node; 

5) Port-Type-ID uniquely specifies the type of the port enquired by the SDN controller; 

6) Port-Parameter-ID is optional, some of the status may need this ID to specify the intended 
status; 

7) Auto-Port-ID and Auto-Port-Parameter-ID are optional and have the same meaning with 
item 5 and item 6, respectively. The auto here means the SBAN node will automatically report the 
specified status to the SDN controller in case of changes. 

The SBAN node status response message is defined as SBAN-PSQP message. 

The SBAN-PSQP message, indicated by the message type in the message header field, is sent by the master 
aggregate node to the SDN controller in response to the SBAN-PSQ message. 

Message format: 

<SBAN-PSQP-Message> ::= < Message Header > 

     { SDN-controller-Address } 

     { SBAN-node-Address } 

     { SBAN-node-ID } 

       { Port-ID } 

    *{ Port-Type-ID } 

    *[ Port-Parameter-ID ] 

    *{ Port-Status-Value } 

Meanings and explanations: 

1) SDN-controller-Address uniquely specifies the SDN controller; 

2) SBAN-node-Address uniquely specifies the SBAN node address, which may be equal to Master-
Aggregate-node-Address; 



3 Signalling aspects  

 
 

1404    

3) SBAN-node-ID uniquely specifies the SBAN node; 

4) Port-ID uniquely specifies the port of the SBAN node; 

5) Port-Type-ID uniquely specifies the type of the port enquired by the SDN controller; 

6) Port-Parameter-ID is optional, some of the status may need this ID to specify the intended 
status; 

7) Port-Status-Value is used for describing the status of the port specified by Port-ID. 

8.2.2.3 SBAN Flow Query message and response message 

The SBAN Flow Query message is defined as SBAN-FQ message. 

The SBAN-FQ message, indicated by the message type in the message header field, is sent by the SDN 
controller to the master aggregate node in order to get the flow information of the SBAN node. 

Message format: 

<SBAN-FQ-Message> ::= < Message Header > 

     { SDN-controller-Address } 

     { SBAN-node-Address } 

     { SBAN-node-ID } 

    *{ Flow-ID } 

    *[ Flow-Parameter-ID ] 

     *[ Auto-Flow-ID ] 

    *[ Auto-Flow-Parameter-ID ] 

Meanings and explanations: 

1) SDN-controller-Address uniquely specifies the SDN controller; 

2) SBAN-node-Address uniquely specifies the SBAN node address, which may be equal to Master-
Aggregate-node-Address; 

3) SBAN-node-ID uniquely specifies the SBAN node; 

4) Flow-ID uniquely specifies the flow enquired by the SDN controller; 

5) Flow-Parameter-ID is optional, some of the status may need this ID to specify the intended 
status; 

6) Auto-Flow-ID and Auto-Flow-Parameter-ID are optional and have the same meaning with 
item 4 and item 5, respectively. The auto here means the aggregate node will automatically report 
the specified status to the SDN controller in case of changes. 

The SBAN Flow Query response message is defined as SBAN-FQP message. 

The SBAN-FQP message, indicated by the message type in the message header field, is sent by the master 
aggregate node to the SDN controller in response to the SBAN-FQ message. 

Message format: 

<SBAN-FQP-Message> ::= < Message Header > 

     { SDN-controller-Address } 

       { SBAN-node-Address } 

     { SBAN-node-ID } 

    *{ Flow-ID } 

    *[ Flow-Parameter-ID ] 

    *{ Flow-Status-Value } 
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Meanings and explanations: 

1) SDN-controller-Address uniquely specifies the SDN controller; 

2) SBAN-node-Address uniquely specifies the SBAN node address, which may be equal to Master-
Aggregate-node-Address; 

3) SBAN-node-ID uniquely specifies the SBAN node; 

4) Flow-ID uniquely specifies the flow enquired by the SDN controller; 

5) Flow-Parameter-ID is optional; some of the flow may need this ID to specify the intended status; 

6) Flow-Status-Value is used for describing the status of the flow specified by Flow-ID. 

8.2.3 Signalling requirements for service creation 

8.2.3.1 SBAN Flow Initiation message and response message 

The SBAN Flow Initiation message is defined as SBAN-FI message. 

The SBAN-FI message, indicated by the message type in the message header field, is sent by the SDN 
controller to the aggregate node in order to initiate the flow in the SBAN node. 

Message format: 

<SBAN-FI-Message> ::= < Message Header > 

     { SDN-controller-Address } 

     { SBAN-node-Address } 

    { SBAN-node-ID } 

    { Port-ID } 

    *{ Flow-ID } 

    *[ Flow-Parameter-ID ] 

Meanings and explanations: 

1) SDN-controller-Address uniquely specifies the SDN controller; 

2) SBAN-node-Address uniquely specifies the SBAN node address, which may be equal to Master-
Aggregate-node-Address; 

3) SBAN-node-ID uniquely specifies the SBAN node; 

4) Port-ID uniquely specifies the port of the SBAN node; 

5) Flow-ID uniquely specifies the flow sent by the SDN controller; 

6) Flow-Parameter-ID is optional; some of the parameter status may need this ID to specify the 
intended flow status. 

The SBAN Flow Initiation response message is defined as SBAN-FIP message. 

The SBAN-FIP message, indicated by the message type in the message header field, is sent by the master 
aggregate node to the SDN controller in response to the SBAN-FI message. 

Message format: 

<SBAN-FIP-Message> ::= < Message Header > 

     { SDN-controller-Address } 

     { SBAN-node-Address } 

    { SBAN-node-ID } 

    *{ Flow-ID } 

    *[ Flow-Parameter-ID ] 

    *{ Flow-Status-Value } 
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Meanings and explanations: 

1) SDN-controller-Address uniquely specifies the SDN controller; 

2) SBAN-node-Address uniquely specifies the SBAN node address, which is equal to 
Master-Aggregate-node-Address; 

3) SBAN-node-ID uniquely specifies the SBAN node; 

4) Flow-ID uniquely specifies the flow sent by the SDN controller; 

5) Flow-Parameter-ID is optional, some of the status may need this ID to specify the intended 
status; 

6) Flow-Status-Value is used for describing the status of the flow specified by Flow-ID. 

8.3 Signalling requirements for northbound interface 

8.3.1 Signalling requirements for registration 

8.3.1.1 SDN application Register message and response message 

The SDN application Register message is defined as APP-RE message. 

The APP-RE message, indicated by the message type in the message header field, is sent by the SDN 
application to be registered in the SDN controller. 

Message format: 

< APP-RE-Message > ::= < Message header > 

     { SDN-controller-Address } 

     { SDN-application-Address } 

     { SDN-application-ID } 

    *{ SDN-application-Attribute-ID } 

Meanings and explanations: 

1) SDN-controller-Address uniquely specifies the SDN controller; 

2) SDN-application-Address uniquely assigned to the SDN application; 

3) SDN-application-ID uniquely specifies the SDN application; 

4) SDN-application-Attribute-ID is used for the SDN application attributes. There may be 
multiple SDN application attribute items. 

The response message to the APP-RE message is defined APP-REP message. 

The APP-REP message, indicated by the message type in the message header field, is sent by the SDN 
controller to the SDN application in response to the APP-RE message. 

Message format: 

< APP-REP-Message> ::= < Message Header > 

     { SDN-controller-Address } 

     { SDN-application-Address } 

     { SDN-application-ID } 

    { Result } 

Meanings and explanations: 

1) SDN-controller-Address uniquely specifies the SDN controller; 

2) SDN-application-Address uniquely assigned to the SDN application; 

3) SDN-application-ID uniquely specifies the SDN application; 

4) Result shows the handling results of registering the SDN application in the SDN controller. 
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8.3.2 Signalling requirements for querying status 

8.3.2.1 SDN application Status Query message and response message 

The SDN application Status Query message is defined as APP-ASQ message. 

The APP-ASQ message, indicated by the message type in the message header field, is sent by the SDN 
controller to the SDN application in order to get the status of the SDN application. 

Message format: 

<APP-ASQ-Message> ::= < Message Header > 

     { SDN-controller-Address } 

     { SDN-application-Address } 

    { SDN-application-ID } 

    *{ SDN-application-Attribute-ID } 

Meanings and explanations: 

1) SDN-controller-Address uniquely specifies the SDN controller; 

2) SDN-application-Address uniquely assigned to the SDN application; 

3) SDN-application-ID uniquely specifies the SDN application; 

4) SDN-application-Attribute-ID is used for the SDN application attributes. There may be 
multiple SDN application attribute items. 

The SDN application Status Query response message is defined as APP-ASQP message. 

The APP-ASQP message, indicated by the message type in the message header field, is sent by the SDN 
application to the SDN controller in response to the APP-ASQ message. 

Message format: 

<APP-ASQP-Message> ::= < Message Header > 

     { SDN-controller-Address } 

     { SDN-application-Address } 

    { SDN-application-ID } 

    *{ SDN-application-Attribute-ID } 

    *{ SDN-application-Status-Value } 

Meanings and explanations: 

1) SDN-controller-Address uniquely specifies the SDN controller; 

2) SDN-application-Address uniquely assigned to the SDN application; 

3) SDN-application-ID uniquely specifies the SDN application; 

4) SDN-application-Attribute-ID is used for the SDN application attributes. There may be 
multiple SDN application attribute items; 

5) SDN-application-Status-Value is used for describing the status of the SDN application 
specified by SDN-application-Attribute-ID. 

8.3.2.2 SBAN Network Query message and response message 

The SBAN network status request message is defined as SBAN-NQ message. 

The SBAN-NQ message, indicated by the message type in the message header field, is sent by the SDN 
application to the SDN controller in order to get the network status of the SBAN. 
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Message format: 

<SBAN-NQ-Message> ::= < Message Header > 

     { SDN-controller-Address } 

     { SDN-application-Address } 

 { SDN-application-ID } 

    *{ Network-ID } 

    *[ Auto-Network-ID ]     

Meanings and explanations: 

1) SDN-controller-Address uniquely specifies the SDN controller; 

2) SDN-application-Address uniquely assigned to the SDN application; 

3) SDN-application-ID uniquely specifies the SDN application; 

4) Network-ID uniquely specifies the network enquired by the SDN application; 

5) Auto-Network-ID is optional and has the same meaning with item 4. The auto here means the 
SDN controller will automatically report the specified network status in case of changes. 

The SBAN network status response message is defined as SBAN-NQP message. 

The SBAN-NQP message, indicated by the message type in the message header field, is sent by the SDN 
controller to the SDN application in response to the SBAN-NQ message. 

Message format: 

<SBAN-NQP-Message> ::= < Message Header > 

     { SDN-controller-Address } 

     { SDN-application-Address } 

     { SDN-application-ID } 

    *{ Network-ID } 

    *{ Network-Status-Value } 

Meanings and explanations: 

1) SDN-controller-Address uniquely specifies the SDN controller; 

2) SDN-application-Address uniquely assigned to the SDN application; 

3) SDN-application-ID uniquely specifies the SDN application; 

4) Network-ID uniquely specifies the network enquired by the SDN application; 

5) Network-Status-Value is used for describing the status of the SBAN network specified by 
Network-Type-ID. 

8.3.2.3 SBAN Network Service Query message and response message 

The SBAN Network Service Query message is defined as SBAN-NSQ message. 

The SBAN-NSQ message, indicated by the message type in the message header field, is sent by the SDN 
application to the SDN controller in order to get the network service status of the SBAN. 
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Message format: 

<SBAN-NSQ-Message> ::= < Message Header > 

     { SDN-controller-Address } 

     { SDN-application-Address } 

     { SDN-application-ID } 

    *{ Network-Service-ID } 

    *[ Auto-Services-ID ] 

Meanings and explanations: 

1) SDN-controller-Address uniquely specifies the SDN controller; 

2) SDN-application-Address uniquely assigned to the SDN application; 

3) SDN-application-ID uniquely specifies the SDN application; 

4) Network-Service-ID uniquely specifies network service enquired by the SDN application; 

5) Auto-Services-ID is optional and has the same meaning with item 4. The auto here means the 
SDN controller will automatically report the specified service status in case of changes. 

The network service status response message is defined as SBAN-NSQP message. 

The SBAN-NSQP message, indicated by the message type in the message header field, is sent by the SDN 
controller to the SDN application in response to the SBAN-NSQ message. 

Message format: 

<SBAN-NSQP-Message> ::= < Message Header > 

     { SDN-controller-Address } 

     { SDN-application-Address } 

     { SDN-application-ID } 

    *{ Network-Service-ID } 

    *{ Services-Status-Value } 

Meanings and explanations: 

1) SDN-controller-Address uniquely specifies the SDN controller; 

2) SDN-application-Address uniquely assigned to the SDN application; 

3) SDN-application-ID uniquely specifies the SDN application; 

4) Network-Service-ID uniquely specifies the network service enquired by the SDN application; 

5) Services-Status-Value is used for describing the service status specified by Services-ID. 

8.3.3 Signalling requirements for service creation 

8.3.3.1 SBAN Network Service Initiation message and response message 

The SBAN Network Service Initiation message is defined as SBAN-NSI message. 

The SBAN-NSI message, indicated by the message type in the message header field, is sent by the SDN 
application to the SDN controller in order to initiate the network service in the SBAN network. 
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Message format: 

<SBAN-NSI-Message> ::= < Message Header > 

     { SDN-controller-Address } 

    { SDN-application-Address } 

    { SDN-application-ID } 

    *{ Network-service-ID } 

    *[ Network-service-Parameter-ID ] 

Meanings and explanations: 

1) SDN-controller-Address uniquely specifies the SDN controller; 

2) SDN-application-Address uniquely assigned to the SDN application; 

3) SDN-application-ID uniquely specifies the SDN application; 

4) Network-service-ID uniquely specifies the network service sent by the SDN application; 

5) Network-service-Parameter-ID is optional; some of the parameter status may need this ID to 
specify the intended network service status. 

The SBAN Network Service Initiation response message is defined as SBAN-NSIP message. 

The SBAN-NSIP message, indicated by the message type in the message header field, is sent by the SDN 
controller to the SDN application in response to the SBAN-NSI message. 

Message format: 

<SBAN-NSIP-Message> ::= < Message Header > 

     { SDN-controller-Address } 

    { SDN-application-Address } 

    { SDN-application-ID } 

    *{ Network-service-ID } 

    *[ Network-service-Parameter-ID ] 

    *{ Network-service-Status-Value } 

Meanings and explanations: 

1) SDN-controller-Address uniquely specifies the SDN controller; 

2) SDN-application-Address uniquely assigned to the SDN application; 

3) SDN-application-ID uniquely specifies the SDN application; 

4) Network-service-ID uniquely specifies the network service sent by the SDN application; 

5) Network-service-Parameter-ID is optional, some of the status may need this ID to specify the 
intended status; 

6) Network-service-Status-Value is used for describing the status of the network service 
specified by Network-service-ID. 

9 Security considerations 

The SBAN includes the forwarding function (i.e., SBAN nodes), the control function (i.e., SDN controller) of 
network equipment and SDN applications, similar to the other SDN scenarios. SBAN follows the security 
consideration in [ITU-T Y.3300]. 
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Appendix I 
 

An example of SBAN 

(This appendix does not form an integral part of this Recommendation.) 

IP RAN is based on IP/multi-protocol label switching (MPLS) technology framework, through enhanced 
operation, administration and maintenance (OAM), protection, clock, network management and other 
capabilities, to meet the needs of wireless, access and other integrated services. 

Compared with other IP network, IP RAN has the following characteristics: 

1) IP RAN has only two kinds of topology: ring or chain structure. In most cases, it will be ring structure 
due to network robustness; 

2) An access node only belongs to a ring or a chain; 

3) One endpoint of the flow in the IP RAN is an access port, the other side is an aggregate port or an 
access port in the same ring or the same chain; 

4) Based on the ring structure, the work and backup path of each flow have only two options: clockwise 
or counter clockwise. 

Each ring or chain can be abstracted into a simple virtual switch which composed of access ports and 
aggregate ports, without considering the specific path. 

In software-defined IP RAN, each ring or chain can be abstracted into a virtual SDN switch composed of access 
ports and aggregate ports, which is called SBAN node and depicted in Figure I.1. 
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Figure I.1 – SBAN node in software-defined IP RAN 
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Summary 
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1 Scope 

This Recommendation describes the scenarios and signalling requirements of unified intelligent 
programmable interface for IPv6 service deployment. The example signalling protocol procedures at this 
interface will also be described in this Recommendation to support protocol unaware flow forwarding in the 
data plane. The IPv6 technologies supported in this Recommendation will include, but not be limited to, the 
following: dual-stack lite (DS-Lite), IPv6 only, IPv6 rapid deployment (6rd), IPv4 residual deployment (4rd), 
mapping of address and port - encapsulation mode (MAP-E), mapping of address and port - translation 
mode (MAP-T), lightweight 4over6 (lw4over6) and 464XLAT. 

2 References 

None. 

3 Definitions 

3.1 Terms defined elsewhere 

This Recommendation uses the following term defined elsewhere: 

3.1.1 software-defined networking [b-ITU-T Y.3300]: A set of techniques that enables to directly 
program, orchestrate, control and manage network resources, which facilitates the design, delivery and 
operation of network services in a dynamic and scalable manner. 

3.2 Terms defined in this Recommendation 

None. 

4 Abbreviations and acronyms 

This Recommendation uses the following abbreviations and acronyms: 

ALG Application Level Gateway 

App Application 

DS-Lite Dual-Stack Lite 

lw4over6 Lightweight 4over6 

NAT64 Network Address Translation 64 

NETCONF Network configuration protocol 

RG Residential Gateway 

SDN Software-Defined Networking 

TCP Transmission Control Protocol 

UDP User Datagram Protocol 

4rd IPv4 Residual Deployment 

6rd IPv4 Rapid Deployment 

5 Conventions 

None. 
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6 The deployment scenario and use cases 

6.1 Evolve from one IPv6 transition scenario to another 

During the IPv6 transition period, the network has three types: IPv4-only, dual-stack and IPv6-only. The 
networks should support both IPv4 services and IPv6 services at each stage. There are multiple IPv6 transition 
technologies for different network scenarios (e.g., IPv4 network for IPv4/IPv6 user access, IPv6 network for 
IPv4/IPv6 user access, IPv4 servers for IPv6 visitors). Different network scenarios will co-exist during IPv6 
transition which means the IPv6 transition device should support multiple IPv6 transition technologies. The 
following are six possible scenarios of IPv6 transition: 

1) IPv6 host visits IPv6 servers via IPv4 access network; 

2) IPv4 host visits IPv4 servers via IPv4 NAT dual-stack network; 

3) IPv6 host visit IPv6 servers via IPv6 network; 

4) IPv4 host visits IPv4 servers via IPv6 access network; 

5) IPv6 host visits IPv6 servers via IPv4 access network; 

6) IPv4 host and IPv6 host interaction. 

It is not necessary that every operator goes through each scenario one by one. For example, some operators 
may start from scenario 1), and some may start directly from scenario 2) or scenario 4). However, since the 
final stage (target) is an IPv6-only access network, one still needs to go through multiple scenarios from a 
long-term perspective. 

In such a case, the operator should either upgrade existing devices to support new features, or replace them 
with new ones. In particular, when the operator's network consists of devices from different vendors, it is 
hard to guarantee that all legacy devices can be upgraded at the same time. This is costly and complicated. 

6.2 Multiple transition mechanisms co-exist 

Currently, there are multiple transition mechanisms in the industry, e.g., DS-Lite, lw4over6, mapping of 
address and port (MAP)/4rd, network address translation 64 (NAT64). In the transition from one scenario to 
another, different mechanisms may have different impacts on user experience. For example, DS-Lite would 
have some impact due to address sharing as compared with 6rd mechanisms, and NAT64 would have an 
additional impact due to application level gateway (ALG) issues. Operators need to offer a fallback 
mechanism to guarantee the same level of user experience when there are complaints from subscribers. 
Therefore, it is required to support multiple transition mechanisms in the same area (even in the same 
device). 

Another use case is that multiple scenarios may exist in the same stage. For example, if both IPv6-only devices 
and IPv4-only hosts are in the same area with limited public IPv4 address, then NAT64 and NAT44 (or DS-Lite) 
are both required to achieve IPv4 service connectivity. 
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Figure 6-1 – Scenario and use case of this Recommendation 

The unified intelligent IPv6 deployment scenario offers end-to-end service deployment and management. 
The residential gateway (RG), the IP edge and the service edge are flow-forwarding enabled. The hardware 
can be unified for different IPv6 transition technologies via flow-forwarding. IPv6 transition technologies can 
be plugged into the controllers. The flow-forwarding enabled devices do not need to change during the 
various stages of IPv6 transition. 

The northbound interface is essential to support the eco-system of software-defined networking (SDN) by 
allowing various SDN-related applications to be plugged in various vendor controllers. The goal is to make 
the controller controlled infrastructure to be an open platform for more innovations by allowing applications 
to be developed with the best network support. 

Several OpenFlow switches are deployed and located at the edge of network, as shown in Figure 6-1. The 
OpenFlow protocol may be extended mainly to support an IP tunnelling approach for transition purposes. 
The OpenFlow switches process the incoming packets based on the flow tables delivered by the SDN 
controller upon the request of an IPv6-transition application (App). 

The controller in the control layer provides an interface to the IPv6 transition App, enabling it to modify traffic 
processing using OpenFlow. Specifically, the controller provides an OpenFlow driver that enables the IPv6 
transition App to instruct all SDN-enabled device how to treat traffic, thus making it possible to flexibly 
choose the particular transition mechanism to be applied, and to select the parameters governing it. The 
OpenFlow driver includes OpenFlow protocol specific tasks: listens for OpenFlow connections, creates the 
channel, keeps alive, proxy between the OpenFlow wire format and the solution internal information 
representation (e.g., rules, events). It is a basic function of the SDN controller. 

The process shown for this case is generic. A flow can be identified by part of the layer 2 (L2) to layer 4 (L4) 
packet header information. For example, all packets to a particular subscriber can be treated as belonging to 
the same flow in an SDN-enabled network. 

SDN provides a programmable platform for service deployment which can reduce new issues arising in the 
IPv6 transition. 
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7 The signalling architecture 

 

Figure 7-1 – Signalling interface 

IPv6 transition technologies are presented as software Apps and are loaded into the control layer which is 
responsible for IPv6 application/transition support function via plug-in method. An IPv6 
application/transition support function interface (Sn), which may use network configuration protocol 
(NETCONF)/YANG, describes IPv6 application/transition support function needed, which is independent of 
IPv6 application/transition technologies. The App layer generates the operation request based on the IPv6 
application/transition support function data model configured, and sends the request to the IPv6 
application/transition support function in the control layer. The IPv6 application/transition support function 
enables the Apps to manipulate the traffic via the Sn interface. 

8 Signalling requirements 

8.1 Component functions 

8.1.1 App layer 

The application modules in the App layer provide the abstracted application program interfaces (APIs) and/or 
user functions. It receives the packet about the IPv6 transition technologies APP of new IPv6 flows from the 
control layer after the control layer receives the events from the network devices in the data plane. Then it 
sends appropriate instructions to the SDN-enabled device via the control layer and the Sn interface. 

8.1.2 Control layer 

The control layer provides a northbound interface (Sn) that enables the IPv6 transition technologies App to 
modify the traffic using OpenFlow. It receives the events from the network devices and sends it to the App 
layer if necessary. After receiving the instructions from the App layer, the control layer translates the 
commands of the IPv6 transition technologies APP to a command that can be executed by the SDN-enabled 
device. 

8.2 Interface requirements 

The control layer provides a northbound interface (Sn) that enables the IPv6-transition App to modify traffic 
at the data plane using OpenFlow. Specifically, the control layer provides an OpenFlow driver that enables 
the IPv6-transition App to decide how the SDN-enabled packet-forwarding devices treat traffic using the Sn 
interface. This interface is used to provide an IPv6 application/transition support function interface to any 
IPv6-transition application. It mainly provides the following functions: 

– Registration and removal function for applications; 

– IPv6 application/transition support function data model for packets and flow tables interaction 
between controller and applications; 

– Adapting packet-in events into neutral events in the interface; 
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– Supporting the installation function for applications in the interface. The control layer enables the 
application to program the data plane. The App layer determines the technology to be used and sets 
the parameters for it; 

– The Sn interface should distribute the up-called events to the appropriate App functions based on 
the registered features of the App functions; 

– Providing the management functions for the App functions to configure and manage the installed 
modules in the controller. 

The control layer provides a mechanism for new services/applications creation and existing 
services/applications removal via the Sn interface. A specified transmission control protocol (TCP) port 
number is provided for application registration, removal and coordination. When a new application is needed 
in the unified IPv6 system, this new application will initiate a registration request to the control layer using 
the specified TCP port number. Then the application and the control layer will coordinate an App ID and a 
dedicated channel for this App. Then the new App will register its features (e.g., the appropriate packet 
type(s) handled by the App) and/or install some function(s) to the control layer via the dedicated channel of 
the App. Removal function is also achieved via the specified TCP port number. 

8.2.1 Flow description 

In this Recommendation, two parts of the flow table for IPv6 transition technology will be defined: Match 
fields and Actions. 

Match Fields Actions 

 

The procedure to create the flow table is separated into two steps: 

1. The Match field is defined as below: 

Field Offset  

Field length  

2. The possible Actions of the Protocol-Unaware flow table are defined as: Action Type, e.g., set-field, 
add-field and del-field. 

 Taking the set-field and add-field as examples: 

Action Type Set-field 

Set-field offset   

Set-field length   

 

Action Type  Add-field  

Add-field offset   

Add-field length   

8.2.2 IPv6 transition parameters in the flow table 

The Sn interface enables the IPv6/IPv6 transition technology applications to manipulate traffic. The 
parameters appearing in the flow table may be transmitted at this interface, which contains the following 
information: 

– tunnel_sip_v6: The source ipv6 address of tunnel (if any); 

– tunnel_dip_v6: The destination ipv6 address of tunnel (if any); 

– tunnel_sip_v4: The source ipv4 address of tunnel (if any); 

– tunnel_dip_v4: The destination ipv4 address of tunnel (if any); 
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– sip_v6: The source ipv6 address of a packet or inner source ipv6 address when packet type is IP-in-
IP tunnel; 

– dip_v6: The destination ipv6 address of a packet or inner destination ipv6 address when packet type 
is IP-in-IP tunnel; 

– sip_v4: The source ipv4 address of a packet or inner source ipv4 address when packet type is IP-in-
IP tunnel; 

– dip_v4: The destination ipv4 address of a packet or inner destination ipv4 address when packet type 
is IP-in-IP tunnel; 

– sip_v6_port: Source IPv6 TCP/user datagram protocol (UDP) port number of the source ipv6 packet 
(or inner source ipv6 packet when packet type is IP-in-IP tunnel); 

– dip_v6_port: Destination IPv6 TCP/UDP port number of the destination ipv6 packet 
(or inner destination ipv6 packet when packet type is IP-in-IP tunnel); 

– src-port: source TCP/UDP port number of a packet; 

– dst-port: Destination TCP/UDP port number of a packet; 

– set_ip/port: Modify the IP or/and port number in the header of the packet. 

9 The signalling protocol procedures 

The flow in this use case is generic. A flow can be identified by part of the L2-to-L4 packet header information 
(e.g., all packets to a subscriber can be considered to belong to the same flow in the SDN-enabled device, 
which will greatly reduce the number of flows). The signalling procedures, as illustrated in Figure 9-1, are as 
follows: 

 

Figure 9-1 – Signalling procedures of this Recommendation 

1. Receiving a first-packet of a flow at the SDN-enabled device; 

2. The first-packet is sent to the control layer from the SDN-enabled device, and the open flow protocol 
may be used at this interface; 

3. The first-packet is sent to the APP layer via the Sn interface, and NETCONF may be used; 

4. The configuration parameters (e.g., flow table) of the flow are sent out from the App layer to the 
control layer via the Sn interface. The parameters transmitted are shown in clause 8.2.2; 

5. The configuration parameters, routing parameters and corresponding actions of the flow are sent 
out from the control layer to SDN-enabled device. The SDN-enabled device will add the new flow to 
the flow table. 

The subsequent packets of the flow received by the SDN-enabled device will then be processed based on the 
flow table, causing the SDN-enabled device to forward tunnelled IPv6 packets to their proper destination. 
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Some method can be achieved to improve the SDN efficiency. Permanent (rather than per-flow) or even pre-
configured flows could be achieved as well. 

9.1 Information model 

Information model matches the OpenFlow protocol specification and is slightly extended to support IP-in-IP 
tunnels. It can accommodate multiple switches (using the datapath id to identify switches or using the IP 
address of the datapath). 

The data structure is specified as 

– tunnel_sip_v6: The src-ipv6 address of tunnel (if any); 

– tunnel_dip_v6: The dst-ipv6 address of tunnel (if any); 

– tunnel_sip_v4: The src-ipv4 address of tunnel (if any); 

– tunnel_dip_v4: The dst-ipv4 address of tunnel (if any); 

– sip_v6: The src-ipv6 address of a packet or inner src-ipv6 address when packet type is IP-in-IP tunnel; 

– dip_v6: The dst-ipv6 address of a packet or inner dst-ipv6 address when packet type is IP-in-IP 
tunnel; 

– sip_v4: The src-ipv4 address of a packet or inner src-ipv4 address when packet type is IP-in-IP tunnel; 

– dip_v4: The dst-ipv4 address of a packet or inner dst-ipv4 address when packet type is IP-in-IP 
tunnel; 

– sip_v6_port: Source IPv6 TCP/UDP port number of the src-ipv6 packet (or inner src-ipv6 packet when 
packet type is IP-in-IP tunnel); 

– dip_v6_port: Destination IPv6 TCP/UDP port number of the dst-ipv6 packet (or inner dst-ipv6 packet 
when packet type is IP-in-IP tunnel); 

– src-port: Source TCP/UDP port number of a packet; 

– dst-port: Destination TCP/UDP port number of a packet. 

9.2 Operations 

The supported operations match the OpenFlow operations (packet out, flow mod, and all the others) are 
extended with IP-in-IP support, as follows: 

– push_ipv4_header: Encapsulate the packet into an IP-in-IP tunnel, tunnel type is IPv4; 

– pop_ipv4_header: De-capsulate the packet from IP-in-IP tunnel, tunnel type is IPv4; 

– push_ipv6_header: Encapsulate the packet into an IP-in-IP tunnel, tunnel type is IPv6; 

– pop_ipv6_header: De-capsulate the packet from IP-in-IP tunnel, tunnel type is IPv6. 
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Appendix I 
 

Protocol profiles for this Recommendation 

(This appendix does not form an integral part of this Recommendation.) 

The NETCONF [b-IETF RFC 6241] is a candidate configuration protocol for the interface between the App layer 
and the control layer to facilitate the description of the IPv6 application/transition support function and the 
generation of the operation request (e.g., set, add and delete), further to enable the Apps to manipulate the 
traffic via the Sn interface. 

This Recommendation requires that the NETCONF ''Capabilities Exchange'' capability be supported. The 
following protocol operations should also be supported: 

– <get> 

– <get-config> 

– <edit-config> 

– <copy-config> 

– <delete-config> 
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Summary 

This recommendation describes the scenarios, architecture and signalling for BNG pool in order to achieve 
the following outstanding benefits: high reliability for broadband access services, resource sharing and load 
balancing among multiple BNG devices which composed a pool, simplified OAM and reduction of 
OPEX&CAPEX. 
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1 Scope 

This recommendation describes the scenarios, the architecture and the networking method for BNG pool. It 
specifies signalling requirements and procedures between the controller and BNG devices. Signalling 
between the controller and the application is out of this recommendation. 

2 References 

The following ITU-T Recommendations and other references contain provisions which, through reference in 
this text, constitute provisions of this Recommendation. At the time of publication, the editions indicated 
were valid. All Recommendations and other references are subject to revision; users of this Recommendation 
are therefore encouraged to investigate the possibility of applying the most recent edition of the 
Recommendations and other references listed below. A list of the currently valid ITU-T Recommendations is 
regularly published. 

The reference to a document within this Recommendation does not give it, as a stand-alone document, the 
status of a Recommendation. 

[ITU-T Q.3711] Recommendation ITU-T Q.3711 (2016), Signalling requirements for software-defined 
broadband access network 

3 Definitions 

3.1 Terms defined elsewhere 

None 

3.2 Terms defined in this Recommendation 

None 

4 Abbreviations and acronyms 

API Application Programming Interface 

BNG Broadband Network Gateway 

CAPEX Capital Expenditure 

IP  Internet Protocol 

IPTV  Internet Protocol Television 

MAC Media Access Control 

NETCONF Network Configuration Protocol 

OAM Operation Administration and Maintenance 

OLT Optical Line Terminal 

OPEX Operational Expenditure 

OTN Optical Transport Network 

QoS Quality of Service 

SBAN Software-defined Broadband Access Network 

SNMP Simple Network Management Protocol 

VLAN Virtual Local Area Network 
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5 Conventions 

In this Recommendation: 

The keywords "is required to" indicate a requirement which must be strictly followed and from which no 
deviation is permitted, if conformance to this Recommendation is to be claimed. 

The keywords "is recommended" indicate a requirement which is recommended but which is not absolutely 
required. Thus, this requirement need not be present to claim conformance. 

The keywords "can optionally" indicate an optional requirement which is permissible, without implying any 
sense of being recommended. This term is not intended to imply that the vendor's implementation must 
provide the option, and the feature can be optionally enabled by the network operator/service provider. 
Rather, it means the vendor may optionally provide the feature and still claim conformance with this 
Recommendation. 

6 Introduction of BNG Pool 

With the fast development of broadband service/network, higher requirements for BNG are needed. 
Accordingly, the deployment of BNG in current carrier network has the following problems needed to be 
solved: 

– BNG is usually deployed individually according to its geographical region, and there is usually no 
redundancy/protection function deployed among multiple BNG devices, which cannot meet the 
requirement of the high reliability for high value services, e.g. IPTV, customer leased-line services. 

– With the low reliability, BNG is not allowed to serve a large number of users simultaneously to avoid 
interrupting users' service. So this leads to a great waste of BNG resources. 

– BNG usually shows significantly different resource utilization depending on its deployment location, 
carried services, etc., which may also lead to the waste of BNG resources. 

– The individual deployment of BNG increases the complexity of BNG's OAM. 

– Because BNG has a high requirement for the deployment environment (e.g. the power supply, 
transmission resources), the individual deployment of BNG would increase the CAPEX. 

In order to solve the above problems, BNG pool architecture is proposed. In this architecture, BNG devices 
will be deployed in a moderately centralized manner. One BNG pool is composed of multiple BNG devices 
locating in a central office or multiple central offices which are geographically adjacent to each other. Using 
BNG pool architecture has the following advantages: 

– The BNG devices in one pool can provide the backup protection for each other, which can achieve 
the high reliability to meet the requirements of high value services. 

– The BNG devices in one pool can realize the resource sharing and load balancing, which can improve 
the overall resource utilization. 

– The BNG pool can be maintained and operated as a whole, which can simplify the OAM. 

– Moderately centralized deployment of BNG devices can reduce the demand for central office, which 
can greatly reduce the CAPEX. 

Note that the hot-standby technology has been deployed to solve the reliability of BNG. However, this 
technology is based on the totally distributed manner, and it is complicated to configure, monitor, manage 
and coordinate among the BNG devices. It will bring high pressure for BNG's control plane. While the BNG 
pool architecture is based on the centralized control mode, which can help to realize centralized/unified 
coordination and scheduling, and achieve the load balancing among the BNG devices. Under the control by 
a centralized controller, pressure of control plane of BNG can be alleviated, unified OAM for BNG devices can 
be achieved, and differentiated requirements from the applications can be satisfied through open APIs.  
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7 Architecture of the BNG pool 

 

Figure 7-1 – The Architecture of the BNG Pool 

The architecture of the BNG pool, which is required to keep aligned with the SBAN model defined in [ITU-T 
Q.3711], is divided into three layers, as shown in Fig. 7-1. The BNG is responsible for the packet forwarding, 
policy enforcing, and route processing etc. The controller performs central control and coordination among 
multiple BNG devices which belong to the same BNG pool. Services can be easily configured based on the 
application modules with the northbound APIs provided by the controller. 

The controller is in charge of the BNG pool, and the BNG devices forward data packets, provide the backup 
protection for each other and realize the load balancing among members of the BNG pool based on the 
actions/commands from the controller. The application interface defined by the controller is open for the 
upper application developers, which can satisfy the application requirements, e.g. providing differentiated 
QoS for specific services/users. 

The detailed signalling between the application and the controller is not included in this recommendation. 
The signalling between the controller and the BNG is stressed in the Section 8. 

8 Signalling requirements for the BNG pool 

As the hub node, the controller establishes the star-like control connections with each member of the BNG 
pool. To realize the high reliability and load balancing in the BNG pool, the following signalling requirements 
between the controller and the member of the BNG pool is recommended to be specified. 

No new protocol is specified here, and the signalling can be implemented with existing protocols with 
possible extension. 

8.1 Signalling for membership management and configuration of the BNG pool 

The controller is in charge of the membership management for the BNG pool. The membership management 
functions include adding new member, deleting old member, and monitoring the status of each member of 
the BNG pool.  

Controller 

BNG  

Signalling Interface between 
Controller and BNG 

App Module App Module App Module 

Signalling Interface between 
Controller and Application 

BNG  BNG  
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The figure below illustrates the signalling flow of the membership management and configuration between 
the controller and the BNG device. 

Controller

Add BNG Pool member(Pool ID)

Initial Phase

BNG

BNG Pool function activation

Add BNG Pool member response

Add member 

Remove BNG Pool member(Pool ID, BNG id)

Remove BNG Pool member response

Remove member 

Add BNG as the member of the 

BNG pool 

Create a BNG Pool

Remove BNG from the 

BNG pool 

BNG Pool function deactivation

Running Phase Periodically report the status of 

BNG

 

Figure 8-1 – The membership management and configuration procedure 

At the initial phase, the controller creates a BNG pool after receiving the request from outside. The request 
could be issued from the operator, or one application module, etc. The detailed signalling between the 
controller and the application is not included in this recommendation. 

For membership management, the controller sets up one membership relation by adding one BNG device 
into the BNG pool. The message of adding a BNG pool member is generated and sent to the BNG device by 
the controller. A pool ID is carried in this message to identify the BNG pool. With receipt of the message, the 
BNG gets the information of membership and enables the corresponding BNG pool functions. 

The BNG device is recommended to notify its status to the controller used for the functions of the load 
balancing, the fault protection, etc. This notification is recommended to be periodically sent, and the 
controller knows the status of all members in the BNG pool. 

The procedure of removing members from the BNG pool is similar to the procedure of adding members. 

The controller is also in charge of the management of the IP address pool in the BNG pool. This IP address 
pool is located in the BNG, and used for allocating IP addresses to the dial-up users. 

When a BNG device just becomes a member of the BNG pool at the initial phase, or when the address pool 
of BNG devices is about to run out and the number of online users reaches the upper limit of the address 
pool at the running phase, the BNG applies for new IP addresses from the controller. When the number of 
online users is much less than the address number of the address pool, the BNG releases parts of IP addresses 
to improve the utilization of IP address resource. 

The figure below illustrates the address management procedure in the BNG pool. 



3 Signalling aspects  

 
 

1434    

Controller

IP Address request

BNG

Reply (IP address sections)

Apply for sections of address

Allocate IP address sections

Update local address pool

IP Address request (IP address sections)

Reply

Release sections of address

Recycle IP address sections

Update local address pool

IP Address Apply

IP Address Release

 

Figure 8-2 – The address pool management procedure 

Each BNG device in the BNG pool detects the utilization of the local address pool. If the number of address 
in the local address pool is inadequate, the BNG generates the IP address request message and sends it to 
the controller for applying new IP address sections. The controller then allocates IP address sections, and 
returns the response message with the allocated IP address sections to the BNG. On the contrary, if the IP 
addresses in the local address pool are used inefficiently, the BNG releases part of unused IP addresses. 
Hence, the unused IP addresses in a BNG can be reused by other BNG and the IP address utilization ratio is 
improved correspondingly. The BNG generates the IP address request message and sends it to the controller 
to release unused IP addresses. The controller recycles the released IP addresses, and responds with the 
confirmation message to inform success or failure. 

As described in appendix A, the access requests from different users are recommended to be distributed 
among BNG devices of the BNG pool to achieve the load balancing with the granularity of user group. The 
user group information can be extracted from the user access request or reply messages. The controller is 
required to allocate a different IP address block for every user group. Otherwise, it might cause the routing 
problem. For example, when the access requests from user group 1 are assigned to BNG1 device of the BNG 
pool1 as described in Figure A-1, if the same IP address block is divided into two parts, one part is assigned 
to user group 1,and the other part is assigned to user group 2. So when packets switched between BNG1 and 
BNG2, This will cause the router in the IP core network does not know how to set up the next hop in routing 
entry for this IP address block to forward downstream packets. Allocating different IP address block for 
different user groups can avoid the above problem.  

As described in Section 8.5, if one backup BNG takes over a fault BNG based on the protection policy, the 
corresponding user traffic will be transfer to the backup BNG seamlessly. In order to achieve this, the 
destination MAC address of packets sent from users is required to keep the same whether it is the primary 
BNG, or it is the backup BNG. If the destination MAC address is set to the real MAC address of the primary 
BNG, the packets coming from users will be discarded by the backup BNG during the procedure of protection 
switch. Allocating a virtualized gateway MAC address to both the primary and backup BNG can solve this 
problem. The controller is in charge of managing virtualized MAC addresses and allocating virtual MAC 
addresses to the BNG by using the reply message.  
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There have been a variety of protocols between the controller and the network device, such as NETCONF, 
Openflow, SNMP, etc. The BNG device could be managed, configured and controlled by the controller 
through such protocols. The details of those existing protocols are beyond the scope of this recommendation. 

8.2 Signalling for the notification of BNG status/information 

The BNG is recommended to notify its own status to the controller, which may include the load situation, the 
fault information (e.g. link/port/card failure), etc. The controller is recommended to be aware of the detailed 
status of each member of the BNG pool. Based on the BNG real-time status, it is possible to perform fault 
protection and load balancing. The BNG is recommended to also report some key information to the 
controller, such as the topology information. 

As depicted in Figure 8-1, each BNG reports real-time load situation to the controller during the running 
phase. After receiving user access requests, the controller will decide which BNG in the BNG pool can provide 
service.  If the real-time load of one BNG reaches the maximum threshold, the controller will dispatch the 
traffic from new users or a part of online users of this BNG to other BNGs. This load balancing procedure will 
be illustrated at Section 8.5 in this document. 

Each BNG also reports the topology information to the controller in the initial phase or in the running phase 
when the network topology changes, as depicted in Figure 8-1. The topology information is recommended 
to include (not limited): 

– BNG identification; 

– Board/Line card; 

– Link; 

– Interface. 

8.3 Signalling for fault monitoring and notification 

To realize the high reliability, signalling for the fault monitoring and notification is required between the 
controller and the member of the BNG pool, thus the failure can be detected as soon as possible. 

In active mode, each BNG member will notify fault information to the controller when a failure occurs in the 
running phase as depicted in Figure 8-1. Then the controller will choose another BNG in the BNG pool to take 
over the services carried by the fault BNG.  

In passive mode, the controller monitors the real-time status of each member of the BNG pool. When a BNG 
is out of service, the controller can detect the failure quickly through the monitoring mechanism. Then it will 
decide which BNG in the BNG pool can take over the service carried by the fault BNG.  

Fault protection procedure will be illustrated at Section 8.5 in this document. 

8.4 Signalling for synchronization of user session information among BNGs 

To realize hot-standby protection for a link/port/card/device failure and a user seamless migration, users' 
session information (including user IP/MAC, accounting information, etc.) of one BNG is recommended to be 
synchronized to its backup BNG. Optionally, such information can be transferred via the controller. 

The controller is in charge of maintaining the relationship between the primary and hot-standby BNG, and 
assigning it to BNGs. Each BNG synchronizes its user session information to its backup BNG in a real-time 
manner. These synchronization information is recommended to include (not limited):  

– User session, such as IP/MAC, a PPPoE session ID; 

– Account information; 

– IP address sections; 

– user group, such as a physical interface, a logical sub-interface, VLAN and MAC. 
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8.5 Signalling for user traffic scheduling among BNGs 

To realize fault protection and load balancing, the controller is recommended to forward the corresponding 
user session information to the target BNG and inform the BNG to enable the user session information in its 
forwarding plane, thus the BNG can take over the corresponding user traffic. 

The controller collects the load information of each BNG of the BNG pool in the running phase as depicted in 
Figure 8-1. It assigns the BNG with lower load to serve the new access users. This make the load of each BNG 
in the BNG pool balanced. 

The figure below illustrates the load balancing procedure of the BNG pool. 

Controller

Assign the serving BNG

BNG 2 

Select BNG to serve a group of 

users according real-time load 

BNG 1

Serving access users

Real-time load

Collect load

Collect load

Real-time load

 

Figure 8-3 – The load balancing procedure 

Each BNG in the BNG pool periodically collects and reports the load information to the controller. The 
controller gets and figures out load status of every member in BNG pool, decides which BNG to serve the 
new coming users, and then configures it. In this way, each BNG serves a part of the overall users to realize 
the traffic load balancing among all the members of the BNG pool. The controller is responsible for traffic 
allocation among all BNGs in the BNG pool to realize load balancing. 

When the controller receives a fault report as described in Section 8.3, it knows a fault occurred in one BNG, 
and will select a normal operation BNG device from the BNG pool to take over the fault one. 

The figure below illustrates the fault protection procedure of the BNG pool. 
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Controller

Fault report

BNG 2 

User session activation inform

Retrieve the backup BNG

BNG 1

Enable user sessions

Advertises routes

Fault occur

 

Figure 8-4 – The fault protection procedure 

Each BNG in the BNG pool monitors its status and detects its faults. It reports the fault information to the 
controller as soon as possible when a fault occurs. The controller receives the fault report and retrieves the 
backup BNG. It then informs the backup BNG to enable the user session information in the forwarding plane. 
The backup BNG starts to work for these affected users, and advertises corresponding routes based on the 
IP address section that allocated by the controller as described in Section 8.1 

The fault BNG will synchronize its user session to the backup BNG. The synchronization is performed in a real-
time manner so it assures that the fault protection does not break the service of online users. More details 
of the synchronization is described in Section 8.4. 
  



3 Signalling aspects  

 
 

1438    

Annex A 
 

The scenarios related to BNG pool 

(This annex forms an integral part of this Recommendation.) 

This annex describes the scenarios related to the BNG pool. 

 

Figure A.1 – The scenario of BNG pool 

As shown in Figure A.1, the BNG pool is composed of one controller and multiple BNG devices. Multiple BNG 
devices can be located in the same Central Office or different Central Offices, which are inter-connected by 
the underlay L2 network. BNG devices are deployed in a moderately centralized manner. 

The controller acts as the centralized control unit of the BNG pool. 

(1) It manages the membership of the BNG pool, and maintains the state of each member of th BNG 
pool. 

(2) It monitors the real-time load of each member of the BNG pool. Based on the overall load of the 
BNG pool, it realizes the load balancing among the members in the BNG pool. 

(3) It monitors the real-time state of each member of the BNG pool. It allocates BNG devices/ports into 
different backup groups and helps to synchronize the user access information among BNG devices 
within one backup group. Hence, the backup protection among the members in the BNG pool is 
realized. 

(4) It can configure each member of the BNG pool, and it is possible to perform OAM as a whole in the 
BNG pool. 

(5) It can receive the requirement from the application and provide differentiated functions for specific 
services/users. 
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The BNG devices acts as the distributed unit to provide a variety of services and functions. 

(1) It provides broadband access services to users under the control of the controller. 

(2) It reports its own status/events/user session information to the controller. 

(3) It provides the backup service for other members of the BNG pool belonging to the same backup 
group under the control of the controller. 

When the user accesses the broadband service through a member of the BNG pool and the corresponding 
port of the member is failed, the user's services can be transferred to another member of the BNG pool 
without awareness of the user. The members of the BNG pool can realize the resource sharing and load 
balancing. 

With the BNG pool, it may have the following functions/benefits: 

(1) Simplifying the OAM. In the current network, user data (IP address, VLAN etc.) are planned in the 
unit of one BNG, which increases the complexity of the OAM. Whereas, with the BNG pool, user 
data can be planned and allocated in the unit of one BNG pool, which will greatly reduce the 
complexity of the OAM. 

(2) Achieving higher reliability and availability. It is possible for the members of the BNG pool to provide 
backup services among members of the BNG pool. 

(3) Achieving higher scalability. A BNG pool has the ability to provide the flexible resource extension to 
meet the increasing demands compared with the traditional single-rack mode. As well as, it can 
improve the efficiency of physical resources due to the support of much more broadband users to 
access network. 

(4) Achieving the load balancing. The access requests of users can be distributed among members of 
the BNG pool with the granularity of user group. The granularity of user group is flexible, and can be 
based on the physical interface, the logical sub-interface, the VLAN, the MAC address, etc.  

(5) Saving the power consumption. When the network load is very low (e.g. in mid-night), on-line user's 
services can be centralized and migrated to one or a few members of the BNG pool. Other members 
of the BNG pool can be set in the sleeping mode. This can greatly save the power consumption. 
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Appendix A 
 

The networking methods of BNG pool 

This appendix describes the possible networking methods for members of the BNG pool. 

 

                                   

        (1) Members of the BNG pool interconnected      (2) Members of the BNG pool interconnected 
                              via aggregated switches                                                           via virtualized switches 

                            

         (3) Members of the BNG pool interconnected      (4) Members of the BNG pool interconnected 
                    via switches with full-mesh connections                                         via OTN network 

 

Figure Ap.1 – The networking methods for members of  the BNG pool 

The BNG pool is composed of multiple BNG devices from the same Central Office or different Central Offices. 
Members of the BNG pool are inter-connected by the underlay L2 network. The networking methods for 
members of the BNG pool can be classified by the following four types:  

– Inter-connection via aggregated switches. The aggregated switches form an underlay layer 2 
network by inter-connecting each other, and members of the BNG pool establish connections 
among them via the underlay layer 2 network. This networking method requires transmission 
resources among the aggregated switches. 
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– Inter-connection via virtualized switches. Multiple aggregated switches can be inter-connected and 
stacked into one virtualized switch. The OLT connects every physical switch directly, which forms a 
virtual trunk. Compared to the last scenario, multiple physical aggregated switches are virtualized 
into a logical switch and form a logical network topology.  

– Inter-connection via switches with full-mesh connections. Each aggregated switch needs one link to 
connect each member of the BNG pool. This networking method will increase CAPEX, and require 
more transmission resources. However, such a full-mesh network topology does exist in the current 
carrier network. 

– Inter-connection via the OTN network. When the OTN network is deployed between the BNG layer 
and the OLT layer, it will be an ideal networking method for the BNG pool. This mode can greatly 
reduce the consumption of transmission resources and device ports, and is the trend for the future 
network. 

Of the above networking methods, the networking method based on the virtualized switch is recommended 
currently, since it has the advantages of the simplified logical network topology and OAM for aggregated 
switches. When the OTN network is deployed in the metro area in the near future, the networking method 
based on metro-OTN is recommended, since it can greatly reduce the consumption of transmission resources 
and device ports. However, other networking methods can also be considered based on the practical network 
resources. 
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3.4  Service plane 
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Summary 

Recommendation ITU-T Q.4040 describes the framework and provides an overview of cloud computing 
interoperability testing. According to the identified target areas of testing, this framework Recommendation 
includes an overview of cloud computing interoperability testing with common confirmed items, 
infrastructure capabilities type, platform capabilities type and application capabilities type interoperability 
testing. This Recommendation describes the overview target areas of testing for interoperability testing of 
cloud computing. 

Keywords 

Cloud computing, interoperability. 
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1 Scope 

This Recommendation describes the framework and provides an overview of cloud computing 
interoperability testing. According to the identified target areas of testing, this framework Recommendation 
includes an overview of cloud computing interoperability testing with common confirmed items, 
infrastructure capabilities type, platform capabilities type and application capabilities type interoperability 
testing.  

2 References 

The following ITU-T Recommendations and other references contain provisions which, through reference in 
this text, constitute provisions of this Recommendation. At the time of publication, the editions indicated 
were valid. All Recommendations and other references are subject to revision; users of this Recommendation 
are therefore encouraged to investigate the possibility of applying the most recent edition of the 
Recommendations and other references listed below. A list of the currently valid ITU-T Recommendations is 
regularly published. The reference to a document within this Recommendation does not give it, as a stand-
alone document, the status of a Recommendation. 

[ITU-T Y.101] Recommendation ITU-T Y.101 (2000), Global Information Infrastructure terminology: 
Terms and definitions. 

[ITU-T Y.1401] Recommendation ITU-T Y.1401 (2008), Principles of interworking.  

[ITU-T Y.3500] Recommendation ITU-T Y.3500 (2014) | ISO/IEC 17788:2014, Information 
technology – Cloud Computing – Overview and vocabulary. 

[ITU-T Y.3501] Recommendation ITU-T Y.3501 (2016), Cloud computing framework and high-level 
requirements. 

[ITU-T Y.3502] Recommendation ITU-T Y.3502 (2014) | ISO/IEC 17789:2014, Information 
technology – Cloud computing – Reference architecture. 

[ITU-T Y.3510] Recommendation ITU-T Y.3510 (2016), Cloud computing infrastructure requirements. 

[ITU-T Y.3511] Recommendation ITU-T Y.3511 (2014), Framework of inter-cloud computing. 

3 Definitions 

3.1 Terms defined elsewhere 

This Recommendation uses the following terms defined elsewhere: 

3.1.1 interoperability [ITU-T Y.101]: The ability of two or more systems or applications to exchange 
information and to mutually use the information that has been exchanged. 

3.1.2 interworking [ITU-T Y.1401]: The term ''interworking'' is used to express interactions between 
networks, between end systems, or between parts thereof, with the aim of providing a functional entity 
capable of supporting an end-to-end communication. 

3.1.3 cloud service provider (CSP) [ITU-T Y.3500]: Party which makes cloud services available. 

3.1.4 cloud service customer (CSC) [ITU-T Y.3500]: Party which is in a business relationship for the 
purpose of using cloud services. 

3.2 Terms defined in this Recommendation 

This Recommendation defines the following terms: 

3.2.1 cloud interoperability: The capability to interact between CSCs and CSPs or between different CPSs, 
including the ability of CSCs to interact with cloud services and exchange information, the ability for one 
cloud service to work with other cloud services, and the ability for CSCs to interact with the cloud service 
management facilities of the CSPs. 
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3.2.2 cloud interoperability testing: Verifying functions and interaction that realize the cloud 
interoperability. 

4 Abbreviations and acronyms 

This Recommendation uses the following abbreviations and acronyms: 

BSS Business Support Systems 

CCRA Cloud Computing Reference Architecture 

CSC Cloud Service Customer 

CSP Cloud Service Provider 

IaaS Infrastructure as a Service 

ICT Information and Communication Technology 

IT Information Technology 

OSS Operational Support Systems 

PaaS Platform as a Service 

QoS Quality of Service 

SaaS Software as a Service 

SLA Service-Level-Agreement 

VM Virtual Machine 

5 Overview of cloud computing interoperability testing 

Interoperability in the context of cloud computing includes the ability of a cloud service customer to interact 
with a cloud service and exchange information according to a prescribed method and obtain predictable 
results. Typically, interoperability implies that the cloud service operates according to an agreed 
specification, one that is possibly standardized. The cloud service customer should be able to use widely 
available ICT facilities in-house when interacting with the cloud services, avoiding the need to use proprietary 
or highly specialized software. The interoperability of cloud services can be categorized by the management 
and functional interfaces of the cloud services. Many existing IT standards contribute to the interoperability 
between cloud consumer applications and cloud services, and between cloud services themselves. There are 
standardization efforts that are specifically initiated to address the interoperability issues in the cloud system. 
Interoperability also includes the ability for one cloud service to work with other cloud services, either 
through an inter-cloud provider relationship, or where a cloud service customer uses different multiple cloud 
services in some form of composition to achieve its business goals.  

Interoperability stretches beyond the cloud services themselves and also includes the interaction of the cloud 
service customer with the cloud service management facilities of the cloud service provider. Ideally, the cloud 
service customer should have a consistent and interoperable interface to the cloud service management 
functionality and be able to interact with two or more cloud service providers without needing to deal with 
each provider in a specialized way.  

The main purpose of interoperability testing is to evaluate the interaction between cloud service customer 
and cloud service provider to obtain predictable results, collaboration among different cloud services, and 
consistency and interoperability of management interface across different services.  

A cloud capabilities type is a classification of the functionality provided by a cloud service to the cloud service 
customer, based on the resources used. There are three different cloud capabilities types [ITU-T Y.3500]: 
infrastructure capabilities type, platform capabilities type, and application capabilities type, which are 
different because they follow the principle of separation of concerns, i.e., they have minimal functionality 
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overlap between each other. The interoperability testing in different cloud capabilities type is different; there 
are three major interoperability testing scenarios as follows: 

• infrastructure capabilities type interoperability testing 

• platform capabilities type interoperability testing 

• application capabilities type interoperability testing. 

As shown in Figure 1, there are three different target areas of cloud computing interoperability testing as 
follows: 

• "CSC – CSP", dealing with interaction between CSC and CSP  

• "CSP – CSP", dealing with collaboration among different CSPs 

• "CSP – management", dealing with CSP management functions.  

 

Figure 1 – Target areas of cloud computing interoperability testing 

Also, the cloud architecture in terms of the common set of cloud computing functional components are 
described in [ITU-T Y.3502]. Figure 2 presents a high level overview of the CCRA functional components 
organized by means of the layering framework. 
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Figure 2 – Functional components of the CCRA 

This Recommendation covers the typical functional components, not all components, and interworking 
among them in clauses 7, 8 and 9. 

5.1 Common aspects to be considered in cloud computing interoperability testing 

The aspects which should be considered for the testing of cloud computing interoperability need to be 
prescribed according to the requirements described in [ITU-T Y.3501]. The following items, picked up from 
the general requirements for cloud computing [ITU-T Y.3501], indicate common aspects to be considered in 
cloud computing interoperability testing: 

• Service life-cycle management 

It is required that cloud computing supports automated service provisioning, modification and termination 
during the service life-cycle. 

• Regulatory aspects 

It is required that all applicable laws and regulations be respected, including those related to privacy 
protection. 

• Security 

It is required that the cloud computing environment be appropriately secured to protect the interests of all 
persons and organizations involved in the cloud computing ecosystem. 

• Accounting and charging 

It is recommended that cloud computing supports various accounting and charging models and policies. 
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• Efficient service deployment 

It is recommended that cloud computing enables efficient use of resources for service deployment. 

• Interoperability 

It is recommended that cloud computing systems comply with appropriate specifications and/or standards 
for allowing these systems to work together. 

• Portability 

It is recommended that cloud computing supports the portability of software assets and data of cloud service 
customers (CSCs) with minimum disruption. 

• Service access 

Cloud computing is recommended to provide CSCs with access to cloud services from a variety of user 
devices. It is recommended that CSCs be provided with a consistent experience when accessing cloud services 
from different devices. 

• Service availability, service reliability and quality assurance 

It is recommended that the cloud service provider (CSP) provides end-to-end quality of service assurance, 
high levels of reliability and continued availability. 

5.2 Infrastructure capabilities type interoperability testing 

Cloud infrastructure includes compute, storage, network and other hardware resources, as well as software 
assets. Abstraction and control of physical resources are essential means to achieve on-demand and elastic 
characteristics of cloud infrastructure. This way, physical resources can be abstracted into virtual machines 
(VMs), virtual storage and virtual networks. The abstracted resources are controlled to meet cloud service 
customers' (CSC) needs. [ITU-T Y.3510] 

The goal for cloud infrastructure capabilities type interoperability is to devise and implement testing methods 
and conduct a basic set of functional tests for infrastructure capabilities type (IaaS) Interoperability in a hybrid 
cloud environment using both private and public clouds. 

Ideally, cloud subscribers would like to be able to select any cloud provider based on the basis of service cost, 
performance and capabilities. In order to make this feasible for the cloud consumer, the various hypervisor 
platforms and infrastructure components involved will need to be interoperable and enable portability, 
leveraging defined industry standards. 

Reliability and reproducibility of a change such as a VM migration involved in IaaS are based on pre-defined 
standards, specifications, frameworks, scenarios, and processes. This need exists in their organizations too 
for reasons such as being able to demonstrate the ability to move between internal private clouds, being able 
to move between cloud providers if necessary, and if for no other reason, to demonstrate that the service is 
not locked in to that environment with no relocation options once it has been established there. 

5.3 Platform capabilities type interoperability testing 

Platform capabilities type (PaaS) interoperability encourages seamless operation of cloud applications across 
providers, rapid integration with consumer orchestration engines, and automatable configuration and 
operation of both the PaaS container and the execution of the application itself. This provides the combined 
benefits of rapid application deployment and linear scalability without the overhead of directly managing the 
underlying infrastructure for the application, all while avoiding PaaS lock-in. 

The business drivers for PaaS Interoperability are as follows: 

• Rapid application deployment: Enable subscribers to quickly deploy new business applications. 
Reduce the overhead of ongoing application deployments. 

• Application scalability: Ability to quickly scale applications up and back based on the real-time 
demand for those applications. 
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• Application migration: Ability to move applications from one discrete PaaS to another PaaS available 
from the same or different cloud provider with minimal effort. 

• Business continuity: Migrate or replicate applications among PaaS services to address outages, 
security breaches, or other disruptions. This is intended to encompass both disaster recovery and 
disaster avoidance. 

Interoperability perspectives follow: 

• Interconnectability: The parallel process in which two coexisting environments communicate and 
interact. 

• Portability: The serial process of moving a system from one cloud environment to another. 

5.4 Application capabilities type interoperability testing 

In portability and interoperability of application capabilities (SaaS) environments, business process 
functionality offered through SaaS solutions can be initially connected, transferred, or interconnected. SaaS 
interoperability allows organizations to create mash-ups from multiple SaaS and non-SaaS applications. This 
is an issue that primarily concerns data exchange, which includes metadata, and interface compatibility. 

6 Cloud computing interoperability testing between CSC and CSP 

CSC is a party in a business relationship for the purpose of using cloud services. The interoperability between 
CSC and CSP supports the CSC to interact with CSP according to a prescribed method and obtain predictable 
results. Enabled by interworking between CSC and CSP, CSC can use the capabilities provided by CSP, such as 
using the processing, network and storage capability. For example, CSC can use virtual machine provide by 
the CSP.  

CSC can also perform business administration tasks such as subscribing to cloud service and administering 
use of cloud service through the interaction with CSP. 

Based on the reference architecture described in [ITU-T Y.3502], the interworking involved in CSC-CSP 
relationship and corresponding test objective can be identified as follows: 

• Interworking between CSC and CSP's service integration component. 

Test objective is to verify that CSP can provide connections to CSP's services for CSC. 

• Interworking between CSC and CSP's authentication and identities management component 

Test objective is to verify that CSP can provide capabilities relating to user identities and the 
credentials required to authenticate users are provided when CSC access cloud services and related 
administration and business capabilities. 

• Interworking between CSC and CSP's authorization and security policy management component 

Test objective is to verify that CSP can provide capabilities for the control and application of 
authorization for CSC to access specific capabilities or data. 

• Interworking between CSC and CSP's product catalogue component 

Test objective is to verify that the CSP can provide capabilities for browsing available service list, and 
capabilities for management of the content of catalogue. 

• Interworking between CSC and CSP's account management CSC  

Test objective is to verify that the CSP can provide capabilities for managing cloud service 
relationships, including management of contracts, subscription to cloud service, entitlements, 
service pricing and policies that apply to the treatment of CSC data. 

• Interworking between CSC and CSP's subscription management component 

Test objective is to verify that the CSP can handle subscriptions from CSC to particular cloud services, 
aiming to record new or changed subscription information from the customer and ensure the 
delivery of the subscribed service(s) to the customer. 
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• Interworking between CSC and CSP's monitoring and report component 

Test objective is to verify that CSP can provide capabilities monitoring the cloud computing activities 
of other functional components throughout the CSP's system and providing reports on the 
behaviour of the cloud service provider's system. 

• Interworking between CSC and CSP's service access 

Test objective is to verify that CSP can provide service access capabilities that provide access offered 
by CSP, perform authentication of the CSC and establish authorization to use particular capabilities 
of the cloud service. If authorized, the service access capabilities invoke the cloud service 
implementation which performs the request. 

• Interworking between CSC and CSP's service capabilities 

Test objective is to verify that CSP can provide service capabilities which consist of the necessary 
software required to implement the service offered to CSC. 

• Interworking between CSC and CSP's resource abstraction and control 

Test objective is to verify that CSP can provide access to the physical computing resources through 
software abstraction and to offer qualities such as rapid elasticity, resource pooling and on-demand 
self-service.  

• Interworking between CSC and CSP's physical resources 

Test objective is to verify that the operational support systems can manage all the elements of the 
physical resources (e.g., computing resources, storage resources, and network resources). 

For interoperability testing between CSC and CSP, the interoperability testing target should cover the 
interworking between CSC and CSP described above. A set of functional test cases need to be developed 
based on the corresponding test objectives, and perform functional test to determine if CSC interoperate 
with CSP. Figure 3 shows the relationships among functional components and functions for the "use cloud 
service" activity between CSC and CSP according to clause A.1.1 of [ITU-T Y.3502]. 
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Figure 3 – Relationships among functional components and functions for the "use cloud service" 
activity between CSC and CSP 

7 Cloud computing interoperability testing between CSP and CSP 

Ideally, multiple interoperable CSPs could interact in different patterns of inter-cloud: peering, federation, 
and intermediary patterns, as defined in [ITU-T Y.3511]. In inter-cloud peering pattern, two CSPs interwork 
directly with each other, and one CSP can use the services provided by the peer CSP. In inter-cloud federation 
pattern, a group of peer CSPs mutually combine their service capabilities in order to provide the set of cloud 
services required by CSCs. In inter-cloud intermediary pattern, CSP interworks with one or more peer CSPs 
and provides intermediation, aggregation and arbitrage of services provided by these CSPs. 

The functions which should be tested for inter cloud computing interoperability need to be prescribed 
according to the functional requirements described in [ITU-T Y.3511]. The following bullet items indicate 
aspects to be considered in the cloud computing interoperability testing of the CSP-CSP interworking. 

• SLA and policy negotiation should be confirmed as follows: 

– the SLA and policy information that is aware of the SLA information related to the QoS and 
performance aspects of the CSPs involved is exchanged among multiple CSPs using standard 
formats; 

– the SLA and policy information comparing, negotiating and settling down service provisioning 
policies is exchanged among multiple CSPs using standard formats. 
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• Resource monitoring should be confirmed as follows: 

– resource information is exchanged in a standard manner among multiple CSPs; 

– updated resource information is exchanged among multiple CSPs in synchronization with the 
events involving the CSPs; 

– collecting information about the usage and performance status of the resources is exchanged 
among multiple CSPs periodically or on a request basis; 

– collecting information about the resource availability is exchanged among multiple CSPs 
periodically or on a request basis; 

– monitoring information in commonly defined ways is exchanged among multiple CSPs. 

• Resource performance estimation and selection should be confirmed as follows: 

– the achievable resource performance that is available reserved resources in the secondary CSPs 
is exchanged between secondary CSPs. 

• Resource discovery and reservation should be confirmed as follows: 

– CSP can discover available resources of the peer CSPs; 

– discovered resources in the peer CSPs are reserved; 

– discovered resources in the peer CSPs are reserved provisionally; 

– available resources in the peer CSPs are found based on different priorities; 

– available resources in the peer CSPs are reserved on the basis of different priorities. 

• Resource set-up and activation should be confirmed as follows: 

– reserved resources in a peer CSP are established; 

– the configuration and policy settings of reserved resources in the peer CSPs are accessed. 

• Cloud services switchover and switchback should be confirmed as follows: 

– the CSC's end-user is switched over  access to a peer CSP without manual operation from the 
CSC, in order to allow the CSC's end user to use services in a similar manner to the way he/she 
did before the access was switchover; 

– the CSC's end-user access is switched back to the primary CSP when this CSP has recovered from 
the switchover 

• Resource release should be confirmed as follows: 

– resources reserved, activated and/or set up in the peer CSPs are released by the CSP; 

– the peer CSP's resource configuration information are updated; 

– received cloud application data are erased and/or transferred back during the resource 
reservation. 

• CSC information exchange should be confirmed as follows: 

– CSC information is activated only with the prior agreement of the CSC; 

– CSC profiles and associated information can be managed; 

– CSC profiles and associated information can be exchanged among multiple CSPs according to a 
pre-determined protocol and format, with the condition that the CSC is informed of and agrees 
to the exchange. 

• Primary CSP role delegation should be confirmed as follows: 

– a CSP is activated only with the prior agreement of the CSC; 

– a CSP is able to discover peer CSPs that are capable of inheriting the primary CSP role, and to 
negotiate with these peer CSPs as to whether they can accept the inheritance; 

– a CSP is able to transfer its management information associated with the primary CSP role in a 
reliable manner to the peer CSPs that have accepted the permission transfer with that CSP; 
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– the controllability of the information associated with the primary CSP role can be transferred 
to the secondary CSPs with minimum interruptions; 

– a CSP is able to cancel the permission transfer arrangements. 

• Inter-cloud service handling should be confirmed  as follows: 

– service intermediation is supported; 

– service aggregation is supported; 

– service arbitrage is supported. 

A CSP can make use of one or more cloud services which are provided by other CSP. In every patterns of 
inter-cloud, there are two roles of CSP – primary CSP and secondary CSP. The provider making use of the 
services is termed a primary CSP while a provider whose services are being used is termed a secondary CSP.  
There are two types of relationship between a primary CSP and a secondary CSP: 

• the use of secondary CSP's cloud services by a primary CSP; 

• the use of secondary CSP's business and administration capabilities by the primary CSP's cloud 
service operations manager and CSP's cloud service manager to establish and control the use of the 
secondary CSP's cloud services. 

Based on the reference architecture, the interworking involved in CSP-CSP relationship and corresponding 
test objectives can be identified as follows: 

• interworking between primary CSP and CSC 

test objective is to verify that CSC can use cloud service, administer use of cloud service and perform 
business administration to the cloud services, in peering, federation or intermediary pattern; 

• interworking between primary CSP's peer service integration component and secondary CSP 

test objective is to verify that primary CSP can connect to services of secondary CSP with appropriate 
security and with appropriate accounting for the usage;   

• interworking between primary CSP's peer service management component and secondary CSP 

test objective is to verify that the primary CSP's operational support systems and business support 
systems can be connected to the administration capabilities and business capabilities of secondary 
CSP; 

• interworking between CSPs to form and maintain inter-cloud pattern 

test objective is to verify that multiple CSP can interact to form and maintain the peering, federation 
or intermediary pattern. 

8 Cloud computing interoperability testing between CSP and its management system 

The interface of management system is used to interact with cloud services to provide supporting 
capabilities, such as monitoring and provisioning of cloud service. As described in [ITU-T Y.3502], 
management functional components are implemented in multi-layer functions in reference architecture. 
Interoperability testing is done to verify the following test objective: 

• Operational support test 

Test objective is to verify that CSP can perform OSS related operation that required managing and 
controlling the cloud services offered to CSC, including runtime administration, monitoring, 
provisioning and maintenance. 

• Business support test 

Test objective is to verify that CSP can provide a set of business-related management capabilities 
dealing with customers and supporting processes, including product catalogue, billing and financial 
management. 
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• Security test 

Test objective is to verify that security related controls can be applied to mitigate the threats in 
cloud computing environment, including authentication, authorization, auditing, validation, and 
encryption. 

• Integration test 

Test objective is to verify that functional components can be connected to achieve the required 
functionality. 

• Development support test 

Test objective is to verify that CSP can provide development support capabilities involving the 
creation, testing and life-cycle management of services and service components and support the 
cloud computing activities of the cloud service developer.  
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Appendix I 
 

Cloud interoperability testing scenarios 

(This appendix does not form an integral part of this Recommendation.) 

ITU-T, ETSI and NIST have been considering wide technical areas related to cloud computing and also 
developing several use case documents which are generally recognised by cloud computing industry. Since 
the use case documents are like a framework document for cloud usage and involve wide technical areas, 
the documents shown below are useful reference documents in order to develop cloud interoperability 
testing specifications.  

1) ITU-T Y.3500 series   

[ITU-T Y.3501] – Cloud computing framework and high-level requirements  

Appendix I – Use cases of cloud computing 

[ITU-T Y.3511] – Framework of inter-cloud computing for network and infrastructure    

Appendix I – Use cases from the inter-cloud perspective 

Appendix II – Use cases from telecom and non-telecom providers' views 

Appendix III – Abstract service offering models for inter-cloud computing 

2) ETSI Cloud Standards Coordination Final Report (November 2013) 

Section 3 – Use cases analysis (especially cloud bursting) 

3) NIST cloud computing program technical efforts  

NIST cloud computing test scenario use cases – Version 1 

4) ODCA usage model for IaaS, PaaS, SaaS 

ODCA has published many usage models:  

ODCA SAAS_Interop_UM_Rev1.0 Software as service (SaaS) interoperability 

ODCA PAAS_Interop_UM_Rev1.0 Platform as a service (PaaS) interoperability 

ODCA VM_Interoperability_in_a Hybrid_Cloud_Enviroment_rev1.2 Virtual machine (VM) 
Interoperability in a hybrid cloud environment 

ODCA VM_Interop_PoC_White_Paper Implementing the Open Data Center Alliance Virtual 
Machine Interoperability Usage Model 

NOTE – The detail contents are described in [b-ITU-T Q-Sup.65]. 
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