- 2 -

FG IPTV-C-0512


	INTERNATIONAL TELECOMMUNICATION UNION
	Focus Group On IPTV

	TELECOMMUNICATION
STANDARDIZATION SECTOR

STUDY PERIOD 2005-2008
	FG IPTV-0512

	
	English only

	WG(s): 6
	4th  FG IPTV meeting:
Bled, Slovenia, 7-11 May 2007

	CONTRIBUTION

	Source:
	China Netcom,  Huawei, Tsinghua University, Peking University, Zhe Jiang University, SVA GROUP

	Title:
	GB 20090.2 RTP Payload Format


TABLE OF CONTENTS

31
Scope


32
Normative References


33
Definitions and Abbreviations


33.1
Definitions


44
NAL Unit


55
RTP Payload Format


55.1
NALU Header Usage


65.2
Fragmentation Units (FUs)


76
Packetization Rules


76.1
Common Packetization Rules


87
Payload Format Parameters


87.1
MIME Registration


127.2
SDP Parameters


147.3
Sequence Header Considerations


158
Security Considerations


159
Congestion Control


1610
IANA Considerations


1611
De-Packetization Process (Informative)


1611.1
Additional De-packetization Guidelines




1 Scope
This payload specification can only be used to carry the AVS NAL unit stream over RTP, and not the bit stream format defined by AVS-P2 (GB/T 200090.2—2006). The applications of this specification will be in the conversational multimedia field, video telephony or video conferencing, but the payload format also covers other applications, such as Internet streaming and TV over IP.
2 Normative References
The following Standards contain provisions that, through reference in this text, constitute provisions of this specification. For the references with specified date, all the errata list (excluding the content) or revised editions published after them will not apply to this specification. However, this specification is subject to revision, and parties to agreements based on this specification are encouraged to investigate the possibility of applying the most recent editions of the Standards listed below. For all references without specified date, their latest editions will apply to this specification

GB/T 20090.2—2006 Information Technology Advanced Coding of Audio and Video Part
2: Video (AVS-P2)
IETF RFC 3550, RTP: a transport protocol for real-time applications

IETF RFC 2327, SDP: session description protocol

IETF RFC 3264, An offer/anser model with session description protocol (SDP)

IETF RFC 3584, The base16, base32, and base64 data encodings
IETF RFC 3984, RTP Payload Format for H.264 Video

3 Definitions and Abbreviations

This specification uses definitions of AVS-P2(GB/T 20090.2—2006) and  RTP Payload Format for H.264 Video  (IETF RFC 3984). Additonally,the following definitions and abbreviations also apply to this specification.
3.1 Definitions
NAL unit (NALU)

Map the data between every two consecutive start code prefixs 0x000001 in the AVS-P2 video bitstream into a NAL unit (including start code value but not  code prefixs), then add a one-byte NAL unit header before the start code value.  Refer to section 4 for detailed NAL unit (NALU) definition. 
NAL unit stream

A sequence composed of NAL units.

NALU Decoding Order

The order of NALUs in NAL unit stream.

4 NAL Unit
According to the method defined in section 3.1, AVS-P2 video bit stream is mapped into NAL unit stream. The data between every two consecutive NAL unit headers in the NAL unit stream is considered as RBSP (including start code value). The syntax and semantics of the NAL unit are as follows (refer to section 5.7 of AVS-P2 for description style and descriptors used):

	nal_unit( NumBytesInNALunit ) {
	descriptor

	forbidden_zero_bit
	f(1)

	nal_ref_idc
	u(2)

	nal_unit_type
	u(5)

	for ( i = 0; i < NumBytesInNALunit-1; i++ ) {
	

	rbsp_byte[i]
	b(8)

	
}
	

	}
	


Forbidden bit  forbidden_zero_bit

    Its value should be 0.
NAL Reference Id  nal_ref_idc

    2 bits unsigned integer. Non-zero means data contained in this NAL unit is sequence header or reference frame data; 0 means data contained in this NAL unit is not reference frame data.
    For the NAL unit of sequence header, nal_ref_idc should not be 0. For a certain frame, if nal_ref_idc of one NAL unit’s is 0, then nal_ref_idc of all NAL units of the same frame will be 0. Nal_ref_idc of NAL units for I frames shouldn’t be 0.

NAL unit type  nal_unit_type
    5 bits unsigned integer. Define the type of RBSP data structure in a NAL unit according to the start code value followed and (or) information contained in the picuture header:
	nal_unit_type
	NAL Type
	Stuffing reason 

	0
	reserved
	

	1
	sequence header
	Start code value is B0

	2
	video extension
	Start code value is B5

	3
	user data
	Start code value is B2

	4
	video edit
	Start code value is B7

	5
	I frame picture header
	Start code value is B3

	6
	P frame picture header
	Start code value is B6，and the encoding mode in the picture header is 01

	7
	B frame pricture header
	Start code value is B6，and the encoding mode in the picture header is 10

	8
	I frame slice
	Start code value is 00~AF，and start code value of the belonged picture’s picture header is B3

	9
	P frame slice
	Start code value is 00~AF，and start code value of the belonged picture’s picture header is B6, and the encoding mode in the picture header is 01

	10
	B frame slice

	Start code value is 00~AF，and start code value of the belonged picture’s picture header is B6, and the encoding mode in the picture header is 10

	11-23
	reserved
	

	24-31
	undefined
	


RBSP byte  rbsp_byte

     A byte that can take any value.

Only when AVS-P2 video bit stream has been mapped into NAL unit stream in this way, can the packetization method described below be used.

After the decoder has received NAL unit stream, in order to decode, it must discard every NAL unit header, and replace with a start code prefix 0x000001 to transform the NAL unit stream back into AVS-P2 video bit stream. 
5 RTP Payload Format
Besides the rules given below, other conventions in RFC 3984 are followed. They are RTP header usage, RTP payload format common structure, NALU header usage, packetization modes (single NALU mode, non-interleaved mode and interleaved mode), Decoding Order Number (DON), along with formats for single NALU packet, aggregation packet, and fragmentation unit.
5.1 NALU Header Usage
The structure of NALU header is:

      +---------------+

      |0|1|2|3|4|5|6|7|

      +-+-+-+-+-+-+-+-+

      |F|NRI|  Type   |

      +---------------+

Where, F, NRI and Type are corresponding respectively to the forbidden_zero_bit, nal_ref_idc and nal_unit_type of the NALU header showed in section 4 of this specification. This section defines the semantics of NRI in this specification. For the semantics of F and Type, please refer to section 5 in RFC 3984.

F:  1 bit
A value of 0 indicates that the NAL unit type octet and payload should not contain bit errors or other syntax violations. A value of 1 indicates that the NAL unit type octet and payload may contain bit errors or other syntax violations.

MANEs SHOULD set the F bit to 1 to indicate detected bit errors in the

NAL unit. The AVS-P2 requires that the F bit is equal to 0. When the F bit is set, the simplest decoder reaction is to discard such a NAL unit and to conceal the lost data in the discarded NAL unit.

NRI: 2 bits
Besides conforming with the convention in section 4, NRI value indicates relative transmission priority. MANE can use this information to make better performance in protecting important NALUs. The priority values are 11b,10b,01b and 00b in a high to low order.
When NALU is of sequence header or I frame, it would be appropriate that its NRI value is 11b.

When NALU type value is between 24 and 29, its NRI value definition is given by setion 5.7 and 5.8  in RFC 3984. 
5.2 Fragmentation Units (FUs)
Besides the following rules, other conventions given by section 5.8 in RFC 3984 are followed.

The format of FU header is shown below:

      +---------------+

      |0|1|2|3|4|5|6|7|

      +-+-+-+-+-+-+-+-+

      |S|E|R|  Type   |

      +---------------+

Start bit(S): 1 bit

1 means start of a fragmentation NALU. If the following fragmentation unit payload isn’t the start of a fragmentation NALU, S is set to 0.

End bit(E):1 bit

1 means the end of a fragmentation NALU, namely payload’s last byte is also of fragmentation NALU’s last byte. If the following fragmentation unit payload isn’t the end of a fragmentation NALU, E is set to 0.

Reserve bit(R): 1 bit

     Reserve bit must be 0, and the receiver should ignore it.

Type: 5 bits

     The NAL unit type defined in Section 4 of this specification.
6 Packetization Rules
The packetization rules common to more than one of the packetization modes are specified in section 6.1. The packetization rules for the single NAL unit mode, the non-interleaved mode, and the interleaved mode are specified in sections 6.2, 6.3, and 6.4 in RFC 3984, respectively.

6.1 Common Packetization Rules
All senders MUST enforce the following packetization rules regardless of the packetization mode in use:
o  
Coded slice NAL units or coded slice data partition NAL units belonging to 
the same coded picture (and thus sharing the same RTP timestamp value) MAY
be sent in any order permitted by the applicable profiles defined in AVS-P2; 
however, for delay-critical systems, they SHOULD be sent in their original 
coding in order to minimize the delay.  

   o  
Sequence headers are handled in accordance with the rules and recommendations
given in section 7.3.

   o  
Senders (include MANE) MUST NOT duplicate any NAL unit except for sequence 
header or picture header NAL units. Sequence header NAL units MUST not be

duplicated to affect any active sequence header. Duplicated Picture header NAL units MUST be followed by the picture’s Slice NAL units (but MAY not be the first Slice of the picture).Duplication SHOULD be performed on the application layer and not by duplicating RTP packets (with identical sequence numbers).

Senders using the non-interleaved mode and the interleaved mode MUST enforce the following packetization rule:

   o  MANEs MAY convert many single NAL unit packets into one aggregation packet, convert an aggregation packet into several single NAL unit packets, or mix both concepts, in an RTP translator. The RTP translator SHOULD take into account at least the following parameters: path MTU size, unequal protection mechanisms (e.g., through packet-based FEC according to RFC 2733, especially for sequence headers), bearable latency of the system, and buffering capabilities of the receiver.

Informative note: An RTP translator is required to handle RTCP as per RFC 3550.

7 Payload Format Parameters
This section specifies the parameters that MAY be used to select optional features of the payload format and certain features of the bit stream. The parameters are specified here as part of the MIME subtype registration in AVS-P2. A mapping of the parameters into the Session Description Protocol (SDP) is also provided for applications that use SDP.  Equivalent parameters could be defined elsewhere for use with control protocols that do not use MIME or SDP.

   Some parameters provide a receiver with the properties of the stream that will be sent.  The name of all these parameters starts with "sprop" for stream properties. Some of these "sprop" parameters are limited by other payload or codec configuration parameters. For example, the sprop-parameter-sets parameter is constrained by the profile-level-id parameter.  The media sender selects all "sprop" parameters rather than the receiver. This uncommon characteristic of   the "sprop" parameters may not be compatible with some signaling protocol concepts, in which case the use of these parameters SHOULD be avoided.

7.1 MIME Registration
The MIME subtype for the AVS-P2 video codec is allocated from the IETF tree. The receiver MUST ignore any unspecified parameter.

   Media Type name:

video

   Media subtype name:  
AVS-P2
   Required parameters: 
none

OPTIONAL parameters:
profile-level-id, max-mbps, max-fs, max-dpb, and max-br
sprop-parameter-sets, parameter-add, packetization-mode,
sprop-interleaving-depth, sprop-deint-buf-req,deint-buf-cap,
sprop-init-buf-time, sprop-max-don-diff,max-rcmd-nalu-size,
Encoding considerations, Security considerations, Public specification, Additional information, File extensions, Macintosh file type code, Object identifier or OID, Person and email address to contact for further information, Intended usage, Author, Change controller.
Semantics of Optional MIME’s parameters

The undefined parameters are referred in Section 6.1.1 of AVS-P2.

       profile-level-id:

                        A base16 (hexadecimal) representation of the following two 






 bytes in the sequence header NAL unit specified in : profile_id
 and level_id.
                        If the profile-level-id parameter is used to indicate properties of 
a NAL unit stream, it indicates the profile and level that a has to 
support in order to comply with when it decodes the stream.  

                        If the profile-level-id parameter is used for capability exchange 
or session setup procedure, it indicates the profile that the codec

                        supports and the highest level supported for the signaled profile.  

Informative note: Capability exchange and session setup procedures should provide means to list the capabilities for each

                        supported codec profile separately. For example, the selection
 





 method of the codec model can be used (section 10.2 of IETF 
RFC 3264).

                        If no profile-level-id is present, the BaselineProfile without 
additional constraints at Level 4.0 MUST be implied.
       max-mbps, max-fs, max-dpb, and max-br:

                        These parameters MAY be used to signal the capabilities of a 






 receiver implementation. These parameters MUST NOT be 
used for any other purpose. The profile-level-id parameter
MUST be present in the same receiver capability description
that contains any of these parameters. The level conveyed in the
value of the profile-level-id parameter MUST be such that the receiver is fully capable of supporting. These four parameters 
MAY be used to indicate capabilities of the receiver that extend the required capabilities of the signaled level, as specified below.

When more than one parameter from the set (max-mbps, max-fs, max-dpb, max-br) is present, the receiver MUST support all signaled capabilities simultaneously.  For example, if both max-mbps and max-br are present, the signaled level with the extension of both the frame rate and bit rate is supported by the receiver. That is, the receiver is able to decode NAL unit streams in which the macroblock processing rate is up to max-mbps (inclusive), the bit rate is up to max-br (inclusive), the coded picture buffer size is derived as specified in the semantics of the max-br parameter below, and other properties comply with the level specified in the value of the profile-level-id parameter.

                        A receiver MUST NOT signal values of max-mbps, max-fs, 






 max-dpb, and max-br that meet the requirements of a higher
 level, referred to as level A herein, compared to the level
 specified in the value of the profile-level-id parameter, if the 
receiver can support all the properties of level A.

Informative note: When the OPTIONAL MIME type 
parameters are used to signal the properties of a NAL unit 
stream, max-mbps, max-fs, max-dpb, and max-br are not present, and the value of profile-level-id must always be such that the NAL unit stream complies fully with the specified profile and level.

       max-mbps:       The value of max-mbps is an integer indicating the maximum 
macroblock processing rate in units of macroblocks per second.  The max-mbps parameter signals that the receiver is capable of decoding video at a higher rate than is required by the signaled level conveyed in the value of the profile-level-id parameter.  When max-mbps is signaled, the receiver MUST be able to decode NAL unit streams that conform to the signaled level, with the exception that the MaxMBPS value in TableB-3, B-4, B-5 of AVS-P2 for the signaled level is replaced with the value of max-mbps. The value of max-mbps MUST be greater than or equal to the value of MaxMBPS for the level given in Table B-3, B-4, B-5 of AVS-P2. Senders MAY use this knowledge to send a given size at a higher frame rate than is indicated in the signaled level.

max-fs:          The value of max-fs is an integer indicating the maximum frame 
size in units of macroblocks. The max-fs parameter signals that the receiver is capable of decoding larger picture sizes than are required by the signaled level conveyed in the value of the profile-level-id parameter. When max-fs is signaled, the receiver MUST be able to decode NAL unit streams that conform to the signaled level, with the exception that the Max macroblocks’ number Per Frame in Table B-3, B-4, B-5 of AVS-P2 for the signaled level is equal to the value of max-fs. The value of max-fs MUST be greater than or equal to the value of Max macroblocks’ number Per Frame for the level given in Table B-3, B-4, B-5 of AVS-P2. Senders MAY use this knowledge to send larger pictures at a proportionally lower frame rate than is indicated in the signaled level.

max-dpb:         
The value of max-dpb is an integer indicating the maximum decoded picture buffer size in units of 1000 bits.  The max-dpb parameter signals that the receiver has more memory than the minimum amount of decoded picture buffer memory required by the signaled level conveyed in the value of the profile-level-id parameter. When max-dpb is signaled, the receiver MUST be able to decode NAL unit streams that conform to  the signaled level, with the exception that the value of BBV buffer size in Table B-3, B-4, B-5 of AVS-P2 for the signaled level is equal to the value of 1000*(max-dpb). The value of 1000*(max-dpb) MUST be greater than or equal to the value of BBV buffer size for the level given in TableB-3, B-4, B-5 of AVS-P2. Senders MAY use this knowledge to construct coded streams with improved compression compared to BBV buffer size of the signaled profile.

max-br:         The value of max-br is an integer indicating the maximum video 
bit rate in units of 1000 bits per second .The max-br parameter signals that the video decoder of the receiver is capable of decoding video at a higher bit rate than is required by the signaled level conveyed. When max-br is signaled, the video codec of the receiver MUST be able to decode NAL unit streams that conform to the signaled level, conveyed in the profile-level-id parameter, with the following exceptions in the limits specified by the level:

                        o  The value of maximum bit rate is equal to 1000*(max-br)
                           of the signaled level (in TableB-3, B-4, B-5 of AVS-P2).

o  When the max-cpb parameter is not present, the bit number 
of Max codec picture Buffer Size in (TableB-3, B-4, B-5 of AVS-P2) is equal to the original value Multiply  the value of (1000* max-br /(MaxBR of the signaled level)). And the unit of maximum rate bit specified in the profile is bit per second.

                        The value of 1000*(max-br) MUST be greater than or equal to 
the value MaxBR for the signaled level given in TableB-3, B-4, 
B-5 of AVS-P2. Senders MAY use this knowledge to send higher bitrate video as allowed in the level definition , to achieve improved video quality.

     sprop-parameter-sets:

                        This parameter MAY be used to convey any sequence and 






 picture header NAL units (herein referred to as the initial

                        header NAL units) that MUST precede any other NAL units in
 decoding order. The parameter MUST NOT be used to indicate 
codec capability in any capability exchange procedure. The 
value of the parameter is the base64 representation of the initial

                        header NAL units. The headers are conveyed in decoding order,

                        and a comma is used to separate any pair of headers in the 
list. 
parameter-add:   This parameter MAY be used to signal whether the receiver of 
this parameter is allowed to add headers in its signaling response using the sprop-parameter-sets MIME parameter. The value of this parameter is either 0 or 1. 0 is equal to false; 1 is equal to true;.If the parameter is not present, its value MUST be 1.
7.2 SDP Parameters
7.2.1  Mapping of MIME Parameters to SDP

The MIME media type video/AVS-P2 string is mapped to fields in the Session Description Protocol (SDP) as follows:

o  The media name in the "m=" line of SDP MUST be video.

o  The encoding name in the "a=rtpmap" line of SDP MUST be AVS1-P2 (the

      MIME subtype).

o  The clock rate in the "a=rtpmap" line MUST be 90000.

o  The OPTIONAL parameters "profile-level-id", "max-mbps", "max-fs", "max-cpb", 
"max-dpb", "max-br", "sprop-parameter-sets", "parameter-add", 
"packetization-mode", "sprop-interleaving-depth", "deint-buf-cap", 
"sprop-deint-buf-req", "sprop-init-buf-time", "sprop-max-don-diff", and 
"max-rcmd-nalu-size", when present, MUST be included in the "a=fmtp" line of SDP.

These parameters are expressed as a MIME media type string, in the form of a semicolon separated list of parameter=value pairs.
An example of media representation in SDP is as follows (Jizhun Profile, Level 6.0):

m=video 49170 RTP/AVP 98

      a=rtpmap:98 AVS1-P2/90000

      a=fmtp:98 profile-level-id=2040;

      sprop-parameter-sets=[SH#0]
[SH#0] means a base64 expression of sequence header.
7.2.2 Usage with the SDP Offer/Answer Model
When AVS-P2 is offered over RTP using SDP in an Offer/Answer model for negotiation for unicast usage, the following limitations and rules apply:

· The parameters identifying a AVS-P2 video media format are “profile-level-id”,

“packetization-mode” and “sprop-deint-buf-req”(if “packetization-mode” is equal
to2).
These three parameters MUST be used symmetrically, which means the answerer MUST either maintain all configuration parameters or remove the media format (payload type) completely, if one or more of the parameter values are not supported.

Informative note: The requirement for symmetric use applies only for the above three parameters and not for the other stream properties and capability parameters.
To simplify handling and matching of these configurations, the same RTP payload type number used in the offer SHOULD also be used in the answer, as specified in IETF RFC 3264. An answer MUST NOT contain a payload type number used in the offer unless the configuration ("profile-level-id", "packetization-mode", and "sprop-deint-buf-req") is the same as in the offer.
Informative note: An offerer, when receiving the answer, has to compare payload types not declared in the offer based on media type (i.e., video/AVS-P2) and the above three parameters with any payload types it has already declared, in order to determine whether the configuration in question is new or equivalent to a configuration already offered.

· The parameters“sprop-parameter-sets”, “sprop-deint-buf-req”,
 “sprop-interleaving-depth”, “sprop-max-don-diff”, “sprop-init-buf-time” describe
  the properties of the NAL unit stream that  the offerer or answerer is 
sending for this media format configuration. This differs from the normal
usage of the Offer/Answer parameters: normally such parameters declare the

      
properties of the stream that the offerer or the answerer is able to receive. When 


dealing with AVS-P2, the offerer assumes that the answerer will be able to receive
media encoded using the configuration being offered.

.

Informative note: The above parameters apply for any stream sent by the declaring entity with the same configuration; i.e., they are dependent on their source. Rather then being bound to

the payload type, the values may have to be applied to another payload type when being sent, as they apply for the configuration. 
o  
  The capability parameters ("max-mbps", "max-fs", "max-dpb", "max-br",
 
  "max-rcmd-nalu-size") MAY be used to declare further capabilities. Their 

  interpretation depends on the direction attribute. When the direction attribute

      is sendonly, then the parameters describe the limits of the RTP packets and the NAL 
unit stream that the sender is capable of producing. When the direction attribute is
sendrecv or recvonly, then the parameters describe the limitations of what the receiver

      accepts.

o  
  As specified above, an offerer has to include the size of the deinterleaving buffer in the 
offer for an interleaved AVS-P2 stream. To enable the offerer and answerer to 
inform each other about their capabilities for deinterleaving buffering, both 

parties are RECOMMENDED to include "deint-buf-cap". This information MAY be 
used when the value for "sprop-deint-buf-req" is selected in a second round of offer
and answer. For interleaved streams, it is also RECOMMENDED to consider offering

      multiple payload types with different buffering requirements when the capabilities of 
the receiver are unknown.

o  
  The "sprop-parameter-sets" parameter is used as described above. In addition, an 
answerer MUST maintain all headers received in the offer in its answer. Depending on
the value of the "parameter-add" parameter, different rules apply: If "parameter-add" 
is false (0), the answer MUST NOT add any additional headers. If "parameter-add" is
true (1), the answerer, in its answer, MAY add additional headers to the "sprop-
parameter-sets" parameter. The answerer MUST also, independent of the value of 
"parameter-add", accept to receive a video stream using the sprop-parameter-sets it 
declared in the answer.

For streams being delivered over multicast, the following rules apply in addition:
o     The stream properties parameters ("sprop-parameter-sets", "sprop-deint-buf-req", 
 "sprop-interleaving-depth", "sprop-max-don-diff", and "sprop-init-buf-time") MUST
 NOT be changed by the answerer. Thus, a payload type can either be accepted 
unaltered or removed.
o    The receiver capability parameters "max-mbps", "max-fs",  "max-dpb", "max-br", and 
"max-rcmd-nalu-size" MUST be supported by the answerer for all streams declared as
sendrecv or recvonly; otherwise, the media format is removed, or the session rejected.

Refer to Section 8.2.2 in RFC 3984 and AVS-P2 supported tools for the semantics of parameters in different status.
7.2.3  usage in declare session

Refer to Session 8.2.3 in RFC 3984.

7.3 Sequence Header Considerations

The sequence headers are a fundamental part of the AVS-P2 video codec and vital to its operation. Due to their characteristics and their importance for the decoding process, lost    or erroneously transmitted headers can hardly be concealed locally at the receiver. A reference to a corrupt header has normally fatal results to the decoding process. Corruption could occur, for example, due to the erroneous transmission or loss of a header data structure, but also due to the untimely transmission of a header update. Therefore, the following    recommendations are provided as a guideline for the implementer of the RTP sender:

NALUs containing sequence header can be transported using three different principles:

   A. Using a session control protocol (out-of-band) prior to the actual RTP session.

   B. Using a session control protocol (out-of-band) during an ongoing RTP session.

   C. Within the RTP stream in the payload (in-band) during an ongoing RTP session.

It is necessary to implement principles A and B within a session control protocol. Principle C is supported by the RTP payload format defined in this specification.
Principle A Should be used for the transmission of initial sequence header of the whole sequence. Principle B SHOULD be used for update of in-band sequence header. And principle C SHOULD be used for update of out-of-band sequence header.

During a session, the sequence header SHUOLD be transmitted out-of-band using principle A, and updated using principles B or C. At least one sequence header MAY be useful using out-of-band transmission of initial sequence header, and update when new header is coming. 

If principle B will be used for updating sequence headers, it is impossible to ensure whether synchronization between the sequence header and the out-of-band NAL unit. This will cause confusion in both senders and receivers, and only use principle C to update the sequence header. 
8 Security Considerations
RTP packets using the payload format defined in this specification are subject to the security considerations discussed in the IETF RFC 3550 , and in any appropriate RTP profile (for example,IETF RFC 3551). This implies that confidentiality of the media streams is achieved by encryption; for example, IETF RFC 3711 Because the data compression used with this payload format is applied end-to-end, any encryption needs to be performed after compression.
A potential denial-of-service threat exists for data encodings using compression techniques that have non-uniform receiver-end computational load.  The attacker can inject pathological datagrams into the stream that are complex to decode and that cause the receiver to be overloaded. AVS-P2 is particularly vulnerable to such attacks, as it is extremely simple to generate datagrams containing NAL units that affect the decoding process of many future NAL units. Therefore, the usage of data origin authentication and data integrity protection of at least the RTP packet is RECOMMENDED; for example, IETF RFC 3711.
Note that the appropriate mechanism to ensure confidentiality and integrity of RTP packets and their payloads is very dependent on the application and on the transport and signaling protocols employed. Thus, although IETF RFC 3711 is given as an example above, other possible choices exist.

End-to-End security with either authentication, integrity or confidentiality protection will prevent a MANE from performing media-aware operations other than discarding complete packets.  And in the case of confidentiality protection it will even be prevented from performing discarding of packets in a media aware way. To allow any MANE to perform its operations, it will be required to be a trusted entity which is included in the security context   establishment.
9 Congestion Control
Congestion control for RTP SHALL be used in accordance with RFC 3550, and with any applicable RTP profile; e.g., IETF RFC 3551. An additional requirement if best-effort service is being used is: users of this payload format MUST monitor packet loss to ensure that the packet loss rate is within acceptable parameters.  Packet loss is considered acceptable if a TCP flow across the same network path, and experiencing the same network conditions, would achieve an average throughput, measured on a reasonable timescale, that is not less than the RTP flow is achieving.  This condition can be satisfied by implementing congestion control mechanisms to adapt the transmission rate ,or the number of layers subscribed for a layered multicast session, or by arranging for a receiver to leave the session if the loss rate is unacceptably high.
The bit rate adaptation necessary for obeying the congestion control principle is easily achievable when real-time encoding is used. However, when pre-encoded content is being transmitted, bandwidth adaptation requires the availability of more than one coded  representation of the same content, at different bit rates, or the existence of non-reference pictures in the bitstream. The switching between the different representations can normally be performed in the same RTP session; e.g., in the I-Frames. Only when non-downgradable parameters (such as the profile part of the profile/level ID) are required to be changed does it become necessary to terminate and re-start the media stream. This may be accomplished   by using a different RTP payload type.
10 IANA Considerations
Apply to IANA for registering one new MIME type; see section 7.1.
11 De-Packetization Process (Informative)
Single NAL units model, Non-interleaved NAL units model and Interleaved NAL units defined in Section 7.1, 7.2 of RFC 3984.

11.1 Additional De-packetization Guidelines
The following additional de-packetization rules may be used to implement an operational AVS-P2 Video de-packetizer:

o     RTP receivers (e.g., in gateways) may identify lost coded slice data partitions A 
(DPAs).  If a lost DPA is found, a gateway may decide not to send the 
corresponding follow-up coded slice data partitions B and C, as their information is 
meaningless for AVS-P2 decoders.  In this way a MANE can reduce network load 
by discarding useless packets without parsing a complex bitstream.

o     Receivers having to discard packets or NALUs should first discard all packets/NALUs 
in which the value of the NRI field of the NAL unit type octet is equal to 0. This will 
      minimize the impact on user experience and keep the reference pictures intact. If more 
packets have to be discarded, then packets with a numerically lower NRI value should
be discarded before packets with a numerically higher NRI value. However,       discarding any packets with an NRI bigger than 0 very likely leads to decoder drift and SHOULD be avoided.







	Contact:
	Xiaozhong Xu
AVS group
P. R. China
	Email: xxzh00@mails.tsinghua.edu.cn


	

	Attention: This is a document submitted to the work of ITU-T and is intended for use by the participants to the activities of ITU-T's Focus Group on IPTV, and their respective staff and collaborators in their ITU-related work.  It is made publicly available for information purposes but shall not be redistributed without the prior written consent of ITU.  Copyright on this document is owned by the author, unless otherwise mentioned.  This document is not an ITU-T Recommendation, an ITU publication, or part thereof.



