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Introduction

Closed content delivery systems, based on pay-per-view or subscription models, have the potential to offer premium programming such as early window movies and high-definition live events.  Providers of this content need assurances, however, that high value titles are not routinely re-broadcast or reproduced and distributed.  Established media such as cable and satellite do not offer an attractive precedent, as their conditional access and DRM systems have been routinely compromised or bypassed.  

Even if conditional access mechanisms remain intact, there is little effective technology to prevent the content from being intercepted after it is unscrambled for presentation.  Common exposures are shown in Figure 1.  Technologies devised to protect content subsequent to decryption, such as link encryption and local storage encryption, are frequently circumvented.  The chief difficulty is that the content must eventually pass through an “analogue hole”, to be rendered in a form that the consumer can enjoy.  Additionally, many playback devices expose digital plain-text content internally, where it is available to anyone able to probe or eavesdrop inside the device.  An internal physical security perimeter can be implemented to impede probing, but adds significant cost.
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Figure 1: Plain-text Content Exposure

Forensic watermarking provides an addition layer of protection by individuating the content with the identity of the subscriber.  This process binds the subscriber information to the content.  An effective forensic watermarking solution does this in a manner that makes it very difficult to remove the watermark data without severely damaging the content.  Rather than preventing the subscriber from making copies of the content, forensic watermarking acts as a deterrent to piracy by preventing anonymous distribution.  It is also likely to be viewed as more consumer friendly than active copy prevention technology, which can frustrate a well intentioned consumer, while presenting minimal obstacles to the professional pirate.

Interest in forensic watermarking in the cable and satellite networks has been limited by several factors.  First, the conditional access controls in those systems have been so compromised as to make it likely that any illegitimate copy of content was obtained from an illegitimate device.  That device could be expected either to not support watermarking, be untraceable to its owner, or both.  IPTV offers a new opportunity to benefit from the lessons of those predecessors, in order to deploy a more secure network, in which the subscriber identity is reliable.

The second reason forensic watermarking has not penetrated the cable and satellite systems has to do with the cost of implementation.  Watermarks must be simultaneously robust, so as to survive reproduction of the content, and imperceptible (or nearly so) to avoid diminishing the commercial value of the content.  These requirements are particularly imposing for HD content, where quality is emphasized and the video may undergo significant transformations (such as more aggressive compression) when pirated. 

Optimal robustness-perceptibility tradeoffs occur when the watermark signal is modulated to take advantage of the masking characteristics of the content.  That is, the watermark’s energy is placed in the image where it is least perceptible.  This process, called informed embedding, requires substantial computational resources.  Moreover, the embedding of a forensic watermark must be performed in real time on an end-point device, since only at that point can the content be made unique to the subscriber.  

The hardware resources to analyze and watermark content in real-time have not been available in set top box technology.  Nor is the industry willing to add a high cost security capability to the deployed devices.  This paper suggests an alternative architecture that delivers the advantages of informed embedding, while avoiding increased the cost in the consumer device.

How Forensic Watermarking Combats Piracy
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Figure 2: Forensic Watermark Application

Figure 2 shows how forensic watermarking is used to investigate content piracy.   If the STB can provide a unique identity for the watermark, and the watermark securely applied, the content becomes traceable to the STB.  When a copy of the content is discovered on the Internet or in the black market, that instance is processed by a watermark recovery station.  The resulting report identifies the STB, which can be traced to the subscriber who misappropriated the content.  

To the content owner, forensic watermarking provides a definitive link between a pirated copy of their content and the legitimate channel where that copy originated.  It is a proven tool for identifying and tracking down large scale and individual pirates. 

To the system operator, forensic watermarking provides a tool to positively link (or to disassociate) a pirated content instance to their distribution system.  They can, thereby, isolate where in their system they need to renew security, thus better managing operating costs and reducing revenue losses.  Having implemented forensic watermarking technology, the system operator can make a case with the content owner for higher value content – thus increasing the value of their programming.

To the consumer, forensic watermarking is a deterrent to unauthorized distribution of content.  A properly educated consumer realizes that the content is traceable.  On the positive side, active copy protection controls, which impact “fair use” of content are less necessary.  

Forensic watermarking supplements the conditional access systems, and can continue to provide protection once the content leaves the DRM envelope.
Watermarking Concepts
In the broadest sense, watermarking is the incorporation of some data into content “essence” in such a way so that the data can subsequently be read (recovered) from copies of content. By essence we mean the data representing the picture and / or sound, and not some other side channel. The process of creating a watermark in a content item is called watermark embedding, and the additional data, in its embedded form, is called the watermark.  The process of reading the watermark from a copy of the content is called watermark recovery. 
It is useful to conceptualize watermarking as a communications or signal processing problem.  In this paradigm, the watermark information becomes the data to be communicated, and the content becomes the carrier signal.  Indeed, the content carrying the watermark is often referred to as the host signal.  From a communications standpoint, the perceptible features of the content constitute noise that interferes with the watermark’s information signal.  The watermark itself may consist of changes to the host signal features; the watermark may thus be viewed as modulating the host signal.  In either case, the host signal constitutes a very noisy carrier for the watermark.

Common attributes of watermarks and watermark systems are:
Perceptible vs. Imperceptible Watermarks - Watermarks may either be apparent to the consumer when the content is rendered, or disguised in such a way that the viewer is unlikely to notice the watermark’s presence.  Perceptible watermarks are commonly used to designate ownership, exemplified by the quite visible logo appearing in many network broadcasts.  Forensic watermarks, on the other hand, are typically designed to be imperceptible, in order to secure the watermark information and to avoid degrading the content.  In general, watermarks fall along a continuum of perceptibility, according to the needs of the users and the capabilities of the technology.  The field of steganography, the technology of hiding messages in content such that the casual observer is unaware of the message’s existence, includes imperceptible watermarking.

Readable vs. Detectable Watermarks - A watermark may carry only a single bit of information, that is, the watermark is significant only in its presence or absence.  Such watermarks are classified as detectable.  A readable watermark, by contrast, contains a more complex message, typically many bits of information.  Mathematically, a readable watermark with N bits of information could be conceptualized as having been chosen from a set of 2N detectable watermarks.  For a message of useful length, the number of marks in the set becomes unmanageable, so a practical readable watermark implementation must include a means of decomposing the watermark to reconstruct the message from independent parts.  

Forensic watermarks must carry a message: a readable watermark, or a series of detectable watermarks is required.  In the latter case, the message is treated as a series of independent bits, each of which is represented by a single detectable watermark.  

Bandwidth – Bandwidth refers to the amount of data conveyed by the watermark, in proportion to the amount of content carrying the watermark.  For multi-media content, bandwidth is typically expressed in terms of message bits per second.  Forensic watermarking makes only modest bandwidth demands: DCI requires only 35 message bits in each 5 minute segment of a motion picture (~.117 bit/sec).
  

In interpreting bandwidth, however, it is important to distinguish between the original message and an encoded message.  Forensic watermarking implementers may apply multiple layers of error control coding (ECC) to the message, to compensate for the “noise” in the channel.  Such coding can expand the message several fold, thereby reducing the effective bandwidth of the watermarking technique by the same factor.  It is also common to embed several copies of the message into the content.  For a robust implementation, the bandwidth requirement is many times that implied by the message length.

Robustness – Robustness is the degree to which the watermark can remain viable against the various transformations the content undergoes before reaching the recovery process.  An effective forensic watermarking system must be robust against operations such as rescaling, resampling, recompression, cropping, rotation, resolution changes, deinterlacing, gamma changes, and temporal averaging, all of which may occur in the course of pirating the content.  Additionally, a pirate may undertake attacks to directly suppress the watermark by filtering, noise addition, collusion or other signal processing techniques.  

Although no watermarking technique can be unconditionally robust, the most effective techniques should require the adversary either to apply an unreasonable amount of effort or to unacceptably degrade the content, in order to successfully suppress the watermark.  Viewed as a signal processing problem, robustness tends to increase with the energy of the watermark signal, which is dependent upon the watermark’s intensity, size, and duration.  Paradoxically, however, if the signal intensity level reaches the threshold of perceptibility, its nature and location become apparent to the attacker, thereby compromising robustness.  Consequently, the watermark strength must be carefully calibrated to achieve maximum robustness.  

As mentioned previously, error control coding is important to attaining robustness.  Alterations to the content may erase or distort significant portions of the watermark signal.  Effective recovery must include mechanisms to compensate for missing or erroneous signal segments.  In signal processing terms, the watermark system constitutes an extremely noisy channel, requiring aggressive error control.  

Renewability – Content pirates have unfailingly adapted to media security technology.  Watermarking will not be spared.  As watermarking technology is deployed, adversaries will build tools to suppress the watermark.  As such tools become widely available, the targeted watermark technology is rendered ineffective.  Thus the ability to evolve to more robust watermarking techniques, and to vary the watermark signal, is a hallmark of an effective system.  

Flexibility – Analogous to renewability, flexibility describes the ease of adapting watermarking to the needs presented by specific content items.  The universe of content includes a broad spectrum of exposures to piracy, as well as sensitivity to quality.  Thus content providers may favor watermark perceptibility-robustness tradeoffs that differ from one content item to another, and according to content provider policy.  Ideally, a watermark system should provide a means of control, to effect the content provider’s preferences.
Single Ended Watermark Architecture

The obvious approach to watermarking locates all of the watermark embedding logic in the device that embeds the watermark into the content.  This architecture is shown in Figure 3.
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Figure 3 – Single Ended Embedding

Protected content enters the device and is decrypted by the DRM.  The DRM provides some information, for example a subscriber or transaction number, to a message generation block, which generates the forensic message.  A layer of Error Control Coding is then applied to improve robustness and to increase the level of confidence in the recovered message.  The content essence leaves the DRM and enters a decoder which converts it to baseband (pixel representation).  The baseband content is then analyzed to determine what locations in the content are most receptive to watermarking, and what signal strength those locations can tolerate.  This information is fed to a Watermark Modulator, which creates a watermark signal to be combined with the content.  

Single ended watermarking architecture presents serious challenges to the implementer.  The content analysis block must perform complex calculations on the baseband video signal.  Data rates are typically in the tens of megabits per second, and greater for HD content.  The need to examine entire frames, as well as intensive computation to generate the watermark signal, drives a requirement for significant buffering where the watermark and content are merged.  The processing required to perform the content analysis step is also likely to add significant cost to the device.  Watermark Modulation is also challenging, due to high video data rates.  

Additionally, a security issues arises in single ended architecture. As shown in Figure 4,  typical DRM implementations protect only the DRM (red area), exposing unmarked plain text content to eavesdropping.  A much larger security envelope (green area) is required to ensure that only the watermarked content is accessible, and to thereby protect the investment in watermarking.  In many consumer devices, the security envelope is defined by a smart card, ASIC, or similar component.  Integrating complex processes, such as video decoding and content analysis, into such devices is impractical.  Implementation of a larger security envelope is cost prohibitive.
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Figure 4 – Security Envelope

The Replacement Model

A refinement to the single ended architecture addresses the problems cited above.  It is entirely possible to analyze the content once, prior to distribution, and then forward the results of the analysis, as metadata within the DRM security envelope, to the watermark embedding process.  The watermark embedding process is thus relieved of a significant processing burden.  The cost of the content analysis is incurred only once, when the content is authored, rather than many times - at each point of consumption.

The price of the up-front content analysis is the overhead of packaging or transmitting the resulting watermark metadata, along with the content.  The watermark metadata must be protected, along with the content, by the DRM, or some equivalent mechanism.  Protecting watermark metadata is vital, since access to the plain-text would greatly aid an adversary in removing the watermark, or suppressing its embedding.  In the architecture shown in Figure 5, the combined content and metadata is decrypted by the DRM in the STB, and then separated into the encoded content and metadata streams.  The metadata stream provides the watermark modulation process with essential information about the content.
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Figure 5 – Replacement Model for Informed Embedding
This architecture has been carried a step further in the consumer electronics market.  The pre-distribution preparation process not only performs the content analysis, but also produces watermarked content fragments, and includes these watermarked fragments in the metadata.  This approach is termed the replacement model, since the embedding process needs only replace fragments of the original content with the watermarked fragments.  The embedding process is thereby vastly simplified, and becomes much less challenging to implement in consumer electronics devices.  
Another notable feature of the replacement model, as depicted in Figure 5, is the embedding of the watermark in the encoded (compressed) content stream.  Embedding watermarks in the encoded domain is practical, provided the watermarked fragments in the metadata are compatibly encoded.  This approach permits content decode to take place outside of the security envelope without compromising system security.  The content decode process becomes much less sensitive, from a security standpoint, since it operates on already watermarked content.

These prepared watermarks fall into the detectable category.  Clearly, it is not possible to provision the embedding process with a readable watermark for every possible forensic message.  It is, however, entirely possible to treat the forensic message as a series of data bits, with each bit assigned to a set of detectable, prepared watermarked content fragments.  The watermark embedding process can then incorporate the forensic message into the content by simply choosing which of the prepared watermarked content fragments to insert into the content stream, to represent a bit in the forensic message.  
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Figure 6 – Replacement Embedding

Figure 6 illustrates the embedding process.  In this example, the frame carries 3 watermarks.  The watermarks representing 0 bit values (1L0, 2L0, 3L0) were embedded by watermark preparation, and appear in the frame supplied by the descrambler.  The corresponding watermarked image fragments representing 1 bit values (1L1, 2L1, 3L1) are provided in the forensic watermark metadata.  The watermark inserter determines that bits 1 and 3 should be ones, and thus replaces the 1L0 mark with the 1L1 fragment, and replaces the 3L0 mark with the 3L1 fragment.  Mark 2L0 is not affected, and remains in the frame to indicate that bit 2 is a 0.

The replacement architecture offers an attractive paradigm for renewal.  The algorithms controlling the placement, strength, and nature of the watermarks are implemented in the watermark preparation step at mastering or authoring, prior to content distribution.  Consequently, most or all enhancements to the forensic watermarking system can be effected through changes at mastering or authoring.  Such enhancements are transparent to the low level of “watermark awareness” required in the watermark embedder in the STB.  Under the replacement model, a content distributor can quickly react to new attacks by changing the nature of the watermark, without having to wait for a rollout of new code or security hardware to deployed base of STBs.

The replacement model also offers a degree of flexibility not provided by the single ended approach.  Just as the essential algorithms can be renewed at the authoring or mastering stage, it is possible to manipulate parameters controlling the watermark process at that point.  For example, a content owner might choose to sacrifice perceptibility for robustness for certain piracy prone content, or move in the opposite direction for quality-sensitive content.  It is entirely possible for a single STB to watermark each of several content items in distinct ways, as dictated by the watermark metadata supplied with the content.  

Conversely, the replacement model ensures that all renderings of a particular content item are marked consistently and as expected by the content provider, since the only watermarks permitted are those supplied in the metadata.  The STBs that embed the watermarks could come from several distinct manufacturers, as long as they all conform to a standard watermark metadata format and message encoding.  This characteristic facilitates recovery of the watermark message, since it becomes unnecessary to determine which STB rendered the pirated content, in order to recover the forensic message.

Finally, note that the security envelope in the STB, under the replacement architecture as shown in Figure 5, does not contain heavyweight processes such as decoding or content analysis.  Consequently, it is much easier to secure access to the unmarked plain-text content.  Replacement watermark embedding requires a small fraction of the resources required to unscramble content, so it is entirely possible to incorporate forensic watermarking in the descrambler itself, ensuring that unmarked content is never exposed to interception.

The replacement model does, however, offer its own engineering challenges.  The content preparation and metadata generation must be coordinated with the embedding process in the STB.  Thus the format and semantics of the watermark metadata must be strictly defined.  In practice, the replacement model is easiest to implement in environments where a compatible watermark embedding process can be assured in each STB, to ensure that every rendering of the content is watermarked.  This aspect of the replacement architecture also argues for integration of the descrambler and watermark embedder.

Some provision must be made for the secure delivery of the watermark metadata, along with the content.  As mentioned above, the most reasonable approach would be for the DRM to encrypt both the content and the metadata, as depicted in Figure 5.  

Implementations of the replacement model must consider the available bandwidth for metadata.  Each watermark is a discrete representation of a single message bit, prepared for insertion at a specific point in the content:  the metadata must supply a significant number of distinct and independent watermarked content fragments.  Large fragments may exceed the capacity of some channels.  Embedding techniques that embed a continuous signal, reflecting the entire message over a large spatial or temporal interval, are not compatible with replacement embedding.  

Conclusion

The replacement watermark architecture makes possible cost effective watermarking in consumer devices.  By relocating processing intensive elements off of the STB, a highly efficient and flexible implementation can be realized.  Standardization of metadata and message encoding can enable production of watermark-ready content at the source for distribution over multiple media.  

______________





























































































� Digital Cinema Systems Specification V1.0, July 20, 2005
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