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Foreword 

Video has come to account for over 80 per cent of 

Internet traffic. The majority of this video is coded 

using international standards developed in 

collaboration by the world’s three leading standards 

bodies, ITU, ISO and IEC.  

This work has been honoured with two Primetime 

Emmy Awards, recognizing ITU H.264 | MPEG-4 

Advanced Video Coding (AVC) and High Efficiency 

Video Coding (HEVC, published as ITU H.265 | 

ISO/IEC 23008-2). 

This special issue of the ITU Journal analyzes the state 

of the art in multimedia as well as innovations 

appearing on the horizon.  

It also tells the story behind the first JPEG image compression standard, another Emmy-winning success 

story that played a formative role in establishing the user-centric approach to multimedia 

standardization that endures today.   

This special issue is fortunate to draw on the expertise of the community responsible for this strong 

tradition of work, a tradition that has always featured key contributions from academia.  

ITU is the United Nations specialized agency for ICTs. Our global membership includes 193 Member 

States and over 900 companies, universities, and international and regional organizations.  

Researchers participate alongside policymakers and industry-leading engineers in ITU expert groups 

responsible for radiocommunication, standardization and development. Contributions from research 

communities bring greater strength to the work of ITU, and participation in ITU helps these 

communities to increase the impact of their research. 

I would like to express my gratitude to all contributors to this special issue of the ITU Journal.  

In contributing to the Journal and the work of ITU, leading minds in science and engineering are 

providing decision-makers in the public and private sector with unique insight into the latest 

developments in ICT and prospects for future innovation. 

I would especially like to thank the ITU Journal’s Editor-in-Chief, Professor Jian Song of Tsinghua 

University, for the great dedication with which he has led the ITU Journal.  

The success of the ITU Journal has motivated ITU and Tsinghua University to expand our collaboration 

with the launch of a new journal titled Intelligent and Converged Networks. 

The new joint journal, co-published by ITU and Tsinghua University Press, is the first of what will 

grow into a series of specialized journals affiliated with the ITU Journal.   

 

Houlin Zhao 

Secretary-General 

International Telecommunication Union 
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Foreword 

Our multimedia-rich communications experience 

is built on international standards that give 

innovators the confidence to invest in new 

applications and services.  

The video compression algorithms standardized 

by ITU, ISO and IEC are at the heart of increasing 

screen resolutions. They are also central to 

industry’s ability to meet rising demand for video, 

one of the most bandwidth-intensive applications 

running over global networks. 

These standards are at play in almost all video we 

view, over any medium. 

These standards meet industry demand for 

sophisticated video compression capabilities. 

They also enable a natural, economically viable 

evolution of video compression technology. 

Widespread conformance to these standards 

ensures that video encoded on one device can be decoded by another, regardless of device brand. This 

introduces economies of scale essential to market growth. 

This special issue shares unique insight into the latest developments in video and immersive media and 

the exciting prospects appearing on the horizon as a result.   

The new ‘Versatile Video Coding’ (VVC) standard, expected to be complete before the close of 2020 

will achieve a significant improvement in compression performance over the existing ‘High Efficiency 

Video Coding’ standard (HEVC, published as ITU-T H.265 | ISO/IEC 23008-2). Its versatility will 

make a key contribution to higher-quality video services and emerging applications such as 360° 

omnidirectional immersive multimedia and high-dynamic-range (HDR) video. 

The VVC project builds on over two decades of industry-defining standardization work.  

I would like to applaud the many experts in industry and academia that have contributed to this work, 

work that continues to enrich our communication experiences and provide a basis for advances in fields 

such as healthcare and education.  

I would like to thank all contributors to this special issue of the ITU Journal for their will to share their 

insight with the broader ITU community. The insights of this special issue offer an exciting taste of 

what is to come in multimedia.  

I look forward to our continued work together to strengthen ITU-Academia collaboration.  

This collaboration is of great service to the public interest, with research communities making an 

important contribution to ICT innovation as well as international efforts to ensure that the benefits of 

this innovation are shared worldwide.  

 

Chaesub Lee 

Director 

ITU Telecommunication Standardization Bureau 

  

https://news.itu.int/versatile-video-coding-project-starts-strongly/
https://www.itu.int/itu-t/recommendations/rec.aspx?rec=12905
http://www.iso.org/iso/home/store/catalogue_ics/catalogue_detail_ics.htm?csnumber=67660
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Editor-in-Chief’s message 

This latest special issue of the ITU journal offers unique 

insight into the state of art in multimedia, and more 

interestingly the insight that forecasts an exciting future 

of highly immersive media experiences. 

The 13 published papers address topics including the 

latest developments in video and image coding and 

resulting prospects for new media experiences; advances 

in immersive media in sports and education; the growing 

influence of machine learning; and the accessibility of 

immersive media to persons with disabilities.  

We are also fortunate to welcome a paper telling the story 

behind the development of the first JPEG image 

compression standard, a success story very much at the 

origin of contemporary multimedia coding.  

I express my gratitude to all of our authors for their valuable contributions to this special issue.  

I would like to thank ITU Secretary-General Houlin Zhao for entrusting me with the role of ITU Journal 

Editor-in-Chief. I would also like to thank Chaesub Lee, Director of the ITU Telecommunication 

Standardization Bureau, for the support that I have received from his bureau, in particular the ITU 

Journal’s editorial team.  

I am also grateful to the many reviewers that ensured an efficient review process, in particular our Guest 

Editors, Gary Sullivan, Microsoft; Yan Ye, Alibaba; Jens-Rainer Ohm, RWTH Aachen University; and 

Lu Yu, Zhejiang University. 

For their continued support to the ITU Journal, I would like to thank our Associate Editors, Rajkumar 

Buyya, University of Melbourne; Jun Kyun Choi, Korea Advanced Institute of Technology; Xiaolin Fu, 

University of Oxford; Mostafa Hashem Sherif; as well as our Outreach Chairman, Stephen Ibaraki.  

The ITU Journal is a prime example of how ITU and academia can work together towards a shared goal, 

through research and publication. This collaborative effort is of mutual benefit to ITU and academia, 

offering research communities the chance to influence the decisions of thought leaders in the public and 

private sector. 

We are glad to announce that we are expanding this collaboration with the introduction of a new 

international journal co-published by Tsinghua University Press and ITU.  

Titled Intelligent and Converged Networks, the journal draws its name from the accelerating 

convergence of different fields of communication technology and the growing influence of artificial 

intelligence and machine learning. 

 

 

Jian Song 

Tsinghua University  

China   
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Guest Editors’ message 

Among all the types of data that travel through the internet and mobile networks everyday, video 

represents by far the largest portion of traffic – about 80% by some estimates. And the volume of video 

traffic continues to grow exponentially in response to the continuously and rapidly rising demand for 

higher video quality and emerging modalities of communication that promise to deliver truly immersive 

experiences for an expanding variety of existing and new applications. Moreover, the emergence of the 

COVID-19 pandemic in 2020 has brought about a dramatic increase in our reliance on audiovisual 

media communication and entertainment in ways that may further accelerate demand and bring about 

permanent changes in our daily habits. 

Video standards produced by the ITU in collaboration with ISO and IEC have been able to provide 

superior compression capabilities and features at reasonable implementation complexity. They have 

been a significant driver and enabler of the rapid growth in the media industry, not only increasing the 

efficiency and reducing the cost of existing applications, but more importantly creating opportunities to 

innovate on new applications and new modalities, making possible what was previously not. The 

widespread conformance to these standards has fostered market growth in the past three decades, and 

continues to usher in new technologies and new applications. 

World Standards Day 2019 was celebrated with the theme “Video standards create a global stage” in 

October 2019. The celebration included a workshop organized by the ITU on “The Future of Media,” 

held at the ITU headquarters in Geneva, Switzerland. At the workshop, experts shared insights into the 

state of the art in multimedia and made projections into the future considering emerging applications 

and new possibilities, among which immersive media and machine learning were actively discussed as 

areas of recent breakthroughs and stronger focus in future research and development. This special issue 

of the ITU Journal: ICT Discoveries carries on that discussion with deeper look from the perspectives 

of standards, technology, industry and societal impact. After a thorough peer review process that 

provided valuable feedback to improve the submitted manuscripts, we are glad to introduce to the 

readers this carefully selected collection of papers covering a wide range of timely topics. 

Two of these papers focus on new modalities of immersive media (in the form of video, audio and 

images) and how they are transforming our life today and into the future. Two papers, “Delivering 

Object-Based Immersive Media Experiences in Sports” and “Arena-style Immersive Live Experience 

(ILE) Services and Systems: Highly Realistic Sensations for Everyone in the World,” offer a glimpse 

into enriching the audience experience at sports, concerts and other live events using immersive media. 

With emerging systems like Intel Sports and Kirari! for Arena, capabilities of interactivity and 

personalization are enhanced, and a compelling experience is guaranteed regardless of whether one is 

watching on-site or remotely, and on what device. 

Immersive media also enables remote education, another very important emerging application that has 

suddenly become the primary model of formal education in the months leading up to this special issue. 

The paper “Beyond the Frontiers of Education: How Immersive Media Changes the Way We Learn” 

illustrates the potential of applying immersive media to education, an essential human activity that 

traditionally must be conducted locally, in order to transcend the limitation of space. With remote 

education, educational content developed anywhere can be delivered to everywhere, helping to bridge 

the educational gap among different parts of the world.  

The most advanced technology must also be accessible by being designed with consideration of the 

needs of the full variety of people in our society. The paper “Immersive Media and Accessibility: 

Hand in Hand to the Future” presents approaches to achieve a seamless presentation of accessibility 

services (subtitling, audio description and sign language) such that all consumers are given an 

opportunity to interact with and immerse themselves in virtual reality applications. 
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As explorations into immersive media technology continue to thrive, the need for standardization has 

not gone unnoticed by the ITU, ISO and IEC. Already, standardization projects including ITU-T’s ILE 

work and the Moving Picture Experts Group (MPEG)’s metadata for immersive video (MIV) and video-

based point cloud coding (V-PCC) standards have been used to build systems showcased in some of 

the previously discussed papers. To present a more complete picture of immersive standards, other 

papers in this issue are dedicated to overviews of emerging video standards.  

Streaming of omnidirectional video (a.k.a 360-degree video) content is already available on some large-

scale streaming portals. The MPEG Omnidirectional MediA Format (OMAF) standard creates a 

standardized solution for 360-degree video streaming. The paper “Multi-Viewpoint and Overlays in the 

MPEG OMAF Standard” reviews the soon-to-be-completed second edition of the MPEG OMAF 

standard. It details two major new features of OMAF version 2, i.e., the capability of using overlays 

and multiple cameras situated at different locations, and new use cases that they enable.  

Advances in image technology can span a much richer domain than traditional two-dimensional 

photographic pictures. “JPEG Pleno: Standardizing a Coding Framework and Tools for Plenoptic 

Imaging Modalities” provides a detailed review of JPEG Pleno, the upcoming immersive image coding 

standard. New image modalities that can be compressed by JPEG Pleno include light fields, holography, 

and point clouds; and JPEG Pleno further strives to fulfil important requirements such as high 

compression efficiency, random access, scalability, and metadata support. Also in this special issue is 

an invited paper discussing the history of the ubiquitous original JPEG standard, which has been woven 

into the fabric of our lives. Developed about 30 years ago, the JPEG standard is going strong, with the 

volume of its usage being measured in the billions of pictures. Its development was recently recognized 

by a Primetime Emmy award in October 2019. 

No multimedia experience would be considered immersive if it did not consider our audio experience 

as well as visual perception. “A New Set of Directional Weights for ITU-R BS.1770 Loudness 

Measurement of Multichannel Audio” discusses immersive audio. Based on the ITU-R BS.1770 

multichannel loudness algorithm, a modified version of the loudness algorithm using a new set of 

directional weights is reported to perform better than the benchmark, particularly for a system with 

more loudspeakers positioned out of the horizontal plane. 

This special issue also includes “Overview of MPEG-5 Part 2 - Low Complexity Enhancement Video 

Coding (LCEVC),” describing an emerging video standard that deals with the enhancement of 

conventional video coding technology. The MPEG LCEVC standard is designed for use in conjunction 

with existing video codecs. With a small number of additional tools for encoding the difference between 

the original video and a compressed representation, LCEVC can provide a visual quality enhancement 

with minimal computational complexity. 

Today’s world finds many video codecs in the marketplace. The paper “The Video Codec Landscape 

in 2020” observes the highly active area of video codec development in recent years, and aims to analyse 

several video coding standards developed by the ITU-T, ISO and IEC, including Versatile Video 

Coding (VVC), Essential Video Coding (EVC) and High Efficiency Video Coding (HEVC), as well as 

the AV1 design developed in an industry consortium. The comparative study includes discussion of the 

respective coding tools, compression efficiency, complexity, and other factors that impact market 

deployment. 

Nowadays, one can hardly talk about technology advancement without mentioning machine learning. 

The third part of this special issue includes two papers related to this exciting breakthrough technology. 

The first paper “Data-Driven Intra-Prediction Modes in the Development of the Versatile Video Coding 

Standard” details an intra prediction method in the VVC standard that was originally inspired by 

machine learning technologies. The method was simplified such that it is implementable with today’s 

hardware capabilities, and became known as matrix-based intra prediction (MIP) in VVC. Recognizing 

the proliferation of neural networks in many applications, the second paper “Trends and Advancements 
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in Deep Neural Network Communication” provides an overview of recent developments and challenges 

in a new distributed paradigm where the neural networks themselves need to be communicated. 

Finally, we round out our selection by including a paper on video quality measurement, a topic of great 

importance and a major opportunity for affecting the direction of future technology developments. “A 

Study of the Extended Perceptually Weighted Peak Signal-to-Noise Ratio (XPSNR) for Video 

Compression with Different Resolutions and Bit Depths” proposes an extension of the perceptually 

weighted PSNR objective signal quality measure to achieve fast and accurate estimation of the visual 

quality of compressed video in broadcasting and streaming applications. 

As we close our commentary, we would like to express our appreciation to everyone who has 

contributed to this special issue. It is the tireless work of the reviewers, ITU staff members and authors 

that made this special issue possible. We hope the readers will enjoy reading this special issue, and gain 

insights into how our society will evolve in the future with these exciting technological advancements 

in video and immersive media. 

 

 



ITU Journal: ICT Discoveries, Vol. 3(1), June 2020 

– ix – 

EDITORIAL BOARD 

Editor-in-Chief 

Jian Song, Tsinghua University, China 

Associate Editors-in-Chief 

Rajkumar Buyya, University of Melbourne, 

Australia 

Jun Kyun Choi, Korea Advanced Institute of 

Science and Technology, Korea (Rep. of) 

Xiaolan Fu, University of Oxford, United 

Kingdom 

Mostafa Hashem Sherif, Consultant, USA  

Leading Guest Editor  

Gary J. Sullivan, Microsoft Corporation, USA 

Guest Editors  

Yan Ye, Alibaba Group, USA  

Jens-Rainer Ohm, RWTH Aachen University, 

Germany 

Lu Yu, Zhejiang University, China 

Outreach Chairman  

Stephen Ibaraki, Social Entrepreneur and 

Futurist – Chair REDDS Capital, Canada 

Reviewers  

Dragan Ahmetovic, University of Milan, Italy 

Werner Bailer, Joanneum Research, Austria 

Jill Boyce, Intel, USA 

Madhukar Budagavi, Samsung Research 

America, USA 

Alan Chalmers, University of Warwick, United 

Kingdom  

Sachin Deshpande, Sharp Laboratories of 

America, USA 

Ozgur Ercetin, Sabanci University, Turkey 

Thomas Guionnet, Ateme, France 

Liwei Guo, Qualcomm, USA 

Ahmed Hamza, InterDigital, Canada 

Philippe Hanhart, Cognex Corporation, 

Switzerland 

Yun He, Tsinghua University, China 

Haoji (Roland) Hu, Zhejiang University, China 

Naoya Koizumi, University of 

Electro-Communications, Japan 

Lukas Krasula, Arm, United Kingdom 

Gauthier Lafruit, Université Libre de 

Bruxelles, Belgium 

Zhu Li, University of Missouri, Kansas City, 

USA 

Ruling Liao, Alibaba Group, USA 

Scott Norcross, Dolby Laboratories, USA 

Satoshi Oode, Japan Broadcasting 

Corporation, Japan 

Fernando Pereira, Instituto Superior Técnico – 

Instituto de Telecomunicações, Portugal 

Marius Preda, INT, France 

Schuyler Quackenbush, Audio Research Labs, 

USA 

Indranil Sinharoy, Samsung Research 

America, USA 

Robert Skupin, Fraunhofer Institute for 

Telecommunications, Heinrich-Hertz-Institut, 

Germany 

Gary J. Sullivan, Microsoft Corporation, USA 

Alexis Michael Tourapis, Apple Inc., USA 

Theodore A. Tsiligiridis, Agricultural 

University of Athens, Greece 

Geert Van der Auwera, Qualcomm 

Technologies Inc., USA 

Joos Vandewalle, Katholieke Universiteit 

Leuven, Belgium 

Anthony Vetro, Mitsubishi Electric Research 

Laboratories, USA 

 



ITU Journal: ICT Discoveries, Vol. 3(1), June 2020 

– x – 

 

Shuai Wan, Northwestern Polytechnical 

University, China 

Ye-Kui Wang, ByteDance Inc., USA 

Mathias Wien, RWTH Aachen University, 

Germany 

Yan Ye, Alibaba Group, USA 

Lu Yu, Zhejiang University, China 

Kai Zeng, University of Waterloo, Canada 

Li Zhang, ByteDance Inc., USA 

 

ITU Editorial Team  

Alessia Magliarditi, Executive Editor-in-Chief 

Erica Campilongo, Managing Editor 

Nolwandle Simiso Dlodlo, Editorial Assistant  

Amanda Pauvaday-Rush, Copy Editor 

Pascal Borde, Promotional Support 

Matt Dalais, Communication Officer  

 

  



ITU Journal: ICT Discoveries, Vol. 3(1), June 2020 

– xi – 

TABLE OF CONTENTS 

 Page 

Foreword by the ITU Secretary-General ............................................................................................  iii 

Foreword by the TSB Director............................................................................................................  iv 

Editor-in-Chief’s message ..................................................................................................................  v 

Guest Editors’ message .......................................................................................................................  vi 

Editorial board ....................................................................................................................................  ix 

List of abstracts ...................................................................................................................................  xiii 

Selected papers 

1. Delivering object-based immersive media experiences in sports ........................................  1 

Fai Yeung, Basel Salahieh, Kimberly Loza, Sankar Jayaram, Jill Boyce  

2. Immersive media and accessibility: Hand in hand to the future  .........................................  9 

Mario Montagud, Pilar Orero, Sergi Fernández  

3. Multi-viewpoint and overlays in the MPEG OMAF standard.............................................  17 

Igor D.D. Curcio, Kashyap Kammachi Sreedhar, Sujeet S. Mate  

4. Data-driven intra-prediction modes in the development of the versatile video 

coding standard ....................................................................................................................  25 

Jonathan Pfaff, Philipp Helle, Philipp Merkle, Michael Schäfer, Björn 
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It also provides evaluations on the experience of Kirari! for Arena audiences, as well as its conformance to 

International Telecommunication Union, Telecommunication Standardization Sector (ITU-T) standards for 

ILE.  

View Article 
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Beyond the frontiers of education: How immersive media changes the way we learn  

Pages 43-51 

Max M. Louwerse, Marie Nilsenova-Postma, H. Anna T. van Limpt-Broers, Tycho T. de Back, Angelica M. 

Tinga, Maarten Horden  

Many studies have demonstrated that by embracing technological developments the quality of education 

improves, with evidence coming from virtual reality, serious gaming, and intelligent tutoring systems. In 

addition, by taking advantage of sensing technologies and learning analytics it becomes possible to monitor 

individual and group learning performance online and intervene when a student struggles, thus providing 

personalized education. However, immersive media offers an extra advantage, one that can affect many. 

Whereas in the past, educational technologies were implemented locally, within a school or school district, it 

has become conceivable to put new technological opportunities into effect worldwide. By taking advantage of 

cloud computing, 5G networks, and virtual reality headsets (or their proxies), it is now possible to deliver 

educational content that is developed anywhere in the world, everywhere in the world. The current paper 

describes what it takes to provide high quality education worldwide, given the existing hardware and software 

options, and illustrates these opportunities with the SpaceBuzz initiative and the accompanying educational 

program.  

View Article 

Trends and advancements in deep neural network communication  

Pages 53-63 

Felix Sattler, Thomas Wiegand, Wojciech Samek  

Due to their great performance and scalability properties neural networks have become ubiquitous building 

blocks of many applications. With the rise of mobile and IoT, these models now are also being increasingly 

applied in distributed settings, where the owners of the data are separated by limited communication channels 

and privacy constraints. To address the challenges of these distributed environments, a wide range of training 

and evaluation schemes have been developed, which require the communication of neural network 

parametrizations. These novel approaches, which bring the “intelligence to the data” have many advantages 

over traditional cloud solutions such as privacy preservation, increased security and device autonomy, 

communication efficiency and a greater training speed. This paper gives an overview on the recent 

advancements and challenges in this new field of research at the intersection of machine learning and 

communications. 

View Article 
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A study of the extended perceptually weighted peak signal-to-noise ratio (XPSNR) 

for video compression with different resolutions and bit depths 

Pages 65-72 

Christian R. Helmrich, Sebastian Bosse, Heiko Schwarz, Detlev Marpe, Thomas Wiegand  

Fast and accurate estimation of the visual quality of compressed video content, particularly for quality-of-

experience (QoE) monitoring in video broadcasting and streaming, has become important. Given the relatively 

poor performance of the well-known peak signal-to-noise ratio (PSNR) for such tasks, several video quality 

assessment (VQA) methods have been developed. In this study, the authors’ own recent work on an extension 

of the perceptually weighted PSNR, termed XPSNR, is analyzed in terms of its suitability for objectively 

predicting the subjective quality of videos with different resolutions (up to UHD) and bit depths (up to 10 

bits/sample). Performance evaluations on various subjective-MOS annotated video databases and 

investigations of the computational complexity in comparison with state-of-the-art VQA solutions like VMAF 

and (MS-)SSIM confirm the merit of the XPSNR approach. The use of XPSNR as a reference model for 

visually motivated control of the bit allocation in modern video encoders for, e. g., HEVC and VVC is outlined 

as well. 

View Article 

The video codec landscape in 2020  

Pages 73-83 

Michel Kerdranvat, Ya Chen, Rémi Jullian, Franck Galpin, Edouard François  

Video compression is a key technology for new immersive media experiences, as the percentage of video data 

in global Internet traffic (80% in 2019 according to the 2018 Cisco Visual Networking Index report) is steadily 

increasing. The requirement for higher video compression efficiency is crucial in this context. For several years 

intense activity has been observed in standards organizations such as ITU-T VCEG and ISO/IEC MPEG 

developing Versatile Video Coding (VVC) and Essential Video Coding (EVC), but also in the ICT industry 

with AV1. This paper provides an analysis of the coding tools of VVC and EVC, stable since January 2020, 

and of AV1 stable since 2018. The quality and benefits of each solution are discussed from an analysis of their 

respective coding tools, measured compression efficiency, complexity, and market deployment perspectives. 

This analysis places VVC ahead of its competitors. As a matter of fact, VVC has been designed by the largest 

community of video compression experts, that is JVET (Joint Video Experts Team between ITU-T and 

ISO/IEC). It has been built on the basis of High Efficiency Video Coding (H.265/HEVC) and Advanced Video 

Coding (H.264/AVC) also developed by joint teams, respectively JCT-VC and JVT, and issued in 2013 and 

2003 respectively. 

View Article 
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JPEG Pleno: Standardizing a coding framework and tools for plenoptic imaging 

modalities 

Pages 85-99 

Pekka Astola, Luis A. da Silva Cruz, Eduardo A. B. da Silva, Touradj Ebrahimi, Pedro Garcia Freitas, 

Antonin Gilles, Kwan-Jung Oh, Carla Pagliari, Fernando Pereira, Cristian Perra, Stuart Perry, Antonio M. 

G. Pinheiro, Peter Schelkens, Ismael Seidel, Ioan Tabus  

JPEG Pleno is an upcoming standard from the ISO/IEC JTC 1/SC 29/WG 1 (JPEG) Committee. It aims to 

provide a standard framework for coding new imaging modalities derived from representations inspired by the 

plenoptic function. The image modalities addressed by the current standardization activities are light field, 

holography, and point clouds, where these image modalities describe different sampled representations of the 

plenoptic function. The applications that may benefit from these emerging image modalities range from 

supporting varying capture platforms, interactive content viewing, cultural environments exploration and 

medical imaging to more immersive browsing with novel special effects and more realistic images. These use 

cases come with a set of requirements addressed by the JPEG Pleno standard. Main requirements envision 

high compression efficiency, random access, scalability, error-resilience, low complexity, and metadata 

support. This paper presents a synopsis of the status of the standardization process and provides technical 

insights as well as the latest performance evaluation results. 

View Article 

A new set of directional weights for ITU-R BS.1770 loudness measurement of 

multichannel audio   

Pages 101-108 

Leandro Pires, Maurílio Vieira, Hani Yehia, Tim Brookes, Russell Mason  

The ITU-R BS.1770 multichannel loudness algorithm performs a sum of channel energies with weighting 

coefficients based on azimuth and elevation angles of arrival of the audio signal. In its current version, these 

coefficients were estimated based on binaural summation gains and not on subjective directional loudness. 

Also, the algorithm lacks directional weights for wider elevation angles (||≥30). A listening test with 

broadband stimuli was conducted to collect subjective data on directional effects. The results were used to 

calculate a new set of directional weights. A modified version of the loudness algorithm with these estimated 

weights was tested against its benchmark using the collected data and using program material rendered to 

reproduction systems with different loudspeaker configurations. The modified algorithm performed better than 

the benchmark, particularly with reproduction systems with more loudspeakers positioned out of the horizontal 

plane. 

View Article 
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Overview of MPEG-5 Part 2 – Low complexity enhancement video coding 

(LCEVC) 

Pages 109-119 

Florian Maurer, Stefano Battista, Lorenzo Ciccarelli, Guido Meardi, Simone Ferrara  

This paper provides an overview of MPEG-5 Part 2 Low Complexity Enhancement Video Coding (LCEVC), 

a novel video coding standard from the MPEG ISO Working Group. The codec is designed for use in 

conjunction with existing video codecs, leveraging specific tools for encoding "residuals", i.e. the difference 

between the original video and its compressed representation. LCEVC can improve compression efficiency 

and reduce the overall computational complexity using a small number of specialized enhancement tools. This 

paper provides an outline of the coding structure of encoder and decoder, coding tools, and an overview of the 

performance of LCEVC with regards to both compression efficiency and processing complexity.  

View Article 

Some little-known aspects of the history of the JPEG still picture-coding standard, 

ITU-T T.81 | ISO/IEC 10918-1 (1986-1993)  

Pages 123-158 

István Sebestyén   

The JPEG-1 standard of the Joint Photographic Experts Group (JPEG) whose specification was submitted to 

and approved by the Consultative Committee for International Telephony and Telegraphy (CCITT; now ITU-

T) in 1992 and by ISO/IEC JTC1 in 1994 is still the most successful still-picture compression standard on the 

market. Much has been written about the standard itself, how the image compression functions, but less about 

the unique policies and processes of the JPEG, the origins of the requirements of the JPEG-1 format, the 

common components principle, the fate of the targeted CCITT/ITU applications and the nature of those 

applications that made JPEG one of the world’s most successful standards. It is also not widely known that 

JPEG is one of the first standards to be followed and supported by an open source software (OSS) project and 

code – developed and distributed by the Independent JPEG Group (IJG) – that has provided a substantial drive 

towards market penetration and contributed to the wide acceptance of the JPEG standard. This paper also 

presents an analysis of the JPEG-IJG co-operation and draws some conclusions about its nature. Finally, the 

lessons learned are discussed. 

View Article 
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DELIVERING OBJECT-BASED IMMERSIVE MEDIA EXPERIENCES IN SPORTS  

Fai Yeung1, Basel Salahieh1, Kimberly Loza1, Sankar Jayaram1, Jill Boyce1 
Intel Corporation1, Santa Clara, CA, 95054, USA. 

 

Abstract – Immersive media technology in sports enables fans to experience interactive, personalized 
content. A fan can experience the action in six degrees of freedom (6DoF), through the eyes of a player or 
from any desired perspective. Intel Sports makes deploying these immersive media experiences a reality by 
transforming the captured content from the cameras installed in the stadium into preferred volumetric 
formats used for compressing and streaming the video feed, as well as for decoding and rendering desired 
viewports to fans’ many devices. Object-based immersive coding enables innovative use cases where the 
streaming bandwidth can be better allocated to the objects of interest. The Moving Picture Experts Group 
(MPEG) is developing immersive codecs for streaming immersive video and point clouds. In this paper, we 
explain how to implement object-based coding in MPEG metadata for immersive video (MIV) and 
video-based point-cloud coding (V-PCC) along with the enabled experiences.  

Keywords – Immersive media, MPEG-I, point-cloud, six degrees of freedom (6DoF), volumetric video.  

 

1. INTRODUCTION 

Advancements in digital media technology are 
paving the way to innovations in delivering 
compelling immersive experiences with new media 
formats. The Moving Picture Experts Group (MPEG) 
is one of the main standardization groups driving 
the industry effort to develop a suite of standards to 
support immersive media access and delivery. The 
coded representation of immersive media (MPEG-I) 
is a set of emerging immersive media industry 
standards dedicated to immersive media formats 
such as panoramic 360-degree video, volumetric 
point clouds, and immersive video. Intel is working 
with other leaders in the immersive media industry 
to invest in the end-to-end immersive ecosystem to 
drive the worldwide adoption of immersive media. 
This includes everything from the production of 
immersive content to the delivery of innovative 
visual experiences and immersive services.  

Part of Intel’s immersive efforts is its active 
contribution to current state-of-the-art and 
emerging standards. One of its key collaborative 
efforts is object-based point cloud and immersive 
coding and their related supplemental messages 
adopted into MPEG-I industry standards. This 
provides a huge leap forward in how volumetric 
6DoF video use cases are delivered. 

The remainder of the paper is structured as follows: 
First we cover immersive media for sports by 
referencing the current immersive media platform 
architecture and workflow from Intel Sports in 
section 2. Then in section 3, we share the technical 
background for MPEG immersive coding (MIV) and 

video-based point-cloud coding (V-PCC) which are 
immersive media standards for compressing and 
streaming volumetric content. Section 4 covers in 
detail the implementation of the new object-based 
coding in MPEG-I V-PCC and MIV, as well as 
providing applications and services for the 
object-based approach. Section 5 then gives a 
conclusion of this paper. 

2. IMMERSIVE MEDIA FOR SPORTS 

Enabling sports fans to choose where and how they 
want to consume the next generation of sports 
content, whether they are 3DoF, 6DoF with limited 
motion range, or 6DoF immersive media 
experiences, makes sports an ideal use case for 
MPEG-I. In order to provide context on current 
industry practices for delivering immersive media 
experiences, we provide an overview of Intel Sports 
immersive work as an example. 

2.1 Intel Sports immersive media platform   

Intel Sports partners with leagues, teams, and 
broadcasters to give fans immersive media 
experiences allowing them to see any perspective of 
the play, personalizing the game experience 
according to each fan’s preferences. The Intel Sports 
immersive media platform is comprised of two Intel 
proprietary capture systems: Intel® True View that 
outputs volumetric video and Intel® True VR for 
panoramic stereoscopic video.  

The Intel Sports immersive media platform is 
designed to support a large number of streaming 
platforms and devices through a common video 
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processing and distribution pipeline that is hosted 
in the cloud. The immersive media platform covers 
components of the volumetric and panoramic 
capture systems, as well as the immersive media 
processing and experiences pipeline. 

2.1.1 Intel® True View for volumetric video 

 

Fig. 1 – In-stadium Intel® True View cameras 

Intel® True View is comprised of a large (~40) 
camera array that is built into the perimeter of the 
stadium as shown in Fig. 1. The high-definition 5K 
cameras are angled to capture the entire field of 
play. During an event the video captured at the 
stadium generates terabytes of volumetric data, in 
the form of three-dimensional pixels (voxels). The 
voxels contain three-dimensional location 
information and relative attributes (e.g., texture 
information) that are needed for point-cloud 
formation. The camera array is connected by fiber 
to dedicated on-site Intel servers. The data is stored, 
synchronized, analyzed, and processed in the cloud. 
The terabytes of volumetric data are rendered into 
high-fidelity video in the form of virtual camera 
videos. 

2.1.2 Intel® True VR for panaromic video 

 

Fig. 2 – Intel® True VR camera pod 

The Intel® True VR capture system captures video 
from multiple stereoscopic camera pods. The 
camera pods are Intel proprietary, paired-lens 
stereoscopic camera pods, as shown in Fig. 2, that 
are set up in the stadium for the live event. An event 
can have as many as eight camera pods, each pod 
including as many as 6 to 12 cameras that are 
stitched together. The stitched camera pod views 
are then turned into panoramic video that is sent to 
the common immersive media processing and 
distribution pipeline. 

2.1.3 Immersive media processing and 
experiences pipeline 

The immersive media platform architecture and 
workflow diagram shown in Fig. 3 showcases the 
Intel Sports immersive media platform that is 
powered by Intel® True VR and Intel® True View.  

 

Fig. 3 – Immersive media platform architecture and workflow 

Intel® True VR and Intel® True View share a 
common video processing and distribution pipeline 
that is hosted in the cloud.  

The video processing component of the pipeline 
takes the uncompressed virtual camera videos from 
the Intel® True View capture and the panoramic 
video from the Intel® True VR capture then encodes 
the video sources.  

The settings for stream types, codecs, compression 
quality, picture resolutions, and bitrates are highly 
dependent on the targeted end-user experiences 
and the expected network conditions. The system is 
flexible to support current industry standard 
codecs such as AVC, HEVC, and M-JPEG, and is 
flexible to utilize upcoming immersive media 
standards in order to maintain support of a wide 
range of platforms and devices.  
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The stream packager takes the encoded videos and 
converts the memory bits into consumable 
bitstreams. The content distribution network (CDN) 
enables the distribution component of the pipeline 
to stream the content to client players.  

On the client side, the stream de-packager takes and 
reads from the consumable bitstreams that feed the 
decoder. The client player’s video decoder then 
decompresses the video bitstream. Finally, the 
video renderer takes decoded video sequences and 
renders them based on user preference, into what is 
seen on the device.  

3. MPEG IMMERSIVE MEDIA STANDARDS  

MPEG is developing immersive codecs to compress 
and stream volumetric content. The emerging 
MPEG immersive media standards support point 
clouds and related data types, as well as immersive 
video formats. A brief description of the immersive 
codecs is given here to establish the technical 
background for the object-based implementation 
described in a later section. 

3.1 Video-based point-cloud coding (V-PCC) 

 

Fig. 4 – V-PCC encoding process 

The V-PCC [1, 2] encoder takes dynamic point-cloud 
data as an input (per frame), projects it onto 
orthogonal planes (forming a cube) resulting into 
texture (i.e., RGB components) and geometry 
(i.e., depth between projection plane and point 
cloud) images. Then it performs segmentation to 
extract rectangular regions known as patches 
(of nearly similar depths) from each projection 
plane.  

These patches are packed into a tiled canvas (also 
known as atlases in immersive video) along with the 

occupancy map that indicates parts of the canvas 
that shall be used (i.e., occupied regions within the 
patches packed in the canvas).  

Also, patch information metadata is generated to 
indicate how patches are mapped between the 
projection planes and the canvas. Afterwards, 
existing video encoders such as AVC and HEVC are 
used to exploit the spatial and temporal redundancy 
of geometry and texture components of the canvas. 
The video encoded streams are combined with the 
video encoded occupancy maps and the encoded 
patch information metadata into a single bitstream. 
The encoding process in V-PCC compression is 
summarized in Fig. 4.  

 

Fig. 5 – V-PCC decoding process 

At the decoding stage, the V-PCC bitstream is 
demultiplexed and the components (texture, 
geometry, occupancy maps, patch information) 
bitstreams are decoded reversing the applied 
coding operation.  

Then a geometric reconstruction is carried out from 
the decoded geometry content using the occupancy 
maps and patch information followed by a 
smoothing procedure to clean the reconstruction. 
The smoothed reconstructed geometry information 
is then used to map the texture video to generate 
the decoded dynamic point cloud. The V-PCC 
decoding process is illustrated in Fig. 5. 

3.2 MPEG immersive video (MIV) 

The MIV standard [3] enables the viewer to 
dynamically move with 6DoF, adjusting position 
(x, y, z) and orientation (yaw, pitch, roll) within a 
limited range, i.e., as supported by a head mounted 
display or 2-D monitor with positional inputs as 
examples. 
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The MIV [4] encoder takes texture and depth videos 
from multiple source views, each at a particular 
position and orientation, as an input, optimizes 
them by identifying a few as basic views, and prunes 
the non-basic ones by projecting them one by one 
against the basic views (and the previously pruned 
views) to extract the non-redundant occluded 
regions.  

The aggregator then accumulates the pruning 
results over an intra-period (i.e., preset collection of 
frames) to account for motion (which helps in 
efficiently encoding the content). By the end of the 
intra-period, a clustering is applied to extract the 
rectangular patches, which in turn are packed into 
atlases (composed of texture and depth 
components) with content updated per frame 
across the processed intra-period.  

The occupancy maps (indicating the valid regions 
within the patches packed in atlases) are embedded 
within the lower range of the depth component of 
the atlases during the depth occupancy coding stage 
rather than signaling them separately as in the 
V-PCC case. The atlases are finally encoded using 
the existing HEVC video codec.  

The associated camera parameters list (illustrating 
how views are placed and oriented in space) and 
atlas parameters list (indicating how patches are 
mapped between the atlases and the views) are 
carried as metadata within the bitstream.  

The encoding process of MIV compression is 
summarized in Fig. 6.  

 

Fig. 6 – MIV encoding process 

At the decoding stage, video decoding is applied to 
retrieve the atlases, the metadata is parsed, and the 
block to patch maps (also known as patch ID maps 
and of the same size as the atlases indicating the 
patch ID the associated pixel within the atlas 
belongs to which helps resolve overlapped patches) 

are generated. The MIV decoder does not specify the 
reference renderer but supplies it with the required 
metadata and decoded streams.  

The intended output of the reference renderer is a 
perspective viewport of the texture, selected based 
upon a viewer’s position and orientation, generated 
using the outputs of the immersive media decoder. 
The MIV decoding process is illustrated in Fig. 7. 

 

Fig. 7 – MIV decoding process 

4. DELIVERING OBJECT-BASED 
IMMERSIVE MEDIA EXPERIENCE 

The implementation of object indexing input 
provides a solution for delivering object-based 
features for immersive media experiences.   

4.1 Objects indexing input 

The object based coding solution requires the 
ability to relate points and pixels in the scene to 
their objects. For point-cloud representation [5], we 
annotate each input point with an object ID, as part 
of point-cloud object attributes, shown in Fig. 8. The 
object ID is set to uniquely identify per point-cloud 
object in a scene within a finite time period. 

 

Fig. 8 – Object IDs annotation for point-cloud objects 
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For immersive multi-view videos [6], pixels from 

different views that belong to the same object are 

assigned the exact object ID in a form of maps.  

Object maps are of the same resolution as the texture 

and depth maps but their bit depth depends on the 

number of objects that require indexing in the scene. 

Fig. 9 shows the components of immersive content 

made available at the MIV encoder input. 

 

 

Fig. 9 – Immersive data composed of texture views, depth 
maps, and object maps (showing 3 views for simplicity) 

Object IDs can be generated by using machine 
learning or a conventional classifier, or a 
segmentation algorithm running across all points in 
the point cloud or across all views in the immersive 
content to identify different objects and assign the 
exact object ID to various points belonging to the 
same object.   

Alternatively, objects can be captured separately 
and then populated in the same scene making it 
simple to tag the points or pixels of each object with 
the related object ID. 

4.2 Implementation in immersive standards 

With object maps and object attributes being 
available at the input, the object based encoder aims 
to extract patches where each includes content from 
a single object. Thus the patches can be tagged by 
the associated object ID whether added as part of 
the patch metadata or sent within a supplemental 
enhanced information (SEI) message. 

In the V-PCC case [5], the point cloud is segmented 
and projected (with all its attributes including the 
object ID) onto the surrounding cube faces forming 
geometry and texture views along with the object 
maps. For the MIV case [6], the view optimizer 
labels the source views (and possibly novel views) 
as basic or not, and the object maps are carried 
through. 

 

Fig. 10 – Object-based MIV & V-PCC encoding process 

A summary of the object-based encoding process 
for MIV and V-PCC is illustrated in Fig. 10.  

Object separators are used to turn the views 
(texture and geometry/depth) into multiple layers 
based on the associated object maps where each 
layer only has regions belonging to a single object. 
Then the geometry-texture-patch generation in 
V-PCC (explained in section 3.1) and pruner-
aggregator-clustering in MIV (explained in 
section 3.2) are applied on the layers belonging to 
one object at a time.  

This results in patches where each patch has 
content from a single object; although, they may be 
packed together in the atlases/canvases and 
encoded as previously done. Note that in case of 
limited bandwidth or a need to highlight certain 
regions of action, the encoder may choose to drop 
(or blur) patches of non-related objects from the 
atlases or dedicate higher resolution for patches of 
objects of interest. This is only made feasible by 
adopting the object-based immersive coding 
solution.  

The decoding process of MIV and V-PCC remains the 
same. The only difference is that the renderer now 
can make use of the object ID per patch to render 
only the objects of interest or replace others by a 
synthetic content enabling innovative use cases. 
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In addition, a 3D bounding box (may include an 
object label) per object can be signaled in a 
supplemental enhanced information (SEI) message 
[7]. This allows efficient identification, localization, 
labeling, tracking, and object-based processing. 

4.3 Object-based immersive media platform  

Fig. 11 illustrates additional modules required for 
the object-based MIV and V-PCC coding features on 
our immersive media platform. On the encoding 
(i.e., server) side, both depth information and object 
segmentation information are computed from the 
point-cloud sequence.  

An MIV encoder combines the multiple virtual 
cameras and the depth and object information to 
form coded bitstreams for immersive video. 
Similarly, the point cloud with points’ attributes 
(texture, geometry, object ID) are passed to the 
object-based V-PCC encoder for processing. An 
optional video encoder can also be used to encode a 
few virtual cameras (could be 360 videos) in 
separate channels to support backward 
compatibility in case consumers’ devices do not 
support V-PCC or MIV decoders.  

The stream packager combines the encoded 
bitstreams together and adds further metadata 
information to indicate various assets in the scene. 
Then the output multiplexed bitstream is handled 
by the content distribution network.  

 

Fig. 11 – Immersive media platform supporting object-based 
V-PCC and MIV coders 

At the client side, the process is reversed and the 
bitstream is demultiplexed by the depackager so 
substreams can be handled by the relevant 
decoders (regular video decoder, MIV decoder, 
V-PCC decoder). Then the rendering engine makes 
use of all the decoded representations to deliver the 
desired viewport/volumetric content. 

 

Supporting various representations (e.g., 360 
virtual video, immersive video, point clouds) of the 
same objects in the streaming solution gives the 
renderer better capabilities to reconstruct the scene 
elements adaptively with user motion. For instance, 
far objects can be rendered from the virtual 360 
video since they do not react to the viewer’s motion.  

Middle-distant objects can be rendered from the 
immersive video content, since they can support the 
motion parallax within a certain viewing space 
defined by the capturing system. Close objects may 
be rendered using the point clouds in case the 
viewer is circulating around to experience them 
from all sides. The renderer can also combine 
various representations of the same object to 
produce a more complete and higher quality 
rendering results. In addition, augmenting new 
objects of either representation can also be handled 
by the immersive media platform to enrich the 
visual immersive experience. 

Furthermore, since MIV and V-PCC substreams are 
essentially the same (e.g., geometry and attribute 
components of the streamed atlases/canvas plus 
common metadata parts), it is possible to take an 
MIV substream and process it by V-PCC decoder to 
reconstruct it in 3D (although parts of it may be 
incomplete depending on the camera arrangment 
capturing the MIV content) or take a V-PCC 
substream and process it by MIV decoder to render 
a viewport interactively with the viewer’s position 
and orientation. 

5. APPLICATIONS AND SERVICES  

Introducing object ID per patch enables novel use 
cases for volumetric video encoding, decoding, and 
rendering. It also helps in meeting the MPEG 
requirements for immersive media access and 
delivery [8]. 

5.1 Priority objects rendering 

With object IDs available at the decoder side, the 
renderer can select which objects to output first 
(e.g., it may start rendering the front objects first) 
while background/static objects (can be inferred 
from objects’ labels within the associated SEI 
message) can be carried from the last rendered 
intra-frame (to save compute and bandwidth). This 
helps to speed up processing at the decoding side to 
meet real-time requirements. 
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5.2 Objects filtering 

The user may choose to render only the objects of 
interest while blur or remove other objects. Also, 
the encoder may choose to pack patches only from 
those objects of interest and transmit them rather 
than sending them all in the event of limited 
bandwidth, or objects may dedicate more bits to 
these patches to deliver objects of interest in higher 
resolution. 

5.3 Background rendering 

Background is a special static object that can be 
rendered by itself from the related patches or 
synthesized from virtual/pre-rendered content. In 
the case of rendering from patches, there might be 
regions in the background that are not visible in any 
of the input source views due to occlusions. Such 
hole regions can be filled using inpainting 
techniques. Another approach is to capture the 
scene ahead of time without any objects and stream 
a single image metadata once per intra-period so it 
can be used for rendering the background content 
and populate the scene with objects of interest 
afterwards. A synthetic background can be inserted 
as well, and objects can be augmented within. 

5.4 Object-based scalability 

Point-cloud objects and a separate background 
provide object-based scalability for adaptive 
streaming over different network conditions. 
Patches belonging to unimportant point-cloud 
objects, e.g., point-cloud objects too far away from a 
viewport, can be entirely dropped or encoded at 
lower visual quality. It is the job for an encoder to 
decide the relative importance of point-cloud 
objects using contextual information available to it.  

5.5 Personalized 6DoF user experience 

Viewers of object-based volumetric video can filter 
out uninteresting or unimportant objects and keep 
only relevant or interesting objects based on the 
bounding box attributes of point-cloud objects, even 
though all data / objects have been streamed to the 
client side. The decoder simply does not render 
patches if a viewer filters out the object these 
patches belong to. This allows a personalized 
experience for viewers to choose only content that 
matters to them, e.g., show me only the red team 
players or offense players.  

5.6 Object of interest 

The same personalization idea can be extended to 
content creation: each object can be compressed in 
different visual quality.  If one wants to focus on a 
specific point-cloud object, one can latch on to the 
stream with the object-of-interest encoded in 
higher visual quality. 

6. CONCLUSION 

At the time of this paper’s publication, the 
immersive media standardization effort is still 
ongoing. The context of the paper presents an 
object-based point-cloud signaling solution that 
provides a simple way to meet multiple MPEG-I 
requirements for emerging immersive media 
standards V-PCC and MIV. This approach supports 
the future interoperability needs to have a 
standard-based signaling mechanism for uniquely 
identifiable objects in sports.  

The requirements contributions for MPEG-I include 
the signaling and object ID for each patch in V-PCC 
and adding signaling per patch of an object ID as 
part of MIV. These contributions were adopted by 
MPEG, and modified to be included in an SEI 
message instead of in the patch data syntax 
structure. The object-based applications proposal 
to  MPEG was adopted as part of MIV, which adds 
the signaling ability per patch of an object ID.  

These contributions address the needs of Intel 
Sports to optimize point-cloud compression and 
object identification for creating immersive media 
experiences in sports. The object-based approach 
also provides a very low impact solution for when 
the feature is not utilized. In addition, the object-
based point-cloud signaling can be used to create 
innovative visual experiences outside of sports by 
providing a simple solution for identifying points of 
interest that ultimately create higher quality 
volumetric content.  

To conclude, MPEG-I supports delivering object-
based immersive media experiences for sports, and 
the approach can be applied towards other use 
cases. 
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Abstract – Advances in immersive media can provide relevant benefits to our society. The future looks 
promising with the development of new communication technologies, formats and hardware, together with 
their wide applicability areas. However, a fundamental aspect remains unexplored in this media landscape 
evolution: accessibility. A lack of accessibility hinders the interaction and immersion with virtual reality (VR) 
experiences to many consumers, becoming a barrier for global e-inclusion and equality of opportunities. 
Making immersive media accessible then becomes a priority and thus the research topic covered in this 
article. After reviewing the societal impact and regulatory framework, the article identifies current 
advances, limitations and challenges in this field. Then, it presents technological solutions and insights from 
initiatives targeted at achieving a seamless presentation of access services (subtitling, audio description and 
sign language) with VR360 content. Although these contributions are primarily conceived for broadcast 
services, their applicability spans other sectors and can pave the way for next-generation accessible VR 
experiences with six Degrees-of-Freedom (6DoF). 

Keywords – 360° video accessibility, immersive media, subtitling, virtual reality. 

 

1. INTRODUCTION 

The unceasing advances in information and 
communication technologies (ICT) are profoundly 
impacting our society and daily lives, providing 
relevant benefits in a wide set of sectors. On the one 
hand, advances in communication technologies not 
only enable new forms of adaptive, ubiquitous and 
hybrid content delivery, but also new combinations 
of interaction possibilities, between content 
modalities, devices and users. On the other hand, 
apart from advances in terms of compression and 
resolution, novel media formats are being 
conceived to represent the content and information. 
In particular, the recent explosion of immersive 
media technologies, like Virtual Reality (VR), is 
opening the door to new fascinating opportunities 
and revenue models, replacing and/or augmenting 
the media services based on classic audiovisual 
formats (e.g., TV, web, conferencing), bringing a 
paradigm shift from passive consumption to rich 
interaction and immersion.  

In this context, 360° videos, a.k.a immersive or 
VR360 videos, have become a simple and cheap, yet 
effective and hyper-realistic, way to provide VR 
experiences. VR360 videos can be enjoyed via 
traditional devices (like PCs, laptops, smartphones) 
or VR devices (like Head Mounted Displays, HMDs). 
Especially when watched on VR devices, VR360 
videos can provide unique experiences, placing 
viewers at the center of omnidirectional scenes, 
allowing them to freely look anywhere. This gives 

viewers the illusion of actually ‘being there’ in the 
captured environment, and greatly improves both 
immersion and engagement compared to the use of 
traditional media. 

The media industry is becoming increasingly aware 
of the opportunities that VR can enable in terms of 
communication, entertainment and learning, 
among other relevant benefits. Indeed, major 
platforms, content providers and cultural 
institutions are exploring how VR360 videos can 
provide more innovative, hyper-personalized and 
immersive experiences to their audience [1]. This 
trend is also a reality within the broadcast sector. 
According to a recent report issued by the European 
Broadcasting Union (EBU) [2], 49% of its members 
are devoting efforts into the production and 
integration of immersive content and services. 

However, many challenges still need to be 
addressed in order to efficiently integrate 
immersive content into current media services, and 
to fully exploit its potential. While significant effort 
is being devoted to specifying adequate 
technologies and formats, exploring new 
storytelling solutions and ensuring backward 
compliance with traditional resources and services, 
there is still a fundamental aspect that remains 
unexplored: accessibility. The media sector is 
currently offering a plethora of (standard) 
accessibility solutions and guidelines for classic 
audiovisual services. However, this is not yet true 
when it comes to immersive media. Despite the 
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growing interest in, and adoption of, VR360 
experiences, research studies on, and thus solutions 
for, accessibility in immersive media are limited so 
far. This hinders the interaction of a significant 
percentage of the population with VR experiences. 

Everyone has the right to access and comprehend 
the information provided by media services in 
general, and by immersive experiences in particular. 
Therefore, accessibility becomes a priority, not only 
to adhere to current worldwide regulations, but 
also to reach a wider audience and contribute to 
equal opportunities and global e-inclusion. 
Immersive experiences need to be inclusive across 
different languages, addressing not only the needs 
of consumers with hearing and vision impairments, 
but also of those with cognitive and/or learning 
difficulties, low literacy, newcomers, and the aged. 
Accessibility in immersive media is the research 
topic addressed in this article, with a particular 
focus on the broadcast sector, and on achieving a 
seamless integration between the presentation of 
access services (subtitling, audio description and 
sign language) and VR360 content (360° videos and 
spatial audio).  

As a proof of relevance of this topic, the paper 
initially highlights its societal impact, by reflecting 
on the need for providing accessible media services 
and by outlining the regulatory framework that 
aims to guarantee the accessibility of every 
multimedia service, and monitor the fulfillment of 
these demands and obligations. After that, the paper 
discusses advances, limitations and challenges 
towards making immersive media accessible, with a 
special focus on the broadcast sector. Finally, the 
paper presents novel contributions from initiatives 
in this direction, in terms of technological solutions 
(end-to-end platform, extensions to current 
technologies and formats, interaction modalities) 
and recommendations (presentation modes, 
guiding methods, evaluation methodologies). 
Although these contributions are mostly focused on 
the broadcast sector, their applicability spans other 
sectors (e.g., learning, culture and heritage [1]), and 
can pave the way for next-generation accessible VR 
experiences, with six Degrees-of-Freedom (6DoF), 
like gaming and virtual meetings. 

2. SOCIETAL IMPACT 

Technological advances typically provide 
significant social and financial benefits, but may 
also raise barriers for some citizens. No 
homogeneous profiles for consumers exist, and 

factors like disabilities, ageing and capabilities 
(e.g., skills) influence the interaction and 
engagement with immersive technologies and 
experiences. 

The study in [1] provides statistics about the 
percentages of the worldwide population with 
some form of audiovisual impairment, and about 
the increasing ageing process. Ageing is closely 
related to disability rates, as older people may 
develop age-related impairments, such as visual, 
hearing, physical and cognitive ones [1]. 

Disabilities, sensorial impairments and ageing have 
functional, social, emotional and economic impacts. 
This involves a barrier to properly access and 
interpret the information, which is a right of all 
citizens, in all sectors and services. In addition, 
linguistic and cultural capabilities need to be also 
taken into account. Society has become global, and 
people commonly travel or move to different 
countries for professional and/or leisure reasons, 
so language and culture may also become a barrier.  

All these factors have an impact in the media 
accessibility field, which has traditionally mostly 
focused on an audience with disabilities, but now 
there is a need to take into account other audiences, 
such as the elderly, non-native speakers, illiteracy, 
etc., to enable a full democratic participation in the 
current society where technologies and media play 
a key role. E-inclusion thus becomes a priority of 
worldwide governments, and this is also the case in 
the EU, as proposed by the Single Digital Market 
(SDM) strategy that aims to guarantee a seamless 
exchange of media assets across countries and 
communities. Likewise, the United Nations Centre 
for Regional Development (UNCRD) [3] provides a 
framework for action in a number of articles 
highlighting the interrelations between ageing and 
disability, especially in article 9 (accessibility). 

In this context, two important United Nations (UN) 
conventions have legal repercussions within the 
scope of media accessibility. The Convention on the 
Protection and Promotion of the Diversity of 
Cultural Expressions [4] identified the elderly as an 
audience sector to be protected against exclusion. 
This is further expanded in the Convention of Rights 
of Persons with Disabilities [5], since the elderly 
may not be classified as disabled, but are the highest 
number of citizens with hearing and/or sight loss. 
These two UN conventions have been developed in 
two Directives and one Act affecting all EU countries: 
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1) The EU Directive on the Accessibility of 
Websites and Mobile Applications [6]. This is 
based on Web Content Accessibility 
Guidelines (WCAG) 2.0 [7] guidelines, and 
references EN 301 549 [8] as the standard 
which will enable websites and apps to meet 
accessibility requirements.  

2) The Audiovisual Media Services Directive 
(AVMSD) [9]. This governs a coordination of 
national legislations on audiovisual media, 
addressing key issues like new technological 
developments, preserving diversity, 
protecting the whole spectrum of consumers, 
and safeguarding media pluralism.   

3) The European Accessibility Act [10]. This is a 
law that aims to make media products and 
services more accessible. It takes the form of 
a Directive, which is legally binding for all EU 
Member States. 

These pieces of legislation demand accessibility 
solutions in all media services, products and events, 
including the offered content and information. This 
therefore also applies to immersive media. 
Monitoring and control strategies are being 
established by public sector organizations to ensure 
these accessibility demands are successfully met. 

3. STATE-OF-THE-ART 

3.1 Related projects in the broadcast sector 

Typically, accessibility has been only considered 
after a technology has matured to meet the demand 
of the mass market, and to fulfill legal requirements. 
This approach, however, results in significant 
disadvantages and barriers for the population with 
disabilities, the aged, and those who do not speak or 
read the language of the media content. However, 
when it comes to novel and not-yet mainstreamed 
services, the development of accessibility solutions 
becomes more challenging. It is due to the fact that 
accessibility not only becomes an issue of sensorial 
disabilities, but of capabilities, skills and usability 
aspects [11]. However, considering accessibility 
since the early development of novel technologies 
contributes to more effective solutions, a wider 
adoption and less financial burden. 

Different research projects have targeted the 
provision of accessibility solutions within the 
broadcast sector, as soon as new TV-related 
technologies or formats have been developed. The 
DTV4ALL project addressed access service 
provision when TV moved from analogue to digital 

in Europe [12]. Results from this project are still 
valid in some regions across the world where the 
shift has not taken place yet (e.g., Sweden). Then, 
the HBB4ALL project [13] explored new 
accessibility possibilities in the emerging hybrid 
broadcast broadband media ecosystem, within the 
umbrella of the Hybrid Broadcast Broadband TV 
(HbbTV) standard [14]. This hybrid multiplatform 
ecosystem enables to augment broadcast services 
with additional broadband content, to be consumed 
on the same main screen as the broadcast content 
or on companion screens (i.e., tablets and 
smartphones), in an interactive and personalized 
manner. HBB4ALL targeted at leveraging these 
features in order to seamlessly integrate the 
presentation of access services (subtitling, audio 
description and sign language) with traditional 
broadcast programmes. In the same context of 
hybrid media delivery, the ImmersiaTV project 
developed an end-to-end platform to enable 
customizable and immersive multiscreen TV 
experiences [15]. By adopting novel storytelling 
formats, the contributions from ImmersiaTV 
allowed augmenting traditional broadcast TV 
programmes with multilocation 360° views and 
interactive content (e.g., notifications, picture-in-
picture videos or images) delivered via broadband.  

Most recently, the ImAc project [16] has aimed at 
following the same success story as in the DTV4ALL 
and HBB4ALL projects, but focusing on immersive 
media formats (i.e., VR360 videos and spatial audio), 
and also exploiting the expertise from the 
ImmersiaTV project. 

3.2 Research on accessibility in immersive 
media 

As for every media content, VR360 videos need to 
be accessible. VR360 videos include audio and 
visual elements which, at the same time, may 
contain linguistic and non-linguistic components. 
A user meaning-making process is possible thanks 
to the intersection and interaction between all these 
diverse components, which contribute to a 
comprehensive information understanding. 
Therefore, alternatives must be provided to cater 
for the needs of users who cannot access all 
audiovisual components. This is commonly 
provided by means of access services, like subtitling, 
audio subtitling, audio description and sign 
language. As reviewed in [1], while scarce research 
on proposing subtitling solutions for VR360 content 
exists, that is yet not the case for the other access 
services. The study in [1] also highlights existing 
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challenges towards making immersive media 
accessible. These challenges are not only related to 
the specification of technological aspects and 
presentation modes for the access services, but to 
adopt the most appropriate interaction modalities 
(e.g., voice control, gestures), assistive technologies 
(e.g., zoom, guiding methods) and user interfaces 
(UIs). Moreover, the work in [17] provides a set of 
14 tools to enhance the interaction of people with 
low vision with VR environments, by means of 
augmentati. 

4. IMAC: END-TO-END PLATFORM FOR 
IMMERSIVE ACCESSIBILITY 

ImAc (Immersive Accessibility) is an European 
H2020 project (www.imac-project.eu) that has 
explored how accessibility services and assistive 
technologies can be efficiently integrated with 
immersive media, focusing on VR360 video and 
spatial audio.  

The project has been carried out by a cross-
disciplinary consortium, composed of international 
experts in the fields of content creation and service 
provisioning (e.g., broadcasters), multimedia 
systems and accessibility, with the goal of 
contributing with appropriate solutions and 
guidelines to the identified limitations and needs in 
this field. The project has adopted a user-centric 
methodology where end users, professionals and 
stakeholders are involved at every stage of the 
project through the organization of workshops, 
focus groups, tests, and the attendance at events. 
This elicited a bottom-up approach to determining  

the accessibility, interaction and personalization 
requirements. The insights from the user-centric 
activities in turn determined the necessary 
technological solutions to meet these requirements, 
and the specific services and scenarios to be 
provided. 

An oveview of the end-to-end platform developed in 
ImAc to achieve the targeted goals is provided in 
Fig. 1. The platform includes all the necessary parts, 
components and steps from media 
ingest/authoring to media consumption. It has been 
designed with the premise of keeping backward 
compliance with current technologies, formats, 
infrastructures and practices in the broadcast 
ecosystem. Next, its key parts and components are 
briefly explained with the goal of providing a proof 
of concept of how worldwide deployed services, like 
TV and online video, can be extended to 
accommodate accessible immersive experiences. 
For each of the components and parts, potential 
standardization opportunities and contributions 
are indicated.  

4.1 Content production / authoring 

The scenarios envisioned in ImAc include classic 
audiovisual content to be broadcast, and both 
immersive and accessibility content are to be also 
delivered via broadband (see Fig. 1). However, only 
the authoring and production of access service 
content has been addressed in the project, assuming 
that the classic and immersive content has already 
been produced (e.g., by using existing tools, like the 
ones in [15]), although their preparation for media 
delivery is supported. 

 

Fig. 1 – Overview of an end-to-end platform 
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Accordingly, the content production part of the 
platform includes a set of (web-based) tools for the 
ingest of immersive VR360 content, the 
production/editing of access service content 
(including subtitles, audio description and sign 
language videos), and their integration with the 
available VR360 content. These tools provide the 
required metadata to signalize the properties of the 
authored media content. The supported features 
are not detailed, but can be inferred from the 
features provided by the developed VR360 player 
[18] (described later). The access service editors 
are provided under a Software as a Service (SaaS) 
distribution model. 

In this context, the ImAc project has contributed to 
the specification of standard-compliant extensions 
to current technologies and formats. Two examples 
can be highlighted. First, the IMSC (Internet Media 
Subtitles and Captions) subtitle format has been 
extended to indicate where the speaker is in the 360° 
space.  IMSC is a subset of Timed Text Markup 
Language (TTML) for distribution of subtitles, 
drawing the attention of, and being adopted by, 
many standardization bodies, like the World Wide 
Web Consortium (W3C). Second, a new ad-hoc, but 
standard-compliant, solution has been defined to be 
able to indicate the speaker’s name and position 
together with the associated sign language video, as 
well as to be able to dynamically show/hide the 
video window based on the signer’s activity. 

4.2 Service provider 

This part of the platform includes different 
components for the management and cataloguing of 
content, and triggering its publication, either by 
associating it to scheduled (broadcast) TV 
programs or by posting it on specific websites. One 
key component in this part is the Accessibility 
Content Manager (ACM), developed to enable the 
upload of VR360 content (and optionally its related 
assets, like personalized covers/thumbnails and 
existing access service content), to catalogue it, to 
link it with the editing tools, and finally to trigger 
the publication of the immersive and accessibility 
content for final consumption. 

4.3 Content preparation / distribution 

This part of the platform includes components for 
preparing the available content for an appropriate 
distribution. These components are mainly in 
charge of (multi-quality) content encoding, 
segmentation and signaling.  

The project has focused on media delivery through 
broadband Content Delivery Networks (CDNs), via 
the Dynamic Adaptive Streaming over HTTP (DASH) 
standard [19]. However, the platform is also 
prepared for the delivery of broadband content via 
DASH, but as an enrichment of conventional 
broadcast Digital Video Broadcasting (DVB) 
services, by leveraging the features provided by the 
HbbTV standard [14].  

In this context, ImAc has contributed with the 
release of open-source software components and 
open APIs to connect them with the content 
production tools. In addition, ImAc has explored the 
specification of standard-compliant extensions to 
delivery technologies and signaling solutions. One 
example is the design of solutions to enable 
interactive and immersive multiscreen scenarios, 
which can be relevant for the HbbTV standard. 
Another example is the extension of the DASH 
technology to signalize the availablity of all 
considered access services, beyond the classic and 
immersive media content elements. This can be 
relevant for the DASH technology specified by the 
Moving Picture Experts Group (MPEG) 
standardization body.  

4.4 Content consumption 

This part is mainly composed of a portal to select 
the desired content (see Fig. 2) and a web-based 
player (see Fig. 3) for the personalized presentation 
of the immersive (VR360 video and spatial audio) 
and access service (subtitles, audio subtitles, audio 
description and sign language) content. For visual 
elements, the player supports different 
presentation modes such as: 

• User-reference: the visual elements 
(e.g., subtitles, sign language, UI) are always 
visible and follow the user’s viewing direction. 

• Scene-reference: the visual elements are 
attached to specific regions of the 360° space 
(e.g., fixed angles, position of the speaker), so 
they can be outside the user’s field of view 
during media consumption. 

• Auto-positioning: the visual elements or the 
user’s field of view can be dynamically 
positioned, based on predefined metadata 
generated at the production phase. 



ITU Journal: ICT Discoveries, Vol. 3(1), June 2020 

14 © International Telecommunication Union, 2020  

For instance, Fig. 4 includes an example of the 
presentation of user-referenced subtitles with a 
radar as the guiding method, and Fig. 5 of the 
presentation of a user-referenced sign language 
video with the speaker’s name and arrows to 
indicate where the speaker is in the 360° space. 

The player also includes support for different 
spatial presentation modes for (3D) audio 
description and audio subtitling such as: 

• Classic mode: no positioning. 
• Static mode: from a fixed point in the scene. 
• Dynamic mode: coming from the direction of 

the action. 

The player can be run on traditional consumer 
devices (e.g., connected TVs, PCs, laptops, tablets 
and smartphones) and on VR devices (e.g., HMDs). 
It also supports different interaction modalities, like 
via the mouse, keyboard, touch screen, gyroscope, 
VR controls, or even via voice.  

This part of the ImAc platform also includes the 
proper technology to enable multiscreen scenarios 
in a synchronized and interactive manner, using 
both fully web-based and HbbTV-compliant 
technology. More details about the player and its 
supported features can be found in [18].  

A demo video of the portal and player features can 
be watched at: https://bit.ly/2Wqd336. Their 
current version and the available VR360 and access 
service content can be accessed via this URL: 
http://imac.i2cat.net/player/. The source code can 
be downloaded from: https://github.com/ua-
i2cat/ImAc.  

In this context, the ImAc project has explored the 
specification of standard solutions for subtitle 
presentation modes (e.g., within W3C), and for 
appropriate UIs and interaction modalities 
(e.g., within International Organization for 
Standardization, ISO). 

In general, the contributions from the ImAc project 
can be also of interest to groups of the International 
Telecommunication Union (ITU). Examples are: 1) 
the Intersector Rapporteur Group Audiovisual 
Media Accessibility (IRG-AVA), which studies topics 
related to audiovisual media accessibility and aims 
at developing draft Recommendations for “Access 
Systems” that can be used for all media delivery 
systems, including broadcast and broadband 
services; 2) the ITU-R Study Group 6 (SG 6), which 
addresses broadcasting scenarios, including vision, 
sound, multimedia and data services; and 3) 

ITU-T SG16 – Multimedia, which includes a work 
item on presentation of sign language. All these 
groups and related activities are being monitored to 
get updated about latest news and contributions 
and to assess the feasibility of presenting 
contributions. 

 

Fig. 2 – ImAc portal 

 

Fig. 3 – ImAc player / menu 

 

Fig. 4 – Presentation of subtitles with radar indicator 

 

Fig. 5 – Presentation of sign language video, with arrows  
and speaker’s name (and color) 

https://bit.ly/2Wqd336
http://imac.i2cat.net/player/
https://github.com/ua-i2cat/ImAc
https://github.com/ua-i2cat/ImAc
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Table 1 provides a summary of key contributions 
and insights from the ImAc project, categorized by 
the involved platform components and parts. 

Table 1 – Contributions and insights from the ImAc project 

Platform 
components 

Contributions / Recommendations 

Content 
production / 

Authoring 

– Extension to media formats (e.g., IMSC 
subtitles, accompanying metadata for 
sign language videos). 

– Narrative and storytelling (e.g., scripting 
and spatial presentation modes for 
audio description, positioning of 
subtitles) 

– Content creation guidelines 
– Presentation modes (e.g., spatial modes 

for audio description, non-continuous 
sign language video based on speaker’s 
activity) 

Service 
provider 

– Service description and signaling 

Content 
preparation / 
Distribution 

– Content encoding, mixing and packaging 
– Content description and signaling 

Content 
consumption 

– Media interpretation 
– Interaction and hyper-personalization 
– Presentation modes for visual elements 

(user-reference, scene-reference, auto-
positioning). 

– Presentation modes for 3D audio (gains, 
spatial combinations, scripting modes). 

– Interaction modalities (e.g., adaptive 
UIs, voice control) 

– Assistive technologies (e.g., voice 
control, augmentation, guiding 
methods) 

– Synchronization (intra-media, inter-
media, inter-device). 

– Multiscreen scenarios (HbbTV, web) 
– Evaluation methodologies  

5. CONCLUSION 

Providing cutting-edge technology to all citizens is 
essential to achieve global e-inclusion. The use of VR 
technologies and, in particular, of VR360 content 
can provide great benefits in a wide variety of  
sectors. However, as in any (multimedia) service, 
accessibility becomes an essential requirement to 
achieve universal access to the information, and 
effective content comprehension by everyone.  

The specification, development and evaluation of 
accessibility solutions for novel technologies, like 
VR, is more challenging than for traditional 
technologies. This is due to the fact that no other 
comparable accessibility solutions exist and the 
consumers are not yet used to these novel 
technologies. However, considering accessibility 
since the early development of novel technologies 
contributes to more effective solutions and to a 

wider and earlier adoption, without handicaps for 
any citizen. This can also contribute to avoiding the 
proliferation of isolated and closed add-on 
solutions, by designing standard-compliant 
end-to-end solutions that encompass all stages from 
media authoring to media consumption.  

This paper has presented an overview of the 
contributions of the ImAc project towards 
seamlessly integrating accessibility services within 
immersive media. Standardization possibilities and 
contributions in this context have been identified as 
well. Although the presented contributions are 
primarily focused on VR360 content and on the 
broadcast sector, their applicability spans to other 
areas, and can pave the way for next-generation 
accessible immersive experiences, considering 
volumetric media and 6DoF VR scenarios, even in 
multi-user settings. 

ACKNOWLEDGEMENT 

This work has been partially funded by the 
European Union’s Horizon 2020 program, under 
agreement number 761974 (ImAc project). Work 
by Mario Montagud has been additionally funded by 
the Spanish Ministry of Science, Innovation and 
Universities with a Juan de la Cierva – Incorporación 
grant (with reference IJCI-2017-34611), and by 
Fundación BBVA with a “Beca Leonardo a 
Investigadores y Creadores Culturales 2018”. Work 
by Pilar Orero has been additionally funded by the 
Catalan Government with the funded TransMedia 
Catalonia research group, with reference 
2019SGR113. 

REFERENCES 

[1] M. Montagud, P. Orero, A. Matamala, 
“Culture 4 All: Accessibility-Enabled Cultural 
Experiences through Immersive VR360 
content”, Personal and Ubiquitous Computing, 
2020, DOI: 10.1007/s00779-019-01357-3. 

[2] Virtual Reality: How are public broadcasters 
using it? 2017. Retrieved from: 
https://www.ebu.ch/publications/virtual-
reality-how-are-public-broadcasters-using-it 
European Broadcasting Union (EBU) Report. 
Last accessed in December 2019. 

[3] United Nations Centre for Regional 
Development (UNCRD) https://www.un.org/ 
development/desa/disabilities/disability-
and-ageing.html. Last accessed in 
December 2019.  

https://www.ebu.ch/publications/virtual-reality-how-are-public-broadcasters-using-it
https://www.ebu.ch/publications/virtual-reality-how-are-public-broadcasters-using-it
https://www.un.org/development/desa/disabilities/disability-and-ageing.html
https://www.un.org/development/desa/disabilities/disability-and-ageing.html
https://www.un.org/development/desa/disabilities/disability-and-ageing.html


ITU Journal: ICT Discoveries, Vol. 3(1), June 2020 

16 © International Telecommunication Union, 2020  

[4] UNESCO (2005) The Convention on the 
Protection and Promotion of the Diversity of 
Cultural Expressions https://en.unesco.org/ 
creativity/convention/texts 

[5] UN (2006) Convention of Rights of People 
with Disabilities https://www.un.org/ 
development/desa/disabilities/convention-
on-the-rights-of-persons-with-disabilities. 
html 

[6] Directive on the Accessibility of Websites and 
Mobile Applications, https://eur-lex. 
europa.eu/legal-content/EN/TXT/?uri= 
CELEX%3A32016L2102  

[7] WACAG 2.0 https://www.w3.org/TR/ 
WCAG20/  

[8] Mandate 376 http://mandate376.standards. 
eu/standard/technical-requirements/#9 

[9] Audiovisual Media Services Directive 
(AVMSD), https://ec.europa.eu/digital-
single-market/en/audiovisual-media-
services-directive-avmsd 

[10] European Accessibility Act https://data. 
consilium.europa.eu/doc/document/PE-81-
2018-INIT/en/pdf  

[11] B. Agulló, P. Orero and A. Matamala, “From 
disabilities to capabilities: testing subtitles in 
immersive environments with end users”. 
Hikma 17, pp. 195-220, 2018. 

[12] T. Itagaki, T. Owens, P. Orero, Digital TV 
accessibility – Analogue switch off in Europe 
and Africa. IST-Africa Week Conference, 2016. 

[13] P. Orero, C.A. Martín, M. Zorrilla, HBB4ALL: 
Deployment of HbbTV services for all, IEEE 
BMSB’15, Ghent (Belgium), June 2015. 

[14] Hybrid Broadcast Broadband TV (HbbTV) 
2.0.2 Specification. 2018. HbbTV Association 
Resource Library, https://www.hbbtv.org/ 
resource-library, February 2018. 

[15] J. A. Núñez, M. Montagud, I. Fraile, D. Gómez, 
S. Fernández, ImmersiaTV: an end-to-end 
toolset to enable customizable and immersive 
multi-screen TV experiences, Workshop on 
Virtual Reality, co-located with ACM TVX 
2018, Seoul (South Korea), June 2018. 

[16] M. Montagud, I. Fraile, J. A. Núñez, 
S. Fernández, “ImAc: Enabling Immersive, 
Accessible and Personalized Media 
Experiences”, ACM TVX 2018, Seoul 
(South Korea), June 2018. 

[17] Y. Zhao, E. Cutrell, C. Holz, M. R. Morris, E. Ofek, 
A. D. Wilson. “SeeingVR: A Set of Tools to 
Make Virtual Reality More Accessible to 
People with Low Vision”, ACM CHI 2019 
(CHI '19), Glasgow (UK), May 2019. 

[18] M. Montagud, I. Fraile, E. Meyerson, M. Genís, 
S. Fernández, “ImAc Player: Enabling a 
Personalized Consumption of Accessible 
Immersive Content”, ACM TVX 2019, June, 
Manchester (UK). 

[19] I. Sodagar, “The MPEG-DASH standard for 
multimedia streaming over the internet”, 
IEEE multimedia, 18(4), 62-67, 2011. 

 

https://en.unesco.org/creativity/convention/texts
https://en.unesco.org/creativity/convention/texts
https://www.un.org/development/desa/disabilities/convention-on-the-rights-of-persons-with-disabilities.html
https://www.un.org/development/desa/disabilities/convention-on-the-rights-of-persons-with-disabilities.html
https://www.un.org/development/desa/disabilities/convention-on-the-rights-of-persons-with-disabilities.html
https://www.un.org/development/desa/disabilities/convention-on-the-rights-of-persons-with-disabilities.html
https://eur-lex.europa.eu/legal-content/EN/TXT/?uri=CELEX%3A32016L2102
https://eur-lex.europa.eu/legal-content/EN/TXT/?uri=CELEX%3A32016L2102
https://eur-lex.europa.eu/legal-content/EN/TXT/?uri=CELEX%3A32016L2102
https://www.w3.org/TR/WCAG20/
https://www.w3.org/TR/WCAG20/
http://mandate376.standards.eu/standard/technical-requirements/#9
http://mandate376.standards.eu/standard/technical-requirements/#9
https://ec.europa.eu/digital-single-market/en/audiovisual-media-services-directive-avmsd
https://ec.europa.eu/digital-single-market/en/audiovisual-media-services-directive-avmsd
https://ec.europa.eu/digital-single-market/en/audiovisual-media-services-directive-avmsd
https://data.consilium.europa.eu/doc/document/PE-81-2018-INIT/en/pdf
https://data.consilium.europa.eu/doc/document/PE-81-2018-INIT/en/pdf
https://data.consilium.europa.eu/doc/document/PE-81-2018-INIT/en/pdf
https://www.hbbtv.org/resource-library
https://www.hbbtv.org/resource-library


ITU Journal: ICT Discoveries, Vol. 3(1), June 2020 

 © International Telecommunication Union, 2020 17  

MULTI-VIEWPOINT AND OVERLAYS IN THE MPEG OMAF STANDARD 

Igor D.D. Curcio, Kashyap Kammachi Sreedhar, Sujeet S. Mate 
Nokia Technologies, Tampere, Finland 

 

Abstract – Recent developments in immersive media have made possible the rise of new multimedia 
applications and services that complement the traditional ones, such as media streaming and conferencing. 
Omnidirectional video (a.k.a. 360-degree video) is enabling one of such new services that are progressively 
made available also by large media distribution portals (e.g., YouTube). With the aim of creating a 
standardized solution for 360-degree video streaming, the Moving Picture Experts Group (MPEG) has 
developed the Omnidirectional MediA Format (OMAF) second edition, or version 2, which is close to 
completion. The major new features of OMAFv2, compared to the first version, include (but are not limited 
to) the capability of using overlays and multiple omnidirectional cameras situated at different physical 
points (i.e., viewpoints). This paper focuses on the description of two of the new OMAFv2 features, the 
overlays and the multi-viewpoints, including the 360-degree video use cases enabled by these two features. 

Keywords – Immersive media, MPEG OMAF, multimedia streaming, multi-viewpoints, omnidirectional 
video, overlays. 

 

1. INTRODUCTION 

Immersive media is one of the current buzzwords in 
media technologies. It refers to the capability of 
making the user feel immersed in the audio, video, 
and other media, at the same time increasing the 
interactivity level. The Reality-Virtuality continuum 
[1], allows a wide spectrum of immersion and 
interactivity levels, more towards the real 
environment or the virtual environment, depending 
on the actual application or service considered. 

Watching 360-degree videos is one way to consume 
immersive media. 360-degree video content is 
typically played back in a virtual environment using 
a Head Mounted Display (HMD). Whenever the user 
is enabled to explore the content only by changing 
the HMD orientation by varying the yaw, pitch and 
roll of the head (i.e., rotational movements), this is 
defined as a 3 Degrees of Freedom (3DoF) media [2]. 
YouTube already offers omnidirectional video in 
their portal, and this type of medium is becoming 
more and more popular. If the consumer is also 
allowed to move in the 360-degree space and 
navigate, walk, see behind the objects in the scene 
(i.e., translational movements), this is typically 
defined as 6 Degrees of Freedom (6DoF) media [2]. 

The Moving Picture Experts Group (MPEG) has 
defined the first standard for an Omnidirectional 
MediA Format (OMAF) [3] to enable the easy 
deployment of interoperable standardized 
streaming services for 360-degree video. OMAF is 
also the basis of the technology adopted by the 
Third Generation Partnership Project (3GPP) in 

their specification for omnidirectional video 
streaming since Release 15 [4]. OMAF defines the 
basic storage format as well as the transport over 
Dynamic Adaptive Streaming over HTTP (DASH) 
[23] and MPEG Media Transport (MMT) [24] for 
audio, video, image, and timed text. Lately, MPEG 
has been working on the second version of the 
OMAF standard [5] with the aim of extending the 
functionalities already enabled by the first version, 
and make its adoption more appealing for service 
providers and the media industry in general. 

The major features specified in OMAFv2 are overlays, 
multi-viewpoints, sub-pictures and new tiling 
profiles for viewport-dependent streaming. This 
paper will focus on the first two ones. Overlays are a 
way to enhance the information content of 360-
degree video. They allow us to superimpose another 
piece of content (e.g., a picture, another video with 
news, advertisements, text or other) on top of the 
main (background) omnidirectional video. Overlays 
also allow the creation of interactivity points or areas. 
The content captured by an omnidirectional capture 
device or an omnidirectional media corresponding to 
one omnidirectional camera is called a viewpoint in 
the OMAFv2 terminology. Multi-viewpoint is a set of 
capture devices which, for example, may be scattered 
around a stadium. The OMAFv2 specification enables 
a streaming format with multiple viewpoints to allow, 
for example, switching from one viewpoint to 
another, as done by multi-camera directors for 
traditional video productions. 
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Overlays have been researched in the past years in 
several application areas but, to the best of the authors’ 
knowledge, minimally in the area of 360-degree video. 
In [6], the authors present an image overlay system to 
aid procedures in computerized tomography. The 
system in [7] shows a way to display dynamic image 
overlays during surgical operations using a stereo 
camera and augmented reality visualization. The 
authors of [8] describe a method for real-time overlay 
insertion in a predefined location of a pre-encoded 
ITU-T H.264/AVC video sequence. The detection and 
extraction of an overlaid text on top of a complex video 
scene and news are studied in [9, 10]. Augmented 
reality-based image overlays on optical see-through 
displays mounted on the front glass of a car have been 
studied by [11]. A similar research, but performed 
using a Virtual Reality (VR) HMD with a video-based 
see-through display, is presented in [12]. Here the 
authors use an accelerometer to compensate for the 
motion-to-photon delay between the image overlay 
and the reality displayed on the HMD’s screen, and 
give a method to improve the registration among the 
two. An implementation of a system that displays 
overlays in unmanned aerial vehicles is presented in 
[13]. An intelligent video overlay system for 
advertisements is presented in [14]. Here the overlays 
are not placed in fixed positions, but are located such 
that the intrusiveness to the user is minimized and is 
done by detecting faces, text and salient areas in the 
video.   

Multi-viewpoint 360-degree video streaming is a 
relatively new area. For traditional mobile 2D video, 
multi-camera video remixing has been extensively 
researched by some of the authors of this paper. See 
[15, 16, 17], for example. The work [18] presents 
streaming from multiple 360-degree viewpoints 
where these are capturing the same scene from 
different angles. A challenge described by the 
authors is viewpoint switching and how to 
minimize disruption after a switch. The authors also 
emphasize the importance of switching prediction 
in order to minimize the impact on the Quality of 
Experience (QoE). The research in [19] focuses on 
low latency multi-viewpoint 360-degree interactive 
video. The authors use multimodal learning and a 
deep reinforcement learning technique to detect 
events (visual, audio, text) and predict future 
bandwidths, head rotation and viewpoint selection 
for improving media quality and reducing latency. 

The present paper focuses on two of the new main 
features included in the second edition of the MPEG 
OMAF standard, namely overlays and multi-viewpoints. 
The new enabled use cases are also introduced.  

The structure of the remaining parts of this paper is 
as follows. Section 2 shows the OMAF system 
architecture. Section 3 focuses on the overlay 
capabilities and functionalities in OMAFv2. 
Section 4 describes how multiple omnidirectional 
viewpoints can be utilized in OMAFv2. Finally, 
section 5 concludes the paper.  

2. MPEG OMAF SYSTEM ARCHITECTURE 

This section introduces the general MPEG OMAF 
system architecture. This is depicted in Fig. 1, which 
is extracted from the draft OMAFv2 standard 
specification [5]. The figure shows the end-to-end 
content flow process from acquisition up to 
display/playback for live and on-demand streaming 
use cases. The specification applies to projected 
omnidirectional video (equirectangular and cube 
map) as well as to fisheye video. It defines media 
storage and metadata signaling in the ISO Base 
Media File Format (ISOBMFF) [25] (i.e., interfaces F 
and F' in Fig. 1). It also defines media encapsulation 
and signaling in DASH and MMT. 

OMAF specifies also audio, video, image and timed 
text media profiles, i.e., the interfaces E'a, E'v, E'i. All 
other interfaces depicted in the figure above are not 
normatively specified. Additionally, OMAF defines 
different presentation profiles for viewport-
independent and viewport-dependent streaming. 
For further details on these two concepts, the 
reader may refer to [22]. 

Following Fig. 1, media content is initially captured. 
Audio is encoded using 3D Audio with the MPEG-H 
[26] audio low complexity Profile at level 1/2/3 or 
the MPEG-4 High Efficiency AACv2 at Level 4 codec 
[27]. Visual content is first stitched, possibly rotated, 
projected and packed. Subsequently, it is encoded 
using the MPEG High Efficiency Video Codec (HEVC) 
Main 10 profile at Level 5.1 [28] or the MPEG 
Advanced Video Codec (AVC) Progressive/High 
profile at Level 5.1 [29]. Images are encoded using 
the HEVC image profile Main 10 at Level 5.1 or Joint 
Pictures Experct Group (JPEG) images [30]. The 
encoded streams are then placed into an ISOBMFF 
file for storage or encapsulated into media 
segments for streaming. The segments are 
delivered to the receiver via the DASH or MMT 
protocols. At the receiver side (player), the media is 
decapsulated, and then decoded with the respective 
decoder(s), and subsequently rendered on a display 
(e.g., a HMD) or loudspeakers. The head/eye 
tracking orientation/viewport metadata 
determine the user viewing orientation within  
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Fig. 1 – Content flow process for an MPEG OMAF system [5]. 

the omnidirectional space and is used to guide the 
player to download and render the appropriate part 
of the media streams. The viewport defines the 
horizontal and vertical user field of view within the 
omnidirectional space.  

The new OMAFv2 functionalities discussed in this 
paper, namely overlays and multi-viewpoints, are 
defined both in the ISOMBFF, where the storage 
format syntax and semantics are described in detail, 
and at DASH and MMT transport levels [5]. The 
mentioned new functionalities are purposely 
described in the following two sections without 
mentioning the ISOBMFF and DASH syntax and 
semantics details. 

3. OVERLAYS IN THE MPEG OMAF 
STANDARD 

Overlays are conventionally used to provide 
complementary information about the video scene 
and enhance the overall user experience. Recent 
studies on the use of overlays in a VR application [20] 
have hinted that the presence of an overlay within an 
omnidirectional video increases the immersion  

 
1 It is noted that the list of use cases presented here is not 
exhaustive and is limited only for briefness. 

experience of the user. Typical examples of overlay 
include, but are not limited to, advertisements, logos, 
subtitles, thumbnails of a map, etc.  

Some of the omnidirectional video use cases in 
which overlays could be used are the following1

. 

I. Omnidirectional sports videos in which the 
background video consists of the live match 
that is being played, and the overlay is a 
video of the scorecard.  

II. Other use of overlay videos in the context of 
sports may include an omnidirectional 
background video of the match and an 
overlay video of the highlights package or 
an overlay video of a commentary box and 
interview places.  

III. Overlays could also be part of an immersive 
session about a museum where the 
background video covers the museum near 
a well-known monument, and the overlay 
video tells about the historical facts of the 
monument.  
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Fig. 2 shows an example of an overlay in an 
omnidirectional system. The background 
omnidirectional video is rendered on the spherical 
surface and the overlay video is rendered on a plane 
inside the spherical volume. The user viewing the 
omnidirectional video is assumed to be present at 
the center of the spherical volume. 

MPEG OMAFv2 defines an overlay as a visual media 
(video, image, or timed text) that is rendered over 
an omnidirectional video or image or over a 
viewport. In the presence of an overlay, the visual 
media on which it is overlaid is referred to as 
background visual media. In the present context, the 
background visual media can be considered as 
OMAF omnidirectional video or image content. The 
next section describes the different features of 
overlays as defined in OMAFv2. 

3.1 Overlay features in OMAFv2 

OMAFv2 provides a framework to indicate the 
number of overlays present and also active in the 
omnidirectional system. Additionally, it provides 
the capability and flexibility to control different 
overlay features. These features can be broadly 
categorized into the following four types: 

a) Spatial property; 

b) Temporal property; 

c) Interactivity property; 

d) Inherent property. 

3.1.1 Spatial property 

Every overlay in the OMAFv2 system has a defined 
spatial position. The standard defines the following 
three possible positions for an overlay: 

1) the overlay could be positioned at a depth 
from the user viewing position, as shown in 
Fig. 2; 

2) the overlay may be positioned over the 
background video without any gap between 
the two, as shown in Fig. 3;  

3) the overlay may be positioned on the users’ 
viewing screen. This is also called viewport-
relative or viewport-locked overlay; it is 
always present on the users’ viewing screen 
and is independent of the users’ current 
viewport. An example is shown in Fig. 4. 

 

 

Fig.2 – Example of a 2D overlay at a depth from the user 
viewing point in an OMAFv2 omnidirectional system. 

 

 

Fig. 3 – Example of a spherical overlay on the background 
video in an OMAFv2 omnidirectional system. 

  

 

Fig. 4 – Example of a viewport-relative overlay in an OMAFv2 
omnidirectional system. 

The standard also enables the flexibility to signal 
the rotation angles (yaw, pitch, roll) (for 2D 
overlays only) and the size of each overlay. In 
addition, it also allows us to signal the layering 
order of overlays when multiple overlays are 
present at the same depth in the omnidirectional 
system. 
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3.1.2 Temporal property 

OMAFv2 provides tools that enable altering the 
temporal properties of the overlay based on user 
interaction and the background timeline. A user 
may choose to switch to a new overlay from the 
currently viewing overlay, potentially altering the 
temporal property of the overlay relative to the 
background video (see also section 3.1.3). The 
standard also allows a content provider to control 
the playback of the overlay based on the user’s 
viewing direction. This feature enables the control 
of the temporal property of the overlay based on the 
spatial direction. For example, the content provider 
may choose to pause the playback of an overlay 
when the overlay is not visible in the user’s 
viewport, and once the user returns to the viewport 
where the overlay is visible, the overlay is played 
back from the pause state. Such a scenario can be 
realized in case of both 2D and spherical overlays of 
Fig. 2 and Fig. 3, respectively. 

3.1.3 Interactivity property 

The OMAFv2 standard allows the flexibility to 
enable user interaction with an overlay. Some of the 
possible interactions that could be performed on an 
overlay are the following:  

1) rotate an overlay;  

2) resize an overlay;  

3) switch on-off an overlay;  

4) change the spatial position within the 
omnidirectional system; 

5) switch to a new overlay. 

3.1.4 Inherent property 

OMAFv2 provides for the following inherent 
properties to be either explicitly signaled or implied 
by the usage of an overlay: 

1. Source: an overlay could be a separate bit 
stream from the background bit stream or 
could be part of the same stream as the 
background stream. The latter indicates that 
the overlay video spatially coexists with the 
background video. 

2. Representation: an overlay could be a 2D 
video/image or a spherically projected 
video/image.  

3. Priority: the standard allows us to signal a 
priority bound to an overlay. Signaling the 
priority is helpful for the omnidirectional 
system in the presence of a large number of 

overlays, as the system could take smart 
decisions based on its available network 
bandwidth and resources, such as memory 
and system buffers.  

4. Opacity and Alpha Channel: the standard 
allows us to signal the opacity and the alpha 
values of an overlay. This helps in controlling 
the transparency of the overlay. 

4. MULTI-VIEWPOINT IN THE MPEG 
OMAF STANDARD 

Omnidirectional cameras typically capture subjects 
with sufficient details if they are close to it. Subjects 
which are further away from the camera appear 
with lower details. In addition, OMAF (v1) content 
enables a single viewpoint to have three degrees of 
freedom. 3DoF allows perusing content in all 
directions around a single location. However, 
a single viewpoint does not allow watching a person, 
event or object of interest from a different location. 
Hence, OMAFv2 has incorporated support for 
multiple viewpoints to address the need to enable 
high quality content capture as well as provide the 
possibility of experiencing any subject or event of 
interest from a different perspective. Furthermore, 
multiple viewpoints facilitate leveraging the well-
established cinematic rules for multi-camera 
directors that make use of different shot types, such 
as wide-angles, mid-shots, close-ups, etc. [21]. 

The standard supports enablers which provide 
more freedom for content creators to design 
content for diverse scenarios and effective 
storytelling. 

 

Fig. 5 – Example of a basketball game with multiple 
viewpoints. 

Fig. 5 illustrates an example of OMAFv2 content 
with multiple viewpoints (VPk, VPl and VPm). This 
allows the user to experience the action close to 
where it happens, as well as from different 
perspectives.  In the following, the key concepts and 
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features for supporting multiple viewpoints in the 
OMAFv2 standard are described. These facilitate 
interactive content consumption and creative 
storytelling. 

4.1 Spatial relationship between multiple 
viewpoints 

Each viewpoint is represented by a spatial position 
with respect to a common reference coordinate 
system with a granularity of 10-1 millimeters in the 
3D space. This allows creating content such as the 
example given in Fig. 5. Having multiple viewpoints 
in a contiguous space (such as a sport game or a 
performance on a stage) benefits by having a 
common reference coordinate system to ensure the 
individual viewpoint positions correspond to the 
events in the content.  

However, there are also scenarios where the 
content may consist of some non-contiguous spaces. 
For example, several viewpoints which are on a 
sport field, while other viewpoints which cover the 
space outside the stadium or the team locker room. 
This is achieved by defining multiple viewpoint 
groups, where only viewpoints in a group share a 
common reference coordinate system. Fig. 6 
illustrates such a scenario that comprises of four 
viewpoint groups (Stadium, Locker Room 1, Locker 
Room 2, Stadium Entrance). Furthermore, the 
standard also supports viewpoints which have a 
dynamic position, such as first-person view from a 
race car or a flying drone. 

The standard enables also the specifying of the 
geographical position and rotation offset between 
the geomagnetic North and the common reference 
coordinate system. This allows any OMAFv2 player 
with geolocation tracker and magnetic compass to 
be located in the real world.  

 

 

Fig. 6 – Example content with 4 viewpoint groups (Stadium, 
Locker Room 1, Locker Room 2, Stadium Entrance). 

4.2 Viewpoint switching 

The OMAFv2 standard provides a versatile tool to 
leverage the possibility of switching between the 
different viewpoints within the same viewpoint 
group or across different viewpoint groups. 
Consequently, there is a possibility to create content 
based on the content creator storyline paradigm, as 
well as the user preference driven switching 
behavior. 

4.2.1 Content creator specified switching 

OMAFv1 supports the signaling of the default 
behavior information for a viewpoint, such as 
specifying the initial viewing orientation. This 
information can be used while starting with a 
viewpoint or after switching to a new viewpoint. 
However, this information may not be sufficient if 
the VR content is complex and comprises of 
multiple viewpoints where not all of them may be 
available for switching at a given time, depending 
on the storyline needs of the content creator. For 
example, in a scene where there are four viewpoints 
(VP1, VP2, VP3 and VP4), there may be a scenario 
where switching from VP1 to VP3 would be possible 
only after switching to VP2. To handle such a 
situation, OMAFv2 provides the content creator 
with the tools to specify the switching candidates at 
any given time. In addition, the content creator can 
specify if a viewpoint switch occurs only as a 
temporally seamless switch or with a temporal 
offset. Furthermore, a preferred transition effect to 
be effective while switching between the two 
viewpoints may also be specified by the content 
creator. This enables creative and interactive 
storytelling for VR content. 

4.2.2 User-preference-driven switching 

The content creator intent is essential for consistent 
experience and storytelling. However, the user choice 
and exploration freedom are key aspects of a truly 
immersive content experience. A scenario is 
illustrated in Fig. 7 to describe the case of user-driven 
viewpoint switching metadata. The content is 
comprised of viewpoints VP1, VP2 and VP3, with 
default initial viewing orientations Vinvo-VPi, where i=1, 
2, 3. In addition, there are three objects of interest O1, 
O2 and O3. The orientation of the user after switching 
from one viewpoint to another viewpoint depends on 
the user’s viewport orientation before performing the 
viewpoint switch. The viewport orientation depends 
on the object of interest the user is following. The 
standard supports signaling of orientations of the 
object or person of interest while switching from a 
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particular viewpoint to the other viewpoint. The 
content creator can analyze the content from all the 
viewpoints in order to determine the orientation of a 
particular person or object of interest for obtaining 
their orientation in each viewpoint at a given time. In 
Fig. 7, VO1-VPi represent the viewport orientations of 
the object of interest O1 from viewpoints VP1 and VP2. 
Similarly, for other objects of interest O2 and O3. This 
information can be utilized by the player application 
to select the object of interest in the current viewport 
and its orientation in the viewpoint where the user 
wishes to switch. The selection of the object of interest 
can be performed interactively by the user or based on 
a preset application implementation criterion, e.g., the 
selection of the object which is in the center of the 
viewport. This type of switching facilitates performing 
a viewpoint switch such that the object or person of 
interest remains in the viewport after the switch. 

 

Fig. 7 – Illustration of user preference driven switching. Default 
initial viewing orientations Vinvo-VPi, where i=1,2,3 are indicated 

by the black arrow in each viewpoint. The green dotted lines 
represent the point of interest dependent viewport orientations 

(VOi-VPi). The user’s viewport after the viewpoint switch 
depends on the viewport orientation before the switch. 

4.2.3  Fully automatic viewpoint switching 

The standard enables also the concept of fully 
automatic viewpoint switching with the help of 
recommended viewport timed metadata tracks 
which indicate the viewport changes for one or 
more viewpoints over a time interval. Consequently, 
the user experiences the change in viewport over 
time without any interaction or head motion. This is 
well suited for providing replays of sports 
highlights, or any other events which can benefit 
from different perspectives.  

5. CONCLUSION 

This paper presented an overview of two of the new 
features included in the second edition of the MPEG 
Omnidirectional MediA Format (OMAF) standard, 
namely, overlays and mutli-viewpoints. The MPEG 
committee is about to finalize the second edition of 

the OMAF standard specification. We introduced 
the main functionalities of these two features and 
highlighted the new enabled use cases. These make 
the new OMAFv2 standard even more appealing for 
content producers, service providers and device 
manufacturers. Other features in the MPEG 
standardization pipeline include the support of 
“limited” 6DoF content (a.k.a. 3DoF+), which 
enhances even further the spectrum of possible 
applications. 
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Abstract – In this paper, intra-prediction modes for video coding that were designed using data-driven methods are pre-

sented. These predictors were incorporated into a test model of the emerging versatile video coding (VVC) standard and yield

compression benefit over state-of-the-art intra-prediction tools. However, most of the use cases for video coding require severe

complexity and memory restrictions, in particular at the decoder side. As data-driven methods typically result in predictors

that are described by a large set of parameters and operations, satisfying these constraints turned out to be a difficult task.

The purpose of this paper is to outline key steps in the complexity reduction of the trained intra-prediction modes that were

discussed in the VVC standardization activity. These simplifications finally led to matrix-based intra-prediction (MIP) which

is part of the current VVC draft international standard.
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1. INTRODUCTION

In recent years, the demand for broadcasting, streaming

and storing of video content has significantly increased,

but memory and transmission capacities are limited re-

sources. As a consequence, in 2017, a Call for Pro-

posals (CfP) for new video coding technologies with in-

creased compression capabilities compared to state-of-

the-art codecswas issued by the Joint VideoExperts Team

(JVET), [27].

One of the responses given to that call was a video codec

submitted by Fraunhofer HHI, [2, 20]. This codec has a

hybrid block based design and includes several advanced

tools. Some of these advanced concepts were contained

in the Joint Exploration Model (JEM) developed by the

JVET [11], while others were newly proposed. Among

these newly proposed tools were intra-prediction modes

that were designed as the outcome of a training experi-

ment based on a large set of training data. These intra-

prediction modes provide significant coding gains over

state-of-the-art video coding technologies. They are rep-

resented by fully connected neural-networkswith several

layers.

After results of the CfP were received, experts of the JVET

collaboratively initiated a standardization process for a

new video coding standard called versatile video coding

(VVC), [19]. Here, the development of a standard which

enables substantial compressionbenefits compared to ex-

isting technologies, in particularwithin the emerging sce-

nario of coding UHD or HDR-content, was targeted. In the

VVC standardization activity, individual coding tools with

promising compression performance were investigated

by the JVET within so-called core experiments. Among

these tools were the aforementioned data-driven intra-

prediction modes.

In the course of their investigation, several modifications

of the initially proposed intra-prediction modes which

mainly target a complexity reduction were developed.

The final variant, called matrix-based intra-prediction

(MIP) represents a low complexity version. MIP has a

small memory requirement and does not increase the

numberofmultiplications in comparison to existing intra-

prediction modes. It was included into the working draft

5 of the VVC standard at the 14th JVET-meeting in Geneva

in March 2018, [9].

Recently, several interesting machine-learning based ap-

proaches to image compression have been developed.

Without aiming at completeness, wemention the work of

Ballé et al., [3], [4], Agustsson, Mentzer et al., [1], [18],

Minnen et al. [17], Rippel et al. [24], Theis et al. [30]

and Toderici et al. [31]. In these approaches, image com-

pression systemswere designedwhich donot use a block-

based approach and which do not use intra-prediction in

a traditional sense. Rather, they extract several features

from the input image via a convolutional neural-network.

These features arequantized into symbols and then trans-

mitted in the bitstream. The decoder reconstructs the im-

age by a deconvolutional neural-networkwhich is applied

to the dequantized symbols. Parts of this network might

also be used in an arithmetic coding engine tomodel con-

ditional probabilities of coded symbols. The parameters

of theneural-networks areobtainedona large set of train-

ing data.

In our work, we used machine-learning techniques to de-

velop a compression tool which still fits into a hybrid

block-based architecture. Such an architecture is used

in many existing video codecs like advanced video cod-

ing (AVC) [12, 33] or high efficiency video coding (HEVC)

[13, 29] and also forms the basis of the emerging VVC [8].

Within this architecture, our intra predition modes sim-

ply replace or complement the classical intra-prediction
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modeswhich are already used in traditional video codecs.

Other components of the surrounding video codec like

block-partitioning or transform and residual-coding are

not altered by our method.

This paper is organized as follows. In section 2, we de-

scribe the general setup for designing data-driven intra-

predictionmodes. In section 3, we depict their realization

by fully connected neural-networks. In section 4, a sim-

plification of the neural-networks via prediction into the

transform domain is outlined. MIP is described in section

5. In the final section 6, some conclusions shall be consid-

ered.

2. DATA-DRIVEN DESIGN OF INTRA-

PREDICTIONMODES

In typical block-based hybrid video codecs, predictive

coding is used. Thus, when a receiver of a video signal

wants to reconstruct the content of a transmitted video

on a given block, out of information that is already avail-

able, it generates a prediction signal. This prediction sig-

nal serves as a first approximation of the video signal to

be reconstructed. In a second step, a prediction resid-

ual is added to generate the reconstructed video signal.

This prediction residual needs to be transmitted in the

bitstream and thus the quality of the prediction signal

greatly influences the compression efficiency.

There are two methods to generate a prediction signal:

Inter- and intra-picture prediction. In the case of inter-

picture prediction, the prediction signal is generated by

motion-compensated prediction where already decoded

video frames which are different from the current frame

serve as the input.

Conversely, in the case of intra-prediction, the prediction

signal is generated out of already reconstructed sample

values that belong to the same frameandare typically spa-

tially adjacent to the current block. Thus, as shown in Fig.

1, input for intra-prediction are the reconstructed sam-

ples r above and left of a block of samples to be predicted.

Fig. 1 – intra-prediction on a single block. In principle, all reconstructed

samples are available.

In conventional video codecs like HEVC and also in the

JEM, the intra-prediction signal is generated either by an-

gular prediction or by the DC and planar modes. The an-

gular prediction modes copy the already reconstructed

sample values on the lines left and above of the block

along a specific direction that is parametrized by an an-

gular parameter. Here, for fractional angular positions,

an interpolation filtering is applied to the reference sam-

ples. The DCmode generates a constant prediction signal

that corresponds to themean sample valueof the adjacent

samples, while the planar mode interpolates between a

prediction along the horizontal and the vertical direction.

In the JEM, an additional post-filtering step, called posi-

tion dependent prediction combination, PDPC [25], is op-

tionally applied to the intra-prediction signal.

In our approach to intra-prediction, we tried to design

nmore general intra-prediction modes using data-driven

methods. A priori, it was only assumed that the i-th intra-
prediction mode should generate the prediction signal

predi as

predi = Fi(r; θi); (1)

see Fig. 2 . Here, the function Fi is a predefined function

which, however, depends on parameters θi that are deter-
mined in a training algorithm using a large set of training

data. Note that when the prediction is used in the final

codec, the parameters θi are fixed. For their determina-

tion, we developed a training algorithm that tries to sim-

ulate several aspects of modern video codecs. When exe-

cuting it, we applied recent machine learning techniques

like [15]. Key parts of our training algorithm are indepen-

dent from the specific form of the prediction function Fi.

Fig. 2 – Design of intra-prediction modes with fixed function Fi and its

trained parameters θi . The index i is transmitted.

A central problem one faces in the above design of more

flexible intra-prediction modes is their complexity in

comparison to traditional intra-prediction techniques de-

scribed above. The reason is that since the optimal

form of the intra-prediction modes in (1) is unkown, a

rather large capacity of the neural-networks is assumed

by which a larger set of functions can be approximated.

In the VVC standardization process, the complexity of the

prediction modes was assessed in two ways. First, the

complexity to execute the function Fi was taken into ac-

count. This complexity can be measured for example in

number of multiplications per sample or in terms of de-

coder runtime. Second, the memory requirement, i.e. the

size of the parameters θi which need to be stored, turned

out to be a very important aspect for a complexity evalua-

tion of the method. In the sequel, intra-prediction modes
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based on several variants of the functionFi that represent

different degrees of complexity will be discussed.

3. NEURAL-NETWORK-BASED INTRA PRE-

DICTORS

In our CfP response, each function Fi from (1) was given

by a fully connected neural-network with three hidden

layers, [21, 22]. For each rectangular block of width W
and heightH withW andH being integer powers of two

between 4 and 32, n prediction modes were supported.

The number n is equal to 35 formax(W,H) < 32 and is

equal to 11, otherwise.

The neural-network-based intra-prediction modes are il-

lustrated in Figures 3 and 4. Input for the prediction are

the d = 2(W +H+2) reconstructed samples r on the two

lines left and above the block, as well as the 2 × 2 corner
on the top left. The dimension of the three hidden layers

is equal to d. In order to improve the training and to re-

duce the number of parameters needed, these layers are

shared by all predictionmodesFi. Their output can be in-

terpreted as a set of features ftr ∈ Rd of the surrounding

samples. In the last layer, these features are affine-linearly

combinedwhere this combination depends on the predic-

tion mode i.

Fig. 3 – Overview of NN-based intra-prediction

For the signalization of themode index i ∈ {0, . . . , n−1},
weused a secondneural-networkwhose input is the same

vector of reconstructed samples r as above and whose

output is a conditional probability mass function p over

the n modes, given the reconstructed samples r. When

one of the intra-prediction modes is to be applied at the

decoder, a number index ∈ {0, . . . , n − 1} needs to be

parsed and the probability mass function p needs to be

computed. Then the index-th most probable mode with

respect to p has to be used; see Fig. 4. Here, the binariza-
tion of index is such that small values of index require

less bins.

Our signalling approach shares similarities with some

of the machine-learning based image compression ap-

proachesmentioned in the introduction. In [4], [18], [31],

an arithmetic coding engine with conditional probabili-

ties that are computed on the fly by a neural-network out

of reconstructed symbols is used. In our approach, how-

ever, the conditional probability p is not directly invoked
into the arithmetic coding engine in order to avoid a pars-

ing dependency.

The parameters θi of the prediction modes, which corre-

Fig. 4 – Construction of the prediction signal pred at the decoder using

neural-networks. A hidden layer maps an input vector x to σ(Ahidx +
bhid) with σ being the exponential linear unit function [22]. The mode

layer maps its input x toAmodex+ bmode which represents, up to nor-

malization, the logarithms of the discrete probability distribution of the

modes [22]. The output of hidden layer 3 on the right is the feature vec-

tor ftr ∈ Rd . The i-th output layer maps its input x toAix+ bi which
represents theW ×H-dimensional prediction signal.

spond to the matrix coefficients and the offset-vector en-

tries of the neural-network, were determined by attempt-

ing to minimize a specific loss function over a large set

of training data. This loss function was defined as a lin-

ear combination of the `1 norm of the DCT-II-transform

coefficients of the prediction residual and of a sigmoid

term on these coefficients. The sigmoid term has a steep

slope in someneighborhoodof zero and its slopebecomes

smaller the farther away from zero. In this way, during

training by gradient descent, the prediction modes are

steered towards modes for which the energy of the pre-

diction residual is concentrated in very few transform co-

efficients while most of the transform coefficients will be

quantized to zero. This reflects the well-known fact that

in the transform coding design of modern hybrid video

codecs, it is highly beneficial in terms of rate-saving if a

transform-coefficient can be quantized to zero; see for

example [28]. In the training algorithm, all prediction

modes over all block shapes were trained jointly. The pa-

rameters of the neural-network used in the mode signal-

izationwere also determined in that algorithm. In the op-

timization, a stochastic gradient descent approach with

Adam-optimizer [15]was applied. Formoredetails on the

training algorithm, we refer to [14].

The neural-network-based intra-prediction modes were

integrated in a software that was equivalent to the HEVC

reference software anchor with the extension that it also

supported non-square partitions, [22]. They were added

as complementary to theHEVC intra-predictionmodes. In

the all-intra configuration, they gave a compression ben-

efit of −3.01%; see [22, Table 1]. Here and in the se-

quel, all objective results report luma Bjøntegaard delta

(BD) rates according to [5], [6]. Moreover, the standard

QP-parameters 22, 27, 32 and 37 are used and the simu-

lations are performed following JVET common test con-

ditions, [7]. For the test sequences of [22], the neural-

network prediction modes were used for approximately

50% of all intra blocks.

As reported in [22], the measured average decoding time

was 248%. Throughout the paper, a conventional CPU-
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based cluster was used for measuring decoder runtimes.

No SIMD- or GPU-based optimization was applied. Ac-

cording to the architecture of the neural-networks used,

the total number of parameters needed for the prediction

modes described in this section is about 5.5million. Since

all parameterswere stored in 16-bit-precision, this corre-

sponds to a memory requirement of about 11 Megabyte.

Our method should be compared to the method of [16],

where also intra-prediction modes based on fully con-

nected layers are trained and integrated into HEVC.While

the compression benefit reported in [16] is similar to

ours, its decoder runtime is significantly higher; see Ta-

ble III of [16].

4. PREDICTION INTOTHETRANSFORMDO-

MAIN

The complexity of the neural-network-based intra-

prediction modes from the previous section increases

with the block-sizes W and H . This is particularly true

for the last layer of the prediction modes, where for each

output sample of the final prediction, 2 · (W + H + 2)
many multiplications have to be carried out and a

(W ·H)× (2 · (W +H + 2))-matrix has to be stored for

each prediction mode.

Thus, instead of predicting into the sample domain, in

subsequent work [21, 14] we transformed our predictors

such that they predict into the frequency domain of the

discrete cosine transform DCT-II. Thus, if T is the matrix

representing the DCT-II, the i-th neural-network predic-

tor from the previous section predicts a signal predi,tr
such that the final prediction signal is given as

predi = T−1 · predi,tr.

The key point is that each predictionmode has to follow a

fixed sparsity pattern: For a lot of frequency components,

predi,tr is constrained to zero in that component, inde-

pendent of the input. In other words, ifAi,tr is the matrix

used in the last layer for the generation of predi,tr , then
for each such frequency component, the row of the ma-

trix Ai,tr corresponding to that component consists only

of zeros. Thus, the entries of that row do not need to be

stored andnomultiplications need to be carried out in the

matrix vector productAi,tri · ftr for that row. The whole
process of predicting into the frequency domain is illus-

trated in Figure 5.

Fig. 5 – intra-prediction into the DCT-II domain. The white samples in

the output predi,tr denote the DCT-coefficients which are constrained

to zero. The pattern depends on the mode i.

In the underlying codec, the inverse transform T−1 is al-

ready applied to the transform coefficients c of the pre-

diction residual res. Thus, at the decoder, one can re-

place the computation of T−1(c) by the computation of

T−1(c+predi,tr). Consequently, as long as the prediction
residual is non-zero, no extra inverse transform needs to

be executed when passing from predi,tr to predi.
The weights θi of the involved neural-networks were ob-

tained in two steps. First, the same training algorithm

as in the previous section was applied and the predictors

were transformed to predict into the frequency domain.

Then, using again a large set of training data, for each pre-

dictor it was determined which of its frequency compo-

nents could be set to zero without significantly changing

its quality on natural image content. For more details, we

refer to [14].

As a further development, for the signalization of con-

ventional intra-predictionmodes, amapping fromneural-

network-based intra-prediction modes to conventional

intra-prediction modes was implemented. Via this map-

ping, whenever a conventional intra-prediction mode is

used on a given block, neighboring blocks which use the

neural-network-based prediction mode can be used for

the generation of the list of most probable modes on the

given block. For further details, we refer to [14].

In an experimental setup similar to the one of the pre-

vious section, the intra-prediction modes of the present

section gave a compression benefit of −3.76% luma-BD-

rate gain; see [14, Table 2]. Compared to the results of the

previous section, these results should be interpreted as

saying that theprediction into the transform-domainwith

the associated reduction of the last layer does not yield

any significant coding loss and that the mapping from

neural-network-based intra-prediction modes to conven-

tional intra-prediction modes additionally improves the

compression efficiency. As reported in [14], the mea-

sured decoder runtime overhead is 147%, the measured

encoder runtime overhead is 284%. Thus, from a de-

coder perspective, the complexity of themethod has been

significantly reduced. Also, the memory requirement of

the method was reduced significantly. In the architecture

from Figure 5, approximately 1Megabyte of weights need

to be stored.

5. MATRIX-BASED INTRA-PREDICTION

MODES

In the further course of the standardization, the data-

driven intra-predictionmodeswere again simplified lead-

ing to matrix-based intra-prediction (MIP) modes, [23,

26]. These modes were adopted into the VVC-standard

at the 14-th JVET-meeting in Geneva [9]. The complexity

of the MIP modes can be described as follows. First, the

number of multiplications per sample required by each

MIP-prediction mode is at most four and thus not higher

than for the conventional intra-prediction modes which

require four multiplications per sample either due to the

four-tap interpolation filter for fractional angle positions

or due to PDPC. Second, the memory requirement of the

method is strongly reduced. Namely, thememory to store
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all MIP-prediction modes is equal to 8 Kilobyte. This cor-

responds to amemory reduction by a factor 1000 andby a

factor 100 in comparison to the methods of section 3 and

section 4, respectively. The key idea to achieve the afore-

mentioned two complexity constraints is to use down-

sampling and up-sampling operations in the domain of

the prediction input and output.

For predicting the samples of aW×H-block,W andH in-

teger powers of two between 4 and 64, MIP takes one line

of H and W reconstructed neighboring boundary sam-

ples left andabove theblock as input. Then, theprediction

signal is generated using the following three steps which

are also summarized in Figure 6:

1. From the boundary samples, four samples in the case

W = H = 4 and eight samples, else, are extracted by

averaging.

2. A matrix-vector multiplication, followed by addition

of an offset, is carried out with the averaged samples

as an input. The result is a reduced prediction signal

on a subsampled set of samples in the original block.

3. The prediction signal at the remaining positions is

generated from the prediction signal on the subsam-

pled set by linear interpolation.

Fig. 6–The flowchart ofmatrix-based intra-prediction forW×H-block.

The averaging step on the boundary, which is performed

for all MIP-modes, could be interpreted as a low complex-

ity version of the joint feature extraction that was part

of the neural-network-based intra-prediction; see section

3. Moreover, one could rephrase the linear interpolation

stepby saying that eachMIP-modepredicts into the trans-

form domain of the (5, 3)-wavelet transform, where only

low subbands are predicted to be non-zero. Thus, con-

ceptionally, this part of MIP-prediction is similar to the

prediction into the DCT-domain described in the previous

section 3. However, note that for the predictors predict-

ing into the DCT-domain, not all high frequency compo-

nents of the prediction signal were set to zero but rather a

more flexible sparsity patternwas usedwhereas theMIP-

predictors are constrained to generate only low-pass sig-

nals.

We now describe each of the three steps in the MIP pre-

diction in more detail. In the first step, the left and

top input boundaries bdrytop and bdryleft are reduced to

smaller boundaries bdrytopred and bdryleftred . Here, bdrytopred

and bdryleftred both consists of 2 samples in the case of a

4×4-block andboth consist of 4 samples in all other cases.

In the case of a 4× 4-block, for 0 ≤ i < 2, one defines

bdrytopred[i] = bdrytop[2i] + bdrytop[2i+ 1].

In all other cases, if the block-width W is given as W =
4 · 2n, for 0 ≤ i < 4 one defines

bdrytopred[i] =
1

2n

2n−1∑
j=0

bdrytop[2n · i+ j].

The reduced left boundary bdryleftred is defined analo-

gously. The two boundaries bdrytopred and bdryleftred are con-

catenated to form the reduced boundary

bdryred = [bdryleftred , bdrytopred]; (2)

see Fig. 7. It has size 4 for 4 × 4 blocks and size 8, else-

where.

Fig. 7 – The averaging step for an 8× 8-block. This results in four sam-

ples (two in the case of 4× 4-blocks) along each axis.

In the second step, out of the reduced input vector bdryred
one generates a reduced prediction signal predred. The

latter signal is a signal on thedownsampledblockofwidth

Wred and height Hred. Here, Wred and Hred are defined

as:

Wred = 4, Hred = 4; ifW = H = 4

Wred = min(W, 8), Hred = min(H, 8); elsewhere.

The reduced prediction signal predred of the i-th predic-

tion mode is computed by calculating a matrix vector-

product and adding an offset:

predred = Ai · bdryred + bi. (3)

Here, Ai is a matrix that has Wred · Hred rows and 4

columns ifW = H = 4 and 8 columns in all other cases.

Moreover, b is a vector of sizeWred ·Hred.

The matrices and offset vectors needed to generate the

prediction signal are taken from three sets S0, S1, S2. The

set S0 consists of 18 matrices each of which has 16 rows

and 4 columns and 18 offset vectors of size 16. Matrices

and offset vectors of that set are used for blocks of size

4×4. The setS1 consists of 10matrices , each ofwhich has

16 rows and 8 columns and 10 offset vectors of size 16.

Matrices and offset vectors of that set are used for blocks

of sizes 4×8, 8×4 and 8×8. Finally, the set S2 consists of

6matrices , each of which has 64 rows and 8 columns and
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of 6 offset vectors of size 64. Matrices and offset vectors

of that set or parts of thesematrices and offset vectors are

used for all other block shapes.

In the third step, at the sample positions that were left

out in the generation of predred, the final prediction signal
arises by linear interpolation from predred. This linear in-
terpolation is not needed if W = H = 4. To describe it,

assume without loss of generality that W ≥ H . One ex-

tends the prediction signal to the top by the reconstructed

values and writes predred[x][−1] for the first line. Then

the signal predups,verred on a block of widthWred and height

2 ∗Hred is given as

predups,verred [x][2y + 1] =predred[x][y]

predups,verred [x][2y] =
1

2
(predred[x][y − 1]

+predred[x][y])

The latter process is carried out k times until 2k ·Hred =
H . Next, a horizontal up-sampling operation is applied

to the result of the vertical up-sampling. The latter up-

sampling operation uses the full boundary left of the pre-

diction signal; see Fig. 8.

Fig. 8 – The final interpolation step for an 8 × 8-block. The second up-

sampling operation uses the full boundary.

For each prediction mode generated by Ai, bi ∈ S0/1/2

with i > 0, also the transposed prediction mode is sup-

ported. This means that one interchanges bdrytopred and

bdryleftred , computes the matrix vector product and the off-

set addition as before and then interchanges the x and

the y coordinate in the resulting reduced prediction sig-

nal. The up-sampling step is then carried out as before.

As a consequence, for blocks of size 4× 4, a total number

of 35 MIP modes is supported. For blocks of size 8 × 4,
4 × 8 and 8 × 8, a total number of 19 MIP modes is sup-

ported. For all other block shapes, a total number of 11

MIP modes is supported.

The MIP-prediction mode was signalled using a most

probable mode scheme that is based on intra-prediction

modes of neighboring blocks, similar to the well-known

signalization of conventional intra-predictionmodes. The

neural-network that predicts the conditional probability

of an intra-prediction mode out of neighboring recon-

structed samples was removed for complexity reasons.

In order to determine the matrices of the MIP-prediction

modes, a training algorithm similar to the algorithm out-

lined in section 3 was used. Here, the constraints given

by the input down-sampling, the output up-sampling and

the sharing of the predictors across different block shapes

were incorporated into the training algorithm.

TheMIP-tool gave a compression benefit of−0.79% luma

BD-rate gain, [23, Table 1]. The measured decoder run-

time was 99% which means that MIP did not cause any

decoder runtime overhead. The measured encoder run-

time overhead was 138%. As for the other variants of

our data-driven intra-prediction modes, different trade-

offs between compression performance and encoder run-

time overhead are possible and were developed subse-

quently. In this paper, the complexity issue is mainly con-

sidered from a decoder perspective. A software reference

for the current version of MIP can be found in the docu-

ment [32].

After its adoption into VVC, several further modifications

were performed for the final design of MIP in the current

VVC draft international standard [10]. Most importantly,

all matrix coefficients of the involved matrices are repre-

sented by 8-bit integers and the offset vectors bi from (3)

are set to zero. For an efficient 8-bit implementation, the

matrix-vector multiplication Ai · bdryred from (3) is re-

placed by the matrix-vector multiplication

Ãi · yred + bdryred[0] · 1, (4)

where the vector yred is defined by

yred[0] = bdryred[0]− 2B−1,

yred[i] = bdryred[i]− bdryred[0], i > 0.

Here, 1 denotes the vector of ones andB denotes the bit-

depth. Since the entries of yred are typically smaller than

the entries of bdryred, this modification of the matrix-

vector multiplication leads to a smaller impact of the ap-

proximation error that arises when one passes from the

trained floating point matrices to the 8-bit integer matri-

ces. The result of the matrix-vector multiplication (4) is

right-shifted by 6 to generate the final prediction signal.

The constant right-shift 6 was achieved by smoothly re-

stricting the dynamic range of the matrix-entries already

during the training process. Also, several non-normative

encoder-speedups for MIP were included into the refer-

ence software.

6. CONCLUSION

In this paper, several variants of data-driven intra-

prediction modes were presented. Such modes can im-

prove the compression efficiency of state-of-the-art video

codecs. However, a standard like the emerging versatile

video coding is targeted to both enable high compression

rates and to be implementable on multiple types of con-

sumer devices at moderate complexity and costs. The

latter requirement forms a particular challenge for the

presented approach since, a priori, the resulting intra-

prediction modes are much less structured than conven-

tional ones and thus require a lot of parameters to be

stored. As a consequence, architectural constraints that

reflect somewell-known image processingmethodswere

invoked into the training and design of the predictors.

In particular, sparsification in the transform domain and
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subband decomposition were employed. In this way, one

could significantly decrease the complexity of the predic-

tors and finally make them suitable for a broad applica-

tion scenario like versatile video coding.
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Abstract – Immersive Live Experiences (ILEs) enable audiences at remote sites to feel real-time highly 
realistic sensations, as if they are at the event site. This article provides a key feature of an implementation 
of ILE services, called Kirari! for Arena, as a use case of arena-style ILE, and its technical elements developed 
by NTT Labs. The major functionalities are object extraction from an arbitrary background, object tracking 
with depth sensors, low-latency synchronized data transport and four-sided pseudo-3D image presentation 
with depth expression. It also provides evaluations on the experience of Kirari! for Arena audiences, as well 
as its conformance to International Telecommunication Union, Telecommunication Standardization Sector 
(ITU-T) standards for ILE. 

Keywords – AI, immersive live experience, MPEG media transport, pseudo-3D images, real-time image 
extraction, standardization. 

 

1. INTRODUCTION 

The worldwide spread of TV enabled people to 
watch events happening anywhere in the world 
almost at the same time, which was unimaginable to 
people in the past. However, the experiences that 
TV can provide are still far from real. Information 
regarding the real size of things, natural sounds at 
the site, and the other sides of objects cannot be 
depicted by a 2D display. 

Viewing styles of large events have been evolving 
recently, that is, a number of large music concerts 
and sports events have been relayed to remote sites 
for public screening. Even if the remote sites are far 
from the real event site, the audience can share their 
emotions while watching the event. Public 
screenings can be held in movie theaters or in front 
of large public screens.  

If, in addition to video and audio, environmental 
information of an event such as vibrations and 
feelings of excitement is reproduced at the remote 
site, the experience of remote public screening can 
be further enhanced, resulting in the audience 
feeling as if they are at the real event site. 

This feeling of being in a highly realistic atmosphere is 
called immersiveness, and enjoying an event in a remote 
site in real-time with immersiveness is called an 
Immersive Live Experience (ILE). Research and 
development to implement ILE has been conducted, and 
a number of ILE-related technologies have been 
standardized to ensure the interoperability between ILE 
service providers and to facilitate the market. 

This article provides a key feature of an 
implementation of ILE called “Kirari! for Arena” [1], 
that provides an audience at a remote site with the 
unprecedented, highly immersive experience of 
watching a stage located in the middle of the 
audience from all directions. This article 
contributes by providing evaluations of audience 
experiences of Kirari! for Arena, as well as its 
conformance to International Telecommunication 
Union, Telecommunication Standardization Sector 
(ITU-T) standards for ILE. 

2. STANDARDIZATION ACTIVITY OF ILE 
AND RELATED WORKS 

2.1 ITU-T H.430 standard series 

To provide interoperable ILE services worldwide, it 
is necessary to establish international standards on 
ILE systems, especially their requirements and 
framework. The ITU-T H.430 series specifies the 
requirements, framework, service scenarios, and 
MPEG Media Transport (MMT) profile for ILE 
[2][3][4][5]. The series of Recommendations is 
listed as follows. 

• H.430.1: Requirements of ILE services. 

• H.430.2: Architectural framework of ILE 
services. 

• H.430.3: Service scenarios of ILE including 
use cases. 

• H.430.4: Service configuration and MMT 
profile for ILE. 
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The first two (H.430.1–H.430.2) Recommendations 
provide the basic concept of ILE, and ITU-T H.430.3 
provides service scenarios. ITU-T H.430.4 is the first 
to specify the technical aspect of ILE including how 
to transport additional information such as 3D 
positions of objects in synchronization with the 
audio and visual stream. More Recommendations 
with technical specifications may follow. 

ITU-T H.430.1 defines the term “ILE,” and specifies 
the high-level requirements of ILE. The 
characteristic experiences ILE provides are as 
follows. 

• Watch the event from a remote place in real 
time. 

• Feel the event as if it is happening right there, 
with a considerably higher sense of realism. 

• Share excitement with people around them. 

2.2 Related works 

Various studies have been conducted to realize 
immersiveness, and a number of technologies have 
been applied to commercial services. 3D movie 
theaters as commercial services have become 
popular [6][7][8]. Moreover, vibration, light, air 
flow, as well as 360-degree 3D displays have started 
to be used in commercial theaters [9][10]. These 3D 
theaters require the audience to wear Head 
Mounted Displays (HMDs) or 3D glasses. 

There have been a number of studies on watching 
sports events with HMDs [11][12]. In these studies, 
the audience can see from the viewpoint of athletes 
or from a free point of view. However, those 
approaches have a problem in which the HMDs 
prevent the audience from communicating with 
those around them while watching the event, 
resulting in a difficulty of sharing their emotions 
between themselves. 

Other studies have focused on improving the 
immersiveness and comprehension of scenes by 
reproducing vibro-tactile sensations [11][13][14]. 
These technologies can realize ILE if the sensations 
of real events are transported and reproduced in 
real-time along with video and audio. Effectively 
combining these technologies with Kirari! for Arena 
can also further enhance its immersiveness. 

Highly realistic experiences without HMDs have 
been an active research target as well [15][16][17], 
including a number of forms of multi-angle display 
devices [16][17][18]. 

These commercial services and studies, however, 
do not realize ILE because they either could not use 
a real event scene as input, could not process and 
show images in real-time, or did not have a real-
time transport system to send the necessary 
content to remote sites. 

3. TECHNOLOGY SUITE FOR ILE 

This section introduces the Kirari! technology suite. 
Kirari! has been developed to provide technology 
components to realize immersive experiences. This 
section also introduces a number of past events 
where Kirari! demonstrated its ability to realize 
immersive experiences. 

3.1 Kirari! 

The Kirari! technology suite, which can produce a 
number of implementations of ILE, is a suite of 
technologies developed by NTT that are necessary 
to reproduce events at remote sites with high 
realism [19]. The suite consists of technologies to 
capture, measure, process, transport and display an 
event. 

Figure 1 shows the technology map of Kirari! 

 

Fig. 1 – Kirari! technology suite 

Real-time image extraction can identify the region 
of an object (e.g. performer on the stage) in an 
image in real-time so that the object image can be 
used to reconstruct the scene at the remote site. 
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Super-wide video stitching can produce super-wide 
(e.g. > 12K) video by combining multiple camera 
images in real-time for such events as super high 
definition live streaming.  

Intelligent microphones can pick up sounds of 
interest in a noisy environment, which can be used, 
in turn, by wave field synthesis to reconstruct the 
direction of the sound so that the sound comes from 
the object. 

3.2 Immersive events by Kirari!  

Kirari! has been demonstrated in many events to 
create highly realistic sensations. For example, in 
“Chokabuki” events [20][21][22], various effects 
were provided, such as “double characters” in 
which real-time image extraction was used to 
produce a duplicate of a Kabuki performer next to 
the real performer to simulate two versions of the 
same character on the stage at the same time, and 
sound effects by wave field synthesis technology to 
reproduce a sound field including its direction to 
simulate the sound coming from within the 
audience floor. 

The “KABUKI LION” event demonstrated the 
world’s first pseudo-3D presentation through 
remote international transport using Kirari! 
technology. Real-time image extraction was used on 
the video stream of a Kabuki performer, and the 
pseudo-3D image of him accommodated the press 
remotely [20]. 

Another example is “Futsu-no-sukima” [23], an 
exhibition aiming to create novel value, where 
infrared-powered real-time object extraction 
enabled about 1000 people wearing various items 
of clothing to experience joining a teleconference 
with the room background of their choice [24].  

4. KIRARI! FOR ARENA 

4.1 Overview 

One of the presentation styles ITU-T H.430.2 
describes is the arena style where there is an arena 
or stage with a surrounding audience in a remote 
site for events such as a Judo match or juggling 
street performance. 

“Kirari! for Arena,” which is an implementation of 
the arena-style ILE, is realized by using the Kirari! 
technology suite. Kirari! for Arena can provide an 
immersive experience where an audience can 
watch an event from all (front, back, left, right) 
directions at a remote site with high realism as if 
they were watching it at the real event site. 

Implementation details of Kirari! for Arena can be 
found in [1].  

Figure 2 shows the displayed image on the display 
device (right), and the real object (left). The real 
object in this case is the real performer and the 
displayed image is reproduced by Kirari! for Arena. 
With Kirari! for Arena, the audience can observe 
remote events from all directions on a special four-
sided display device. The audience can watch each 
side of the performer from the corresponding side 
of the display. In addition to the mandatory 
requirements of an arena-style ILE, Kirari! for 
Arena can reproduce the texture of the “floor” such 
as the mats in a Judo event. 

 

Fig. 2 – Real-time live display by Kirari! for Arena 

Figure 3 shows the capturing and viewing 
configurations. A position sensor is installed along 
with the cameras to measure the coordinate (3D) 
position of the object. By transmitting and 
processing these images and position information 
in real time, the audience at the remote sites can feel 
a sense of depth in the images displayed on the four-
sided display device. 

 

Fig. 3 – Capturing and viewing configurations of Kirari! for 
Arena 

4.2 System configuration 

Kirari! for Arena consists of four functions; Capture 
& Extraction, Measurement & Tracking, Information 
Integration & Transport, and, Depth Expression & 
Presentation. Figure 4 shows the functions of Kirari! 
for Arena. 
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Fig. 4 – Functions of Kirari! for Arena 

The Depth Expression & Presentation function uses 
a special four-sided display device, which plays a 
major role in giving a sense of reality to the 
reconstructed images. 

The display device is composed of four half-mirrors 
as shown in Fig. 5 combined in the shape of a 
quadrangular pyramid, and each half-mirror 
reflects the image of a flat display installed above it, 
facing down. The reflection presents an aerial 
virtual image of objects to the audience (Fig. 6). 
Inside the half-mirrors, a physical plate (stage) is 
installed as the “floor” of the virtual images. 

The device uses the principle of Pepper’s ghost 
[16][17] to show pseudo-3D images on an arena 
stage without HMDs. The principle uses the 
reflection of a half-mirror to create a form of illusion 
by showing both the real objects behind the half-
mirror and the reflected image at the same position. 
There are other approaches to show 3D images such 
as those that use an array of lenticular lenses [25]. 
However, the Pepper’s ghost principle was selected 
for the following reasons. 

Kirari! for Arena requires the views from all four 
directions to be shown at the center of the stage, 
that is, the four images of the performer should be 
positioned at the same physical spot. Transparent 
LED panels cannot be used because four of them 
would have to be placed at the center, intersecting 
with each other, which is physically impossible. 3D 
displays with lenticular lenses can show aerial 
virtual images outside of their own physical devices 
but still need the devices behind the images. 
Therefore, even if the four floating images can be 
placed at the center, the devices behind the images 
would obstruct the views. The Pepper's Ghost 
principle does not cause such problems and enables 
aerial virtual images to be placed at the center of the 
stage, intersecting with each other without 
obstruction. This principle was also selected 
because of its cost efficiency and scalability. 

 

Fig. 5 – Four-sided display of Kirari! for Arena 

 

Fig. 6 – Device configuration to show 2D aerial image 

Here, the audience perceives the aerial image as a 
real object because the image reflected by the half-
mirrors appears to be floating in the air without any 
support. The Depth Expression & Presentation 
function also processes the object images to 
increase the sense of depth. 

To enable the audience to perceive as if a real object 
is there, the object needs to be finely extracted. In 
addition, real-time processing is essential to realize 
a live experience. Real-time object extraction is 
conducted by the Capture & Extraction function. 

The Measurement & Tracking function measures 
and tracks the 3D position of the object to provide 
the depth information (3D position information) 
used by the Depth Expression & Presentation 
function. 

A large-capacity, low-latency media transport 
system is indispensable for displaying high-
resolution video streaming at remote sites in real-
time. Kirari! for Arena requires transport 
technology that can send four video streams 
synchronously. The Information Integration & 
Transport function integrates the extracted object 
images from the Capture & Extraction function and 
the position information from the Measurement & 
Tracking function, and transmits the large amount 
of data to the Depth Expression & Presentation 
function in a low-latency and synchronized manner. 
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4.3 Capture & Extraction function 

Kirari! for Arena processes the captured video to 
isolate (extract) only the object in real time from an 
arbitrary background to create a video stream that 
is the source of the virtual image. For this purpose, 
the Kirari! Integrated Real-time Image Extraction 
System (KIRIE) was developed [1]. KIRIE can finely 
extract objects from 4K videos with arbitrary 
background images in real time. The performance of 
the extraction process is illustrated in Fig. 7. 

 

Fig. 7 – Extraction process 

First, KIRIE classifies the input images from the 
camera into binary values by background difference 
as the initial extraction. 

Artificial Intelligence (AI) is used to correct the 
extraction errors from the initial extraction [26]. 
More specifically, it classifies the pixels by a Neural 
Network (NN). The NN is a 10-layer convolutional 
network with 6-dimensional input (RGB of 
foreground and background pixels) and 2-
dimensional output (the posterior probability of 
being foreground and background). The NN is 
trained in advance by the pixel pairs of the 
foreground and background images at each 
coordinate position. To prevent the repeated 
evaluation of the NN during the error correction 
process, a Look-Up Table (LUT) was generated with 
the quantification of 6-bits for each of the RGB 
values. The LUT considerably reduced the 
computation load and helped to achieve real-time 
processing. 

Then, to refine the contours of the objects, KIRIE 
reclassifies them as the correct foreground or 
background pixels by referring to the colors and labels in 
the vicinity [27][28]. 

Finally, the object regions are extracted from the 
original color image by masking the other regions in 
accordance with the classification result. 

The extraction error of the object extraction 
compared with that of the conventional method has 
improved by 29–48% [26]. 

4.4 Measurement & Tracking function 

This function measures the 3D positions of the 
objects at the event site and tracks their positions as 
they move. It uses a Laser imaging Detection And 
Ranging (LiDAR) device to measure the positions 
[29][30], track the objects, and output the object 
labels along with the 3D position information. 

4.5 Information Integration & Transport 
function 

This function integrates information such as the 
object extraction result from the Capture & 
Extraction function and the 3D position information 
of the object from the Measurement & Tracking 
function. The integrated data is transported to the 
Depth Expression & Presentation function with 
time synchronization and low latency. This realizes 
a real-time synchronized display of video from four 
directions.  

Position information of objects is transported by a 
special profile of the MMT protocol tailored for ILE. 
This profile is designed to transport metadata such 
as position information of objects and lighting 
control signals [31][32]. The video and audio 
encoded/decoded by a low-latency HEVC/MMT 
codec system [33] are also synchronously 
transported along with the metadata by MMT. A 
video size of 3840 x 2160 pixels at 59.94 fps was 
encoded by HEVC with a bitrate of 10 Mbps. The 
syntax of the metadata is defined by 
ITU-T H.430.4 [5]. 

4.6 Depth Expression & Presentation 
function 

This function adds the depth expression to the 
extracted object images in accordance with the 3D 
position information, and the processed images are 
displayed on the four-sided display device. 

In general, when shooting large events such as 
sports competitions and music concerts for live 
public screening, the cameras are placed so as not 
to interfere with the audience, usually from a 
different height (Fig. 8 left). Therefore, if the camera 
images are displayed without any processing to 
match the viewpoint of the audience, the objects are 
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not shown where they should be. They might look 
either higher (like the objects are floating) or lower 
(sunk into the floor) than the ideal positions. 
Therefore, the positions of the objects (object 
images produced by the real-time object extraction) 
are transformed by viewpoint transform for Kirari! 
for Arena [34]. 

 

Fig. 8 – Object position perceived by a viewpoint different 
from a camera 

The parameters of the transform are acquired in 
advance from the physical positions of the cameras 
and their calibration with the performing stage. 

The position of the object reconstructed with the 3D 
position information was more stable than previous 
studies [35][36] using background subtraction and 
cropped input image. 

5. EVALUATION AND DISCUSSION 

Kirari! for Arena was demonstrated at an exhibition 
in December 2018. There were more than 200 
exhibits and the total guest count was more than 
14,000 people. 

Commercially available PCs (specifications varied 
up to two 22-core 2.2-GHz CPUs, 32 GB RAM, GPU) 
were used to construct the Kirari! for Arena system. 
The system could process 4K (3840 x 2160 pixels) 
images with a frame rate of 59.94 fps. 

Evaluating experience is quite a problematic task, 
but audiences of such experiences provide 
responses that can be used to estimate an objective 
evaluation of the system. A total of 98 relevant 
responses interviewed by the exhibitors were 
collected through the exhibition, and 20 of them 
were useful for evaluating the system. First, the 
responses were sorted into positive and negative 
stances. Then, they were further categorized into 
smaller categories for each stance. Table 1 shows 
the categorization results. 

As these are free comment responses, the 5 
categorized as “Realistic” does not necessarily mean 
the remaining 15 did not evaluate the system as 
“Realistic.” On the contrary, the fact that at least 5 
people out of 20 actively expressed their 
impression that the display was “Realistic” means 

the system gave realistic sensations to a fair number 
of people. Similarly, the positive responses (16) 
were four times as many as the negative responses 
(4).  This shows the efficacy of the system. There are 
2 responses categorized as “Not stereoscopic 
enough.” It is natural to have a certain number of 
such responses because the display is 2D in 
principle. Providing a stronger sense of depth 
would be future work. 

Table 1 – Audience responses 

Stance 
 

Category 
 

Quantity 
 

Subtotal 
 

Total 
 

Positive 

Useful 10 

16 

20 

Realistic 5 

Low latency 1 

Negative 

Not stereoscopic 
enough 

2 
4 

Has latency 2 

Table 2 shows some examples of the responses 
categorized as “Useful” and “Realistic.” They are 
shown because these categories have a wide variety 
of responses. The “Realistic” responses show that 
the performer looked as if he was really in the 
device. Such realistic sensations were stimulated 
because the image from the source site was 
effectively fused into the surroundings in the 
display device at the remote site by combining real-
time image extraction and depth expression.  These 
responses could confirm that the atmosphere was 
reconstructed by the system. 

Table 2 – Examples of responses 

Category 
 

Responses 
 

Useful It would be great if we have this in our home. 

Useful 
It would be good for streaming of live 
concert. 

Useful I want to watch Sumo on this. 

Realistic Looks as if he’s really there. 

Realistic It’s too real it’s scary. 

5.1 Conformance to ITU-T H.430 series (ILE) 
of standards 

Kirari! for Arena conforms to the ITU-T standards 
by fulfilling all of the mandatory requirements. 

Table 3 summarizes the requirements specified in 
ITU-T H.430.1 and the conformance status of Kirari! 
for Arena. The numbers in the column “Kirari! for 
Arena” indicates the subclauses in this article 
describing the functions and evaluation results that 
fulfill the requirements. Although wave field 
synthesis technology with a speaker array was not 
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used for the exhibition, Kirari! for Arena can also be 
constructed with it to reconstruct the direction of 
sound. 

Table 3 – List of ILE requirements and conformance status of 
Kirari! for Arena 

No.  Requirements  
Manda 
-tory 

 

Kirari! 
for Arena  

1 Life-size display   

2 Direction of sound ✔ ✔ 

3 Atmosphere reconstruction  ✔ (5.1) 

4 Spatial reconstruction ✔ ✔ (4.6) 

5 Synchronous representation ✔ ✔ (4.5) 

6 Augmented information   

7 Real-time object extraction ✔ ✔ (4.3) 

8 Spatial object information  ✔ (4.4) 

9 Synchronous transmission ✔ ✔ (4.5) 

10 Data storage   

11 Reconstruction processing ✔ ✔ (4.6) 

12 Auditory lateralization   
13 Video stitching   

5.2 Discussion on further study 

Although Kirari! for Arena conforms to ITU-T H.430, 
it has several aspects to be improved because it was 
an experimental development. First, it was not life-
size. Second, auditory lateralization should be 
integrated for a stronger sense of reality. Past 
Kirari! events proved their feasibility and 
effectiveness [20]. Augmented information may 
also enhance the audience experience. These issues 
would require further research and development to 
determine the appropriate methods for real-time 
transport and processing. Data storage and video 
stitching may also be integrated wherever such 
functions are necessary. 

On the standards side, it may be worth considering 
standardizing issues such as reference models of 
presentation environments. Further collaborations 
with immersive service-related standardization 
bodies, such as ISO/IEC JTC1, especially MPEG, 
3GPP, and DVB, also need to be continued. 

6. CONCLUSION 

ILE services can bring people unprecedented 
experiences. This article introduced Kirari! for 
Arena as one implementation of ILE, which 
reconstructs the atmosphere of sports or 
entertainment events using a four-sided display and 
depth expression to provide audiences anywhere in 
the world with a highly realistic sensation. The 
display device has a relatively simple configuration 

that consists of four displays and four half-mirrors, 
compared with existing presentation devices 
containing many projectors and special optical 
devices. Kirari! for Arena is realized by combining 
functions for real-time image extraction, object 
tracking, synchronous media transport, and depth 
expression. Item-wise evaluation shows that it 
conforms to ITU-T H.430. Further standardization 
work on ILE and collaboration with related 
standardization bodies are required. 
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Abstract –Many studies have demonstrated that by embracing technological developments the quality of 
education improves, with evidence coming from virtual reality, serious gaming, and intelligent tutoring 
systems. In addition, by taking advantage of sensing technologies and learning analytics it becomes possible 
to monitor individual and group learning performance online and intervene when a student struggles, thus 
providing personalized education. However, immersive media offers an extra advantage, one that can affect 
many. Whereas in the past, educational technologies were implemented locally, within a school or school 
district, it has become conceivable to put new technological opportunities into effect worldwide. By taking 
advantage of cloud computing, 5G networks, and virtual reality headsets (or their proxies), it is now possible 
to deliver educational content that is developed anywhere in the world, everywhere in the world. The current 
paper describes what it takes to provide high quality education worldwide, given the existing hardware and 
software options, and illustrates these opportunities with the SpaceBuzz initiative and the accompanying 
educational program. 

Keywords – Artificial intelligence, education, intelligent tutoring systems, learning analytics, serious 
gaming, virtual reality. 

1. INTRODUCTION 

When it comes to our educational systems there is 
every reason for optimism, but there are likewise 
reasons for concern. The Organisation de 
Coopération et de Développement Économiques 
(OECD) Programme for International Student 
Assessment (PISA) has for almost two decades 
evaluated education systems worldwide by testing 
the skills and knowledge of 15-year-old students, 
representing 28 million students in 72 countries 
and economies [1]. The PISA findings give reasons 
for optimism about student performance. Eight 
percent of students across OECD countries are top 
performers in science, and science performance of 
the majority of countries has remained the same 
since 2006. At the same time, however, 20 percent 
of students in OECD countries do not attain a 
baseline level of proficiency in reading. Students 
report a broad interest in science topics and 
recognize the importance of science, yet only a 
minority of students report that they participate in 
science activities. According to the PISA 
recommendations, disadvantaged students and 
those who struggle with science would benefit from 
additional support, to develop a lifelong interest in 
the subject.  

An additional concern is that education does not 
adapt to the societal changes facing populations 
worldwide. For instance, the National Center for 
Educational Statistics [2] results show a deep divide 
between student knowledge and procedures, and 
their understanding of applying that knowledge 
through reasoning and inquiry, drawing the 
following conclusion: “Seldom has such a consistent 
message been sent across K-16+ as to the need for 
substantial change in what we expect students to 
know and be able to do in science, how science 
should be taught, and how it should be assessed” [3]. 

Another multi-year, multi-country OECD study 
demonstrates that more emphasis is needed on social and 
emotional skills [4]. According to this study, skills such as 
responsibility, teamwork, perseverance and creativity 
become acutely important in today’s society, even more 
important than knowledge itself. Currently, these skills are 
not consistently developed inside the existing educational 
systems.  

Formal education is constrained by national 
legislation and compliance. Yet it is supported and 
nourished by a more flexible system of informal 
education, a learning that does not feel like learning. 
Informal science education presents opportunities 
for lifelong learning in fields such as science, 
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technology, engineering, the arts, and math (STEAM) 
that takes place outside of the formal classroom 
environment. In fact, learning about science often 
occurs outside traditional formal education, and as 
such, can begin before children enter school and 
continue long after having left school [5, 6, 7]. An 
average child in the western world spends less than 
five percent of their life in classrooms, and an ever-
growing body of evidence demonstrates that most 
science is learned outside of school [5]. Past 
research examined the beneficial effects of informal 
science education in museums and during free-
choice learning [8, 9]. Consequently, there is every 
reason to encourage informal science education 
tailored to the needs and interests of individual 
children. However, informal science education 
tends to be costly and is generally not accessible to 
all. For example, science museums tend to be 
located in (specific neighborhoods of) larger cities 
and individualized learning activities carry 
considerable additional costs. 

However, already in 1984, Bloom noted that 
personalized tutoring is highly beneficial in the 
learning process. He reported the findings of a 
comparison in student achievement between (a) 
conventional learning in 30-student classrooms 
with periodical assessments being taken, (b) 
mastery learning that was comparable to 
conventional classrooms, except that assessments 
were followed up by corrective procedures, and (c) 
tutoring sessions in which a tutor sat down with up 
to three students followed by assessments [10]. 
Bloom found that students in the small tutoring 
sessions (preferably, one-to-one) performed two 
standard deviations better than students in the 
conventional learning condition. Bloom concludes: 
“The tutoring process demonstrates that most of the 
students do have the potential to reach this high 
level of learning. I believe an important task of 
research and instruction is to seek ways of 
accomplishing this under more practical and 
realistic conditions than the one-to-one tutoring, 
which is too costly for most societies to bear on a 
large scale […] Can researchers and teachers devise 
teaching-learning conditions that will enable the 
majority of students under group instruction to 
attain levels of achievement that can at present be 
reached only under good tutoring conditions?” (p.4). 

Since Bloom’s question posed 35 years ago, 
development educational psychology and 
educational technologies have proposed different 
solutions for a method of group instruction as 
effective as one-to-one tutoring. A promising 

solution could be online education, such as Massive 
Open Online Courses (MOOCs), which can reach 
larger groups of students. MOOCs can lead to a 
changed mindset, from the idea that not everyone 
can learn, e.g., mathematics, to the idea that 
everyone can [11]. However, this solution is not yet 
comparable to a personal tutor, such as that 
proposed by Bloom [10]. Instead, we pose the 
answer lies in a combination between virtual reality, 
serious gaming, intelligent tutoring systems and 
learning analytics. Recently, we have taken the first 
steps to bring such interactive technologies and 
learning behavior together in an innovative 
educational program, exploring creative avenues 
for interactive, immersive, personalized education 
to better educate and prepare students for the 
future.  

2. SPACEBUZZ 

The non-profit organization SpaceBuzz developed 
an innovative educational program aimed at Grade 
5 primary school education. An important goal of 
SpaceBuzz is to introduce 9-11 year olds to the 
subjects of science and technology in the context of 
sustainability in a way that is playful and easy to 
learn, inspiring them to make positive contributions 
to society as they get older. The program has been 
developed in line with the career path of a real 
astronaut. It comprises three elements: (1) A pre-
flight astronaut training, involving a variety of 
activities and lessons in the classroom which 
prepares children for their journey through space. 
(2) After children pass the pre-flight astronaut 
training, a 15-meter long rocket arrives at the 
school to virtually launch children into space 
(Fig. 1). When children sit down in the rocket and 
put virtual reality headsets on, their chairs move 
hydraulically, and the rocket is launched into space 
under the guidance of a virtual reality embodiment 
of an actual astronaut, currently European Space 
Agency (ESA) astronaut André Kuipers. When 
children virtually arrive in orbit around the earth 
they experience what every astronaut has reported: 
Deep feelings of awe and self-transcendence 
viewing the earth from outside its atmosphere, 
describing it as an “explosion of awareness” and an 
“overwhelming sense of oneness and 
connectedness… accompanied by an ecstasy … an 
epiphany”, a cognitive shift in awareness also 
known as the overview effect [12]. (3) Finally, in a 
post-flight training at the children’s school, children 
give press conferences to friends and family and tell 
them about their experience in space. 
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The SpaceBuzz program pays no-cost visits to 
schools across the Netherlands, with 373 schools in 
the nation already signed up for this free program 
(78 from areas with a lower socioeconomic status), 
totaling over 20,000 children. Hundreds of children 
have already participated in the first user test 
experiments. With a visit to NASA’s Lyndon B. 
Johnson Space Center in Houston, as well as a 
presence at the International Astronautical 
Congress in Washington, the SpaceBuzz rocket ship 
has been experienced by some 60 astronauts and 
some 2,000 international visitors. In the words of 
Iranian-American astronaut Anousheh Ansari: “I 
think it should be something that every human 
being, young and old, gets to see. Of course children 
will really enjoy it and will take this experience to 
heart, but I think we should take it to the UN and 
make all the world leaders do the same thing” [13]. 

In a recent study with 200 school children we 
investigated whether we were able to simulate the 
overview effect in virtual reality, and whether the 
virtual reality experience yielded learning gains. 
Findings from questionnaires and head gaze 
demonstrated that children indeed experienced the 
overview effect, and that this experience predicted 
learning gains. These findings show that a novel 
combination of virtual reality, serious gaming, 
intelligent tutoring systems and learning analytics 
may contribute to an immersive experience that 
yields learning [14]. 

In the following sections, we describe immersive 
media components currently being integrated as a 
part of the SpaceBuzz program that all contribute to 
effective and personalized learning. These 
components are serious gaming in combination 
with virtual reality, intelligent tutoring systems and 
learning analytics. 

3. SERIOUS GAMES 

Past experimental studies have shown a variety of 
beneficial effects of games on cognitive functions 
ranging from attention, visual imagery, problem 
solving, visual processing, response speed, 
cognitive flexibility, and — importantly — learning 
[15, 16, 17, 18]. 

Various initiatives have been set up to bring 
learning games to children. For example, National 
Geographic (kids.nationalgeographic.com) and 
World Wildlife Federation (wwf.panda.org) provide 
online learning games where children can combine 
interactivity, exploration, curiosity, and knowledge 
acquisition.  

There are clear benefits to incorporating serious 
gaming in formal and informal education. The first, 
and most important one, is enjoyment [19, 20]. 
Despite, or perhaps thanks to, educational games 
often being viewed as entertainment more than 
education, they provide a more motivating way to 
acquire skills and knowledge than traditional 
methods [21, 22, 23]. Especially when motivation in 
STEAM subjects is low, this is a valuable benefit [24]. 
After the SpaceBuzz simulation, children (N = 183) 
scored high on both happiness (M = 4.37, SD = .75), 
and excitement (M = 3.85, SD = 1.10), and low on 
boredom (M = 1.39, SD = .81), on a five-point Likert 
scale. Results like these indicate how motivation 
can be increased through simulations. 

The second benefit is the possibility to personalize 
the content of the educational material. Games can 
be adaptive and thus automatically tailored to 
specific users with different skill levels, combining 
educational methods with game mechanics, and 
hereby making learning more effective [25, 26]. 

   

Fig.1 - Images of SpaceBuzz rocket ship, outside (left) and inside (right) 
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Additionally, serious games cannot only be used to 
inform players on certain topics, they can be used to 
persuade the player to adopt a certain behavior [27], 
where more meaningful narratives increase the 
game’s effectiveness, and, in turn, player 
engagement [28], especially in virtual reality based 
environments. 

4. VIRTUAL REALITY 

New hardware has provided vast opportunities to 
bring content closer to the learner. The use of non-
immersive virtual learning environments, typically 
presented using regular computer monitors, has 
been associated with several learning benefits, 
including improved engagement, spatial awareness, 
contextual and collaborative learning [29, 30, 31]. 
Immersive virtual learning environments in turn 
are most commonly experienced using virtual 
reality headsets, such as the ones used in SpaceBuzz, 
and bring educational content so close that the 
learner feels that they are present inside it. This 
phenomenon is called presence, and has been 
linked to positive learning outcomes [32]. The 
realism immersive virtual learning environments 
provide has been suggested to amplify several 
learning benefits of their non-immersive 
counterparts [33]. With these environments, there 
no longer is a need for artificial input methods, such 
as keyboards, to explore educational content. 
Instead, body movement is naturally translated into 
the virtual experience, making it possible to literally 
pick up virtual content and intuitively explore it 
with an unprecedented level of freedom and ease. 

Yet the learning benefits do not stop there. What 
was once hard to grasp using 2D pictures in a 
textbook can now be presented in full stereoscopic 
3D and from any desired vantage point, which 
benefits learners with low spatial ability especially 
[34]. Collaborative learning in virtual learning 
environments is set to receive a boost as well, as a 
recent study has shown how groups of students can 
interact and learn within a shared virtual space 
while maintaining non-verbal communication 
through the use of mixed reality, which has the 
possibility to bring physical elements into the 
virtual experience [33]. 

Given the variety of benefits, it is unsurprising that 
virtual reality has shown learning gains compared 
to traditional forms of learning [35, 36]. Moreover, 
it has been suggested that the benefits of virtual 
learning environments are most effectively applied 
when they serve the intended learning goals [37]. In 

the example of SpaceBuzz, the match between 
benefits and learning goals is abundantly clear. Few 
other technologies make it possible to provide 
children with a realistic experience of becoming an 
astronaut and travel around the earth’s orbit, and it 
is the very realism of the 3D experience afforded by 
virtual reality which is paramount to bringing about 
the overview effect. 

Taken together, the vast range of possibilities of 
virtual reality and related immersive technologies 
might make them an ideal solution, particularly for 
K-12 education, where there is an ever-present 
need to provide novel ways to support, engage, and 
motivate learners. 

5. INTELLIGENT TUTORING SYSTEMS  

Serious games allow for self-paced learning, which 
has shown to increase effectiveness of learning and 
achievement in education [38]. Yet, guidance in the 
exploration and the opportunity for students to ask 
questions seems beneficial for learning [39]. 
Intelligent tutoring systems provide one-on-one 
sophisticated instructional advice comparable to 
that of a good human tutor, and allow for developing 
and testing models about the cognitive processes 
involved in instruction, thereby potentially 
providing a solution to Bloom’s 2-sigma problem 
discussed earlier. One category of systems are 
conversational intelligent tutoring systems that use 
natural verbal and non-verbal conversation for 
tutoring purposes. The advantage of these systems 
is that they allow the user to explore a simulated 
world, while guiding them pedagogically [40].  

These conversational intelligent systems have been 
around for over 50 years. Weizenbaum’s ELIZA 
system already simulated a Rogerian therapist that 
was able to communicate with the user using a rule-
based system [41]. The interaction was primitive, 
with ELIZA rephrasing the utterance of the user in a 
question using a text-to-text interface. Since then, 
conversational systems have improved 
considerably with embodied conversational agents 
interacting with their users, using synthesized 
speech and basic facial expressions and gestures. 
One such agent is AutoTutor, a computer tutor that 
teaches students topics such as conceptual physics 
and computer literacy [42]. AutoTutor is visualized 
as a talking head and asks a general question to the 
student, who can respond using natural speech. The 
computer system then extracts meaning from the 
student utterance, evaluates the quality of the 
student’s input, and decides on pedagogical moves 
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on the basis of this information. This way, every 
student can have their own personalized learning 
experience. 

The evaluation of intelligent tutoring systems like 
AutoTutor has been positive. In a series of 
experiments the learning gains of students 
interacting with the intelligent tutoring system 
were on a par with those of human tutors, which 
were significantly better than those after students 
studied a textbook on the same topic [43, 44]. 

Yet, despite the promise of these systems, their 
embodiment has generally been that of a cartoon 
character with very rudimentary facial expressions 
and gestures and highly computerized speech 
synthesis, with written input from the student. 

Modern day techniques such as photogrammetry 
(which generates a 3D model from pictures) now 
allow us to scan in individuals, in the case of 
SpaceBuzz the astronaut of the respective country, 
and use artificial intelligence algorithms to animate 
the face and gestures of the agent in a natural way 
so that it becomes hardly distinguishable from 
human non-verbal behavior [45]. Developments in 
speech recognition allow for speech input, so the 
conversation becomes more natural, and speech 
synthesis allows for recreating the voice of an actual 
individual [46]. Computational linguistic 
techniques in the meantime, allow for sophisticated 
syntactic parsing, distributional semantics and 
dialog management [47]. 

The enhanced embodiment of the agent provides 
lots of promise to these systems in the field of 
immersive education. AI techniques operate the 
non-verbal and verbal behavior of the intelligent 
tutoring system. Machine learning mechanisms 
allow these systems to learn over time, both 
improving their conversational skills as well as their 
knowledge and pedagogy. 

6. LEARNING ANALYTICS 

Current educational practice assesses students 
periodically, either without corrective measures, as 
in Bloom’s conventional learning, or with corrective 
measures, as in Bloom’s mastery learning. There are 
a number of important downsides to this current 
approach to assessment [48]: 1) It might interrupt 
and even negatively influence learning; 2) Little 
insight is provided into the learning process itself; 
3) When assessment demonstrates suboptimal 
performance which would benefit from corrective 
procedures, intervening may already be (too) late. 

Ideally, assessment should include continuous and 
objective measurements of how students are 
progressing toward targeted goals without the 
student being aware of the assessment. This has 
been aptly called stealth assessment [49]. 

There has been an increasing amount of evidence 
that demonstrates the learning process can be 
measured non-intrusively, online, and objectively 
using sensing technologies [48, 50]. Sensing 
technologies consist of sensors which are able to 
measure neurophysiological, cognitive and affective 
processes. These sensors include, for example eye-
tracking, recordings of language and speech, 
measures of head movements and measures of 
heart rate or brain activity such as 
electroencephalography (EEG). They are thought to 
be able to detect changes in how information is 
processed and therefore in how cognitively 
demanding a task is, an important transition 
occurring during learning [51, 52]. Indeed, a recent 
meta-analysis examining 113 experiments on non-
invasive neurophysiological measures of learning 
demonstrated that these measures yield high effect 
sizes and are valuable for assessing learning. 
Additionally, learning analytics and educational 
data mining has shown success in detecting affect 
related to learning gains [48, 53]. 

As technological advancements take place, we 
expect the validity and applicability of assessment 
through sensing technologies to increase. For 
example, solutions for (automatically) dealing with 
noise and advanced open software tools for aiding 
in analyses of these types of datasets are available 
and are being enhanced [54], even supporting real-
time analysis and monitoring [55]. As another 
example, wearable, portable, and compact sensors 
reduce set-up time and associated costs, and 
increase comfort, making wearables very attractive 
to apply for gaining insight in learning.  

Taking this one step further, embedding sensing 
technologies in learning systems could progress 
applicability even more. Such systems have the 
potential to assess learning states and provide 
instantaneous assistance or adaptation of the 
learning material based on the recorded data [56]. 
As an example, Sood and Singh [57] have provided 
a framework on how to combine virtual reality and 
measures of brain activity in a serious game for 
robust and resilient learning and an enhanced 
learning experience.  
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Thus, embedding sensing technologies in virtual 
reality headsets is a way in which one can take 
advantage of combining two types of powerful 
technologies.  

7. CONCLUSION 

Developments in serious gaming, virtual reality, 
intelligent tutoring systems and learning analytics 
are promising and offer exciting ways to bring 
informal and formal education together, help those 
who are currently performing at baseline level, 
bridge the gap between high performance and low 
performance students, and offer opportunities to 
new forms of how science is taught and how it is 
assessed, complementary to traditional forms of 
education. The SpaceBuzz program has taken the 
first steps in this direction by providing children 
with an accessible interactive immersive media 
experience that has shown to yield learning gains in 
9 to11 year-olds. Currently, the program is working 
on integrating the methods described above to 
develop the approach even further. 

Thirty-five years ago, Bloom asked himself the 
question whether researchers and teachers can 
devise teaching-learning conditions that will enable 
the majority of students in conventional education 
to attain levels of achievement that can otherwise 
only be reached under good tutoring conditions. 

The advancements in serious games, virtual reality, 
intelligent tutoring systems, and learning analytics 
have been such that the answer to Bloom’s question 
does not lie in the development of teaching-learning 
conditions, the development of hardware or the 
development of software. It lies in combining efforts. 
Perhaps Bloom’s question can be rephrased: How 
can the gaming industry, software companies, 
educators, policy makers, science museums, media 
companies, teachers, schools, and academia 
worldwide work together to embrace immersive 
teaching-learning technologies that will enable the 
majority of students around the globe to attain 
optimal levels of educational achievement? 
Answering this question ought not to take another 
35 years. 
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Abstract – Due to their great performance and scalability properties neural networks have become ubiquitous building
blocks of many applications. With the rise of mobile and IoT, these models now are also being increasingly applied
in distributed settings, where the owners of the data are separated by limited communication channels and privacy
constraints. To address the challenges of these distributed environments, a wide range of training and evaluation
schemes have been developed, which require the communication of neural network parametrizations. These novel
approaches, which bring the “intelligence to the data” have many advantages over traditional cloud solutions such as
privacy preservation, increased security and device autonomy, communication efficiency and a greater training speed.
This paper gives an overview on the recent advancements and challenges in this new field of research at the intersection
of machine learning and communications.

Keywords – Distributed training, federated learning, model compression, neural networks, on-device inference.

1. INTRODUCTION
Neural networks have achieved impressive successes in

a wide variety of areas of computational intelligence
such as computer vision [30][83][41], natural language
processing [6][42][65] and speech recognition [26] among
many others and, as a result, have become a core build-
ing block of many applications.
As mobile and Internet of things (IoT) devices become
ubiquitous parts of our daily lives, neural networks are
also being applied in more and more distributed settings.
These distributed devices are getting equipped with ever
more potent sensors and storage capacities and collect
vast amounts of personalized data, which is highly valu-
able for processing in machine learning pipelines.
When it comes to the processing of data from distributed
sources, the ”Cloud ML” paradigm [33] has reigned
supreme in the previous decade. In Cloud ML, local
user data is communicated from the often hardware con-
strained mobile or IoT devices to a computationally po-
tent centralized server where it is then processed in a
machine learning pipeline (e.g. a prediction is made
using an existing model or the data is used to train a
new model). The result of the processing operation may
then be sent back to the local device. From a communi-
cation perspective, methods which follow the Cloud ML
paradigm make use of centralized intelligence and

”Bring the data to the model.”

While the Cloud ML paradigm is convenient for the
clients from a computational perspective, as it moves

This work was partly supported by the German Ministry for Edu-
cation and Research as BIFOLD - Berlin Institute for the Founda-
tions of Learning and Data (ref. 01IS18025A and ref 01IS18037A).

all the workload for processing the data to the com-
putationally potent server, it also has multiple severe
drawbacks and limitations, which all arise from the
fact that user data is processed at a centralized location:

Privacy: Data collected by mobile or IoT devices is
often of private nature and thus bound to the local de-
vice. Medical data, text messages, private pictures or
footage from surveillance cameras are examples of data
which cannot be processed in the cloud. New data pro-
tection legislations like the European GDPR [73] or the
Cyber Security Law of the People’s Republic of China
[20] enforce strong regulations on data privacy.
Ownership: Attributing and claiming ownership is a
difficult task if personal data is transfered to a central
location. Cloud ML leaves users in the dark about what
happens with their data or requires cumbersome rights
management from the cloud service provider.
Security: With all data being stored at one central lo-
cation, Cloud ML exposes a single point of failure. Mul-
tiple cases of data leakage in recent times1 have demon-
strated that the centralized processing of data comes
with an unpredictable security risk for the users.
Efficiency: Transferring large records of data to a cen-
tral compute node often is more expensive in terms of
time and energy than the actual processing of the data.
For instance, single records of medical image data can
already be hundreds of Megabytes in size [71]. If the
local data is large and/or the communication channels
are limited, moving data to the cloud might thus become
inefficient or unfeasible.
Autonomy: Many distributed devices need to act fully
1A comprehensive list of documented breaches can be found at
https://en.wikipedia.org/wiki/List_of_data_breaches .
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Fig. 1 – Comparison between the two paradigms for machine learning from distributed data. In Cloud ML, data from users is collected and
processed by a centralized service provider. In Embedded ML, data never leaves the user device. To perform inference and collaborative
training, neural network parametrizations are communicated and data is processed locally.

autonomously and are not allowed to depend on slow
and unreliable connections to a cloud server. For in-
stance, in a self-driving car, intelligence responsible for
making driving decisions needs to be available at all
times and thus has to be present on the device.

As awareness for these issues increases and mobile and
IoT devices are getting equipped with ever more potent
hardware, a new paradigm, which we term ”Embedded
ML”, arises with the goal to keep data on device and

”Bring the model to the data.”

Multi-party machine learning workflows that follow this
paradigm all have one principle in common: In order to
avoid the shortcomings of Cloud ML and achieve data
locality they communicate neural network parametriza-
tions (”neural data”) instead of raw data. This may in-
clude not only trained neural network models, but also
model updates and model gradients.
Since neural networks are typically very large, contain-
ing millions to billions of parameters [60], and mobile
connections are slow, unreliable and costly, the commu-
nication of neural data is typically one of the main bot-
tlenecks in applications of Embedded ML. As a result,
recently a vast amount of research has been conducted
which aims to reduce the size of neural network repre-
sentations, and a wide range of domain specific com-
pression methods have been proposed.
In this work, we provide an overview on machine learn-
ing workflows which follow the Embedded ML paradigm
through the unified lens of communication efficiency.
We describe properties of the ”neural data” communi-
cated in Embedded ML and systematically review the
current state of research in neural data compression. Fi-
nally, we also enumerate important related challenges,
which need to be considered when designing efficient
communication schemes for Embedded ML applications.

2. SURVEY ON NEURAL NETWORK
COMMUNICATION

We currently witness the emergence of a variety of ap-
plications of Embedded ML, where neural networks are

being communicated. In this section we will review
the three most important settings, namely on-device
inference, federated learning and peer-to-peer learning.
These settings differ with respect to their communica-
tion topology, frequency of communication and network
constraints. We will also review distributed training in
the data center, as many methods for neural data com-
pression have been proposed in this domain. Figure 2
illustrates the flow of (neural) data in these different
settings. Table 1 summarizes the communication char-
acteristics of the different distributed ML pipelines in
further detail and gives an overview on popular com-
pression techniques in the respective applications.

2.1 On-device Inference
Inference is the act of using a statistical model (e.g.
a trained neural network) to make predictions on new
data. While cloud-based inference solutions can cer-
tainly offer a variety of benefits, there still exists a wide
range of applications that require quick, autonomous
and failure-proof decision making, which can only be
offered by on-device intelligence solutions.
For instance, in a self-driving car, intelligence responsi-
ble for making driving decisions needs to be available at
all times and thus has to be present on-device. At the
same time, the models used for inference might be con-
tinuously improving as new training data becomes avail-
able and thus need to be frequently communicated from
the compute node to a potentially very large number of
user devices. Since typical modern DNNs consists of ex-
orbitant numbers of parameters this constant streaming
of models can impose a high burden on the communica-
tion channel, potentially resulting in prohibitive delays
and energy spendings.
Compression for On-Device Inference: The field of
neural network compression has set out to mitigate this
problem by reducing the size of trained neural network
representations. The goal in this setting is typically to
find a compressed neural network representation with
minimal bit-size, which achieves the same or comparable
performance as the uncompressed representation. To
achieve this end, a large variety of methods have been
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Fig. 2 – Model communication at the training and inference stages of different Embedded ML pipelines. From left to right: (1) Federated
learning allows multiple clients to jointly train a neural network on their combined data, without any of the local clients having to
compromise the privacy of their data. This is achieved by iteratively exchanging model updates with a centralized server. (2) In scenarios
where it is undesirable to have a centralized entity coordinating the collaborative training process, peer-to-peer learning offers a potential
solution. In peer-to-peer learning the clients directly exchange parameter updates with their neighbors according to some graph predefined
topology. (3) In the data center setting, training speed can be drastically increased by splitting the workload among multiple training
devices via distributed training. This however requires frequent communication of model gradients between the learner devices. (4) On-
device inference protects user privacy and allows fast and autonomous predictions, but comes at the cost of communicating trained models
from the server to the individual users.

proposed which vary with respect to the computational
effort of encoding and compression results. We want to
stress that neural network compression is a very active
field of research and considers issues of communication
efficiency, alongside other factors such as memory- and
computation complexity, energy efficiency and special-
ized hardware. While we only focus on the communi-
cation aspect of neural network compression, a more
comprehensive survey can be found e.g. in [19].
In neural network compression it is usually assumed that
the sender of the neural network has access to the entire
training data and sufficient computational resources to
retrain the model. By using training data during the
compression process the harmful effects of compression
can be alleviated. The three most popular methods for
trained compression are pruning, distillation and trained
quantization.
Pruning techniques [40][12][28][84] aim to reduce the en-
tropy of the neural network representation by forcing
a large number of elements to zero. This is achieved
by modifying the training objective in order to promote
sparsity. This is typically done by adding an ℓ1 or ℓ2
regularization penalty to the weights, but also Bayesian
approaches [53] have been proposed. Pruning techniques
have been shown to be able to achieve compression rates
of ore than one order of magnitude, depending on the
degree of overparameterization in the network [28].
Distillation methods [31] can be used to transfer the
knowledge of a larger model into a considerably smaller
architecture. This is achieved by using the predictions of
the larger network as soft-labels for the smaller network.
Trained quantization methods restrict the bitwidth of
the neural network during training, e.g., reducing the
precision from 32 bit to 8 bit [77]. Other methods gen-
eralize this idea and aim to directly minimize the en-

tropy of the neural network representation during train-
ing [80]. It is important to note however, that all of these
methods require re-training of the network and are thus
computationally expensive and can only be applied if
the full training data is available.
In situations where compression needs to be fast and/or
no training data is available at the sending node,
trained compression techniques cannot be applied and
one has to resort to ordinary lossy compression methods.
Among these, (vector) quantization methods [18][17]
and efficient matrix decompositions [68][87] are popu-
lar.
A middle-ground between trained and ordinary lossy
compression methods are methods which only require
some data to guide the compression process. These ap-
proaches use different relevance measures based e.g. on
the diagonal of the Hessian [29], Fisher information [69]
or layer-wise relevance [85][4] to determine which pa-
rameters of the network are important.
Many of the above described techniques are somewhat
orthogonal and can be combined. For instance the sem-
inal “Deep Compression” method [27] combines prun-
ing with learned quantization and Huffman coding to
achieve compression rates of up to x49 on a popu-
lar VGG model, without any loss in accuracy. More
recently the DeepCABAC [79] algorithm, developed
within the MPEG standardization initiative on neural
network compression2, makes use of learned quantiza-
tion and the very efficient CABAC encoder [51] to fur-
ther increase the compression rate to x63.6 on the same
architecture.

2https://mpeg.chiariglione.org/standards/mpeg-7/compression-
neural-networks-multimedia-content-description-and-analysis
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Table 1 – Communication characteristics of different Embedded ML pipelines and popular respective compression techniques used in the
literature to reduce communication.

On-Device
Inference

Distributed
Training

Federated
Learning

Peer-to-Peer
Learning

Communication:

• Objects trained models/
model updates model gradients models/

model updates
models/

model updates

• Flow server
→ clients

all clients
→ all clients

some clients
↔ server

all clients
→ some clients

• Frequency low high medium high
• Redundancy low high medium low

Compression Techniques:
• Trained Compression:

→ Pruning [28][74][84] - [45] -
→ Trained Quantization [77][28][80] - [45] -
→ Distillation [31] - - -

• Lossy Compression:
→ Quantization [18][17] [3][78][75][8] [45][11][59] [55] [44]
→ Sparsification - [49][2] [59][45][11] [44]
→ Sketching - [35] [47] [35]
→ Low-Rank Approx. - [72] [45] -

• Error Accumulation - [49][63][39] [58] [66]
• Communication Delay - [86][62][58] [52] [76]
• Loss-Less Compression [79][81] [58] [59] -

2.2 Federated Learning
Federated learning [52][48][37] allows multiple parties to
jointly train a neural network on their combined data,
without having to compromise the privacy of any of the
participants. This is achieved by iterating over multi-
ple communication rounds of the following three step
protocol:

(1) The server selects a subset of the entire client pop-
ulation to participate in this communication round
and communicates a common model initialization
to these clients.

(2) Next, the selected clients compute an update to the
model initialization using their private local data.

(3) Finally, the participating clients communicate their
model updates back to the server where they are ag-
gregated (by e.g. an averaging operation) to create
a new master model which is used as the initializa-
tion point of the next communication round.

Since private data never leaves the local devices, feder-
ated learning can provide strong privacy guarantees to
the participants. These guarantees can be made rigor-
ous by applying homomorphic encryption to the com-
municated parameter updates [9] or by concealing them
with differentially private mechanisms [24].
Since in most federated learning applications the train-
ing data on a given client is generated based on the
specific environment or usage pattern of the sensor,

the distribution of data among the clients will usually
be “non-iid” meaning that any particular user’s local
dataset will not be representative of the whole distri-
bution. The amount of local data is also typically un-
balanced among clients, since different users may make
use of their device or a specific application to a differ-
ent extent. Many scenarios are imaginable in which the
total number of clients participating in the optimiza-
tion is much larger than the average number of training
data examples per client. The intrinsic heterogeneity
of client data in federated learning introduces new chal-
lenges when it comes to designing (communication effi-
cient) training algorithms.
A major issue in federated learning is the massive com-
munication overhead that arises from sending around
the model updates. When naively following the feder-
ated learning protocol, every participating client has to
download and upload a full model during every train-
ing iteration. Every such update is of the same size as
the full model, which can be in the range of gigabytes
for modern architectures with millions of parameters.
At the same time, mobile connections are often slow,
expensive and unreliable, aggravating the problem fur-
ther.
Compression for Federated Learning: The most
widely used method for reducing communication over-
head in federated learning (see Table 1) is to delay syn-
chronization by letting the clients perform multiple local
updates instead of just one [38]. Experiments show that
this way communication can be delayed for up to multi-
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ple local epochs without any loss in convergence speed if
the clients hold iid data (meaning that all client’s data
was sampled independently from the same distribution)
[52]. Communication delay reduces both the down-
stream communication from the server to the clients
and the upstream communication from the clients to the
server equally. It also reduces the total number of com-
munication rounds, which is especially beneficial under
the constraints of the federated setting as it mitigates
the impact of network latency and allows the clients to
perform computation offline and delay communication
until a fast network connection is available.
However, different recent studies show that communica-
tion delay drastically slows down convergence in non-iid
settings, where the local client’s data distributions are
highly divergent [89][59]. Different methods have been
proposed to improve communication delay in the non-iid
setting, with varying success: FedProx [56] limits the di-
vergence of the locally trained models by adding a regu-
larization constraint. Other authors [89] propose mixing
in iid public training data with every local client’s data.
This of course is only possible if such public data is avail-
able. The issue of heterogeneity can also be addressed
with Multi-Task and Meta-Learning approaches. First
steps towards adaptive federated learning schemes have
been made [57][36], but the heterogeneity issue is still
largely unsolved.
Communication delay produces model-updates, which
can be compressed further before communication and a
variety of techniques have been proposed to this end. In
this context it is important to remember the asymmetry
between upstream and downstream communication dur-
ing federated learning: During upstream communica-
tion, the server receives model updates from potentially
a very large number of clients, which are then aggre-
gated using e.g. an averaging operation. This averaging
over the contributions from multiple clients allows for a
stronger compression of every individual update. In par-
ticular, for unbiased compression techniques it follows
directly from the central limit theorem, that the indi-
vidual upstream updates can be made arbitrarily small,
while preserving a fixed error, as long as the number
of clients is large enough. Compressing the upstream is
also made easier by the fact that the server is always up-
to-date with the latest model, which allows the clients
to send difference models instead of full models. These
difference models contain less information and are thus
less sensitive to compression. As clients typically do not
participate in every communication round, their local
models are often outdated and thus sending difference
models is not possible during downstream.
For the above reasons, most existing works on improving
communication efficiency in federated learning only fo-
cus on the upstream communication (see Table 1). One
line of research confines the parameter update space of
the clients to a lower dimensional subspace, by impos-
ing e.g. a low-rank or sparsity constraint [45]. Federated
dropout [11] reduces communication in both upstream

and downstream by letting clients train smaller sub-
models, which are then assembled into a larger model
at the server after every communication round. As the
empirical benefits of training time compression seem to
be limited, the majority of methods uses post-hoc com-
pression techniques. Probabilistic quantization and sub-
sampling can be used in addition to other techniques
such as DeepCABAC [79] or sparse binary compression
[58].
Federated learning typically assumes a star-shape com-
munication topology, where all clients directly commu-
nicate with the server. In some situations it might how-
ever be beneficial to consider also hierarchical commu-
nication topologies where the devices are organized at
multiple levels. This communication topology naturally
arises, for instance, in massively distributed IoT set-
tings, where geographically proximal devices are con-
nected to the same edge server. In these situations, hi-
erarchical aggregation of client contributions can help
to reduce the communication overhead by intelligently
adapting the communication to the network constraints
[50][1].

2.3 Peer-to-Peer Learning
Training with one centralized server might be undesir-
able in some scenarios, because it introduces a single
point of failure and requires the clients to trust a central-
ized entity (at least to a certain degree). Fully decen-
tralized peer-to-peer learning [70][67][7][46] overcomes
these issues, as it allows clients to directly communicate
with one another. In this scenario it is usually assumed
that the connectivity structure between the clients is
given by a connected graph. Given a certain connec-
tivity structure between the clients, peer-to-peer learn-
ing is typically realized via a gossip communication pro-
tocol, where in each communication round all clients
perform one or multiple steps of stochastic gradient de-
scent and then average their local model with those from
all their peers. Communication in peer-to-peer learning
may thus be high frequent and involve a large number of
clients (see Table 1). As clients typically are embodied
by mobile or IoT devices which collect local data, peer-
to-peer learning shares many properties and constraints
of federated learning. In particular, the issues related to
non-iid data discussed above apply in a similar fashion.
A unique characteristic of peer-to-peer learning is that
there is no central entity which orchestrates the train-
ing process. Making decisions about training related
meta parameters may thus require additional consen-
sus mechanisms, which could be realized e.g. via block
chain technology [14].
Compression for Peer-to-Peer Learning: Commu-
nication efficient peer-to-peer learning of neural net-
works is a relatively young field of research, and thus
the number of proposed compression methods is still
limited. However, first promising results have already
been achieved with quantization[55], sketching tech-
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niques [35] and biased compression methods in conjunc-
tion with error accumulation [44][43].

2.4 Distributed Training in the Data Center
Training modern neural network architectures with mil-
lions of parameters on huge datasets such as ImageNet
can take prohibitively long time, even on the latest high-
end hardware. In distributed training in the data cen-
ter, the computation of stochastic mini-batch gradients
is parallelized over multiple machines in order to reduce
training time. In order to keep the compute devices
synchronized during this process, they need to commu-
nicate their locally communicated gradient updates af-
ter every iteration, which results in very high-frequent
communication of neural data. This communication is
time consuming for large neural network architectures
and limits the benefits of parallelization according to
Amdahl’s law [61].
Compression for Training in the Data-Center: A
large body of research has been devoted to the develop-
ment of gradient compression techniques. These meth-
ods can be roughly organized into two groups: Unbiased
and biased compression methods. Unbiased (probabilis-
tic) compression methods like QSGD [3], TernGrad [78]
and [75] reduce the bitwidth of the gradient updates in
such a way that the expected quantization error is zero.
Since these methods can be easily understood within the
framework of stochastic gradient based optimization, es-
tablishing convergence is straightforward. However, the
compression gains achievable with unbiased quantiza-
tion are limited, which makes these methods unpop-
ular in practice. Biased compression methods on the
other hand empirically achieve much more aggressive
compression rates, at the cost of inflicting a systematic
error on the gradients upon quantization, which makes
convergence analysis more challenging. An established
technique to reduce the impact of biased compression
on the convergence speed is error accumulation. In er-
ror accumulation the compute nodes keep track of all
quantization errors inflicted during training and add the
accumulated errors to every newly computed gradient.
This way, the gradient information which would other-
wise be destroyed by aggressive quantization is retained
and carried over to the next iteration. In a key theoret-
ical contribution it was shown [63][39] that the asymp-
totic convergence rate of SGD is preserved under the
application of all compression operators which satisfy a
certain contraction property. These compression opera-
tors include random sparsification [63], top-k sparsifica-
tion [49], low rank approximations [72], sketching [35]
and deterministic binarization methods like signSGD
[8].
All these methods come with different trade-offs with
respect to achievable compression rate, computational
overhead of encoding and decoding and suitability for
different model aggregation schemes. For instance, com-
pression methods based on top-k sparsification with er-

ror accumulation [49] achieve impressive compression
rates of more than ×500 at only a marginal loss of con-
vergence speed in terms of training iterations, however
these methods also have relatively high computational
overhead and do not harmonize well with all-reduce
based parameter aggregation protocols [72].
The most typical connectivity structure in distributed
training in the data center, is an all-to-all connection
topology where all computing devices are directly con-
nected via hard-wire. An all-to-all connection allows
for efficient model update aggregation via all-reduce
operations [22]. However, to efficiently make use of
these primitives, compressed representations need to be
summable. This property is satisfied for instance by
sketches [35] and low-rank approximations [72].

3. RELATED CHALLENGES IN EM-
BEDDED ML

Despite the recent progress made in efficient deep neu-
ral network communication, many unresolved issues still
remain. Some of the most pressing challenges for Em-
bedded ML include:
Energy Efficiency: Since mobile and IoT devices usu-
ally have very limited computational resources, Embed-
ded ML solutions are required to be energy efficient. Al-
though many research works aim to reduce the complex-
ity of models through neural architecture search [82], de-
sign energy-efficient neural network representations [81],
or tailor energy-efficient hardware components [15], the
energy efficiency of on-device inference is still a big chal-
lenge.
Convergence: An important theoretical concern when
designing compression methods for distributed training
schemes is that of convergence. While the convergence
properties of vanilla stochastic gradient descent based
algorithms and many of their distributed variants are
well understood [10][38][46], the assumption of statisti-
cal non-iid-ness of the clients data in many Embedded
ML applications still pose a set of novel challenges, es-
pecially when compression methods are used.
Privacy and Robustness: Embedded ML appli-
cations promise to preserve the privacy of the local
datasets. However, multiple recent works have demon-
strated that in adversarial settings information about
the training data can be leaked via the parameter
updates [32]. A combination of cryptographic tech-
niques such as Secure Multi-Party Computation [25] and
Trusted Execution Environments [64], as well a quan-
tifiable privacy guarantees provided by differential pri-
vacy [23] can help to overcome these issues. However
it is still unclear how these techniques can be effec-
tively combined with methods for compressed communi-
cation and what optimal trade-offs can be made between
communication-efficiency and privacy guarantees.
Since privacy guarantees conceal information about the
participating clients and their data, there is also an in-
herent trade-off between privacy and robustness, which
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needs to be more thoroughly investigated. For instance,
it has been shown that it is possible for an adversary to
introduce hidden functionality into the jointly trained
model [5] or disturb the training process [16]. Detecting
these adversarial behaviors becomes much more difficult
under privacy constraints. Future methods for data-
local training will have to jointly address the issues of
efficiency, privacy and robustness.
Synchrony: In most distributed learning schemes of
Embedded ML, communication takes place at regular
time intervals such that the state of the system can al-
ways be uniquely determined [13]. This has the ben-
efit that it severely simplifies the theoretical analysis
of the properties of the distributed learning system.
However synchronous schemes may suffer dramatically
from delayed computation in the presence of slow work-
ers (stragglers). While countermeasures against strag-
glers can usually be taken (e.g. by restricting the maxi-
mum computation time per worker), in some situations
it might still be beneficial to adopt an asynchronous
training strategy (e.g. [54]), where parameter updates
are applied to the central model directly after they ar-
rive at the server. This approach avoids delays when the
time required by workers to compute parameter updates
varies heavily. The absence of a central state however
makes convergence analysis far more challenging (al-
though convergence guarantees can still be given [21])
and may cause model updates to become ”stale” [88].
Since the central model may be updated an arbitrary
number of times while a client is computing a model
update, this update will often be out of date when it
arrives at the server. Staleness slows down convergence,
especially during the final stages of training.
Standards: To communicate neural data in an inter-
operable manner, standardized data formats and com-
munication protocols are required. Currently, MPEG is
working towards a new part 17 of the ISO/IEC 15938
standard, defining tools for compression of neural data
for multimedia applications and representing the result-
ing bitstreams for efficient transport. Further steps are
needed in this direction for a large-scale implementation
of embedded machine learning solutions.

4. CONCLUSION
We currently witness a convergence between the ar-
eas of machine learning and communication technology.
Not only are today’s algorithms used to enhance the
design and management of networks and communica-
tion components [34], ML models such as deep neu-
ral networks themselves are being communicated more
and more in our highly connected world. The roll-out
of data-intensive 5G networks and the rise of mobile
and IoT applications will further accelerate this devel-
opment, and it can be predicted that neural data will
soon account for a sizable portion of the traffic through
global communication networks.
This paper has described the four most important set-

tings in which deep neural networks are communicated
and has discussed the respective proposed compression
methods and methodological challenges. Our holistic
view has revealed that these four seemingly different
and independently developing fields of research have a
lot in common. We therefore believe that these settings
should be considered in conjunction in the future.
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Abstract	–	Fast	and	accurate	estimation	of	the	visual	quality	of	compressed	video	content,	particularly	for	

quality-of-experience	(QoE)	monitoring	in	video	broadcasting	and	streaming,	has	become	important.		Given	

the	relatively	poor	performance	of	the	well-known	peak	signal-to-noise	ratio	(PSNR)	for	such	tasks,	several	

video	quality	assessment	(VQA)	methods	have	been	developed.		In	this	study,	the	authors’	own	recent	work	

on	an	extension	of	the	perceptually	weighted	PSNR,	termed	XPSNR,	is	analyzed	in	terms	of	its	suitability	for	

objectively	predicting	the	subjective	quality	of	videos	with	different	resolutions	(up	to	UHD)	and	bit	depths	

(up	to	10	bits/sample).		Performance	evaluations	on	various	subjective-MOS	annotated	video	databases	and	

investigations	of	the	computational	complexity	in	comparison	with	state-of-the-art	VQA	solutions	like	VMAF	

and	(MS-)SSIM	confirm	the	merit	of	the	XPSNR	approach.		The	use	of	XPSNR	as	a	reference	model	for	visually	

motivated	control	of	the	bit	allocation	in	modern	video	encoders	for,	e.	g.,	HEVC	and	VVC	is	outlined	as	well.	

Keywords – Data compression, HD, HEVC, PSNR, QoE, SSIM, UHD, video coding, VMAF, VQA, VVC, WPSNR 

1. INTRODUCTION

The consumption of compressed digital video content 

via over-the-air broadcasting or Internet Protocol (IP) 

based streaming services is steadily increasing. This, in 

turn, leads to a rapid increase in the amount of content 

distributed using these services. Thus, it is desirable to 

make use of schemes for automated monitoring of the 

instantaneous fidelity of the distributed audio-visual 

signals in order to maintain a certain degree of quality 

of service (QoS) or, as pursued more recently, quality 

of experience (QoE) [1]. With regard to the video signal 

part, such monitoring is realized by way of automated 

video quality assessment (VQA) algorithms which ana-

lyze each distributed moving-picture sequence frame-

by-frame with the objective of providing a frame-wise 

or scene-wise estimate of the subjective visual quality 

of the tested video, as it would be perceived by a group 

of human observers.  Full-reference VQA methods are 

generally employed, which means that the distributed 

video—here, the coded and decoded signal—is evalua-

ted in relation to the spatio-temporally synchronized, 

uncoded reference video.  In other words, the reference 

video represents the input sequence to the video enco-

der while the distributed video is the output sequence 

of the video decoder, as illustrated in Fig. 1. 

Distributor Side Consumer Side
in out

Fig.	1 – Location of automatic VQA on the video distribution side. 

Given the well-known inaccuracy of the peak signal-to-

noise ratio (PSNR) in predicting an average subjective 

judgment of perceptual coding quality [2] for a specific 

codec (coder-decoder) c and image or video stimulus 

(or simply, signal) s, various better performing models 

have been devised over the last years.  The most widely 

employed are the structural similarity measure (SSIM) 

[3] and its multiscale extension, MS-SSIM [4], as well as 

a more recently proposed video multimethod assess-

ment fusion (VMAF) approach combining several other 

measures using a support vector machine [5].  Further 

VQA metrics worth noting are [6]–[9], which account 

for frequency dependence in the human visual system. 

Although VMAF was found to be a feasible tool for the 

evaluation of video coding technology [10],[11], its use 

for direct encoder control is challenging since it is not 

differentiable [12].  Furthermore, VMAF currently does 

not allow for local quality prediction below frame level 

and, owing to its reliance on several other VQA calcula-

tions, is quite complex computationally.  The aspect of 

relatively high complexity is shared by the approach of 

[6]–[8], utilizing block-wise 8×8 DCTs.  However, low-

complexity reliable metrics which avoid the use of DCT 

or multiscale algorithms and which can easily be integ-

rated into video encoders as control model for visually 

optimized bit allocation purposes, as is the case with 

PSNR and SSIM based approaches, are highly desirable. 

1.1 Prior work by the authors 

In JVET-H0047 [13] the authors proposed a block-wise 

perceptually weighted distortion model as an improve-

Video 

Decoder VQA 
System 

Video 

Encoder 

Video 

Decoder 
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ment of the PSNR measure, termed WPSNR, which was 

examined further in JVET-K0206 [14] and finalized in 

JVET-M0091 [15].  More recently, model-free weighting 

was also studied [16].  The WPSNR output values were 

found to correlate with subjective mean opinion score 

(MOS) data at least as well as (MS-)SSIM; see [17],[18]. 

One particular advantage of the WPSNR is its backward 

compatibility with the conventional PSNR.  Specifically, 

by defining the exponent 0  ≤ ≤ 1 [13] controling the

impact of the local visual activity measure on the block-

wise distortion weighting parameter  (see Sec. 2) as

=  0, (1)	

all weights  reduce to 1 and, as a result, the WPSNR

becomes equivalent to the PSNR [13],[17].  It is shown 

in [13],[19] that a block-wise perceptual weighting of 

the local distortion, i. e., the sum of squared errors SSE 

between the decoded and original picture block signal, 

= ∙ = ∙ ∑ , − ,, , (2)	

can readily be utilized to govern the quantization step-

size in an image or video encoder’s bit allocation unit. 

In this way, an encoder can optimize its compression 

result for maximum performance (i. e., minimum mean 

weighted block SSE and, thus, maximum visual recon-

struction quality) according to the WPSNR. 

Although, as noted above, the WPSNR proved useful in 

the context of still-image coding and achieved similar, 

or even better, subjective performance than MS-SSIM-

based visually motivated bit allocation in video coding 

[19], its use as a general-purpose VQA metric for video 

material of varying resolution, bit depth, and dynamic 

range is limited.  This is evident from the relatively low 

correlation between the WPSNR output values and the 

corresponding MOS data available, e. g., from the study 

published in [10],[11] or the results of JVET’s 2017 Call 

for Proposals (CfP) on video compression technologies 

with capability beyond HEVC [20].  In fact, this correla-

tion was found to be worse than that of (MS-)SSIM and 

VMAF, particularly for ultra-high-definition (UHD) and 

mixed 8-bit/10-bit video content with a resolution of 

more than, say, 2048×1280 luma samples. 

1.2 Outline of this paper 

Given the necessity for an improvement of the WPSNR 

metric as indicated in Sec. 1.1 above, this paper focuses 

on and proposes modifications to several details of the 

WPSNR algorithm.  After summarizing the block-wise 

operation of the WPSNR in Section 2, the paper follows 

up with descriptions of low-complexity extensions for 

motion picture processing (Section 3), improved per-

formance in case of varying video quality (Section 4) or 

input/output bit depth (Section 5), and the handling of 

videos with very high and low resolutions (Section 6). 

Section 7 then summarizes the results of experimental 

evaluation of the respectively extended WPSNR, called 

XPSNR in this paper, on various MOS annotated video 

databases and Section 8 concludes the paper.  Note that 

parts of this paper were previously published in [18]. 

2. REVIEW	OF	BLOCK-BASED	WPSNR

The WPSNR  output for a codec and a video frame (or

still image) stimulus s is defined, similarly to PSNR, as 

WPSNR = 10 ∙ log ∙ ∙
∑ , (3)	

where W and H are the luma-channel width and height, 

respectively, of s, BD is the coding bit depth per sample, 

= ∙ ∑ , − ,, ∈ (4)	

is the equivalent of (2) for block  at index k, with x, y

as the horizontal and vertical sample coordinates, and 

=  with exponent  =	 (5)	

represents the visual	sensitivity weight (a scale factor) 

associated with the N×N sized  and calculated from

the block’s spatial	activity measure  and an average

overall activity .  Details can be found in [17]–[19].

= round 128 ∙ ∙
∙ (6)	

was chosen since, for the commonly used HD and UHD 

resolutions of 1920×1080 and 3840×2160 pixels, this 

choice conveniently aligns with the largest block size in 

modern video codecs.   is defined empirically such

that, on average, ≈ 1 over a large set of test images

and video frames with a specified resolution W·H and 

bit depth BD [14]; see also Sec. 5.  Hence, as indicated 

in Sec. 1.1, the WPSNR is a generalization of the PSNR 

by means of a block-wise weighting of the assessed SSE. 

For video signals, the frame-wise logarithmic WPSNRs 

values are averaged arithmetically to get a single result: 

WPSNR = 	 ∙ ∑ WPSNR , (7)	

with F denoting the evaluated number of video frames. 

3. EXTENSION	FOR	MOVING	PICTURES

The spatially	adaptive WPSNR method of [17],[19] and 

Sec. 2 can easily be extended to motion picture signals 

, where i is the frame index in the video sequence, by

introducing a temporal	adaptation into the calculation 

of the visual activity .  Given that in our prior studies,

= max , ∑ ℎ ,, ∈ , (8)	
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where ℎ = ∗  is the signal resulting from filtering

s with the spatial	highpass filter , the temporal adap-

tation can be integrated by adding to ℎ  the weighted

result ℎ = ∗  of a temporal	highpass filtering step:

= max , ∑ ℎ , + ℎ ,, ∈ .

Note that the lower limit remains at = 2  as in

[17].  Two simple highpass filters  were found useful.

The first one, a first-order FIR applied for frame rates 

of 30 Hz or lower, is ℎ , = , − ,  and

the second one, a second-order FIR used, accordingly, 

for frame rates above 30 and up to 60 Hz, is defined as ℎ , = , − 2 , + , .     In other

words, one or two previous frames are used to obtain 

a simple estimate of the temporal	activity in each block 

 of each signal s over time.  Naturally, for frame rates

higher than 60 Hz, a third-order FIR could be specified, 

but due to a lack of correspondingly recorded content, 

such operating points have not been examined yet. The 

dependency of the filter order of  on the frame rate

is based upon psychovisual considerations: the limited 

temporal (highpass-like) integration of visual stimuli 

in human perception [21] implies that a shorter filter 

impulse response should be employed at relatively low 

frame rates than at higher ones. Naturally, filters which 

more accurately model the nonlinear temporal contrast 

sensitivity of the human visual system could be used, 

but for the sake of simplicity and low complexity, such 

an option is not considered here.  Note, also, that taking 

the absolute values of the first-order highpass outputs 

as above is identical to the “absolute value of temporal 

information” (ATI) filter described in [22]. 

The relative weight  is an experimentally determined

constant for which = 2 was selected.  To compensate

for the increased variance in  relative to  after the

introduction of term ℎ   (the sum may increase while

 remains unchanged),  is modified accordingly

[18], resulting in  which, in turn, yields the weight

= with, again,  =	 (9)	

as a spatio-temporal visual sensitivity measure.  It must 

be noted that the temporal activity component of  is

a quite crude, but very low-complexity, approximation 

of a -wise motion estimation operation, as typically

performed in all modern video codecs.  Evidently, more 

elaborate, but computationally more complex, activity 

metrics accounting for block-internal motion between 

frames i, i	–1 and, for high frame rates, i	–2 before deri-

ving ℎ  may be devised [23],[24].  Such designs, which

may use neural networks [25] or estimations of multi-

scale statistical models [26], are not considered here 

since one objective is to maintain very low complexity. 

 – frame-wise (3)	

 – WPSNR    (7)	

 – WPSNR'     (10)	

dB

Frame Index i

Fig.	2 – Effect of different temporal WPSNR averaging methods on 

coded video with visual quality drop (MarketPlace, HD, 10s [20]). 

4. TEMPORALLY	VARYING	VIDEO	QUALITY

It was described in Sec. 2 that, for video sequences, the 

traditional approach is to average the individual frame 

(W)PSNR values so as to obtain a single measurement 

value for a complete video.  It was observed [18] that, 

for compressed video content which strongly varies in 

visual quality over time, such averaging of frame-wise 

model output may not always correlate well with MOS 

values provided by human observers.  The averaging of 

logarithmic (W)PSNR values appears to be especially 

suboptimal on decoded video material of high overall 

visual quality in which, however, brief passages exhibit 

relatively low quality.  With the growing popularity of 

rate adaptive video streaming, particularly on mobile 

devices, such situations actually occur quite frequently. 

It was discovered experimentally that, under such cir-

cumstances, non-expert viewers assign relatively low 

scores to the tested video (compared with a video with 

balanced visual quality) during subjective VQA tasks, 

even if the majority of frames of the compressed video 

are of excellent quality to their eyes.  This observation, 

which is confirmed by QoE-related feedback of consu-

mers as reported by, e. g., Netflix [12], indicates that the 

log-domain average WPSNR values of (7) tend to over-

estimate the subjective quality in such cases. 

A simple solution to this problem is to apply a square-

mean-root (SMR) approach [27] which takes the arith-

metic average of the square roots of the linear-domain 

frame-wise WPSNR  data (before taking their base-10

logarithms) and, only thereafter, applies the logarithm: 

WPSNR′ = 20 ∙ log ∙√ ∙ ∙
∑ ∑ . (10)	

Note the use of constant 20 in (10) instead of 10 in (3), 

representing the linear-domain squaring operation.  A 

comparison of WPSNR and WPSNR′ is shown in Fig. 2,

with a 0.35 dB lower value of the latter in this example. 

5. VARYING	INPUT	OR	OUTPUT	BIT	DEPTH

Typically, the input and output bit depths of the color 

planes of a video presentation are held constant for a 

specific distribution path.  Sometimes, however, it may 
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be beneficial to perform automated VQA across video 

content of varying bit depth, e. g., when, as in [10],[11], 

part of the source material is not available in high-bit-

depth (at least 10 bits per sample) format.  The WPSNR 

measure was designed so as to “favor” high bit depths 

over lower ones by returning somewhat higher output 

values on otherwise identical input signals, assuming 

that 10 or 12-bit playback would exhibit slightly higher 

quality than 8-bit playback.  This was done by defining 

= 2 ∙ ∙
∙ , (11)	

i. e., dependent on BD	before exponentiation by  in (5).

Experiments conducted by the authors after study [18], 

however, suggest that the gain in visual quality due to 

bit depths higher than 8 bits per sample is much lower 

than the gain anticipated by the WPSNR metric.  Hence, 

the correlation of WPSNR with MOS data on annotated 

databases of mixed-bit-depth video content is reduced 

by an undesirable and unnecessary amount. 

In order to address this issue, a modified definition of 

the  constant used in [17]–[19] is suggested.  Given

the change to the visual activity  described in Sec. 3,

= 2 / ∙ ∙
∙ (12)	

is proposed to render the visual sensitivity weight 

independent of BD	after the exponentiation by  in (9)

and, at the same time, compensate for the modified .

6. HIGH	AND	LOW-RESOLUTION	VIDEOS

It was noted that particularly for UHD image and video 

material, the initial WPSNR assessments of [13]–[15] 

or [17],[19] still correlate quite poorly with subjective 

judgments of visual coding quality.  In fact, on this kind 

of content the WPSNR was found to perform only mar-

ginally better than the conventional PSNR metric.  One 

possible explanation is that, on consumer devices like 

TVs or laptops, UHD stimuli are generally being viewed 

on the same screen area, and from the same viewing 

distance, as HD stimuli with at most 1920×1080 luma 

samples even though, due to the fixed average angular 

resolution of the human eye of about 60 pixels per deg-

ree, such a form of presentation is discouraged [28].  As 

a result, samples of an UHD image are being displayed 

smaller than those of (upscaled) HD images, a fact that 

should be taken into account during the calculation of 

the visual activity in the algorithm of Sec. 3. 

A logical solution here is to extend the spatial support 

of the highpass filter  so that it extends across more

neighboring samples of s[x, y].  Since in [14], the filter is 

1  Divisions by powers of 2 can be implemented via right-shifts. 

ℎ , = , ∗ −1 −2 −1−2 12 −2−1 −2 −1 (13)	

and in [17], a scaled version thereof (multiplied by ¼)1, 

a simple approach would be to upsample  by a factor

of two, i. e., to increase its size from 3×3 to 6×6 or 7×7. 

This, however, would significantly increase the compu-

tational complexity of the calculation of .

Therefore, an alternative approach is pursued in which 
 is determined from a 4× (2× horizontal, 2× vertical)

downsampled version of frame sequence  ,  , 

when the image or video is larger than, say, 2048×1280 

luma samples (something between HD and UHD). Thus, 

only a single value of ℎ ,  and, for videos, ℎ ,
is computed for each 2×2 quadruple of the pixels of .

It is worth mentioning in this respect that the down-

sampling and highpass operations can be unified into 

a single processing step by designing the highpass fil-

ters appropriately, thereby resulting in minimum com-

putational overhead.  The following filter was devised: 

ℎ , = , ∗
0 −1 −1−1 −2 −3−1 −3 12

−1 −1 0−3 −2 −112 −3 −1−1 −3 12−1 −2 −30 −1 −1
12 −3 −1−3 −2 −1−1 −1 0

, (14)	

ℎ , = ̌ , − ̌ ,   or (15)	̌ , − 2 ̌ , + ̌ , ,

where accent 	 ̌denotes the downsampling process and 

̌ , = ,  + +1, y] + , y	+1] + +1, y	+1].

Naturally, higher downsampling factors like 16× could 

be used for very high resolutions such as 8192×4320 

(8K), but as with very high frame rates in Sec. 3, such a 

configuration could not be studied intensively due to a 

lack of correspondingly recorded material. 

By way of ̌ , , the spatio-temporal highpass values

required for the calculation of  need to be obtained

only for the even values of x and y, i. e., for every fourth 

value of s.  This particular benefit of the downsampled 

highpass operation, resulting in a per-pixel UHD filter 

complexity similar to that for HD input, is illustrated in 

Fig. 3 for an exemplary case of a WPSNR analysis block 

of 12×12 samples (  with N = 12).  Other than restric-

ting x and y to be incremented only in steps of two in 

the downsampling case, the computation of  (or ),

as in Sec. 3, can stay unchanged, including the division 

by 4  in (8) which is compensated for by ℎ  and ℎ .

It must be emphasized that the downsampling of  is
only done implicitly during the derivation of the block-

wise  (or  for still-image signals).  The SSE values

accumulated by the WPSNR methods in (3), (7), or (10) 
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Fig.	3 – Sample-wise spatial highpass filtering, using Hs, of signal 

si[4, 4] (left) without (center) and with (right) downsampling of 

si during filtering.  When downsampling, 4 inputs yield 1 output. 

are still obtained at the input resolution as in the PSNR, 

without downsampling even for UHD signals. 

Having addressed high (UHD) resolutions, a particular 

shortcoming in the WPSNR model was also discovered 

at very low resolutions where, due to (6), the block size 

becomes relatively small.  Specifically, it was observed 

that, for ≤  24 or so, large outliers may exist in the 

matrix, causing undesirably strong weighting of some 

block SSE values in (4) and, as a result, a relatively low 

WPSNR figure which does not coincide with subjective 

impression.  In order to minimize the likelihood of such 

occurrences, in-place smoothing of the block weights 

 or  prior to their use in (4) is proposed.  Let  be

the previous block’s weight (i. e.,  has already been

calculated) and assume that  increases first from left

to right and then from top to bottom across the picture 

(i. e., in line-scan fashion), starting at = 0 which is lo-

cated at the top-left corner of the picture.  Then, given 

• the left neighbor, L, of  as =  0 if k is in the

first picture block-column, otherwise = ,

• the top neighbor, T, of  as =  0 if k is in the

first picture block-row, otherwise = ,

• the right neighbor, R, of  as =  0 if k is in the

last picture block-column, otherwise = ,

with WK being the picture width in units of  (stride),

for all = 1, 2, …, N	–1 (excluding =  0) change  to

= min ,max , , (16)	

and use  instead of  or  whenever it is available

and the picture is of size 640×480 samples or smaller. 

This post-processing of the  is easy to implement in

hardware and software and effectively removes strong 

“peaks” in the block weighting for some low-resolution 

input without sacrificing the benefit of perceptual SSE 

weighting over PSNR-like unweighted SSE assessment. 

An example is shown in Fig. 4 for a set of MPEG-4 en-

coded videos of resolution 352×288 luma samples.  As 

can be observed, the smoothing moves the outlier data 

of video hall closer to the data of the remaining videos. 

7. EXPERIMENTAL	EVALUATION

The WPSNR method extended by the algorithms pre-

sented in the previous sections, called “XPSNR” for the 

sake of differentiability, was evaluated on a selection of 

Fig.	4 – Effect of in-place smoothing of  on stability of estimating 

MOS values (quality, normalized to the range 0–1) by the WPSNR 

with the extensions of Secs. 3–5 (XPSNR, in dB units).  Videos are 

MPEG-4 compressed 352×288 sized stimuli of ECVQ dataset [36]. 

MOS annotated databases of compressed and decoded 

video content of different resolutions and bit depths, 

up to and including UHD and 10 bits per sample.  Spe-

cifically, two types of mean MOS-vs-XPSNR correlation 

coefficients were calculated to determine the average 

accuracy by which the objective XPSNR values predict 

the subjective MOS assessments for a specific class of 

videos.  Pearson’s linear correlation coefficient (PLCC) 

quantifies the degree of linear-model fit [29] whereas 

Spearman’s rank order correlation coefficient (SROCC) 

assesses how well the relationship between MOS and 

XPSNR pairs of values can be described using a mono-

tonic—but not necessarily linear—function [30].  The 

correlation statistics for the widely used PSNR, SSIM, 

MS-SSIM, and VMAF measures as well as the original 

block-based WPSNR [17] serve as comparative figures. 

Note that the PLCC values are only provided for com-

parability with the authors’ previous publications and 

that the SROCC data are statistically more suitable for 

evaluation.  Furthermore, since the statistical analysis 

does not follow more rigorous recommendations such 

as, e. g., those of ITU-T P.1401 [31], the results are only 

provided for informative purposes, and no conclusions 

on any cross-model statistical significances are drawn. 

7.1 Correlation with subjective MOS data 

In order to simplify comparisons, the annotated video 

databases already utilized in [32] are adopted for this 

evaluation.  Specifically, all video	compression distorted 

(MPEG-2, MPEG-4, H.264, H.265, and Dirac) subsets of 

the Yonsei [33], LIVE [34], IVP [35], ECVQ, EVVQ [36], 

as well as SJTU 4K Video Subjective Quality [37] data-

bases, all of which offer per-video MOS data, are used. 

To add more content compressed with state-of-the-art 

codecs, we further included the sequences coded with 

H.265/HEVC [38] and Fraunhofer HHI’s response [39], 

created for evaluation in JVET’s recent CfP [20], as well 

as those coded by HM [40] and VTM [41] for the HEVC-

VVC visual evaluation published in [10],[11], for which 

B-Com kindly agreed to provide per-video VQA values. 

The ECVQ and EVVQ subsets exhibit the lowest and the 

Yonsei, SJTU, CfP, and HEVC-vs-VVC subsets the highest 

y 
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(UHD) video resolutions.  The others, e. g. IVP and parts 

of [10],[11] and [20] (HD), end up in between.  Further 

information on the sets is planned to be hosted at [42]. 

The VMAF data for the aforementioned datasets were 

obtained with software version 1.3.15 (Sep. 2019) and 

VQA model version 0.6.1 (4K subvariant for UHD con-

tent).  The VMAF software [5] also provided the PSNR 

and SSIM statistics.  The MS-SSIM, WPSNR, and XPSNR 

values were calculated with proprietary C++ software, 

using only the luma component of the video sequences 

to derive the model output.  Further metrics like those 

of [22],[26] as well as the handling of the chroma com-

ponents are planned to be added in a follow-up study 

and will also be provided at [42] once available. 

Tables 1 and 2 contain the dataset-wise (in rows) PLCC 

and SROCC results, respectively, for the comparisons of 

the subjective MOS annotations and the results of each 

objective VQA measure (in columns) examined herein. 

The closer the correlation value for a VQA metric is to 

one, the better the metric succeeds in predicting aver-

age (across frames and videos) quality as judged by a 

group of human viewers.  For each dataset, the best re-

sult is written in bold type.  The LIVE and IVP sets also 

contain distortion types resembling error concealment 

techniques applied, e. g., during IP packet loss.  As the 

tested VQA methods were not explicitly developed for 

such scenarios, the correlation values here are some-

what lower than those for the other sets. 

Overall, it can be observed that the original WPSNR of 

[14],[17] reaches considerably higher correlation with 

the MOS data than the PSNR metric and that the XPSNR 

algorithm further increases this advantage.  Moreover, 

the performance of the XPSNR is, for both PLCC as well 

as SROCC, very similar to that of the best of the other 

evaluated VQA methods (VMAF for PLCC and SSIM for 

SROCC) on average, as tabulated in the “mean” rows, a 

result which indicates the clear merit of this approach. 

7.2 Comparison of computational complexity 

To evaluate the computational complexity of XPSNR in 

relation to that of the other VQA methods tested, soft-

ware runtime analysis (using virtual in-RAM I/O) with 

single-threaded execution was carried out. The results, 

albeit not very accurate, indicate that the WPSNR and 

SSIM algorithms are about 2× as complex as the PSNR 

design, XPSNR is about 3× as complex as PSNR, and the 

MS-SSIM and VMAF methods are about 9× as complex. 

Note that, due to independent calculability of the per-

block  and  data, the WPSNR and XPSNR can

easily be optimized for fast, multi-threaded execution, 

possibly with “single instruction multiple data” (SIMD) 

operations on modern CPUs thanks to the inter-block 

independence during the spatio-temporal activity cal-

culation.  However, unlike in VMAF, such optimizations 

have not been implemented in XPSNR as of this writing. 

Table	1 – Evaluation results for Pearson linear correlation.  High-

er values indicate higher correlation with associated MOS values. 

Set	 PSNR	 SSIM	 MS-SSIM	 VMAF	 WPSNR	 XPSNR	

Yonsei 0.822 0.789 0.765 0.942	 0.916 0.919 

LIVE 0.539 0.626 0.675 0.729	 0.637 0.702 

IVP 0.632 0.570 0.546 0.591 0.686 0.707	

ECVQ 0.733 0.879	 0.853 0.830 0.848 0.840 

EVVQ 0.727 0.881 0.874 0.937	 0.880 0.898 

SJTU 0.721 0.765 0.810 0.827 0.783 0.829	

CfP 0.717 0.794 0.743 0.862 0.692 0.863	

[10] 0.722 0.826 0.799 0.855	 0.759 0.817 

mean 0.702 0.766 0.758 0.822	 0.775 0.822	

Table	2 – Evaluation results for Spearman rank order correlation. 

As in Table 1, smoothing is used only on the ECVQ and EVVQ sets. 

Set	 PSNR	 SSIM	 MS-SSIM	 VMAF	 WPSNR	 XPSNR	

Yonsei 0.860 0.949	 0.925 0.915 0.939 0.935 

LIVE 0.523 0.694 0.732 0.752	 0.605 0.675 

IVP 0.647 0.635 0.574 0.580 0.690 0.709	

ECVQ 0.762 0.916	 0.881 0.736 0.859 0.847 

EVVQ 0.764 0.908 0.911 0.874 0.905 0.926	

SJTU 0.739 0.807 0.799 0.791 0.814 0.877	

CfP 0.739 0.810 0.881	 0.867 0.724 0.866 

[10] 0.703 0.848 0.832 0.850	 0.730 0.813 

mean 0.717 0.821 0.817 0.796 0.783 0.831	

8. DISCUSSION	AND	CONCLUSION

This paper reviewed, and proposed extensions to, the 

authors’ previous work on perceptually weighted peak 

signal-to-noise (WPSNR) assessments of compressed 

video material.  More precisely, a low-complexity tem-

poral visual activity model (Sec. 3), an alternative frame 

averaging method (Sec. 4), bit depth independent out-

put value scaling (Sec. 5), and spatial 4× downsampling 

(for very high resolutions) and in-place smoothing (for 

very low resolutions) while calculating the block-wise 

visual sensitivity values  (Sec. 6) were incorporated

into the WPSNR design.  The resulting extended	WPSNR 

algorithm, called XPSNR, was demonstrated to perform 

at least as well as the best competing state-of-the-art 

VQA solutions in predicting the subjective judgments 

of a number of MOS annotated coded-video databases. 

This was achieved with a notably lower computational 

complexity than that required for obtaining, e. g., VMAF 

or MS-SSIM results, and without optimizing the XPSNR 

parameters ( , , , and ) for the particular sets
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of compressed video sequences employed in this study. 

Moreover, as noted in Sec. 1.1, the per-block sensitivity 

weight  of (5) or  of (9) can be used to easily adapt

the quantization parameter (QP) in traditional coders 

to the instantaneous input characteristics, without ha-

ving to rely on  [13]–[15],[17]–[19],[39]. Specifically,

QP = QP − round 3 ∙ log (17)	

can be used to XPSNR-optimize the quantization step-

size inside an HEVC or VVC encoder, initialized using a 

per-frame constant QP , on a coding block basis.  Aside

from further statistical evaluation using more datasets, 

this beneficial aspect, along with the incorporation of 

chroma-component and/or high dynamic range (HDR) 

statistics (see, e. g., [43]) and multi-threaded operation, 

will be the focus of future work on this VQA algorithm. 
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[36] M. Vranješ, S. Rimac-Drlje, and D. Vranješ, “ECVQ and 
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Abstract – Video compression is a key technology for new immersive media experiences, as the percentage 
of video data in global Internet traffic (80% in 2019 according to the 2018 Cisco Visual Networking Index 
report) is steadily increasing. The requirement for higher video compression efficiency is crucial in this 
context. For several years intense activity has been observed in standards organizations such as ITU-T VCEG 
and ISO/IEC MPEG developing Versatile Video Coding (VVC) and Essential Video Coding (EVC), but also in 
the ICT industry with AV1. This paper provides an analysis of the coding tools of VVC and EVC, stable since 
January 2020, and of AV1 stable since 2018. The quality and benefits of each solution are discussed from an 
analysis of their respective coding tools, measured compression efficiency, complexity, and market 
deployment perspectives. This analysis places VVC ahead of its competitors. As a matter of fact, VVC has been 
designed by the largest community of video compression experts, that is JVET (Joint Video Experts Team 
between ITU-T and ISO/IEC). It has been built on the basis of High Efficiency Video Coding (H.265/HEVC) 
and Advanced Video Coding (H.264/AVC) also developed by joint teams, respectively JCT-VC and JVT, and 
issued in 2013 and 2003 respectively. 

Keywords – AV1, EVC, HEVC, Video Coding, VVC. 
 

1. INTRODUCTION 

The landscape of video coding is evolving rapidly. 
New solutions are developed in the standards 
organizations ISO/IEC MPEG (Motion Picture 
Experts Group) and ITU-T VCEG (Video Coding 
Experts Group), but also in the industry consortium 
Alliance for Open Media (AOM) founded in 2015. 
Even though Advanced Video Coding (AVC) [1], 
which was completed in 2003, is the dominant 
standard nowadays for video distribution, new 
services (such as UltraHD 4K format) are deploying 
High Efficiency Video Coding (HEVC) [2] designed 
jointly by MPEG and VCEG, and issued in 2013. This 
move to HEVC is justified by a compression factor of 
around 2 with regards to AVC leading to half the 
transmission or storage bit rate for the same 
subjective quality [3]. To face the emergence of 
increasing picture resolution (e.g., UltraHD 8K 
format) and pixel definition (bit depth, color gamut, 
dynamic range), higher frame rates, and new uses 
(Video on mobile, Virtual Reality with 360° video...) 
impacting production, network distribution, and 
receivers (TVs, mobiles…), MPEG and VCEG have 
again joined their resources in 2015 to start an 
exploratory phase, resulting in 2018 in the 
launching of a joint team, Joint Video Experts Team 
(JVET), tasked with designing a new video coding 
standard, Versatile Video Coding (VVC), targeting a 
50% compression gain over HEVC. The 
specification of VVC [4] has been stable since 
January 2020 and completion is foreseen for 
July 2020. As with previous ITU-T and 
ISO/IEC standards, VVC will be royalty-bearing, but 

unlike HEVC, some industry players are anticipating 
the publication of suitable licensing terms for a 
successful deployment. Besides this effort, at the 
initiative of a few companies, a parallel project for 
another video coding standard has been worked out 
in MPEG with the same schedule. The name of this 
new coding standard is Essential Video Coding (EVC) 
[5], with the objective of being royalty-free for the 
baseline profile and royalty-bearing for the main 
profile with expected timely publication of the 
licensing terms. The landscape is completed by 
AOM which released the initial version of AV1 [6] in 
2018. AV1 was developed with the goal of being 
royalty-free, and hence its development process 
took into account not only technical factors, but also 
patent rights factors. However, licensing terms of 
video coding standards have always been defined 
by patents holders once their technical 
specifications have been released. 

This paper presents results of a comparison 
between the three solutions VVC, EVC and AV1 in 
terms of compression efficiency, complexity and 
features relative to HEVC. Careful attention was 
paid to an as-fair-as-possible comparison between 
the encoding softwares, considering that it is not 
possible to get perfectly aligned comparisons, as the 
encoder algorithms may significantly differ. The 
first section presents an overview of the underlying 
main coding tools from respective standards. The 
following sections describe the test conditions and 
associated configuration parameters used in the 
comparisons. 



ITU Journal: ICT Discoveries, Vol. 3(1), June 2020 

74 © International Telecommunication Union, 2020   

 

T: Transform; Q: Quantization; T-1 : Inverse Transform ; Q-1 Inverse Quantization 

Fig. 1 – Video coding improvements on HEVC encoding scheme 

Then, the performances of the solutions relative to 
four objective metrics are presented, but also the 
estimation of their complexity . Some observations 
are also given on the subjective quality. Finally 
some concluding remarks are provided on 
measured results and market perspectives. 

2. OVERVIEW OF THE VIDEO CODING 
DESIGNS 

HEVC, VVC, EVC and AV1 are all based on the well-
known hybrid block-based coding architecture 
combining inter-frame and intra-frame predictions, 
transformation of the prediction residual, 
quantization, and entropy coding. The major tools 
of each new video coding with regards to HEVC are 
described from a high-level perspective in the 
following paragraphs. Fig. 1 depicts a block diagram 
of an HEVC encoder as reference design, 
highlighting where the improvements occur 
(dashed purple boxes). In the following, more 
details are provided on these improvements. The 
analysis is not intended to be exhaustive but to 
underline some important design differences 
between these standards. 

2.1 Partitioning 

A significant improvement brought by recent video 
coding standards as compared to HEVC lies in the 
picture partitioning, as illustrated in Fig. 2. First, the 
size of the base processing structure, known as a 
Coding Tree Unit (CTU) in HEVC and VVC, and 
partition tree in AV1, is increased from a maximum 

block size of 64×64 luma samples in HEVC to 
128×128 samples. Large uniform areas, as well as 
large pictures, can now be more efficiently handled. 
A CTU can be further split into Coding Units (CUs). 
The CTUs and CUs can also be split into PUs that 
share common parameters such as the coding mode. 

In HEVC the CU partitioning (intra/inter partition) 
uses quadtree only. However, a CU can be further 
split into PUs, in intra or interprediction, into six 
other possible sub-partitions (Fig. 2). 

VVC and EVC support six common partitioning 
types for CU and PU: no partition, quaternary 
partition, two binary partitions, and two ternary 
partitions (1/4, 2/4, 1/4 horizontal or vertical 
partitioning of the CU). Morever, 64 geometric PUs 
are introduced in VVC to allow for a non-horizontal 
or non-vertical split in two parts of a rectangular or 
square CU. Each of the 64 geometic partitions is 
signalled by an index value pointing to its 
parameters (angle, distance). This mode cannot be 
applied to CUs with width or height greater than 64, 
or with width or height less than 8. VVC also 
includes a specific partitioning mode called Intra 
Sub-Partitioning (ISP). 

AV1 also supports a larger choice of CU and PU 
partitioning than HEVC with ten partitioning shapes, 
including no-split, binary and quarterly split as EVC 
or VVC. Four ternary split shapes (see Fig. 2) and 
two split shapes into four equally sized partitions. 
However, all these partitions are a subset of what 
can be done in VVC and EVC by cascading their splits, 
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leading to a higher partitioning flexibility. In 
addition, 16 wedge prediction types, similar to 
geometric PUs of VVC, are available. 

One specific feature of VVC is the support in intra 
slices of separate luma and chroma partitioning, 
which allows co-located luma and chroma Coding 
Tree Blocks to be independtly partitioned.  

 

Fig. 2 – Partitions 

2.2 Intra coding 

Intra prediction in HEVC is based on 33 angular 
predictors plus planar and DC modes, all predicted 
from reference samples in the causal spatial 
neighbourhood of the coded block (top line, left 
column). In VVC, 93 angular predictors, plus planar 
and DC modes are specified. Furthermore, the 
predictors can be computed from an extended 
neighbourhood. New matrix-based prediction 
modes are also inserted for luma, leading to 
30 additional modes. EVC is close to HEVC with 
30 angular predictors, plus planar and DC modes. 
AV1 specifies 56 angular predictors plus DC and 
4 additional modes. 

For chroma samples, in addition to the conventional 
directional, planar and DC prediction modes 
commonly supported by the four standards, VVC 

and AV1 support a cross-component prediction 
mode. In this mode, the chroma samples are 
predicted from co-located reconstructed luma 
samples. 

The reference and prediction filtering processes 
used in HEVC are also more elaborated in VVC and 
AV1. In particular VVC introduces a position-
dependent prediction combination, while AV1 
defines a recursive filtering-based intra predictor. 

2.3 Inter coding 

Inter prediction has been significantly enhanced in 
the recent video coding solutions by introducing the 
affine motion model on top of the regular 
translational model, along with more efficient 
coding of motion vectors and higher motion 
accuracy.  

HEVC specifies three inter prediction types which 
can be unidirectional (one motion vector) or 
bidirectional (two motion vectors) using the 
pictures available in the Decoded Pictures Buffer 
(DPB): Advanced Motion Vector Prediction (AMVP), 
Merge, and Skip. In AMVP, both motion information 
(motion vectors, reference pictures) and the 
prediction residual are signalled. In merge mode, 
only the residual is signalled and motion 
information is derived from a list of most probable 
candidates. The Skip mode is similar to the Merge 
mode for the motion, but no residual is transmitted. 
Fig. 3 and Fig. 4 illustrate the increased number of 
coding modes supported by VVC compared to HEVC, 
as well as the impact of the new partitioning. The 
same color code is used on both figures with 
different color tints for VVC new inter-coding 
modes: orange for AMVP, green for Merge and blue 
for Skip.  

VVC adds affine motion prediction to AMVP, Merge, 
and Skip modes. The regular Merge and Skip modes 
are enhanced with MMVD (Merge with Motion 
Vector Difference), ATMVP (Advanced Temporal 
Motion Vector Prediction) and GPM (Geometric 
Partition Merge). CIIP (Combined Inter Intra 
Prediction) is added to Merge mode. Moreover the 
motion information can be refined at the decoder to 
enhance the prediction per pixel at constant bit rate 
of the motion information. It can be noticed on the 
figures that the amount of Intra modes (red color) 
for VVC has decreased compared to the HEVC case 
as a result of improved Inter coding (Intra has 
higher bit rate). 
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VVC and EVC inter-coding tools are very close, one 
important difference being the VVC support of the 
geometric partitioning mode. 

Like HEVC, AV1 has three inter prediction types 
AMVP, Merge and Skip. The motion model can be 
translational, affine, or global affine, with new 
predictions such as Wedge predictions, similar to 
Geometric Partition Merge (GPM), and compound 
inter-intra prediction similar to CIIP. Overlapped 
Block Motion Compensation (OBMC) is used which 
is not the case for the other solutions. 

VVC and EVC include a motion refinement tool 
named Decoder-side MV Refinement (DMVR). In 
addition, VVC defines two new prediction 
refinement modes based on the optical flow, named 
Bidirectional Optical Flow (BDOF) and Prediction 
Refinement with Optical Flow (PROF). 

 

Fig. 3 – HEVC coding modes per coding unit 

 

      

  Intra   Merge CIIP   Skip Regular 

    Merge Affine   Skip GEO 

  AMVP   Merge GEO   Skip Affine 

  AMVP Affine   Merge Regular   Skip MMVD 

    Merge MMVD   Skip ATMVP 

    Merge ATMVP   

Fig. 4 – VVC coding modes per coding unit 

2.4 Transforms 

HEVC transforms are square separable NxN DCT-2 
(Discrete Cosine Transform) for 4x4 to 32x32 block 
sizes, plus DST-7 (Discrete Sine Transform) for the 
intra 4x4 block size. The recent coding schemes 
introduce more variety with the support of multiple 
separable transform types for square and 
rectangular blocks, and for larger sizes up to 64x64.  

In VVC and EVC, the concept of Multiple Transform 
Selection (MTS) is specified for residual coding of 
both inter and intra-coded blocks, using DCT-2, 
DCT-8 or DST-7 for square or rectangular blocks. In 
addition, VVC inserts a set of Low Frequency Non-
Separable Transforms (LFNST) implemented at the 
encoder between the primary separable transforms 
and the quantization, while at the decoder between 
the inverse quantization and the inverse primary 
transform.  

AV1 has also a richer set of square or rectangular 
transforms: DCT-2, ADST (Asymmetric Discrete 
Sine Transform), flipped ADST (applying ADST in 
reverse order) and identity transform which is 
equivalent to transform skip of HEVC or VVC. 

The concept of RQT (Residual QuadTree) supported 
in HEVC is not specified anymore in the three more 
recent standards. Nevertheless, in VVC, a CU can be 
split in smaller TUs using the Sub-Block Transform 
(SBT). 

2.5 In-loop filters 

New in-loop filters have improved the objective and 
subjective performance of the new video coding 
specifications. In VVC and EVC a new in-loop filter 
called ALF (Adaptive Loop Filter) is inserted on top 
of the Deblocking Filter (DF) and of the Sample 
Adaptive Offset (SAO) filter used in HEVC. ALF is a 
block-based adaption filter. For the luma 
component, one filter among 25 is selected for each 
4×4 block, based on the direction and activity of 
local gradients. For chroma the choice is among 
8 filters. Furthermore, a Cross-Component ALF is 
introduced to refine chroma details lost in the 
coding loop, by using co-located luma samples. 
“Adaptive” means the filters can vary in a video 
stream according to statististics of the content, and 
also according to the blocks gradients-based 
classification.  

In VVC, a specific coding tool called luma mapping 
with chroma scaling (LMCS) is added as a new 
processing block prior to the loop filters. The luma 
mapping is based on a piecewise linear model which 

        

  Intra   AMVP   Merge   Skip 
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adjusts the dynamic range of the input signal by 
redistributing the codewords across the signal 
range to improve compression efficiency. For the 
chroma the scaling applies to the prediction 
residual and depends on the average value of top 
and/or left reconstructed neighbouring luma 
samples. As a consequence, with LMCS all the 
reconstruction processing in luma (inverse 
quantization, inverse transformation and 
prediction for inter and intra modes) is made in the 
mapped domain. Like ALF, the mapping function 
can vary in a video stream according to content 
statistics. 

AV1 also combines different in-loop filters in 
addition to a regular deblocking filter. 
A Constrained Directional Enhancement Filter 
(CDEF), which de-rings contours and preserves the 
details to be applied after deblocking, works by 
estimating edge directions. A loop restoration filter 
can be applied selectively according to noise level. 

2.6 Entropy coding 

Arithmetic coding is used in all the video coding 
solutions addressed in this paper. HEVC entropy 
coding was based on the so-called CABAC (Context-
based Adaptive Binary Arithmetic Coding) initially 
introduced in AVC [1]. CABAC is composed of four 
main steps: the binarization of each syntax element 
in a binary string, followed by the choice of a 
probability model for each bit (or “bin”) to be “0” or 
“1” based on the context, then the binary arithmetic 
coder encodes each bin with less than a bit, and 
finally the probability of the selected model is 
updated. VVC has continued to improve CABAC with 
a higher accuracy on the probabilities derivation, by 
increasing the number of probability models, and 
by updating the probabilities through an adaptive 
double-window. EVC entropy coding is also a 
CABAC engine, but does not benefit from all the 
enhancements brought in VVC. AV1 entropy coding 
is different as it uses a multi-symbol entropy coding 
per syntax element without binarization step. 

2.7 Screen Content Coding 

In its Screen Content Coding (SCC) extensions 
issued in 2016 [7], HEVC specifies four new coding 
tools adapted to “Screen Content” which are 
pictures partially or totally composed of computer 
graphic objects. These tools are Intra Block Copy 
(IBC), Palette, Block-wise Differential Pulse Code 
Modulation (BPDCM) when Transform Skip is 
allowed, and Adaptive Color Transform (ACT). IBC 
is equivalent to a motion compensation but within 

the same picture. In VVC the motion search area is 
limited to the current CTU and part of the left CTU 
to control the complexity. Palette reduces the 
number of codewords to encode to a limited 
number of triplets (one luma and two chroma 
values). AV1 has equivalent modes to IBC and 
Palette, but EVC has only IBC. 

BDPCM and ACT have been reintroduced in VVC 
with some adaptations. BDPCM allows us to encode 
prediction residuals without transform (Transform 
Skip) by predicting them from the previously coded 
residuals. BDPCM is relevant for Screen Content but 
also for lossless compression. ACT reduces the 
redundancy between color components in typically 
RGB coding through a color space conversion. 

2.8 Other tools 

A new feature called Reference Picture Resampling 
(RPR), which allows the picture size to vary from 
picture to picture, is specified in VVC. This feature is 
also available in AV1 but in the horizontal direction 
only. RPR offers an additional level of flexibility for 
bit-rate control to adapt to network bandwidth 
variation. 

In HEVC, annexes were produced after the 
publication of the initial version of the standard to 
include spatial and temporal scalability, as well as 
the coding of multiview (3DTV) content. These 
extensions were based on the layer concept, which 
is available in the core specification of VVC.  

Furthermore, VVC offers high-level syntax (HLS) 
features such as self-decodable sub-pictures for bit 
stream extraction and merge applications, or view-
dependent streaming. Gradual Decoding Refresh 
(GDR) is another HLS feature adapted to low delay 
applications to avoid the burst of complete Intra 
pictures. 

3. TEST CONDITIONS 

The test conditions for the video coding evaluations 
reported in this paper are derived from the JVET 
Common Test Conditions (CTC) [8]. Two scenarios 
are considered:  

• Broadcast scenario with one Intra picture 
approximately every second, 

• Streaming scenario with one Intra picture 
approximately every two seconds. 

The Broadcast scenario is the same as the “Random 
Access” case in JVET Common Test Conditions (CTC) 
[8]. It simulates a real scenario allowing a TV user 
to zap from a channel to another at an acceptable 
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delay by inserting an intra-coded picture 
approximatively every second. The Streaming 
scenario is not part of JVET CTC, but the only 
difference with the “Random Access” case is the 
intra refresh period (around two seconds instead 
of one). This Streaming scenario simulates the 
video on-demand case for which AV1 has been 
designed and optimized. This point to point 
scenario requires adaptive bit rate (ABR) streaming 
to adapt to network bandwidth variation. The most 
deployed ABR protocol is MPEG-DASH (Dynamic 
Adaptive Streaming over HTTP) [9] which 
recommends segments of two seconds 
approximatively for switching between segments. 
Each segment is encoded at several bit rates or 
picture resolutions. Indeed, each encoded segment 
starts with an intra-coded picture for switching 
from a segment to another to adapt the bit rate. 

The AV1 reference software (libaom) does not have 
the same configuration parameters as those used by 
JVET, but the settings chosen in the current 
evaluation were defined to ensure an as-similar-as-
possible behavior. The reported results must 
anyway be interpreted with care as the reference 
encoders used for the evaluation may noticeably 
differ. 

The nineteen video clips of JVET CTC referenced in 
[8], comprising six UHD (3840×2160), five HD 
(1920×1080), four WVGA (800×480) and four 
WQVGA (400×240) have been processed. 

The following reference encoder software versions 
were used: 

• HM-16.18 (HEVC Test Model), 2/1/2018, 
• VTM8.0 (VVC Test Model), 2/24/2020, 
• ETM4.1 (EVC Test Model), 12/20/2019, 
• libaom (AV1 commit aa595dc), 09/19/2019. 

The first three are up-to-date reference softwares 
representative of HEVC, VVC, and EVC respectively. 
The reference AV1 software (libaom) is stable in 
compression performance since this release. 
Complexity measures are the runtimes of encoder 
and decoder softwares executed in a single thread, 
on the same computer platform, to get comparable 
figures. Dedicated hardwares would indeed give 
different results. 

4. VIDEO CODING CONFIGURATIONS 

4.1 HEVC, VVC, and EVC 

The Broadcast is based on the “Random Access” 
case with 10-bits sample representation, as 
specified in the JVET CTC [8]. The encoder 

configuration requires not more than 16 frames of 
structural delay which means a Group Of Picture 
(GOP) of 16 pictures. To accomodate to the different 
frame rates of each video clip, the intra period must 
be below 1.1 seconds for the Broadcast senario, and 
below 2.2 seconds for the Streaming scenario. The 
only difference between the two scenarios is the 
intra period. 

For HEVC, VVC and EVC a hierachical GOP structure 
is used, with a constant quantization parameter per 
picture, increasing with the picture hierachical level. 
AV1 is configured to reproduce as far as possible 
similar settings, as described in the next paragraph. 

4.2 AV1 

4.2.1 Two-pass encoding 

AOM recommends for the libaom software to run 
two-encoding passes to reach the best performance. 
The first pass is used to derive statistics on the full 
sequence that are further used to guide the second-
pass encoding. It has been observed that the one-
pass encoding in recent libaom software versions is 
less efficient than in past versions. The evaluation 
made on all the test sequences leads to the following 
results: the PSNR gain versus HM was −14.7% with 
two-pass encoding but 1.2% (small loss) with one-
pass encoding. The encoder runtime versus the HM 
reference for two-pass encoding is 497%, while for 
one-pass encoding is 455%, meaning the first pass 
is light in processing compared to the second pass. 
The two-pass configuration provides a look-ahead 
to derive some encoding parameters that the VVC, 
EVC and HEVC encoding softwares have not. The 
impact of two-pass is analyzed in the section 5. It 
was noticed that the GOP structure when using 
one-pass encoding is very different from the 
hierarchical GOP structure used for VVC, EVC and 
HEVC. In libaom two-pass encoding, the GOP 
structure is hierarchical similar to the one used in 
the HM, ETM and VTM settings. Based on those 
observations, it was decided to use libaom with 
two-pass encoding at constant quality without rate 
control. 

4.2.2 Quantization control 

The libaom “End-usage” parameter defining the 
quantization control is set to “q”, meaning a 
constant quality is achieved without rate control. 
Then “cq-level” fixes a base quantizer value on the 
full clip allowing to compute the BD-rate curves 
with a constant quantizer value per picture (“deltaq” 
parameter equal to 0) like in JVET CTC. The “aq” 
parameter (adaptive quantization for rate control) 
is not activated. 
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The meaning of “group of frames” (GOF) in AV1 can 
be compared to “group of pictures” in the other 
coding solutions. The GOF was fixed to 16, like in 
JVET CTC. The verification was done by 
instrumenting the libaom decoder to output the 
quantization parameter per picture. A similar type 
of quantization parameter offset appears per type of 
picture in a hierarchical GOF structure of 16 in 
libaom, like in the JVET CTC configurations. The 
results of this instrumentation are reported in [10]. 

In order to compute the gain (BD-rate [11]) of 
libaom with regards to the HM, the “cq-level” was 
fixed at 32, 40, 48 and 56, providing the range of bit 
rates to compute VTM and ETM gains. 

4.2.3 Encoding parameters 

The difference between the two test scenarios lies 
on parameters kf-min-dist and kf-dist-max which 
are the minimum and maximum distances between 
key frames (intra frames). For the Broadcast 
scenario both values are set equal to the number of 
frames in an integer number of GOPs of length 
below 1.1 second, while for the Streaming scenario, 
both values are set equal to the number of frames in 
an integer number of GOPs of length below 
2.2 seconds. 

The libaom software has a parameter to set the 
encoding speed, which is the inverse of the encoding 
algorithm quality. This parameter called “cpu-used” 
is fixed to 0 meaning the best encoding quality but 
also the slowest encoding time. 

5. RESULTS 

5.1 Objective quality 

In the following tables the results are provided 
considering four different objective metrics.  

PSNR (Peak Signal to Noise Ratio) is calculated as: 

 PSNR = 10log10(Max2 / MSE) (1) 

with MSE being the Mean Square Error between the 
source and the decoded pictures, and Max the peak 
sample value of the content. PSNR is computed 
separately for the three components of each picture, 
then averaged across all pictures of a sequence 
(PSNRY, PSNRU, PSNRV). 

In order to get an easier interpretation of the 
measured performance, a weighted sum of the 
PSNR on the three components Y (luma), U and V 
(chroma), for the complete sequence, is used as the 
first objective metric:  

PSNRYUV = (6×PSNRY + PSNRU + PSNRV) / 8  (2) 

This formula is commonly used as a global 
performance metric by video compression experts 
(see [3], [12], [14], [17]). 

Additional results are provided with PSNRY and two 
other well-known objective metrics with full 
reference (source pictures) which include some 
subjective factors: 

• Multi-Scale Structural Similarity (MS-SSIM) 
[15], 

• Video Multi-method Assessment Fusion 
(VMAF) [16]. 

As these two metrics are only using the luma 
component, the comparison has to be made with 
PSNRY. For each scenario the results are given with 
four tables corresponding to four objective metrics: 
PSNRYUV,  PSNRY, VMAF, and MS-SSIM. The tables 
below show the performance according to the 
“Bjøntegaard Delta-Rate” (BD-rate) metric (see [11] 
and [12]) in percentages with regard to the HM. 
It measures the bit-rate reduction provided by each 
solution at the same quality, here on four measures: 
PSNRYUV, PSNRY, VMAF and MS-SSIM. The rate 
change is computed as the average percentage 
difference in rate over a range of Quantization 
Parameters (QP). A negative percentage represents 
a gain relative to the HM. The results are given as 
the average value on all the sequences but also split 
per picture size: UHD, HD, WVGA, WQVGA. The 
difference of the overall measure of ETM and libaom 
with VTM is the last line of each table. 

5.1.1 Broadcast 

Table 1 reports the PSNRYUV BD-rate variations, 
compared to the HM of the three tested solutions. 
It is observed that the VTM outperforms the other 
video coding solutions, achieving nearly 42% gain 
over the HM in the UHD format. The performance of 
all three solutions increases as the picture size 
increases. Over all picture resolutions, the ETM 
performed roughly 14.4% behind the VTM, and the 
libaom reference encoder 21.3% behind. 

The performance of libaom can be discussed on the 
software maturity level. Clearly the libaom 
reference encoder, with two-pass encoding and 
encoding algorithms improvements brought in 
since 2018, is the most mature encoding solution. It 
has been observed that the highest quality 
configuration (cpu-used=0) had been accelerated 
significantly in encoding runtime from version to 
version. In 2017 [14] libaom was tested to lag 
significantly behind HM in its best two-passes 
configuration by −9.5%. The AV1 specification was 
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release in March 2018. The libaom software 
corresponding to this version was used in [12] with 
two-pass, constant quality (cq) but with cpu-used=1 
(not the best quality). The BD-rate gain over HM 
was 10%. The same year [17] measured 17% gain 
in the same configuration. In 2019 [18] tested the 
current libaom software with one-pass only on HD 
and UHD format resulting in the same performance 
as HM. 

The overall gain reported in Table 1 of 14.7% for 
libaom over HM is lower than the gain of 17% 
reported in [17], but in the same order of magnitude, 
in very similar testing conditions. The difference 
could come from the disabling of quantization 
parameter variation within a picture (deltaq=0). 

Table 1 – Broadcast:PSNRYUV BD-rate versus HM 

Broadcast 
PSNRYUV VTM8 libaom ETM4.1 

UHD −41.9% −18.0% −28.4% 

HD −39.0% −16.3% −21.0% 

WVGA −30.8% −11.4% −17.6% 

WQVGA −28.4% −11.1% −16.3% 

Overall −36.0% −14.7% −21.6% 

Diff vs VTM 0% 21.3% 14.4% 

Objective metrics in Table 2, Table 3, and Table 4 
take only into account the luma component. It can 
be observed that the results in PSNRY for libaom and 
ETM are very close to their PSNRYUV, while VTM 
PSNRYUV is 3.6% above its PSNRY. This explains why 
the differences of ETM and libaom with VTM are 
smaller for VMAF and MS-SSIM. The superior 
performance of VTM chroma tools  is not reflected. 
It should also be noted that only VMAF has a 
temporal dimension. 

Table 2 – Broadcast: PSNRY BD-rate versus HM 

Streaming 
PSNRY VTM8 libaom ETM4 

UHD −38.7% −18.0% −28.2% 

HD −31.7% −15.3% −17.0% 

WVGA −28.8% −13.5% −16.7% 

WQVGA −27.3% −14.1% −16.0% 

Overall −32.4% −15.5% −20.3% 

Diff vs VTM 0.0% 16.9% 12.1% 

Table 3 – Broadcast: VMAF BD-rate versus HM 

Broadcast 
VMAF VTM8 libaom ETM4.1 

UHD −42.8% −19.6% −33.9% 

HD −40.8% −21.0% −30.7% 

WVGA −29.2% −12.5% −20.3% 

WQVGA −30.7% −19.5% −22.1% 

Overall −36.9% −18.5% −27.7% 

Diff vs VTM 0.0% 18.4% 9.2% 

Table 4 – Broadcast: MS-SSIM BD-rate versus HM 

Broadcast 
MS-SSIM VTM8 libaom ETM4.1 

UHD −39.5% −14.5% −29.9% 

HD −32.9% −10.7% −23.6% 

WVGA −28.1% −7.2% −17.2% 

WQVGA −25.0% −6.1% −15.5% 

Overall −34.3% −11.3% −24.5% 

Diff vs VTM 0.0% 23.0% 9.8% 

5.1.2 Streaming 

In the Streaming scenario, Table 5 shows the VTM 
still performs better than the other solutions with 
approximatively the same figure (14.7%) against 
ETM as in the broadcast scenario. However, the gain 
of libaom over the HM is higher than in the 
broadcast scenario (3.6%), which is not observed 
for the VTM and ETM. One possible reason is that 
the two-pass encoding can take more benefits from 
a longer intra refresh period, by a better adaptation 
of the GOP structure, while for HM, VTM and ETM, 
the GOP structure remains static. It can be also 
noted that libaom software has a more consistent 
performance over the different picture resolutions 
in the streaming senario. 

Table 5 – Streaming: PSNRYUV BD-rate versus HM 

Streaming 
PSNRYUV VTM8 libaom ETM4.1 

UHD −41.2% −20.5% −27.7% 

HD −36.8% −18.5% −18.1% 

WVGA −31.0% −16.1% −17.2% 

WQVGA −29.1% −17.2% −16.4% 

Overall −35.3% −18.3% −20.6% 

Diff vs VTM 0.0% 17.0% 14.7% 



ITU Journal: ICT Discoveries, Vol. 3(1), June 2020 

 © International Telecommunication Union, 2020 81  

Table 6, Table 7, and Table 8, which are based on 
metrics computed only on the luma component, 
show the same tendancy as in the broadcast 
scenario. The gap of ETM and libaom with VTM is 
smaller than on Table 5, but in a smaller proportion 
than in the broadcast scenario on VMAF and 
MS-SSIM. 

Table 6 – Streaming: PSNRY BD-rate versus HM 

Streaming 
PSNRY VTM8 libaom ETM4 

UHD −38.7% −18.0% −28.2% 

HD −31.7% −15.3% −17.0% 

WVGA −28.8% −13.5% −16.7% 

WQVGA −27.3% −14.1% −16.0% 

Overall −32.4% −15.5% −20.3% 

Diff vs VTM 0.0% 16.9% 12.1% 

Table 7 – Streaming: VMAF BD rate versus HM 

Streaming 
VMAF VTM8 libaom ETM4 

UHD −41.6% −21.5% −33.3% 

HD −38.5% −22.6% −24.6% 

WVGA −29.5% −16.0% −20.2% 

WQVGA −32.8% −24.0% −23.1% 

Overall −36.4% −21.2% −26.1% 

Diff vs VTM 0.0% 15.2% 10.3% 

Table 8 – Streaming: MS-SSIM BD-rate versus HM 

Streaming 
MS-SSIM VTM8 libaom ETM4 

UHD −38.0% −17.0% −28.8% 

HD −30.4% −13.6% −14.8% 

WVGA −28.2% −12.1% −16.5% 

WQVGA −26.2% −13.6% −16.1% 

Overall −32.9% −14.5% −20.9% 

Diff vs VTM 0.0% 18.4% 12.0% 

5.2 Subjective quality 

Formal subjective tests have not been conducted to 
compare these compression solutions, but an 
experts’ viewing has been performed to collect 
some subjective observations. The broadcast case 
was taken to compare the HM at a given bit rate per 
sequence with VTM, libaom and ETM at 
approximatively the bit rate saving reported in 
Table 1 per resolution. The HM bit rate has been 
chosen at the bit rate point where artefacts may 
appear.  

Globally the subjective quality of the tested 
solutions is better than the HM. For VTM and ETM 
the blocking artefacts visible in the HM on uniform 
areas with low level variations dissapear. However, 
on static textured areas some experts notice a loss 
of details which is not perceived as a degradation by 
others. For libaom, a smoother definition and loss of 
sharpness is globally observed. 

Formal subjective tests are required to really 
evaluate the bit rate savings. JVET will conduct a 
formal evaluation of VVC with regards to HEVC as 
JCTVC did for HEVC with regards to AVC [3]. HEVC 
was measured at −44% at PSNR BD-Rate, but at  
−59% at MOS BD-Rate (MOS: Measure Of 
Satisfaction score in subjective tests). 

5.3 Processing time 

All simulations are run in single thread on the same 
platform in order to get comparable encoder and 
decoder runtimes.  

The platform characteristics are: 

Table 9 – Platform characteristics 

CPU type Intel(R) Xeon(R) Gold 6142 
Hyper threading Off 
Turbo mode On 
Compiler gcc 6.3.0 
OS CentOS7 
SIMD options SSE42 

Table 10 and Table 11 report the runtime factor for 
encoding and decoding versus the HM-16.18 for all 
sequences. The runtime provides an estimate of the 
complexity. “N%” means “N/100” times the 
HM-16.18 runtime. The runtimes for the two 
scenarios, Broadcast and Streaming, are very 
similar. 

Table 10 – Encoding runtime versus HM 

Encoding VTM8 libaom ETM4.1 

Broadcast 1308% 497% 669% 

Streaming 1283% 515% 680% 

Table 11 – Decoding runtime versus HM 

Decoding VTM8 libaom ETM4.1 

Broadcast 192% 76% 162% 

Streaming 201% 77% 167% 

The libaom software has the lowest runtime but as 
mentioned above, the maturity of the software is 
much higher than that of the others. Moreover, they 
are not using the same code optimization. 
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Each version of libaom software since March 2018 
has improved in running time at constant quality. 
The ETM runtimes are lower than the VTM ones, 
which can be explained by a lower compression 
performance (less complex algorithms) but also by 
a different code base. The development process of 
VVC was driven by compression efficiency but also 
by considering implementability constraints, 
mainly on the decoder side. It can be observed that 
the decoder runtime (Table 11) is limited to 
1.9 times the HM decoder. However, no specific 
effort was put on the reference encoder runtime 
(Table 10), which is 13 times the HM encoder with 
the VTM8 software, as encoding algorithms are 
non-normative. 

6. CONCLUSION 

The evolution of video compression has until now 
always been done incrementally, by building on top 
of the previous generation of video coding 
standards. The latest video coding solutions 
designed in ITU-T VCEG, ISO/IEC MPEG, and AOM 
followed the same path. In the test conditions 
considered in this paper, and using the reference 
encoders, VVC, developed jointly by ITU-T and 
ISO/IEC, provides the best objective measures of 
compression efficiency. EVC and AV1 are each 
significantly better than HEVC but also significantly 
lagging behind VVC. For future immersive services 
in UHD, the objective gain in bit rate at same quality 
versus HEVC is 42% for VVC, 28.4% for EVC and  
18% for AV1 with the PSNRYUV metric. One can 
argue that 18% gain for AV1 with lower complexity 
is interesting, but it must be reminded that the 
libaom software is suited for production, with tuned 
encoding algorithms using two passes for optimized 
subjective quality. VTM, ETM, and HM are reference 
softwares used in the standardization process but 
not suited for production, without the optimization 
of the subjective quality. The results provided by 
two other objective metrics, VMAF and MS-SSIM, 
are coherent with the PSNRYUV results. The 
observed differences are due to the fact that VMAF 
and MS-SSIM do not take into account the chroma 
components, while PSNRYUV does. However, the 
subjective quality is the most important metric 
which needs to be carefully studied to measure the 
performance of these video coding solutions.  

Other criteria affecting choice will be the 
applications and services. AV1 is designed for 
on-demand video streaming types of service but 
VVC and EVC are more generic to cope with both 
broadcast and streaming cases. VVC offers 

versatility by meeting the requirements of higher 
compression efficiency on any type of content 
including 360° video for Virtual Reality (VR), High 
Dynamic Range (HDR), and computer graphics 
(Screen Content and Gaming). Furthermore 
scalability and RPR features provide tools for 
network bandwidth adaptation. The new 
sub-picture feature also offers support of the 
region-wise random access feature, which can be of 
particular interest for viewport dependent 
streaming of 360° video. These video coding 
standards have different announced licensing terms 
that could impact their deployment. AV1 is 
publicized to be royalty-free. The EVC contributors 
are claiming licensing terms will be available less 
than two years after the standard publication. VVC 
should follow the path of past video coding 
standards developed jointly by ITU-T, ISO and IEC 
such as H.264/AVC and H.265/HEVC. These 
standards have been successfully deployed as 
reported in [19] for HEVC. 
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Abstract – JPEG Pleno is an upcoming standard from the ISO/IEC JTC 1/SC 29/WG 1 (JPEG) Committee. It aims to provide

a standard framework for coding new imaging modalities derived from representations inspired by the plenoptic function.

The image modalities addressed by the current standardization activities are light field, holography, and point clouds, where

these image modalities describe different sampled representations of the plenoptic function. The applications that may ben-

efit from these emerging image modalities range from supporting varying capture platforms, interactive content viewing,

cultural environments exploration and medical imaging to more immersive browsing with novel special effects and more re-

alistic images. These use cases come with a set of requirements addressed by the JPEG Pleno standard. Main requirements

envision high compression efficiency, random access, scalability, error-resilience, low complexity, andmetadata support. This

paper presents a synopsis of the status of the standardization process and provides technical insights as well as the latest

performance evaluation results.

Keywords – Holography, JPEG Pleno, light field, plenoptic, point cloud, standardization.

1. INTRODUCTION

Modern imaging devices can capture a visual scene not

only as texture information, as in conventional images,

but also as geometric scene information. These devices

capture a sampling of the so-called plenoptic function

which represents the amount of light in time and in space,

theoretically obtained by positioning a pinhole camera at

every viewpoint in 3D spatial coordinates, every viewing

angle, and every wavelength.

In practice, anddepending on the capturing device, a sam-

pling of the plenoptic function can be described by differ-

ent image modalities. JPEG Pleno particularly supports

point cloud, light field, and holography modalities. Some

of the current consumer and industrial applications ex-

ploiting these image modalities support use cases such

as: medical and industrial applications adopting holog-

raphy for visual inspections or object metrology; gam-

ing and augmented/virtual reality applications that use

point clouds as a main modality for scene description;

and photography and video creation industries authoring

applications that use light fields for computational post-

production targeting scene refocusing, segmentation, and

immersive experience. Depending on the application,

conversion from one image modality to another is essen-

tial (Fig. 1).

Moreover, due to the rich description of scenes, often

large amounts of data are required for storing, process-

ing and transmission. Current users of plenoptic devices

predominantly useproprietary solutions fordatadescrip-

tion and file structure and for the selection of data com-

pression tools before storage. Therefore, it is evident that

there is a lack of common and recognized tools to repre-

sent and compress the different plenoptic functions. At

the same time there are several already existing applica-

tions, as well as novel applications with great opportuni-

ties in potential near futuremarkets, that canbenefit form

these tools.

A common framework for facilitating the acquisition, con-

version, processing, and rendering of these image modal-

ities is hence needed for fostering the development of

novel applications and for providing interoperability be-

tween different systems and technologies (Fig. 1). In

this context, the JPEG Committee – formally known as

ISO/IEC JTC1/SC29/WG1– isworking onnew standards

for light field, holography and point cloud compression.

This paper reviews the current status of the JPEG Pleno

(ISO/IEC 21794) standardization efforts [1] and is orga-

nized as follows. The use cases for the JPEG Pleno stan-

dard are summarized in Section 2. The requirements that

have been established are reported in Section 3. The four
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Fig. 1 – Conceptual illustration of the JPEG Pleno workflow and file format. A point cloud is encoded an encapsulated in a JPEG Pleno file. Thereafter

it is converted to a hologram deploying a computer-generated holography technique with the original intention to display it on an holographic display.

However, an end user does not have a holographic display at its disposal and converts it to a light field for display on a light field display. Note that one

of the powers of the JPEG Pleno file format is that it allows for storing simultaneously e.g. the holographic and light field data (not illustrated).

current parts of the JPEG Pleno standard are reviewed in

Section 4 and, in addition, future extensions are discussed

that are currently being prepared. Finally, Section 5 con-

cludes this paper.

2. USE CASES

The intrinsic 3D nature of plenoptic imaging naturally

provides the basis to a large number of applications. In

the context of JPEG Pleno standardization, multiple use

cases were identified and analyzed to derive a list of ap-

propriate requirements for the representation of the var-

ious addressed modalities. These use cases have been

discussed in several modality specific “Use Cases and Re-

quirements documents” ’ [2, 3, 4]. Examples of use cases

are:

• photography and video production,

• virtual, augmented and mixed reality,

• 3D content creation,

• health applications,

• manufacturing and construction,

• retail, robotics,

• surveillance with drones,

• cultural heritage.

For example, in industry, plenoptic representations are

deployed in non-destructive testing to build a better un-

derstanding of the structure of an object under test. Fur-

thermore, lenslet-based plenoptic cameras capture light

fields with a small baseline, but potentially a large num-

ber of supported viewing angles. A sufficiently large num-

ber of pixels under each microlens in both parallax di-

mensions results in a depth resolution that allows for

accurate surface profiling. Alternatively, holographic in-

terferometry [5] can provide nano-precision surface pro-

files and even measure surface reflection and polariza-

tion features. Finally, 3D profiling of larger scenes can

be achieved by deploying lidar technology, producing pre-

cise scene descriptions based on point clouds.

A particular use case is the recording of archaeological

sites, statues and monuments which provide a detailed

register of historical data [6]. Smaller artifacts can be

scanned more accurately utilizing these modalities. Even

the 3D texture of paintings can be registered allowing for

more in-depth analysis of e.g. the painting technique and

issued materials.

Plenoptic data also improves the perception of the real

world by machines, providing accurate 3D representa-

tions of the surrounding environment. Safe navigation

of autonomous vehicles is enabled by 3D scanning of the

surrounding environment [7].

An exploding market is 3D visualization provided by

head-mounted displays or holographic/light field dis-

plays. These devices require also compact representa-

tions in order to stream the content to these displays and

support interactivity. The applications here are ubiqui-

tous. Finally 3D and holographic printing are relevant in

the context of the manufacturing of prostheses, and holo-

graphic prints.

As shown in Fig. 2, the JPEG Pleno framework provides

support for these use cases both at creation or acquisi-

tion, or during consumption. Furthermore, a set of tools

based on JPEG Pleno associated metadata allows the user

to interact at different levels in an E2E chain and main-

tain even the necessary information during format con-

version.
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Fig. 2 – JPEG Pleno intends to support the full E2E chain of a plenoptic system. Acquired or generated plenoptic data and associated metadata is being

compressed and packaged by the JPEGPleno encoder and subsequently stored or transmitted. Thereafter, this data is depackaged, decoded and rendered

to be reproduced by e.g. a 3D/holographic printer or plenoptic display. Alternatively, the data can be consumed/analyzed by an autonomous (AI) system.

Note that the JPEG Pleno framework also facilitates conversion to other modalities throughout the E2E chain.

3. REQUIREMENTS

Following the use cases identified in the previous section,

the JPEG Committee has identified the relevant require-

ments for the JPEG Pleno project. These requirements

have been classified either as generic requirements, in

the sense that they simultaneously apply to light field,

point cloud and holography modalities, or specific re-

quirements in the sense that they are relevant only for one

of these modalities. While the mandatory requirements

are stated with a ‘shall’ (SA), the optional requirements

are stated with a ‘should’ (SO).

3.1 Generic requirements

The most recent JPEG Pleno generic requirements are

listed in the JPEG Pleno Call for Proposals on Light Field

Coding, issued on January 2017 [8]. Many of these

generic requirements are common in coding standards,

although a few of them are JPEG or plenoptic imaging

specific; further details for both of them may be found

in [8].

The common coding requirements are:

• high dynamic range, wide colour gamut, colour

space, transparency and opacity representation

(SA);

• highest possible compression efficiency (SA);

• near-lossless and lossy coding up to high quality

(SA);

• lossless coding (SO);

• compression efficiency/functionality tuning (SO);

• random access to subsets of the complete com-

pressed image data with fine granularity (SA);

• quality (SNR), spatial, depth and spectral resolution,

number of viewing angles, viewing angle range com-

plexity and content (object) scalability (SO);

• editing and manipulation such as change of depth of

field, refocusing, relighting, viewpoint change, navi-

gation, and enhanced analysis of objects (SA);

• error resilience for a large set of networks and stor-

age devices (SO);

• low encoding and decoding complexity in terms of

computational complexity; memory complexity and

parallelization (SO);

• privacy and security guarantees (SA);

• support for parallel and distributed processing (SO);

• low latency and real-time behaviour (SO);

• support for hierarchical data processing (SO).

The more plenoptic imaging specific requirements are:

• minimal number of representation models for the

various plenoptic modalities (SO);

• content description/metadata tools for efficient

search, retrieval, filtering and calibration of content

from the various imagingmodalities for all plenoptic

modalities (SA);

• signalling syntax to enable sharing of content be-

tween different displays or display elements (SO);

• JPEG ecosystem appropriate degree of forward and

backward compatibility (SO).

3.2 Light field specific requirements

Regarding the specific light field requirements, the

JPEG Pleno Call for Proposals on Light Field Coding [8]

enumerates the following features:

• Representation format – shall support a relevant

set of spatial and angular resolutions, multiple

colour/spectral components and 6 degrees of free-

dom (6-DoF); furthermore, should support capture

and display dependent/independent light field rep-

resentation, and a universal light field representa-

tion;

• Calibration model in metadata – shall support the

signalling of a calibration model in metadata to en-

able correct content transformation in the imaging

pipeline;

• Synchronization of data between sensors – should

support signalling syntax to enable synchronization

of content captured by different sensors;
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• Different (non-)linear capturing configurations –

shall support the representationof content produced

by various linear/nonlinear configurations and sig-

nalling the associated metadata, notably microlens

arrays on sensors, sensor arrays of different regular

or irregular layouts, rotating sensors/objects;

• Carriage of supplemental depth maps – should sup-

port carriage of supplemental depth maps as part of

the codestream or file format.

3.3 Point cloud specific requirements

Regarding the specific point cloud requirements, themost

recent JPEG Pleno Point Clouds – Use Cases and Require-

ments document [3] focuses on the following properties:

• Geometry scalability – shall allow for decoding the

point cloud geometry using only a part of the full bit-

stream. This shall provide for point clouds with an

increasing number of points, with increasing quality,

for a specified bit depth and increasing bit depth as

additional layers are decoded;

• Attributes scalability – shall allow for decoding point

cloud attributes using only a part of the full bit-

stream. This shall provide point cloud attributes of

increasing quality as additional layers are decoded;

• Randomaccess – shall allow the selective decoding of

a portion of the point cloud, allowing for selectively

decoding a portion of the point cloud corresponding

to avolume in3Dspaceor aportionof thepoint cloud

visible from a given viewpoint.

3.4 Holography specific requirements

Regarding the specific holography requirements, the

most recent JPEG Pleno Holography – Use Cases and Re-

quirements [4] lists the following additional features:

• Hologram types – shall support the following holo-

gram types: amplitude modulation hologram, phase

modulation hologram, and complex modulation

holograms;

• Representation format – Shall support one or more

of the following representation formats for the sup-

ported hologram types: amplitude-only, phase-only,

amplitude-phase, and real-imaginary;

• Field of view – shall support a large field of view;

• Bit depth – shall support holographic data with bit

depth ranging from bi-level to 16-bit integer preci-

sion.

In summary, the requirements above are those defining

the Call for Proposals and guiding the whole JPEG Pleno

specification process.

4. JPEG PLENO

The JPEG Pleno activities are currently at the draft inter-

national standard (DIS) phase for both Part 1 of the stan-

dard, which addresses the JPEG Pleno framework, and

for Part 2, which addresses the light field coding tools.

The deadline for Part 1 and 2 to be submitted for the ap-

proval stage of the Final Draft International Standard (fi-

nal draft international standard (FDIS)) is spring 2020.

Part 3 and Part 4 activities started in October 2019 and

the expected submission deadline for the FDIS approval is

October 2020. Fig. 3 summarizes the current JPEG Pleno

parts.

4.1 JPEG Pleno Part 1: Framework

This part defines the file format, named JPL (Jpeg PLeno),

providing a signalling syntax for storingmore detailed in-

formation and contextualization for plenoptic content of

which codestreams are encapsulated in the file. The com-

mittee issued an FDIS ballot text for this part as docu-

ment wg1n86056 in February 2020 [9]. The JPL format is

a box-based media file format, which relates back to the

Apple Quicktime format and which belongs to the same

family as the ISO/IEC 14496-12 ISO Base Media File For-

mat. The actual specification is based on the same syntax

as the box-based file format of JPEG 2000 in JPEG 2000

Part 1 [10] or Part 2 [11]. The box-based file format acts

as a binary container composed out of boxes, where each

box – named as a superbox – can contain other boxes.

A JPL file will start with a JPEG Pleno Signature box

and a File Type box, respectively signalling it concerns

a JPEG Pleno family file and versioning/compatibility in-

formation. Next, an optional XML box with a catalogue

can be included that provides a directory of the included

plenoptic content. One of the nice features of a JPL file

is that it can contain multiple plenoptic data sets repre-

sented in different modalities, i.e. point cloud, light field

or holographic data. This allows us to maintain differ-

ent representations of the same content throughout an

application chain and/or to fragment a complex data set

into smaller chunks that can be independently encoded.

The latter could potentially be interesting in the context

of large point clouds, which are hard to handle as a whole

due to memory constraints, or which should preferably

be handled in smaller units because individual parts have

a different semantic interpretation. A particular prob-

lem of plenoptic data is that a single codestream can be

extremely large compared to a regular image or video

content. Identifying the location of a particular code-

stream in a JPL file might hence result in an excessive file

parsing effort. Therefore, including an XML catalog box

is a more efficient mechanism that allows for providing

pointers that can direct the file parser immediately to the

right location in the file to read a particular codestream.

Besides the XML catalog box, the JPL file might contain

other XML boxes, UUID (info) boxes and IPR (Intellectual

Property Rights) boxes, signalling additional information
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Fig. 3 – JPEG Pleno is currently composed of four parts covering the file format, coding of light fields, conformance testing and reference software [9]

about the plenoptic content, eventually vendor-specific

information.

Thereafter, an optional JPEG Pleno Thumbnail box can be

included that contains a snapshot image of the complete

plenoptic scene covered described by the JPL file. This

will allow the end user to get a quick visual understand-

ing of the contained content without having to decode the

complete file. This snapshot can be quite advanced and,

for example, represent a multispectral image in case of

multispectral plenoptic content.

Next, the actual plenoptic content boxes are included.

Separate boxes are defined for light field, point cloud or

holographic content, respectively the JPEG Pleno Light

Field, Point Cloud, and Hologram boxes. Currently, only

the formatting of the first has been defined in JPEG Pleno

Part 2. The committee has issued an FDIS ballot text as

document wg1n87033 in May 2020 [12]. The boxes re-

lated to othermodalities are intended to be defined in the

future.

What is interesting to be mentioned at this point is that

JPEG Pleno Part 1 [9] contains also the specification of a

global and local reference grid system. Individual plenop-

tic data sets can be positionedwithin the global reference

grid system at a particular position and with a particular

rotation. The local reference grid system is utilized by the

codec engine operating on that elementary plenoptic unit.

In the earlier example of a point cloud segmented in N in-

dividual point clouds, the global coordinates and rotation

of each sub-point cloud would be signalled, but the point

cloud codecs would operate in different local coordinate

systems.

The file format extensions defined in JPEG Pleno Part 2 al-

low for efficient signalling of the codestream elements of

the encoded light field (see Section 4.2), but also of cali-

bration information for the light field. Intrinsically, Part 2

assumes a sub-aperture view based light field represen-

tation where each sub-aperture view corresponds with a

particular position of a pinhole camera. The codecs as-

sume that these (virtual) cameras are positioned in a pla-

nar array in the local coordinate system. Fig. 4 shows

the sub-aperture views from the Bikes lenslet-based light

field. View prediction and synthesis algorithms associ-

ated with the codec enable accounting for small offsets

of the cameras within the camera array plane. The cam-

era calibration box signals this information in conjunc-

tion with an additional translational offset perpendicu-

lar to the camera array plane positioning as well as rota-

tional offsets and intrinsic camera parameters – enabling

as such more complex camera arrays, where cameras

might even be positioned on a spherical surface. How-

ever, note that the prediction tools in the codec are only

based on the assumption of a planar configuration, albeit

some small in-plane, translational calibration offsets can

be accounted for.

In summary, the JPL format represents a flexible box-

based file format that is extensible such that future sup-

portedmodalities and functionalities can be efficiently in-

tegrated.

Fig. 4 – Sub-aperture views from Bikes lenslet-based light field.
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4.2 JPEG Pleno Part 2: Light field coding

An effective plenoptic modality is given by the light fields,

that define light rays in space by their (constant) inten-

sity and their intersection with two planes. This is equiv-

alent to representing the plenoptic function as a 2D array

of 2D views. In JPEG Pleno light field coding two coding

modes are defined: one exploiting the redundancy using

a 4D prediction process, the other exploiting the redun-

dancy in 4D light field data by utilizing a 4D transform

technique [13]. It is important to note that the two coding

modes are independent. The light fields are input to the

JPEG Pleno codec as 2D arrays of RGB 2D views [14].

The 4D TransformMode 4D TransformMode (4DTM) ex-

ploits the 4D redundancy of a light field by first partition-

ing it into variable-size 4D blocks. Then each block is

transformed using a 4D-DCT. The bit planes of the gen-

erated 4D array of transform coefficients are first par-

titioned and encoded using hexadeca-trees followed by

an adaptive arithmetic encoder. The partition process

and the bit planes clustering can be jointly determined

by a Rate-Distortion (R-D) Lagrangian optimization pro-

cedure although this an encoder issue and hence not pre-

scribed by the standard. The 4DTM mode also provides

random access capabilities.

In the 4D Prediction Mode (4DPM) a subset of views is

selected as reference views while the rest of the views

are referred to as intermediate views. The texture and

depth of the reference views are encoded using the JPEG-

2000 standard. The pixel correspondence information

between the reference views and an intermediate view is

obtained from the depth maps and camera parameters.

The pixels of each reference view are warped to the in-

termediate view location followed by the prediction stage

where the multiple warped views are merged into a com-

plete view using least-squares sense optimal predictors

over a set of occlusion-based regions. Being depth-based,

the 4DPM can efficiently encode light fields obtainedwith

a variety of light field imaging technologies such as those

obtained with micro-lens based plenoptic cameras and

camera arrays.

The 4DPMcan encode light fields very efficientlywhen re-

liable depth information is available. On the other hand,

the 4DTM does not need depth information for encod-

ing, but is efficient only for encoding light fields with very

high angular view density, such as the ones acquired by

plenoptic cameras. More details can be found in sec-

tions 4.2.2 and 4.2.1 of this paper.

4.2.1 4D-Transform Mode (4DTM)

The parameterization 𝐿(𝑠, 𝑡, 𝑢, 𝑣) is a 4D simplification of

the plenoptic function that considers the intensity of each

light ray constant along its path. Using the two-plane pa-

rameterization of light fields [15], a sample (pixel) of the

light field is referenced in a 4D coordinate system along

the 𝑡, 𝑠, 𝑣 and 𝑢-axes, where 𝑡 and 𝑠 represent the coor-

dinates of the addressed view, and 𝑣 and 𝑢 represent the

sample (spatial) coordinates within the images (views).

The encoder block diagram of the 4D-Transform Mode

(4DTM), introduced in Section 4.2 is pictured in Fig. 5.

The partitioning of the 4D blocks into sub-blocks is sig-

nalled with a binary tree using ternary flags indicating

whether a block is transformed as is, is split into 4 blocks

in the 𝑠, 𝑡 (view) dimensions or is split into 4 blocks in the

𝑢, 𝑣 (spatial) dimensions. Next, a separable 4D-DCT is ap-

plied.

The optimized partitioning for each transformed block

may be calculated by obtaining, for example, the La-

grangian encoding cost 𝐽𝑁, defined as 𝐽𝑁=𝐷 +𝜆𝑅, where

𝐷 is the distortion incurred when representing the origi-

nal block by its quantized version and 𝑅 is the necessary

rate to encode it. The other possible R-D costs are calcu-

lated whenever a 4D block is partitioned in its spatial or

view dimensions. For example, the left-hand side of Fig. 6

pictures a 𝑡𝑘×𝑠𝑘×𝑣𝑘×𝑢𝑘 4D-block subdivided into four sub-

blocks of sizes 𝑡𝑘×𝑠𝑘×⌊
𝑣𝑘

2
⌋×⌊

𝑢𝑘

2
⌋, 𝑡𝑘×𝑠𝑘×⌊

𝑣𝑘

2
⌋×(⌊𝑢𝑘−

𝑢𝑘

2
⌋),

𝑡𝑘×𝑠𝑘×(⌊𝑣𝑘−
𝑣𝑘

2
⌋)×⌊

𝑢𝑘

2
⌋ and 𝑡𝑘×𝑠𝑘×(⌊𝑣𝑘−

𝑣𝑘

2
⌋)×(⌊𝑢𝑘−

𝑢𝑘

2
⌋)

respectively. The optimized partitioning for each sub-

block is computed by a recursive procedure and the La-

grangian costs of the four sub-blocks are added to com-

pute the spatial R-D cost 𝐽𝑠. The block can be further par-

titioned in the view directions, with sub-blocks of sizes

defined in the right-hand sideof Fig. 6. Theoptimizedpar-

titioning for each sub-block is computed using a recursive

procedure and the Lagrangian costs of the four sub-blocks

are added to compute the view R-D cost 𝐽𝑣. One should

note that if the recursive procedure is expanded to trans-

form into a non-recursive one, it would be equivalent to a

bottom-up optimization of the tree.

Fig. 7 shows the hierarchical recursive partitioning. The

algorithm keeps track of this tree, returning a partition-

String flag that represents the optimized tree. When the

lowest cost is chosen, the current value of partitionString

is augmented by appending to it the flag corresponding to

the lowest cost chosen (Fig. 7: transform Flag, spatialSplit

Flag or viewSplit Flag). The string returned by the recur-

sive call that leads to the minimum cost is also appended

to the end of the partitionString, returning both the mini-

mum cost 𝐽𝑁, 𝐽𝑠 or 𝐽𝑣 and the updated partitionString.
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Fig. 5 – 4DTM encoder block diagram.

Fig. 6 – 4DTM 4D-block spatial and view partitioning.

The R-D optimized hexadeca-tree structure dictates the

quantization and entropy encoding steps. This tree is

built by recursively subdividing a 4D block until all sub-

blocks reach a 1×1×1×1 4D block-size. Starting from a

4D block of size 𝑡𝑏×𝑠𝑏×𝑣𝑏×𝑢𝑏, and a bit plane initially set

to a maximum bit plane value three operations are per-

formed represented by a set of ternary flags: lowerBit-

plane, splitBlock and zeroBlock. The first one lowers the

bit plane, where the descendant of the node is another

block with the same dimensions as the original one, but

represented with precision bitplane-1. Another opera-

tion splits the block meaning that a node will have up to

16 children, each one associated to a sub-block with ap-

proximately half the length of the original block in all four

dimensions. The remaining operation discards the block,

indicating that the node has no children and is repre-

sented by an all-zeros block, generating three Lagrangian

costs 𝐽0, 𝐽1 and 𝐽2, respectively. The optimization proce-

dure is called recursively for each sub-block and the re-

turned Lagrangian costs are added to obtain the new R-D

cost and its associated flag: lowerBitplane, splitBlock or

zeroBlock.

The 4D coefficients, flags, and probability context infor-

mation generated during the encoding process are in-

put to the arithmetic encoder, which generates the com-

pressed representation of the light field.

Random access capability is an important feature of the

4DTM.As the light field is divided into fixed-size 4Dblocks

(e.g. 𝑡𝑘×𝑠𝑘×𝑣𝑘×𝑢𝑘) that are independently encoded, ran-

dom access is provided. Another important feature of the

4DTM is the uniform quality of the reconstructed views.

This feature is very important for applications such as re-

focusing.

4.2.2 4D-Prediction Mode (4DPM)

In the 4DPM, depth information and camera parameteri-

zation are used for efficient representation and coding of

intermediate views from a set of reference views. As the

first step, the 4DPM method takes the light field 𝐿, con-

sisting of a set of 𝑇𝑆 views indexed by {(𝑡, 𝑠)|𝑡 = 0,… , 𝑇−

1, 𝑠 = 0,… , 𝑆 − 1}, and partitions it into ℎ𝑚𝑎𝑥 hierar-

chical subsets, as indicated by the label matrix 𝐻(𝑡, 𝑠) ∈

{ℎ0, … , ℎ𝑚𝑎𝑥}, where each subset of views corresponds to

a particular hierarchical level, as illustrated in Fig. 8. Ref-

erence views occupy the lowest hierarchical level ℎ0 = 1,

and intermediate views (having 𝐻(𝑡, 𝑠) > 1) are recon-

structed based on the views on the lower hierarchical lev-

els [16]. The hierarchical partitioning of views used in

4DPM is therefore similar to the frame referencing struc-

tures used in video codecs such as HEVC. However, the ef-

ficiency of the hierarchical coding order in 4DPM is based

on inter-view redundancies in the angular arrangement

of the views in the light field, in a way that can be paral-

leled to the inter-frame dependencies in video coding.

Reference view, depth and view prediction information

is encoded by default with JPEG 2000. However, the

JPEG Pleno file format syntax allows also support for a

whole series of other codec technologies such as JPEG-

1, JPEG LS, JPEG XS, and moreover in principle 4DPM can

be combined with any still image encoder. Different hi-

erarchical configurations can be selected depending on

the characteristics of the light field data and the desired

bit rate. For example, a micro-lens based plenoptic image

with high inter-view redundancy can be efficiently coded

using a single reference view at ℎ0, while for wide base-

line light fields, such as those obtained with camera ar-

rays, it may be more suitable to select multiple reference

views to occupy the lowest hierarchical level ℎ0. For low
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Fig. 7 – 4DTM 4D-block hierarchical spatial and view partitioning.

bit-rate applications, one may choose to use fewer refer-

ence views compared to high bit-rate applications.

For a given intermediate view the texture prediction of

4DPMconsists of two sparse prediction stages. In the first

stage, the depth information is used to warp the pixels

of the reference views to their corresponding locations

in the camera position of the target intermediate view.

Each warped reference view produces a distinct pattern

of disoccluded pixels. The aggregation of this information

over allwarped reference views canbe used to infer a use-

ful segmentation of the predicted intermediate view. The

segmentation used in 4DPM is generated by the split of

the set of pixels into various occlusion classes. Each oc-

clusion class defines a specific subset ofwarped reference

views. These subsets are used to obtain the optimal lin-

ear predictor the least-squares sense involving only the

relevant warped reference views at each pixel location of

the predicted view. The occlusion classes are specially de-

signed to handle the depth-basedprediction ofwide base-

line light fields where disocclusions in warped reference

views need to be considered during view merging.

The view merging stage is followed by inpainting, after

which the second sparse prediction stage is applied, in-

volving a 2D convolutionwith a spatially sparse filter, hav-

ing the template chosen adaptively by a greedy sparse fil-

ter design. The intermediate-depth views are also syn-

thesized using a depth-based viewwarping algorithm, al-

lowing each already processed hierarchical level to act as

a source of reference views for subsequent hierarchical

levels. Since each hierarchical level contributes a set of

reference views for the prediction of higher hierarchical

levels, the views on the higher hierarchical levels become

more efficiently coded compared to the lowerhierarchical

levels.

The 4DPM uses sample-based warping and merging op-

erations, which are very efficient when the disparity in-

formation is precise enough, differing in this respect from

the block-based approaches used in themulti-view exten-

sions of HEVC, namely MV-HEVC and 3D-HEVC. The oc-

clusion classes provide a localized prediction for each of

the regions, with each region having an arbitrary contour

based on depth features. Therefore, the contours of the

regions follow the borders of different depth levels in the

scene, and this makes the predictors to be specifically de-

signed for different objects or group of objects. The latter

adjustment of the predicted view using a 2D convolution

with an adaptively chosen filter template provides an ad-

justment of the predicted viewusing global features of the

image (such as global illumination conditions).

The entire texture and depth components of any interme-

diate view are reconstructed using the previously men-

tioned prediction stages. The view prediction stage of the

texture component is optionally followed by coding of the

view prediction error. When the application requires low

distortion of 𝐿, the view prediction error is usually en-

coded at every 𝐻(𝑡, 𝑠) > 1, while for applications target-

ing low rates and moderate distortion, the view predic-

tion error may not be encoded at all.

4.2.3 Part 2 Performance Evaluation

The coding tools described in Section4.2 are currently im-

plemented as a verification model software while design

activities for the reference software are ongoing. Differ-

ent technologies, initially proposed as a response to the

call for proposal for the JPEG Pleno standardization, have

gone through several exploration studies and core exper-

iments aiming at critically evaluating the coding perfor-

mance against state-of-the-art encoders and determine

actions for the performance and quality improvement of

the JPEG Pleno coding framework. Details about the ex-

perimental analysis, obtained results, and discussions are

reported in several research papers [13], [17].

The JPEG Committee provided a Common Test Condi-

tions (CTC) document [14], as well as a publicly available
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Fig. 8 – 4DPM hierarchical partitioning into reference and intermediate

views, with ℎ𝑚𝑎𝑥 = 3, when processing the views (𝑡, 𝑠) of 𝐿 for which

𝐻(𝑡, 𝑠) = 3.

JPEG Pleno database [18] to fairly evaluate experimental

results of the different proposed codecs. All the experi-

mental comparisons performed in this paper followed the

procedures as outlined in the JPEG Pleno Common Test

Conditions (CTC) document [14], which also defines all

the metrics used for the evaluation (PSNR-Y, PSNR-YUV

and SSIM). For completeness, we specify below the equa-

tion thatwas used to calculate the PSNR-YUV, this formula

is specified in [14] and [19]:

𝑃𝑆𝑁𝑅𝑌𝑈𝑉 = (6 × 𝑃𝑆𝑁𝑅𝑌 + 𝑃𝑆𝑁𝑅𝑈 + 𝑃𝑆𝑁𝑅𝑉)/8

Also, the precise configuration of the x265 codec is de-

fined in the CTC document. Please note that x265 was

used instead of HM reference software since the latter

was to slow for the experiments to be completed. For the

4DTM codec only results for the lenslets-based data sets

are reported, as its coding design is suitable for very high-

density light fields.

Low variation of the quality of the reconstructed views is

required in refocusing applications, for example. Fig. 9

depicts the values of average, maximum, minimum,

and confidence interval of one standard deviation of

PSNR-YUV for the data sets Bikes, Danger de Mort,

Fountain&Vincent2 and Stone Pillars Outside, respec-

tively [18]. Due to the lenslet light field camera acqui-

sition process, in all lenslet data sets, the four views at

the corners are much darker than the rest. When coding

these data sets using the4DTMthe corners views aremul-

tiplied by 4 before encoding and divided by 4 after decod-

ing. This procedure decreases the corner views coding er-

ror by 4, increasing their metric values. Therefore, in or-

der to show fairer results, these corner views have been

removed from the PSNR-YUV Max computation (Fig. 9).

Table 1 shows the Bjøntegaard delta rate (BD-BR (%))

and the Bjøntegaard delta PSNR (BD-PSNR (dB) [20] re-

garding the PSNR-Y and PSNR-YUV results obtained for
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Fig. 9 – 4DTM: PSNR-YUV max, min, average and standard deviation

values of the reconstructed views.
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Fig. 10 – 4DPM: PSNR-YUV values of the reconstructed high density

camera-array images.

the lenslets data sets: Bikes, Danger de Mort, Foun-

tain&Vincent2 and Stone Pillars Outside [14]. Both cod-

ing modes outperform the x265 codec implementation

of the H.265/HEVC standard [14] (Table 1). For these

very high-density light fields, the 4DTM presents bit-rate

savings for the same PSNR-YUV values when comparing

with the 4DPM. The former also outperforms the latter

when assessing the BD-PSNR(dB) values for the same av-

erage PSNR-YUV difference in dB for the same bit rate,

as reported in Table 1. When comparing only the lumi-

nance results (PSNR-Y), the 4DTM is outperformed by the

4DPM in both BD-rate and BD-PSNR values for the Foun-

tain&Vincent2 data set (Table 1). The 4DTM codec does
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not employ any type of prediction structure, nor uses

depth maps, which is enough for very high-density light

fields. Its design relies on a very simple R-D governed

pipeline. These results have been reported in [17].

The performance of the 4DPM, which relies on the hier-

archical depth-based view reconstruction scheme, is il-

lustrated in Fig. 10. The PSNR-YUV results are reported

for the high-density camera-array (HDCA) images Greek,

Sideboard, Tarot, and Set2 [18]. Table 2 shows the Bjøn-

tegaard delta rate (BD-BR (%)) and the Bjøntegaard delta

PSNR (BD-PSNR (dB) [20, 19] regarding the PSNR-Y and

PSNR-YUV results obtained for the HDCA images. The

HDCA images correspond to light fields with wide base-

lines, offering less redundancy between the views, when

compared to the lenslet-based light fields. The 4DPMout-

performs x265 especially at the low rates due to the effi-

cient depth-based view reconstruction scheme. The com-

parisons have been conducted according to the Common

Test Conditions specifications and validated by ISO/IEC

SC29WG1 experts.

Table 1 – Bjøntegaard delta rate (BD-BR (%)) and BD-PSNR (dB): Bit-

rate savings and average PSNR difference comparison (reference in

boldface).

PSNR-YUV BD-BR (%)

Bikes Danger Fountain Pillars

4DTM vs x265 -32.15 -36.37 -6.22 -30.24

4DPM vs x265 -0.32 -13.65 -5.86 -13.07

4DTM vs 4DPM -31.47 -21.97 -11.15 -10.51

PSNR-Y BD-BR (%)

Bikes Danger Fountain Pillars

4DTM vs x265 -19.02 -24.18 -13.04 -20.23

4DPM vs x265 0.80 -14.87 -8.59 -11.39

4DTM vs 4DPM -22.37 -7.06 3.08 -0.83

PSNR-YUV BD-PSNR (dB)

Bikes Danger Fountain Pillars

4DTM vs x265 1.41 1.46 0.54 0.96

4DPM vs x265 0.31 0.62 0.33 0.43

4DTM vs 4DPM 0.95 0.69 0.26 0.31

PSNR-Y BD-PSNR (dB)

Bikes Danger Fountain Pillars

4DTM vs x265 1.06 1.11 0.11 0.73

4DPM vs x265 0.29 0.77 0.52 0.49

4DTM vs 4DPM 0.72 0.24 -0.18 0.07

4.3 JPEG Pleno Part 3: Conformance testing

JPEG Committee has established JPEG Pleno Part 3 for

describing the conformance testing methodology used to

ensure that an application complies with the standard. It

provides a framework to enable conformity testing and

includes, for instance, a description of expected function-

ality, quality, and speed performance testing. Since the

JPEG Pleno standard includes a considerable bulk of fea-

tures, which can be used for enabling diverse applica-

tions, a series of conformance tests are being defined.

Table 2 – Bjøntegaard delta rate (BD-BR (%)) and BD-PSNR (dB): Bit-

rate savings and average PSNR difference comparison (reference in

boldface).

PSNR-YUV BD-BR (%)

Greek Sideboard Tarot Set2

4DPM vs x265 -33.47 -29.59 22.37 -32.34

PSNR-Y BD-BR (%)

Greek Sideboard Tarot Set2

4DPM vs x265 -5.12 -17.06 68.23 -1.28

PSNR-YUV BD-PSNR (dB)

Greek Sideboard Tarot Set2

4DPM vs x265 0.80 0.91 -0.71 1.41

PSNR-Y BD-PSNR (dB)

Greek Sideboard Tarot Set2

4DPM vs x265 0.17 0.46 -1.56 0.32

Two groups of conformance tests are currently available.

These groups retain a subset of features from JPEG Pleno

Part 2 standard, which depends on the encoding mode.

The first group of tests corresponds to the 4DTM tool. The

second group of tests addresses the 4DPM tool.

During the decoder conformance testing, a procedure is

executed to evaluate the conformance according to the

conformance class the decoder belongs to, given a spe-

cific encoding mode. conformance classes define the con-

straints to which a given JPEG Pleno implementation is

subjected.

The procedures are designed based on abstract test suites

(ATS) specifications, which define general tests for com-

ponents of parts 1 and 2 of the JPEG Pleno standard. Each

ATS defines test purposes, methods, and references of the

portion of the document that is being tested. The practi-

cal embodiment of the ATS are the executable test suites

(ETS). Commonly ATS are embodied into one ETS, which

consists of codestreams, reference decoded images, a tex-

tual description of the contents of the codestreamand tol-

erance values for MSE and peak error.

4.4 JPEG Pleno Part 4: Reference software

For the purpose of testing JPEG Pleno encoder and de-

coder implementation and to help those implementing

adequately understand the algorithms and methods of

Parts 1 and 2, the JPEG Committee provides a reference

software in JPEG Pleno Part 4 (ISO/IEC 21794-4). The

source code of this reference software is informative only.

It is entitled Jpeg PlenoModel (JPLM) and has been devel-

oped to ensure a fast proliferation of the JPEG Pleno stan-

dard and to be utilized in the conformance testing proce-

dure described in Section 4.3.

The JPLM was designed with a focus on maintainabil-

ity, integrability, and extensibility rather than encoding

anddecoding speeds. Thesenon-functional requirements

wereprioritizedbecause the JPEGPleno is a complexmul-
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tiparty framework and, therefore, the JPLMdesign should

favour successful bug-fix actions, allow the addition of

new capabilities or functionality, and enable the aggrega-

tion of subsystems (in case of creation of new features via

future amendments, for instance). In other words, JPLM

architecturehasbeendesignedhaving inmind future sup-

port for point cloud and holography extensions.

JPLM complies with JPEG’s recommended practices for

software development and maintenance.This compliance

requires a permissive software license and, therefore,

JPLM uses a BSD 3-clause license. Moreover, JPLM imple-

ments unit tests extensively. These tests ensure that im-

plemented functionalities remain during software devel-

opment. These tests also form part of the development

pipeline that adopts continuous integration (CI) tools.

4.5 JPEG Pleno point cloud

4.5.1 Current status

Support for point cloud coding will form a future part of

the JPEG Pleno standard and the JPEG Committee is cur-

rentlyworking towards this goal. As a necessary first step

in this direction, the JPEG Committee is currently work-

ing on determining the best objective and subjective as-

sessment methodologies for this activity. This will sup-

port the later evaluation of point cloud coding solutions

to be added to the JPEG Pleno standard.

The JPEG Committee plans to compare different compet-

ing coding solutions against anchor point cloud codecs

used with well-defined parameter settings to reference

encoded contents at a variety of quality levels. To be con-

sistent the state of the art for point cloud coding, the V-

PCC and G-PCC codecs in use by the MPEG Committee

have been selected as anchor codecs [21].

Point cloud quality assessment is essential to selecting

and evaluating potential submissions to form part of a

new standard in this area. Point positions may be ar-

ranged on a regular grid (for example on a voxel grid) or

irregularly arranged in 3D space. In addition to geometri-

cal information, attributes such as colour, surface normal,

texture and bump maps or scientific data such as tem-

perature may be associated with individual points or the

point cloud as a whole. The manner in which the point

cloud is rendered, including whether the points are ren-

dered as individual points or are connected by amesh and

how the mesh is formed can also greatly change subjec-

tive judgments of quality [22]. Point cloud data is 3D in

nature, however current 3D display systems such as 3D

monitors or Head-Mounted Displays (HMDs) often have

lower resolution and narrower colour gamut than high-

level 2D monitors typically used for subjective quality

assessment. This further complicates subjective assess-

ment of quality.

4.5.2 Objective quality assessment

The JPEGCommitteemeasures theperformance of propo-

nent codecs against the anchors using a variety of objec-

tive measures including bit rate, and for random access,

the ratio of bits decoded to access a region of interest ver-

sus bits required to decode the entire point cloud. How-

ever, here we will expand on the measures of geometric

fidelity employed by the JPEG Committee. The measures

described here have been chosen to be consistent with

the MPEG Committee, in line with the desire of the JPEG

Committee to be consistent with other efforts in this field.

These are as follows:

Average Point to Point Distance (D1): This measure starts

with the identification of corresponding points on a ref-

erence and processed point cloud by a nearest neighbour

algorithm. The Euclidean distance between the corre-

sponding points on the reference and processed point

clouds is then calculated. The set of distances computed

in this way for the entire processed point cloud are then

arithmetically averaged as the quality measure [21].

Average Point to Plane Distance (D2): For this measure,

a nearest neighbour algorithm identifies corresponding

points between the reference and processed point cloud.

A tangent plane is then fitted to the neighbourhood of the

point on the reference cloud taking into account any nor-

mal information available and the normal of the plane is

used to compute the smallest distance between the point

on the processed cloud and the plane fitted to the refer-

ence cloud. The set of distances computed for the entire

processed point cloud are then arithmetically averaged as

the quality measure [21].

Average Plane to Plane Similarity: This metric is based

on the angular similarity of tangent planes of corre-

sponding points between the reference and processed

point clouds. A nearest neighbourhood algorithm identi-

fies corresponding points in the reference and processed

point clouds and tangent planes are fitted to the local ar-

eas of the corresponding points on both the reference and

processed point clouds. The minimum angle between the

two planes is then computed and used to compute an er-

ror value between the tangent planes [23] for every point

on the processed point cloud. The mean square of the er-

ror values is then computed and the logarithmof a ratio of

a constant and thismean square value is used as the error

measure (akin to a peak signal to noise ratio).

Point to Point AttributeMeasure: Thismeasure startswith

the identification of corresponding points on a reference

and processed point cloud by a nearest neighbour algo-

rithm in line with the D1 metric. For colour attributes,

theMSE for each of the three colour components between

the corresponding point is calculated in YCbCr space. The

set of colour distances computed in thisway for the entire

processed point cloud are then arithmetically averaged as

a final PSNR quality measure [21].
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4.5.3 Subjective testing protocols

Despitemanyyears of effort, current point cloudobjective

qualitymetrics do not correlatewell with subjective judg-

ments [24]. The best judge of point cloud visual quality

continues to be human visual appraisal. The JPEG Com-

mittee has adapted an existing subjective testing proto-

col [24] for the evaluation of point cloud quality. This pro-

tocol involves the following steps:

• A view path is determined for each reference point

cloud in the form of a smooth path of movement

around the point cloud that allows the observer to

view the point cloud from a variety of viewpoints ap-

propriate for the content.

• For each point cloud, a 2D video is created where the

frames are the projections of the point cloud onto

a virtual camera image plane as it moves along the

complete view path. Each video lasts for a duration

of 24 seconds at a rate of at least 30 frames per sec-

ond.

• The videos of the reference and the processed point

cloud are presented side-by-side, synchronized, on a

2D monitor. Subjects are asked to judge the degree

of impairment of the processed point cloud relative

to the reference point cloud on a 5 point degrada-

tion/impairment scale according to the established

Double Stimulus Impairment Scale (DSIS) system

outlined in Recommendation ITU-R BT.500.13 [25].

• Collected data has outliers removed and is averaged

into mean ppinion scores according to Recommen-

dation ITU-R BT.500.13 [25].

Thepoint cloud activity issued aCall for EvidenceonPoint

Cloud Coding in early 2020 and next steps for this activity

are to evaluate submissions to the call and progress to a

Call for Proposals for static point cloud coding solutions

that may form a new part in the JPEG Pleno standard.

4.6 JPEG Pleno Holography

4.6.1 Current status

Holograms deliver a realistic three-dimensional view-

ing perception with no vergence-accommodation conflict

(VAC), since they record and reproduce 3D scenes by rep-

resenting both the amplitude and phase of light. Recently,

digital holography has received considerable attention

and has become popular in digital microscopy and inter-

ferometry. Moreover, holographic displays and printing

are attracting increasingly more interest. However, since

the quality of digital holograms depends on their pixel

pitch and resolution [26], they contain a massive amount

of data. Hence, efficient compression is necessary to real-

ize holographic imaging services. JPEG Pleno Holography

is the first international standardization activity targeting

digital hologram compression.

The JPEG Pleno Holography initiative has to solve a num-

ber of problems that need to be addressed before stan-

dardization can effectively be launched.

First, several test data have been collected for exper-

iments. These holograms were optically captured via

interferometry or synthesized via Computer-Generated

Holography (CGH) techniques to covermicroscopic (holo-

graphic microscopy and tomography) and macroscopic

applications (display and printing). Several hologram

databases [27] are currently available via the JPEG web-

site.

Second, holograms are typically represented as complex-

valued data. Hence, codecs have to account for this char-

acteristic and real & imaginary or amplitude & phase rep-

resentations need to be supported.

Third, since no advanced holographic display exists cur-

rently, alternative quality assessment procedures need to

be designed to evaluate the decoded holograms [28].

To address these issues, the JPEG Committee has been

conducting exploration studies aiming at (1) defining ob-

jective and subjective quality evaluation procedures for

holography and (2) designing a numerical reconstruction

software to be used as a tool for hologram reconstruction.

Currently, the common test conditions (CTC) arebeingde-

fined and a call for proposals (CfP) is scheduled for 2020.

4.6.2 Numerical reconstruction software

Before discussing the test procedures, this section ad-

dresses the numerical reconstruction software that was

designed to facilitate testing. Indeed, to assess the per-

formance of holographic data coding solutions, it is neces-

sary to compare the visual quality and/or signal-to-noise

ratios of scene images numerically reconstructed from

the decoded and original reference holograms.

To this end, a Numerical Reconstruction Software for

Holography (NRSH) has been developed in Matlab, en-

abling the reconstruction of different types of holograms,

including complex and real-valued, monochromatic and

colourful holograms. Utilizing one unique well-validated

software environment for this process guarantees that no

unexpected distortions are introduced, which might be

the case when using proprietary software.

Fig. 11 shows the reconstruction of a complex-valued

hologram from two different viewing angles using NRSH

software. Depending on the type of input hologram,

three methods can be used to simulate the propagation

of light waves: the Angular Spectrum, Fresnel and Fraun-

hofer diffraction formulas. Furthermore, to reconstruct

the hologram from different viewing angles, it is possible

to simulate a synthetic pupil aperture in the observer’s
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Fig. 11 – Reconstruction of complex-valued hologram Piano8K from two different viewing angles using the Numerical Reconstruction Software for

Holography (NRSH).

plane, using either a pixel-based or angle-based declara-

tion. The latter allows for declaring not only square but

also rectangular apertures.

NRSH supports two operating modes: batch mode and a

Graphical User Interface (GUI) mode. The software ac-

counts for the main reconstruction parameters such as

wavelength, pixel-pitch, reconstruction distance as well

as the dimension and position of the synthetic pupil aper-

ture.

4.6.3 Objective quality assessment

Three main strategies are foreseen for quality testing. A

first approach measures the quality of the holograms in

the hologram plane. This is the easiest approach and ba-

sicmeasurementsmade are based onmean squared error

(MSE) and peak signal-to-noise ratio (PSNR). These mea-

surements report the global quality of the hologram but

do not return any information on how measured errors

translate into distortions in the reconstructed holograms.

Therefore, to evaluate the reconstruction quality of the

decoded holograms, in a second measurement strategy,

the hologram is back-propagated to the object plane such

that visually consumable reconstruction of the hologram

is being produced. Note that the NRSH software is de-

ployed in this context. Please also note that some coding

solutions operate in the object plane as well, particularly

in the context of encoding shallow scenes.

The NRSH software will not reconstruct solely one view-

ing position but typically multiple, focusing the recon-

struction on the foreground, middle and background of

the scene in addition tomultiple viewing angles (left, cen-

tre, right, top, bottom). This allows for assessing the im-

pact of the codecs under test at different reconstruction

points. If the codecs prioritize e.g. lower frequencies as

classical codecs do, depth information will be removed

and reconstructions at larger viewing angles will be poor.

Besides classical MSE, PSNR and SSIMmetrics, othermet-

rics can be deployed as well in this domain. A wide set of

objectivemetrics is currently in the process of being eval-

uated. However, it is important to realize that numerical

reconstruction gives rise to speckle noise. This noise is

typically jeopardizing the correct operation of more ad-

vanced quality metrics. A solution to handle this problem

is to deploy denoising filters, but yet again these are not

solely impacting the speckle noise but also intrinsic rele-

vant information about the scene [29, 30].

Finally, a third approach will deploy application-specific

tools that extract for example refractive index informa-

tion or phase profiles from microscopic holograms of

respectively, biological samples or interferometric mea-

surements. It will be studied how these measurements

are impacted by the codecs under test.

4.6.4 Subjective testing protocols

As mentioned earlier, the availability of holographic dis-

plays is still poor. Moreover, testing on such (experimen-

tal) displays is time-consuming and intensive for test sub-

jects. However, recent research has demonstrated that

light field or regular 2D displays can be used instead and

still provide sufficient insight in the reconstruction qual-

ity of compressed holographic content [31].

The strategy followed for 2D display is that a few numer-

ical reconstructions of the hologram, at different depths

and angles, are compared for both the reference and com-

pressed hologram in a Double Stimulus Impairment Scale

(DSIS) [25] side-by-side comparison test.

For light field displays, a reconstruction of the hologram

is provided for every supported viewing angle, converting

the hologram into a light field for a particular depth of fo-

cus. The test subject is subsequently consuming in an au-

tostereoscopic fashion a light field reconstruction of the

hologram. Also here the evaluation procedure is based on

a Double Stimulus Impairment Scale (DSIS) [25], though

the reconstructed light fields of the reference and com-

pressed holograms are displayed sequentially to the test

subject.
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Therefore, in a first subjective testing campaign when

evaluating proposed technologies, JPEG follows these two

subjective evaluation strategies.

5. CONCLUSIONS AND FUTURE PLANS

This paper has presented the current status of the up-

coming International Standard for light field, hologra-

phy and point-cloud compression, namely ISO/IEC 21794

JPEG Pleno. The parts currently under final standardiza-

tion phases are the ones addressing the container file for-

mat (Part 1) and the compression of light field data (Part

2). The conformance testing (Part 3) and the reference

software (Part 4) parts are under development. Ongo-

ing activities on JPEG Pleno for point cloud compression

have identified a set of requirements that appears not be-

ing addressed by existing point cloud coding solutions

and that are currently under investigation through core

experiments. The JPEG Committee is currently complet-

ing the exploration activities on holography coding, defin-

ing the common test conditions for evaluating holography

compression tools, and preparing the call for proposal for

compression of holographic data.
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Abstract – The ITU-R BS.1770 multichannel loudness algorithm performs a sum of channel energies with weighting co-
efficients based on azimuth and elevation angles of arrival of the audio signal. In its current version, these coefficients
were estimated based on binaural summation gains and not on subjective directional loudness. Also, the algorithm lacks
directional weights for wider elevation angles (|φ | ≥ 30◦). A listening test with broadband stimuli was conducted to collect
subjective data on directional effects. The results were used to calculate a new set of directional weights. A modified ver-
sion of the loudness algorithm with these estimated weights was tested against its benchmark using the collected data, and
using program material rendered to reproduction systems with different loudspeaker configurations. The modified algorithm
performed better than the benchmark, particularly with reproduction systems with more loudspeakers positioned out of the
horizontal plane.

Keywords – Broadcasting, loudness, signal processing, spatial audio, subjective test.

1. INTRODUCTION

In recent years, audio signal normalization based on loud-
ness became a regular practice and the loudness algorithm
described in Recommendation ITU-R BS.1770 is now
ubiquitous in broadcasting and content producing work-
flows. With the advent of object and scene-based sound
systems, it is reasonable to wonder if a channel-based
loudness measurement, originally designed for stereo and
5.1 content, would still suit the needs of program level
management and control. After a hiatus, Rapporteur
Group on loudness measurement algorithm (RG-32) was
re-established in March 2019 to resume studies on mea-
surements for object and scene-based audio in light of the
new Recommendation ITU-R BS.2127, which specifies the
reference renderer for these immersive audio formats [1].
Whether the algorithm will evolve to a format-based loud-
ness computation or remain multichannel, and be used in
the output of the renderer, is still to be determined.

An attempt to address this issue was made in the latest ver-
sion of ITU-R loudness model (BS.1770-4), in which the
positional weighting coefficients were extended to an unre-
stricted number of channels [2]. The weighting coefficient
Gi for an i-th position is derived from Table 1, which is a
generalization of the original 5.1 weighing scheme for the
horizontal plane, and no weighting is applied in broader
elevation angles (|φ | ≥ 30◦). Although RG-32 considered
differences of directional loudness in wider elevation an-

gles, the Rapporteur Group decided to keep simple posi-
tional weights envisioning backward compatible extension
of ITU-R BS.1770-3 and, consequently, avoiding imple-
mentation issues.

Table 1 – Position-dependent channel weightings in ITU-R
BS.1770-4

Elevation (φ ) Azimuth (θ )
|θ |< 60◦ 60◦ ≤ |θ | ≤ 120◦ 120◦ < |θ | ≤ 180◦

|φ |< 30◦ 1.00 (± 0 dB) 1.41 (+ 1.50 dB) 1.00 (± 0 dB)
else 1.00 (± 0 dB)

At that time, RG-32 conducted experiments with two dif-
ferent datasets using 5.1 and 22.1 loudspeaker configura-
tions. The obtained Pearson correlation coefficients, de-
scribing the linearity of the relationship between mea-
surements and subjective results, were r = [0.817,0.902],
which were lower than the correlation obtained in the
original tests of ITU-R BS.1770 (r = 0.977) [2, p.17].
Also, authors in [3] tested this set of weights using 5.1
and 7.1 systems with and without screen loudspeakers.
From a common database comprised of object and channel-
based content, listening tests were made in three test
sites and the observed correlation coefficients were r =
[0.962,0.820,0.898], being the first coefficient the only
one on par with the correlation from the original ITU-R
tests. Thus, the question on how to account for directional
weighting in the ITU-R loudness model is still valid.
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1.1 Directional weighting estimation in ITU-R
BS.1770-4

Directional weights in the Recommendation were sug-
gested in contributions to the Rapporteur Group, and later
disclosed by Komori et al. [4]. Although the documents do
not provide further detail on how these calculations were
made, they can be traced back to the references below.

Robinson and Wittle first performed a subjective test to in-
vestigate loudness as a function of the orientation of the
sound source. Through a series of sound pressure level
(SPL) measurements at the ears of the listeners, the authors
stated a binaural summation law of the form:

L = g× log2

(
2

Lle f t
g +2

Lright
g

)
, (1)

where g is a 6 dB binaural gain and L is the sound pressure
level equivalent to any combination of incident sound pres-
sure levels, being them diotic (Lle f t = Lright ) or dichotic
(Lle f t 6= Lright ) [5].

A different binaural summation gain for Equation (1) was
derived with the method proposed by Sivonen and Eller-
meier in an experiment with narrowband, anechoic stim-
uli. The experimental gain g was estimated by a mini-
mization of the sum-of-squares of the errors (SSE) between
the directional loudness sensitivities (DLS) of listening test
subjects and the sensitivities computed by Equation (1).
Squares were summed across I azimuth angles and J repe-
titions [6]. The minimum SSE is calculated as:

min
g

[
I

∑
i=1

J

∑
j=1

{
DLSi, j−

[
Lcompi(g)−Lre f (g)

]}2

]
, (2)

where Lcompi and Lre f are levels computed with Equa-
tion (1), corresponding to the compared incidence, and to
the frontal incidence of reference, respectively. The study
obtained Lre f and Lcompi , ∀i from individual Head-Related
Transfer Functions (HRTFs) of the expert subjects in their
listening test. A value of g ≈ 3 dB was then estimated by
averaging Equation (2) computations per participant.

Authors in [4] computed the channel weighting values, or
binaural loudness summation gains, in Table 2 by comput-
ing Equation (1) with g = 3 dB and Lle f t(θ) and Lright(θ)
obtained from HRTFs of each azimuth angle θ = ϑ in the
table. Based on the verification that the effect of incidence
angle on loudness is attenuated for wideband and rever-
berant sounds [7], the authors chose to normalize results
to 1.5 dB and approximate them in 1.5 dB steps to ensure
backward compatibility, leading to the directional weight-
ing gains of the ITU model summarized in Table 1.

However, a further study by the authors in [6] computed
Equation (2) with Lre f and Lcompi , ∀i obtained through
SPL measurements taken with a Head and Torso Simula-
tor (HATS), and with DLS subjective scores taken from
naive participants. Minimization of the objective function
in Equation (2) yielded g ≈ 6 dB, closer to the binaural

Table 2 – Binaural summation gains computed for φ = 0◦ and
directional weights proposed by the authors of [4] to RG-32.

Azimuth (θ ) 0◦ ±30◦ ±60◦ ±90◦ ±110◦ ±135◦ 180◦

Computed
levels (dB) 0.00 1.36 4.47 5.22 4.46 0.84 −8.25
Normalised
gains (dB) 0.00 0.39 1.29 1.50 1.28 0.24 −2.37
Proposed
weights (dB) 0.00 0.00 1.50 1.50 1.50 0.00 −1.50

summation law in [5]. The authors observed that the effect
of the contralateral incidence in the response variable was
larger in the listening test with naive participants, although
the difference in binaural gains in both studies might be due
to chance, according to their statistical analysis [8].

Additionally, experiments in [5, 6] were conducted in ane-
choic chambers using single channel narrowband noises as
stimuli, while the derived weights for |φ |< 30◦ were tested
in [3, 4] with broadband content rendered to 5.1, 7.1 and
22.2 loudspeaker settings, resulting in different correlations
between objective measurements and subjective scores ob-
served in the test sites. It is possible that these different
results were due to elevation effects not accounted for in
the weighting scheme of Table 1. Therefore, the question
on how to model directional effects on the ITU-R loudness
algorithm requires further investigation.

The goal of the present study was to obtain subjective data
on directional effects in order to estimate a new set of bin-
aural summation gains. The next sections contain a de-
scription of the listening test, followed by an attempt to
reproduce the estimation that led to ITU-R BS.1770-4 and
by a new approach to the problem. The modified algorithm
was then tested against a different set of subjective data on
multichannel audio.

2. LISTENING TEST
A loudness matching test was undertaken to obtain DLS re-
sponses through SPL adjustments required for equal loud-
ness of sounds coming from different azimuths and eleva-
tions. For this listening test, a 22-channel electroacoustic
system was used to reproduce broadband pink noise test
signals in a ITU-R BS.1116 critical listening room [10] .

2.1 Design

Broadband pink noise stimuli, bandlimited from 200 Hz to
15 kHz, were reproduced by a 22 loudspeaker setup speci-
fied as layout ‘H’ in Recommendation ITU-R BS.2051 for
advanced sound systems [9]. The layout is described in
Table 3 where labels indicate bottom, middle, upper and
top loudspeakers; and their correspondent azimuths. The
time-aligned and level-equalized system was mounted in an
ITU-R BS.1116 standard listening room with dimensions
7.35m length, 5.7m width, and 2.5m height [11]. Mean re-
verberation time between 500 Hz and 1 kHz octave bands
is RT60 = 0.22s.
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Table 3 – Azimuths and elevations of the 22.2 reproduction lay-
out ‘H’ in Recommendation ITU-R BS.2051 for advanced sound
systems [9] .

Azimuths θ (◦) Elevations φ (◦) ITU-R BS.2051 labels
−45 −30 B-045

0 −30 B+000
+45 −30 B+045
−135 0 M-135
−90 0 M-090
−60 0 M-060
−30 0 M-030

0 0 M+000
+30 0 M+030
+60 0 M+060
+90 0 M+090
+135 0 M+135
+180 0 M+180
−135 +30 U-135
−90 +30 U-090
−45 +30 U-045

0 +30 U+000
+45 +30 U+045
+90 +30 U+090
+135 +30 U+135
+180 +30 U+180

0 +90 T+000

All loudspeakers but the sub-woofers were Genelec 8330A.
Sub-woofers were not used since the ITU-R loudness algo-
rithm does not include Low-Frequency Effects (LFE) chan-
nels in its power sum. Genelec Loudspeaker Manager soft-
ware was used for level alignment with respect to the cen-
tral listening position and for automatic calibration of the
frequency response equalization. A HATS placed at the
listener position was used for calibration. The system was
calibrated so that a−23 LKFS (Loudness, K-weighted, rel-
ative to nominal full scale) pink noise signal reproduced
from the frontal loudspeaker (θ = 0◦, φ = 0◦) measured
65 dBA(slow) (Slow, A-weighted Sound Level) at the ears
of the dummy head. HATS internal levels were also ad-
justed so that the binaural capture of the calibration signal
also measured a loudness level of −23 LKFS.

Subject response format is given by Directional Loudness
Sensitivity (DLS), which is the level difference between
the frontal incident sound of reference and the non-frontal
incident test sound after the loudness of both sounds are
matched. The experiment was performed by twelve expert
listeners in two fifty-minute sessions with a one-day break
in between. The group was composed of postgraduate stu-
dents and staff from the Institute of Sound Recording and
the Centre for Vision, Speech, and Signal Processing at the
University of Surrey; and undergraduate students from the
Tonmeister course at University of Surrey. All subjects had
prior experience of critical listening tests.

2.2 Methodology

Loudness matching tasks were performed with a method-
of-adjustment procedure, in which subjects were required

to adjust an acoustic attribute of a sound event (level) until
the auditory event (loudness) corresponded to the auditory
event of a reference stimulus. Participants were presented
with a graphical user interface shown in Fig. 1 containing
the instructions for the test. The interface was free from
sliders, faders, Volume Unit (VU) meters or any indication
of current levels and ticks for visual anchoring. This was
made to avoid subject bias caused by intuitive notions of
scaling and to ensure that DLSs were collected based solely
on acoustic information.

Fig. 1 – Graphical User Interface (GUI) of the listening test.

Broadband stimuli specified in Section 2.1 were repro-
duced by the electroacoustic system in a series of trials.
In each trial, a test sound was randomly presented by one
of the sources in Table 3, along with the reference sound
presented by the frontal source M+000 (θ = 0◦, φ = 0◦).
Sounds could be seamlessly interchanged by pressing spe-
cific keyboard buttons. The test sound was initially pre-
sented 10 dB above or below the reference level in a ran-
dom fashion, and the listener could adjust its level by
tweaking an infinite and unlabeled physical knob with
±0.1 dB steps. When loudness matching has been done,
the participant could then proceed to the next trial by press-
ing the physical knob or a keyboard button.

2.3 Results

Even though there was no missing data in the response vari-
able, some DLS values were closer (or equal) to full-scale
values of ±10 dB and considered outliers. Five scores
greater than two and a half times the standard deviation
were considered extreme and deleted from the set. Scores
were then broken into levels of the experimental factor and
two scores greater than one and a half times their corre-
spondent interquartile ranges were replaced by the highest
non-outlier scores.

Subjects performed the listening test reasonably well.
Mean sensitivities with 95% confidence intervals per par-
ticipant are shown in Fig. 2. Note that 3

4 of the confidence
intervals fell within the±0.5 dB range, which is the just no-
ticeable difference (JND) for loudness of broadband noise
[12, p. 144]. Also, the remaining 1

4 did not stand out so
much, falling within the±1.0 dB range. Even though these
results denote diligence in task performance, they might
also indicate that direction effects are not large in size.
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Fig. 2 – Means and 95% confidence intervals of subject scores
(DLS).

The boxplot of subject responses displayed in Fig. 3 rein-
forces this notion. Sensitivities were higher on azimuths
closer to ±90◦ and lower at back incidences. This behav-
ior is consistent through all horizontal planes. On the other
hand, all interquartile ranges crossed the 0 dB line, which
suggests that scores from non-discriminated directions are
within the middle 50% of observations.
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Fig. 3 – Boxplot of DLS per loudspeaker position

Variances were heterogeneous among directions[
F(21,501) = 1.82, p = 0.015

]
and a non-parametric

statistical test, Kruskal-Wallis, was needed to assess
directional effects. Subjects’ sensitivities were very signif-
icantly affected by positional changes of the sound source[
H(21) = 69.93, p < 0.001

]
. Pairwise comparisons using

t-tests with non-pooled standard deviations spotted statisti-
cally significant differences in 58 out of 231 combinations
of azimuth/elevation pairs. A summary of the significant
differences is shown in Table 4. Total differences in bold
stood out from the rest and corresponded to directions
in the median sagittal plane, where the sound source is
equidistant from the listener’s ears. Effect sizes were

large for 27 comparisons (r > 0.5), medium to large in
58 comparisons (0.3 < r ≤ 0.5), and small to medium in
94 comparisons (0.1 < r ≤ 0.3). The largest effect size
observed (r = 0.63) corresponds to the difference between
the U−090 / M+180 direction pair.

Table 4 – Summary of significant differences spotted on pairwise
comparisons of directional loudness sensitivities among source
directions.

Directions Very significant Significant Total
(θ ,φ) (p < 0.01) (p < 0.05) differences

(−45◦,−30◦) 2 1 3
(0◦,−30◦) 3 8 11
(45◦,−30◦) 2 2 4
(−135◦,0◦) 0 3 3
(−90◦,0◦) 3 3 6
(−60◦,0◦) 2 2 4
(−30◦,0◦) 0 2 2
(0◦,0◦) 0 2 2
(30◦,0◦) 2 2 4
(60◦,0◦) 3 4 7
(90◦,0◦) 1 2 3
(135◦,0◦) 0 1 1
(180◦,0◦) 11 4 15

(−135◦,30◦) 0 5 5
(−90◦,30◦) 3 4 7
(−45◦,30◦) 2 3 5
(0◦,30◦) 2 3 5
(45◦,30◦) 1 2 3
(90◦,30◦) 0 2 2
(135◦,30◦) 0 3 3
(180◦,30◦) 0 7 7
(0◦,90◦) 9 5 14

3. GAIN ESTIMATION
The multichannel loudness algorithm weights loudness val-
ues according to the angle of arrival of the signals and per-
forms a linear sum of the results to provide a composite
loudness measure [2], thus making adequate gain estima-
tion an important component to address multi-directional
sources. Since only 1

4 of differences among the 22 levels
of the experimental factor “direction” were significant, it is
now understandable that obtaining directional gains with a
straightforward procedure, like deriving a gain curve from
subject means, would result in poor estimation. Possible
approaches to gain estimation are presented in the follow-
ing subsections.

3.1 Optimization problem

Directional weights in ITU-R BS.1770-4 were estimated
assuming a binaural gain g = 3 dB from [6] and comput-
ing Equation (1) for a set of azimuths whose HRTFs were
known. Instead of assuming an overall gain g, an alter-
nate procedure is to compute Equation (2) with summa-
tions across participants and repetitions, to obtain a vector
~g whose elements correspond to a 22 loudspeaker layout of
Section 2. This was done with the collected loudness sen-
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sitivities and the sound pressure levels measured at the ears
of the HATS during the calibration stage.

The problem was to find a vector ~g that takes a scalar ob-
jective function f (~g) to a minimum, subject to constraints:

min
~g

f (~g) such that

{
c(gi)≤ 0, ∀i
lb≤ gi ≤ ub,∀i

(3)

where f (~g) is the SSE between responses and predictions
of Equation (2), upper bound is perfect loudness summa-
tion (ub = 10 dB), lower bound is no summation at all
(lb = 0 dB), and the non-linear constraint c(gi) is defined
such that, in every i-th direction, equivalent monaural SPLs
computed by Equation (1) cannot exceed the maximum
sound pressure level reproduced in the listening test:

c(gi) = gi× log2

(
2

(
Lle f t, i

gi

)
+2

(
Lright, i

gi

))
−75≤ 0, ∀i .

(4)
Although the estimated gain for rear incidence hit the up-
per bound, solutions from all azimuths on the bottom plane,
frontal incidence, azimuths 0◦ and 180◦ on the upper plane,
and from the top loudspeaker (0◦,90◦); converged to a
global minimum of 0.69 dB. After small gain adjustments
in order to make them symmetric with respect to the sagit-
tal plane, and normalization of the largest gains in the set,
corresponding to (±90◦,0◦) directions, to 1.5 dB, the re-
sulting weights are listed in Table 5.

Table 5 – Directional weights estimated by solving a constraint
minimization problem.

Azimuths θ (◦) Elevations φ (◦) Gain~g (dB)
−45 −30 0.00

0 −30 0.00
+45 −30 0.00
−135 0 0.44
−90 0 1.50
−60 0 1.10
−30 0 0.65
+0 0 0.00
+30 0 0.65
+60 0 1.10
+90 0 1.50
+135 0 0.44
+180 0 0.00
−135 +30 0.28
−90 +30 0.93
−45 +30 1.06

0 +30 0.00
+45 +30 1.06
+90 +30 0.93
+135 +30 0.28
+180 +30 0.00

0 +90 0.00

Note that all incidences with 0 dB weighting come from the
bottom and median sagittal planes. Even though the esti-
mated values seemed reasonable when compared to ITU-R

BS.1770 directional weights, no insights could be gained
from effects related to elevation and, consequently, no ad-
vancements were made on this front. Reproduction of the
procedure in [6, 8], which consists on estimating gains per
subject and taking the average, yielded an overall summa-
tion gain of g = 3.54 dB.

3.2 Regression problem
Treating gain estimation as a regression problem means
training regression models to predict the sensitivity re-
sponse variable. Predictors are localization cues chosen
according to their correlation with subject responses. Then
follows training and cross-validation of a regression model,
until it is considered adequate under some performance cri-
teria.

Interaural Level Difference (ILD) and Interaural Time Dif-
ference (ITD) are major localization cues in spatial hear-
ing. While the former is accounted for in Equation (1), the
latter is considered when computing the Interaural Cross-
Correlation Coefficient (IACC), a measure of similarity be-
tween ear signals given by the Interaural Cross-Correlation
Function (IACF):

IACF(τ) =
∫ 80 ms

0 ms sle f t(t)sright(t + τ)dt√[∫ 80 ms
0 ms s2

le f t(t)dt
][∫ 80 ms

0 ms s2
right(t)dt

] , (5)

where t is time, τ is the interaural delay and sle f t and sright
are the signals from the left and right ears, respectively.
The IACC is defined as the maximum absolute value within
τ±1 ms:

IACC = max
∀τ∈[−1ms, 1ms]

|IACF(τ)| . (6)

The interaural delay τ is an estimate of ITD when IACF(τ)
is maximum. The quantity 1− IACC is associated with the
magnitude of spatial impression of a sound [13].

Moreover, the effect of contralateral incidence observed in
[8] was taken into account in a recent update of Glasberg
and Moore’s loudness model, which incorporated binaural
inhibition [14]. Being IFipsilateral the inhibition factor by
which the short-term loudness of the ipsilateral signal is
reduced by the effect of the contralateral signal, the inhibi-
tion model can be written in the form:

IFipsilateral =
2[

1+
{

sech
(

STLcontralateral
STLipsilateral

)}γ] , (7)

where STLcontralateral and STLipsilateral are vectors of short-
term loudness values for contralateral and ipsilateral ears,
and γ = 1.598. In the updated model, short-term loudness
STLle f t and STLright are then divided by IFle f t and IFright ,
respectively. The value of γ was defined such that for diotic
sounds the term in braces yields [sech(1)]1.598 = 0.5, and a
diotic sound is predicted 1.5 times louder than its monaural
equivalent.
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To compute Equation (7), ITU-R BS.1770 short-term loud-
ness values, taken with a three-second integration window
with one-second overlaps, were measured from the binau-
ral signals recorded by the HATS at the calibration stage.
As for Equation (5), signals were integrated in their first
80 ms, when binaural sound pressures were produced by
direct and early reflected sounds. Scatterplots of correla-
tions between averaged DLS scores per direction and com-
puted localization cues are shown in Fig. 4. Correlations
are strong enough to proceed with these metrics as predic-
tors of a regression model, although 3 dB and 6 dB sum-
mations would result in redundant predictors due to their
almost identical scattering pattern in Fig. 4. The choice
here was to consider only one binaural summation predic-
tor with the same overall gain estimated in Section 3.1.
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Fig. 4 – Scatterplots of correlations between DLS and localization
cues.

A series of known regression model types, with and with-
out Principal Component Analysis (PCA) preprocessing,
were trained in a k-folds cross-validation scheme. Data
was partitioned into k = 5 disjoint set of folds. For each
fold, out-of-fold observations were used for training and
in-fold observations for validation. Root Mean Square Er-
ror (RMSE), the Euclidean distance between a set of pre-
dictions and the actual observations, was computed over all
folds then averaged. Plain linear regression resulted in the
smallest error (RMSE = 1.7872).

For each i-th direction, the resulting model can be written
in the form:

yi = α +β1x1,i +β2x2,i +β3x3,i + εi (8)

where yi are the predictions of the response variable, α

is the intercept term, x1,i is the binaural summation for-
mula predictor, x2,i is the binaural inhibition model pre-
dictor, x3,i is the spatial impression predictor, and εi is
the model residual. Intercept (α = −0.302) and betas

(β = [−0.262 0.597 0.980]) were estimated from 523 ob-
servations. Predictions for the 22-channel source directions
are listed in Table 6. This time a small zero correction was
made and no normalization was needed. Also, all gains are
within±1.5 dB and elevation effects on the estimated gains
are now more clearly defined.

Table 6 – Directional weights estimated by solving a linear re-
gression problem

Azimuths θ (◦) Elevations φ (◦) Gain~g (dB)
−45 −30 +0.26

0 −30 −0.68
+45 −30 +0.26
−135 0 +0.12
−90 0 +1.28
−60 0 +1.08
−30 0 +0.60

0 0 0.00
+30 0 +0.60
+60 0 +1.08
+90 0 +1.28
+135 0 +0.12
+180 0 −0.31
−135 +30 −0.09
−90 +30 +0.88
−45 +30 +1.12

0 +30 +0.44
+45 +30 +1.12
+90 +30 +0.88
+135 +30 −0.09
+180 +30 −0.26

0 +90 −0.62

Weightings for sound source directions not included in the
22.2 reproduction layout were estimated by smoothing the
response data using local regression. ITU-R BS.2051 la-
bels M±110 (θ =±110◦, φ = 0◦) for 5.1 and 9.1 systems
and U±110 (θ =±110◦, φ = 30◦) for 9.1 systems yielded
gains of 0.66 dB and 0.47 dB, respectively.

A modified version of ITU-R BS.1770 loudness with this
set of weights is compared with the algorithm of ref-
erence by taking the differences between their measure-
ments of the presented stimuli in Section 2.3, and plot-
ting them against means and confidence intervals of par-
ticipants. This is done in Fig. 5. Blue squares refer to dif-
ferences in Loudness Units (LU) between measurements
taken with the modified and the original algorithms, and
jumps in the dashed line refer to ITU-R BS.1770 +1.5 dB
gains in lateral incidences.

Differences between algorithms are more pronounced with
sound sources on the upper plane, where measurements
with the directional weights listed in Table 6 fall into sub-
jects’ confidence intervals in 8 out of 9 directions, against
3 out of 9 directions with the weights in Table 1. On the
other hand, the modified algorithm performed worse than
the original algorithm with sound sources in median sagit-
tal plane, where predictors related to localization cues were
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Fig. 5 – Differences between loudness measurements (LU) plot-
ted against DLS means and confidence intervals (dB).

less effective at estimating gains of sources equidistant to
the listener’s ears.

4. TESTS WITH MULTICHANNEL AU-
DIO CONTENT

It was important to check if a modified loudness algorithm
with a set of directional weights computed by Equation (8)
can be generalized to measure program material items ren-
dered to different spatial audio reproduction systems. This
task was performed with the audio content used for the lis-
tening tests conducted in [15], kindly provided by the au-
thors. In these tests, subjects were required to match the
loudness of program items reproduced in mono, stereo, 9.1,
22.2 and cuboid1 sound systems with the loudness of a ref-
erence 5.1 reproduction. Details on the program material
and its production can be consulted in [16].

All rendered program items were measured by the ITU-
R BS.1770 loudness algorithm and its modified version.
These measurements were then fit to participant scores
and the following performance statistics were computed:
Pearson’s correlation coefficients, RMSE, and the Epsilon-
insensitive RMSE, or RMSE∗, specified in Recommenda-
tion ITU-T P.1401 for evaluation in the context of sub-
jective uncertainty [17]. RMSE∗ is the Euclidian dis-
tance between measurements and subjective data, consid-
ering only distances that fall into the 95% confidence in-
tervals of listening test scores. In this assessment, the
modified algorithm (r = 0.9263, RMSE = 1.01, RMSE∗ =
0.56) performed better than standard ITU-R BS.1770-4
(r = 0.9162, RMSE = 1.14, RMSE∗ = 0.71).

A comparison of model performances grouped by repro-
duction system is shown in Fig. 6. There is almost no dif-

1Loudspeakers at ±45◦ and ±135◦ azimuth, ±30◦ elevation.
g(B±135) = g(±135◦,−30◦)≈ 0.00 dB.

ference between model scores in systems with fewer chan-
nels than the reference. As the number of channels in-
crease, differences between scores also increase. This can
be related to the number of loudspeaker positions with ele-
vations different than zero, to the point that the largest dif-
ference is seen in cuboid system, where φ 6= 0◦ in every
channel.

BS.1770-4 weights Modified weights
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Fig. 6 – Differences between loudness measurements (LU) in re-
lation to 5.1 reference system, broken down into reproduction sys-
tems.

5. CONCLUSION

Discussions on further development of ITU-R BS.1770
multichannel loudness model to address object and scene-
based audio are taking place in Radiocommunication Sec-
tor Study Groups. Originally designed for stereo and 5.1
content, the algorithm was extended to an unrestricted
number of channels in its latest update. However, it has
no directional weighting for broader elevation angles and
the method used to estimate its weighting coefficients was
based on binaural summation gains derived from subjective
data on narrowband sounds.

This paper presented an alternative set of directional
weights from subject data on broadband sounds reproduced
at different azimuths and elevations from the listener. Di-
rectional loudness sensitivities from listeners, sound pres-
sure level measurements at the ears of a dummy head
placed in the listener position, and loudness measurements
in binaural recordings of reproduced stimuli were inputs to
two weight estimation approaches.

The optimization approach was an attempt to reproduce the
method that derived a binaural gain used to estimate di-
rectional weighing in ITU-R BS.1770-4. Despite the fact
that the method yielded reasonable results, it did not pro-
vide any insights on elevation effects. On the other hand,
a regression model using localization cues as predictors re-
sulted in a better modeling of directions with |φ | ≥ 30◦.
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A modified version of the loudness algorithm including
these new weights was tested fairly on the collected data
and against its benchmark on immersive audio content ren-
dered to different spatial reproduction layouts. This mod-
ified algorithm performed better than ITU-R BS.1770-4
based on correlations with subjective data and Epsilon in-
sensitive RMSE (RMSE∗) measurements. Also, a relation-
ship between better performance scores and reproduction
systems with more loudspeakers positioned out of the hor-
izontal plane was observed.
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Abstract – This paper provides an overview of MPEG-5 Part 2 Low Complexity Enhancement Video Coding 
(LCEVC), a novel video coding standard from the MPEG ISO Working Group. The codec is designed for use in 
conjunction with existing video codecs, leveraging specific tools for encoding "residuals", i.e. the difference 
between the original video and its compressed representation. LCEVC can improve compression efficiency 
and reduce the overall computational complexity using a small number of specialized enhancement tools. 
This paper provides an outline of the coding structure of encoder and decoder, coding tools, and an overview 
of the performance of LCEVC with regard to both compression efficiency and processing complexity. 
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1. INTRODUCTION 

This paper provides an overview of MPEG-5 Part 2 
Low Complexity Enhancement Video Coding 
(LCEVC), a new video coding standard developed by 
MPEG that is scheduled to be published as 
ISO/IEC 23094-2 [1]. 

Rather than being a replacement for existing video 
coding schemes, LCEVC is designed to leverage 
existing (and future) codecs to enhance their 
performances whilst reducing their computational 
complexity. It is not meant to be an alternative to 
other codecs, but rather a useful complement to any 
codec. 

This is achieved by a combination of processing an 
input video at a lower resolution with an existing 
single-layer codec and using a simple and small set 
of highly specialized tools to correct impairments, 
upscale and add details to the processed video. 

2. COMMERCIAL REASONS FOR THE 
STANDARD 

LCEVC was driven by several commercial needs put 
forward to MPEG by many leading industry experts 
from various areas of the video delivery chain, from 
vendors to traditional broadcasters, from satellite 
providers to over-the-top (OTT) service providers 
and social media [2]. 

Service providers work with complex ecosystems. 
They make choices on codecs based on various 
factors, including maximum compatibility with 
their existing ecosystems, costs of deploying the 
technology (including royalty rates), etc. Sometimes 
they are forced to make certain choices. Whichever 

is the case, changing codecs cannot be done without 
relevant up-front investments and large amounts of 
time. Accordingly, having the possibility to upgrade 
an ecosystem without the need to replace it 
completely and still having the freedom to select a 
base codec of their choice is an important option 
that operators need to have. 

Further, service operators, small and big alike, are 
increasingly concerned about the cost of delivering 
a growing number of services, often using 
decentralized infrastructures such as cloud-based 
systems or battery-powered edge devices. The need 
to increase the overall efficiency of video delivery 
systems must also be balanced with the seemingly 
conflicting needs to upgrade video resolutions and 
consume less power. 

Finally, the “softwarization” of solutions across the 
technological spectrum has brought up the need to 
have also codec solutions which do not necessarily 
require a bespoke dedicated hardware for 
operating efficiently, but rather can operate as a 
software layer on top of existing infrastructures and 
deliver the required performances. 

LCEVC seeks to solve the above issues by providing 
a solution that is compatible with existing 
(and future) ecosystems whilst delivering it at a 
lower computational cost than it would be 
otherwise possible with a tout-court upgrade. 

Aside from rapidly improving the efficiency of 
legacy workflows, LCEVC can also improve the 
business case for the adoption of next-generation 
codecs, by combining their superior coding 
efficiency with significantly lower processing 
requirements. 
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3. KEY TECHNICAL FEATURES 

LCEVC deploys a small number of very specialized 
coding tools that are well suited for the type of data 
it processes. Some of the key technical features are 
highlighted below. 

3.1 Sparse residual data processing 

As further shown in Section 5, the coding scheme 
processes one or two layers of residual data. This 
residual data is produced by taking differences 
between a reference video frame (e.g., a source 
video) and a base-decoded upscaled version of the 
video. The resulting residual data is sparse 
information, typically edges, dots and details which 
are then efficiently processed using very simple and 
small transforms which are designed to deal with 
sparse information. 

3.2 Efficient use of existing codecs 

The base codec is typically used at a lower 
resolution. Because of this, the base codec operates 
on a smaller number of pixels, thus allowing the 
codec to use less power, operate at a lower 
quantization parameter (QP) and use tools in a 
more efficient manner. 

3.3 Resilient and adaptive coding process 

The scheme allows the overall coding process to be 
resilient to the typical coding artefacts introduced 
by traditional discrete cosine transform (DCT) 
block-based codecs. The first enhancement 
sub-layer (L-1 residuals) enables us to correct 
artefacts introduced by the base codec, whereas the 
second enhancement sub-layer (L-2 residuals) 
enables us to add details and sharpness to the 
corrected upscaled base for maximum fidelity 
(up to lossless coding). Typically, the worse the 
base reconstruction is, the more the first layer may 
contribute to correct. Conversely, the better the 
base reconstruction is, the more bit rate can be 
allocated to the second sub-layer to add the finest 
details. 

3.4 Agnostic base enhancement 

The scheme can enhance any base codec, from 
existing ones (MPEG-2, VP8, AVC, HEVC, VP9, AV1, 
etc.) to future and under-development ones 
(including EVC and VVC). The reason is that the 
enhancement operates on a decoded version of the 
base codec in the pixel domain, and therefore it can 
be used on any format as it does not require any 
information on how the base has been encoded 
and/or decoded. 

3.5 Parallelization 

The scheme does not use any inter-block prediction. 
The image is processed by applying small (2x2 or 
4x4) independent transform kernels over the layers 
of residual data. Since no prediction is made 
between blocks, each 2x2 or 4x4 block can be 
processed independently and in a parallel manner. 
Moreover, each layer is processed separately, thus 
allowing the decoding of the blocks and decoding of 
the layers to be done in a largely parallel manner. 

4. BITSTREAM STRUCTURE 

The LCEVC bitstream contains a base layer, which 
may be at a lower resolution, and an enhancement 
layer consisting of up to two sub-layers. The 
following section briefly explains the structure of 
this bitstream and how the information can be 
extracted. 

While the base layer can be created using any video 
encoder and is not specified further in the LCEVC 
standard, the enhancement layer must follow the 
structure as specified. Similar to other MPEG codecs 
[3][4], the syntax elements are encapsulated in 
network abstraction layer (NAL) units which also 
help synchronize the enhancement layer 
information with the base layer decoded 
information. Depending on the position of the frame 
within a group of pictures (GOP), additional data 
specifying the global configuration and for 
controlling the decoder may be present. 

The data of one enhancement picture is encoded 
into several chunks. These data chunks are 
hierarchically organized as shown in Fig. 1. For each 
processed plane (nPlanes), up to two enhancement 
sub-layers (nLevels) are extracted. Each of them 
again unfolds into numerous coefficient groups of 

Fig. 1 – Encoded enhancement picture data chunk structure 
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entropy encoded transform coefficients. 
The amount depends on the chosen type of 
transform (nLayers). Additionally, if the temporal 
prediction is used, for each processed plane an 
additional chunk with temporal data for 
Enhancement sub-layer 2 is present.  

5. CODING STRUCTURE 

5.1 Encoder 

The encoding process to create an LCEVC 
conformant bitstream is shown in Fig. 2 and can be 
depicted in three major steps. 

5.1.1 Base codec 

Firstly, the input sequence is fed into two 
consecutive downscalers and is processed 
according to the chosen scaling modes. Any 
combination of the three available options 
(2-dimensional scaling, 1-dimensional scaling in the 
horizontal direction only or no scaling) can be used. 
The output then invokes the base codec which 
produces a base bitstream according to its own 
specification. This encoded base is included as part 
of the LCEVC bitstream. 

5.1.2 Enhancement sub-layer 1 

The reconstructed base picture may be upscaled to 
undo the downscaling process and is then 
subtracted from the first-order downscaled input 
sequence in order to generate the Layer 1 (L-1) 

residuals. These residuals form the starting point 
for the encoding process of the first enhancement 
sub-layer. A number of coding tools, which will be 
described further in the following subsection, 
process the input and generate entropy encoded 
quantized transform coefficients. 

5.1.3 Enhancement sub-layer 2 

As a last step of the encoding process, the 
enhancement data for Layer 2 needs to be 
generated. In order to create the residuals, the 
coefficients from Layer 1 are processed by an in-
loop decoder to achieve the corresponding 
reconstructed picture. Since Layer 1 might have a 
different resolution than the input sequence, the 
reconstructed picture is processed by an upscaler, 
again depending on the chosen scaling mode. 
Finally, the residuals are calculated by a subtraction 
of the input sequence and the upscaled 
reconstruction. 

Similar to Layer 1, the samples are processed by a 
few coding tools. Additionally, a temporal 
prediction can be applied on the transform 
coefficients in order to achieve a better removal of 
redundant information. The entropy encoded 
quantized transform coefficients of Layer 2, as well 
as a temporal layer specifying the use of the 
temporal prediction on a block basis, are included 
in the LCEVC bitstream. 

Fig. 2 – Structure of an LCEVC encoder 
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5.2 Decoder 

For the creation of the output sequence, the decoder 
analyses the LCEVC conformant bitstream. As can 
be seen in Fig. 3, the process can again be divided 
into three parts. 

5.2.1 Base codec 

In order to generate the Decoded Base Picture 
(Layer 0) the base decoder is fed with the extracted 
base bitstream. According to the chosen scaling 
mode, this reconstructed picture might be upscaled 
and is afterwards called Preliminary Intermediate 
Picture. 

5.2.2 Enhancement sub-layer 1 

Following the base layer, the enhancement part 
needs to be decoded. Firstly, the coefficients 
belonging to Sub-layer 1 are decoded using the 
inverse tools compared to the encoding process. 
Additionally, an L-1 filter might be applied in order 
to smooth the boundaries of the transform block. 
The output is then referred to as Enhancement 
Sub-Layer 1 and is added to the preliminary 
intermediate picture which results in the Combined 
Intermediate Picture. Again, depending on the 
scaling mode, an upscaler may be applied and the 
resulting Preliminary Output Picture has then the 
same dimensions as the overall output picture. 

5.2.3 Enhancement sub-layer 2 

As a final step, the second enhancement sub-layer is 
decoded. According to the temporal layer, 
a temporal prediction might be applied to the 

dequantized transform coefficients. This 
Enhancement Sub-Layer 2 is then added to the 
Preliminary Output Picture to form the Combined 
Output Picture as a final output of the decoding 
process. 

6. CODING TOOLS 

6.1 Down- and upscaler 

Two non-normative downscalers can be used to 
downscale the input sequence to a lower resolution. 
The downscaling can be done either in both vertical 
and horizontal directions, only in the horizontal 
direction or alternatively cannot be applied. Two 
upscalers are available reconstructing the sequence 
at a higher resolution. One of four specified 
upscaling kernels can be used. 

6.2 Transform 

LCEVC allows the usage of two different transforms. 
Both operate with a small kernel of size 2x2 or 4x4. 
In case the upscaling process is perfomed in the 
horizontal direction only, the transform kernels are 
slightly modified to better reflect the preceding 
1-dimensional upscaling. 

6.3 Quantization 

The transform coefficients are quantized using a 
linear quantizer. The linear quantizer may use a 
dead zone whose size changes relative to the 
quantization step. 

Fig. 3 – Structure of an LCEVC decoder 
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6.4 L-1 filter 

The L-1 filter, whose concept is similar to a simple 
deblocking filter, can be applied on the L-1 residuals 
if the transform with the larger kernel size (4x4) is 
used. The residuals on the outer boundary of the 
transform block are multilplied with a coefficient 
between 0 and 1. The value of these coefficients can 
be signalled independently for edges and corners. 

6.5 Temporal prediction 

The temporal prediction uses a zero-motion vector 
prediction with a temporal buffer which stores 
residuals from the previous frame only. The 
decision, where to use temporal prediction, is done 
on a transform block basis. Additionally, an entire 
tile of 32x32 residuals can be signalled to be used 
without temporal prediction, reducing the 
signalling overhead for, e.g., a fast moving part of 
the sequence. 

6.6 Entropy encoding 

The two coefficient layers and the temporal layer 
are processed independently by an entropy encoder 
before the encapuslation into the bitstream. The 
entropy coding process consists of two 
components: a Run Length Encoder (RLE) and a 
Prefix Coding encoder. Aditionally, it is possible to 
only use the RLE for the entire data within a 
coefficient group. 

7. PERFORMANCE RESULTS 

In order to show that LCEVC is a low-complexity 
scheme enabling performance improvements over 
a given base codec, several tests were run on LCEVC 
using H.264/AVC and H.265/HEVC as video coding 
standards for the base codec. 

7.1 Experimental set-up 

The tests have been performed using two different 
software implementations. 

7.1.1 Reference implementation 

A first set of tests has been performed using the 
LCEVC reference implementation in its current 
version LTM 4.0 [5]. LTM 4.0 uses as a base codec 
either reference implementation JM 19.0 for 
H.264/AVC [6] or HM 16.18 for H.265/HEVC [7]. 

 

 

 

 

7.1.2 Commercial implementation 

A second set of tests has been performed using a 
commercial LCEVC implementation provided by 
V-Nova, which uses as a base codec x264 for 
H.264/AVC and x265 for H.265/HEVC. This set of 
tests has been performed using a very slow preset 
for both encoders. The same settings have been 
used when encoding x264/x265 at full resolution as 
an anchor and at quarter resolution as a base codec 
for LCEVC. The default constant rate factor (CRF) 
quality setting was used for both x264 and x265, 
both at full resolution and at a quarter resolution. 

7.2 Objective and subjective metrics results 

The performance results are shown using the two 
objective metrics Peak Signal-to-Noise Ratio 
(PSNR) and Video Multimethod Assessment Fusion 
(VMAF) [8][9]. The latter is operated using the 
default model (v0.6.1) for HD sequences and the 4K 
model (4k_v0.6.1) for UHD sequences. 

All the results compare a full resolution video 
encoded using the anchor codec (H.264/AVC or 
H.265/HEVC) against a full resolution video 
encoded using LCEVC. When comparing against an 
H.264/AVC anchor, the LCEVC would use 
H.264/AVC as the base codec. When comparing 
against an H.265/HEVC anchor, the LCEVC would 
use H.265/HEVC as the base codec. 

Two video data sets have been used, Set A for HD 
and Set B for UHD resolutions. The sequences of 
each data set are listed in Table 1. Each sequence 
has been tested at four different operating points. 

Table 1 – Test sequences 

Seq. Sequence name Resolution Frame 
rate 

A1 Campfire 3840x2160 30 

A2 ParkRunning3 3840x2160 50 

A3 FoodMarket4 3840x2160 60 

A4 Fortnite (Part 1) 3840x2160 60 

B1 Cactus 1920x1080 50 

B2 BasketballDrive 1920x1080 50 

B3 RitualDance 1920x1080 60 

B4 EuroTruck Simulator 1920x1080 60 

Table 2 provides the average coding performances 
of LCEVC using the Bjøntegaard metric (BD-rate) 
[10]. The encodes are performed using the 
reference implementation as described in 
Section 7.1.1. 
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Table 2 – Coding performance comparison of LCEVC 
(LTM 4.0) over AVC/HEVC anchor (JM/HM) 

Video data set 
(base & anchor codec) 

PSNR VMAF MOS 

Avg. A (H.264/AVC) −36.46% −43.44% −44.98% 

Avg. A (H.265/HEVC) −8.77% −24.34% −43.05% 

Avg. B (H.264/AVC) 12.40% −20.68% −31.98% 

Subjective tests using formal Mean Opinion Scores 
(MOS) according to ITU-R BT.2095 [11] were 
performed by the GBTech Laboratories under the 
supervision of Vittorio Baroncini, Chair of MPEG 
Test Group. The results highlight greater MOS 
benefits than what has been suggested by objective 
metrics. The results per sequence are also shown in 
Table 2 and were calculated using the Bjøntegaard 
metric. The better correlation of VMAF with 
subjective MOS results is likely due to VMAF having 
been designed to assess the visual quality of 
encodes at different resolutions with the “convex 
hull” methodology [12], and thus in the presence of 
spatial scaling. PSNR is known to be less reliable at 
approximating subjective assessments when 
comparing different codecs, especially in the 
presence of scaling [13][14]. 

Figures 4 to 11 show the rate-distortion (RD) curves 
for each sequence in the data set A using the 
reference implementation of LCEVC, as well as 
H.264/AVC and H.265/HEVC as the base and anchor 
codecs. 

 

 

 

 

Fig. 4 – RD-curves for sequence A1 using  
H.264/AVC as base and anchor codec 

 

 

 

 

Fig. 5 – RD-curves for sequence A2 using  
H.264/AVC as base and anchor codec 
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Fig. 6 – RD-curves for sequence A3 using  
H.264/AVC as base and anchor codec 

 

 

 

 

Fig. 7 – RD-curves for sequence A4 using  
H.264/AVC as base and anchor codec 

 

 

 

Fig. 8 – RD-curves for sequence A1 using  
H.265/HEVC as base and anchor codec 
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Fig. 9 – RD-curves for sequence A2 using  
H.265/HEVC as base and anchor codec 

 

 

 

 

Fig. 10 – RD-curves for sequence A3 using  
H.265/HEVC as base and anchor codec 

 

 

 

 

Fig. 11 – RD-curves for sequence A4 using  
H.265/HEVC as base and anchor codec 

Results show that LCEVC provides a significant 
improvement over the respective anchor codecs, in 
terms of both objective and subjective metrics. 

In addition to the previous experiment, the video 
data set A has been encoded using the reference 
implementations of LCEVC, H.264/AVC and 
H.265/HEVC at higher bit rates. Namely, the 
following four QPs have been used to encode the 
anchors: 27, 32, 37 and 42. The resulting BD-rates 
are reported in Table 3. By way of example, Fig. 12 
highlights the RD-curves for objective metrics of the 
sequence ‘ParkRunning3’ over the extended bit rate 
range for H.264/AVC and LCEVC over H.264/AVC. 
When comparing Table 3 with Table 2 and Fig. 12 
with Fig. 5, it can be seen that the performance is 
consistent also across an extended bit rate range. 

 

Table 3 – Coding performance comparison of LCEVC 
(LTM 4.0) over AVC/HEVC anchor (JM/HM) –  

extended bit rate range 

Video data set 
(base & anchor codec) 

PSNR VMAF 

Avg. A (H.264/AVC) −31.97% −42.80% 

Avg. A (H.265/HEVC) −5.45% −23.55% 

 

1

3

5

7

9

0 10,000 20,000 30,000

M
O

S

Bit rate (kbps)

34

36

38

40

42

0 5,000 10,000 15,000

P
SN

R
 (

d
B

)

Bit rate (kbps)

FoodMarket4

70

80

90

100

0 5,000 10,000 15,000

V
M

A
F

Bit rate (kbps)

2

4

6

8

10

0 5,000 10,000 15,000

M
O

S

Bit rate (kbps)

33

35

37

39

0 5,000 10,000 15,000

P
SN

R
 (

d
B

)

Bit rate (kbps)

Fortnite (Part 1)

75

80

85

90

95

0 5,000 10,000 15,000

V
M

A
F

Bit rate (kbps)

1

3

5

7

9

0 5,000 10,000 15,000

M
O

S

Bit rate (kbps)

 

 

 

 



ITU Journal: ICT Discoveries, Vol. 3(1), June 2020 

 © International Telecommunication Union, 2020 117  

 

 

Fig. 12 – RD-curves for sequence A2 using H.264/AVC  
as base and anchor codec – extended bit rate range 

Table 4 gives an overview of the coding 
performances of LCEVC using the commercial 
implementation as described in Section 7.1.2. The 
average BD-rates are calculated for the same two 
data sets as used in the previous experiment. 

Table 4 – Coding performance comparison of LCEVC 
(commercial implementation) over AVC/HEVC anchor 

(x264/x265) 

Video data set 
(base & anchor codec) 

PSNR VMAF 

Avg. A (H.264/AVC) −41.54 % −44.91 % 

Avg. A (H.265/HEVC) −15.30 % −21.34 % 

Avg. B (H.264/AVC) −13.94 % −30.93 % 

Table 5 – Coding performance comparison of LCEVC 
(commercial implementation) over AVC/HEVC anchor 

(x264/x265), variable bit rate (crf) 

El Fuente HD data set 
(136 sequences) 

PSNR VMAF 

H.264/ 
AVC 

% of sequences with  
LCEVC BD-rate < 0% 

96% 100% 

Average 
LCEVC BD-rate 

−33.09% −48.67% 

Median  
LCEVC BD-rate 

−36.99% −49.10% 

H.265/ 
HEVC 

% of sequences with  
LCEVC BD-rate < 0% 

61% 99% 

Average  
LCEVC BD-rate 

0.52% −29.54% 

Median  
LCEVC BD-rate 

−8.52% −30.27% 

 

To further validate LCEVC benefits with a larger 
data set, Table 5 includes the results achieved when 
encoding the Netflix El Fuente test set 
(which includes 136 video sequences) at 1080p, 
using x264/x265 with the “veryslow” preset as 
anchor and base encoders. LCEVC provides BD-rate 
benefits for the vast majority of clips (100% and 
99% for VMAF, 96% and 61% for PSNR), as well as 
average and median BD-rates consistent with the 
previous tests, confirming the statistical 
significance of results. 

The sequences from the El Fuente test set have been 
further encoded at different resolutions to form a 
boundary called convex hull [15]. The resulting 
RD-curves for two exemplary sequences are shown 
in Fig. 13 and Fig. 14. Specifically, sequence #125 is 
a sequence in the median range, whereas sequence 
#54 is a sequence above the median range. The light 
blue and red curves each indicate an encoding at a 
different resolution at six operating points using 
LCEVC and x264, respectively. The resolutions span 
from 360p up to 1080p. Based on these individual 
encodings, the convex hull is generated. It is shown 
in a dark blue or red color depending on the 
underlying codec. When comparing the convex hull 
of LCEVC and x264, VMAF BD-rate differences of 
−39.33% for sequence #54 and −44.32% for 
sequence #125 were achieved. 

 

 

Fig. 13 – RD-curve showing the convex hull of LCEVC and 
x264 for El Fuente sequence #54 
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Fig. 14 – RD-curve showing the convex hull of LCEVC and 

x264 for El Fuente sequence #125 

Fig. 15 compares two cropped screenshots taken 
from the above-metioned exemplary sequence #54. 
The left one shows an encoding using x264 at a bit 
rate of 2654 kbps while the image on the right was 
encoded using LCEVC at a bit rate of 2051 kbps. 

  
Fig. 15 – Cropped screenshots from an exemplary El Fuente 

sequence (left: x264 @ 2654 kbps, right: LCEVC @ 2051 kbps) 

7.3 Processing time performances 

Processing complexity considerations based upon 
encoding/decoding times are best made on real-
world implementations, since reference 
implementations have received diverse levels of 
code optimization: for instance, the HM encoder 
(reference implementation of HEVC) is faster than 
the JM encoder (reference implementation of AVC), 
despite HEVC actually being a more complex codec 
than AVC and real-world HEVC implementations 
being slower than real-world AVC implementations. 
It should be noted that the current LTM 4.0 has not 
been optimized to improve processing time, 
particularly at the decoder side. 

Accordingly, processing times for LCEVC were 
measured using the commercial implementations of 
LCEVC, H.264/AVC and H.265/HEVC, as described 
in Section 7.1.2. The encodes and decodes have been 
performed on a common platform (Intel i9-8950HK 
@ 2.9GHz). 

For each full resolution, the same sequences 
mentioned in Section 7.2 were used. 

Table 6 reports the average timings for each 
resolution for both anchors and LCEVC. 

Table 6 – Relative encoding and decoding times for LCEVC vs. 
anchors (anchor ≙ 100%) 

Base & anchor 
codec 

Resolution Encoder 
time 

Decoder 
time 

H.264/AVC UHD  32.99% 81.88% 

H.265/HEVC UHD  34.44% 64.24% 

H.264/AVC HD  51.48% 96.72% 

As can be seen, the encoding time for LCEVC is 
between circa 30% and 50% of the encoding time 
required for the anchors depending on base 
encoder and resolution. On the decoding side, 
LCEVC requires between circa 60% and 95% of the 
decoding time required for the anchors depending 
on base decoder and resolution. The low complexity 
of LCEVC allows power-efficient implementations 
of the codec via software, also at relatively high 
levels of the software stack. As discussed in 
Section 3.5, LCEVC processing is highly 
parallelizable due to certain characteristics of the 
scheme. The tools are designed to minimize the 
number of operations required as well as the 
interdependency between them, making efficient 
use of available general-purpose hardware 
acceleration, including SIMD, GPUs or DSPs, either 
alternatively or in conjunction. 

8. CONCLUSION 

The results in this paper confirm that LCEVC 
successfully achieves the objectives set-out in the 
MPEG requirements document [16], namely that: 

– when enhancing an n-th generation MPEG 
codec (e.g., AVC), compression efficiency for 
the aggregate stream is appreciably higher 
than that of the n-th generation MPEG codec 
used at full resolution and as close as possible 
to that of the (n+1)-th generation MPEG codec 
(e.g., HEVC) used at full resolution, 
at bandwidths and operating conditions 
relevant to mass market distribution; and 
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– encoding and decoding complexity for the 
aggregate full resolution video (i.e., base plus 
enhancement) shall be comparable with that of 
the base encoder or decoder, respectively, 
when used alone at full resolution. 

LCEVC requirements were driven by commercial 
needs put forward to MPEG by many leading 
industry experts, highlighting the imporance of 
making available a similar coding tool. 

As such, LCEVC seems capable of satisfying 
important commercial needs and, in combination 
with its relative ease of deployment, have a rapid 
impact on multiple segments of the video delivery 
landscape. 
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SOME LITTLE-KNOWN ASPECTS OF THE HISTORY OF THE JPEG STILL PICTURE-CODING 
STANDARD, ITU-T T.81 | ISO/IEC 10918-1 (1986-1993) 

István Sebestyén 

Ecma International, Geneva, Switzerland 
 

Abstract – The JPEG-1 standard of the Joint Photographic Experts Group (JPEG) whose specification was 
submitted to and approved by the Consultative Committee for International Telephony and Telegraphy 
(CCITT; now ITU-T) in 1992 and by ISO/IEC JTC1 in 1994 is still the most successful still-picture compression 
standard on the market. Much has been written about the standard itself, how the image compression 
functions, but less about the unique policies and processes of the JPEG, the origins of the requirements of the 
JPEG-1 format, the common components principle, the fate of the targeted CCITT/ITU applications and the 
nature of those applications that made JPEG one of the world’s most successful standards. It is also not 
widely known that JPEG is one of the first standards to be followed and supported by an open source software 
(OSS) project and code – developed and distributed by the Independent JPEG Group (IJG) – that has provided 
a substantial drive towards market penetration and contributed to the wide acceptance of the JPEG 
standard. This paper also presents an analysis of the JPEG-IJG co-operation and draws some conclusions 
about its nature. Finally, the lessons learned are discussed. 

INTRODUCTION 

The JPEG Recommendation | International Standard (ITU-T T.81 | ISO/IEC 10918-1 [1]), first published in 
1992, is still the most popular and most used picture-coding standard for photographic images. Much has been 
written about the standard itself (e.g. [2]) and its history (e.g. [3][4]) focusing on: 

• the technical design and characteristics of the standard, including the image compression capabilities of 
the JPEG algorithm; 

• the JPEG standardization selection procedure that resulted in a still picture standard based on the 
discrete cosine transform (DCT). 

However, standardization, which is to a certain extent an interdisciplinary exercise, is much broader than that. 
Thus, this article presents and discusses some additional, perhaps little-known, although noteworthy, aspects 
of JPEG standardization, with the aim of complementing the comprehensive picture of the history of the JPEG 
format. These aspects include those relating to organization and process; what the original experts group JPEG 
was; why the rules and working processes of that group were unique and could never be repeated in the 
history of standardization; along with the roles of the “parent” organizations of JPEG, namely CCITT/ITU and 
ISO/IEC. This article describes how the requirements for the JPEG standardization emerged; what the common 
component concept was; which requirements became part of the standard and which were left to applications; 
what the targeted applications in CCITT/ITU and ISO/IEC were; the eventual success of those applications; 
and how unplanned applications, in the end, made JPEG one of the most successful standards worldwide. 
Finally, the interaction between JPEG and the IJG group, who made a significant contribution to the early 
market penetration of the standard with their Open Source Code, are described. 

1. THE JPEG-1 PROJECT (ITU-T T.81 | ISO/IEC 10918-1) OF CCITT SGVIII AND 
ISO/IEC JTC1 SC29 AND ITS WORKING RULES AND PROCEDURES 

The JPEG-1 Recommendation | International Standard on still image compression was approved in 1992 by 
ITU-T and in 1993 by ISO/IEC, and was among the first documents with a so-called joint-text adopted by both 
ITU-T and ISO/IEC JTC1. ITU-T T.81 (1992) | ISO/IEC 10918-1:1993 [1] was also among the first to have 
connections with the OSS community through the IJG. 

Fig. 1 provides an overview of how the JPEG-1 Recommendation | International Standard was created. 
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Fig. 1 – Overview of components of JPEG-1 standardization 

The draft was prepared by the JPEG Committee, whose members were ITU and ISO individual experts. The 
JPEG was formally created in November 1986 in Parsippany, NJ, USA. The founding members (about 15) were 
individuals, but also had formal links to ISO TC97 SC2/WG8 or the CCITT SGVIII NIC (new image 
communication) group. Among them were the leaders Hiroshi Yasuda (NTT, Japan), convener of SC2/WG8 
and Manfred Worlitzer (CCITT SGVIII special rapporteur), who had a substantial role in the initiation 
(March 1986) and founding of JPEG. The founding members recognized that both SC2/WG8 and the CCITT 
SGVIII NIC group had similar goals in the development of a still picture compression and coding standard. 

Nevertheless, the JPEG: 

• was a group of photographic coding experts, created on an ad hoc basis, and registered formally 
nowhere as a formal entity; 

• consisted of experts from ISO TC97/SC2/WG8 and (ITU) CCITT SGVIII Q.18 in their individual expert 
capacities, not representing their companies – these two formal ISO and CCITT groups were the 
“parents” of JPEG because they were informed about what was going on in JPEG and regular feedback to 
JPEG was given; 

• developed and wrote the JPEG specification (i.e. JPEG-8) that became the basis for ITU-T T.81 (1992) | 
ISO/IEC 10918-1:1993 [1] and for the open source implementation by the IJG. 

So, in that sense JPEG comes rather close to those informal communities that we see today on the Internet, like 
jnode or Babel as part of the JavaScript standardization community, who have similar links to Ecma TC39, the 
formal body responsible for ECMAScript (JavaScript) standardization. 

Although TC97 SC2/WG8 and CCITT SGVIII were part of ISO and ITU, respectively, their JPEG working rules 
and policies were rather different from their parent organizations. Such unique working rules and procedures 
arose because in autumn 1986 no common joint working rules between ISO and CCITT yet existed. Those were 
invented and implemented a few years later. 

The JPEG rules and procedures included the following. 

• A simple one-step approval rule based on consensus. 

• A separate management structure (e.g., JPEG chair, JPEG subgroups) – the Chairmen until JPEG-1 
approval in 1992 were Graham Hudson (BT Labs) and Gregory Wallace (DEC). 

• Membership of individual experts and not member bodies, or ITU member states or sector members. 
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• Its own separate documentation designation (JPEG-nnn). 

• Its own specifications (e.g. JPEG-8, -9) that after JPEG approval were submitted to the parent standards 
development organizations (SDOs) for independent formal approval as ITU-T and ISO/IEC JTC1 
standards. 

• Its own intellectual property right (IPR) policies (especially patent policy), with a different tenour to 
what at that time were still emerging ITU and ISO patent policies. While JPEG was basically royalty-free 
(RF), ISO and ITU had a reasonable and non-discriminatory (RAND) patent policy. The JPEG collected 
known patents related to the JPEG format based on information from its members. Such information 
was then published as Annex L of ITU-T T.81 | ISO/IEC 10918-1 [1], which was unique at that time. 

The principles of formal collaboration on information technology, particularly with the ISO/IEC Joint 
Technical Committee 1 (JTC1), were given later in 1988 in CCITT A.22 [36]. After 1988, JPEG and the new 
CCITT and ISO committee working on common procedures worked in parallel. ITU later published ITU-T A.23 
[5] (Figs. 2 and 3). The same document was also approved and published by ISO/IEC JTC1. However, by that 
time the work on the JPEG-1 format was already finished. 

The JPEG committee was from the very beginning in contact with the group that developed ITU-T A.23 [5], and 
was one of the first groups that used the common standards template. 

Nevertheless, after formal adoption of ITU-T A.23 [5] in 1993 (when JPEG-1 had already been developed), 
JPEG had de facto lost its unique working rules and methods (e.g. the patent policy of an RF baseline mode and 
RAND optional JPEG components) it earlier enjoyed. So, in 1993 the blue RF patent policy regime zone changed 
to an orange RAND patent policy regime zone (see Fig. 1). The lack of a common RF patent policy regime across 
ITU, ISO and IEC later became a persistent issue in the history of JPEG. In addition, the formal three-step 
approval process by ISO/IEC JTC1 took substantially more time than that required for JPEG to develop its 
specification. 
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Fig. 2 – In 1993, approved Guide for ITU-TS and ISO/IEC JTC1 Cooperation 
(in 1992 interim use, i.e. de jure end of the special JPEG procedures and working rules of 1986) 
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Fig. 3 – In 1993, approved Guide for ITU-TS and ISO/IEC JTC1 Cooperation document 
(introduction page) 

Table 1 shows the timeline of events, with dates and “what happened” columns. It also shows how complicated 
in practice the interactions of the different groups were. 

Co-operation between ITU-T SG8 and ISO/IEC JTC1 SC29 became simpler after the approval of the JPEG-1 
format. However, the original JPEG committee then practically disappeared having been merged de facto into 
JTC1 SC29/WG1 and ITU-T SG8. First the co-operation continued according to the ITU-T A.23 [5] joint rules 
with ITU-T SG8 by means of the so-called collaborative interchange and in 1997 or so by the creation of a 
collaborative team. The JPEG2000 standardization effort was done under such a regime. 

However, what both ISO/IEC JTC1 and ITU-T lost was the flexible, fast and effective working of the original 
JPEG with its unique procedures and working methods. 
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Table 1 – Timeline of standardization-related important dates and events during the development  
of ITU-T T.81 (1992) | ISO/IEC 10918-1:1993 [1] 

Dates What happened 

8-19 October 1984  CCITT - VIIIth Plenary Assembly (Málaga-Torremolinos, 1984), Spain 

Study Group VIII “Terminal equipment for telematic services (facsimile, Teletex, Videotex, etc.)” with 
Study Question: 
“18/VIII New forms of image formation, communication, storage and presentation” 

Special Rapporteurs: Manfred Worlitzer until June 1987, then István Sebestyén 

November 1986 Creation of JPEG; First JPEG meeting in Parsippany, NJ 

Graham Hudson elected as JPEG Chair 

March 1987 JPEG meeting in Darmstadt – Registration of JPEG candidate techniques 

June 1987 1. testing and selection meeting at KTAS, Copenhagen 
Reduction from 12 proposals to 3 group proposals for refinement 

17-20 Nov 1987, 
Tokyo 

ISO TC97 became ISO/IEC JTC1 

ISO TC97 SC2 became ISO/IEC JTC1 SC2 

January 1988 2. testing and selection meeting at KTAS, Copenhagen 
Selection of the ADCT technique for basis of the JPEG standard 

September 1988 JPEG Torino Meeting. First meeting of Gregory Wallace as JPEG Chair 

14-25 November 
1988 

CCITT - IXth Plenary Assembly (Melbourne, 1988) 

14-25 November 1988 - Melbourne, Australia 

Reestablishment of Study Group VIII  
“Terminals for telematic services” with Study Question: 

“16/VIII Common components for image communications” 

Special Rapporteur: István Sebestyén”  

February 1989 JPEG meeting in Livingstone – Consensus on JPEG “RF baseline” and RAND “Options”. Specification 
JPEG8-Rev. 0 created. 

June 1989 CCITT and ISO/IEC have long established cooperative relationships. In June 1989, an ad hoc group of 
CCITT and ISO/IEC JTC1 leaders met to review the then existing situation of cooperation. 

October 1989 JPEG Meeting in Japan. JPEG8-Rev. 5 was prepared and released in December 1989 for external peer 
review.  

March 1990 Hiroshi Yasuda proposal to SC2 to create “SC29” (WG8/N971) 

April 1990 Split off from ISO TC97 SC2 WG8 to new WGs 

WG9 JBIG (Y. Yamazaki) 

WG10 JPEG (G. Wallace)  

WG11 MPEG (L. Chiariglione) 

WG12 MHEG (F. Collaitis, Kretz) 

April 1990 JPEG8-Revision 5 SC2 approval to register the JPEG CD as ISO CD 10918 

April 1990 JPEG Editing meeting in Budapest (JPEG-8 – Rev. 6) 

August 1990 JPEG8-Rev. 8 – basis for final version for CD ballot 

Nov.-Dec. 1990 JPEG8-Rev. 8 was picked up by the IJG (Tom Lane) to start the IJG Code 

February 20, 1991 JPEG CD Part 1 submitted to JTC1/SC2 Secretariat for CD ballot 

March 1, 1991 JPEG CD (ISO/IEC CD 10918-1) Registered 

April-May 1991 Informal contacts between JPEG and the IJG started 

September 1991 Publication of the 1st IJG Code for JPEG 

September 1991 Collaborative Group on CCITT and JTC1 Cooperation. The results were conveyed to the October 1991 
meetings of JTC1 and the CCITT ad hoc Resolution No. 18 Group 

October 21, 1991 ISO/IEC CD 10918-1 approved 

October 1991 JTC1 approval of SC29; WGs moved from SC2 to SC29 

November 1991 First SC29 Plenary Meeting in Tokyo 

January 7, 1992 DIS ballot on JPEG (DIS 10918-1) started in ISO/IEC JTC1 

January 1992 Joint drafting rules for ITU/ISO/IEC common text were applied on an experimental basis first and 
came into force in 1992 

April 30, 1992 CCITT SGVIII Votes to start 3 months Accelerated Voting on CCITT T.81 

July 7, 1992 DIS ballot on JPEG (DIS 10918-1) ended in ISO/IEC JTC1 

July 1992 JPEG Toronto meeting (Editing JPEG DIS to FDIS International Standard) 
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Dates What happened 

September 18, 
1992 

Approval of CCITT T.81 (JPEG) Recommendation by ITU 

7 December - 22 
December 1992 - 
Geneva, 
Switzerland 

APP-92 

Additional Plenipotentiary Conference (Geneva, 1992) 

streamlined ITU into three Sectors: Telecommunication Standardization (ITU-T), 
Radiocommunication (ITU-R), and Telecommunication Development (ITU-D). 

February 1993 JPEG in the first web browsers 

1-12 March 1993 WTSC-93 

World Telecommunication Standardization Conference. Helsinki, Finland 

ITU-T A.23 [5] formally approved 

Study Group 8 – “Terminals for telematic services” with Question: 

“16/8 Common Component for Image Communication” 
Rapporteur: István Sebestyén 

January 28, 1994 FDIS ballot closes: Approval of International Standard ISO/IEC 10918-1 

February 1994 Publication of ISO/IEC 10918-1 

2. REQUIREMENTS OF ITU-T T.81 (1992) |ISO/IEC 10918-1:1993 [1] AND ITS TOOLBOX 
NATURE  

The JPEG-1 standard itself was of the toolbox type, i.e. a bit like a set of different building bricks from which 
many different types of still picture codecs and applications could be assembled according to the needs of the 
different type of imaging applications. Examples of such applications include digital photos, videotex, colour 
facsimile, medical images, web-images and high-resolution, digital images of museum paintings), which build 
on different components, e.g. lossy vs. lossless and sequential vs. progressive image build up, scaling in image 
size and image quality. Not all components needed for a complete application (like colour facsimile) were 
defined by JPEG. So, no file format was standardized – that was left to each application; also, JPEG was colour 
blind, leaving the selection of colour model to applications. 

Nevertheless, the flexibility of design means that even today popular motion image engines and applications 
can still be put together, like the motion-JPEG that had more to do with the Next project of Steve Jobs, than 
with the still picture-coding mandate of the JPEG group. 

The JPEG obtained the original requirements for the JPEG-1 image compression standard from three sources: 

• (ITU) CCITT SGVIII Q.18 (New image communications) with special rapporteurs Manfred Worlitzer 
(DBP) from 1985 to 1987, and István Sebestyén (Siemens) from 1987 to 2000; 

• ESPRIT 563 [6] photovideotex image compression algorithm (PICA) [7] research project on integrated 
service digital network (ISDN) photo-videotex under chair, Graham Hudson (BT Research Labs); 

• ISO TC97 SC2/WG8 under convener, Hiroshi Yasuda (NTT). 

The ESPRIT 563 [6] PICA [7] research project on ISDN photo-videotex concentrated on that application, 
which was rather close to the type of text and photos seen on the web. The PICA [7] project brought to JPEG 
several important components, like several candidate algorithms (one being the winning adaptive discrete 
cosine transform (ADCT) method), several test and selection images, and the testing and selection 
infrastructure (test and selection at Københavns Telefonselskab (KTAS), Copenhagen). 

The requirements from TC97 SC2/WG8 were rather limited due to the fact that SC2 only had a limited scope 
to coding of various types, like coded characters, mosaic graphics and musical notation, some but not much 
for image coding, and especially for switching from one form to the other (e.g. from character to graphic). 
However, even for still image coding, the compression and coding, like that for facsimile (modified Huffman 
(MH), modified READ (relative element address designate) (MR), modified modified READ (MMR)), came from 
CCITT. JPEG also had contacts with some other ISO committees like TC97 SC18 and ITU-T SG8 on Office 
document architecture (ODA), which had interests in the raster-graphic type of still image as an application. 
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The most comprehensive sets of requirements were provided by the NIC Group of CCITT [8]. The author 
analysed the (at that time existing) different CCITT-applications and -services, e.g. videotex photographic 
mode, colour facsimile, hard and soft copy facsimile, office document architecture (actually another common 
text project with ISO TC97), teleconferencing, videotelephony still picture mode and digital phototelegraphy. 

In a contribution [8] to the CCITT SGVIII Q.18 NIC group, NIC capable terminals and servers were defined with 
functionality very similar to that which a well-equipped personal computer (PC) would have a few years later 
on the Internet. Interworking among the various CCITT services and applications was also an important 
requirement (see Fig. 4). 

 

Fig. 4 – Interworking with existing telematics services is always an ITU requirement,  
thus a NIC-capable terminal had to do it too. 

Out of all these requirements came the toolbox concept that first Q.18 NIC Group and later JPEG adopted. That 
concept was followed by several other ISO/IEC JTC1 and ITU-T still and motion image coding standardization 
projects, e.g. JPEG2000, which started in 1997. Even ISO/IEC JTC1/SC29 MPEG (Moving Pictures Expert Group) 
has taken over that concept for several of their projects. 

In the following, some pages and figures from [8] are included (Figs. 5 to 9). 
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Fig. 5 – Cover page of the CCITT contribution [8] describing NIC properties 
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Fig. 6 – Summary of picture properties of some CCITT image communication applications [8] 

In Fig. 6, columns 2 and 3, headed Motion TV and Still image TV, respectively, were covered by CCITT SGXV 
(future ITU-T H.320 [9], ITU-T H.261 [10]) while the right hand columns were covered by CCITT SGVIII 
(telematic applications and services). Please note that some applications were left out (e.g. ODA, 
teleconferencing and phototelegraphy). The NIC capable terminals and applications showed similarities to 
some applications on the web, which emerged a few years later. 
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Fig. 7 – In [8], this is a typical configuration of an NIC-capable terminal.  
A typical PC configuration of the 1990s as seen in 1986 
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Fig. 8 – In [8], teleconferencing applications were seen as a major NIC application 

 

Fig. 9 – In [8], access to image databases (the future web) were seen as other major NIC applications 

The foregoing studies in CCITT have resulted in the concept of common components of image communication 
and the resulting CCITT requirements vis-a-vis JPEG. How this was solved in the JPEG draft specifically is 
summarized in Fig. 11. 

Note that on the CCITT side, this concept has been described by a separate Recommendation written by the 
author as special rapporteur and editor, ITU-T T.80 [11]. This Recommendation is adopted by CCITT/ITU-T 
only; unlike some other standards in the area of still picture coding, ISO/IEC JTC1 has not taken it over. 
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The cover page of ITU-T T.80 [11] is shown in Fig. 10. 

 

Fig. 10 – Title page of ITU-T T.80 [11] 

ITU-T T.80 [11] describes the toolkit (common components) advantages/disadvantages as follows, 

“5.6.1 Toolkit (Common components) concept 

Requirements are to be applicable to practically any kind of continuous-tone multi-level, limited-level, 
bi-level digital source images (i.e. for most practical purposes not to be restricted to images of certain 
dimensions, colour spaces, pixel aspect ratios, etc.) and not to be limited to classes of imagery with 
restrictions on scene content (such as line drawing and/or text in case of Recommendations T.4 and T.6), 
including complexity, range of colours and statistical properties. 

To achieve the above goal, the concept of using for image compression “Common components” from a 
Toolkit shall be a basic requirement. 

Note – Advantages: 

– various requirements of different imaging applications can be satisfied in a flexible way; 

–  use of common hardware/software components when implementing imaging application, 
make implementation easier and more economical; 

–  easier harmonization of different imaging for CCITT and ISO/IEC applications; 

–  easier implementation of interworking among imaging applications; 
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Disadvantages: 

–  Imaging applications using Recommendation T.81 and/or T.82 are not necessarily compatible; 

–  the T.80-Series Toolkit is flexible, but very comprehensive; 

–  the employment of the T.80-Series compression methods in concrete application (including 
selection of proper parameters, defining resolutions, color models, interleave structure, pixel 
aspect ratio, communication protocols for transmission, etc.) is still a major task.” 

2.1 JPEG: An architecture for image compression  

Pennebaker and Mitchell [2] describe the common components and the toolbox nature of the JPEG-1 format, 

“JPEG is more than an algorithm for compressing images. Rather, it is an architecture for a set of image 
compression functions. It contains a rich set of capabilities that make it suitable for a wide range of 
applications involving image compression. 

In one respect, however, JPEG is not a complete architecture for image exchange. The JPEG data streams 
are defined only in terms of what a JPEG decoder needs to decompress the data stream. Major elements are 
lacking that are needed to define the meaning and format of the resulting image. The JPEG committee 
recognized that these aspects are quite controversial and would probably have delayed the decision-
making process needed to complete JPEG. They decided that, necessary as these parameters and constraints 
are, they are more properly the domain of application standards. The committee therefore deliberately did 
not include them in JPEG.” 

2.2 JPEG baseline and extended systems 

JPEG has defined a baseline capability that must be present in all JPEG modes of operation that use DCT, which 
is the common core that enables easier interoperability among applications. 

To ensure progressive image build up for certain applications, several modes are supported: 

In the progressive DCT modes in the spectral selection mode, the DCT coefficients are grouped into spectral 
bands, where for all 8 × 8 blocks the lower-frequency bands are sent first and then the higher frequency ones. 
In the successive approximation, the information is first sent with lower precision and then refined in later 
scans with higher precision data. In the hierarchical mode, the resolution of the image increases with the 
progressing stages. The best type of progressivity to use depends entirely on the application (Fig. 11). 

While the earlier modes provide lossy images that can be used for many applications and result in higher 
compression rates, there are applications that require lossless image compression (e.g. for medical diagnosis 
images). The compression rate there is obviously worse. 

On the entropy coding level, Huffman coding is mandatory for all images; optionally, arithmetic coding can be 
used. Essential characteristics of JPEG coding processes are shown in Fig. 12. 

 

Fig. 11 – JPEG modes of operation [2] 
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Accordingly, ITU-T T.81 | ISO/IEC 10918-1 [1] summarizes the different JPEG modes in Fig. 12. 

 

Fig. 12 – Essential characteristics of the JPEG-1 coding processes: the baseline process is mandatory in all JPEG applications to 
assure compatibility. Extended DCT-based processes, lossless processes and hierarchical processes are optional components to 

cover certain application areas [1] 
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2.3 JPEG patent policy 

As previously mentioned, the informal JPEG decided from the very beginning that its patent policy should be 
RF. In February 1989 (at the Livingstone, NJ, USA, JPEG meeting), the patent policy was refined:  

• for the baseline mode – common to all JPEG implementations – JPEG must be RF; 

• however, for optional components, either RF or RAND components, e.g. for arithmetic coding, are 
allowed. 

The reason is that the new JPEG algorithm had to compete with other already existing and very popular still 
picture CCITT coding Recommendations, e.g. for facsimile (MH, MR, MMR), which were all RF. 

In addition, in JPEG standardization, the majority of participating companies were telecommunication carriers 
or from the telecom industry, both of whom were at that time generous with their IPRs in standards. 

How was this possible so close to ITU (CCITT) and ISO (later JTC1)? Well, JPEG-1 development started in 
summer 1986 and ended in 1992 to 1993; however, the technically stable standard had been finished in 1990. 
At that time, ITU (then CCITT) and ISO (later JTC1) had no policy for common work and common text 
standards, let alone common patent policy. 

Certainly, the tenour of the patent policies of the SDOs were still different in 1986 to 1990 when JPEG was 
developed and drafted. In ISO, the tenour was that patents and licences were only allowed in exceptional cases, 
when no other way was possible to arrive at an International Standard. In the CCITT, Director T. Irmer was 
just about to formulate a CCITT code of practice on patented items with a RAND-based patent policy regime. 
However, in its first application, ITU-T H.261 [10], all participants and patent holders had an understanding 
(though it was formally never documented) to keep that standard de facto licence fee free. With the later ISO 
MPEG format, this policy practice completely changed. From the MPEG-1 standard onwards, licences on a 
RAND basis were the normal practice; however, in JPEG, the desire and plan for an RF baseline in several 
subsequent standards still remained. Nevertheless, the RAND-based patent policy regime of ISO, IEC and ITU 
could not guarantee an RF baseline, so that it always remained an uncertain undertaking. 

Information about possible patents was a persistent topic in the JPEG committee. More interactions concerned 
information sharing (what experts had heard back from their companies’ IPR experts) than discussion about 
individual patents, e.g. whether a patent really applied to the JPEG specification. In that spirit, Annex L became 
an informal part of ITU-T T.81 | ISO/IEC 10918-1 [1], 

“L.1 Introductory remarks 
The user’s attention is called to the possibility that – for some of the coding processes specified in Annexes 
F, G, H, and J – compliance with this Specification may require use of an invention covered by patent rights. 
By publication of this Specification, no position is taken with respect to the validity of this claim or of any 
patent rights in connection therewith. However, for each patent listed in this annex, the patent holder has 
filed with the Information Technology Task Force (ITTF) and the Telecommunication Standardization 
Bureau (TSB) a statement of willingness to grant a license under these rights on reasonable and non-
discriminatory terms and conditions to applicants desiring to obtain such a license. 
The criteria for including patents in this annex are: 
a) the patent has been identified by someone who is familiar with the technical fields relevant to this 
Specification, and who believes use of the invention covered by the patent is required for implementation 
of one or more of the coding processes specified in Annexes F, G, H, or J; 
b) the patent-holder has written a letter to the ITTF and TSB, stating willingness to grant a license to 
an unlimited number of applicants throughout the world under reasonable terms and conditions that are 
demonstrably free of any unfair discrimination. 
This list of patents shall be updated, if necessary, upon publication of any revisions to the Recommendation 
| International Standard.” 

This was unique at that time in a Recommendation | International Standard, but understandable, because at 
that time the patent database of ITU-T and ISO/IEC simply did not yet exist. 
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3. JPEG AND THE INDEPENDENT JPEG GROUP CONTACTS 

While the requirements came from CCITT and ISO, the JPEG group worked autonomously. The specification 
created by the group (JPEG-8) was introduced to both SDOs and they were independently approved in parallel 
by both ITU-T SG8 and ISO/IEC JTC1 SC29, as ITU-T T.81 (1992)| ISO/IEC 10918-1:1994 [1]. 

The reason for the long time lag between the technically stable JPEG-8 and JPEG-9 specifications and the finally 
approved and published ITU and ISO/IEC JTC1 standards was that: 

• the JPEG specification format had to be adapted to the new common ITU/ISO/IEC standard format 
(ITU-T T.81 was one of the first standards using the common text format); 

• the formal SDO approval and publication procedures on the ISO/IEC side take too much time. 

The JPEG-8 specification was a stable document from about the fall of 1990 (Fig. 13). That was also the time 
when JPEG passed the specifications to CCITT and JTC1 to start their approval procedures (e.g. the JTC1 
committee draft (CD) was registered in April 1990 with the draft technical specification JPEG-8 revision 5 and 
in August 1990 revision 8 [12]). 

JPEG-8 was also the specification ready for early implementations and testing. Via the relationship of JPEG to 
the parent SDOs, the drafts were available both to the ITU-T membership (CCITT SGVIII) and to ISO/IEC JTC1 
member bodies. 
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Fig. 13 – Cover and “Read me” page of JPEG-8 revision 8 – the input document to CCITT SGVIII and ISO/IEC JTC1 SC2 for the formal 
approval process and to the IJG for OSS implementation 

It was then rather incidental that the JPEG-8 specification was picked up from the USA JTC1 member body 
ANSI by Tom Lane who had founded the IJG. The aim was to take the JPEG specification, develop an open 
source code and make it available to everyone free of charge. 

This occurred completely independently of the JPEG committee and the parent SDOs. At that time, the JPEG 
committee hardly knew what OSS was and nothing about the IJG. 
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It was also purely coincidental that the modular toolbox type of JPEG design was perfect for open source 
implementations (for the IJG, it was enough first to build those components that were felt most essential for 
their target applications), and the RF nature of the standard helped to avoid any licensing troubles with 
possible patent holders. Open source advocates are very often individuals with no or little information and 
communications technology (ICT) company background. 

With Tom Lane, the author had the following email exchange, 4 August 2018: 

“a) Was JPEG-8-R the first JPEG specification and when was it picked up by the IJG? And when? 

As far as I can tell from digging around in old email, we obtained paper copies of JPEG-8-R8 from 
the X3 Secretariat in November or December 1990, which is more or less when the group started 
working. 

b) The first IJG Code of September 1991 corresponded to which JPEG-8-R specification? 

We had copies of JPEG-9-R6 by February 1991, and that would have probably been what we were 
working from for "v1", though I found some mail questioning whether 9-R6 was actually any more 
authoritative than 8-R8. (BTW, my files show IJG's "v1" public release as being dated 7 October 
1991.) 

c) When did IJG implement the finally approved JPEG standard (which was approved by CCITT in 
1992 first and which was quite close to the earlier JPEG-8 last version)? 

I do not recall that we had to make any standards-compliance changes after the v1 release, 
although we gradually implemented larger fractions of the spec (12-bit depth came later, I think, 
and progressive mode was definitely much later). But this was a lot of years ago, so I might've 
forgotten something. 

d) Who was your main contact in the JPEG team? I just remember reports about the progress of IJG, 
but I cannot remember who presented that (maybe it was Greg Wallace the JPEG Chairman at that time)? 

I was in touch with Greg from about May of 1991. I also seem to have been in contact with William 
Pennebaker from Jan 1991, though I don't have any actual emails to/from him till much later 
(maybe the early contacts were by phone? or I'm just looking in the wrong archive?). It looks like 
Greg was by far the most helpful, though. I don't recall talking to any other committee members 
besides them and Joan Mitchell; and most of my interactions with Joan were later, when she was 
working on the pink book. 

e) Particularly interesting was the implementation of the arithmetic coder, that was included in one 
version (which one?), but then taken out in the next version (which one?). 

It was already gone in v1. I do have a “tarball” (sort of ZIP) of a prototype from May 3 1991 that 
appears to have a non-stub arith.c file in it.” 

It should be added that the IJG chose a sort of Berkeley Software Distribution (BSD) OSS licence (from the IJG 
software version jpeg-6b) for its code: 

------------------------------------ 

“This software is copyright (C) 1991-1998, Thomas G. Lane. 

All Rights Reserved except as specified below. 

Permission is hereby granted to use, copy, modify, and distribute this 

software (or portions thereof) for any purpose, without fee, subject to 

these conditions: 

(1) If any part of the source code for this software is distributed, then 

this README file must be included, with this copyright and no-warranty 

notice unaltered; and any additions, deletions, or changes to the original 

files must be clearly indicated in accompanying documentation. 

(2) If only executable code is distributed, then the accompanying 
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documentation must state that "this software is based in part on the work 

of the Independent JPEG Group". 

(3) Permission for use of this software is granted only if the user accepts 

full responsibility for any undesirable consequences; the authors accept 

NO LIABILITY for damages of any kind. 

These conditions apply to any software derived from or based on the IJG 

code, not just to the unmodified library. If you use our work, you ought 

to acknowledge us. 

Permission is NOT granted for the use of any IJG author's name or company 

name in advertising or publicity relating to this software or products 

derived from it. This software may be referred to only as "the Independent 

JPEG Group's software". 

We specifically permit and encourage the use of this software as the basis 

of commercial products, provided that all warranty or liability claims are 

assumed by the product vendor.” 

---------------------------- 

As previously noted, the JPEG also had its own patent policy. The so-called baseline mode (which was common 
to all JPEG variants to enable interoperability among all JPEG coders) had to be RF. On JPEG, optional feature 
RAND licensing was permitted. The arithmetic coder mentioned in paragraph e) was such a RAND component. 
It was only optional, so it could be left out from a given use and implementation. The IJG first implemented the 
arithmetic coder, but when they found out that it was a royalty-bearing component, they immediately 
removed it from the open source code. 

------------------------------ 

From IJG Software Library “Readme” file by Tom Lanes 

 

“It appears that the arithmetic coding option of the JPEG spec is covered by 

patents owned by IBM, AT&T, and Mitsubishi. Hence, arithmetic coding cannot legally 

be used without obtaining one or more licenses. For this reason, support for 

arithmetic coding has been removed from the free JPEG software. (Since arithmetic 

coding provides only a marginal gain over the unpatented Huffman mode, it is 

unlikely that very many implementations will support it.) So far as we are aware, 

there are no patent restrictions on the remaining code.” 

 

Author’s note – All JPEG-1 patents have now expired. 

------------------------------ 

This was a very important lesson to learn very early on: OSS does not like components that are not 
royalty free. The JPEG Recommendation | International Standard was formally approved by ISO/IEC JTC1 
and ITU-T, respectively, under the ISO, IEC and ITU-T RAND joint patent policy regime. However, de facto the 
baseline mode of JPEG remained RF. We see today the same phenomenon when some fast-track and publicly 
available specification (PAS) drafts come to JTC1. The specification is first developed by an SDO or consortium 
(e.g. the World Wide Web Consortium (W3C), Organization for the Advancement of Structured Information 
Standards (OASIS), Ecma International) under an RF patent policy regime, but then later also approved by 
JTC1 under RAND one. Of course, with the limitation that the JTC1 approval can from a technical point of view 
be either “yes” or “no” (but no technical modification). With JPEG-1, de facto this was the case too. 

Feedback into the standardization cycle: This is theoretically possible, and in many cases actually useful. 
However, for JPEG-1 this was not the case. Some members of the JPEG Committee themselves had a few early 
JPEG-1 implementations in both software and hardware. Those experiences have been shared with other JPEG 
committee members and provided the necessary feedback to the standardization part of JPEG. Nevertheless, 
in other standardization projects, this might be an interesting asset. 
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3.1 Conclusions and take aways on JPEG and the IJG OSS process 

i) Standardization first by an SDO, forum or consortium and subsequent implementation of the standard 
in OSS is a useful project, and was done in the JPEG-1 standardization project. Nevertheless, 
standardization and product development must be close in time to each other, so that the relationship 
between standard setting and implementation can be established. 

ii) OSS implementation is helpful in the verification of the standard, providing feedback into the 
standardization project. 

iii) OSS implementation first helps to promote the standard and to ensure market acceptance. In the case 
of JPEG-1, the worldwide and free availability of the IJG code that could be built in into various 
applications free of charge contributed significantly to the success of the JPEG-1 Recommendation | 
International Standard. 

iv) OSS prefers to take standards for implementation that are patent RF. However, the patent policy of ITU, 
ISO and IEC only guarantees RAND. RF declarations on patents in the standard are not enough, because 
all contributors are permitted to submit contributions under RAND too, plus there is always a remaining 
third party left-out part that is RAND. There are organizations with RF patent policy options (e.g. W3C, 
OASIS, Ecma International) that also have real RF-based patent policy regimes. So co-operating with 
them on such projects is beneficial. Fast tracking of or a PAS for such standards in JTC1 is also a good 
solution too. 

v) The co-operation between IJG and JPEG worked well for about 10 years. First, the JPEG Committee was 
absorbed by ITU-T SG8 and ISO/IEC JTC1 SC29. This was the case after the ITU/ISO/IEC co-operation 
for joint work and joint text Recommendation | International Standard document had been formalized 
in 1993. Then JPEG continued to work according to ITU-T and JTC1 policies and rules, and lost some 
special components (like the JPEG IPR policy) that were rather OSS friendly. The informal liaison 
between JPEG and IJG was never formalized (IJG had no legal status). However, until about 2000, the IJG 
gradually also implemented further ITU-T T.81 (1992) ISO/IEC 10918-1:1993 [1] components (like 
progressive coding modes), changed their direction slightly and started to fork from the ITU-T/ISO/IEC 
Recommendation | International Standard. Moreover, a new generation of leadership and membership 
took over the IJG work, which had slightly different goals from the starting IJG generation. Such 
unpredictability in the long-term relation to OSS is a reality and should be taken into consideration. 

4. PLANNED AND NOT DIRECTLY PLANNED (BUT SUCCESSFUL) JPEG APPLICATIONS 

As pointed out in section 2, the most detailed requirements for the JPEG toolbox came from CCITT SGVIII. 
Consequently, after the JPEG-1 Recommendation was approved in 1992, work continued in ITU-T to include 
ITU-T T.81 in ITU-T applications. These are briefly described in 4.1.  

Furthermore, for other JPEG experts, like Pennebaker and Mitchell [2] it was clear that this toolbox had many 
possible other uses besides communication, PC-images, printing, medical images etc. However, as [2] explains, 
those were left to other applications and remained outside of the JPEG-1 Recommendation | International 
Standard. This section describes a few examples of these. 

4.1  ITU-T JPEG applications 

It is an irony of standardization that the requirements and the toolbox came from telecommunication use 
cases to support a new generation of ITU-T imaging telecommunication applications. However, many of these 
applications are, from today’s historic perspective, less successful and rather unimportant. 

Colour facsimile group 4 (4.1.2) never reached the market, videotex (4.1.3) has been completely replaced by 
the worldwide web, ODA (4.1.5) never became really popular, and was replaced with hypertext on the web 
and other office document applications like office open extensible markup language (OOXML) or open 
document format (ODF), which themselves became ISO/IEC International Standards. 
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Other applications like colour facsimile group 3 (4.1.1) have even today some limited use, but in importance 
far beyond, for example, a JPEG image attached to an email. Computer conferences (4.1.4) with ITU-T T.120 
[13] were popular in the 1990s and in the early 2000s, but it is difficult to estimate what market share remains 
today. ISDN videophone (ITU-T H.320 [9] and ITU-T H.261 [10]) saw some modest use in the past, but no 
longer. 

Note that all of these applications had their own communication protocols, file formats, colour models, etc. 
This was the reason, from the CCITT side, why these components were not required and so not included in the 
JPEG-1 standard. 

4.1.1  Colour facsimile group 3: Annex E of ITU-T T.30 [14]; Annex E of ITU-T T.4 [15] 

Facsimile group 3 was especially popular during the 1980s, but in the 1990s the Internet and the worldwide 
web gradually replaced this service. It has still some advantages; however, when colour facsimile group 3 was 
implemented in products, interest in this application was already in decline. Annex E of ITU-T T.30 [14] opens, 

“This annex describes the additions to ITU-T Rec. T.30 to enable the transmission of continuous-tone 
(multilevel) colour and gray-scale images for Group 3 facsimile mode of operation. 

The objective is to enable the efficient transmission of high quality, full colour and gray-scale images over 
the general switched telephone network and other networks. The images are normally obtained by 
scanning the original sources with scanners of 200 pels/25.4 mm or higher, and bit depths of eight bits per 
picture element per colour component or higher. The original sources are typically colour or gray-scale 
photographs or hard copies from high-quality printing systems. 

The method specified here performs well on full-colour images, but for transmission of multi-colour images 
such as business graphics, other methods may be more efficient. Two such methods would be the 
transmission of images using ITU-T Recs T.434 (Binary File Transfer) and T.82 (JBIG encoding). This annex 
does not address the encoding of multi-colour images. This topic is left for further study. 

The encoding methodology for continuous-tone (multilevel) images is based on the JPEG (ITU-T Rec. T.81 | 
ISO/IEC 10918-1) image encoding standard. The JPEG image coding method includes both a lossy mode 
and a lossless mode of encoding. This annex adopts the lossy mode of encoding which is based on the 
Discrete Cosine Transform. 

The technical features of encoding and decoding the continuous-tone colour and gray-scale image data are 
described in Annex E/T.4. It describes two modes of image encoding (lossy gray-scale and lossy colour) 
which are defined using ITU-T Rec. T.81.” 

ITU-T T.30 [14] is actually in use because facsimile group 3 terminals that were popular before the web era 
are still around, along with colour printers with facsimile sending and receiving capability. Nevertheless, its 
importance is substantially less than that of, for example, web pages with photographic content. 

4.1.2  Colour group 4 facsimile: ITU-T T.563 [16]; ITU-T T.42 [17] 

Clause 2.5 of ITU-T T.563 [16] reads, 

“For the continuous tone colour image, the continuous tone colour representation method for G4 facsimile 
is defined in Recommendation T.42.” 

Clause 6.1 of ITU-T T.42 [17] reads, 

“In order to represent continuous-tone colour data accurately and uniquely, a device-independent 
interchange colour space is needed. This colour image space should encode the range of hard copy image 
data the range of soft copy image data. 
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The following represents an example for the use of this model: a Sender scans an original colour image 
using a specific device-dependent colour space which may depend on the illuminant and/or filters of a 
particular scanner system. The Sender converts the device-dependent colour data to the interchange colour 
representation. The Sender then encodes the data using a coding algorithm such as ITU-T Rec. T.81 (JPEG). 
The Receiver receives the encoded data. The data is decoded and converted to the colour space which is 
device dependent. In order to define the colour representation, it is necessary to specify the white point, 
illuminant and gamut range used in the interchange data representation.” 

ITU-T T.563 [16] – though published – is practically not used and most likely has never been implemented. 
Facsimile group 4 (including so called mixed mode terminals) existed only on paper and in the 
Recommendation. The failure of facsimile group 4 had to do with: a) the different options in the network layers 
(public switched telephone network (PSTN), packet switched data network (PSDN), circuit switched data 
network (CSDN), ISDN – none of them too popular); b) damaging discussion on the incompatibility on ISDN 
between facsimile groups 3 and 4. That was enough to kill the potential market. 

4.1.3  Videotex: Annex F of ITU-T T.101 [18] 

Actually, this application comes closest to what is today presented on web pages with photographic content. 
Part of Annex F of ITU-T T.101 [18] reads, 

“This annex defines a data syntax to be used for conveying photographic data in a Videotex environment. 
The necessary tools are provided for the transfer of photographic data, typically from a Videotex Host to a 
Videotex terminal. This data syntax is equally applicable to either storage or communication applications 
and is independent of physical device or transmission media. 
This annex does not deal with the visible appearance of the displayed pictures, however all the necessary 
source image information is provided to make the proper physical adaptation at the receiving side. The 
specification of post-processing techniques is left to the implementers and is, therefore, outside the scope 
of this annex…. 
…. In particular, the …-Joint Photographic Experts Group (JPEG) compression algorithm, based on the 
discrete cosine transform (DCT), the facsimile ITU-T Recommendation T.4 and CCITT Recommendation T.6 
coding algorithms are used. In this annex the algorithms or compression techniques themselves are not 
described, references are provided.” 

ITU-T T.101 [18] was also adopted by the European Conference of Postal and Telecommunications 
Administrations (CEPT) [19] and European Telecommunications Standards Institute (ETSI). About 5 000 
terminals were built and put into operation in France alone. Today all videotex services worldwide have been 
replaced by the web. Videotex was killed by: a) incompatibility of the major world regional standards; b) its 
terminals were mostly dedicated (not PCs) and had no other functionality. Thus, it came one or two 
generations too early. 

Nevertheless, videotex is important from a historic point of view. Many concepts seen today on the web had 
an early videotex variant, e.g. photo-videotex or tele-software (early and similar versions of web scripting 
languages like ECMAScript and JavaScript. 

4.1.4  Multimedia conferencing: ITU-T T.120 [13]; ITU-T T.126 [20] 

ITU-T T.120 [13] (including ITU-T T.126 [20]) is one of the ITU-T Recommendations utilizing JPEG-1 and 
implemented very often. The system architecture of ITU-T T.120 [13] is shown in Fig. 14. Screen sharing, 
sharing of photographic images via internet and web-linked PC stations are classical uses. Thus, ITU-T T.120 
[13] using JPEG-1 has been successful. 
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Fig. 14 – The situation of the still image (SI) standard within the ITU-T T.120 [13] system architecture 

4.1.5  Open document architecture (ODA) raster graphics content architecture: ITU-T T.417 | 
ISO/IEC 8613-7 [21] 

Amendment 1 to ITU-T T.417 | ISO/IEC 8613-7 [21] supports the use of joint bi-level image experts group 
(JBIG) and JPEG colour in applications using raster graphics content, 

“The JPEG encoding schemes defined in CCITT Rec. T.81 | ISO/IEC 10918-1 specify two classes of coding 
processes: lossy (not information preserving) and lossless (information preserving). The lossy procedures 
are all based on the Discrete Cosine Transform (DCT) and the lossless are based on a predictive technique. 
Four modes of encoding are defined: the sequential DCT-based mode, the progressive DCT-based mode, the 
sequential lossless mode, and the hierarchical mode. 

In the sequential DCT-based mode 8 × 8 blocks of pixels are transformed. The resulting coefficients are 
quantized and then entropy coded (losslessly) by Huffman or arithmetic coding. The pixel blocks are 
typically formed by scanning the image (or image component) from left to right, and then block row by 
block row from top to bottom. The allowed sample precisions are 8 and 12 bits per component sample. Of 
the DCT-based methods, the sequential DCT-based mode requires the least amount of storage as a file. 

For the progressive DCT-based mode, the quantized coefficients for the complete image component are 
determined, stored, and processed by either spectral selection or successive approximation. These two 
techniques may be used separately or may be combined in various ways. 
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The sequential lossless mode is not based on DCT but is a predictive coding technique. The predicted value 
of each pel position is calculated from up to three of its nearest neighbours above and to the left, and the 
difference between the predicted value and the actual value is entropy encoded losslessly. For the lossless 
mode of operation, sample precisions from 2 bits per sample to 16 bits per sample are allowed.  

In the hierarchical mode, an image (or image component) is transmitted with increasing spatial resolution 
between progressive stages by first downsampling the image a number of times to produce a reference 
stage, which is transmitted by one of the other three modes of operation. The output of each hierarchical 
stage is used as the prediction for the next stage and the difference is coded. The coding of the differences 
may be done using only DCT-based processes, only lossless processes or DCT-based processes with a final 
lossless process for each component. 

All decoders that include any DCT-based mode of operation shall provide a default decoding capability, 
referred to as the baseline sequential DCT process. This is a restricted form of the sequential DCT-based 
mode, using Huffman coding and 8 bits per sample precision for the source image.” 

This quote is a very good description of what the JPEG toolkit does, but in practice ITU-T T.417 | 
ISO/IEC 8613-7 [21] including the raster graphic content architecture was too complex, with not many 
implementations. On the web, hypertext markup language (HTML) standards including JPEG-1 dominate. 

4.1.6  ISDN Videophone still image transmission: ITU-T H.261 [10] 

Annex D of ITU-T H.261 [10] reads, 

“This annex describes the procedure for transmitting still images within the framework of this 
Recommendation. This procedure enables an H.261 video coder to transmit still images at four times the 
normal video resolution by temporarily stopping the motion video. Administrations may use this optional 
procedure as a simple and inexpensive method to transmit still images. However, Recommendation T.81 
(JPEG) is preferred when the procedures for using T.81 within audiovisual systems are standardized.” 

ITU-T H.261 [10], which became the mother of all later video coding standards in the ITU (and also ISO/IEC 
JTC1/SC29 MPEG), was specified in CCITT SGXV by the so-called Okubo Group. JPEG had liaison and contacts 
with the Okubo group and some harmonization effort took place, e.g. on Huffman coding. However, it was 
completely coincidental that both the Okubo Group and JPEG found in the tests and selection that a DCT-based 
image-coding standard provided the best quality images and should be the base for both standards. 
Nevertheless, it was not easy for SGXV to accept that in Annex D of ITU-T H.261 [10], they should give 
preference to the JPEG format. However, in practice, there are only a few use cases of ITU-T H.320 [9] ISDN 
videophones, e.g. in Germany; however, the few thousand implementations cannot compete with web-based 
videophones, e.g. Skype and Zoom, etc. 

4.2  JPEG file interchange format 

The development of the JPEG file interchange format (JFIF) [22][23] was a most useful and successful gap-
filling activity for the ISO/IEC JTC1 side. While in the ITU-T there was, from the very beginning, a clear strategy 
to include ITU-T T.81 in several ITU-T applications (see 4.1), on the JTC1 side this was completely ignored. So, 
it had to be filled by an ad hoc activity from members of the IT Industry: 

Wikipedia [23] reads, 

“Development of the JFIF document was led by Eric Hamilton of C-Cube Microsystems, and agreement on 
the first version was established in late 1991 at a meeting held at C-Cube involving about 40 representatives 
of various computer, telecommunications, and imaging companies. For nearly 20 years, the latest version 
available was v1.02, published September 1, 1992 

In 1996, RFC 2046 specified that the image format used for transmitting JPEG images across the internet 
should be JFIF. The MIME type of "image/jpeg" must be encoded as JFIF. In practice, however, virtually all 
Internet software can decode any baseline JIF image that uses Y or YCbCr components, whether it is JFIF 
compliant or not. 
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As time went by, C-Cube was restructured (and eventually devolved into Harmonic Inc., LSI Logic, Magnum 
Semiconductor, Avago Technologies, Broadcom Limited, and GigOptix, GigPeak, etc.), and lost interest in 
the document, and the specification had no official publisher until it was picked up by Ecma International 
and the ITU-T/ISO/IEC Joint Photographic Experts Group around 2009 to avoid it being lost to history and 
provide a way to formally cite it in standard publications and improve its editorial quality.  

It was published by ECMA in 2009 as Technical Report number 98 (TR/98) to avoid loss of the historical 
record, and it was formally standardized by ITU-T in 2011 as its Recommendation T. and by ISO/IEC in 
2013 as ISO/IEC 10918-5. The newer publications included editorial improvements but no substantial 
technical changes.” 

The JFIF [22][23] is a minimal file format that enables the exchange of JPEG encoded images (according to 
ITU-T T.81 | ISO/IEC 10918-1 [1]) having one or three colour channels and 8 bits per colour channel between 
a wide variety of platforms and applications. This minimal format does not include some advanced features 
found in various other specified file formats. The optional inclusion of thumbnail images for rapid browsing is 
also supported. 

Instead of the JFIF, between 1993 and 1996, ISO/IEC and ITU-T developed (under the JTC1 SC29/WG1 
convenorship of Eric Hamilton,) ITU-T T.84 | ISO/IEC 10918-3 [24], which defined extensions [including 
variable quantization, selective refinement, composite tiling, and a still picture interchange file format (SPIFF)] 
to JPEG-1. Added to that, ITU-T T.86 [25] covers registration of JPEG profiles, SPIFF profiles, SPIFF tags, SPIFF 
colour spaces, APPn markers, SPIFF compression types and registration authorities (REGAUT). 

The SPIFF extension provides for the interchange of image files between application environments. It is a 
generic file format intended for interchange only and does not include many of the features found in 
application-specific formats. The interchange format omits certain parameters, e.g. aspect ratio and colour 
space designation, because they are not strictly required for decoding the image component values. SPIFF is a 
complete coded image representation, i.e. it includes all parameters necessary to reconstruct and present the 
decoded picture accurately on an output device. 

SPIFF was designed to be backwards compatible to JFIF. It was recognized by JPEG from the very beginning 
that without backwards compatibility SPIFF would have no chance to succeed on the market. Unfortunately, 
even with that policy it did not succeed. It was too complex and too late. Thus, JFIF and their formal versions 
in Ecma International (TR/98) [26], ISO/IEC and ITU-T is still the file format standard for JPEG-1 images. 

4.3  M-JPEG 

As described in Pennebaker and Mitchell [2], one of the earliest implementers of the JPEG Recommendation | 
International Standard was C-Cube Microsystems Inc., which developed the CL550 JPEG codec chip in 1990 
[27]. This was the world's first real-time JPEG codec capable of compressing and decompressing image frames 
fast enough to permit use in full-motion video. 
Cockroft and Hourvitz [28] reported the NeXT project of Steve Jobs in 1991, 

”NeXT Inc is using the Joint Photographic Experts Group (JPEG) draft image compression standard in 
several of its products. NeXTstep is the standard operating environment on NeXT computers and uses Tag 
Image File Format (TIFF) as its standard image format. NeXTstep supports TIFF file use through the 
NXImage class. Version 2.0 of the operating system offers JPEG standard support to all TIFF reading and 
writing facilities. All applications using the NXImage class can now read JPEG-compressed TIFF files, which 
are read transparently to applications. The company also introduces hardware JPEG processing on its 
NeXTdimension graphics board, letting standard-resolution video be compressed or decompressed 
at real-time rates. Video frames can be compressed and transferred to hard disks at a rate of 30 
frames per second. Playback can also be read from the disk and decompressed. Users can then 
display the playback in a sub-window of a megapixel display or direct into a video output jack.” 

Thus, early on, JPEG video applications were implemented and this was the first step to M-JPEG becoming a de 
facto standard, still used today especially for video editing. 
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The JPEG did not also target motion image applications because it was a disciplined standards group whose 
limits of standardization were clearly defined by its parent SDOs. In CCITT, JPEG was responsible for 
photographic still images, while CCITT SGXV was responsible for developing a video coding standard for an 
ISDN videophone and later to other type of networks. In ISO/IEC JTC1/SC2 and later SC29, JPEG was also 
responsible for photographic still images and then in 1988 the emerging MPEG became responsible for videos 
on digital storage media (like compact discs in MPEG-1). MPEG-2 digital TV was not even on the horizon (that 
came in the early 1990s). 

Therefore, there is no standard that defines a single exact format that is universally recognized as a complete 
specification for motion JPEG for use in all contexts. This raised compatibility concerns about file outputs from 
different manufacturers. However, each particular file format usually has a standard on how M-JPEG is 
encoded. For example, Microsoft documents their standard format to store M-JPEG in AVI files, Apple 
documents how M-JPEG is stored in QuickTime files and IETF RFC 2435 [29] describes how M-JPEG is 
implemented in an RTP stream. 

According to Wikipedia [30], 

“Motion JPEG (M-JPEG or MJPEG) is a video compression format in which each video frame or interlaced 
field of a digital video sequence is compressed separately as a JPEG image. The JPEG still image compression 
standard can be applied to video by compressing each frame of video as an independent still image and 
then transmitting them in series. Video that has been coded this way is defined as a Motion JPEG. 

M-JPEG is an intraframe-only compression scheme (compared with the more computationally intensive 
technique of interframe prediction). Whereas modern interframe video formats, such as MPEG1, MPEG2 
and H.264/MPEG-4 AVC, achieve real-world compression ratios of 1:50 or better, M-JPEG's lack of 
interframe prediction limits its efficiency to 1:20 or lower, depending on the tolerance to spatial artifacting 
in the compressed output. Because frames are compressed independently of one another, M-JPEG imposes 
lower processing and memory requirements on hardware devices. 

As a purely intraframe compression scheme, the image quality of M-JPEG is directly a function of each video 
frame's static (spatial) complexity. Frames with large smooth transitions or monotone surfaces compress 
well and are more likely to hold their original details with few visible compression artifacts. M-JPEG-
compressed video is also insensitive to motion complexity, i.e. variation over time. It is neither hindered by 
highly random motion (such as the water-surface turbulence in a large waterfall), nor helped by the 
absence of motion (such as static landscape shot by tripod), which are two opposite extremes commonly 
used to test interframe video formats. 

M-JPEG enjoys broad client support — most major web browsers and players provide native support, and 
plug-ins are available for the rest. Minimal hardware is required because it is not computationally 
intensive.” 

Originally developed for multimedia PC applications, M-JPEG is now used by video-capture devices such as 
digital cameras, Internet protocol (IP) cameras, and webcams, as well as by non-linear video editing systems.  

So, a motion JPEG standard takes advantage of the toolbox nature of JPEG to achieve its functionalities, but 
that needs to be extended for practical implementation. 

It is surprising that M-JPEG is still used in several applications and systems today.  

4.4  Exchangeable image file format 

The use of JPEG-1 in digital photography is one of the most important applications today. In mobile phones 
alone, there are about 4 billion photo-cameras. Today smart phones dominate the photo-camera market. Each 
camera takes about 260 JPEG pictures per year, resulting in 1 trillion (1 000 000 million) JPEG photos each 
year. Taking all images, including the analogue images that have been taken over the more than 150 years 
since the invention of photography, the estimated total is 5,7 trillion pictures. JPEG pictures have practically 
dominated all pictures taken worldwide since the introduction of the format (All stats are from Ahonen [31]). 

With such a background, it may sound strange that although the JPEG committee saw that digital photography 
would be a very important use case one day in the future, it did not see: 
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a) that it would come within 10 years from the development of the JPEG-1 standard; 

b) that it would kill the analogue photography by the early 2000s);  

c) the emergence of mobile communication and with that the appearance of mobile phones (especially 
smart phones) as the dominant digital photo camera type – JPEG especially did not see the emergence 
of high resolution colour displays on smart phones (e.g. the iPhone) that had a completely new type of 
display device for photos; 

d) last but not least, JPEG also did not see that on smart phones animated still images (with 1-2 s animation 
on average) would become an important enhancement for digital still pictures – on animated JPEG at 
least there are now plans to have a new JPEG-1 standard extension specifying the old JPEG-1 format for 
animated images. 

For the aforementioned reasons, the JPEG Committee neglected in the early 1990s to develop JPEG file format 
standardization suitable for digital cameras. It was in 1993 when the first drafts of the SPIFF file format (see 
section 4.2) were drafted. The JPEG committee tried to harmonize the SPIFF standard with the exchangeable 
image file format (EXIF), the future file format for digital cameras, but it failed: JPEG invited to its 1993 Tokyo 
meeting the Chair of the EXIF standardization committee and conducted discussions on how to harmonize the 
future SPIFF and EXIF standards with a common solution. In the meeting, an agreement was reached to have 
a single standard; however, unfortunately, the EXIF side later dropped the agreement and went ahead with 
the EXIF standard. It was too late for harmonization. The initial release of EXIF by the Japan Electronic 
Industries Development Association (JEIDA) was in 1995, while SPIFF was 1996. For digital photography, 
clearly EXIF was the winner, because it has been supported on the market by emerging digital cameras. 

What is exactly EXIF? 

Exchangeable image file format (officially Exif, according to JEIDA/JEITA/CIPA specifications) is a 
standard that specifies the formats for images, sound, and ancillary tags used by digital cameras (including 
smartphones), scanners and other systems handling image and sound files recorded by digital cameras. 
The specification uses the following existing file formats with the addition of specific metadata tags: JPEG 
discrete cosine transform (DCT) for compressed image files, TIFF Rev. 6.0 (RGB or YCbCr) for uncompressed 
image files, and RIFF WAV for audio files (Linear PCM or ITU-T G.711 μ-Law PCM for uncompressed audio 
data, and IMA-ADPCM for compressed audio data). [38] 

Background: 

According to Wikipedia, JEIDA produced the initial definition of EXIF. Version 2.1 of the specification is dated 
12 June 1998. JEITA established EXIF version 2.2 (also known ae EXIF print), dated 20 February 2002 and 
released in April 2002 Version 2.21 (with Adobe RGB support) is dated 11 July 2003, but was released in 
September 2003 following the release of DCF 2.0. The latest, version 2.3, released on 26 April 2010 and revised 
in May 2013 (and updated to 2.3.1 in 2016), was jointly formulated by JEITA and the Camera and Imaging 
Products Association (CIPA). EXIF is supported by almost all camera manufacturers. 

The metadata tags defined in the EXIF standard cover a broad spectrum:  

• date and time information: digital cameras will record the current date and time and save this in the 
metadata; 

• camera settings: this includes static information such as the camera model and make, and information 
that varies with each image, such as orientation (rotation), aperture, shutter speed, focal length, 
metering mode, and ISO speed information; 

• a thumbnail for previewing the picture on the camera's liquid crystal display (LCD) screen, in file 
managers or in photo manipulation software; 

• descriptions; 

• copyright information. 
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The EXIF tag structure is borrowed from tagged image file format (TIFF) files. On several image specific 
properties, there is a large overlap between the tags defined in the TIFF, EXIF, tagged image file 
format/electronic photography (TIFF/EP), and design rule for camera file (DCF) standards. For descriptive 
metadata, there is an overlap between EXIF, International Press Telecommunications Council (IPTC) 
information interchange model and extensible metadata platform (XMP) info, which can also be embedded in 
a JPEG file. The Metadata Working Group has guidelines on mapping tags between these standards. 

When EXIF is employed for JPEG files, the EXIF data are stored in one of JPEG's defined utility application 
segments, the APP1 (segment marker 0xFFE1), which in effect holds an entire TIFF file. 

4.5  Web HTML 

This application proved to be one of the killer applications in the success of JPEG: high quality photographic 
type images on web pages. Nevertheless, the results of development of a videotex photographic mode as 
shown in section 4.1.3 are very similar to this application, so the results from there could be easily adopted. 

As early as February 1993, JPEG was already included in the first web browser in the famous Mosaic (Fig. 15). 
Note that this was only 6 months after the formal approval of the JPEG draft by CCITT and one year before that 
in ISO/IEC JTC1. So, most likely, the IJG code was taken. 



ITU Journal: ICT Discoveries, Vol. 3(1), June 2020 

 © International Telecommunication Union, 2020 153 

 



ITU Journal: ICT Discoveries, Vol. 3(1), June 2020 

154 © International Telecommunication Union, 2020   

 

Fig. 15 – Cover page and page 3 of the NCSA mosaic technical summary [32] showing  
that JPEG was included in the web from the very beginning 

HTML is the standard markup language for creating Web pages, which are capable of far more than text. If a 
web page is built with HTML, images can be added in a variety of file types, including .jpg, .gif, and .png. 

The registered multipurpose Internet mail extensions (MIME) type for JPEG JFIF images is the image/jpeg of 
1993 (IETF RFC 1521 [33]), 

“7.5 The Image Content-Type 

A Content-Type of "image" indicates that the body contains an image. 
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The subtype names the specific image format. These names are case insensitive. Two initial subtypes are 
"jpeg" for the JPEG format, JFIF encoding, and "gif" for GIF format [GIF]. 

The list of image subtypes given here is neither exclusive nor exhaustive, and is expected to grow as more 
types are registered with IANA, as described in Appendix E. 

The formal grammar for the content-type header field for data of type image is given by image-type:= 
"image" "/" ("gif" / "jpeg" / extension-token)” 

4.6  Standards in medical image communications 

The use of JPEG-1 and the many subsequent formats (e.g. JPEG-LS, JPEG2000) of ISO/IEC JTC1 SC29 have been 
always of great interest to the medical imaging community. Representatives of the American College of 
Radiology-National Electrical Manufacturers Association (ACR-NEMA) standardization body came 
occasionally to early JPEG meetings. They showed interest both in the requirements (e.g. “lossy” image for a 
fast diagnosis and “lossless” for confirmation and archival) and the formats, but they never wanted to be part 
of the ITU-T ISO/IEC JTC1 image standardization community. They always had ACR-NEMA and took over much 
of the JPEG or MPEG work. This is definitely a great success for JPEG. 

Section 4 of Liu et al. [34] reads 

“In the early 1980s, the digital medical imaging industry was rapidly growing and the need for the 
development of standards for digital communication of medical images was evident. In 1983, two 
organizations—the American College of Radiology (ACR) which is a professional society of radiologists, 
radiation oncologists, and clinical medical physicists in the United States, and the National Electrical 
Manufacturers Association (NEMA) which is a trade association representing manufacturers came 
together to form the Digital Imaging and Communications Standards Committee. The committee published 
the first version of its standard (ACR-NEMA 300-1985) in 1985. The standardization effort continued to 
evolve as participation from outside of the United States as well as from medical specialties beyond 
radiology grew and the medical imaging industry transitioned to networked operations. In 1993, the name 
of the committee was changed to Digital Imaging and Communications in Medicine (DICOM) and a 
substantially revised standard, also known as DICOM, was released.” 

4.7  JPEG as a military standard 

This applications area and the success of JPEG as a military standard came as a surprise to the author and the 
members of the original JPEG Development Team. As previously mentioned, the toolbox element-defining 
applications of JPEG originated in requirements from telecommunications, and the PC and printing-industries, 
but none from the military. 

Thus, requirements derived from purely civilian applications and use cases. JPEG simply did not have on its 
radar that the defined “toolbox” was flexible and powerful enough to apply, for example, for high-resolution 
military areal images. 

Nevertheless, the specification developed by JPEG was picked up for part of the US Government’s National 
Imagery Transmission Format Standards (NITFS) system in the early 1990s and apparently was found also 
useful to be in their application space. 

The NITFS version of JPEG was documented in MIL-STD-188/198 [35]: 

“This standard establishes the requirements to be met by systems complying with NITFS when image data 
are compressed using the JPEG image compression algorithm as described in DIS 10918-1, Digital 
compression and coding of continuous-tone still images.” 

MIL-STD-188/198 was based on the draft International Standard for ITU-T T.81 (1992) | ISO 10918-1:1994 
[1]. This is basically the final version that was approved by CCITT in September 1992. 

The North Atlantic Treaty Organization (NATO) has also been using JPEG in its standards. 
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5. CONCLUSIONS 

The author, who has participated in the JPEG design and development effort throughout and who has 
witnessed the incredible success of the JPEG format, has the following conclusions: 

• The design concept to create a toolbox type of standard for JPEG was an excellent decision. The fact that 
the common components were derived mostly from CCITT/ITU telecommunication and emerging PC 
applications actually did not influence the wide applicability of the toolbox standard concept in 
applications that had not been envisaged originally by the JPEG team. The selection of toolbox elements 
in successful M-JPEG applications, which was definitely outside the scope of JPEG, is a good example of 
that. 

• The fact that some components, e.g. file format and colour model selection, were left out of the toolbox 
by design was in the end not a limiting factor. Each application has found the right solution to fill those 
gaps. Actually, for similar applications, ranging from the videotex photographic mode to the much more 
successful worldwide web solution, to incorporate just the core JPEG components into a new protocol 
environment was actually a useful feature. 

• It is an irony of standardization that the majority of the originally targeted CCITT/ITU JPEG applications 
in the end were not successful, but due to the flexibility of the toolbox principle new applications, e.g. 
digital photography, web pages with photographic content and medical imaging, have played a role as 
JPEG killer applications. 

• Out of the JPEG toolkit, the definition of a JPEG baseline profile common to all applications and images 
was a very good decision, and not only helped easier interoperability, but also provided a stable basis 
for good quality images. 

• High-quality photographic images on web pages proved to be one of the killer applications for the 
success of JPEG. Nevertheless, the results of the development of a videotex photographic mode, as shown 
in section 4.1.3, are very similar to this application, so could be easily adopted. 

• It is fair to say that the first killer application was the inclusion of JPEG on the Internet and then in the 
worldwide web. JPEG was included in web browsers from as early as February 1993. Thus, the boom in 
the web was parallel to the popularity of JPEG. In the second half of the 1990s, another killer application 
was digital photography, which got an additional killer application in the early 2000s, namely digital 
photography by mobile and from 2007 smart phones. 

• The patent policy of JPEG, which could only happen within an independent group with own rules and 
procedures, was a very lucky choice: RF JPEG baseline with the possibility for some RAND options. That 
JPEG patent policy then de facto disappeared after 1993 when the joint ITU and ISO/IEC rules for 
collaborating work (ITU-T A.23 [5]) were approved. Then de jure a RAND patent policy was adopted for 
all new standards, although JPEG informally often set targets to develop RF baseline standards. 

• In general, JPEG derived benefit from the fact that until 1993 it operated according to its own rules in a 
sort of vacuum, while its parents were much regulated SDOs, i.e. CCITT/ITU and ISO/IEC. That freedom 
allowed effective, fast and innovative standardization work in JPEG, while the formal approval and 
publication of standards by both SDOs after the completion of the JPEG specification took some time. 

• The de facto collaboration of the IJG and JPEG was a lucky coincidence. The toolbox nature of the 
standard and its RF policy were key requirements for the open source code implementation of JPEG by 
the IJG. The IJG, after picking up the stable specification in 1990, could take the JPEG format as a baseline, 
and combine it with JFIF for the missing components. The first code appeared in 1991, before the formal 
approval of JPEG by CCITT/ITU in 1992. Later, it added further components, e.g. for progressive image 
build up. 

  

http://www.w3.org/Graphics/JPEG/jfif3.pdf
https://en.wikipedia.org/wiki/JPEG_File_Interchange_Format
https://en.wikipedia.org/wiki/JPEG_File_Interchange_Format
https://www.ecma-international.org/publications/techreports/E-TR-098.htm
https://www.ecma-international.org/publications/techreports/E-TR-098.htm
https://www.ecma-international.org/publications/techreports/E-TR-098.htm
https://en.wikipedia.org/wiki/C-Cube
https://en.wikipedia.org/wiki/C-Cube
https://en.wikipedia.org/wiki/Motion_JPEG
https://en.wikipedia.org/wiki/Motion_JPEG
https://www.livinginternet.com/w/wi_mosaic.htm
https://en.wikipedia.org/wiki/Exif
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