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Final Report of the
Workshop on IP Traffic Flow Measurement
(Geneva, 24 March 2011)

1.
Welcome and introduction

Leslie Martinkovics, Chairman of Study Group 3 Working Party 1/3 introduced the workshop and acted as Chairman.  Full information on the workshop, including an audiocast in six languages and the presentations, is available at:


http://www.itu.int/ITU-T/worksem/iptfm/index.html 

The question of whether or not—and if yes how—to use measurement of IP traffic flows in connection with billing for International Internet connections is a sensitive topic that has been extensively discussed within ITU-T Study Group 3 for many years. A summary of those discussions can be found at: 


http://www.itu.int/ITU-T/studygroups/com03/iic/index.html
ITU-T Recommendation D.50 on International Internet Connection recommends that administrations take appropriate measures nationally to ensure that parties (including operating agencies authorized by Member States) involved in the provision of international Internet connections negotiate and agree to bilateral commercial arrangements, or other arrangements as agreed between administrations, enabling direct international Internet connections that take into account the possible need for compensation between them for the value of elements such as traffic flow, number of routes, geographical coverage and cost of international transmission, and the possible application of network externalities, amongst others [emphasis added]. 
In that light, proposals have been submitted to the effect that that the traffic flows referred to in D.50 should be measured by using data that can be obtained from routers using the BGP protocol, that is, by using the traffic flow data of BGP routers. 
Those proposals raised various questions and it was agreed to further study the matter. In particular, it was agreed to organize a session in which experts on IP traffic flow measurement would be invited to speak, with the objective of presenting the technical and operational issues related to IP traffic flow measurement. 

The Chairman stated that the objectives of the workshop were to bring all participants up to a common level of understanding regarding the measurement of IP traffic flows, in particular: 

· What is technically possible without modifications to basic protocols such as BGP. 

· What is actually implemented in practice today. 

· What is IP traffic flow measurement used for today, in particular with respect to financial and billing matters. 

· What are the likely future developments regarding IP traffic flow measurement, in particular work in the IETF. 

The Chairman thanked the participants for their presence, the invited experts for having agreed to contribute to this workshop, and the TSB staff for their help in organizing the workshop.  He noted that the leading experts on this topic were  present at the workshop, so he was confident that clear and helpful  answers to the above questions would be provided.
2.
Introduction to IP traffic flow measurements and packet sampling

Tanja Zseby, (Focus Fraunhofer) provided an overview of IP traffic flow measurements and packet sampling. The basic concepts, terminology and target scenarios for flow measurements were introduced, as defined by the IP Flow Information Export (IPFIX) working group. This includes the IPFIX architecture, building blocks of a measurement process, common information elements, data aggregation and data selection concepts as well as the applicability of IPFIX in different situations. In addition open issues and current challenges in the area of flow measurements are presented. 

She stated that relatively little is known about IP traffic flows, and this because of the difficulties of collecting data, which can only be done by sampling or aggregation, because of the performance issues involved in measuring the flows.  

She stated that there are various motivations for measuring IP traffic flows, including:

· Accounting

· Security

· SLA Validation

· Fault Detection

· Traffic Engineering

· Traffic Profiling

· Research (Experiment Supervision)
In summary:

· Many applications require measurements

· Problem: Limited resources

· Solution: Aggregation and Data Selection

· Aggregation: IP Flow Measurements

· Selection: Filtering and Sampling

· Multipoint Measurements

· Measurement of path, quality (loss, delay)

· Synchronization needed

· IPFIX Standard allows exchange of data across equipment by different manufacturers
· Flexible flow and packet reporting is a requirement
In reply to a question it was clarified that, in principle, it would be possible to measure the traffic flows between two countries, if the addresses associated with the countries are known, and if adequate hardware is available.  This could be done without any reference to BGP routers, but it might be easier to capture the data at the level of the BGP routers.

In reply to another question, it was clarified that the measurement process was not part of the BGP protocol, but an add-on, which can use information available in BGP routers, and this without requiring any modifications to the BGP protocol itself.  The add-on could be hardware or software within the BGP router, or separate hardware connected to a BGP router.
3.
One manufacturer’s experience with IP traffic flow measurement

Benoit Claise, (Cisco) first focused on the latest NetFlow development in Cisco, then shared experience regarding the specific use case of usage based billing with NetFlow.  NetFlow is a Cisco product NetFlow that is used for traffic monitoring, security analysis, capacity planning and billing (but billing is used only by few customers).  Netflow is a flexible metering process.

One of the issues with respect to billing is that the amount of data is huge, so sampling has to be used in order to avoid performance issues.  But most customers are wary of the legal issues that might arise with sampling-based billing, so they do not use it.

Destination-based billing had been investigated around the year 2003, but many issues were identified, including:

· Destination Sensitive Billing requires Source Sensitive Billing 
· BGP asymmetry problem (a requested packet could be transmitted through a different path from the request: the source lookup is based on the route the router would take to reach the source)
· Only the traffic following the BGP routes will be accounted (what if local policies outside of BGP)
· Limited amount of buckets in the Destination Sensitive Billing (doesn’t scale: too many entries)
· Performance issues
· Entire Network Management System solution to be put in place
If we bill per AS-PATH and each Autonomous System (AS) gets a piece of the pie, people will create a new AS and try to attract traffic.  There could be a significant negative impact on performance.

In reply to a question, it was clarified that if there were more ASes, then there could be an impact on stability and it is not clear whether the resulting competition and market mechanisms would lead to lower prices.

In reply to another question, it was clarified that the Netflow product has been re-engineered over the years to adapt to rapidly growing traffic volumes.

4.
Overview of IETF work on IP traffic flow measurement and current developments

Juergen Quittek, (NEC Europe Ltd.) gave an overview of the IETF work on standardizing traffic flow measurement with focus on the IPFIX (IP Flow Information eXport) protocol that is used for reporting flow measurement results.  The IPFIX has been active for almost 10 years and has – jointly with the PSAMP (Packet Sampling) WG – produced 18 RFCs on the core IPFIX protocol and extensions.  The IPFIX protocol can be considered a mature standard with several implementations available, although implementations from leading routers vendors are still not available off-the-shelf.  While focusing on reporting measurements, the IPFIX and PSAMP specifications also set requirements on how IP traffic is measured.  The presentation gave an outlook on upcoming IPFIX extensions and addressed issues of applying IPFIX to inter-domain traffic measurement.
The IETF defines a “traffic flow” as groups of IP packets sharing common characteristics e.g. IP source/destination address, TOS field, protocol, transport layer ports, etc.  Packets are captured, sampled, and filtered (e.g. for common characteristics), then flow reports can be produced.  Flows have different characteristics (e.g. short/long lived; high/low volume, etc.).  Creating/updating flow records for high-speed links requires sampling and high-performance hardware.

BGP-related flow info (such as AS numbers) can be reported using the IPFIX standards, and this without changing the BGP protocol itself (the products that implement IPFIX observe the BGP flows without affecting them).  Major router vendors expected to release IPFIX soon as part of standard installations.  IPFIX can be used to report measurements at peering points, but appropriate metering hardware is required. 
In response to a question, it was clarified that the encryption used for VPN connections can limit the information available for classifying network flows.

In response to another question, it was clarified that there are indeed performance issues related to measuring traffic flows for high-speed connections, and the required hardware can be expensive.

5.
Flow-based Accounting and Charging at SWITCH 

Simon Leinen, (Switch) explained that SWITCH provides Internet (IPv4 and IPv6) access and other services to the Swiss academic community since 1987.  Since the early days, it has used a usage-based tariff for cost recovery.  The current volume-based scheme is in place since 2000, and is supported by flow-based accounting (unsampled Netflow) from the border routers.  SWITCH’s experiences with this mechanism were presented, dwelling on some of the issues and limitations, discussing how such an approach can scale (or not) into the future and/or to larger networks.
Volume-based charging at Switch is a principle mandated by its governing body: sosts recovery must distribute charges according to costs caused!  The implementation is based on volume charges, in addition to fee components based on: access capacity, access type (redundant/non-redundant), headcount, value-added services.  At present, the volume-based charges account for about 1/3 of the total charges.

The first volume-billing model was based on incoming traffic: outbound was free.  That lead to undesirable traffic re-routing.  Since 1998, only off-net (that is, outside the SWITCH network) incoming traffic is charged (other research traffic is also not charged, nor is night traffic).  Traffic exchanged with international peering partners is charged, even though SWITCH does not pay for those peering links.  Full (that is, not sampled) flows from the border routers are used to compute the charges.  Sampling could be used for the billing application, but not for other applications such as security and research.  There is a cost involved in operating the accounting system, both in terms of additional hardware costs for the routers and the cost of processing the collected IP traffic flows (additional hardware, software, and operations).  These costs are very significant when compared to the cost of acquiring the bandwidth that is charged.  Dynamic routing of packets means that it is difficult to determine the real origin of incoming traffic.

In response to a question, it was clarified that there is decreasing use of volume-based charging for academic networks; most are moving to flat-rate charges.

6.
Typical use of IP traffic flow measurements in telecom operators 

Paolo Lucente, (pmacct, KPN International) explained that IP flow measurements are used among network operators for numerous activities boiling down to financial considerations, including fair-usage policy compliancy at the access layer, destination-based billing strategies, capacity planning, traffic engineering and Internet peering.  After a brief introduction to this diverse landscape, the presentation focussed on ways to correlate IP flow measurements with inter-domain routing information and benefits and challenges on how this can be used for billing purposes and Internet peering.
It is difficult to map AS numbers to “real-world” concepts, such as “country”; similarly, IP address cannot be mapped with certainty to countries.  IP traffic flows are commonly used within multi-national corporations for intra-company billing.  As noted in previous presentations, there isn’t really a traffic flow between points A and B: there are two unidirectional flows, one from A to B, the other from B to A, and these need not be congruent (unlike the case for circuit-switched networks).  Traffic might move through different countries at different layers (physical, SDH/ATM, etc.), so it is very difficult to say that some particular bit of traffic “belongs” to a particular country.

In reply to a question, it was clarified that routing configurations are established on the basis of cost considerations (in particular peering policies of partners), and can change over time.

In response to another question, it was clarified that there is no intrinsic reason for billing on the basis of incoming versus outgoing traffic.  Depending on the objectives and the business case, it could be appropriate to consider billing for outgoing traffic, or for both incoming and outgoing.

In response to another question, it was clarified that the use of separate collectors (as opposed to hardware/software within the router) might allow greater flexibility as networks expand and routers are added, and avoid performance issues with the routers.  Implementation of traffic flow measurement tools permits improved network management, in particular capacity planning, and optimization of off-network routing.

7.
General discussion

In summary, the questions mentioned in the introduction can be answered as follows:

· What is technically possible without modifications to basic protocols such as BGP?

· IP traffic flows can be measured by add-on hardware and software that does not require any modification to basic protocols such as BGP.
· What is actually implemented in practice today? 

· The Cisco NetFlow product is widely implemented in practice today, and it is expected that products based on the IETF IPFIX set of standards will soon be made available by many manufacturers.
· What is IP traffic flow measurement used for today, in particular with respect to financial and billing matters? 

· IP traffic flow measurement is widely used today for a number of reasons, in particular traffic engineering and security.  It is rarely used for accounting, in particular because of potential legal issues arising from sampling and because of performance issues.
· What are the likely future developments regarding IP traffic flow measurement, in particular work in the IETF? 
· The basic set of IPFIX standards have been completed and can be implemented.  Additional work will take place on issues such as mediation (particularly for large networks), aggregation, anonymization, flow selection, structuring flow records, etc.
In response to a question from the Chairman of WP1/3, the panellists indicated that, in terms of items for future work, the following points could be considered:

a) What benefit is gained from charging on the basis of traffic measured at the BGP level, and does that offset the cost of measuring the traffic?

b) In light of the decreasing cost of international connectivity (with competition driving the decreases), is it worthwhile to create an international settlement/accounting scheme for Internet traffic, considering the costs involved with establishing such a scheme, and the possible reduction in flexibility?

c) Would it be more effective to consider methods for increasing connectivity so as to lower prices, rather than improving accounting methods?

d) Since AS numbers do not map to countries, and packets travel across multiple countries, how can country-based billing be implemented on the basis of IP traffic flow measurement?

e) If a billing scheme results in an increase in the number of ASes, would that result in increases in routing tables that could degrade performance?

In response to a question, it was clarified that the IETF focuses on the technical aspects of the network, and does not work much on billing and accounting issues.

In response to another question, it was clarified that traffic flow measurement could, in principle, be used to increase the efficiency of the network by identifying the sources of unwanted communications such as spam, but the implementation could be complex, and it might be difficult to define “unwanted”.

It was pointed out that there are various billing models: by volume, flat rate, or “free” in the sense that the network is subsidised by the government (for example, public WiFi networks).  Even if volume-based billing is technically possible, it should be considered whether the costs of such billing justify the benefits, and whether such billing would have a desired effect in terms of affecting the behaviour of consumers and suppliers.  Regarding government subsidies, and given the international nature of much Internet traffic, it is not clear who would be paying for what and who would be benefitting most from the subsidies.

The Chairman of WP1/3 concluded that it was very valuable to learn about the available tools, which surely could be useful in terms of network monitoring and optimization even if they are not used to implement volume-based billing.  The information will be useful for further work in Study Group 3.

The Chairman of Study Group 3 thanked the speakers for their excellent presentations, and he congratulated the Chairman of WP1/3 and the SG3 Counsellor for their work in preparing the workshop, as well as the IIC and TFMF Rapporteurs, the TSB staff, the interpreters, and the participants.
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