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1
Introduction

ITU-T G.709 underwent significant enhancements in 2009 and to date in 2010.  These improvements are the result of increased demand, development, and deployment of OTN technologies and the desire to have greater packet client related features.  The enhancements can be grouped around support for 1, 40, and 100 GbE, as well as support for flexible client rates now and in the future.  Other new features, like a new delay measurements capability and clarifications related to replacement signals in the event of failures were also added to improve OTN network operations.

Current OTN users can rest assured that equipment built based on the 2003 version of G.709 are all still compliant with the new version.  Existing client signal mappings into existing containers (OPUk/ODUk/OTUk, k=1, 2, 3) remain unchanged.  The enhancements added in 2009 and 2010 are additions to the features already employed in equipment based on the 2003 version.

This paper is meant to provide an overview of the new enhancements made to the OTN through 2009 and 2010.  Those not familiar with the OTN standards or G.709 (pre-2009) are encouraged to read the OTN Tutorial to understand the background for this paper.  A basic understanding of G.709 (pre-2009) is assumed throughout this paper.
2
New Gigabit Ethernet Support
One of the original drivers behind the development of the OTN standards was the ability to carry SDH client signals transparently, supporting a customer SDH network or “carrier’s carrier” application.  As a result of the prevalence of SDH throughout networks, all sub-2.5G payloads were handled by SDH or packet network elements.  With the greater proliferation of 1GbE signals in networks where SDH was not present and there was no other driver for a packet switch/router, it was only logical to pursue extending the OTN hierarchy to a lower rate container to carry 1GbE.  To maintain the existing 2.5G based OTN hierarchy, the standard 2.5G OTN tributary slots were split in half to form 1.25G tributary slots.  With the same transcoding used for mapping 1GbE into virtually concatenated SDH containers, a 1GbE signal can be mapped with codeword transparency into a 1.25G OTN tributary slot.  To enable switching at the 1.25G level an OPU0 and ODU0 were defined capable of carrying the transcoded 1GbE signal.

Because of the great demand for standard mappings for transparent transport of 10GBASE-R, an ODU2e (formerly documented in G.Sup43 clause 7.1) was defined in G.709.  In addition to being able to carry 10GBASE-R, a transcoding and mapping for carrying 10G FC was defined for the ODU2e.  ODU2e may be carried in 9X1.25Gb/s tributary slots of an ODU3 or 8X1.25Gb/s tributary slots of an ODU4.
Similar to the mechanism defined for adapting 1GbE into an ODU0, a transcoding (from 64B/66B line code into 512B/513B line code) was defined for fitting the newly defined 40GbE (40GBASE-R) signal into a standard OPU3/ODU3/OTU3.

On the upper end of the OTN hierarchy, a new OPU4/ODU4/OTU4 signal was defined to carry 100GbE and other clients or similar bit rate.  

3
Flexibility
To support the ODU2e and other bit rates that do not cleanly fit into the tributary slots of the OTN hierarchy, an ODUflex was defined that can be established at any bit rate.  (ODU2e is simply a special case of ODUflex.)  Packet clients may be mapped into an ODUflex using GFP-F, utilizing any arbitrary bit rate smaller than the OPUk/ODUk/OTUk that is meant to contain it.  However, for maximum payload efficiency, it is recommended that the bit rate of an ODUflex with a GFP-F payload be set to an integer multiple of the smallest tributary slot size along the path it is to travel.  (For example, if an ODUflex is meant to traverse a path containing OTU2 and OTU3s, then the ODUflex should be set to an integer number of 1.25G tributary slots of an ODU2.)  For new constant bit rate (CBR) clients, the ODUflex is only a fraction larger than the client signal bit rate (239/238 X client signal bit rate), as CBR clients are mapped into the OPUflex using the traditional Asynchronous Mapping Procedure (AMP).  Any CBR client bit rate with clock tolerance of 100ppm or better can be mapped into an ODUflex.
As was implied in the introduction of the ODUflex above, there is no such thing as an “OTUflex.”  Except for the new OTU4 signal rate, there were no new physical signal rates defined in the recent enhancements to G.709.  This helps maintain existing OTN interface rates and prevents the introduction of unnecessary new interfaces that might increase the cost of inventory and operations for OTN networks.  ODU0, ODU2e, and ODUflex are all considered “lower order” clients signals only.  They must be carried within a “higher order” ODUk/OTUk for transmission over an OCh.  At the simplest level, a “lower order” ODU is one that contains a directly mapped client signal and a “higher order” ODU is one that contains a lower order ODU as a client.  Except for the three new ODUk (which do not have OTUk signals associated with them), other lower order ODUk may be mapped directly into an OTUk and carried as an OCh.  The differentiation between a lower order and higher order ODU is purely in application, since there is no structural difference between a lower order and higher order ODUj (J=1, 2, 3, 4).

To support the flexibility desired in mapping clients of any bit rate into any larger bit rate container, without the need for unique mappings for each client/container pair, a new Generic Mapping Procedure (GMP) was defined.  It is used for mapping transcoded 1GbE into an OPU0, ODUflex into a higher order OPUk, and all clients into OPU4.  GMP distributes data and stuff bytes according to an algorithm which results in periodic data and stuff byte patterns instead of the traditional fixed stuff columns of other mappings.
4
Reuse
In addition to continuing to reuse the existing interface rates, new multi-lane client interfaces were defined for OTU3 and OTU4.  These new client side interfaces are defined to utilize optical modules being built to support new multi-lane 40GbE and 100GbE interfaces.  The hope is that reusing the same optical modules that are built for the IEEE interfaces will enable OTN interfaces to take advantage of the higher volume pricing that is expected for those components.

5
Operational Enhancements
One of the features often requested of network operators is the transport latency, or round trip delay of signals along a given connection.  Since there was no such capability defined for the OTN, a new byte was defined to support just such a feature.  Since G.709 only defined interfaces, containing bytes defined for different applications, the actual mechanism for utilizing this delay measurement is being included in a new revision of the OTN equipment functions specification, ITU-T G.798.
To improve interoperability and performance with packet based network elements, like Ethernet switches and IP routers, the new revision of G.709 defines the appropriate replacement client signal for fault conditions.  For Ethernet clients that is a Local Fault signal.  The Client Signal Fail (CSF) bits are also defined to be used by network operators who rely on them for fault isolation and performance.  Both enhancements will improve the operational capabilities of the OTN for network operators.

6
Conclusion

Newly revised G.709 contains many enhancements that make the OTN more efficient and flexible for packet and new CBR client signals.  The new ODU0 was defined for those who wish to manage their networks at a 1GbE level without using SDH or packet switching.  The OTN is equipped to carry newly defined IEEE 40GbE and 100GbE.  The OTN continues to be the mechanism of choice for transporting transparent SDH signals.  With the new enhancements and the desire by network operators to reduce the number of managed network layers, the OTN forms the ideal lower layer technology for converged higher layer packet networks.
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